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(57) ABSTRACT 

The selection between instruction threads in a SMT processor 
for the purpose of interleaving instructions from the different 
instruction threads may be modified to accommodate certain 
processor events or conditions. During each processor clock 
cycle, an interleave rule enforcement component produces at 
least one base instruction thread selection signal that indi 
cates a particular one of the instruction threads for passing an 
instruction from that particular thread into a stream of inter 
leaved instructions. Thread selection modification is pro 
vided by an interleave modification component that generates 
a final thread selection signal based upon the base thread 
selection signal and a feedback signal derived from one or 
more conditions or events in the various processor elements. 
This final thread selection signal may indicate the same 
instruction thread indicated by the base thread selection sig 
nal or a different one of the instruction threads for passing an 
instruction into the interleaved stream of instructions. 
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APPARATUS FOR SELECTING AN 
INSTRUCTION THREAD FOR PROCESSING 

IN A MULT-THREAD PROCESSOR 

CROSS-REFERENCE TO RELATED 
APPLICATION 

0001. This application is a continuation of U.S. patent 
application Ser. No. 10/424,530, filed Apr. 25, 2003 and 
entitled, “METHOD AND APPARATUS FOR SELECTING 
AN INSTRUCTION THREAD FOR PROCESSING IN A 
MULTI-THREAD PROCESSOR.” The Applicants hereby 
claim the benefit of this U.S. patent application under 35 
U.S.C. S 120. The entire content of this U.S. patent application 
is incorporated herein by this reference. 

TECHNICAL FIELD OF THE INVENTION 

0002 This invention relates to data processors that process 
multiple, interleaved instruction threads on a cycle-by-cycle 
basis according to a priority rule. More particularly, the inven 
tion relates to selecting a particular instruction thread for 
processing based on events or conditions associated with the 
instruction threads. 

BACKGROUND OF THE INVENTION 

0003) A number of techniques are used to improve the 
speed at which data processors execute software programs. 
These techniques include increasing the processor clock 
Speed, using cache memory, and using predictive branching. 
Increasing the processor clock speed allows a processor to 
perform relatively more operations in any given period of 
time. Cache memory is positioned in close proximity to the 
processor and operates at higher speeds than main memory, 
thus reducing the time needed for a processor to access data 
and instructions. Predictive branching allows a processor to 
execute certain instructions based on a prediction about the 
results of an earlier instruction, thus obviating the need to wait 
for the actual results and thereby improving processing speed. 
0004 Some processors also employ pipelined instruction 
execution to enhance system performance. In pipelined 
instruction execution, processing tasks are broken down into 
a number of pipeline steps or stages. Pipelining may increase 
processing speed by allowing Subsequent instructions to 
begin processing before previously issued instructions have 
finished a particular process. The processor does not need to 
wait for one instruction to be fully processed before begin 
ning to process the next instruction in the sequence. 
0005 Processors that employ pipelined processing may 
include a number of different pipeline stages which are 
devoted to different activities in the processor. For example, a 
processor may process sequential instructions in a fetch stage, 
decode/dispatch stage, issue stage, execution stage, finish 
stage, and completion stage. Each of these individual stages 
may employ its own set of pipeline stages to accomplish the 
desired processing tasks. 
0006 Multi-thread instruction processing is an additional 
technique that may be used in conjunction with pipelining to 
increase processing speed. Multi-thread instruction process 
ing involves dividing a set of program instructions into two or 
more distinct groups or threads of instructions. This multi 
threading technique allows instructions from one thread to be 
processed through a pipeline while another thread may be 
unable to be processed for some reason. This avoids the 
situation encountered in single-threaded instruction process 
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ing in which all instructions are held up while a particular 
instruction cannot be executed, such as, for example, in a 
cache miss situation where data required to execute a particu 
lar instruction is not immediately available. Data processors 
capable of processing multiple instruction threads are often 
referred to as simultaneous multithreading (SMT) proces 
SOS. 

0007. It should be noted at this point that there is a distinc 
tion between the way the software community uses the term 
“multithreading and the way the term “multithreading” is 
used in the computer architecture community. The Software 
community uses the term "multithreading to refer to a single 
task subdivided into multiple, related threads. In computer 
architecture, the term “multithreading refers to threads that 
may be independent of each other. The term “multithreading 
is used in this document in the same sense employed by the 
computer architecture community. 
0008 To facilitate multithreading, the instructions from 
the different threads are interleaved in some fashion at some 
point in the overall processor pipeline. There are generally 
two different techniques for interleaving instructions for pro 
cessing in a SMT processor. One technique involves inter 
leaving the threads based on Some long latency event, such as 
a cache miss that produces a delay in processing one thread. 
In this technique all of the processor resources are devoted to 
a single thread until processing of that thread is delayed by 
Some long latency event. Upon the occurrence of the long 
latency event, the processor quickly Switches to another 
thread and advances that thread until some long latency event 
occurs for that thread or until the circumstance that stalled the 
other thread is resolved. 
0009. The other general technique for interleaving instruc 
tions from multiple instruction threads in a SMT processor 
involves interleaving instructions on a cycle-by-cycle basis 
according to Some interleaving rule. A simple cycle-by-cycle 
interleaving technique may interleave instructions from the 
different threads on a one-to-one basis. For example, a two 
thread SMT processor may take an instruction from a first 
thread in a first clock cycle, an instruction from a second 
thread in a second clock cycle, another instruction from the 
first thread in a third clock cycle and so forth, back and forth 
between the two instruction threads. A more complex cycle 
by-cycle interleaving technique may involve using Software 
instructions to assign a priority to each instruction thread and 
then interleaving instructions from the different threads to 
enforce some rule based upon the relative thread priorities. 
For example, if one thread in a two-thread SMT processor is 
assigned a higher priority than the other thread, a simple 
interleaving rule may require that twice as many instructions 
from the higher priority thread be included in the interleaved 
stream as compared to instructions from the lower priority 
thread. 
0010. A more complex cycle-by-cycle interleaving rule in 
current use assigns each thread a priority from “1” to “7” and 
places an instruction from the lower priority thread into the 
interleaved stream of instructions based on the function 
1/(2'), where X=the software assigned priority of a first 
thread, and Y—the software assigned priority of a second 
thread. In the case where two threads have equal priority, for 
example, X-3 and Y-3, the function produces a ratio of /2, 
and an instruction from each of the two threads will be 
included in the interleaved instruction stream once out of 
every two clock cycles. If the threads priorities differ by 2, for 
example, X=2 and Y=4, then the function produces a ratio of 
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/s, and an instruction from the lower priority thread will be 
included in the interleaved instruction stream once out of 
every eight clock cycles. 
0011. Using a priority rule to choose how often instruc 
tions from particular threads are included in the interleaved 
instruction stream is generally intended to ensure that proces 
sor resources are allotted based on the priority of each thread. 
When instruction threads in a multithreading processor are at 
equal priorities, generally the instruction threads should share 
processor resources equally. However, there may be situa 
tions in a SMT processor in which one instruction thread will 
effectively use an inordinate share of processor resources 
even when the different instruction threads all have the same 
Software assigned priority. This uneven use of processor 
resources when the instruction thread priorities are equal 
prevents the neglected instruction threads from advancing as 
intended and can reduce overall processing efficiency. 

SUMMARY OF THE INVENTION 

0012. The present invention provides apparatus and meth 
ods for modifying the selection between instruction threads in 
a SMT processor for the purpose of interleaving instructions 
from the different instruction threads. During each processor 
clock cycle, an interleave rule enforcement component or 
circuit produces at least one base thread selection signal that 
indicates a particular one of the instruction threads for pass 
ing an instruction from that particular thread into a stream of 
interleaved instructions. According to the invention, an inter 
leave modification component generates a final thread selec 
tion signal based upon the base thread selection signal and a 
feedback signal derived from one or more conditions or 
events in the various processor elements. This final thread 
selection signal may indicate the same instruction thread 
indicated by the base thread selection signal or a different one 
of the instruction threads for passing an instruction into the 
interleaved stream of instructions. 
0013 The adjustment or modification of instruction 
thread selection according to the invention has particular 
application in properly allotting processor resources between 
different instruction threads of equal or similar processing 
priority. According to one form of the invention, when the 
instruction threads have different or substantially different 
processing priorities, instructions from the different instruc 
tion threads are interleaved according to the interleave rule as 
enforced by the interleave rule enforcement component. 
When all of the instruction threads are equal or nearly equal in 
priority, however, the interleave modification component 
may choose a different instruction thread for adding an 
instruction to the interleaved stream rather than the instruc 
tion thread dictated by the rule. This modification of thread 
choice facilitates evening out the allotment of processor 
resources between instruction threads of similar priority. 
0014. A final thread selection signal according to the 
present invention may be applied directly to control the selec 
tion of instruction threads for the interleaving of instructions 
into the interleaved stream of instructions. One preferred 
form of the invention generates two final thread selection 
signals, each final thread selection signal corresponding to a 
respective base thread selection signal and a respective thread 
of instructions in the processor. The two final thread selection 
signals are combined in a output component to produce a 
selection control signal which can be used to select between 
the two instruction threads for passing an instruction into the 
interleaved stream of instructions. 
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0015. In forms of the invention generating a final thread 
selection signal for each separate instruction thread in the 
processor, the modification component may be configured so 
that under certain circumstances each final selection signal 
indicates that the respective instruction thread is not to be 
selected for passing an instruction into the interleaved stream. 
In these forms of the invention, each final thread selection 
signal may be used as a hold signal and applied to a respective 
hold element in the processor to prevent a valid instruction 
from the respective instruction thread to pass into the inter 
leaved stream to be processed. 
0016. There may be situations in which it is desirable to 
leave the base thread selection signal or signals unaffected by 
the modification component so that each final thread selection 
signal indicates the same thread indicated by the respective 
base thread selection signal. To accommodate these situa 
tions, preferred forms of the present invention include a feed 
back override component or circuit. Each feedback override 
component selectively overrides a respective feedback signal 
that would otherwise dictate a modification from the respec 
tive base thread selection signal to the respective final thread 
selection signal. For example, a feedback override compo 
nent according to the invention may selectively override the 
respective feedback signal in the event that the thread priori 
ties of the instruction threads to be interleaved are not equal. 
0017. These and other advantages and features of the 
invention will be apparent from the following description of 
the preferred embodiments, considered along with the 
accompanying drawings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0018 FIG. 1 is a block diagram of a processor including a 
thread selection arrangement according to the present inven 
tion. 
0019 FIG. 2 is a combination block diagram and sche 
matic diagram of one preferred form of thread selection con 
troller in FIG. 1 including a thread selection modification 
component embodying the principles of the invention. 
0020 FIG. 3 is a combination block diagram and sche 
matic diagram illustrating a selection control circuit accord 
ing to the present invention. 

DESCRIPTION OF PREFERRED 
EMBODIMENTS 

0021 FIG. 1 illustrates a processor 100 embodying the 
principles of the invention. Processor 100 accommodates 
multithreading and includes a first instruction queue 101 
(Queue 0), a second instruction queue 102 (Queue 1), 
selection multiplexer (MUX) 105, and selection controller 
106. Each instruction queue 101 and 102 is dedicated to 
handling instructions in a respective thread of instructions. 
More particularly, first instruction queue 101 queues instruc 
tions from a first instruction thread T0 while second instruc 
tion queue 102 queues instructions from a second instruction 
thread T1. A sequential fetcher 120 transfers instructions 
making up the two different instruction threads from instruc 
tion cache and memory management unit (MMU) 118 to 
instruction queues 101 and 102. Instruction queues 101 and 
102 ultimately feed their respective instructions to the two 
inputs of selection MUX 105. Selection controller 106 con 
trols selection MUX 105 to interleave instructions from the 
two different instruction threads into a single interleaved 
stream of instructions for further processing. 
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0022. As will be described further below with reference to 
FIGS. 2 and 3, each instruction thread is assigned a priority, 
and an interleave rule enforcement component included in 
selection controller 106 uses these priorities to enforce a rule 
regarding the frequency with which instructions from each 
queue (101 or 102) are placed in the interleaved stream for 
processing. The output of selection controller 106 comprises 
a control signal applied to thread selection control path 154. 
This control signal on thread selection control path 154 is 
applied to MUX 105 and specifies which input of the MUX is 
to be passed on for further processing during a particular 
clock cycle. Since each input of MUX 105 is coupled to an 
instruction queue containing instructions from different 
threads, selecting aparticular input of MUX105 has the effect 
of selecting a particular instruction thread for processing. 
0023. In the illustrative embodiment shown in FIG. 1, 
processor 100 comprises a single integrated circuit SuperSca 
lar microprocessor. Accordingly, processor 100 includes vari 
ous execution units, registers, buffers, memory devices, and 
other functional units, which are all formed by integrated 
circuitry. Of course, although the invention is described 
herein as applied to a microprocessor, the present selection 
controller arrangement is not limited to microprocessors and 
may be implemented in other types of processors. Also, the 
general processor arrangement shown in FIG. 1 is shown only 
for purposes of example in explaining the operation of selec 
tion controller 106 in relation to first instruction queue 101, 
second instruction queue 102, and selection MUX105. Those 
skilled in the art will appreciate that the selection controller 
described and claimed in this document may be utilized in 
Substantially any processor arrangement capable of Support 
ing simultaneous multiple instruction thread processing. 
0024. The processor 100 shown in FIG. 1 is coupled to 
system bus 113 via bus interface unit (BIU) 114 and processor 
bus 115. Both system bus 113 and processorbus 115 include 
address, data, and control buses which are not shown sepa 
rately. BIU 114 participates in bus arbitration to control the 
transfer of information between processor 100 and other 
devices coupled to system bus 113, such as main memory 116 
and non-volatile mass storage 117. The data processing sys 
tem illustrated in FIG. 1 preferably includes other devices 
coupled to system bus 113; however, these other devices are 
not necessary for an understanding of the invention and are 
accordingly omitted from the drawings So as not to obscure 
the invention in unnecessary detail. 
0.025 BIU 114 is connected to instruction cache and 
MMU (memory management unit) 118 and data cache and 
MMU 119. High-speed caches, such as those within instruc 
tion cache and MMU 118 and data cache and MMU 119, 
enable processor 100 to achieve relatively fast access to a 
subset of data or instructions previously transferred from 
main memory 116 to the caches, thus improving the overall 
processing speed. Data and instructions stored within the data 
cache 119 and instruction cache 118, respectively, are each 
identified and accessed by an effective address, which is 
related to the real address of the respective data or instruction 
in main memory 116. 
0026 Instruction cache and MMU 118 is further coupled 
to sequential fetcher 120, which fetches instructions for 
execution from instruction cache and MMU 118 during each 
processor cycle. Sequential fetcher 120 transmits branch 
instructions fetched from instruction cache and MMU 118 to 
branch processing unit (BPU) 121 for execution, and tempo 
rarily stores sequential instructions in first instruction queue 
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101 and second instruction queue 102 for eventual transfer to 
instruction decode unit 123 for decoding, and sequencing unit 
124 for dispatch to execution units 130, 140, or 150. 
0027 Sequential fetcher 120 feeds instructions to both 

first instruction queue 101 and second instruction queue 102. 
Both instruction queues 101 and 102 are configured to shift 
instructions down from one queue location to the next each 
time an instruction is issued through selection MUX 105 to 
decode unit 123 for further processing. The last storage ele 
ment in first instruction queue 101 comprises a first latch 103 
(LCH 0) and the last storage element in second instruction 
queue 102 comprises a second latch 104 (LCH 1). Latches 
103 and 104 maintain the latched instructions available at the 
respective inputs of selection MUX 105 so that when one of 
the MUX inputs is selected, the instructions present at the 
selected input are transferred to instruction decode unit 123. 
Note the various elements illustrated, including latches 103 
and 104, may be configured to handle only a single instruction 
at a time or multiple instructions. In a preferred form of the 
invention, various illustrated elements of processor 100 are 
capable of handling multiple instructions simultaneously. For 
example, each queue location in the instruction queues 101 
and 102, and the latches 103 and 104 may include sufficient 
storage elements to accommodate five instructions. Thus, in 
this example, each instruction thread (T0 and T1) as well as 
the stream of interleaved instructions at the output of selec 
tion MUX 105 are actually five instructions wide. The inven 
tion encompasses any instruction width through threads T0 
and T1. 

0028. The execution circuitry of processor 100 comprises 
the three separate execution units 130, 140, and 150 for 
executing sequential instructions. Each individual execution 
unit 130, 140, and 150, preferably executes instructions in a 
sequence of pipeline stages unique to the particular execution 
unit. Both the first execution unit 130 (EXU 1) and second 
execution unit 140 (EXU 2) in this example processor may 
be adapted to perform fixed-point mathematical and logical 
operations as well as load operations which load data from 
memory. The third execution unit 150 (EXU 3) in processor 
100 may be adapted to perform complex fixed point opera 
tions. Third execution unit 150 may also perform store opera 
tions which store data to memory. Those skilled in the art will 
appreciate that various general purpose and floating point 
registers are associated with the execution units 130, 140, and 
150 for temporarily storing operands and operation results. 
These registers are not shown in FIG. 1, since an understand 
ing of their operation is not necessary for an understanding of 
the present selection controller arrangement. Numerous other 
elements may also be associated with execution units 130, 
140, and 150. Such as various queues, registers, or tables used 
to Support out of order execution of instructions. These addi 
tional processor elements are also omitted from FIG. 1 so as 
not to obscure the invention in unnecessary detail. 
0029 Processor 100 processes each sequential instruction 
in distinct pipeline stages, namely, fetch, decode/dispatch, 
issue/sequence, execute, finish, and completion. Instructions 
from the two threads T0 and T1 stored in the two instruction 
queues 101 and 102, respectively, are interleaved into a single 
stream of instructions just prior to the decode/dispatch stage 
according to a priority rule enforced by selection controller 
106. Because the instructions from the two threads are inter 
leaved on a cycle-by-cycle basis prior to the decode/dispatch 
stage performed by decode unit 123, the stages beginning 
with decode/dispatch may receive an instruction from either 
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thread on any given clock cycle. For example, in any given 
clock cycle processor 100 may be completing an instruction 
from a first thread at completion unit 190, executing instruc 
tions from either the first or second thread at execution units 
130, 140, and 150, and decoding an instruction from the 
second thread. Simultaneously processing instructions from 
distinct threads allows processor 100 to continue processing 
instructions even if one of the instruction threads stalls due to 
a long latency event associated with an instruction in that 
particular thread. For example, assume that an instruction 
from thread T0 (queued through first instruction queue 101) 
Suffers some long latency event that prevents it from being 
immediately processed. Because instructions from the sec 
ond instruction thread T1 (queued through second instruction 
thread 102) are interleaved with the instructions from thread 
T0, those instructions may continue to be processed and pass 
through second instruction queue T1. 
0030. During the fetch stage, sequential fetcher 120 
retrieves one or more instructions associated with one or more 
memory addresses from instruction cache and MMU 118. 
Sequential fetcher 120 stores sequential instructions fetched 
from instruction cache and MMU 118 in either first instruc 
tion queue 101 to be part of the first thread of instructions T0. 
or second instruction queue 102 to be part of the second 
thread of instructions T1. Branch instructions for both threads 
are removed or folded out by sequential fetcher 120 to BPU 
121 for execution. BPU 121 includes a branch prediction 
mechanism (not shown separately) which, in one embodi 
ment, comprises a dynamic prediction mechanism such as a 
branch history table (not shown). This branch history table 
enables BPU 121 to speculatively execute unresolved condi 
tional branch instructions by predicting whether or not the 
branch will be taken. 

0031. Instructions passing through first and second 
instruction queues 101 and 102 are interleaved into a single 
stream of instructions that is delivered to instruction decode 
unit 123 for further processing. Instruction decode unit 123 
decodes the instructions and passes the instructions to 
sequencing unit 124 for sequencing and dispatch to execution 
units 130, 140, and 150. Execution units 130, 140, and 150 
execute instructions issued from sequencing unit 124. Once 
the issued instructions are fully executed, execution units 
130, 140, and 150 store the results, if any, within the associ 
ated general purpose or other registers (not illustrated) and 
also notify completion unit 190 that the instructions have 
finished execution. 
0032. It will be appreciated that the particular processor 
structure shown in FIG. 1 is shown only for purposes of 
example, and that the modified thread selection according to 
the present invention is not limited to use with this particular 
structure. For example, although processor 100 shows branch 
instructions folded out of the instruction stream by sequential 
fetcher 120, other processor structures may treat the branch 
instruction unit as another execution unit along with the other 
execution units 130, 140, and 150. In any event, modified 
thread selection according to the present invention may be 
incorporated into Substantially any simultaneous multi 
thread processor. 
0033. It should also be noted that although the illustrated 
processor 100 is adapted to interleave two instruction threads 
T0 and T1 into a single interleaved stream for processing 
though the various processor pipeline stages after the fetch 
stage, other embodiments may be adapted to interleave more 
than two instruction threads into a single interleaved stream 
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of instructions for processing. It will be noted that regardless 
of the number of instruction threads being simultaneously 
processed, an instruction (or set of instructions where the 
pipeline is multiple instructions wide) from only a single 
thread may generally be passed into the interleaved stream of 
instructions in any given clock cycle. Thus, where more than 
two threads are interleaved through a selecting device Such as 
MUX 105, the apparatus must include logic for producing 
MUX control signals suitable for selecting a particular one of 
the threads for transfer through the MUX. In the two-thread 
form of the invention shown in FIG. 1, the MUX control 
signal may be applied through the signal path 154. However, 
control signals for a selection MUX having more than two 
inputs will require additional signal paths to accommodate 
the required MUX control signals. 
0034 Preferred embodiments of the present invention 
have the ability to hold instructions from one or both instruc 
tion threads T0 and T1 so that valid instructions from the 
respective held thread do not pass on for further processing. 
The hold capability may be implemented through hold sig 
nals applied to the two latches 103 and 104. FIG. 1 shows 
dashed lines 152 and 153 from Selection controller 106 to the 
two latches 103 and 104. Selection controller 106 generates 
the required hold signal for each thread and applies the signal 
to the respective signal path 152 or 153. When applied to a 
respective latch 103 or 104, the hold signal causes the instruc 
tion or instructions stored in the respective latch to be marked 
as invalid for execution. Hold signals according to the inven 
tion will be discussed in more detail subsequently with ref 
erence to FIG. 3. 

0035 FIG. 2 illustrates a preferred selection controller 
106 adapted for controlling the interleaving of instructions 
from two instruction threads. Selection controller 106 
includes interleave rule enforcement component 203, a modi 
fication component 205, and a output component 225. Inter 
leave rule enforcement component 203 provides two separate 
base thread selection signals to modification component 205, 
each signal associated with a different one of the instruction 
threads interleaved in processor 100. Modification compo 
nent 205 generates a separate final thread selection signal for 
each base thread selection signal based upon the state of the 
base thread selection signal and feedback signals derived 
from events or conditions in other elements of the processor 
100. The two final thread selection signals are combined by 
output component 225 to produce a single thread selection 
control signal to be used to select one of the two instruction 
threads in processor 100 for interleaving an instruction into 
the interleaved stream of instructions to be processed. Details 
of one preferred form of output component 225 will be 
described further below with reference to FIG. 3. The use of 
the final thread selection signals as hold signals for the respec 
tive instruction threads will also be discussed with reference 
to FIG. 3. 

0036 Referring particularly to FIG. 2, interleave rule 
enforcement component 203 receives priority signals TP0 
and TP1 and applies two separate output signals at nodes 215 
and 217. Priority signal TP0 indicates a priority assigned to 
instruction thread T0, and priority signal TP1 indicates a 
priority assigned to instruction thread T1. The two outputs 
generated by interleave rule enforcement component 203 and 
applied to nodes 215 and 217 comprise base thread selection 
signals, each associated with a particular thread. The base 
thread selection signal at node 215 is associated with thread 
TO and comprises a binary signal that may be used to enforce 
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an interleaving rule between the two threads based on the 
input priorities TP0 and TP1. The base selection signal at 
node 217 is associated with thread T1 and comprises a binary 
signal that is the complement of the signal at node 215, and 
thus may also be used to enforce the interleaving rule between 
the two threads. For example, a 0 level signal output from 
interleave rule enforcement component at node 215 for a 
given clock cycle may indicate that thread T0 is to be selected 
in that clock cycle for passing an instruction into the inter 
leaved stream of instructions. The opposite logic signal at 
node 215 may indicate that thread T1 is to be selected in that 
clock cycle for passing an instruction into the interleaved 
instruction stream. In this example a0 level signal at node 217 
may indicate that thread T1 is to be selected in that clock cycle 
for passing an instruction into the interleaved instruction 
stream, while the opposite logic signal at node 217 may 
indicate that thread T0 is to be selected in that clock cycle. 
0037 Interleave rule enforcement component 203 may 
comprise any suitable component or circuit for producing the 
desired output signals indicating a particular instruction 
thread for enforcing the desired interleave rule. One preferred 
form of an interleave rule enforcement component suitable 
for use in conjunction with the present invention is discussed 
in detail in related U.S. patent application Ser. No. 10/424, 
533, entitled “METHOD AND APPARATUS FOR RAN 
DOMIZING INSTRUCTION THREAD INTERLEAVING 
IN A MULTI-THREAD PROCESSOR” and U.S. patent 
application Ser. No. 10/424,529, entitled APPARATUS AND 
METHOD FOR ADJUSTING INSTRUCTION THREAD 
PRIORITY IN A MULTI-THREAD PROCESSOR, both of 
which are incorporated herein by reference. Further detail on 
interleave rule enforcement component 203 is omitted from 
this disclosure so as not to obscure the present invention in 
unnecessary detail. 
0038 Similar to the base thread selection signals at nodes 
215 and 217, the final thread selection signals generated by 
modification component 205 at nodes 253 and 255 in FIG.2 
each indicate an instruction thread to be selected for passing 
an instruction into the interleaved instruction stream process 
ing. The instruction thread indicated by the respective final 
thread selection signal, however, may be different from the 
instruction thread indicated by the base thread selection sig 
nal. In particular, modification component 205 may cause the 
state of a given final thread selection signal to be opposite to 
the state of the base thread selection signal in a given clock 
cycle in light of certain events or conditions in the various 
elements included in the processor. Thus, the present inven 
tion has the capability to modify the thread selection down 
stream from the interleave rule enforcement component in a 
cycle-by-cycle interleaved SMT processor to produce a more 
desirable allotment of processor resources between the com 
peting instruction threads than may be possible by merely 
enforcing a priority rule between the instruction threads. 
0039. The modification component 205 in FIG.2 receives 
the processor event or condition feedback through two sets of 
feedback input paths 219 and 221. Feedback input paths 219 
are associated with thread T0 and feedback paths 221 are 
associated with thread T1 in the illustrated form of the inven 
tion. The signals on these two sets of feedback paths are 
combined by a respective OR gate 231 and 233 to produce the 
feedback signals that modification component 205 uses in 
conjunction with the base thread selection signals at nodes 
215 and 217 to produce the two final thread selection signals 
at nodes 253 and 255. In one preferred form of the invention, 
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the feedback signals are gated through AND gates 211 and 
213 respectively under the control of feedback override sig 
nals as will be discussed further below. 

0040. The modification component 205 illustrated for pur 
poses of example in FIG. 2 includes two branches corre 
sponding to the two instruction threads T0 and T1 and the two 
base thread selection signals applied at nodes 215 and 217. 
This arrangement of separate branches facilitates the use of 
the final thread selection signals as hold signals as will be 
discussed below. The top branch of modification component 
205 shown in FIG. 2 receives the signal at node 215 together 
with both feedback signals produced by OR gates 231 and 
233 and ultimately applied at nodes 232 and 234. The signal 
at node 215 may be referred to as the T0 base thread selection 
signal and is applied to inputs 227 and 228 of AND gates 229 
and 230, respectively. The feedback signal at node 232 is 
applied at input 235 of AND gate 229 and at input 236 of AND 
gate 237. The feedback signal at node 234 is inverted by 
inverters 241 and 243, and applied to input node 245 of AND 
gate 230 and input node 249 of AND gate 237. The outputs of 
AND gates 229, 230 and 237 are applied to the input of OR 
gate 251, so that if any one of the AND gates produces an 
asserted (logical 1 level) output signal, then the output node 
253 of OR gate 251 will also be asserted. 
0041. This arrangement of logic devices in the top branch 
of modification component 205 produces the following truth 
table referring to the signal levels at nodes 215, 232,234, and 
253. 

TABLE 1 

node 215 node 232 node 234 node 253 

(1) O O O O 
(2) O O 1 O 
(3) O 1 O 1 
(4) O 1 1 O 
(5) 1 O O 1 
(6) 1 O 1 O 
(7) 1 1 O 1 
(8) 1 1 1 1 

0042. Notice from the above truth table that the TO base 
selection signal at node 215 and the final thread selection 
signal at node 253 differ in only two instances in this form of 
the invention. In the first instance, at line six of the table, the 
T0 base thread selection signal is equal to 1, which in this 
particular logic indicates that thread T0 is not initially 
selected for processing based simply on the interleave rule 
enforced by component 203. However, modification compo 
nent 205 modifies the signal from the state at node 215 and 
produces a 0 level final thread selection signal at node 253 
which indicates that the T0 thread is to be selected for intro 
ducing an instruction into the interleaved stream in that clock 
cycle. This occurs only when the signal at node 232 is at a 
logical O level while the signal at node 234 is at a logical 1 
level. This signal at node 234 may be placed at the logical 1 
level when any of the T1 feedback input paths are asserted 
indicating some event or condition associated with thread T1. 
Because the feedback inputs at 219 are all un-asserted indi 
cating that thread T0 is processing normally, modification 
component 205 switches the T0 base thread selection signal at 
215 to produce the 0 level final thread selection signal at node 
253 indicating that the T0 instruction thread is to be selected 
in place of the T1 instruction thread. 
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0043. The second instance is shown at line (3) of the table. 
In this instance the thread T0 is initially selected for process 
ing as indicated by the logical 0 value base thread selection 
signal at node 215. However, because the feedback signal at 
node 232 is asserted to logical 1 level indicating some pro 
cessor condition associated with thread T0 and because the 
feedback signal at node 234 is atalogical Olevel indicating no 
delaying processor condition associated with thread T1, 
modification component 205 produces a T0 thread final 
thread selection signal at node 253 that is opposite to T0 base 
thread selection signal and indicates that the T0 thread is not 
to be selected for passing an instruction to the interleaved 
Stream. 

0044. It will be noted that the lower branch of modification 
component 205 shown in FIG. 2 including logic elements 
229a, 230a, 236a, 251a, 241a, and 243a, exactly mirrors the 
top branch. Thus, a truth table associated with the logic of the 
lower branch of modification component 205 will exactly 
mirror the truth table given above for the top branch logic, and 
the final thread selection signals at nodes 253 and 255 will in 
all cases be complements of each other. 
0045. It should be noted that the present invention is by no 
means limited to the case where the final thread selection 
signals at nodes 253 and 255 will always be complements of 
each other. Alternative logic arrangements for modification 
component 205 may allow both final thread selection signals 
at nodes 253 and 255 to indicate that the respective thread is 
not to be selected for sending an instruction into the inter 
leaved stream of instructions. This situation will be discussed 
in greater detail below with reference to FIG. 3. Also, it 
should be noted that the present invention is not limited to any 
particular feedback inputs in sets 219 and 221. The feedback 
signals may be asserted in response to some long latency 
event for an instruction Such as a cache miss, or any other 
processor event that may make it preferable to modify the 
thread selection signals. 
0046. In a preferred form of the invention, the feedback 
signals output from OR gates 231 and 233 are gated through 
AND gates 211 and 213, respectively. AND gates 211 and 213 
are controlled by feedback override control signals on signal 
paths 261 and 262, respectively, to facilitate inhibiting or 
overriding the feedback signals. In particular, if the signals on 
paths 261 and 262 are asserted, that is, at a logical 1 level, then 
any asserted signal at any input in set 219 and 221 will 
ultimately be passed on to nodes 232 and 234. However, a low 
level logic signal at signal path 261 and 262 effectively blocks 
any high level signal from being passed on to nodes 232 and 
234. Referring to the truth table above for the top branch of 
modification component, blocking a high level logic signal at 
nodes 232 and 234 prevents the branch from making the state 
of the final thread selection signal at node 253 different from 
the base thread selection signal at node 215. That is, overrid 
ing the feedback throughgates 211 and 213 effectively causes 
modification component 205 to pass the base thread selection 
signals without alteration. 
0047 Although the form of the invention illustrated in 
FIG. 2 gates the feedback signals produced at the output of 
OR gates 231 and 233, alternate forms of the invention may 
gate the individual feedback input paths included in feedback 
input path sets 219 and 221. In these alternate forms of the 
invention, individual feedback input paths included in sets 
219 and 221 would each include a separate gate similar to 
gates 211 and 213. Each of these individual feedback input 
path gates would be controlled by a respective control signal 
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to effectively disable the respective feedback input path as 
desired while leaving other feedback inputpaths enabled. The 
control signals in any of the forms of the invention using gates 
or similar devices to disable one or more feedback paths 219 
and 221 may be supplied through a software-controllable 
register. 
0048. In one form of the invention, a feedback override 
control component 264 is used to generate the signals on 
override signal paths 261 and 262. One particular application 
for overriding the feedback signals is in the situation where 
the input thread priorities are not equal. Thus, feedback over 
ride control 264 may receive the values of TP0 and TP1 as 
indicated by dashed lines 265 and 266 in FIG. 2, and include 
logic for providing high level logic signals to gates 211 and 
213 only ifTP0 is equal or nearly equal to TP1. Otherwise the 
logic of feedback override control 262 would produce low 
level, blocking signals on paths 261 and 262 to gates 211 and 
213, respectively, effectively disabling the feedback signal at 
the output of OR gates 231 and 233. This process of disabling 
the feedback signal where the values of TP0 and TP1 are not 
equal prevents the thread selection frequencies dictated by 
large disparities in thread priorities from being effected by 
modification component 205. 
0049. Output component 225, the final sub-component of 
selection controller 106 shown in FIGS. 1 and 2, combines the 
final thread selection signals from nodes 253 and 255 and 
produces a selection control signal. This selection control 
signal is applied to signal path 154. As shown in FIG. 1, this 
signal on path 154 controls MUX 105 to select between the 
two instruction threads for interleaving instructions from the 
two threads. 

0050 FIG.3 illustrates one preferred form of output com 
ponent 225 used in selection controller 106. This particular 
output component 225 accommodates the situation in which 
the final thread selection signal at node 253 associated with 
thread T0 and the final thread selection signal at node 255 
associated with thread T1 may both indicate that the respec 
tive thread should not be selected for processing, that is, both 
signals are at logical 1. The illustrated selection combination 
component 225 includes AND gate 403, AND gate 407, and 
OR gate 411. AND gate 403 is connected to receive the TO 
final thread selection signal from node 253 and also con 
nected to receive an inverted T1 final thread signal. This latter 
signal comprises the signal at node 255 after inversion 
through inverter 417. AND gate 407 is connected to receive 
the T0 final thread selection signal from node 253 and the T1 
final thread selection signal from node 255. The third input to 
AND gate 407 comprises a toggle signal that toggle back and 
forth between logical States with each clock cycle. This signal 
may be derived from interleave rule enforcement component 
203 as shown in FIG.3, since the interleave rule enforcement 
component includes such a toggle signal generator. However, 
it will be appreciated that this toggle signal may be generated 
in any suitable fashion. The outputs of both AND gates 403 
and 407 provide the inputs to OR gate 411, which performs a 
logical OR operation to generate the selection control signal 
on signal path 154, to be applied to MUX 105 (also shown in 
FIG. 1). 
0051 Under the logic applied in the illustrated form of the 
invention, a 0 level final thread selection signal indicates that 
the respective thread associated with the signal is to be 
selected for including an instruction in the interleaved stream 
in that particular clock cycle. It should also be noted that the 
signals at nodes 253 and 255 may be complementary signals 
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or may both be at a logical 1 level. However, the signals at 
nodes 253 and 255 will never be both at a logical 0 level. With 
the logic of the illustrated output component 225, the signal 
on path 154 will follow the signal at node 253 except when 
both node 253 and 255 are at logical 1. In that case the toggle 
signal at gate 407 forces the signal output on path 154 to 
switch back and forth between logical 0 and 1 as long as the 
signals at nodes 253 and 255 remain both at logical level 1. 
0052 Particularly in implementations of the invention in 
which both final thread selection signals may indicate that the 
respective thread is not to be selected in that clock cycle, it 
may be advantageous to apply the final thread selection sig 
nals (nodes 253 and 255 in FIG. 3) as hold signals to instruc 
tions from the queues 101 and 102 in FIG. 1. Such a hold 
capability would prevent valid instructions from the queues 
101 and 102 from entering the interleaved instruction stream 
through MUX 105 as it toggles back and forth between the 
two instruction threads under the control of the selection 
signal from output component 225 as discussed in the previ 
ous paragraph. Thus, the form of the invention shown in FIG. 
3 applies the T0 final thread selection signal at node 253 to a 
hold input of latch 103 through hold signal path 153. Simi 
larly the T1 final thread selection signal at node 255 is applied 
to a hold input of latch 104 through hold signal path 152. Note 
latches 103 and 104 in FIG. 1 comprise the final location in 
the queues 101 and 102, respectively. Each of the latches 103 
and 104 responds to an asserted (logic level 1) hold signal by 
setting the one or more storage locations in the respective 
latch to an invalid state. Thus, although the data for one or 
more instructions is held in the respective latch and driven to 
MUX 105, and even driven into the interleaved stream of 
instructions when the MUX selects the output from that par 
ticular latch, the instructions indicated as invalid will not be 
fully processed. Latches 103 and 104 therefor serve as hold 
elements even though the invalid instructions will still be 
“visible to the various processor elements. This ability to 
interleave invalid instructions into the interleaved stream may 
be helpful in Some circumstances. 
0053. The following example helps illustrate the operation 
of the final thread selection signals at nodes 253 and 255 as 
hold signals while still participating in controlling the thread 
Selection MUX 105. Assume both the T0 and T1 instruction 
threads are to be held because of processing problems indi 
cated by feedback. Both signals will beat a logic level 1 in the 
illustrated implementation of the invention. These high level 
logic signals will also be applied to latches 103 and 104, 
thereby setting the latches to indicate that the latched instruc 
tions are not valid for execution. Even though both the T0 and 
T1 final thread selection signals at nodes 253 and 255 are at a 
high logical level, indicating that instructions from neither 
thread are to be passed on for processing, the toggle input to 
AND gate 407 forces the output at path 154 to switch back 
and forth between the two inputs to selection MUX 105. 
Thus, the instructions held in each latch 103 and 104 are 
passed on into the interleaved stream while both threads are 
held. However, the instructions are not processed because 
they are indicated as invalid as they progress through the 
processor. 

0054. It should be noted that the invention encompasses 
embodiments in which the final thread selection signals for 
the various threads are mutually exclusive, so that an instruc 
tion from one thread will selected in each clock cycle for 
interleaving an instruction into the interleaved stream. In 
these embodiments, it will not be necessary to apply the final 
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thread selection signals also as hold signals to the latches 
associated with the instruction queues. Rather, the final thread 
selection signals will be used in these embodiments solely for 
generating the selection control signal for the selection MUX 
such as MUX 105 in FIG. 1. Exclusivity between instruction 
threads also may facilitate dispensing with the dual instruc 
tion branch arrangement shown in FIGS. 2 and 3 of this 
document and in the related applications that are incorporated 
herein by reference. 
0055. The above described preferred embodiments are 
intended to illustrate the principles of the invention, but not to 
limit the scope of the invention. Various other embodiments 
and modifications to these preferred embodiments may be 
made by those skilled in the art without departing from the 
Scope of the following claims. For example, the logic and 
other circuitry illustrated provide specific examples of how 
the disclosed invention can be implemented, but the disclosed 
circuits may be implemented in positive or negative logic. 
Also, different combinations of logic gates could be used to 
achieve the same results, and Such changes should be consid 
ered equivalents of the structure disclosed. Modifications to 
the various methods disclosed for interleaving instruction 
threads may be made to make the invention compatible with 
different processor types and architectures without departing 
from the scope of the present invention. In particular, 
although two-thread SMT processing arrangements are 
described above and illustrated in the drawings, the invention 
is by no means limited to SMT processors capable of pro 
cessing only two instruction threads. Rather, modified thread 
selection according to the present invention may be used with 
any SMT processor using cycle-by-cycle interleave rule 
enforcement. 

1. A circuit for controlling cycle-by-cycle interleaving of 
instructions between a number of instruction threads in a 
simultaneous multithreading processor, the circuit including: 

(a) a first selection input connected to receive a base thread 
Selection signal based at least in part on an interleaving 
rule which specifies a relative frequency at which 
instructions are to be taken from each of the number of 
instruction threads, the base thread selection signal indi 
cating a first instruction thread from among the number 
of instruction threads: 

(b) an additional selection input connected to receive an 
additional base thread selection signal indicating a sec 
ond instruction thread from among the number of 
instruction threads; 

(c) a feedback input connected to receive a processor ele 
ment feedback signal associated with one of the instruc 
tion threads included in the number of instruction 
threads: 

(d) a modification component for generating a final thread 
Selection signal based upon the base thread selection 
signal received at the first selection input and the feed 
back signal received at the feedback input, and for gen 
erating an additional final thread selection signal based 
upon the additional thread selection signal received at 
the additional selection input and an additional feedback 
signal received at an additional feedback input; 

(e) an output component for combining the final thread 
Selection signal and the additional final thread selection 
signal to produce a thread selection control signal to 
effect a selection of one of the number of instruction 
threads for the purpose of interleaving an instruction 
into an interleaved stream of instructions. 
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2. The circuit of claim 1 further including: 
(a) a first thread hold element for selectively holding the 

first instruction threadbased on a state of the final thread 
Selection signal; and 

(b) an additional thread hold element for selectively hold 
ing the second instruction thread based on a state of the 
additional final thread selection signal. 

3. The circuit of claim 1 further including a first feedback 
override circuit for overriding the processor element feed 
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back signal when the number of instruction threads have 
different processing priorities. 

4. The circuit of claim 3 further including an additional 
feedback override circuit for overriding the additional feed 
back signal when the number of instruction threads have 
different processing priorities. 


