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PIPELINE STAGE INITIALIZATION VA 
TASK FRAMEACCESSED BY A MEMORY 
POINTER PROPAGATED AMONG THE 

PIPELINE STAGES 

RELATED APPLICATIONS 

This application is related to concurrently filed, patent 
application Ser. No. 10/284.932, now U.S. Pat. No. 7,107, 
199, entitled Method and System for the Design of Pipelines 
of Processors, the disclosure of which is hereby incorporated 
by reference herein. 

FIELD OF THE INVENTION 

The present invention relates to operations performed by a 
computer system and, in particular, to the control of pipeline 
Stages. 

BACKGROUND 

A large class of modern embedded system computations 
can be expressed as a sequence of transformations on a stream 
of data. The sequence of transformations may be performed 
by an acyclic network of process stages hereby known as a 
“general pipeline' (or simply "pipeline') with at least one 
start stage that accepts input data from external sources, at 
least one end stage which outputs data to external destina 
tions, and some number of intermediate stages that accept 
data from at least one preceding stage, performs a specific 
computation or transformation and forwards its results to at 
least one subsequent stage. A simple example of a “general 
pipeline' is the common notion of a linear pipeline consisting 
of a linear sequence of processing stages, where the first stage 
of the pipeline accepts input data, and each Subsequent stage 
of the pipeline may accept data from the previous stage, may 
perform a specific computation or transformation on the data, 
and may pass the result along to the next stage of the pipeline 
or, in the case of the last stage of a pipeline, output the data. 
This entire sequence of computations on a given set of input 
data is called a “task, and the computation within each stage 
of the pipeline for that input data is called a “subtask”. In 
addition to the data that is passed between stages of the 
pipeline, control information may also be necessary to ensure 
the various stages of the pipeline perform their function at the 
appropriate time. Pipeline stages may be separated by buffers, 
e.g., registers, that may be used to store data between the 
various stages of the pipeline. 

Each stage in the pipeline may, in general, compute for 
several cycles before passing the result to a Subsequent stage. 
A clock signal may be used to control the flow of data through 
the various stages of the pipeline. Communication between 
adjacent stages of the pipeline may also be used to control the 
flow of data through the respective pipeline stages. This com 
munication between stages is typically called handshaking. 
In this form of pipeline control, as output data from a preced 
ing stage is available to the input of the Subsequent stage, a 
control message may be sent between the stages to coordinate 
the activity between the stages. In other words, as data from a 
previous “producer stage becomes available, it is written 
into a register or buffer, and an independent control signal 
may be sent to the Subsequent "consumer stage to indicate 
that the data is available for use. Once the consumer stage 
finishes reading the data from the register or input buffer, the 
consumer stage may also signal the producer stage that it has 
read the data from the register or buffer. Once the producer 
stage has received the communications from all the consumer 
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2 
stages, the producer stage may write new data to the register 
or the buffer for use in subsequent cycles without inadvert 
ently overwriting data yet to be read. 
One method of reducing the time required to process infor 

mation in a pipeline is to overlap data processing between 
producer and consumer stages. One method of overlapping 
data processing may rely on doubling the number of registers 
or the size of the buffers available to store data between the 
various stages. By doubling the number of registers or the size 
of the buffers between the various stages, the producer stage 
may write into a first buffer or register prior to reading while 
the consumer stage simultaneously reads data from the pre 
vious task from the second buffer. In this manner, the pro 
ducer stage is not delayed if the consumer stage is not ready 
so that the overall time for information to pass through the 
pipeline is reduced. 

In addition to the input data, stages of a pipeline may 
require access to other information to perform the computa 
tion. For example, pipeline stages may require initialization 
or configuration to a predetermined State, or access to data 
stored in an external memory location before or during the 
computations or transformations in the stage. 

SUMMARY OF THE INVENTION 

An embodiment of the present invention includes a gener 
alized pipeline comprising a plurality of stages; and a pipeline 
timing controller controlling a plurality of predetermined 
delays, wherein, when one of said predetermined delays has 
expired, the pipeline timing controller sends a control signal 
to initiate at least one process within associated ones of the 
plurality of Stages. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 is a block diagram of one embodiment of a gener 
alized pipeline containing five stages consisting of systolic 
arrays; 

FIG. 2 is a block diagram of one embodiment of an initial 
ization block; 

FIG.3 is a timing diagram of the operation of a pipeline that 
contains five stages according to one embodiment of the 
invention; 

FIG. 4 is a diagram of one embodiment of pipeline timing 
controller in which a single counter is available for each stage 
of pipeline; 

FIG. 5 is a block diagram of an alternate embodiment of 
pipeline timing controller, 

FIG. 6 is a block diagram showing possible connections 
between a configuration controller and the pipeline timing 
controller according to one embodiment of the present inven 
tion; and 

FIG. 7 is a flow diagram depicting a processor pipeline 
controller design that may be used with an embodiment of the 
present invention. 

DETAILED DESCRIPTION 

FIG.1 illustrates one embodiment of a generalized pipeline 
containing five stages including Systolic Arrays (SAS) 101 
105. Buffer 106 is connected between SAS 101 and 102. 
Likewise, buffer 107 is connected between SAS 102 and 103, 
buffer 108 between SAS 103 and 104 and buffer 109 between 
SAS 104 and 105. Note that while buffers are shown between 
stages, in other configurations, one or more buffers may be 
eliminated. Alternatively, more than one buffer may be used 
between stages. Alternatively, more than one stage may write 
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to the same buffer or read from the same buffer. An SA is a 
group of processors that performs a particular stage Subtask 
that needs to be performed in a specific order. Note that while 
FIG. 1 illustrates five stages of a pipeline connected in 
sequence in which each stage includes an SA, the particular 
configuration is selected only for purposes of illustrating an 
embodiment consistent with the present invention and is but 
one example of the number and type of stages forming a 
generalized pipeline. The present invention is applicable for 
any number of stages that include any type of stage connected 
in any manner consistent with a generalized pipeline. 

FIG. 1 also includes separate data and control paths. The 
data path begins with input data 110 applied to SA 101, input 
data 111 connected to buffer 106; input data 112 connected to 
SA 102; input data 113 connected to buffer 107; input data 
114 connected to SA 103; input data 115 connected to buffer 
108, input data 116 connected to SA 104, input data 117 
connected to buffer 109, input data 118 connected to A 105 
and the output of SA 105 being output data 119. Data is also 
sent from host interface 146 to each of the Initialization 
(INIT) blocks 120-124. The data paths are indicated by 
dashed lines. 

Embodiments of the invention include steps that lead to the 
design of hardware pipelines in which each loop nest of a task 
procedure is implemented by a pipeline stage in which an 
array of processing elements is deployed, and each Such pro 
cessing element is itself pipelined, and has the capacity to 
process iterations of the loop nest periodically, at a rate deter 
mined by an initiation interval (II). Such a pipelined proces 
Sor starts execution and finishes execution of one iteration of 
the loop nest every II machine cycles. Each loop may be 
synthesized into an array of processors according to its itera 
tion schedule and throughput requirement, and then multiple 
arrays of processors are 'strung together in a pipeline com 
municating via inter-stage buffers. 

In addition to the data flow through the various pipeline 
stages, control information may also be present to ensure that 
the various stages of the pipeline perform their assigned Sub 
tasks at the appropriate time. INIT blocks 120-124 are used to 
initialize data used within SAS 101-105, respectively. This 
initialization data must be available before the various stages 
of the pipeline perform their computations with data input to 
the stage or otherwise execute their specific subtasks. INIT 
blocks 120-124 may also be used to write data into a register 
in the associated SA. FINAL blocks 125-129 are finalization 
blocks and accept results from stages SA 101-105 respec 
tively, thereby releasing the respective stage outputs to be 
available for the next task in the pipeline. Note that FINAL 
blocks 125-129 as well as INIT blocks 120-124 are stage 
specific and may or may not be present depending on the 
function of the pipeline. FINAL blocks 125-129 may be used 
to read data from a register located in the associated SA. If 
these blocks are present, initialization control information 
and synchronization for these blocks may be required. 
As shown in FIG. 1, pipeline timing controller 130 may 

supply timing signals via connections 131-135 to INIT blocks 
120-124 respectively. These timing signals may be used to 
initialize the INIT blocks, while the INIT blocks 120-124 are 
used to initialize the SAS 101-105 respectively. Note that 
initializing of the INIT block involves the sending of a start 
signal from the timing controller while initialization of the 
SA includes initializing internal registers or memory of the 
SA with control data needed to execute a subtask and starting 
the subtask in SA at the appropriate time. 
Once timing controller 130 supplies a timing signal via 

connection 131 to INIT block 120, INIT block 120 initializes 
the subtask performed by SA 101 via connection 136. Once 
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4 
the Subtask, computation, or transformation is accomplished 
in SA 101, SA 101 initializes FINAL block 125 via connec 
tion 141. Similarly, INIT block 121 initializes the process 
performed in SA102 via connection 137 and SA 102 initial 
izes FINAL block 126 via connection 142. The process per 
formed in SA103 is initialized via INIT block 122 via con 
nection 138 and SA 103 initializes FINAL block 127 via 
connection 143. INIT block 123 initializes SA 104 via con 
nection 139 with SA104 storing data in FINAL block 128 via 
connection 144 and INIT block 124 initializes SA 105 via 
connection 140 with SA 105 via connection 140 with SA 105 
storing data in FINAL block 129 via connection 145. 
Note that FIG. 1 shows one embodiment of the present 

invention and that other embodiments are possible. In one 
configuration as shown in FIG. 5, the timing controller 130 
may provide a separate timing signal to INIT blocks 120-124, 
SAS 101-105, and FINAL blocks 125-129. In this configura 
tion, pipeline timing controller 130 would directly control the 
initialization of the INIT block, the pipeline stage, and the 
FINAL block, for each of the five stages of the pipeline. Also 
note that in the embodiment shown in FIG.1, the INIT block, 
SA, and FINAL block computations are sequentialized. How 
ever, in the embodiment shown in FIG. 5, these computations 
may be overlapped, the INIT block may be operating on the 
next task while SA is operating on a current task and the 
FINAL block is operating on the previous task. In yet another 
embodiment, multiple counters may be assigned to the same 
stage controlling different Subtasks in that stage. 

Buffers 106-109 are latches or holding areas for informa 
tion between the various stages of the pipeline. Typically 
buffers have tight size requirements and tight access patterns. 
This includes avery tight control of the movement of data into 
and reading data from the buffers. A producer stage may 
generate just enough data for the consumer stage to begin 
processing and continue producing data for consumption by 
the consumer stage. In this manner, a Smaller buffer is 
required while reducing the overall time required for comple 
tion of the entire task. This reduction in time is a result of the 
consumer stage, using limited data, operating in parallel with 
the producer stage. Conversely, FINAL blocks 125-129 may 
contain bookkeeping data after the completion of each stage 
in the pipeline process. Bookkeeping data may be used to 
extract information from the pipeline for later use. 

Host Interface (Host IF) block 146 is the interface between 
the pipeline and other circuits in the computer system. Host IF 
block 146 may access information from computer memory or 
from a register file for use by the pipeline process. Host IF 
block 14.6 may also accept a start signal for a new task from 
other processes within the computer system and pass this 
signal to timing controller 130 via connection 147. Timing 
controller 130 uses the start signal received from host IF 
block 146 to provide the appropriate signals to INIT blocks 
120-124 via connections 131-135 respectively. Computer 
processes outside pipeline 100 may access information from 
the various stages of pipeline 100 through host interface or 
pipeline output 119. 

In one embodiment, host IF block 14.6 may pass a pointer 
or other indication of a memory location to first INIT block 
120 indicating the position of the control data (also known as 
the Task Frame). A task frame contains all the information 
that is required to control the execution of one particular task 
through the various stages of a pipeline. Different stages of 
pipeline 100 may need different portions of the task frame. 
The various INIT blocks 120-124 may perform memory 
transactions using the pointers supplied by host IF block 146 
to access control data from the task frame for use by the 
respective SA. The timing of these transactions is carefully 
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controlled by the timing controller that starts the respective 
INIT blocks. Host IF block 146 decodes commands from the 
host processor including the run command that begins the 
processing of a new task in the pipeline. A chain link includ 
ing links 147-155 links each of the INIT and FINAL blocks 
and is used to propagate the task frame base address through 
the pipeline stages in parallel with the performed task. This 
chain link allows many tasks to be in the pipeline at the same 
time and stay synchronized with the corresponding base 
addresses. 

Pipeline timing controller 130 translates an incoming pulse 
147 into a number of pulses. In a preferred embodiment, the 
number of pulses is equal to the number of stages plus 1. The 
pulses are delayed by a number of clock cycles that may vary 
from stage to stage. In one embodiment, a pulse is produced 
for each of the pipeline stages and is delayed so as to begin the 
corresponding initialization unit at an appropriate time. The 
initialization unit will then ensure the required values are 
loaded into the pipeline stage and will then issue a run com 
mand to the pipeline stage. A final pulse is produced at the end 
of the computation for the current task and may be used as a 
notification signal sent to the host processor. 

FIG. 2 illustrates one embodiment of an initialization 
(INIT) block. The overall job of this embodiment of an INIT 
block is to access and receive task frame control data from an 
external memory interface 201 and pass the information to the 
SA interface. INIT block 120 needs data from the task frame 
and stores that data back in the appropriate SA. Note that the 
INIT block may also be used to process the initialization data 
before that data is communicated to the appropriate SA. The 
INIT block may also be a processor to perform even more 
complex processing. 

In one embodiment, the host interface block 146 provides 
a task frame base address to initialize the task frame base 
register 204 (TF Base) of the first INIT block at the start of a 
new task. The load unit 202 fetches control data from the 
external memory at fixed offsets from the task frame base 
address via the host interface. Data from load unit 202 is 
forwarded to store unit 203 and store unit 203 stores the 
fetched data into the associated SA and controls the associ 
ated SA. Load unit 202 and store unit 203 are controlled by a 
Load/Store (L/S) timing control logic 205 which controls this 
transfer of data. TF base 204 is used to point to the correct task 
frame associated with the current task. In a preferred embodi 
ment the task frame base memory address is also pipelined 
from stage to stage to simultaneously Support multiple tasks 
being executed in different stages of the pipeline. L/S control 
205 provides signals to time loading from the host interface 
into the SA interface. The start input into L/S control comes 
from the timing controller. 

FIG. 3 illustrates a particular example of the timing of the 
full process for a pipeline having five stages. Timing bar 
grouping 300 indicates the relative timing requirements for 
the Subtasks executing in the various stages of the pipeline. 
Vertical bars 301,302,303,304, and 305 illustrate the timing 
requirements required for each Subtask of the various stages 
of pipeline 100 of FIG. 1. Note that these various pipeline 
stages have non-trivial, typically partially overlapping 
extents, each ranging over a number of, and often many, clock 
cycles. Each stage may have different timing considerations. 

Typically, each bar represents three phases of stage opera 
tion: stage initialization, processing, and time during which 
final stage cleanup is performed. Thus, vertical timing bar 301 
is composed of three portions: INIT block time 306, SA time 
307 and FINAL block time 308. The length of the vertical 
portions of the various sections of the bar indicates the 
amount of time required for each of the various processes 

5 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

6 
involved. Portion 309 of FIG.3 represents the displacement 
for the various stages of the pipeline. The displacement is the 
time delay between when the actual Subtask computation 
begins at the first stage and when the actual Subtask compu 
tation begins in the other Succeeding stages. For example, 
displacement 310 shows the amount of time that passes 
between the start of the real subtask computation of SA101 to 
the beginning of the real subtask computation of SA 102 on 
the same task. Similarly, displacement 311 shows the delay 
associated with the start of the third stage 103, displacement 
312 shows the delay associated with the start of the fourth 
stage 104 and displacement 313 shows the delay associated 
with the start of the fifth stage 105 respectively from the start 
of first stage 101. More than one stage may also start compu 
tation at the same displacement. These predetermined, fixed 
timing displacements show the relative timing between the 
various computations being performed in the various stages 
of the pipeline on the same task. These delays assure that each 
stage of the pipeline process will initiate processing at the 
appropriate time, e.g., as soon as when the appropriate input 
data and resources are available. Note that while these delays 
have been measured as time differences between stage pro 
cessing start times, these delays may be instead represented as 
delays from the start of the INIT block, the end of the INIT 
block, the start of the stage, the end of the stage, the start of the 
FINAL block, the end of the FINAL block or some combina 
tion of these time periods. 

In one embodiment, the timing displacements ensure that, 
for instance, the first stage has completed its computations 
and has written the result into the intervening buffer prior to 
the start of the second stage which requires that data be 
present in the buffer before it begins its process. By delaying 
the start of the second stage to allow for the time required for 
the first stage to complete its processing and store the data, 
stage two is assured of having its required input. This timing 
methodology ensures that each stage of the pipeline will be 
completed before Succeeding dependent stages of the pipe 
line are started. However, rather than operating in a sequential 
fashion wherein each stage only initiates operations upon 
actual completion of a subtask from a previous stage, this 
arrangement provides for the possibility of stage sequencing 
so that stage operations may overlap as shown in FIG. 3. Note 
that stages may be permitted to overlap; stages may be ini 
tialized in advance, thereby overlapping the initialization of a 
stage with the execution of a previous Subtask in that stage; 
and the timing requirement for the stages may be driven by 
considerations other than by data communication consider 
ations. 
As described, the appropriate initialization block must per 

form its function before the SA may begin performing its 
appointed subtask. Therefore, the time required for the INIT 
blocks to perform their tasks must also be factored into the 
timing analysis. One method of including the time required 
for the INIT blocks is shown in Section 314 of FIG. 3. In this 
embodiment of the present invention, the time delay required 
from the start of the first INIT block 120 relative to the start of 
the second INIT block 121 is determined and illustrated as 
315. Similarly, the delay for the start of the third INIT block 
122 relative to the start of the first INIT block 120 is illustrated 
as 316, the delay to the start of the fourth INIT block 103 is 
317 and the start for the fifth INIT block 124 is 318. For 
example, if the first INIT block begins at time 0, the start of 
the second INIT block may be delayed by 10 microseconds, 
the start of the third INIT block may be delayed by 15 micro 
seconds, the start of the fourth INIT block may be delayed by 
40 microseconds and the start of the fifth INIT block may be 
delayed by 35 microseconds. 
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Once these time delays are determined, a sequence of 
counters may be configured to trigger these events in increas 
ing temporal order, which in this example would be 301,302, 
303, 305, 304. Events occurring at the same time delay are 
triggered simultaneously. Each counter in this sequence is 
designated to count the difference in time between Successive 
events. These counters form one portion of pipeline timing 
controller 130 of FIG.1. The use of counters inside the timing 
controller is only one embodiment of the present invention. In 
another embodiment, a sequence of shift registers may be 
used instead of counters to count the time delays between 
Successive events. In another embodiment, a programmable 
controller may be used that can emit control signals at care 
fully controlled time intervals. 

Note from FIG.3 that the initialization of some stages may 
require a longer time than the initialization of other stages. 
Therefore, the delay associated with the start of the various 
initialization stages may be different from the time delay 
associated with the start of the processes within the various 
stages of the pipeline. Note that the sequencing of stages may 
be accomplished using absolute times, relative times, micro 
seconds or clock cycles. The order of the start of initialization 
stages may also be different from the order of start of the 
processes within various stages. Note also that the initializa 
tion counters trigger stage operations by temporal order that 
may be different than by stage order. For example, stage 5 of 
FIG. 3 must be started prior to stage 4 because of the larger 
initialization period required. This is shown by the larger 
stage 5 initialization area 305 as compared to stage 4 initial 
ization area 304. Also as shown by the relative positioning of 
stages 4 and 5. Stage 5 initialization begins prior to stage 4 
initialization. Note also that the temporal order of the stages 
may vary in different circuit configurations. 

In another embodiment, the time required for the various 
FINAL blocks may also be considered in determining the 
time delays between the various stages. Once the time delays 
associated with the INIT blocks, the SA blocks, and the 
FINAL blocks have been determined, a mechanism for trig 
gering the various components of the pipeline at the appro 
priate time must be designed while minimizing the amount of 
resources used. In one embodiment, the INIT events trigger 
the stage processing and the stage processing trigger the 
FINAL events. Other embodiments of the invention may 
include other triggering mechanisms. 

Note that pipelines are used to process a sequence of tasks. 
The minimum time required for a pipeline to become ready to 
accept the next task from the time it accepts the current task 
may be referred to as the Minimum Inter-Task Interval 
(MITI). The MITI is the minimum interval time permitted 
between Successive initiations of external tasks. It may also 
be referred to as the task arrival rate. Tasks may arrive at the 
MITI or longer intervals. If successive external tasks arrive 
before the passage of an amount of time equal to the MITI, 
Some stage in the pipeline may still be processing the previous 
task while it is triggered to execute the next task. This implies 
that the total time taken by the initialization, stage computa 
tion, and finalization of a Subtask in a stage cannot exceed 
MITI when the initialization and the finalization do not over 
lap with the stage computation. In another embodiment, the 
time taken by the maximum of initialization, stage computa 
tion, and finalization of a Subtask in a stage cannot exceed 
MITI when the initialization and finalization are allowed to be 
overlapped with the computation. Likewise, the time delay 
controlled by each counter in the timing controller is also 
bounded by MITI. If the delay between two successive events 
happens to be larger than MITI, it is split into multiple events 
each of which is no longer than a MITI, so that each counter 
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8 
in the corresponding sequence of counters has completed its 
previous count and is ready to control the next task when it 
arrives after MITI cycles. 

FIG. 4 shows one embodiment of pipeline timing control 
ler 130 in which a single counter is available for each stage of 
pipeline 100. In this embodiment, counters 401-405 are avail 
able to ensure proper timing of the various stages of the 
pipeline. In one embodiment, the count completion signal of 
counter 401 may be connected to the start signal of the INIT 
block 120 of FIG. 1. Similarly, counters 402, 403, 404 and 
405 are electrically connected to INIT blocks 121, 122, 123 
and 124 respectively. In this configuration, pipeline timing 
controller 130 controls the operation of pipeline stages 
through counters 401-405. For example, at the start of a new 
task the timing controller starts the counter 401. At the 
completion of its designated count, the counter 401 sends a 
signal to INIT block 120 that causes INIT block 120 to begin 
its operation. Once INIT block 120 initializes, a signal is sent 
to SA 101 so that SA101 may perform its required operations 
on incoming data 110. Upon completion of SA 101’s opera 
tion, a signal is sent to FINAL block 125 that completes the 
operation that may include storing data received from SA 
101. 

Meanwhile, the completion signal from counter 401 also 
starts counter 402. At the completion of its designated count, 
counter 402 sends a signal to INIT block 121 to start initial 
ization of data for use in SA 102. In one embodiment the 
values of the counters in pipeline timing controller 130 may 
be established to ensure that all processing, including final 
ization of first stage and the initialization of the second stage, 
is completed prior to the start of operations in the second 
stage, SA 102. Note, however, that the relative timing estab 
lished by counters 401-405 may be adjusted to ensure input 
data is processed through pipeline 100 as quickly as possible 
that may include an overlap in the operation of stages, their 
initialization, or finalization. For example, if buffer 106 intro 
duces no delay in the pipeline process, and the initialization 
required in INIT 121 takes ten microseconds, counter 402 
may send a signal to INIT 121 to begin ten microseconds prior 
to the completion of finalization in FINAL block 125. 
By beginning the process directed by INIT 121 sooner, data 

is processed through pipeline 100 more rapidly. Note also that 
counters 401-405 may also be adjusted to allow partial over 
lap of the stage computation. For example, if six microsec 
onds are required for data to be stored in buffer 106 after being 
produced from SA 101, counter 402 may signal INIT 121 to 
begin at a time such that the actual computation in SA 102 
starts as early as six microseconds after the first data is pro 
duced in SA 101. Counter 401-405 may also be designed to 
control multiple events in parallel. For example, if data is 
written into buffer 106 before finalization is completed in 
FINAL block 125, counter 402 may begin initialization in 
INIT block 121, while finalization is being completed in 
FINAL block 125 or while data is being stored in buffer 106. 
By predefining the required time for data to flow between 

pipeline stages, counters 401-405 ensure data flows through 
pipeline stages as quickly as possible. Each counter may start 
a stage configuration controller for initialization, start the 
stage execution, or start the stage configuration controller for 
finalization. Note that counters 401-405 of FIG.4 may also be 
configured to allow for pipeline initialization, pipeline 
cleanup, data availability, or any other timing consideration. 
Tasks in stages may be performed serially or in parallel and 
multiple tasks may be controlled simultaneously. 

FIG. 5 illustrates an alternate embodiment of pipeline tim 
ing controller 130. In this embodiment, outputs of counters 
501, 504, 507, 510 and 513 are electrically connected to 
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control inputs INIT blocks 120-124 to initiate operations 
thereof, respectively. Outputs of counters 502,505, 508, 511 
and 514 are electrically connected to control inputs of SAS 
101-105, respectively. Outputs of counters 503,506,509,512 
and 515 are electrically connected to control inputs FINAL 
blocks 125-129, respectively. In this embodiment, initializa 
tion, stage computation and finalization within each of the 
stages have independent counters, and the counter values may 
be defined to overlap the initialization or the finalization of a 
stage with the stage computation. In this case, as soon as a 
Subtask is completed in a stage, it can Switch to the next 
Subtask thereby processing data through the pipeline more 
quickly. Note that buffers may also be available between 
adjacent SA elements. 

FIG. 6 illustrates another embodiment of pipeline 100 
where the INIT and the FINAL blocks for each stage are 
replaced by a general configuration controller for that stage 
which configures the stage for initialization and finalization 
and mediates access to the control data between the external 
world and the stage computation (SAS). As previously 
described, pipeline stages may require access to additional 
information. When additional data is required, a configura 
tion controller may be used to copy data from an external 
memory to internal registers of a stage for initialization of the 
stage. The configuration controller may also be used to move 
data from the stage internal registers to external memory 
during finalization. Individual configuration controllers may 
be available for each pipeline stage that requires access or 
storage to external memory or a single configuration control 
ler may be used for enabling multiple pipeline stages to access 
external memory. Configuration controllers include one or 
more base registers to record the start of a task frame block in 
memory where control data for the given task is stored. These 
base registers may also be pipelined so that the base register 
of one stage automatically copies the value of the base regis 
ters in the previous stage when the stage initialization event is 
initiated. The configuration controllers may do additional 
pre- and post-processing besides initialization and finaliza 
tion of the control data to facilitate the corresponding stage 
computation. 

FIG. 6 shows configuration controllers 601-605 electri 
cally connected to counters 401-405 respectively of pipeline 
timing controller 130. Configuration controllers 601-605 
include base registers 606-610, respectively, that are used to 
store memory addresses containing information required by 
SAS 101-105 respectively. If access to external information is 
required by a stage of pipeline 100, a counter, such as counter 
401 may be used to send a signal to configuration controller 
601 that ensures the associated pipeline stage may access the 
required information. Various embodiments of the configu 
ration controllers may provide access to the external memory 
by (1) transferring a memory address to the respective pipe 
line stage, (2) accessing the external memory address and 
providing the information contained in the external memory 
address to the pipeline stage, (3) providing the external 
memory address to a separate means of memory access (Such 
as a Direct Memory Access engine) that then accesses the 
memory address and provides the data to the pipeline stage, or 
(4) any similar method that ensures the pipeline stage has 
access to the stored data. Note that counters may be elimi 
nated from FIG. 6 (or for that matter FIG. 1) if not necessary 
for proper circuit operation. For example, counter 401 may be 
eliminated if SA element 101 may start immediately without 
a delay. 

FIG. 7 shows a processor pipeline controller flow that may 
be used with the current invention. Input specification 701 
Supplies the relevant information to design the pipeline hard 
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10 
ware including, for example, the MITI, a set of loops each of 
which consists of the initialization code, the body code and 
the finalization code, an initiation interval and a start time for 
each loop relative to the start of the first loop, and a descrip 
tion of the inter-loop buffers used in the design including their 
size, type, and the connections to the various pipeline stages. 
This information may be provided manually or automatically 
by analyzing the input program Such as in concurrently filed, 
co-pending patent application Ser. No. 10/284.932, entitled A 
Method of System and Program for the Design of Pipelines 
of Processors, the disclosure of which is hereby incorporated 
by reference herein. 
The multi-loop pipeline controller design may be divided 

into two major phases: the first phase analyzes the program 
and gathers bookkeeping information (steps 702 and 709), 
and the second designs the pipeline hardware using the infor 
mation (steps 703,704, 705, 706, and 707). Step 702 in the 
program analysis phase is liveness analysis that reads input 
specification 701 and identifies the input and the output (live 
in, live-out) registers used within each loop. In step 709, these 
registers are collected to form the task frame and are each 
assigned an offset address. Task frame map 710 is generated 
from this step that records the mapping between the registers 
and their assigned task frame offset addresses. 
The pipeline design phase builds various hardware mod 

ules that comprise the pipeline's external interface, the data 
path and the control path. In step 703, the external interface 
hardware (e.g. host IF block) is built that accepts a start-of 
task signal and a task frame base address in order to start a 
new task at time intervals of MITI or longer. It also returns the 
end-of-task signal every time a task finishes from the last 
stage of the pipeline. In step 704, the various pipeline stages 
are built out of the loop body code blocks as given by input 
specification 701. The inter-loop buffers are also allocated in 
this step and connected to their respective pipeline stages. In 
step 705, the order and the time of various events for pipeline 
stage initialization, computation, and finalization is decided. 
A timing controller is also allocated in this step that executes 
these events in the right order. In step 706, a configuration 
controller is allocated for each stage of the pipeline consisting 
of an initialization controller, one or more base registers, and 
a finalization controller. Either the initialization or the final 
ization controller may be empty. In step 707, the various 
control signals of the pipeline are interconnected producing 
final multi-loop design 708. 

In one implementation of this design flow, the code to 
perform the initialization and finalization tasks is automati 
cally generated in step 706 using task frame map 710. The 
initialization block code consists of operations that load live 
in data from its frame offset relative to the task frame base 
register, and then store it into the corresponding live-in reg 
ister of the systolic array pipeline stage. The last operation in 
the initialization block is to start the computation in that 
pipeline stage. The finalization block code consists of opera 
tions that load the live-out data from the live-out register of 
the systolic array pipeline stage and then store it back into the 
task frame offset specified in task frame map 710, relative to 
the task frame base register. This code is then scheduled in 
time for a simple hardware scheme as shown in FIG. 2. 
Initialization and finalization block hardware is then allo 
cated automatically to initialize the task frame base address 
register and to execute the initialization and finalization code 
respectively. 
The length of the code scheduled in the initialization and 

finalization blocks so generated defines the duration of the 
time spent during initialization and finalization time intervals 
(e.g. 301-305). These, together with the relative time of start 
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of the computation within each pipeline stage as specified in 
input specification 701 are used in step 705 to identify a 
proper ordering and the timing of the initialization, compu 
tation, and finalization block start events. In one implemen 
tation, the finalization blocks are automatically started by the 
termination event of the stage computation and hence do not 
need to be directly controlled by the timing controller. The 
start of a pipeline stage initialization event is computed by 
subtracting the initialization time interval from the relative 
start time of the corresponding stage computation. 
The initialization events so obtained are then sorted in 

increasing time order. The timing of these events is then 
linearly adjusted to start from Zero by subtracting the start 
time of the first initialization event from every initialization 
event. The timing and ordering of initialization events so 
obtained are then converted into hardware by allocating a 
series of counters that are initialized to the difference of 
timings between Successive events. If the difference in timing 
exceeds MITI, it is split across multiple counters each of 
which counts no longer than MITI. Due to the timing adjust 
ment done above, the first initialization event starts at time 
Zero and hence does not need a counter. The event of each 
Subsequent counter reaching a Zero count becomes the ini 
tialization signal for the Subsequent stages of the pipeline 
scheduled to start at that time. The series of counters so 
constructed constitute the timing controller that signals the 
start of each pipeline stage at the appropriate time. 

In another implementation, all control signals are intercon 
nected in step 707 as follows. The start-of-task signal from the 
external interface is wired to the timing controller. The data 
and control signals carrying task frame base address from the 
external interface is wired to the first initialization block and 
is pipelined to the Subsequent initialization and finalization 
blocks in temporal sequence. The various pipeline stage start 
signals from the timing controller are connected to the corre 
sponding initialization blocks. The data and control signals 
from the initialization blocks to load the live-ins and to start 
the stage computation is connected to the corresponding SA 
stage. The termination signal from each pipeline stage is 
connected to the start of the finalization block. The comple 
tion of the last finalization block generates the end-of-task 
signal that is returned to the external interface. 
What is claimed is: 
1. A pipeline data processor for performing Successive 

Subtasks of a task procedure, the pipeline comprising: 
a plurality of stages, each stage comprising hardware for 

performing a corresponding Subtask and a memory loca 
tion pointer being propagated among the stages, a plu 
rality of the stages using the memory location pointer to 
access information for initializing the corresponding 
stage for performing its corresponding Subtask wherein 
the memory location pointer points to a task frame 
stored in memory, the task frame comprising the infor 
mation for initializing the plurality of the stages that use 
the memory location pointer with different portions of 
the task frame having the information for initializing 
each of the plurality of stages that uses the memory 
location pointer; and 

a pipeline timing controller controlling a plurality of pre 
determined delays, wherein, when one of said predeter 
mined delays has expired, said pipeline timing controller 
sends a control signal to initiate at least one process 
within associated ones of said plurality of stages. 

2. The pipeline of claim 1 wherein: 
said control signal controls at least one of the initialization, 

start of computation, and finalization of a stage of said 
pipeline. 
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3. The pipeline of claim 1 wherein: 
a first predetermined delay represents an amount of time 

before a first stage of said pipeline starts computation. 
4. The pipeline of claim 1 wherein: 
said pipeline timing controller sends a control signal to an 

initialization block and said initialization block is in 
communication with at least one stage of said plurality 
of stages. 

5. The pipeline of claim 1 wherein: 
said pipeline timing controller sends a control signal to an 

initialization block, said initialization block sends a sec 
ond control signal to at least one stage of said plurality of 
stages, and said stage sends a third control signal to a 
finalization block. 

6. The pipeline of claim 1 wherein: 
said pipeline timing controller includes a plurality of 

counters wherein each counter is designated with a pre 
determined delay wherein upon expiration of said des 
ignated predetermined delay said counter produces a 
control signal. 

7. The pipeline of claim 6 wherein: 
a first counter having a first predetermined delay provides 

a first control signal to an initialization block, and a 
second counter having a second predetermined delay 
provides a second control signal to at least one stage of 
said plurality of stages. 

8. The pipeline of claim 7 wherein: 
said first predetermined delay represents an amount of time 

required to elapse before the start of initialization of 
data, and said second predetermined delay represents an 
amount of time required to elapse before the start of 
processing of data in at least one stage of said plurality of 
Stages. 

9. The pipeline of claim 6 wherein: 
a first counter having a first predetermined delay provides 

a first control signal to an initialization block, a second 
counter having a second predetermined delay provides a 
second control signal to one stage of said plurality of 
stages and a third counter having a third predetermined 
delay provides a third control signal to a finalization 
block. 

10. The pipeline of claim 6 wherein said counters are self 
initializing counters. 

11. The pipeline of claim 1 further including a plurality of 
configuration controllers each of which configure at least one 
stage of said plurality of stages. 

12. The pipeline of claim 1 wherein said timing controller 
is configured to simultaneously control multiple tasks in dif 
ferent stages of the said pipeline. 

13. The pipeline of claim 1 wherein said timing controller 
is configured to simultaneously control multiple tasks in at 
least one of initialization, computation, and finalization of the 
same stage in said pipeline. 

14. The pipeline of claim 1 wherein an initialization block 
for each of the at least one stage uses the memory location 
pointer to retrieve control information via a memory interface 
and wherein the initialization block for each of theat least one 
stage passes the control information to a data path element. 

15. The pipeline of claim 14 wherein the control signal is 
sent to the initialization block for a stage. 

16. The pipeline of claim 15 wherein the control signal is 
sent to the initialization block for a stage before the stage has 
completed performing a prior Subtask for the stage. 

17. The pipeline of claim 1 wherein initializing the stage 
for performing its corresponding Subtask begins before the 
stage has completed performing a prior Subtask for the stage. 
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18. The pipeline of claim 1 wherein the subtask for at least 
one stage includes at least one loop nest of the task procedure 
and the hardware for the at least one stage includes an any of 
processing elements for performing the at least one loop nest 
and the at least one stage using the memory location pointerto 
access information for initializing the corresponding stage. 

19. A method of controlling the progression of data through 
a plurality of pipeline stages for performing Subtasks of a task 
procedure, said method including the steps of 

providing a plurality of stages, each stage comprising hard 
ware for performing a corresponding Subtask and each 
stage of said plurality of pipeline stages having prede 
termined timing characteristics; 

designing a timing controller with a plurality of control 
signals that are characterized by the predetermined tim 
ing characteristics of each stage of said plurality of pipe 
line stages; 

electrically connecting said plurality of control signals to 
said plurality of pipeline stages; 

propagating a memory location pointer among the stages, a 
plurality of the stages using the memory location pointer 
to access information for initializing the corresponding 
stage for performing its corresponding Subtask wherein 
the memory location pointer points to a task frame 
stored in memory, the task frame comprising the infor 
mation for initializing the plurality of the stages that use 
the memory location pointer with different portions of 
the task frame having the information for initializing 
each of the plurality of stages that uses the memory 
location pointer; and 

signaling each stage of said plurality of pipeline stages 
with a respective one of said plurality of control signals 
So as to schedule the progression of data through the 
plurality of pipeline stages. 

20. The method of claim 19 further including: 
providing initialization data to be used by at least one stage 

of said plurality of pipeline stages. 
21. The method of claim 19 further including: 
receiving finalized data produced by at least one stage of 

said plurality of pipeline stages. 
22. The method of claim 19 wherein: 
designing said timing controller as a plurality of counters 

wherein each counter is assigned a predetermined count 
representing the timing characteristics of each stage of 
said plurality of pipeline stages. 

23. The method of claim 19 wherein: 
said step of signaling is used to introduce a delay in the 

processing performed by individual pipeline stages in 
said plurality of pipeline of stages. 
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24. The method of claim 23 wherein: 
said delay represents an amount of time before a respective 

pipeline stage starts computation. 
25. The method of claim 19 wherein: 
said step of signaling is performed by a pipeline timing 

controller that sends a control signal to each individual 
stage of said plurality of pipeline stages. 

26. The method of claim 19 further including: 
initializing input data for at least one stage of said plurality 

of pipeline stages; and 
finalizing output data from at least one stage of said plu 

rality of pipeline stages. 
27. The method of claim 26 further including: 
signaling said step of initializing input data; and 
signaling said step of finalizing output data. 
28. The method of claim 19 wherein the subtask for at least 

one stage includes at least one loop nest of the task procedure 
and the hardware fortheat least one stage includes an array of 
processing elements for performing the at least one loop nest 
and the at least one stage using the memory location pointerto 
access information for initializing the corresponding stage. 

29. A method of controlling the progression of data through 
a plurality of pipeline stages for performing Subtasks of a task 
procedure, said method including the steps of 

providing a plurality of stages, each stage comprising hard 
ware for performing a corresponding Subtask and each 
stage of said plurality of pipeline stages having prede 
termined timing characteristics; 

propagating a memory location pointer among the stages, a 
plurality of the stages using the memory location pointer 
to access information for initializing the corresponding 
stage for performing its corresponding subtask wherein 
the memory location pointer points to a task frame 
stored in memory, the task frame comprising the infor 
mation for initializing the plurality of the stages that use 
the memory location pointer with different portions of 
the task frame having the information for initializing 
each of the plurality of stages that uses the memory 
location pointer; and 

initiating a process within associated one of said plurality 
of stages, wherein initiation of the process is responsive 
to the expiration of a first predetermined delay. 

30. The method of claim 29 wherein the subtask for at least 
one stage includes at least one loop nest of the task procedure 
and the hardware fortheat least one stage includes an array of 
processing elements for performing the at least one loop nest 
and the at least one stage using the memory location pointerto 
access information for initializing the corresponding stage. 

k k k k k 
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