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(57) ABSTRACT 

A System and method of executing instructions within a 
counterflow pipeline processor. The counterflow pipeline 
processor includes an instruction pipeline, a data pipeline, a 
reorder buffer and a plurality of execution units. An instruc 
tion and one or more operands issue into the instruction 
pipeline and a determination is made at one of the execution 
units whether the instruction is ready for execution. If So, the 
operands are loaded into the execution unit and the instruc 
tion executes. The execution unit is monitored for a result 

and, when the result arrives, it is Stored into the result 
pipeline. If the instruction reaches the end of the pipeline 
without executing it wraps around and is sent down the 
instruction pipeline again. 
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NON-STALLING CIRCULAR COUNTERFLOW 
PIPELINE PROCESSOR WITH REORDER BUFFER 

BACKGROUND OF THE INVENTION 

0001) 1. Field of the Invention 
0002 The present invention is related to the field of 
electronic data processing, and more particularly to a System 
and method of executing instructions. 
0003 2. Background Information 
0004. The current trend in microprocessors is to provide 
maximum speed by exploiting instruction level parallelism 
(ILP) both to hide long latency operations like memory 
accesses, and to execute multiple instructions at once. Cur 
rently the primary mechanism for doing this is an out-of 
order SuperScalar processor. Such an approach typically uses 
renaming registers, reservation Stations, and reorder buffers 
(ROBs) to hide latency and, as such, tends to rely on 
multiple slow, area intensive and expensive content addres 
Sable memories (CAMs). In addition, Such an approach 
requires accurate global timing and global communication 
between the various Structures acroSS the entire chip. These 
constraints are likely to become problematic as technology 
advances to higher and higher clock rates. In fact, it will 
eventually become physically impossible to Send Signals 
from one side of the die to the other in a single clock cycle. 
0005 Counterflow processors provide a competitive 
alternative to the SuperScalar approach. Counterflow proces 
Sors use highly localized communication to resolve the 
Scheduling issues and resolution of data dependencies. 

0006 Sproull et al. first described the counterflow prin 
ciple in an article entitled “The Counterflow Pipeline Pro 
cessor Architecture” published in IEEE Design and Test of 
Computers in Fall 1994 (see R. F. Sproull, I. E. Sutherland 
and C. E. Molnar, “The Counterflow Pipeline Processor 
Architecture.” IEEE Design and Test of Computers, pp. 
48-59, Vol.11, No. 3, Fall 1994). Sproull described an 
asynchronous processor which offered a simple design 
methodology with many useful properties (including local 
control and local message passing). These concepts were 
used by Janik and Lu in the design of a Synchronous 
processor (K. J. Janik and S. Lu, "Synchronous Implemen 
tation of a Counterflow Pipeline Processor Proceedings of 
the 1996 International Symposium on Circuits and Systems, 
May 1996). 
0007. The basic counterflow processor includes two pipe 
lines flowing in opposite directions from one another. One 
pipeline (the instruction pipeline or IPipe) carries the 
instructions up from the fetch or dispatch unit. The other 
pipeline (the result pipeline or RPipe) carries the operands or 
results of previously executed instructions down toward the 
dispatch unit. AS an instruction and an operand pass, they 
"inspect’ each other. The instruction checks the operands 
Stored in the result pipeline to See if it needs any of the 
values. If it does, the instruction takes the operand and 
carries it along as it proceeds up the instruction pipeline 
waiting to execute. Meanwhile, the operands in the result 
pipeline check the instruction's destination to see if the 
instruction is going to update their value. If this occurs, the 
operands have an old copy of the result and they invalidate 
themselves. 
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0008 If an instruction reaches its corresponding execu 
tion unit launch Stage and has all of its operands, it is sent 
off to the execution sidepanels. If, however, it has not 
received its operands by this stage, it must Stall, possibly 
Stalling the instructions following it in the pipeline. Once the 
instruction has been Sent off for execution, it proceeds up the 
pipeline. The execution Sidepanels are clocked at the same 
rate as the instructions themselves. Therefore, an instruc 
tion's values are always at the same Stage as the launching 
instruction. Upon reaching the associated recover Stage, the 
result of the computation is loaded back into the instruction. 
The exception to this is the case where the execution unit has 
a variable latency, Such as a memory execution unit. In this 
case, if the result has not yet been computed, the instruction 
has to Stall at the recovery Stage until the result is ready. 
0009. At any point after the instruction has retrieved a 
result from the execution unit, it monitors the result pipeline 
for an open slot. A slot is considered empty if it was 
invalidated by a previous instruction or it is simply empty 
because it hasn't been filled with anything yet. When an 
open slot is found, the result is Sent down the result pipeline. 
Once the result is placed in the pipeline, the instruction will 
not Send the result again. 
0010. The local interchange of information and the 
Simple design of a counterflow pipeline (CFP) design Sup 
port longer pipelines and increased processor throughput. 
Processors like those described by Sproull and Janik do, 
however, Suffer a number of performance problems. Janiket 
al. describe Some of these problems and a possible Solution 
in "Advances to the Counterflow Pipeline Microarchitec 
ture, presented at High-Performance Computer Architec 
ture-3 in February, 1997. That article describes a Virtual 
Register Processor (VRP). The VRP moves the register file 
of the CFP processor to the bottom of the pipelines. This 
configuration eliminates the Startup costs associated with the 
CFP processors, allows for a revalidate scheme that is far 
leSS expensive than a full flush on branch misprediction, and 
allows instructions to be removed from the instruction pipe 
when they are completed. In addition, by placing the register 
file at the bottom of the pipeline, operands no longer need to 
travel down the result pipeline, creating leSS competition for 
available slots in the result pipeline. 
0011. Unfortunately, allowing instructions to retire out of 
order eliminates the possibility of precise interrupts. To 
counter this Janik et al. describe the use of a reorder buffer 
(ROB) in combination with the VRP. In place of the register 
tags, all data values have a ROB tag associated with them 
that indicates the instruction that has generated or will 
generate the value. Each data value also includes a valid bit 
indicating whether the result has been generated yet. These 
tags are stored in the register file. The ROB also makes 
recovery from a mispredicted branch much easier. 
0012. The fundamental problem with the VRP approach 
is that the instruction pipeline is allowed to Stall and can 
quickly clog the instruction flow. In addition, the VRP 
architecture, like the CFP processor architectures described 
above, is limited to only launching one instruction per clock 
cycle. What is needed is an architecture which provides the 
benefits of the CFP processor and VRP but which prevents 
or reduces instruction Stalling. In addition, what is needed is 
a System and method for extending these counterflow archi 
tectures Such that more than one instruction can be launched 
per clock cycle. 
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SUMMARY OF THE INVENTION 

0013. According to one aspect of the present invention, 
what is described is a System and method of executing 
instructions within a counterflow pipeline processor. The 
counterflow pipeline processor includes an instruction pipe 
line, a data pipeline, a reorder buffer and a plurality of 
execution units. An instruction and one or more operands 
issue into the instruction pipeline and a determination is 
made at one of the execution units whether the instruction is 
ready for execution. If So, the operands are loaded into the 
execution unit and the instruction executes. The execution 
unit is monitored for a result and, when the result arrives, it 
is Stored into the result pipeline. If the instruction reaches the 
end of the pipeline without executing it wraps around and is 
Sent down the instruction pipeline again. 
0.014. According to another aspect of the present inven 
tion, what is described is a processor and a computer System 
built using the processor. The processor includes an instruc 
tion pipeline having a plurality of Stages, a result pipeline 
having a plurality of Stages, an execution unit connected to 
the instruction pipeline and the result pipeline and a reorder 
buffer. The reorder buffer supplies instructions and operands 
to the instruction pipeline and receives results from the 
result pipeline. The instruction pipeline and the result pipe 
line wrap around the reorder buffer to create counter rotating 
queues. The execution unit includes an operand input and a 
result output, wherein the operand input receives an operand 
from the instruction pipeline. The execution unit transmits a 
result to the result output as a function of the operand 
received by the operand input. 
0.015 According to yet another aspect of the present 
invention, what is described is a processor having an instruc 
tion pipeline, a result pipeline, first and Second execution 
units and first and second reorder buffers. The first and 
Second execution units are connected to first and Second 
Stages, respectively, of the instruction pipeline and the result 
pipeline. The first reorder buffer Supplies instructions and 
operands to the first Stage of the instruction pipeline and 
receives results from the first Stage of the result pipeline. The 
Second reorder buffer Supplies instructions and operands to 
the Second Stage of the instruction pipeline and receives 
results from the Second Stage of the result pipeline. 
0016. According to yet another aspect of the present 
invention, what is described is a computer System having 
memory and a processor, wherein the processor is capable of 
executing a plurality of instructions, including a first instruc 
tion. The processor comprises a plurality of instruction 
pipelines, a plurality of result pipelines and a plurality of 
reorder buffers. Each reorder buffer receives instructions 
from one instruction pipeline and issues instructions to a 
Second instruction pipeline. In addition, each reorder buffer 
receives data from one result pipeline and issueS data to a 
Second result pipeline. Each reorder buffer includes a reg 
ister file having a plurality of registers, each register having 
a data entry and a tag field, and a register alias table having 
a plurality of register alias table entries, wherein each 
register alias table entry includes a pipeline field and a 
register field, wherein the pipeline field shows which 
instruction pipeline the first instruction was dispatched into 
and wherein the register field show the register into which 
the first instruction will write its result. 
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0017 According to yet another aspect of the present 
invention, what is described is a method of executing more 
than one thread at a time. A first and a Second reorder buffer 
are provided. First instructions and first operands associated 
with the first thread from the first reorder buffer are read and 
executed, with the result stored in the first reorder buffer, 
wherein Storing the result includes marking the result with a 
tag associating the result with the first thread. Second 
instructions and Second operands associated with the Second 
thread from the Second reorder buffer are read and executed, 
with the result stored in the second reorder buffer, wherein 
Storing the result includes marking the result with a tag 
asSociating the result with the Second thread. 
0018. According to yet another aspect of the present 
invention, what is described is a method of recovering from 
incorrect Speculations in a counterflow pipeline processing 
System having an instruction pipeline and a data pipeline, 
both of which feedback into a reorder buffer. A mispredicted 
branch having a first instruction is detected and all instruc 
tions occurring after the mispredicted branch are invalidated 
in the reorder buffer. If the first instruction is in the instruc 
tion pipeline and can execute, the instruction is executed and 
the results associated with that instruction are invalidated 
when they reach the reorder buffer. If the instruction reaches 
the end of the instruction pipeline, it is deleted. 
0019. According to yet another aspect of the present 
invention, what is described is a method of controlling data 
Speculation. An instruction is provided and an operand 
asSociated with the instruction is obtained. A check is made 
as to whether the operand is valid and whether the operand 
is a speculative value and the operand is marked accord 
ingly. The instruction is then executed in order to generate 
a result as a function of the operand and, if the operand was 
a speculative value, checking the operand for a nonspecu 
lative value for the operand, comparing the nonspeculative 
value against the Speculative value and, if the Speculative 
value was correct, Saving the result. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0020 FIG. 1 illustrates a computer system having a 
counterdataflow pipeline processor according to one aspect 
of the present invention; 
0021 FIG. 2 illustrates one embodiment of a counter 
dataflow pipeline processor capable of executing more than 
one instruction per clock cycle; 
0022 FIG. 3 illustrates one embodiment of the counter 
dataflow pipeline processor of FIG. 1; 
0023 FIGS. 4-12 illustrate simulation results corre 
sponding to Spec95 benchmarks of one embodiment of the 
counterdataflow pipeline processor of FIG. 3; 
0024 FIG. 13 illustrates one embodiment of a reorder 
buffer which can be used in the system shown in FIG. 1; 
0025 FIG. 14a illustrates a segmented reorder buffer 
which can be used in the system shown in FIG. 1; 
0026 FIG. 14b illustrates one embodiment of an register 
alias table and a register file used to Segment a reorder 
buffer; 
0027 FIGS. 15a and 15b illustrate an example of how 
the register alias table and register file together are used to 
process an instruction; 
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0028 FIGS. 16a-16e provide an example of how a 
Segmented reorder buffer can be used to Service two instruc 
tion pipelines, 
0029 FIG. 17 illustrates the extension of a segmented 
reorder buffer to a more traditional processor architecture; 
0030 FIG. 18 illustrates the interactions between a seg 
mented reorder buffer and its associated execution unit; 
0.031 FIG. 19 illustrates one embodiment of a segmented 
reorder buffer used to Support hardware multithreading, 
0032 FIG. 20 illustrates one embodiment of a multi 
threaded counterdataflow processor which can handle two 
threads, and 
0.033 FIG. 21 illustrates speculative data processing in 
dynamic dataflow machines. 

DESCRIPTION OF THE PREFERRED 
EMBODIMENTS 

0034. In the following detailed description of the pre 
ferred embodiments, reference is made to the accompanying 
drawings which form a part hereof, and in which is shown 
by way of illustration specific embodiments in which the 
invention may be practiced. It is to be understood that other 
embodiments may be utilized and structural changes may be 
made without departing from the Scope of the present 
invention. 

0.035 Reference in the specification to “one embodi 
ment” or “an embodiment’ means that a particular feature, 
Structure, or characteristic described in connection with the 
embodiment is included in at least one embodiment of the 
invention. The appearances of the phrase “in one embodi 
ment' in various places in the Specification are not neces 
Sarily all referring to the same embodiment. At the same 
time, the term "function' is used to indicate that a math 
ematical or logical correspondence exists between an oper 
and and a result. For example, the area of a rectangle equals 
the height of the rectangle multiplied by the length (A=h1). 
In this example, the area could be Said to be a function of the 
height, of the length, or of both the height and the length. 
0036) A computer system 1 having a memory 5 and a 
counterdataflow (CDF) pipeline processor 10 is shown in 
FIG.1. In one embodiment, memory 5 is implemented as a 
memory hierarchy formed from memory devices having 
various acceSS Speeds. 
0037 Processor 10 of FIG. 1 includes a instruction 
pipeline 12, a result pipeline 14, a reorder buffer 16, a 
dispatch unit 26 and one or more execution units 24. In one 
embodiment, dispatch unit 26 includes a prefetch queue 18, 
an instruction cache 20 and a branch prediction circuit 22. 
0.038. In contrast to the VRP approach, in the embodi 
ment shown in FIG. 1 pipelines 12 and 14 are counter 
rotating queues. Just as in the two previous architectures, 
instruction pipeline 12 moves up while result pipeline 14 
moves down. In System 1, if an instruction gets to the end of 
pipeline 12 and hasn’t executed, it simply wraps around to 
the beginning of pipeline 12 and continues up the pipeline. 
0.039 Result pipeline 14 acts similarly, only for slightly 
different reasons. The results, upon reaching the bottom of 
the pipeline 14 do not necessarily need to wrap around. They 
could just write their values into ROB 16, and exit the 
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pipeline. The results are forced to wrap around for perfor 
mance reasons. In most cases, the results that an instruction 
generates may be used by the instructions immediately 
following. If this happens, the following instruction must go 
all the way around the pipeline just to read the value from 
the ROB. This both increases the latency to execute instruc 
tions as well as puts additional read ports on the ROB. By 
forcing the results to make one extra trip around the pipeline, 
the worst case delay waiting for a result will be half the 
length of the pipeline (since the instruction and result 
pipeline are moving in opposite directions). Since neither of 
the pipelines are required to Stall, by having the results make 
the one extra trip around the pipeline, it is guaranteed that all 
instructions will pass the result and will read it if they need 
the value. 

0040. In one embodiment of the processor 10 shown in 
FIG. 1 results from execution of an instruction are recovered 
in result pipeline 14 rather than in instruction pipeline 12. 
This is different from the original counterflow pipeline 
processor, which recovers the result into the instruction 
pipeline and, therefore, which requires the Sidepanels to 
lock-Step with the pipeline Stages. Since in this embodiment 
results are recovered into result pipeline 14 variable length 
execution is no longer a problem. 
0041) The counterdataflow architecture of FIG. 1 differs 
from VRP in that the CDF approach wraps both the instruc 
tion and result pipelines around. This change brings out 
various enhancements, resulting in both performance 
improvements as well as Simplifications in implementation. 
Since the instruction pipeline no longer stalls, the last 
remaining global Signal, the pipeline halt signal of the VRP, 
has Successfully been removed and one of the main premises 
of the counterflow architecture, local control, has been 
achieved. 

0042. In one embodiment of the present invention 
instruction pipeline 12 is fed back onto itself through the 
instruction decode unit. This greatly simplifies the indi 
vidual pipe Stages. Instructions don’t ever need to Stall 
because there is always a sidepanel capable of executing 
them further down the pipeline. Additionally, the need to 
check for dependencies between instructions concurrently 
launched is eliminated Since there is no last Sidepanel Stall 
to deadlock the pipeline. The resulting pipeline 12 behaves 
almost identically to VRP but with three key differences. 
First, as mentioned before, there is no concept of a last 
Sidepanel So there is no Stalling in the instruction pipe. The 
instructions are merely reissued back into the bottom of the 
pipeline 12 if they reach the top of the instruction pipe 
without being executed. Second, after instructions are 
launched into a Sidepanel, they are not required to remain in 
the pipe. This is important Since the Slots are needed to insert 
new instructions into the pipeline. Finally, results are recov 
ered into the result pipe, not the instruction pipe, So that 
lockStepping the Sidepanels to the pipeline is unnecessary, 
and variable-length execution latency is no longer a prob 
lem. 

0043. If a processor design does not allow multiple 
instructions to be issued each clock cycle, the instructions 
per cycle (IPC) can never become greater than one. This was 
a significant restriction for all previous counterflow-based 
designs. The older designs needed either complex hardware 
to detect and prevent potential deadlocking pairs or Some 
kind of VLIW support. 
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0044) The CDF approach requires neither. Instead, the 
issueS of data dependencies are completely resolved in the 
pipeline. 

Multiple Instructions Per Clock Cycle 

0.045. In one embodiment, more than one instruction is 
issued per clock cycle. This can be done by making each 
Stage of instruction pipeline 12 wider. One Such embodiment 
is shown in FIG. 2. In the embodiment shown in FIG. 2, a 
ROB 16 inserts two instructions per clock into instruction 
pipeline 12. Each instruction includes an opcode 26 and two 
operands 28. Likewise, the width of result pipeline 14 needs 
to reflect the increased Volume of results. For instance, in the 
embodiment shown in FIG. 2, pipeline 14 is designed to 
handle up to four results 30 per cycle. 

0046) In the embodiment shown in FIG. 2, it doesn't 
make any difference if instructions in the same Stage are 
dependent on each other Since, if the dependency isn’t 
resolved by the end of the pipeline, the instruction or 
instructions will Simply wrap around and execute in the next, 
or subsequent, pass of the pipeline. In VRP and CFP 
processor designs, the dependent instruction would stall the 
entire pipeline waiting for its operands. 

0047 The width of the instruction pipeline is unlimited, 
it is possible to launch unlimited instructions per clock 
cycle. In all practicality, the number of instructions issued 
per clock cycle is, however, bounded by the available die 
area, and by the amount of logic which can be executed 
during one clock cycle. Currently, a width of four to eight 
instructions wide Seems feasible, but with future advances in 
processing technology, that number can be expected to 
increase. 

Out-Of-Order Execution 

0.048. By its very nature, CDF executes instructions out 
of order. Any instructions which are not able to execute in 
their first pass through pipeline 12 will wrap around and be 
Surrounded by younger instructions just being issued. Even 
for a processor where instruction pipeline 12 is one instruc 
tion wide, the instructions are fetched in order, but the 
instructions will be executed regardless of order, chosen 
only by which instructions are ready to be executed. With a 
wider instruction pipeline 12, deep Speculation occurs, 
exposing more available parallelism than would otherwise 
be possible. Since more instruction level parallelism is 
exposed, the number of instructions executing at any given 
time increases thus increasing performance. This will be 
illustrated later in the Simulation results Section. 

Fast Clock Cycle 

0049. The counterflow pipeline principle was first devel 
oped for its use of local control. This allows a very fast clock 
cycle Since there need be no global Signals which take a 
relatively long time to cross the chip. Unfortunately, there 
has always been one signal which needs to propagate 
through the pipeline from Start to finish. Up until now, the 
instruction pipeline has always needed to Stall. It is possible 
for an instruction at the very end of the pipeline to Stall 
thereby needing to Stall every instruction down the pipeline 
back to the fetch unit. This has been the bottleneck in 
maximum clock speed for the CFP and VRP processors. 
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0050 Since CDF's instruction and result pipelines wrap 
around, there is no longer any reason to Stall. This lessens the 
logic complexity in the basic pipeline cells as well as in the 
pipeline to execution unit logic. With this innovation, the 
architecture has returned to counterflow's basic premise of 
obtaining high clock Speeds by having local control of 
information and a simple pipeline. 

Easy and Inexpensive Recovery from Incorrect 
Speculation 

0051 Modern microprocessors have very high branch 
prediction rates, greater than 90%. Even with such high 
branch prediction rates, however, some 10% of the time the 
prediction is Still wrong. It is important to be able to recover 
from these incorrect Speculations quickly and inexpensively. 
Since the speculation in CDF is even higher than other 
processors, it is even more important for this recovery to be 
efficient. CDF accomplishes this in much the same way that 
other modem processors (including VRP) do, by using a 
ROB. When a mispredicted branch is detected, all instruc 
tions after the branch are invalidated from the ROB. In most 
other architectures, the instructions are either forced to 
complete execution (and therefore continue to use up valu 
able resources) or they are explicitly removed from the 
processor using extra hardware. 
0052. In CDF, a hybrid approach is taken. If an instruc 
tion can execute, it is allowed to. When the results return to 
the ROB, they are ignored and deleted from pipeline 14. If 
the instruction has not managed to execute, when it wraps 
around and passes the ROB, it sees that it has been invali 
dated in the ROB, and deletes itself from pipeline 12. This 
allows at least Some instructions to not have to execute. 

0053 Such an approach is especially important for an 
architecture Such as CDF, where aggressive speculation 
occurs. When an incorrectly speculated branch has been 
identified, all of the incorrect instructions in the shadow of 
the branch are not required to complete their execution and 
can leave the machine without having taken up time and 
Space in the execution units. 

Tolerance of Long Latency Execution Units 

0054) In CFP and VRP designs, instructions that have 
begun executing remain in the pipeline until they have 
completed. For long latency instructions like loads, Stores, 
and floating point operations, these instructions can Stall the 
entire pipeline, keeping unrelated instructions from execut 
ing even though resources may be available. 
0055. In CDF, once an instruction has begun executing, it 
leaves instruction pipeline 12. The results of the execution 
do not need to be matched with the corresponding instruc 
tion until they arrive at ROB 16. Therefore, the results may 
be simply Sent down the result pipeline whenever they 
complete. 

0056 By doing so, load and store instructions are saved 
from having to wrap around pipeline 12 Several times in the 
case of a cache miss. This frees up Space in instruction 
pipeline 12 for another instruction to enter the pipeline, thus 
increasing the instruction window and the amount of avail 
able parallelism exposed in pipeline 12. 
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Simulation Results 

0057 To analyze the CDF architecture, many different 
pipeline configurations were simulated. The configuration in 
FIG.3 had the best average performance and was, therefore, 
chosen for full analysis. It should be apparent that other 
embodiments are also possible given the problem to be 
Solved and the area available on a particular die. 
0058. In the embodiment shown in FIG. 3, instruction 
pipeline 12 holds up to four instructions in each pipestage 
40. Result pipeline 14 holds up to eight results in each 
pipestage 40. In FIG. 3, the top four pipestages 40.1 through 
40.4 have been replicated at the bottom of pipelines 12 and 
14 in order to illustrate that the two floating point units 
launch on one cycle of the pipeline and recover on the next 
cycle. Since these execution units have Such long latencies, 
it was observed to be better for overall performance to 
recover on the next revolution at the location where the 
instructions that immediately followed the launching 
instruction will be. These instructions are the mostly likely 
ones to be waiting for the result of the execution and they 
therefore receive the result the earliest. 

0059. In the embodiment shown in FIG.3, there are four 
fast integer units (INTF01-INTF04). These units have a one 
cycle latency and handle instructions Such as addition, 
Subtraction, logical operations, etc. There are two branch 
execution units (BEU01-BEU02). These units have a one 
cycle latency, and communicate the results of a branch back 
to the branch prediction unit. There is one slow integer unit 
(INTS01). It has a latency of four cycles, is fully pipelined, 
and handles Slow integer instructions Such as multiply and 
divide. There is one fast floating point unit (FPFAST). It has 
a latency of four cycles, is fully pipeline, and handles fast 
floating point instructions Such as floating point addition and 
Subtraction. There is one slow floating point unit 
(FPSLOW). It has a latency of eight clock cycles, is fully 
pipeline, and handles Slow floating point instructions Such as 
floating point multiply and divide. There is a memory 
execution unit (MEU), not pictured, which handles load and 
store instructions and communicates with the ROB to main 
tain proper ordering of load and Stores. Finally, there is a one 
level one (L1) data cache, not pictured, which, in one 
embodiment, is a 16KB, 4-way Set associative data cache, 
with one cycle access time, and a pseudo least recently used 
(pseudo LRU) replacement policy. 
0060. The simulation results will be discussed next. In 
the Simulation the following assumptions have been made to 
allow for a higher level simulator. It is assumed that the L1 
cache and main memory hold all necessary data and that the 
main memory has a constant 10 cycle access latency. The 
branch prediction unit has a randomly predicted 94% correct 
branch prediction rate and, when recovering from a mispre 
dicted branch, there is a one cycle “no fetch' penalty. To 
maintain precise interrupts, Store instructions are not 
allowed to complete until they are the oldest instruction in 
the ROB. Also, the ROB is allowed to retire as many 
instructions as it needs to per clock cycle. 
0061. A selection of traces from ten of the Spec95 
benchmarks were run. Five of the traces (m88ksim, gcc., 
compress, li, and ijpeg) were integer traces, and the other 
five (tomcatv, Swim, Su2cor, app1u, and wave5) were float 
ing point (FP) traces. FIG. 4 shows the performance in 
average instructions executed per clock cycle for each trace. 
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While the average integer performance is slightly higher 
than the average FP performance, it is interesting to note that 
the floating point traces had widely varying performances, 
resulting in both the highest performance (Swim with an IPC 
of 2.5) and the lowest performance (su2cor with an IPC of 
1.1). The average performance is 2.0 instructions per clock 
cycle. 

0062 Current technology allows many execution units to 
be fabricated. The problem is that up until now, processors 
haven’t been able to utilize these execution units. For much 
of the time, machines with five or six executions have these 
units busy performing useful work only 20-30% of the time. 
With CDF, many instructions are brought into the machine 
to be potentially executed, thus increasing the effective 
instruction window. Also, by allowing instructions to launch 
to execution units 24 at multiple locations, it looks (from the 
Viewpoint of the instructions) as though there are more 
execution units. FIG. 5 shows the percent of time the 
execution units were kept busy for both integer and floating 
point traces. Since the memory execution unit (MEU) was 
able to accept up to five instructions, and these are capable 
of taking long periods of time, it is not Surprising that the 
MEU was busy most of the time, 85% for SpecInt and 68% 
for SpecFP. The fast and slow floating point units (FPFAST 
and FPSLOW) are similar with 57% and 38% respectively. 
Since SpecInt traces have negligible numbers of floating 
point instructions, they essentially do not use the floating 
point execution units. The compiler used to generate the 
traces unfortunately had the penalty for using Slow integer 
operations set high and therefore generated few of these 
instructions, causing the slow integer unit to be rarely used. 

0063. The utilization of the pipelines is of prime interest 
in attempting to optimize a CDF processor's performance. 
The ultimate goal in CDF is to get the maximum number of 
instructions into the machine as possible. This increases the 
exposed available parallelism in the code and allows useful 
work to be done even when older instructions may be 
waiting for their data. The number of instructions that can be 
launched is the same as the number of instructions which do 
not wrap around the pipeline. This shows that while it is 
advantageous for instructions to be able wrap around if they 
cannot execute, performance Suffers if instructions wrap 
around too much. For example, if the instruction pipeline is 
four instructions wide and a Set of instructions get to the top 
of pipeline 12 with none of the instructions having been able 
to launch in that pass through the pipeline, no new instruc 
tions are able to enter the machine during that clock cycle. 
However, if two of those instructions did manage to launch, 
two new instructions can enter the machine and have a 
chance to execute. 

0064 FIG. 6 shows the instruction pipeline utilization 
for the pipeline configuration depicted in FIG. 3. Pipestage 
9 is at the bottom of pipeline 12 (i.e., where instructions 
enter). Pipestage 1 is the top of pipeline 12 (i.e., where 
instructions wrap back to stage 9). 
0065. At stage 9, the average number of instruction 
pipelines used is approximately 3.4 for both the SpecInt and 
SpecPP traces. It is less than the ideal case of all four 
instruction pipelines being used because prefetch is assessed 
a one cycle penalty every time a branch is taken. Therefore, 
every time a branch is taken, the other instructions 
prefetched after the branch are discarded, to be fetched in the 
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next clock cycle. The more important number is the average 
number of instruction pipelines used at the top of the 
pipeline. The SpecFP traces have just under two instruction 
pipelines used and the SpecInt traces have approximately 
1.5 instruction pipelines used. This is because the SpecPP 
instructions Stay in the pipeline longer due to the longer 
latency of the floating point execution units. Still, an average 
of 2 new instructions have an empty slot to enter the pipeline 
at each clock cycle. Ideally, this results in an IPC of 2. From 
FIG. 5, it is shown that the SpecFP traces had an actual IPC 
of approximately 1.9. For the SpecInt traces, the IPC will 
ideally be 2.5 while the actual IPC observed was 2.2. These 
differences can be attributed to incorrect branch prediction, 
and the fact that instructions cannot always be fetched to fill 
the empty slots. 
0066 Result pipeline 14 utilization (shown in FIG. 7) is 
usually leSS important than instruction pipeline 12 utiliza 
tion. It only affects performance if reduced considerably. 
Still, the results in FIG. 7 are useful to estimate how wide 
to make the result pipeline So that it does not become the 
performance bottleneck. In the pipeline configuration simu 
lated, the result pipeline was made eight results wide. This, 
as it turns out, was considerable overkill for the circum 
stances. Again, pipestage 9 is the bottom of the pipeline 
where the results are written back to the ROB, and pipestage 
1 is the top of the pipeline where Some results wrap around. 
At the bottom of the pipeline, an average of 2.3 results are 
in the pipeline. Therefore the usage of the result pipeline is 
constant at the bottom of the result pipeline. This occurs 
because no execution units recover at these pipestages. In 
addition, Since result pipeline 14 does not stall, no results 
enter or leave at these Stages. The majority of the congestion, 
therefore, occurs in the middle of pipeline 14. If result 
pipeline 14 is not wide enough, results will not be able to 
find empty locations in which to write their results back in 
to, and they will not be able to leave the execution units, thus 
causing the execution units to Stall. Although the execution 
units Stall, this still does not cause either of the result or 
instruction pipelines to stall. (Instructions will just continue 
passing the execution units until they are no longer Stalled.) 
0067. When attempting to optimize the pipeline configu 
ration for maximum performance, it is useful to observe the 
average number of times various types of instructions wrap 
around the pipeline. It was shown in FIG. 6 that the average 
performance is strongly dependent on how many instruc 
tions are left in instruction pipeline 12 at the top of the 
pipeline. To minimize this number, instructions must launch 
into the execution units 24. FIG. 8 shows the breakdown of 
the average times an instruction wraps by type of execution 
unit 24. (This graph can, however, be misleading since it 
does not take into account the number of instructions of each 
type. For example, the slow integer instructions 
(INTSLOW) wrap an average of 1.7 times. While this is 
relatively high, there are almost no slow integer instructions, 
So its reasonable to ignore optimizing these in favor of 
decreasing the number that wrap of a more common instruc 
tion type.) 
0068 The floating point instructions wrap considerably 
more than integer instructions because of the fact that their 
execution latencies are longer. The effects of the very high 
amount of wrapping for slow floating point instructions 
(FPSLOW) is somewhat offset by the fact that they are 
usually the end result of a long computation and other 
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instructions are generally not dependent on the result. Mini 
mizing the number of instructions wrapping has been used 
as the main metric for optimizing the performance of a CDF 
processor. It is interesting to analyze the data to see how well 
this data correlates to actual performance on a trace by trace 
basis. FIG. 9 shows the average number of times instruc 
tions wrapped by trace. It does indeed show that those traces 
with the lowest performance wrapped the most while those 
with the highest performance wrapped the least. Not Sur 
prisingly, the two traces whose instructions wrapped the 
most, app1u and Su2cor, are floating point benchmarks since 
the latencies involved in floating point operations are higher. 
To aid in analysis, FIG. 10 shows a scatterplot of IPC versus 
average wrapping by trace. There is essentially a linear 
relation between performance, expressed in instructions per 
clock cycle, and the average number of instructions wrap 
ping. It follows that a major aim of improving performance 
is to try to have as few instructions as possible wrap around 
the pipeline. 

0069. Another useful metric is the average number of 
entries that are available in the ROB. FIGS. 11 and 12 show 
the distribution of available entries for both the SpecInt and 
SpecPP traces. These give an idea of the size of the instruc 
tion window being eXposed during execution. It is impres 
Sive to note that in the pipeline configuration Simulated there 
are only locations for 36 instructions (9 pipestages with a 
width of 4 instructions), but the simulation averages over 60 
instructions in the machine at a time for SpecInttraces and 
80 instructions for SpecFP traces. Both sets of traces reach 
the limits of the 128 entry ROB, but only the SpecFP traces 
actually appear to be limited by having only 128 entries. 
Indeed, 0.7% of the time the ROB size is limiting the 
number of instructions that can enter the processor. 

0070. It is interesting to note that more instructions can 
be in processor 10 at a given time due to the fact that once 
an instruction has entered an execution unit 24, it no longer 
needs to be kept in the instruction pipeline. When the results 
are eventually computed, the instruction's results are Sent 
down result pipeline 14 tagged with the ROB tag of their 
originating instruction. These large instruction windows 
allow more of the program's inherent parallelism to be 
exposed and thus improving performance. 

0071. The microarchitecture of the counterdataflow pro 
cessor has been described. One embodiment of Such a 
processor 10 has been described and its performance Simu 
lated. It has been shown that the CDF microarchitecture is 
an efficient means of exposing the available parallelism in a 
given program and dispatching instructions to multiple 
execution units. The problems of the earlier CFP processor 
architectures, pipeline Stalling and Single instruction issue, 
have effectively been Solved and are no longer a bottleneck 
to higher processor performance. 

0072 The distributed architecture of CDF lends itself 
well to allowing a number of interesting features and modi 
fications that can improve performance with minimal area 
additions. In the following Sections we will discuss Some of 
these features. First, we’ll explore changes to ROB 16 to 
make it into a non-associative structure (this allows us to 
make a larger effective ROB out of smaller, faster, distrib 
uted ROBs). Second, we’ll discuss the application of mul 
tithreading to the CDF architecture. Third, we’ll discuss the 
ability of CDF to manage data prediction in a very efficient 
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manner. Fourth, we'll look at how complex instructions can 
be mapped onto this RISC style architecture. Finally, well 
explore the effect of ultra-high speed clocking on the CDF 
pipelines. 

Using a Non-associative Reorder Buffer 

0.073 Currently, out-of-order processors tend to have 
Some kind of reorder mechanism to Support precise inter 
rupts. In superScalar designs, in VRP and in CDF this reorder 
mechanism can be implemented as content addressable 
memories (CAMs), where the CAMs are used to determine 
data dependencies. Ideally, these Structures should be as 
large as possible, as they usually determine the instruction 
window size but, being CAMs, they tend to be both expen 
Sive and Slow. 

0074) In one embodiment, therefore, ROB 16 is con 
structed with non-associative memory. When the width of 
instruction pipeline 12 is greater than one, ROB 16 can be 
divided into as many Sections as there are horizontal entries 
in the instruction pipeline. Then, the actions taken by ROB 
16 can be done exclusively through the use of indexing and 
“last modified by tags for register file. This approach also 
helps reduce the number of read and write ports required on 
each ROB 16. 

0075. The penalty for creating a non-associative ROB is 
that when a branch misprediction occurs, the table contain 
ing the ROB entries for instructions writing to RF 52 must 
be reconstructed. While instructions can be allowed to 
continue to execute during this reconstruction time, no new 
instructions can be issued. In one embodiment, the penalty 
is approximately 4 to 32 cycles, depending on the Size of the 
ROB and the degree of segmentation. This is acceptable if 
the branch prediction rate is Sufficiently high (i.e., if the 
design compensates for a high mispredict cost with good 
branch prediction). 
0.076. As an example, a Re-order buffer in a circular 
counterflow pipeline processor can be constructed with 
non-associative memory. If all the data tokens must travel at 
least one half complete trip around result pipeline 14, we are 
able to use a simple reorder buffer (ROB) which requires no 
asSociative capability. This is a great improvement Since the 
ROB can be larger, thus giving better performance without 
paying for the buffer access time and area. Forcing data 
tokens to travel half of the pipe length does not incur much 
penalty Since both the instruction pipeline and the data 
pipeline are moving in opposite directions. Their relative 
Speed is twice that of a pipeline. So forcing the data tokens 
to go through a minimum half loop resolves the data 
dependencies up to twice as fast as letting it stop in the ROB. 
This can be implemented in a Slightly unusual manner Since 
all data tokens are required to finish their journey at the 
ROB. We mark the data tokens that are recovered into the 
result pipe after the halfway point as not needing to pass the 
ROB. We mark those results recovered before the halfway 
point as needing to pass the ROB. With these markings we 
assure every results must travel at least half of the pipe 
length. Therefore the distance traveled for a token recovered 
in the first half of the pipe is greater than 1 length, but leSS 
than 1.5 pipe lengths. But a token recovered in the Second 
half of the pipe travels greater than half the lengths, but leSS 
than one length. Because recovery points usually are later in 
the pipe, and long latency instruction recover points like 
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floating point and memory the latter timing is more com 
mon. Moreover, when there instruction pipe width is greater 
than one, the ROB can be divided into as many Sections as 
there are horizontal entries in the instruction pipeline. Then, 
the actions taken by the ROB can be done exclusively by 
indexing and "last modified by tags for the register file. 
This also helps reduce the number of read and write ports 
required on the ROB. 

Distributed Reorder Buffer 

0077. In the embodiment of CDF shown in FIG. 1 
reorder buffer (ROB) 16 is in great demand. For a CDF 
pipeline, illustrated in FIG. 13, with four instruction pipe 
lines (12.1-12.4) and four result pipelines (14.1-14.4), in one 
embodiment, ROB 16 includes eight write ports and eight 
read ports. (This assumes an instruction format where there 
is a maximum of two operands.) That is, eight write ports 
and eight read ports is the maximum number of ports that 
ROB 16 may need to be able to handle. (That is, since in 
CDF the instruction and result pipelines do not stall, it is 
possible that all of the pipelines could be full and need 
processing by ROB 16. In that case, ROB 16 has to be able 
to handle all of these requests simultaneously.) 
0078. It is possible that the pipelines could be altered to 
allow instructions and data to flow past ROB 16, but ROB 
16 then becomes the bottleneck for new instructions to enter 
processor 10. Having many read and write ports on the ROB 
increases the ROB's complexity and increases the time 
required to access the data. Therefore, increasing the number 
of ports limits the maximum clock Speed at which processor 
10 can run. 

0079. In one embodiment, this potential bottleneck is 
avoided by segmenting reorder buffer 16. The CDF archi 
tecture acts as essentially a distributed reservation Station, 
where instructions and data are matched as they both flow 
through the pipelines. The natural extension of this paradigm 
is to attempt to distribute ROB 16 around the pipeline. In one 
embodiment, ROB 16 is Segmented and matching at various 
locations around the pipeline is used to track instructions 
and data. In one Such embodiment, the only extra hardware 
needed to implement this scheme is a table to hold the 
register aliases and the addition of a field to the register file 
to hold the ROB entry which will eventually write the data 
back. 

0080 A representative segmented ROB 16 is shown in 
FIG. 14a. The extra hardware needed is shown in FIG. 14b. 
In the embodiment shown in FIG. 14b, register alias table 
(RAT) 50 and the modified register file 52 control the 
matching. For this illustration, it is assumed that there are 
two instruction pipelines 12.1 and 12.2 and that ROB 16 can 
hold, in total, four instructions at any given time. In one 
embodiment, RAT50 is organized as a circular buffer, with 
new entries being added at the head pointer and old entries 
being retired from the tail pointer. When the head and tail 
pointers point to the same location, RAT50 is full, and can 
hold no more instructions until the oldest instruction com 
pletes and can be retired. The “pipe” field shows which 
instruction pipeline the instruction was dispatched into. The 
“register” field shows which register, in register file 52, that 
this instruction will write its results into when it completes. 
The “last” field points to the RAT entry which previously 
was going to write to the same register. This is used in case 
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of an incorrectly speculated branch. The instructions after 
the branch must be removed from the pipeline and the RAT 
and RF must be returned to the state they were in before the 
branch occurred. The “last field is used in this case so that 
RAT50 does not need to be associatively searched. If this is 
the only instruction which is going to write to this register, 
this entry's own RAT number is put in the last field. The 
register file performs the same functions as a Standard 
register file, with the exception of the addition of the “alias' 
field. The “alias” field holds the RAT entry which will 
eventually write into this register. This field is provided to 
allow the “last” field of the RAT to be updated by reading it 
directly from the register file. 
0081 FIGS. 15a and 15b show an example of how the 
RAT and RF together are used to process an instruction. In 
FIG. 15a, RAT50 and RF 52 are shown in an initial state. 
They have only one outstanding instruction. Some instruc 
tion is in the pipeline and will eventually write to register 
R1. This instruction has been put into the instruction pipe 
line 0 and given the RAT tag of T03. The “0” in T03 
indicates that the instruction is in instruction pipeline 0 and 
the “3” indicates that it has been put into the third RAT entry. 
0082. At this point, a new instruction needs to be issued 
to the pipeline. ASSuming that this instruction performs the 
function R1 =R1+R0 and there is room in instruction pipe 
line 1 for this instruction, the following actions occur. The 
Register file 52 is read to see what the values of R1 and R0 
(the consumers) are. Since R0 is already valid, the actual 
numerical value is given out. R1 is to be processed by the 
first instruction and so that instruction's alias, T03, is given 
in the place of R1. This new instruction will eventually write 
its result to register R1. The head of RAT 50 is pointing to 
entry 0 and Since this new instruction is going into pipeline 
number 1, the instruction is given the tag T10. At the same 
time, the old instruction's alias is read out of the RF and 
written into the “last” field of this instruction's entry. After 
being processed by RAT 50 and RF 52, the translated 
instruction looks like, T10=T03+it. This new instruction is 
launched into instruction pipeline 1. This entire lookup 
proceSS was accomplished without making any associative 
memory accesses, therefore this step in the pipeline can be 
fast and not limit the performance of processor 10. 
0083. At this point, a short example (using FIGS. 16a 
16e) may help to clarify just how this whole process allow 
the ROB to be broken up and still maintain consistent data 
across the individual ROBS. FIG. 16a, shows a small 
pipeline which will be used to Step through an example. This 
example has two instruction pipelines, IPipe() and IPipe1, 
each of them being three stages long. There are two ROB's 
ROBO and ROB1, which hold four entries each as well as a 
RAT50 which holds eight entries. At this starting point, two 
instructions are in the processor Somewhere. One instruction 
has been dispatched to IPipe() and will eventually write back 
to register R1. This instruction has RAT/ROB tag of T07. 
The other instruction has been dispatched to IPipe1 and will 
eventually write back to register R3. This instructions 
RAT/ROB tag is T16. Notice that ROBO has an entry for T07 
and ROB1 has an entry for T16. ROB0 only holds entries for 
IPipe(0. Similarly, ROB1 only holds entries for IPipe 1. Since 
all instructions know which pipeline the instruction they are 
looking for were dispatched into, they also know which 
ROB will hold that instruction. In this way, the number of 
times an individual ROB needs to be accessed is reduced. If 
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an instruction is looking for a result tagged T13 for example, 
it knows by definition that it doesn’t have to bother checking 
any other ROB other than ROB1. In the next clock cycle, 
two instructions go through the RAT/RF renaming process. 
The first instruction, R2=R1+R0, will be dispatched to 
Ipipe(0. The second instruction, R5-R4+R3, will be dis 
patched to Ipipe 1. FIG. 16b shows the actions which occur 
to begin the processing of these instructions. Starting with 
the first instruction's operands, R1 and R0. These operands 
are read out of the register file, since R0 is already valid its 
value is given. The register R1 is going to be generated by 
the instruction which has tag T07, So that tag is given in 
place of R1. The head of the RAT points to entry number 0 
and since the instruction is being issued to IPipe(0, this 
instruction gets tag T11. This can be observed at register 
R2's location in the register file where the alias gets Set to 
00 as well as in entry 0 of the RAT itself. The second 
instruction, R5-R4+R3, occurs at the same time as the first 
instruction with the same actions occurring. The operands 
R4 and R3 get their values from RF 52. The values for R4 
and R3 are the value in R4 and the tag T16 respectively. 
Since the second instruction is being issued to IPipe1 and the 
RATs head pointer effectively points to entry 1, this instruc 
tion gets tag T11. The register file records that the instruction 
with tag T11 will eventually write to register R5. In the 
pipeline itself, ROBO has seen the first instruction. It puts the 
instruction tag 0 into it’s smaller ROB and updates its head 
pointer. The second instruction's ROB is located farther up 
in the pipeline, so ROB1 has not yet seen the instruction 
tagged T11. This completes the first clock cycle. In the next 
clock cycle, two more instructions enter processor 10, FIG. 
16c shows the state after they have been processed. The first 
instruction is another ADD operation performing the func 
tion R6=R2+R5, which will be issued to IPipe(). The second 
instruction is a branch which will be mispredicted, labeled 
Branch R5. At a later time, when this misprediction is 
realized, this branch and all other instructions issued after it 
will need to be removed from the processor and the state of 
all ROBS, the RAT, and the RF will need to be returned to 
their state from before the branch. 

0084. The first instruction needs to read R2 and R5 from 
the RF getting the tags of the instructions which will be 
generating these register's values as T00 and T11 respec 
tively. This instruction is being issued to IPipe(0 and the 
RATs head pointer points to entry 2, So the generated tag for 
this instruction is T02. Since this instruction gets to its ROB 
in the first stage, ROB0 takes the tag and updates its head 
pointer. The Second instruction, the branch, is assumed to 
not need to read any values from the RF, but for some reason 
it writes a value back to register R5. Even if the branch 
didn't have a result to write back, it still needs a RAT/ROB 
entry number so in this example, R5 is used. Since the 
branch is being issued to IPipe1 and the RAT's head pointer 
essentially points to entry number 3, the generated tag is 
T13. Since the branch, with tag T13, and the instruction with 
tag T11 are both writing to register R5, the “last” field is 
filled in appropriately. The branch’s “last” field points to tag 
T11 as the instruction which was going to write to register 
R5 before. This is important because when the branch is 
removed later, this value will have to be replaced in the 
register file so that R5 will be updated by the instruction with 
tag T11. This will be explained in more detail later. As the 
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second ADD, the one that will write to tag T11, has 
advanced a pipestage Since the last clock cycle, it has now 
been written into ROB1. 

0085 FIG. 16d shows the machines state after another 
ADD instruction, R7=R2+ R5, enters processor 10 before 
the wrong branch has been detected. This instruction is in the 
Shadow of the wrongly speculated branch and therefore 
should never have been executed. It enters processor 10 
because this is a speculative architecture and most of the 
time the branch prediction guesses correctly. In the case 
where the branch prediction guesses correctly, no work was 
lost while the branch was being processed. Unfortunately, in 
the incorrect prediction case, any actions caused by this 
instruction need to be undone. ROB 16 itself makes certain 
that the result of this instruction is never written back to 
permanent storage, but now RAT50 and RF52 have to clean 
up their tables when the branch gets resolved. For now, this 
instruction is treated as any other. It reads its operands R2 
and R5 from the RF and gets the tags T00 and T13 
respectively. This instruction is being issued to IPipe() and 
the RAT’S head pointer is at entry 4, So the generated tag is 
T04. ROBO writes this instruction's tag into itself. At the 
Same time all this has occurred, the branch instruction has 
moved up a pipestage and ROB1 has written the branch's tag 
into itself. At this point, it is assumed that the wrongly 
predicted branch has been discovered. To make things 
Simpler, it is also assumed that all of the other instructions 
have not executed and are Still in the pipeline as shown in 
FIG. 16d. The branch execution unit, which discovered the 
mistake, tells the RAT that the instruction with tag T13 was 
a wrong branch. The RAT now knows that all the instruc 
tions between entry 3 and its head should not have been in 
the pipeline and must be cleared. In this case, this amounts 
to removing entries 3 and 4 from the RAT. It sends a 
message to the individual Segmented ROBS telling them to 
invalidate the instructions in that range. All that is left to do 
is put the register file back in order. To do this, it looks at the 
“last” field in the entries of the RAT that it is clearing. Entry 
four’s “last” field points to itself, so register R7 is marked 
valid and the value contained in the RF is the correct value 
from before this instruction. Entry three’s “last” field points 
to tag T11. By checking the RAT's entry 1, it is observed that 
this instruction has not yet written back. Since the instruc 
tion has not yet completed, the RF entry for R5 has its 
“alias’ field set to tag T11 since its value will now be coming 
from that instruction. Register R5’s valid bit is not set in this 
case. If the instruction with tag T11 had completed, the 
correct value would have already been written back to the 
RF, and the valid bit would need to be set. 

0.086 The tables are now back to the state they were in 
before the wrong branch and FIG. 16e shows the final state 
of the machine. AS the remaining instructions complete, they 
are written back to the register file and removed from RAT 
50. The instructions must be retired in the order in which 
they were issued to guard against interrupts or faults. In this 
manner, the machine State can be Saved So that it can be 
restarted if necessary after performing whatever operation is 
required. This Same mechanism is used to recover from 
incorrect branches, page faults, interrupts, and any other 
type of asynchronous event. 

0087. By segmenting the ROBS, the size of the individual 
ROBs have been reduced by an amount equal to the number 
of instruction pipelines. For example, a machine which 
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originally had one 128 entry ROB with four instruction 
pipelines can now have four 32 entry ROBs. The segmented 
ROBs are still created with associative memory, but they are 
considerably smaller. When instructions are added to a 
ROB, they are added in order. At times when wrongly 
Speculated instructions need to be removed, a Start range and 
end range can be specified and Since the entries are in order, 
they are easily found and removed. The number of read and 
write ports can be reduced also. Since each instruction 
pipeline has its own dedicated ROB, the individual ROBs 
only need to have one write port for the IPipes regardless of 
how many IPipes there are. It is possible that all of the 
instructions in all of the instruction pipes need to read from 
one particular ROB. This is not likely however since in the 
case of there being four instruction pipelines the odds of an 
operand being in a given ROB are 25%. This probability 
decreases as the number of IPipes increases. Since it is 
known ahead of time whether or not the operand could 
possibly be in the ROB, there is no need to query any other 
ROBS. The worst case for when there are four instruction 
pipelines is eight read ports from the instruction Side. The 
Worst case for when there are four result pipelines is still 
four write ports, but again the probability for each result is 
only 25% and it is known which ROB needs to be written to. 
So, for the worst case, the ROB needs 5 write ports and 8 
read ports verSuS 8 write ports and 8 read ports for the 
non-Segmented ROB. ASSuming that the values are equally 
distributed amongst the four ROBs, the average number of 
reads per stage is 2. Since an instruction pipeline has an 
asSociated ROB, it always makes an access if there is an 
instruction in that pipestage. Correspondingly, the average 
number of writes is 1+(4* 0.25)=2. If it is taken into account 
that not all of the Stages are filled, that Some of the operands 
have been read from register file 52, that some of the 
instructions have been processed on previous times of 
having passed ROB 16, and that not all instructions have two 
operands, the number of ports could possibly be lowered. 
The appropriate number of ports will depend on Simulation 
runs for the type of benchmarks the architecture is being 
marketed to run. On top of all this, if on Some cycles, there 
are not enough ports to perform all of the required actions 
the data can Simply recycle around the pipeline and perform 
the necessary actions on the next pass of the ROB. This 
differs from the non-Segmented case because in that case the 
ROB processed all instructions which entered the pipeline. 
In the segmented case, RAT 50 and RF 52 can process the 
instructions as they enter the pipeline Since they are non 
associative structures. Then, if the need arises, the ROB can 
take extra time and force the instruction to make another 
revolution of the pipeline before doing the processing Since 
the issuing of instructions isn’t being Stalled. In general, if 
there are I instruction pipelines and r result pipelines (where 
I and rare assumed to be binary multiples), ROB 16 can be 
segmented into I pieces. Each segmented ROB 16.1-16.1 
has the worst case number of ports as r+1 write ports and 2*I 
read ports. ASSuming that the operands are distributed 
equally across the ROBS, the probability that a given oper 
and is in a given ROB is 1/I. Therefore, the average number 
of reads for a given pipestage will be (2*I)/I, or two. The 
average number of writes for a given pipestage will be 
1+(r/I). Again, these numbers will be lower in practice since 
not all stages will be filled and not all instructions have two 
operands. 
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Segmented Reorder Buffers in SuperScalar 
Processors 

0088. The distributed Re-Order Buffer (ROB) can be 
used in a SuperScalar architecture much the same way as it 
can in a Counterdataflow (CDF) architecture. In one CDF 
embodiment, the ROB is Segmented into as many pieces as 
there are instruction pipelines (IPipes). In the example 
shown in FIG. 16a a CDF processor 10 has two instruction 
pipelines (IPipe() and IPipe1) and an ROB 16 which is 
broken into two pieces (ROB0 and ROB1). Each piece has 
a corresponding Register Alias Table (RAT) and a corre 
sponding Register File (RF). 
0089 All instructions entering the processor read the 
RAT and RF in parallel to find their sources. As noted above, 
in the example shown in FIG. 16a an instruction which 
executed R4=R1+R2 would read the RAT and RF for R1 and 
R2. The RF holds the value for R2 as indicated by register 
2 being valid in the RF and the RAT's entry 7 will hold the 
value for R1. So, in this case, the RF would give the actual 
value for R2 and the RAT would give the tag T07 to indicate 
that the instruction which will return the value has tag 7 and 
was put into IPipe 0. If this instruction is to be put in Ipipe 
1, the instruction would be given a tag of 10, with the 1 being 
for IPipe 1 and the Obeing for the next available entry in the 
RAT. 

0090. A simplescalar implementation works in a similar 
way. In a simpleScalar embodiment, however, instead of 
segmenting the ROB based on the number of instruction 
pipelines 12, you would segment it based on the number of 
execution units. FIG. 17 shows the simplistic case of a 
simplescalar machine 60 with two execution units 62.0 and 
62.1. For each execution unit 62, there is an associated 
reorder buffer 64. The segmented ROBs do not need to be 
the Same size. Instead, in one embodiment the more fre 
quently used execution units have larger reorder buffers than 
do the less frequently used units. 
0.091 In one such embodiment, the flow of instructions 
into the machine is handled the same way as in the CDF 
implementation. An instruction enters the machine and 
checks the RAT and RF in parallel for its operands. The 
instruction is allocated an entry in the RAT and is dispatched 
to one of the segmented ROBs as a function of which ROBs 
are available, which execution units are available, and which 
execution units are able to execute this type of instruction. 
Once the instruction is allocated an entry in the Segmented 
ROB, it executes as Soon as its operands are available. Since 
the instructions have been tagged with the ROB/execution 
unit they were dispatched to, each ROB can monitor which 
tag is being written back and update the instructions it holds. 
This way, each ROB only needs one write port coming from 
its own execution unit 62. 

0092 FIG. 18 shows the interactions between a seg 
mented ROB 64 and its associated execution unit 62. As 
stated above, each of the ROBS 64 monitors the completed 
results being written back from the execution units to their 
ROB. The other ROBs do not need to do a complete write 
of this data. They are only interested in whether or not the 
result has been computed yet. Therefore, in one embodi 
ment, only a valid bit for the result needs to be updated; the 
instructions in the ROB check their sources against this table 
to see if their operands are available. Once an instruction's 
operands have all been computed the instruction can now 
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execute. To do this, it sends a read request to the various 
ROBs (and RF) that hold the data for its operands and 
multiplexes their values together to feed all the values into 
the execution unit. In this configuration, if there are n 
execution units and n segmented ROBs, there will be n read 
ports and two write ports per ROB 64. 
0093. In another embodiment, all completed results are 
written back directly to the RAT. In such an embodiment, 
each ROB 64 reads the RAT continuously to see if the 
operands had been computed yet. This would Save on Some 
complexity in the ROBS, but would add multiple write ports 
to the RAT. Since typically write ports are far more expen 
Sive than read ports, this approach may be leSS advantageous 
than the one described above. 

Support for Hardware Multithreading 

0094. One of the problems facing high performance 
processor architects is that there is a limited amount of 
instruction level parallelism (ILP) available in a given 
program. To increase the amount of parallelism available, 
System designers have turned to hardware multithreading to 
hide latency of memory and provide additional parallelism 
Since the threads have very little interaction between each 
other. 

0.095 One of the benefits of the present invention is that 
CDF Supports multithreading with ease. Multithreading or 
shared resource multiprocessing (SRMP) is implemented 
quite naturally with CDF, as is illustrated in FIG. 19. With 
multithreading, the same execution units can be shared 
among instructions from all of the threads. Therefore, one 
version of Such area expensive eXecution units as memory 
order buffers (MOBs) and floating point units can be used by 
all of the different threads. The only hardware that abso 
lutely has to be duplicated are the ROBs 16a-d and the 
fetching logic. 

0096. Since, as seen in FIG. 6, the instruction pipeline 
utilization drops off the further away one gets from the 
fetch/decode area, letting each thread have its own ROB/ 
Fetch/Decode (or perhaps a multiplexed fetch/decode) 
Spaced evenly around pipelines 12 and 14 should provide 
excellent performance over more traditional designs. The 
reason is that the instructions that can be executed quickly 
(like ones based on immediate operands or on values com 
puted far in the past) will be executed by the first execution 
unit 24 encountered, leaving holes in the pipeline 12 for the 
next thread to use. Functional units 24 close to a threads 
ROB 16 will be used more by that thread than the other 
threads. The result is that while the threads still compete for 
resources in the processor, the prime resources (i.e., 
resources close to ROB 16) are not the same for all the 
threads. Instead, each has its own Set. 
0097. This is very different from a SuperScalar design 
where all threads may be constantly competing for exactly 
the same resources. 

0098. Since all matching is done based on tags, each 
ROB 16 can have its own unique tag which is appended to 
the normal instruction tag. The matching which occurs in 
pipeline 12 is based entirely on the tags. Since the instruc 
tions from different threads would have different tags and, 
therefore, would not match, the pipeline's logic will con 
tinue to do the Same job of matching as before. 
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0099 FIG.20 shows one embodiment of a multithreaded 
CDF processor 10 which can handle two threads. The 
threads need to each have their own prefetch, branch pre 
diction and ROB units. In addition, the branch execution 
units and memory units need to be thread aware or have 
Separate instances for each thread. They may have Separate 
instruction caches or a unified cache, but that is left up to the 
Specific implementation. In one embodiment, the instruc 
tions from the individual threads act just as they do in the 
non-multithreaded CDF pipeline; the only difference is in 
the matching logic. When an instruction gets a ROB entry, 
an extra bit is added to the tag that the instruction is given 
based on which thread it is from. For the case where there 
are two threads, it can be assumed that thread Agets a 0 and 
thread B gets a 1. Now, instructions from both threads can 
be in the pipeline at the same time and the Standard tag 
matching logic will take care of matching tags. Since the 
instructions from different threads are defined as having 
different tags they will never match. 

0100. There are several advantages to using multithread 
ing. Some execution units 24 are area expensive and yet are 
not used very often. With multithreading, instructions from 
both threads can share these execution units 24. This lowers 
the Overall cost of having the unit while increasing the 
amount of time the unit 24 gets used because both threads 
will use the Same execution unit 24. Another advantage is 
that the Same instruction and result matching logic can be 
shared by both threads, giving an effectively larger reserva 
tion station without doubling the number of stages. If one 
thread is not making forward progreSS for Some reason, the 
other thread can use more of the resources and keep the 
overall throughput high. This throttling effect can be used 
when one thread needs to be replaced due to a page fault or 
other fault. While the one thread is being flushed and 
replaced, the other thread can use all of the available 
resources thereby Somewhat offsetting the performance lost 
from the other thread. Multithreading in CDF is inherently 
Scalable. By adding log n bits, where n is the number of 
threads, to the tag a large number of threads can be Sup 
ported. Of course, a linear number of ROBs 16, prefetch 18, 
and branch prediction units 22 need to be added, So the 
hardware needed does still increase Substantially. 

0101. In Summary, the real benefit of multithreading in 
CDF is that more parallelism is available to the scheduling 
core. Because the threads are independent, there are no data 
dependencies between them. This means that there will be 
more instructions available for execution at any point in 
time. This is very beneficial, Since otherwise execution units 
might be idle waiting for data dependencies to be resolved. 

0102) The resource contention that remains could be 
managed more efficiently by assigning a priority to the 
instructions. In one embodiment, if one thread was specu 
lating, it marks its instructions as being a lower priority than 
non-speculative instructions in order to allow the non 
Speculative instructions (even from another thread) to be 
executed first. In another embodiment, each time an instruc 
tion makes a loop around processor 10 its priority is 
increased to indicate that it should be executed Soon (since 
there are probably a number of other instructions waiting for 
it to complete). In yet another embodiment, the compiler is 
designed to add "hints to processor 10 indicating the instruc 
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tions that are in the critical path of a computation, or the 
instructions that have a large number of instructions depen 
dent on them. 

Data Speculation 

0103) The idea behind data speculation is that now that 
instructions are being speculatively executed the next logical 
Step is to speculatively execute instructions based on guesses 
of what the data values will be. If some sort of an educated 
guess can be made, it is better to guess and hopefully 
perform useful work than to do nothing and definitely not 
perform useful work. Counterdataflow gracefully Supports 
data speculation. In the embodiments discussed above, each 
result and instruction is in one of two different States, either 
valid or invalid. For data speculation, in one embodiment 
there are three States for each result and instruction: Valid, 
invalid, and Speculated. With speculated data, an instruction 
can launch to an execution unit 24 and produce a speculated 
result. In the normal case, once an instruction has been 
launched to an execution unit, it is removed from the 
pipeline. In cases where speculation is being performed, that 
instruction will, however, need to remain in the instruction 
pipeline. While the instruction is circulating, it is inspecting 
the result pipeline just as it usually does. In this case, 
however, it is watching for its operands to pass. If the 
operands pass and have the same value as was speculated, 
the same result is dispatched down the result pipeline, only 
this time not marked speculated but simply valid. The 
instruction is now free to be removed from the pipeline. If 
on the other hand, the speculation was incorrect, the instruc 
tion will take the correct value and, when an execution unit 
24 is available, will launch, eventually creating the real 
result. In this way, Speculated results can be created and used 
by Subsequent instructions while maintaining correct opera 
tion. In one embodiment, ROB 16 never allows a speculated 
result to be retired to permanent Storage. Either a new valid 
result is sent, or a confirmation that the Speculated result is 
indeed the correct result is sent. 

0104. With all of these speculated results and instruc 
tions, Some Sort of control must be implemented or the 
pipelines will be flooded with only speculated values and no 
real work will be done. In one embodiment, as is noted 
above, instructions are assigned priorities. The priority 
decides which instructions get access to an execution unit 
24. In one embodiment, if two instructions want to execute 
and one has real values while the other has speculated 
values, the real valued instruction gets priority. 
0105. One should note that speculation must be intelli 
gently applied, only guessing when there is a reasonable 
probability of being correct or when nothing else would be 
executing anyway. Again, it is better to do Something and 
hopefully accomplish Some work than to do nothing and 
definitely accomplish nothing. 

0106 An interesting benefit of the CDF pipeline is that 
instruction reuse becomes Straightforward. For example, if 
you wanted to do value prediction, Simply make the predic 
tion at Some point, and allow instructions with predicted 
operands to execute (except for Stores, of course) but not 
leave the pipeline. In one embodiment, the Speculative 
instructions mark their results as Speculative and put the 
results in the result pipeline. Then, when the actual value of 
the operand passes the instruction with a speculated con 
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Sumer, the instruction checks to see if they are the same. In 
one Such embodiment, this comparison is performed right 
there in pipeline 12 and the instruction can, if the Speculation 
was correct, issue a producer that is not Speculative. If, 
however, the Speculation was incorrect, the instruction takes 
the correct value of the consumer and gets reexecuted. 
0107. In one data speculation embodiment of processor 
10, each piece of data carries with it two bits. The first bit 
(V) indicates whether the data is valid; the second bit (P) 
indicates whether the data is predicted or actual. The bits can 
have the states shown in Table 1. 

TABLE 1. 

V P 

O O the data is invalid 
O 1. the prediction is incorrect (may not be used) 
1. O the data is known to be correct 
1. 1. predicted data 

0108. In a speculative, dynamic execution processor, it is 
possible to predict the value of Some operands and/or the 
outputs of Some instructions in a way Similar to branch 
prediction. Unfortunately it is very difficult to predict these 
values, So quick and efficient recovery is critical to good 
performance. To achieve good performance CDF processor 
10 uses the following mechanism. 

0109 When a piece of data is predicted it is introduced 
into the machine as valid-predicted (VI/P) data. Any instruc 
tion that sees this data and needs this particular piece of data 
will take it, and use it to speculatively produce a result. The 
result will also be marked as V/P. When the data's value is 
known (not predicted, but computed) it will be placed into 
the machine as valid/non-predicted (V/NP). Any instruction 
that sees this data and needs this particular piece of data will 
take it and act on it. 

0110 Consider the two possible inputs to an instructions 
dependencies. The data could be predicted or not predicted. 
If it is not predicted, the instruction is executed and the 
output of the instruction is not considered predicted Since it 
is based Solely on non-predicted information. If one or more 
of the inputs to the instruction is predicted, the instruction 
can be allowed to speculatively execute (So long as it does 
not prevent older instructions from executing) as long as its 
output is marked as Speculative. Subsequent instruction that 
depend on this instruction are then aware that the data is 
Speculative. The instruction with Speculative data is not 
removed from the scheduler. It must remain so that when the 
non-speculative data arrives it can be matched with the 
Speculative data in the instruction to see if the prediction was 
correct. If the prediction was correct, the instruction reissues 
the results of its own action, but marked as valid/non 
Speculative So that Subsequent dependent instructions will 
know that they acquired correct data and can retire. If the 
prediction was incorrect, then the instruction must update its 
input data with the correct data and get reexecuted to 
produce the correct output. Once an instruction has issued 
it's output as valid/non-speculative it can be removed from 
the “to be executed” instruction pool and, barring other 
restrictions, can be retired. 
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0111. This approach is summarized in Table 2, where the 
action taken is shown to be a function of the State of the input 
or inputs to the instruction, the action the instruction is 
taking and the correctness of the prediction. 

TABLE 2 

prediction 
instruction inputs instruction action correct? instruction action 

V/P exec -> VIP Y output V/NP 
V/P exec -> VIP N exec -> VINP 
V/P nothing Y/N exec -> VINP 
V/NP exec -> VINP (not 

predicted) 

0112 This technique can be used in most implementa 
tions of dynamic dataflow machines, including SuperScalar 
and counterflow designs. It allows for multiple levels of 
prediction, and also provides a Scalable, high-performance, 
uncomplicated recovery mechanism. It also allows for pre 
diction of input values and also output values, So a variety 
of prediction mechanisms for can be used. 
0113 Asimple example is shown in FIG. 21. In FIG.21, 
the symbol “V/P” means data released that is valid, but 
speculative, “e V/P” means data released as a result of 
execution (but speculative), “ev/NP” means data released as 
a result of execution (but not speculative). “V/NP” means 
data released as a result of a prediction being correct and 
“ret' means the instruction retires. In one embodiment the 
times T0-T9 reflect clock cycles. In another embodiment the 
times T0-T9 reflect discrete time increments in an asynchro 
nous architecture. 

0114. In FIG. 21, at time T0, the loads release speculative 
data. The first and third add instructions pick up the Specu 
lative data and proceed to execute with it (assume there is 
only a single adder). Notice that the independent instruction 
(the 5th add) is allowed to execute before the ones with 
Speculative inputs. While this is not required for correctness, 
it is certainly required to prevent Speculative eXecution from 
taking over the machine and preventing useful work. 
Instructions with Speculative data should only be executed 
opportunisticly. 

0.115. At time T2-T5 the instructions with speculative 
data execute, passing their speculative data to the dependent 
instructions. At T6 when the loads provide the real data, the 
first is right, the Second is wrong, the first add releases a 
V/NP data to its dependent instructions and then retires, and 
the Second add, upon See that its speculative data is correct 
releases its result as V/NP data and Subsequently retires. 
0116. The third add sees the V/NP from the load and 
when it compares it to its speculative data realizes that it 
executed with incorrect data. It reexecutes and releases the 
new data as V/NP. In a similar way, the fourth add sees the 
result from the third add and reexecutes with the correct 
inputs and after releasing its results as V/NP retires. In this 
Specific example we have Saved two "time units' over a 
Similar machine without data Speculation. 
0117 Deep speculation and recovery from misspecula 
tion is simple and elegant in the CDF processor. Entire data 
dependency trees can be speculated and reexecuted multiple 
times without expensive customized hardware to recover 
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from a misprediction. This approach is Similar to the way 
branch prediction occurs, except that instructions are avail 
able to be reused, Similar to a trace cache. 
0118. There is, however a risk of overspeculation if one 
combines this technique with multithreading or Some other 
mechanism where the Speculated instructions could prevent 
other instructions that are more likely to be useful not to be 
issued or executed. However, if only data-speculated 
instructions are allowed to execute when there is nothing 
else to be done in a pipelined execution unit, then all that is 
lost is Some of the result pipe bandwidth, a relatively 
inexpensive resource. 

Mapping Complex Instructions to the 
Counterdataflow Processor 

0119 AS processors grow in size and power, more com 
plex instructions are added to even the most RISC-like 
instruction sets. For instance, the MMXTM instruction set 
designed by Intel Corporation adds SIMD instructions. In 
general, these more complex instructions are either dealt 
with by custom hardware or by breaking the instruction into 
RISC-like micro-ops and then executing the Sequence of 
micro-ops 

0120 In the CDF architecture, there are three ways to 
deal with instructions that can be broken down into Smaller 
components. The first is simply to devote dedicated execu 
tion hardware in a sidepanel. This approach can, however, be 
expensive if the instruction is complex and cannot share its 
functionality with other instructions. The other two options 
rely on the characteristics of a CDF pipeline to operate. 
0121 One alternative is to actually issue the micro-ops 
Separately into the pipeline. In one embodiment of Such an 
approach, careful choice of tags allows all the micro-ops in 
an instruction to share the same ROB entry. If there is any 
parallelism in the instruction itself, it is exploited, and the 
execution units can be kept very simple, as all they need to 
execute are simple micro-ops. On the down Side, a Substan 
tial amount of the pipe itself will be taken up by the 
instruction’s micro-ops and communication within the 
instruction. If there is little or no parallelism within the 
instructions, then the best that can be hoped for is that the 
parallelism between instructions will be improved by having 
more, Smaller operations active in pipeline 12 at once. 
0122) The other alternative to dedicated hardware is to 
have the instruction execute in multiple sidepanels. For 
example, in one embodiment a Multiply-Add first performs 
the multiply in a multi-cycle integer unit. Then the result is 
placed in the consumers array of the instruction and it 
launches into an Single-cycle integer unit to execute the add. 
This has the advantage of not polluting the pipe with extra 
microops, but it means that if there is any parallelism within 
the instruction, it cannot be used. 

Ultra-high Speed Clocking of the CDF Pipeline 

0123 Finally, there is the issue of ultra-high speed clock 
ing of the pipeline. In one embodiment, Segments of pro 
ceSSor 10 operate at different Speeds in order to optimize 
performance gains. This may be done, for example, if it is 
not be feasible to run an entire chip at a technology's fastest 
available Speed due to power or heat reasons. 
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0.124. It can be advantageous to run one segment at a first 
clock Speed and another Segment at a faster clock Speed. For 
instance, if instructions can be pulled from the cache at a rate 
of only 300 Mhz, it may not make sense to run the fetch unit 
at 600 Mhz. At the same time one may decide to run the 
execution core at 600 Mhz (because it usually takes more 
than one cycle to complete an instruction due to data 
dependencies and hazards). 
0.125 CDF designs lend themselves very well to a multi 
clocked Scheme because the execution core has only a few 
links to the “outside world'. Also, communication within the 
pipe is localized, So, Since there is no need to transmit any 
information in the core a significant distance between clock 
cycles, it can Support very high clock Speeds. Moreover, 
because the pipe Stages are all the Same, they can be 
carefully optimized for excellent performance. 
0.126 Consider the case where fetch/decode is running at 
half the speed of CDF core pipelines 12 and 14. So every 
other pipeline clock, new instructions may be added into the 
core. If the number of Stages in pipeline 12 is relatively 
prime to the number of cycles it takes to fetch (e.g., one fetch 
per 2 pipeline cycles and 9 pipe stages) then the pipestage 
that the fetched tokens will be going into, are going to be the 
least recently fetched to location in the pipe, and thus the 
most probable to have places to accept the new instructions. 
0127. This concept can also be extended to Globally 
Asynchronous Locally Synchronous (GALS) systems with 
localized, independent clockS. 
0128. A counterdataflow pipeline processor can be used 
advantageously in a variety of computer Systems. The coun 
terdataflow processor is capable of high performance, Scal 
able multithreading, and data Speculation, all without expo 
nentially increasing the amount of hardware necessary. 
Additionally, by distributing the reorder buffer one can 
increase the Size and Speed of access of the reorder buffer 
while reducing its complexity. 
0129. Although specific embodiments have been illus 
trated and described herein, it will be appreciated by those 
of ordinary skill in the art that any arrangement which is 
calculated to achieve the same purpose may be Substituted 
for the Specific embodiment shown. This application is 
intended to cover any adaptations or variations of the present 
invention. Therefore, it is intended that this invention be 
limited only by the claims and the equivalents thereof. 

What is claimed is: 
1. A processor, comprising: 

an instruction pipeline having a plurality of Stages, 
a result pipeline having a plurality of Stages, 

an execution unit connected to the instruction pipeline and 
the result pipeline, wherein the execution unit includes 
an operand input and a result output, wherein the 
operand input receives an operand from the instruction 
pipeline and wherein the execution unit transmits a 
result to the result output as a function of the operand 
received by the operand input; and 

a reorder buffer, wherein the reorder buffer supplies 
instructions and operands to the instruction pipeline 
and receives results from the result pipeline and 
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wherein the instruction pipeline and the result pipeline 
wrap around the reorder buffer to create counter rotat 
ing queues. 

2. The processor of claim 1, wherein the execution unit 
includes a plurality of Stages, wherein each Stage operates 
under control of a clock. 

3. The processor of claim 1, wherein the execution unit is 
a wavefront processor. 

4. The processor of claim 1, wherein the instruction 
pipeline is two instructions wide. 

5. The processor of claim 1, wherein the result output is 
connected to the data pipeline and wherein the result output 
transmits a result to the result pipeline as a function of the 
operand received by the operand input. 

6. The processor of claim 1, wherein the result output is 
connected to the instruction pipeline, wherein the result 
output transmits a result to the instruction pipeline as a 
function of the operand received by the operand input and 
wherein the instruction pipeline Subsequently copies the 
result to the result pipeline. 

7. The processor of claim 1, wherein the reorder buffer is 
implemented with non-associative memory. 

8. The processor of claim 7, wherein each result must 
travel at least one half trip around the result pipeline after 
being recovered. 

9. The processor of claim 8, wherein each result recovered 
into the result pipeline after a halfway point is marked as 
needing to pass the reorder buffer. 

10. The processor of claim 8, wherein each result recov 
ered into the result pipeline carries a tag identifying the 
instruction with which the result is associated. 

11. The processor of claim 10, wherein the tag identifies 
the reorder buffer register associated with the instruction. 

12. The processor of claim 1, wherein each result recov 
ered into the result pipeline carries a tag identifying the 
instruction with which the result is associated. 

13. The processor of claim 12, wherein the tag identifies 
the reorder buffer register associated with the instruction. 

14. The processor of claim 1, wherein the processor 
further comprises: 

a cache, wherein the cache Stores recently accessed data 
and instructions, 

an instruction prefetch unit; and 
a branch prediction unit connected to the instruction 

prefetch unit, 
wherein the reorder buffer receives an instruction from the 

instruction prefetch unit and launches the instruction, 
with its operands, down the instruction pipeline. 

15. The processor of claim 1, wherein the reorder buffer 
uses nonasSociative memory. 

16. The processor of claim 1, wherein the reorder buffer 
is distributed across two or more Segments of the instruction 
pipeline. 

17. The processor of claim 1, wherein the reorder buffer 
is configured as two Segments, wherein each instruction in 
the instruction pipeline includes an instruction tag and 
wherein a reorder buffer tag is appended to each instruction 
tag, wherein the reorder buffer tag identifies the reorder 
buffer which issued the instruction. 

18. The processor of claim 1, wherein each result in the 
result pipeline includes a tag identifying whether the result 
is valid and whether the result is a predicted value. 
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19. The processor of claim 1, wherein partial results are 
Stored in a consumer array within the instruction pipeline. 

20. A computer System comprising: 
memory; and 
a processor; wherein the processor includes: 

a cache connected to the memory, wherein the cache 
Stores recently accessed data and instructions, 

an instruction prefetch unit; 
a branch prediction unit connected to the instruction 

prefetch unit, 
an instruction pipeline having a plurality of Stages, 
a result pipeline having a plurality of Stages, 

an execution unit connected to the instruction pipeline 
and the result pipeline, wherein the execution unit 
includes an operand input and a result output, 
wherein the operand input receives an operand from 
the instruction pipeline and wherein the result output 
transmits a result to the result pipeline as a function 
of the operand received by the operand input; and 

a reorder buffer, wherein the reorder buffer receives 
instructions from the instruction prefetch unit, Sup 
plies instructions and operands to the instruction 
pipeline and receives results from the result pipeline 
and wherein the instruction pipeline and the result 
pipeline wrap around the reorder buffer to create 
counter rotating queues. 

21. The processor of claim 20, wherein the execution unit 
includes a plurality of Stages, wherein each Stage operates 
under control of a clock. 

22. The processor of claim 20, wherein the execution unit 
is a wavefront processor. 

23. The processor of claim 20, wherein the instruction 
pipeline is two instructions wide. 

24. The processor of claim 20, wherein the result output 
is connected to the data pipeline and wherein the result 
output transmits a result to the result pipeline as a function 
of the operand received by the operand input. 

25. The processor of claim 20, wherein the result output 
is connected to the instruction pipeline, wherein the result 
output transmits a result to the instruction pipeline as a 
function of the operand received by the operand input and 
wherein the instruction pipeline Subsequently copies the 
result to the result pipeline. 

26. The processor of claim 20, wherein the reorder buffer 
is implemented with non-associative memory. 

27. The processor of claim 26, wherein each result must 
travel at least one half trip around the result pipeline after 
being recovered. 

28. The processor of claim 27, wherein each result recov 
ered into the result pipeline after a halfway point is marked 
as needing to pass the reorder buffer. 

29. The processor of claim 27, wherein each result recov 
ered into the result pipeline carries a tag identifying the 
instruction with which the result is associated. 

30. The processor of claim 29, wherein the tag identifies 
the reorder buffer register associated with the instruction. 

31. The processor of claim 20, wherein each result recov 
ered into the result pipeline carries a tag identifying the 
instruction with which the result is associated. 
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32. The processor of claim 31, wherein the tag identifies 
the reorder buffer register associated with the instruction. 

33. The processor of claim 20, wherein the processor 
further comprises: 

a cache, wherein the cache Stores recently accessed data 
and instructions, 

an instruction prefetch unit; and 
a branch prediction unit connected to the instruction 

prefetch unit, 
wherein the reorder buffer receives an instruction from the 

instruction prefetch unit and launches the instruction, 
with its operands, down the instruction pipeline. 

34. The processor of claim 20, wherein the reorder buffer 
uses nonasSociative memory. 

35. The processor of claim 20, wherein the reorder buffer 
is distributed across two or more Segments of the instruction 
pipeline. 

36. The processor of claim 20, wherein the reorder buffer 
is configured as two Segments, wherein each instruction in 
the instruction pipeline includes an instruction tag and 
wherein a reorder buffer tag is appended to each instruction 
tag, wherein the reorder buffer tag identifies the reorder 
buffer which issued the instruction. 

37. The processor of claim 20, wherein each result in the 
result pipeline includes a tag identifying whether the result 
is valid and whether the result is a predicted value. 

38. The processor of claim 20, wherein partial results are 
Stored in a consumer array within the instruction pipeline. 

39. A method of executing instructions within a counter 
flow pipeline processor having an instruction pipeline, a data 
pipeline, a reorder buffer and a plurality of execution units, 
including a first execution unit, the method comprising: 

fetching an instruction; 
determining operands for the instruction; 

issuing the instruction into the instruction pipeline; 
determining, at the first execution unit, if the instruction 

is ready for execution; 
if the instruction is ready for execution, loading the 

operands into the first execution unit; 
monitoring for a result from the first execution unit; 
on receiving a result, Storing the result in the result 

pipeline; 

determining if the instruction has executed; and 

if the instruction has not executed by the end of the 
instruction pipeline, wrapping the instruction back into 
the instruction pipeline. 

40. The method according to claim 39, wherein writing 
the result to the reorder buffer includes: 

determining if the result was Stored in the result pipeline 
over half a pipeline length before reaching the reorder 
buffer; and 

if not, writing the result from the reorder buffer to the 
result pipeline. 
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41. The method according to claim 39, wherein writing 
the result to the reorder buffer includes: 

determining if the instruction was invalidated; and 
if So, deleting the result from the result pipeline. 
42. The method according to claim 39, wherein storing the 

result in the result pipeline includes Storing, with the result 
in the result pipeline, a tag associated with the instruction. 

43. A processor, comprising: 

an instruction pipeline having a plurality of Stages, includ 
ing a first and a Second Stage; 

a result pipeline having a plurality of Stages, including an 
first and a Second Stage; 

first and Second execution units, wherein the first and 
Second execution units are connected to the first and 
Second Stages, respectively, of the instruction pipeline 
and the result pipeline, wherein each execution unit 
includes an operand input and a result output, wherein 
the operand input receives an operand from its respec 
tive Stage of the instruction pipeline and wherein the 
result output transmits a result to its respective Stage of 
the result pipeline as a function of the operand received 
by the operand input; and 

first and second reorder buffers, wherein the first reorder 
buffer Supplies instructions and operands to the first 
Stage of the instruction pipeline and receives results 
from the first Stage of the result pipeline and wherein 
the second reorder buffer Supplies instructions and 
operands to the Second Stage of the instruction pipeline 
and receives results from the Second Stage of the result 
pipeline. 

44. The processor of claim 43, wherein each execution 
unit includes a plurality of Stages, wherein each Stage 
operates under control of a clock. 

45. The processor of claim 43, wherein one of the 
execution units is a wavefront processor. 

46. A computer System having memory and a processor, 
wherein the processor is capable of executing a plurality of 
instructions, including a first instruction, wherein the pro 
ceSSor comprises: 

a plurality of instruction pipelines, 
a plurality of result pipelines, and 

a plurality of reorder buffers, wherein each reorder buffer 
receives instructions from one instruction pipeline and 
issues instructions to a Second instruction pipeline, 
wherein each reorder buffer receives data from one 
result pipeline and issues data to a Second result pipe 
line and wherein each reorder buffer includes: 

a register file having a plurality of registers, wherein 
each register includes a data entry and a tag field; and 

a register alias table having a plurality of register alias 
table entries, wherein each register alias table entry 
includes a pipeline field and a register field, wherein 
the pipeline field shows which instruction pipeline 
the first instruction was dispatched into and wherein 
the register field show the register into which the first 
instruction will write its result. 
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47. The computer System according to claim 46, wherein 
each register alias table entry further includes a last field 
which points to the register alias table entry which previ 
ously was going to write to the first register. 

48. The computer System according to claim 46, wherein 
each register includes further includes an alias field, wherein 
the alias field is capable of holding the register alias table 
entry which is assigned to write to that register. 

49. In a computer System having a plurality of threads, 
including a first and Second thread, a method of executing 
more than one thread at a time, the method comprising: 

providing a first and a Second reorder buffer; 
reading first instructions and first operands associated 

with the first thread from the first reorder buffer; 
executing one of the first instructions and Storing a result 

in the first reorder buffer, wherein storing the result 
includes marking the result with a tag associating the 
result with the first thread; 

reading Second instructions and Second operands associ 
ated with the second thread from the second reorder 
buffer; and 

executing one of the Second instructions and Storing a 
result in the Second reorder buffer, wherein Storing the 
result includes marking the result with a tag associating 
the result with the second thread. 

50. In a counterflow pipeline processing System having an 
instruction pipeline and a data pipeline, both of which feed 
back into a reorder buffer, a method of recovering from 
incorrect speculations, wherein the method comprises: 

detecting a mispredicted branch, wherein the mispre 
dicted branch includes a first instruction; 
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invalidating, in the reorder buffer, all instructions after the 
mispredicted branch; 

if the first instruction is in the instruction pipeline and can 
execute, executing the instruction and invalidating 
results associated with that instruction when they reach 
the reorder buffer; and 

if the instruction reaches the end of the instruction pipe 
line, deleting the instruction. 

51. A method of controlling data Speculation, comprising: 
providing an instruction; 
obtaining an operand associated with the instruction, 

wherein obtaining an operand includes: 
determining whether the operand is valid; 
determining whether the operand is a speculative value; 

and 

marking the operand as a function of whether the 
operand is valid and whether the operand is a specu 
lative value; 

executing the instruction to generate a result as a function 
of the operand; and 

if the operand was a speculative value, checking for a 
nonspeculative value for the operand, comparing the 
nonspeculative value against the Speculative value and, 
if the Speculative value was correct, Saving the result. 

52. The method of controlling data Speculation according 
to claim 51, wherein marking the operand includes attaching 
a valid bit and a speculative bit to the operand. 


