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(57) ABSTRACT 

A background protocol engine receives a recorded session, 
said recorded session comprising a plurality of packets and 
representing display data. The background protocol engine 
determines a measure of complexity represented by at least 
some of the plurality of packets in the recorded session. The 
background protocol engine identifies an interval of time 
between the at least some of the plurality of packets in the 
recorded session. The background protocol engine modifies 
the interval of time, responsive to the measure of complexity 
represented by the at least some of the plurality of packets 
in the recorded session. The background protocol engine 
stores the modified interval of time. A foreground protocol 
engine renders the recorded stream responsive to the play 
back data structure. 

Remote 
Presentation 

Protocol Server 
Engine 204 

Recorder 206 

Recorded 
Protocol Data 
Stream 220 

  



Patent Application Publication Jul. 20, 2006 Sheet 1 of 18 US 2006/0159432 A1 

F.G. 1A 

FIG. 1B 

I00 
I45 102 104 / 

Main 
Processor 

130a 130 

I/O I/O 
Device Device 

  

  



Patent Application Publication Jul. 20, 2006 Sheet 2 of 18 US 2006/0159432 A1 

FIG. 1 C. 

102 

Main 
Processor 

I/O I/O Memory 
Port Port Port 

  



Patent Application Publication Jul. 20, 2006 Sheet 3 of 18 US 2006/0159432 A1 

FIG 2 

Display 216 
Remote 

Presentation 
ProtocoSever 
Engine 204 

Remote 
Presentation 

Protocol Client 
Engine 214 

Recorded 
Protocol Data 
Stream 210 

Recorded 
Protocol Data 
Stream 220 

  



Patent Application Publication Jul. 20, 2006 Sheet 4 of 18 US 2006/0159432 A1 

FIG. 3 

Remote Remote 
Presentation - Presentation 
Protocol Client w Protocol Server 
Engine 214 : Engine 204 

Recorded 
Protocol Data 
Stream 210 

Recorded 
Protocol Data 
Stream 220 

  



Patent Application Publication Jul. 20, 2006 Sheet 5 of 18 

FIG. 4 

Remote 
Presentation 
Protocol Client 
Engine 214 

Storage 218 

Recorded 
Protocol Data 
Stream 220 

:::::::: evi e 202 

Remote 
Presentation 

Protocol Server 
Engine 204 

Recorded 
Protocol Data 
Stream 210 

US 2006/0159432 A1 

  



Patent Application Publication Jul. 20, 2006 Sheet 6 of 18 US 2006/0159432 A1 

FIG. 5 

Playback Device 514 
Display 512 

Protocol Engine 502 

Storage 504 

F.G. 6 

Intercepting a Protocol Data Stream Comprising a 
Plurality of Packets Sent from a First Device to a Second Device 

Copying at least one Packet of the Protocol Data Stream 604 

Creating a Recording of the Protocol 
Data Stream Using the at least one Copied Packet 606 

Readino a Packet from the Recordino of the Protocol Data Stream 

Using Embedded information in the Packet O 
to Replay the Recording of the Protocol Data Stream 610 

  



Patent Application Publication Jul. 20, 2006 Sheet 7 of 18 US 2006/0159432 A1 

FIG. 7 

Protocol Data Stream 
Interceptor 704 

Packet Copier 
7O6 

Recording 
Generator 708 

Protocol Data Stream 710 

Recording 712 

Display Data Regeneration 
Element 510 

  



Patent Application Publication Jul. 20, 2006 Sheet 8 of 18 US 2006/0159432 A1 

FIG. 8 

Remote Presentation Tir . . . . Remote Presentation 

Protocol Data Chunk Protocol Data Chunk 

FIG. 9 

Receiving a Request for a Data Display 
Represented by the Contents of a Packet 
in a Recording of a Protocol Data Stream 

Identifying a State-snapshot Having an Associated 
Timestamp Not Later Than That of the Requested Packet 

Displaying the Requested Packet 
Responsive to the identified State-snapshot 

F.G. 10 

Receiving a Recording of a Protocol 
Data Stream Comprising a Plurality of Packets 

Regenerating Display Data Represented by the 
Packets of the Recording of the Protocol Data Stream 

Generating at least one State-snapshot During a 
Reading of the Recording of the Protocol Data Stream 

Storing the Generated State-snapshot 

  

  

    

  

  

  

  

  

  

  

  



Patent Application Publication Jul. 20, 2006 Sheet 9 of 18 US 2006/0159432 A1 

FIG. 11 

Background 
Protocol 

Engine 1102 

Foreground 
Protocol 

Engine 1106 

Display 1108 

FIG. 12 

Presenting a Representation of a 
Recording of a Protocol Data Stream to a User 

Monitoring an Activity of the 
User During the Presentation 

Developing an Activity Profile 
Responsive to the Monitoring of the Activity 

Generating at least one 
State-snapshot, Responsive to the Activity Profile 

      

  



Patent Application Publication Jul. 20, 2006 Sheet 10 of 18 US 2006/0159432 A1 

FIG. 13 

Seek Probability Distributions 

When near the 
start of a 
recording 

Start Ed 
Current 
Frame 

When in the 
middle of a 
recording 

When near the 
end of a 
recording 

Start 
Current 
Frame 

F.G. 14 
State-snapshot Distribution based on Seek Probability Distribution 

-- 
---. = Key-frame 

Current 
Frame 

Current 
Frame 

  

  

  



Patent Application Publication Jul. 20, 2006 Sheet 11 of 18 US 2006/0159432 A1 

FIG. 15 

Users that never 
Seek No key-frames 

Curtent 
Frare 

Users that seek in 
short steps in 
either direction 
(typical user) 

Current 
Fame 

Users who tend to 
Seek forward in 
short steps 

Curtent 
Frame 

Users who tend to 
seek long range 
regularly in either 
direction 

Current 
Frate 

Users who tends 
seek long range 
infrequently 

Current 
Frame 

FIG. 16 

Background 
Protocol 

Engine 1602 

Activity Profile 1604 

Foreground 
Protocol 

Engine 1608 

Display 1610 

  



Patent Application Publication Jul. 20, 2006 Sheet 12 of 18 US 2006/0159432 A1 

FIG. 17 

Foreoround Protocol Endine 1708 

Display 1710 

F.G. 18 

Determining for a Packet in the Recorded Stream 
to Display the Packet in a Human-Perceptible Manner 

  



Patent Application Publication Jul. 20, 2006 Sheet 13 of 18 US 2006/0159432 A1 

FIG. 19 

Receiving a Recorded Session 1902 

Determining for a Packet in the Recorded Stream 
to Render the Packet in a Human-Perceptible Manner 1904 

Storing the Determination in a Playback Data Structure 1906 

Retrieving at least one 
Packet from the Recorded Stream 1908 

Accessino the Plavback Data Structure 1910 

Rendering the at least one Packet 
Responsive to the Playback Data Structure 1912 

FIG. 20 

identifying a Type of Input Stored 
by a Packet in a Recorded Session 

Marking the Packet Responsive to the Type of input 

Storing a Destination in a Playback Data Structure 
for Rendering the Packet Responsive to the Marking 

  



Patent Application Publication Jul. 20, 2006 Sheet 14 of 18 US 2006/0159432 A1 

FIG. 21 

Recording time relative to start of recording 

O Playback time relative to start of playback 

FG. 22 

Recording time relative to start of recording 

O Playback time relative to start of playback 

FIG. 23 

Determining a First Time Interval 
between a Marked Packet and a Nearest 

Previous Marked Packet in a Recorded Session 

Determining that the First 
Time InterVa ExCeeds a Threshold 

Rendering the 
Contents of the Recorded Session with a Second 
Time Interval Shorter than the First Time interval 

  

  

  

  

  

  

  

  



Patent Application Publication Jul. 20, 2006 Sheet 15 of 18 US 2006/0159432 A1 

FIG. 24 

Identifying a Packet in a Recorded 
Session Containing a First Graphics Update 

Determining a Screen Region 
Affected by the First Graphics Update 2404 

Storing an Indication of the Location and State 
of the Screen Region after the First Graphics Update 2406 

ldentifying a Second Graphics Update 
Affecting the Screen Region Within a Time interval 

indicating a Destination for 
Rendering the Second Packet, Responsive 2410 

to whether the Second Graphics Update varies the 
Screen Region Affected by the First Graphics Update 

Indicating a Time interval to Render 
Associated with the Second Packet, Responsive 2412 

to whether the Second Graphics Update varies the 
Screen Region Affected by the First Graphics Update 

FIG. 25 

Recording time relative to start of recording 

O Playback time relative to start of playback 

  

  

  



Patent Application Publication Jul. 20, 2006 Sheet 16 of 18 US 2006/0159432 A1 

ldentifying a Start of an 
interaction Sequence of at least one Packet 

indicating in a Playback Data Structure 2604 
2604 

2606 

FIG. 26 

that the Interaction Sequence should Render to a Buffer 

' 

y 

ldentifying a Termination of an 
Interaction Sequence of at least one Packet 

ldentifying a First Time 
interval Between a Packet 

Preceding the lodentified Start of the 
Interaction Sequence and a Packet Following the 
identified Termination of the Interaction Sequence 

indicating in a Playback Data Structure 
a Shorter Second Time Interval to Render 2610 

  



Patent Application Publication Jul. 20, 2006 Sheet 17 of 18 US 2006/0159432 A1 

F.G. 27 

Receiving a Recorded Session 

Determining a Measure of 
Complexity Represented by at least some of 
a Plurality of Packets in the Recorded Session 2704 

ldentifying an Interval of time 
Between the at least Some of the 27O6 

Plurality of Packets in the Recorded Session 

Modifying the Interval 
of Time Responsive to the Measure 

of Complexity Represented by the at least some 
of the Plurality of Packets in the Recorded Session 

Storing in a Playback Data 
Structure the Modified interval of Time 2710 

Rendering the Recorded Stream 
Responsive to the Playback Data Structure 2712 

2708 

  

  

    

    

  



Patent Application Publication Jul. 20, 2006 Sheet 18 of 18 US 2006/0159432 A1 

FIG. 28 

Receiving a Recorded Session 

ldentifying a First 
Packet having a Content Representing 

a Window having Focus and indicating an Application 

Identifying a Time Interval between a 
Second Packet whose Contents Render 

Prior to the Rendering of the Content of the First 
Packet and a Third Packet Whose Contents Render 
After the Rendering of the Content of the First Packet 

FIG. 29 

Protocol 
Engine 2902 

Recorded Display 2908 
Stream Playback Data 
2910 Structure 2904 

  



US 2006/O 159432 A1 

SYSTEMAND METHODS FOR AUTOMATIC 
TIME-WARPED PLAYBACK IN RENDERING A 

RECORDED COMPUTER SESSION 

FIELD OF THE INVENTION 

0001. The present invention relates to a system and 
methods for time-warped playback and, in particular, for 
automatic time-warped playback in rendering a recorded 
computer session. 

BACKGROUND OF THE INVENTION 

0002 Remote presentation protocols such as the ICA 
protocol manufactured by Citrix Systems, Inc., of Ft. Lau 
derdale, Fla., the X protocol by the X.org Foundation, the 
Virtual Network Computing protocol of AT&T Corp., or the 
RDP protocol, manufactured by Microsoft Corporation of 
Redmond, Wash., are inherently stateful. In order to view a 
particular point in a stream of recorded presentation protocol 
data, playback of the stream must begin from the very 
beginning of stream and played back sequentially until the 
particular point is encountered. 
0003. Many conventional methods for session recording 
operate by taking screen Snapshots periodically, and some of 
these increase the Snapshot frequency in response to indi 
cations of potential interest gleaned from session activity. 
The sequences of images may be viewed as slide shows or 
using image collection management tools. Other methods 
may record to frame-based digital video formats such as 
MPG or AVI, and these are viewed with an appropriate 
media player such as Windows Media Player or the Quick 
Time player. Many conventional methods lack the ability to 
reduce review time by eliminating sections showing inter 
actions with certain windows or applications. 
0004 Some conventional methods enable playback of 
recorded sessions at multiples of real-time rate. A user can 
choose to play back at any one of those multiples, and may 
change the speed multiplier during playback. However, 
because the user is unaware of what is about to be rendered, 
they are prone to turning the speed up during sections of low 
interest and then missing details when sections of higher 
interest start. Furthermore, even speeds many times faster 
than real time are subjectively slow when reviewing lengthy 
sections of insignificant user activity. 
0005. Many conventional systems attempt to optimize 
playback by minimizing Snapshot generation to increase the 
speed of stream traversal. In some instances, some of these 
systems perform less frequent screen Snapshots until sig 
nificant activity is detected, and then increasing the fre 
quency of Snapshots. Some of these systems may suffer the 
drawback of losing state when inputs and state changes 
between Snapshots are not captured. 

SUMMARY OF THE INVENTION 

0006 The present invention provides a method for 
recording and playback of remote presentation protocols 
such as the ICA protocol manufactured by Citrix Systems, 
Inc., of Ft. Lauderdale, Fla., the X protocol by the X.org 
Foundation, the Virtual Network Computing protocol of 
AT&T Corp., or the RDP protocol, manufactured by 
Microsoft Corporation of Redmond, Wash. The present 
invention reduces the time spent manually reviewing session 
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recordings by reducing the time spent during playback 
rendering one or more sections of the recording where it can 
be algorithmically determined that the complexity of the 
recording or the importance of the recorded content is lower 
than normal. The present invention provides a directed 
playback, i.e. an alternative rendering of the recorded ses 
Sion. The invention enhances the off-screen rendering opera 
tion to generate a playback data structure that describes how 
to perform the directed playback, and uses that playback 
data structure to control the on-screen rendering process. 
Rather than provide solely user-selected multiples of real 
time, the present invention provides automatically varied 
context-sensitive playback rates additionally modulated by 
the reviewer. The present invention presents information to 
reviewers at an automatically chosen rate that approximates 
their comprehension rate. 
0007. In one aspect, the present invention relates to a 
method for automatic time-warped playback in rendering a 
recorded computer session. A background protocol engine 
receives a recorded session, said recorded session compris 
ing a plurality of packets and representing display data. The 
background protocol engine determines a measure of com 
plexity represented by at least some of the plurality of 
packets in the recorded session. The background protocol 
engine identifies an interval of time between the at least 
some of the plurality of packets in the recorded session. The 
background protocol engine modifies the identified interval 
of time responsive to the measure of complexity represented 
by the at least some of the plurality of packets in the 
recorded session. The background protocol engine stores, in 
a playback data structure, the modified interval of time. A 
foreground protocol engine renders the recorded stream 
responsive to the playback data structure In another aspect, 
the present invention relates to another method of automatic 
time-warped playback in rendering a recorded computer 
session. A recorded session comprising a plurality of packets 
and representing display data is received. A first packet 
having a content representing a window having focus is 
identified, said window indicating an application. A time 
interval is identified between a second packet, whose con 
tents render prior to the rendering of the content of the first 
packet and a third packet whose contents render after the 
rendering of the content of the first packet. The time interval 
is modified responsive to the indicated application. At least 
one packet in the recorded stream is rendered responsive to 
the modification. 

0008. In another aspect, the present invention relates to a 
system for automatic time-warped playback in rendering a 
recorded computer session. A protocol engine generates a 
playback data structure in response to receiving a recorded 
stream, said recorded stream comprising a plurality of 
packets, and said protocol engine renders at least one packet 
in the recorded stream responsive to the generated playback 
data structure. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0009. These and other aspects of the invention will be 
readily apparent from the detailed description below and the 
appended drawings, which are meant to illustrate and not to 
limit the invention, and in which: 
0010 FIG. 1A is a block diagram depicting a client 
server system suitable for practicing one embodiment of the 
present invention; 
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0011 FIGS. 1B and 1C are block diagrams depicting 
embodiments of computers useful in connection with the 
present invention; 
0012 FIG. 2 is a block diagram depicting an embodi 
ment of the network 200 in which the present invention may 
be performed: 
0013 FIG. 3 and FIG. 4 are block diagrams depicting 
alternate embodiments of placements for a recorder on the 
network 200; 
0014 FIG. 5 is a block diagram depicting one embodi 
ment of a system for regenerating display data represented 
by a protocol data stream; 
0.015 FIG. 6 is a flow diagram depicting a method for 
recording and replaying server-generated data; 
0016 FIG. 7 is a block diagram depicting in greater 
detail a recorder in a system for recording display data 
represented by a protocol data stream; 
0017 FIG. 8 depicts one embodiment of a recording of 
a protocol data stream; 
0018 FIG. 9 is a flow diagram depicting one embodi 
ment of the steps taken in a method for real-time seeking 
during playback of stateful remote presentation protocols; 
0.019 FIG. 10 is a flow diagram depicting one embodi 
ment of the steps taken to generate State-snapshots enabling 
real-time seeking during playback of remote presentation 
protocols; 

0020 FIG. 11 is a block diagram depicting a system for 
real-time seeking during playback of stateful remote pre 
sentation protocols; 
0021 FIG. 12 is a flow diagram depicting one embodi 
ment of steps taken for adaptive generation of State-snap 
shots; 
0022 FIG. 13 is a diagram depicting three types of seek 
probability distributions of one embodiment; 
0023 FIG. 14 is a diagram depicting one embodiment of 
generating state-snapshots responsive to a determined seek 
probability distribution; 
0024 FIG. 15 depicts one embodiment of a usage pattern 
for a user of a presentation of a protocol data stream; 
0.025 FIG. 16 is a block diagram depicting one embodi 
ment of a system for adaptive generation of State-snapshots, 
including a background protocol engine, a foreground pro 
tocol engine, a protocol data stream, an activity profile, and 
a state-snapshot; 

0026 FIG. 17 is a block diagram depicting one embodi 
ment of a system for rendering a recorded session; 
0027 FIG. 18, a flow diagram depicts one embodiment 
of the steps taken to generate playback instructions for 
playback of a recorded computer session; 
0028 FIG. 19 is a flow diagram depicting one embodi 
ment of the steps taken in a method for playback of a 
recorded computer session; 
0029 FIG. 20 is a flow diagram depicting one embodi 
ment of the steps taken to generate playback instructions for 
rendering a recorded session; 
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0030 FIG. 21 depicts one embodiment of a regenerated 
recorded stream whose contents are rendered responsive to 
a playback data structure; 
0031 FIG. 22 depicts one embodiment of certain packets 
in a recording stream having content representing meaning 
ful user activity, in this embodiment a mouse input indicat 
ing an active mouse button State; 
0032 FIG. 23 is a flow diagram depicting one embodi 
ment of the steps taken to eliminate periods with no mean 
ingful activity in rendering a recorded session; 

0033 FIG. 24 is a flow diagram depicting one embodi 
ment of the steps taken to eliminate a graphics update in 
rendering a recorded session; 

0034 FIG. 25 depicts one embodiment of rendering a 
regenerated recorded session responsive to whether the State 
of the screen region after a second graphics update varies 
from the state of the screen region after a first graphics 
update; 

0035 FIG. 26 is a flow diagram depicting one embodi 
ment of the steps taken to eliminate interaction sequences in 
rendering a recorded session; 

0036 FIG. 27 is a flow diagram depicting one embodi 
ment of the steps taken in automatic time-warped playback 
in rendering a recorded computer session; 

0037 FIG. 28 is a flow diagram depicting one embodi 
ment of the steps taken for automatic time-warped playback 
responsive to an identified application in rendering a 
recorded computer session; and 

0038 FIG. 29 is a block diagram depicting one embodi 
ment of a system for automatic time-warped playback in 
rendering a recorded computer session. 

DETAILED DESCRIPTION OF THE 
INVENTION 

0039) Referring now to FIG. 1A, in brief overview, one 
embodiment of a client-server system in which the present 
invention may be used is depicted. A first computing device 
100' (generally 100) communicates with a second comput 
ing device 140' (generally 140) over a communications 
network 180. The topology of the network 180 over which 
the first devices 100 communicate with the second devices 
140 may be a bus, star, or ring topology. The network 180 
can be a local area network (LAN), a metropolitan area 
network (MAN), or a wide area network (WAN) such as the 
Internet. Although only two first computing devices 100, 
100' and two second computing devices 140, 140' are 
depicted in FIG. 1A, other embodiments include multiple 
such devices connected to the network 180. 

0040. The first and second devices 100, 140 can connect 
to the network 180 through a variety of connections includ 
ing standard telephone lines, LAN or WAN links (e.g., T1, 
T3, 56 kb, X.25), broadband connections (ISDN, Frame 
Relay, ATM), and wireless connections. Connections can be 
established using a variety of communication protocols 
(e.g., TCP/IP, IPX, SPX, NetBIOS, NetBEUI, SMB, Ether 
net, ARCNET, Fiber Distributed Data Interface (FDDI), 
RS232, IEEE 802.11, IEEE 802.11a, IEE 802.11b, IEEE 
802.11g and direct asynchronous connections). 
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0041) The first device 100 can be any device capable of 
receiving and displaying output from applications executed 
on its behalf by one or more second computing devices 140 
and capable of operating in accordance with a protocol as 
disclosed herein. The first device 100 may be a personal 
computer, windows-based terminal, network computer, 
information appliance, X-device, workstation, mini com 
puter, personal digital assistant, or cell phone. 

0.042 Similarly, the second computing device 140 can be 
any computing device capable of receiving from a first 
computing device 100 user input for an executing applica 
tion, executing an application program on behalf of a first 
device 100, and interacting with the first computing device 
100 using a protocol as disclosed herein. The second com 
puting device 140 can be provided as a group of server 
devices logically acting as a single server System referred to 
herein as a server farm. In one embodiment, the second 
computing device 140 is a multi-user server system Sup 
porting multiple concurrently active connections from one 
more first devices 100. 

0043 FIGS. 1B and 1C depict block diagrams of a 
typical computer 100 useful as first computing devices 100 
and second computing devices 140. As shown in FIGS. 1B 
and 1C, each computer 100 includes a central processing 
unit 102, and a main memory unit 104. Each computer 100 
may also include other optional elements, such as one or 
more input/output devices 130a-130b (generally referred to 
using reference numeral 130), and a cache memory 145 in 
communication with the central processing unit 102. 
0044) The central processing unit 102 is any logic cir 
cuitry that responds to and processes instructions fetched 
from the main memory unit 104. In many embodiments, the 
central processing unit is provided by a microprocessor unit, 
such as: the 8088, the 80286, the 80386, the 80486, the 
Pentium, Pentium Pro, the Pentium II, the Celeron, or the 
Xeon processor, all of which are manufactured by Intel 
Corporation of Mountain View, Calif.; the 68000, the 68010, 
the 68020, the 68030, the 68040, the PowerPC 601, the 
PowerPC604, the PowerPC604e, the MPC603e, the 
MPC603ei, the MPC603ev, the MPC603r, the MPC603p, 
the MPC740, the MPC745, the MPC750, the MPC755, the 
MPC7400, the MPC7410, the MPC7441, the MPC7445, the 
MPC7447, the MPC7450, the MPC7451, the MPC7455, the 
MPC7457 processor, all of which are manufactured by 
Motorola Corporation of Schaumburg, Ill., the Crusoe 
TM5800, the Crusoe TM5600, the Crusoe TM5500, the 
Crusoe TM5400, the Efficeon TM8600, the Efficeon 
TM8300, or the Efficeon TM8620 processor, manufactured 
by Transmeta Corporation of Santa Clara, Calif.; the 
RS/6000 processor, the RS64, the RS 64 II, the P2SC, the 
POWER3, the RS64 III, the POWER3-II, the RS 64 IV, the 
POWER4, the POWER4+, the POWER5, or the POWER6 
processor, all of which are manufactured by International 
Business Machines of White Plains, N.Y.; or the AMD 
Opteron, the AMD Athlon 64 FX, the AMD Athlon, or the 
AMD Duron processor, manufactured by Advanced Micro 
Devices of Sunnyvale, Calif. 

0045 Main memory unit 104 may be one or more 
memory chips capable of storing data and allowing any 
storage location to be directly accessed by the microproces 
sor 102, such as Static random access memory (SRAM), 
Burst SRAM or SynchBurst SRAM (BSRAM), Dynamic 
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random access memory (DRAM), Fast Page Mode DRAM 
(FPM DRAM), Enhanced DRAM (EDRAM), Extended 
Data Output RAM (EDO RAM), Extended Data Output 
DRAM (EDO DRAM), Burst Extended Data Output DRAM 
(BEDO DRAM), Enhanced DRAM (EDRAM), synchro 
nous DRAM (SDRAM), JEDEC SRAM, PC100 SDRAM, 
Double Data Rate SDRAM (DDR SDRAM), Enhanced 
SDRAM (ESDRAM), SyncLink DRAM (SLDRAM), 
Direct Rambus DRAM (DRDRAM), or Ferroelectric RAM 
(FRAM). In the embodiment shown in FIG. 1B, the pro 
cessor 102 communicates with main memory 104 via a 
system bus 120 (described in more detail below). FIG. 1C 
depicts an embodiment of a computer system 100 in which 
the processor communicates directly with main memory 104 
via a memory port. For example, in FIG. 1C the main 
memory 104 may be DRDRAM. 
0046 FIGS. 1B and 1C depict embodiments in which 
the main processor 102 communicates directly with cache 
memory 145 via a secondary bus, sometimes referred to as 
a “backside' bus. In other embodiments, the main processor 
102 communicates with cache memory 145 using the system 
bus 120. Cache memory 145 typically has a faster response 
time than main memory 104 and is typically provided by 
SRAM, BSRAM, or EDRAM. 
0047. In the embodiment shown in FIG. 1B, the proces 
sor 102 communicates with various I/O devices 130 via a 
local system bus 120. Various busses may be used to connect 
the central processing unit 102 to the I/O devices 130, 
including a VESA VL bus, an ISA bus, an EISA bus, a 
MicroChannel Architecture (MCA) bus, a PCI bus, a PCI-X 
bus, a PCI-Express bus, or a NuBus. For embodiments in 
which the I/O device is an video display, the processor 102 
may use an Advanced Graphics Port (AGP) to communicate 
with the display. FIG. 1C depicts an embodiment of a 
computer system 100 in which the main processor 102 
communicates directly with I/O device 130b via Hyper 
Transport, Rapid I/O, or InfiniBand. FIG. 1C also depicts an 
embodiment in which local busses and direct communica 
tion are mixed: the processor 102 communicates with I/O 
device 130a using a local interconnect bus while commu 
nicating with I/O device 130b directly. 
0.048. A wide variety of I/O devices 130 may be present 
in the computer system 100. Input devices include key 
boards, mice, trackpads, trackballs, microphones, and draw 
ing tablets. Output devices include video displays, speakers, 
inkjet printers, laser printers, and dye-Sublimation printers. 
An I/O device may also provide mass storage for the 
computer system 100 such as a hard disk drive, a floppy disk 
drive for receiving floppy disks such as 3.5-inch, 5.25-inch 
disks or ZIP disks, a CD-ROM drive, a CD-R/RW drive, a 
DVD-ROM drive, DVD-R drive, DVD-RW drive, tape 
drives of various formats, and USB storage devices such as 
the USB Flash Drive line of devices manufactured by 
Twintech Industry, Inc. of Los Alamitos, Calif. 
0049. In further embodiments, an I/O device 130 may be 
a bridge between the system bus 120 and an external 
communication bus, such as a USB bus, an Apple Desktop 
Bus, an RS-232 serial connection, a SCSI bus, a FireWire 
bus, a FireWire 800 bus, an Ethernet bus, an AppleTalk bus, 
a Gigabit Ethernet bus, an Asynchronous Transfer Mode 
bus, a HIPPI bus, a Super HIPPI bus, a SerialPlus bus, a 
SCI/LAMP bus, a FibreChannel bus, or a Serial Attached 
Small computer system interface bus. 
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0050 General-purpose desktop computers of the sort 
depicted in FIGS. 1B and 1C typically operate under the 
control of operating systems, which control scheduling of 
tasks and access to system resources. Typical operating 
systems include: MICROSOFT WINDOWS, manufactured 
by Microsoft Corp. of Redmond, Wash.; MacOS, manufac 
tured by Apple Computer of Cupertino, Calif.; OS/2, manu 
factured by International Business Machines of Armonk, 
N.Y.; and Linux, a freely-available operating system distrib 
uted by Caldera Corp. of Salt Lake City, Utah, among others. 
0051. In other embodiments, the first device 100 or 
second device 140 may have different processors, operating 
systems, and input devices consistent with the device. For 
example, in one embodiment the first device 100 is a Zire 71 
personal digital assistant manufactured by Palm, Inc. In this 
embodiment, the Zire 71 uses an OMAP 310 processor 
manufactured by Texas Instruments, of Dallas, Tex., oper 
ates under the control of the PalmOS operating system and 
includes a liquid-crystal display screen, a stylus input 
device, and a five-way navigator device. 
0.052 Referring now to FIG. 2, a block diagram depicts 
an embodiment of the network 200 in which the invention 
may be performed, including a first device 202, a remote 
presentation protocol server engine 204, a recorder 206, a 
protocol data stream 208, a recorded protocol data stream 
210, a second device 212, a remote presentation protocol 
client engine 214, a display 216, a storage element 218, and 
a recorded protocol data stream 220. In brief overview, the 
recorder 206 intercepts a protocol data stream 208. The 
recorder 206 copies at least one packet from the protocol 
data stream and creates a recording of the protocol data 
stream 210 using the at least one copied packet. 
0053 Referring now to FIG. 2 and in more detail, a first 
device 202 transmits a protocol data stream 208 to a second 
device 212. In one embodiment, the first device 202 uses a 
remote presentation protocol server engine 204 to transmit 
the protocol data stream 208 to the second device 212. In 
Some embodiments, the second device 212 uses a remote 
presentation protocol client engine 214 to receive the pro 
tocol data stream 208 from the first device 202. In some 
embodiments, the remote presentation protocols comprise a 
thin-client protocol Such as the ICA protocol, manufactured 
by Citrix Systems, Inc. of Ft. Lauderdale, Fla., the X 
protocol, the VNC protocol, or the RDP protocol, manufac 
tured by Microsoft Corporation of Redmond, Wash. 
0054 The protocol data stream 208 comprises a plurality 
of packets at least Some of which represent display data. In 
some embodiments, the protocol data stream 208 comprises 
information about a recorded session. In one embodiment, 
the protocol data stream 208 comprises metadata. In another 
embodiment, the protocol data stream 208 comprises infor 
mation about the user in a recorded session. In still another 
embodiment, the protocol data stream 208 comprises infor 
mation about the server generating the recorded data. In yet 
another embodiment, the protocol data stream 208 com 
prises a timestamp. 

0055. In one embodiment, the protocol data stream 208 
comprises multiple channels. In this embodiment, a channel 
comprises a peer-to-peer connection over which data is 
transferred. In another embodiment, the protocol data stream 
208 comprises multiple virtual channels. In this embodi 
ment, the virtual channel is a channel wrapped in another 
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channel. The second device 212 receives the protocol data 
stream 208 and, in Some embodiments, uses a remote 
presentation protocol client engine 214 to regenerate the 
display data. Processing the protocol data stream 208 allows 
the second device 212 to present a display to a user through 
the display 216. The second device 212 may use the remote 
presentation protocol client engine 214 to process the dis 
play data. The display includes, without limitation, audio, 
visual, tactile, or olfactory presentations, or combinations of 
these. 

0056. The recorder 206 intercepts the protocol data 
stream 208 sent from the first device 202 to the second 
device 212. In one embodiment, the recorder 206 intercepts 
the protocol data stream 208 by intercepting one or more 
channels. In another embodiment, the recorder 206 inter 
cepts the protocol data stream 208 by intercepting one or 
more virtual channels. In some embodiments, the recorder 
206 monitors one or more virtual channels over which the 
first device 202 may transmit the protocol data stream 208 
to the second device 212. The recorder 206 copies at least 
one packet from the protocol data stream. In one embodi 
ment, the recorder 206 determines to copy a particular 
packet of the protocol data stream responsive to a policy. In 
Some embodiments, the policy defines the packets the 
recorder 206 records based upon the type of data contained 
within the packet. In other embodiments, the recorder 206 
determines to copy a packet of the protocol data stream 
based upon a determination of whether the packet contains 
data. In some of these embodiments, the recorder 206 does 
not record empty packets while in others of these embodi 
ments, the recorder 206 does record empty packets. In some 
embodiments, the recorder 206 records every packet in the 
protocol data stream 208. 

0057 The recorder 206 creates a recorded protocol data 
stream 210 using the at least one copied packet. In one 
embodiment, the recorder 206 associates information with 
the at least one copied packet. In one embodiment, the 
recorder 206 associates a time stamp with the at least one 
copied packet. In another embodiment, the recorder 206 
associates a data length indicator with the packet. For 
embodiments where the recorder 206 associates information 
with the at least one copied packet, for example time stamps 
or data length indicator, the recorder 206 may embed this 
information into the recorded protocol data stream 210 in 
addition to the packet or the recorder 206 may embed this 
information directly into the packet, or the recorder 206 may 
store the association in a location separate from the packet 
and the recorded protocol data stream 210. 
0.058 As depicted in FIG. 2, the recorder 206, may reside 
on the first device 202. FIG. 3 depicts an embodiment in 
which the recorder 206 resides on the second device, where 
the recorder 206 resides on the second device 212. FIG. 4 
depicts an embodiment in which the recorder 206 resides on 
a third device. The devices on which the recorder 206 may 
reside include client computing systems, server computing 
systems, proxy server computing systems, network packet 
Sniffing computing systems, protocol analyzer computing 
systems, and passthrough server computing systems. 

0059) The recorder 206 creates the recorded protocol data 
stream 210 using the at least one copied packet and, in some 
embodiments, information associated with the at least one 
copied packet. In some embodiments, the recorder 206 
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stores the recording of the protocol data stream 210 after 
creating it. In some of these embodiments, the recorder 206 
stores the recording of the protocol data stream 210 to a 
storage element 218. The storage element 218 may comprise 
persistent storage, such as a hard drive, floppy drive, CD 
RW, DVD-RW, or any other device, which maintains data 
state when power is removed. In other embodiments, the 
storage element may comprise one or more volatile memory 
elements, such as Static random access memory (SRAM), 
Burst SRAM or SynchBurst SRAM (BSRAM), Dynamic 
random access memory (DRAM), Fast Page Mode DRAM 
(FPM DRAM), Enhanced DRAM (EDRAM), Extended 
Data Output RAM (EDO RAM), Extended Data Output 
DRAM (EDO DRAM), Burst Extended Data Output DRAM 
(BEDO DRAM), Enhanced DRAM (EDRAM), synchro 
nous DRAM (SDRAM), JEDEC SRAM, PC100 SDRAM, 
Double Data Rate SDRAM (DDR SDRAM), Enhanced 
SDRAM (ESDRAM), SyncLink DRAM (SLDRAM), 
Direct Rambus DRAM (DRDRAM), or Ferroelectric RAM 
(FRAM). 
0060. In one embodiment the storage element comprises 
a network storage device. The storage element 218 may 
reside on the first device 202 or on a second device 212. In 
other embodiments, the storage element 218 resides on a 
third device. Such as a proxy server computing device or a 
passthrough server computing device. In still other embodi 
ments, the storage element 218 resides on a network and the 
recorder 206 accesses the storage element 218 over the 
network to store the recording of the protocol data stream 
220. In other embodiments, the recorder 206 stores the 
recording of the protocol data stream on the same device on 
which the recorder 206 resides. 

0061 Referring now to FIG. 5, a block diagram depicts 
a protocol engine 502 reading at least one copied packet 
from the recording of the protocol data stream 506 and using 
the information associated with the at least one copied 
packet to regenerate the display data represented by the 
protocol data stream 506. The protocol engine 502 receives 
the protocol data stream 506. In some embodiments, the 
protocol engine 502 retrieves the protocol data stream 506 
from a storage element 504. In other embodiments, the 
protocol engine 502 retrieves the protocol data stream 506 
from a recorder 206. In still other embodiments, the protocol 
engine 502 retrieves the protocol data stream 506 from 
another computing device. 

0062. In some embodiments, the protocol engine 502 
comprises a packet reader 508 and a display data regenera 
tion element 510. In these embodiments, the packet reader 
508 reads at least one copied packet from the recording of 
the protocol data stream 506. In some embodiments, the 
packet reader 508 reads the at least one copied packet 
sequentially from the recording of the protocol data stream 
SO6. 

0063. The protocol engine 502 processes the at least one 
copied packet and any information associated with the at 
least one copied packet. The protocol engine 502 uses, in 
Some embodiments, a display data regeneration element 510 
for the processing. The packet contains data enabling the 
regeneration of a perceptible display presented to a user. In 
Some embodiments, a second device 212 processed this data, 
as shown in FIG. 2. In one embodiment, processing includes 
rendering to a buffer the contents of the at least one copied 
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packet. In another embodiment, processing includes render 
ing in a perceptible manner the contents of the at least one 
copied packet. The regenerated display may include, without 
limitation, audio, visual, tactile, or olfactory presentations, 
or combinations of these. 

0064. In some embodiments, the protocol engine 502 
resides on the first device 202. In other embodiments, the 
protocol engine 502 resides on the second device 212. In still 
other embodiments the protocol engine resides on a third 
device. Such as a proxy server computing device or a 
passthrough server computing device. 

0065 Referring ahead now to FIG. 7, a block diagram 
depicts in greater detail the recorder 702, originally 
described as recorder 206 in FIG. 2. In brief overview, the 
recorder 702 records server-generated data through inter 
ception of a protocol data stream 710 and through the 
creation of a recording 712 of the protocol data stream 710. 

0066. The recorder 702 includes, in one embodiment, a 
protocol data stream interceptor 704, a packet copier 706, 
and a recording generator 708. In one embodiment, the 
recorder 702 uses the protocol data stream interceptor 704 to 
monitor the protocol data stream 710. In another embodi 
ment, the recorder 702 uses the protocol data stream inter 
ceptor 702 to intercept a protocol data stream 710 compris 
ing a plurality of packets transmitted from a first device 202 
to a second device 212. The packet copier 706 copies at least 
one packet of the protocol data stream. The packet copier 
706 determines whether or not to copy a packet in the 
protocol data stream. In some embodiments, the packet 
copier 706 makes this determination responsive to a policy. 
In these embodiments, the packet copier 706 may determine 
to copy a packet based on whether or not the packet contains 
any data or on the type of data contained within the packet. 

0067. In one embodiment, the recorder 702 utilizes a 
recording generator 708 to create a recording of the protocol 
data stream using the at least one copied packet. The 
recording generator assembles the at least one copied packet 
into a recording 712 of the protocol data stream 710. In some 
embodiments, the recording generator 708 embeds informa 
tion into the recording of the protocol data stream. This 
information may comprise, without limitation, time refer 
ences indicating when to regenerate the display data repre 
sented by the data contained within the packet, data length 
indicators descriptive of the data contained within the 
packet, or other types of information used to regenerate the 
display data represented by the data contained within the 
protocol data stream 710. 
0068 FIG. 8 depicts one embodiment of the recording 
712 of the protocol data stream 710. In the embodiment 
shown, the recording generator 708 has grouped at least one 
copied packet into remote presentation protocol data chunks. 
The recording generator 708 associated a time reference and 
a data length with each remote presentation protocol data 
chunk and assembled the information and the packets 
together into the recording 712 of the protocol data stream 
710. 

0069. Referring back to FIG. 7, in one embodiment, the 
recorder 702 stores the completed recording 712 of the 
protocol data stream 710 to a storage element 714. In some 
embodiments, the storage element is located on a network 
and the recorder 702 transmits the recording 712 over a 
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network to the storage element 714. In other embodiments, 
the storage element is located on a proxy server computing 
device. In still other embodiments, the storage element is 
located on a passthrough server computing device. In some 
embodiments, the storage element 714 resides on the same 
device as the recorder 702. 

0070). In one embodiment, depicted in shadow by FIG. 7, 
a system for recording and playback of a protocol data 
stream comprises the recorder 702 as well as the playback 
device 514 discussed in FIG. 5. The playback device 514 
includes the protocol engine 502, which uses the packet 
reader 508 to receive and read at least one copied packet 
from the recording 712 of the packet data stream and uses 
the embedded information to regenerate the display data 
represented by the recording 712 of the protocol data stream. 
In some embodiments, the protocol engine 502 reads the 
packets sequentially in regenerating the display data. 
0071. In another embodiment depicted by FIG. 7, a 
system for recording and replaying server-generated data 
comprises a recorder 702, a storage element 714, and a 
protocol engine 502. The recorder 702 generates a recording 
of a protocol data stream and stores the recording 712 in the 
storage element 714. The recorder copies at least one packet 
from the protocol data stream and associates information 
with the at least one packet, including but not limited to a 
time reference or a data length indicator describing a length 
of data in the packet. The protocol engine 502, in commu 
nication with the storage element 714, reads at least one 
packet from the recording of the protocol data stream and 
uses information associated with the at least one packet to 
regenerate the display data represented by the recording 712 
of the protocol data stream 710. 
0072. In one embodiment, the recorder 702, protocol 
engine 502, or storage element 714 may be located, together 
or separately on the first device 202. In other embodiments, 
they may be located, together or separately, on the second 
device 212. In still other embodiments, they may reside, 
together or separately, on a third device, such as a proxy 
server computing device, a network packet Sniffer, or a 
passthrough server computing device. In yet other embodi 
ments, the storage element 714 may reside on a storage area 
network separately from the recorder 702 and the protocol 
engine 502. 
0.073 Referring back to FIG. 6, a flow diagram summa 
rizes a method for recording and replaying server-generated 
data. In brief overview, a recorder 206 intercepts a protocol 
data stream 208 comprising a plurality of packets transmit 
ted from a first device 202 to a second device 212 (step 602). 
The recorder 206 copies at least one packet from the 
protocol data stream 208 (step 604) and creates a recording 
of the protocol data stream 210 (step 606) which a protocol 
engine 502 later uses in regenerating display data repre 
sented by the recorded protocol data stream 210 (steps 608, 
610). 
0074. A recorder 206 intercepts a protocol data stream 
208 comprising a plurality of packets, representing display 
data transmitted from a first device 202 to a second device 
212. The recorder 206 copies at least one packet of the 
protocol data stream 208. The recorder 206 creates a record 
ing of the protocol data stream using the at least one copied 
packet. The recorder 206, in some embodiments, associates 
information with the at least one copied packet. The infor 
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mation may comprise a time stamp or a data length indicator. 
In some of these embodiments, the recorder 206 embeds the 
information associated with the packet into the recording of 
the protocol data stream 210. In others of these embodi 
ments, the recorder 206 stores the information associated 
with the packet in a separate protocol data stream. In still 
others of these embodiments, the recorder stores the infor 
mation associated with the packet in a data store. A protocol 
engine 502 reads the at least one copied packet from the 
recording of the protocol data stream 210 and uses infor 
mation associated with the at least one copied packet to 
regenerate the display data represented by the protocol data 
stream 210. 

0075 Referring ahead now to FIG. 11, a block diagram 
depicts a system for real-time seeking during playback of 
stateful remote presentation protocols. In brief overview, 
this figure depicts an embodiment of a playback device 514 
(see FIG. 5 above) comprising two protocol engines 502, a 
background protocol engine 1102 and a foreground protocol 
engine 1106, as well as a state-snapshot 1104 and a display 
1108. The background protocol engine 1102 receives a 
recording of a protocol data stream 1110 and reads the 
recording of the protocol data stream 1110, which comprises 
a plurality of packets and represents display data. In one 
embodiment, the playback device 514 regenerates the dis 
play data by rendering the contents of at least one packet in 
the protocol data stream 1110 and displaying the results 
using the display 1108. The results include, without limita 
tion, perceptible audio, visual, tactile, or olfactory presen 
tations. 

0076 Referring now to FIG. 11, and in greater detail, the 
background protocol engine 1102 enables a recipient of the 
rendered display data to seek for content in real-time during 
the presentation of a protocol data stream 1110. The back 
ground protocol engine 1102 generates at least one state 
snapshot 1104 while reading at least one packet from the 
protocol data stream 1110. In one embodiment, the back 
ground protocol engine 1102 renders the contents of the at 
least one packet to a buffer. In this embodiment, the buffer 
may comprise an off-screen buffer. In this embodiment, the 
background protocol engine 1102 generates at least one 
state-snapshot 1104 as it renders the contents of the at least 
one packet. The background protocol engine 1102 makes the 
state-snapshot 1104 available to the foreground protocol 
engine 1106. 

0077. The state-snapshot 1104 enables regeneration of 
display data because it stores a state of a protocol engine 
rendering the protocol data stream 1110 at a point in time 
when a recorder 206 copied at least one packet from the 
protocol data stream 208 into the recording of the protocol 
data stream 1110. In one embodiment, the state-snapshot 
1104 comprises a data structure describing a state of a screen 
at a point in time. In another embodiment, the state-snapshot 
1104 represents all the variables, images and data compo 
nents that make up the state of a protocol engine at a 
reference point in the protocol data stream 1110. The fore 
ground protocol engine 1106 also receives the recording of 
the protocol data stream 1110 and renders the contents of the 
at least one packet in the protocol data stream 1110 by 
recreating the state of the protocol engine which originally 
rendered the protocol data stream 1110. In one embodiment, 



US 2006/O 159432 A1 

the foreground protocol engine 1106 uses the contents of the 
state-snapshot 1104 to render the contents of the at least one 
packet. 

0078. In one embodiment, the state-snapshot 1104 com 
prises a data structure. In other embodiments, the state 
Snapshot 1104 comprises a database. In one embodiment, the 
contents of the state-snapshot 1104 include display data 
regarding the state of a visible Surface. In another embodi 
ment, the contents of the state-snapshot 1104 include display 
data regarding the state of an off-screen Surface. In yet 
another embodiment, the contents of the state-snapshot 1104 
include display data regarding the state of a drawing object. 
In some embodiments, the contents of the state-snapshot 
1104 include display data regarding the state of a color 
palette. In other embodiments, the contents of the state 
Snapshot 1104 include display data regarding the state of a 
cached object. In still other embodiments, the contents of the 
state-snapshot 1104 include display data regarding the state 
of a buffer. 

0079 The foreground protocol engine 1106 receives the 
recording of the protocol data stream 1110 and uses the 
state-snapshot 1104 to identify a packet containing the 
representation of the requested digital data and to render the 
packet. In some embodiments, the foreground protocol 
engine 1106 generates a real-time perceptible representation 
of the recording of the protocol data stream 1110 for 
presentation to a viewer using the display 1108. In some 
embodiments, the foreground protocol engine 1106 gener 
ates the real-time perceptible representation by rendering the 
contents of at least one packet in the protocol data stream 
1110. The perceptible representation may include, without 
limitation, separately or together, audio, visual, tactile, or 
olfactory presentations. 

0080. In one of the embodiments in which the foreground 
protocol engine 1106 renders the contents of at least one 
packet in the protocol data stream 1110, the foreground 
protocol engine 1106 initiates rendering the contents of at 
least one packet in the protocol data stream 1110 simulta 
neous to the rendering by the background protocol engine 
1102. However the background protocol engine 1102 ren 
ders only to a buffer and completes the rendering and the 
generation of the at least one state-snapshot 1104 prior to the 
completion of the real-time perceptible rendering initiated 
by the foreground protocol engine 1106, which, in one 
embodiment, renders to both a buffer and in a perceptible 
manner. In one embodiment, the background protocol 
engine 1102 renders the protocol data stream 1110 at a 
maximum possible speed regardless of any timestamps 
associated with the recording which would otherwise 
specify a time for rendering. Therefore, at least one state 
snapshot 1104 is available to the foreground protocol engine 
1106 during its generation of a real-time perceptible repre 
sentation of the recording of the protocol data stream 1110. 
0081. In one embodiment, the foreground protocol 
engine 1106 renders the contents of the plurality of packets 
within the recording of the protocol data stream 1110 in a 
sequential manner. In this embodiment, the display data 
rendered and presented to the user presents the display in the 
order in which it occurred at the time the protocol data 
stream was recorded. The recording of the protocol data 
stream 1110 may include information, Such as time stamps, 
for use by the foreground protocol engine 1106 in rendering 
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the display data sequentially. In some embodiments, the 
foreground protocol engine 1106 renders the display data in 
real-time. When the foreground protocol engine 1106 
receives a request to regenerate a particular display data 
represented by a particular packet in the recording of the 
protocol data stream 1110, the foreground protocol engine 
1106 renders the requested display data using the contents of 
the identified state-snapshot 1104. 
0082 In some embodiments, the background protocol 
engine 1102 and the foreground protocol engine 1106 reside 
on the same device. In other embodiments, the background 
protocol engine 1102 and the foreground protocol engine 
1106 reside on separate devices. 
0083) Referring back now to FIG. 9, a flow diagram 
depicts one embodiment of the steps taken in a method for 
real-time seeking during playback of stateful remote pre 
sentation protocols. In brief overview, there is a request for 
rendering of data display represented by the contents of a 
packet in a recording of a protocol data stream (step 902). 
The contents of the appropriate packet are rendered by first 
identifying a state-snapshot having an associated timestamp 
not later than a timestamp associated with the requested 
packet (step 904) and rendering the requested contents 
responsive to the identified state-snapshot (step 906). 
0084. In one embodiment, the foreground protocol 
engine 1106 receives a request to render the contents of a 
packet in a recording of a protocol data stream 1110. The 
protocol data stream 1110 comprises a plurality of packets 
whose contents represent display data. In some embodi 
ments, the request results when the foreground protocol 
engine 1106 regenerates display data by rendering the con 
tents of a packet in a recording of a protocol data stream 
1110 to a viewer using the display 1108 and the viewer 
wishes to seek for a particular display data. 
0085. The foreground protocol engine 1106 identifies a 
state-snapshot 1104 having an associated timestamp not later 
than a time stamp associated with the requested packet. The 
foreground protocol engine 1106 displays the display data 
represented by the contents of the requested packet respon 
sive to the identified state-snapshot 1104. In one embodi 
ment, the identified state-snapshot 1104 indicates the exact 
packet from the protocol data stream 1110 whose contents 
the foreground protocol engine 1106 may render to provide 
the user with the requested display data. 
0086. In other embodiments, the identified state-snapshot 
1104 comprises a state of a protocol engine rendering the 
protocol data stream at a point in time when a recorder 
copied a packet from the protocol data stream 1110 but the 
display data represented by the contents of the copied packet 
precede the display data requested by the viewer. In some of 
these embodiments, there are multiple packets between the 
state-snapshot and the packet containing the representation 
of the requested display data. In some of those embodi 
ments, the foreground protocol engine 1106 renders the 
contents of the intermediate packet or packets only to an 
off-screen buffer. The foreground protocol engine 1106 then 
renders the packet whose contents represent the display data 
both to an off-screen buffer and to the user in a perceptible 
manner. In one embodiment, the foreground protocol engine 
1106 presents the display data represented by the contents of 
the intermediate packets in a perceptible manner prior to the 
display data represented by the contents of the requested 
packet. 
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0087 Referring now to FIG. 10, a flow diagram depicts 
one embodiment of the steps taken to generate State-snap 
shots enabling real-time seeking during playback of remote 
presentation protocols. In brief overview, the background 
protocol engine 1102 receives a recording of a protocol data 
stream 1110 and while regenerating display data represented 
by the contents of the plurality of packets within the protocol 
data stream 1110, generates at least one state-snapshot. 
0088. The background protocol engine 1102 receives a 
recording of a protocol data stream 1110 comprising a 
plurality of packets (step 1002). The background protocol 
engine 1102 generates a representation of the recording of 
the protocol data stream. In one embodiment, the back 
ground protocol engine 1102 generates the representation by 
rendering the contents of the plurality of packets to a buffer. 
In some embodiments, the buffer is an off-screen buffer. 
0089. In some embodiments, the foreground protocol 
engine 1106 also receives the recording of the protocol data 
stream 1110. In these embodiments, the foreground protocol 
engine 1106 generates a human-perceptible representation 
of the recording of the protocol data stream, although, as 
discussed above, the foreground protocol engine 1106 ren 
ders both to an off-screen buffer and in a perceptible manner 
(step 1004). In one of these embodiments, the foreground 
protocol engine 1106 generates a human-perceptible repre 
sentation of the recording of the protocol data stream 1110 
by rendering the contents of the plurality of packets sub 
stantially simultaneously with the background protocol 
engine 1102 generating at least one state-snapshot during its 
reading of the recording of the protocol data stream. 
0090. After the reading of the at least one packet in the 
recording of the protocol data stream 1110, the background 
protocol engine 1102 generates at least one state-snapshot 
(step 1006). In one embodiment, the background protocol 
engine 1102 generates at least one state-snapshot during a 
sequential reading of the recording of the protocol data 
stream 1110. In another embodiment, the background pro 
tocol engine 1102 reads the at least one packet in the 
recording of the protocol data stream 1110 substantially 
simultaneously with a rendering of the contents of the packet 
to a buffer. In one embodiment, the background protocol 
engine 1102 then stores the generated state-snapshot 1104 
(step 1008). In embodiments where the background protocol 
engine 1102 generates multiple state-Snapshots periodically, 
the state-snapshots may act as markers throughout the 
recording of the protocol data stream 1110, assisting in the 
location of a particular point in time in the protocol data 
stream 1110 and of the packets that come before or after the 
state-snapshot 1104. 
0.091 Referring ahead to FIG. 12, a flow diagram depicts 
one embodiment of steps taken for adaptive generation of 
state-snapshots. In brief overview, the background protocol 
engine 1102 monitors an activity of a viewer and generates 
one or more state snapshots 1104 responsive to the level of 
activity of a viewer. 
0092. During a presentation of a representation of a 
recording of a protocol data stream 1110 to a user (step 
1202), a background protocol engine 1102 monitors an 
activity of the user (step 1204). In one embodiment, the 
foreground protocol engine 1106 generates the representa 
tion of the recording of the protocol data stream 1110 and 
presents it to the user with the display 1108. In other 
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embodiments, the background protocol engine 1102 gener 
ates the representation. In still other embodiments, a third 
device generates the representation. 
0093. The background protocol engine 1102 monitors an 
activity of the user during the presentation (step 1204). By 
monitoring the activity of the user, the background protocol 
engine 1102 develops an activity profile responsive to the 
monitoring of the activity (step 1206). The background 
protocol engine generates at least one state-snapshot 1104 
responsive to the developed activity profile (step 1208). 

0094. In some embodiments, the background protocol 
engine 1102 identifies a level of activity of the user. In some 
embodiments, the background protocol engine 1102 identi 
fies a period of inactivity. In other embodiments, the back 
ground protocol engine 1102 identifies an area of interest to 
the user in the display data. The activity profile reflects these 
identifications. 

0095 The background protocol engine 1102 generates at 
least one state-snapshot responsive to the activity profile. In 
Some embodiments, the background protocol engine 1102 
determines to extend an interval between one or more 
state-snapshots. In other embodiments, the background pro 
tocol engine 1102 determines to reduce an interval between 
one or more state-Snapshots. In still other embodiments, the 
background protocol engine 1102 determines to remove the 
at least one state-snapshot, responsive to the activity profile. 
In still other embodiments, the background protocol engine 
1102 determines to add at least one state-snapshot, respon 
sive to the activity profile. 
0096. In one embodiment, the background protocol 
engine 1102 identifies a predicted statistical distribution of 
seek probabilities. FIG. 13 is a diagram depicting three 
types of seek probability distributions of one embodiment. 
In this embodiment, the background protocol engine 1102 
collects and stores data about the seek requests made by a 
user. In one embodiment, the data includes how regularly the 
user makes a seek request. In one embodiment, the data 
includes the range, of each seek request—the distance 
between the requested display data and the current display 
data presented to the user by rendering the contents of a 
packet in the recording of the protocol data stream 1110. The 
range may be described in units of time or relative to the 
length of the entire recording of the protocol data stream 
1110. In one embodiment, the timestamp at which the seek 
request was made is recorded. 
0097 FIG. 14 is a diagram depicting one embodiment of 
generating state-snapshots responsive to a determined seek 
probability distribution. The background protocol engine 
1102 uses the collected seek request data to generate a seek 
probability distribution graph centered on the currently 
presented display data. The background protocol engine 
1102 assigns each position in the stream a value indicating 
the estimated probability the user will request to seek to the 
display data associated with that position. With this data, the 
background protocol engine 1102 determines where to place 
generated State-Snapshots 1104 and generates the at least one 
state-snapshot 1104 responsive to the statistical distribution 
of seek probabilities. 

0098 FIG. 15 depicts one embodiment of a usage pattern 
of the user. In one embodiment, the background protocol 
engine 1102 develops an activity profile for a user based 
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upon a usage pattern of the user. The usage pattern reflects 
identified seek probabilities. Areas of higher seek probabil 
ity will be provided with a higher state-snapshot density and 
areas of lower seek probability will be provided with a lower 
state-snapshot density. In some embodiments, the distance 
between any pair of state-snapshot is inversely proportional 
to the average seek probability between them. The back 
ground protocol engine 1102 expects the user to seek to 
higher probability areas, therefore the majority of seeks will 
be fast as the spacing between generated State-Snapshots 
1104 is relatively short. To ensure no individual seek request 
is excessively slow, in one embodiment the background 
protocol engine 1102 will impose an upper bound on the 
spacing of generated State-snapshots 1104 even when the 
seek probability is very low. Likewise, in another embodi 
ment a lower bound prevents placing state-snapshots too 
close together in very high probability areas. In some 
embodiments, the amount of rendering between adjacent 
state-snapshots is considered when determining state-Snap 
shot placement, to minimize latency. 

0099 For embodiments with new users or users without 
a distinguishable usage pattern, the background protocol 
engine 1102 applies a default State-Snapshot generation 
pattern. This pattern assumes most seeking will occur close 
to the current frame in either direction, but long range seek 
performance must only be at best satisfactory. The typical 
user will demand high performance when jogging back-and 
forth around the current frame as many Small seek steps can 
be achieved with jog wheel input device. Seeking long range 
is less common and noticeable delays may be an acceptable 
trade-off. 

0100 If the user strays from their recognized usage 
pattern, the background protocol engine 1102 adjusts the 
state-snapshot generation pattern during live playback with 
out the user's knowledge. The background protocol engine 
1102 moves state-snapshot positions to adjust for the new 
usage pattern. For example, if a user that normally seeks in 
Small steps with the mouse wheel begins seeking longer 
range, the background protocol engine 1102 reduces the 
number of State-snapshots around the current frame to free 
resources for adding state-snapshots within the areas at 
longer range. 

0101 FIG. 16 Summarizes one embodiment of the 
method discussed above used in a system for adaptive 
generation of state-snapshots, including a background pro 
tocol engine 1602, a foreground protocol engine 1608, a 
protocol data stream 1612, an activity profile 1604, and a 
state-snapshot 1606. The foreground protocol engine 1608 
presents a representation of a recording of a protocol data 
stream to a viewer. The background protocol engine 1602 
monitors an activity of the viewer during the presentation, 
develops an activity profile 1604 responsive to the monitor 
ing and generates and maintains a state-snapshot 1606 
responsive to the activity profile. 

0102 Referring ahead now to FIG. 18, a flow diagram 
depicts one embodiment of the steps taken to generate 
playback instructions for playback of a recorded computer 
session. In brief overview, a protocol engine, executing on 
a first device, receives a recorded session (step 1802). The 
recorded stream comprises a plurality of packets represent 
ing display data generated by an application program 
executed on a second device. The protocol engine deter 
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mines for a packet in the recorded stream, to render the 
contents of the packet in a human-perceptible manner (step 
1804). Then the protocol engine stores the determination in 
a playback data structure (step 1806). 

0103) In one embodiment, the protocol engine comprises 
a protocol engine 502, as described in FIG. 5 above. In other 
embodiments, the protocol engine comprises a background 
protocol engine 1102, as described in FIG. 11. In still other 
embodiments, the protocol engine comprises a foreground 
protocol engine 1106, as described in FIG. 11. In some 
embodiments, where the protocol engine comprises a back 
ground protocol engine 1102, the protocol engine may cease 
performing a functionality of a background protocol engine 
1102 and begin performing a functionality of a foreground 
protocol engine 1106. In some embodiments, where the 
protocol engine comprises a foreground protocol engine 
1106, the protocol engine may cease performing a function 
ality of a foreground protocol engine 1106 and begin per 
forming a functionality of a background protocol engine 
1102. In other embodiments, the protocol engine comprises 
both a protocol engine 1102 and a foreground protocol 
engine 1006. In some of these embodiments, the background 
protocol engine 1102 and the foreground protocol engine 
1106 reside on the same device. In other embodiments, the 
background protocol engine 1102 and the foreground pro 
tocol engine 1106 reside on separate devices. 

0104. In one embodiment, the protocol engine determines 
for a packet in the recorded stream to display the packet in 
a human-perceptible manner (step 1804). The display 
includes, without limitation, audio, visual, tactile, or olfac 
tory presentations, or combinations of these. In some 
embodiments, the protocol engine determines to display a 
packet based responsive to the contents of the packet. In one 
of these embodiments, the protocol engine makes the deter 
mination responsive to an indication of an application pro 
gram having input focus. In another of these embodiments, 
the protocol engine makes the determination responsive to 
an evaluation of a type of user input stored in the packet. In 
Some of these embodiments, the protocol engine makes the 
determination responsive to an evaluation of a type of 
graphics update stored by the packet. In others of these 
embodiments, the protocol engine makes the determination 
responsive to an evaluation of a type of interaction sequence 
stored by the packet. 

0105. In one embodiment, the protocol engine stores the 
determination in a playback data structure (1806). In some 
embodiments, a playback data structure describes how to 
regenerate the display data contained within the recorded 
stream. In one embodiment, the instructions stored within 
the playback data structure control the process of rendering 
display data. In one embodiment, the playback data structure 
comprises a time for rendering the contents of a packet in the 
recorded stream. In this embodiment, the time contained in 
the playback data structure is used for rendering the contents 
of the packet and not a time of rendering associated with the 
packet in the recording, if any. In one embodiment, the 
playback data structure accepts user input in changing the 
time of rendering. 

0106. In some embodiments, the playback data structure 
comprises metadata that describes how to perform one or 
more playbacks of a recorded session. In one embodiment, 
the playback data structure consists of a record for each 
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packet in the recorded stream, indicating at what relative 
point in time the contents of that packet should be rendered 
during playback. In some embodiments, the metadata also 
contains the offset within the file of the start of the packet. 
0107 Referring back now to FIG. 17, a block diagram 
depicts one embodiment of a system for rendering a 
recorded session, including a first device 1702, a back 
ground protocol engine 1704, a playback data structure 
1706, a foreground protocol engine 1708, a display 1710, a 
second device 1712, and a recorded stream 1714. The 
background protocol engine 1704 executes on a first device 
1702 and generates a playback data structure 1706 in 
response to receiving a recorded stream 1714, said recorded 
stream 1714 representing display data generated by an 
application program executed on a second device 1712 or on 
a third device. The foreground protocol engine 1708, 
receives the recorded stream 1714 and renders the recorded 
stream 1714 responsive to the playback data structure 1706 
generated by the background protocol engine 1704. 

0108. In one embodiment, the background protocol 
engine 1704 and the foreground protocol engine 1708 each 
receive the recorded stream 1714. In this embodiment, the 
background protocol engine 1704 generates the playback 
data structure substantially simultaneously with the fore 
ground protocol engine 1708 rendering the recorded stream. 

0109. In one embodiment, the foreground protocol 
engine 1708 resides on the first device 1702. In another 
embodiment, shown in shadow in FIG. 17, the foreground 
protocol engine 1708 resides neither on the first device 1702 
nor on the second device 1712. In still another embodiment, 
the foreground protocol engine 1708 resides on a third 
device. In some embodiments, the foreground protocol 
engine 1708 comprises a background protocol engine 1704. 
In some of these embodiments, the background protocol 
engine 1102 and the foreground protocol engine 1106 reside 
on the same device. In others of these embodiments, the 
background protocol engine 1102 and the foreground pro 
tocol engine 1106 reside on separate devices. 
0110. In one embodiment, the background protocol 
engine stores in the playback data structure at least one 
instruction for rendering at least one packet in the recorded 
stream. In another embodiment, the background protocol 
engine stores metadata in the playback data structure. In yet 
another embodiment, the background protocol engine stores 
in the playback data structure a record indicating a time to 
render at least one packet in the recorded session. 
0111. The foreground protocol engine 1708 renders at 
least one packet in the recorded session responsive to the 
playback data structure. In one embodiment, the foreground 
protocol engine renders at least one packet in the recorded 
session in a human-perceptible manner and to a buffer. In 
another embodiment, the foreground protocol engine ren 
ders at least one packet in the recorded session to a buffer. 
0112 Referring ahead to FIG. 19, a flow diagram depicts 
one embodiment of the steps taken in a method for playback 
of a recorded computer session. In brief overview, a back 
ground protocol engine receives a recorded stream compris 
ing a plurality of packets representing display data generated 
by an application program executing on a second device 
(step 1902). The background protocol engine determines for 
at least one packet in the recorded stream, to render the 
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packet in a human-perceptible manner (step 1904). The 
background protocol engine stores the determination in a 
playback data structure (step 1906). A foreground protocol 
engine retrieves at least one packet from the recorded stream 
(step 1908), access the playback data structure (step 1910), 
and renders the at least one packet responsive to the play 
back data structure (step 1912). 
0113. In one embodiment, the protocol engine determines 
for a packet in the recorded stream to display the packet in 
a human-perceptible manner (step 1904). The display 
includes, without limitation, audio, visual, tactile, or olfac 
tory presentations, or combinations of these. In some 
embodiments, the protocol engine determines to display a 
packet based responsive to the contents of the packet. In one 
of these embodiments, the protocol engine makes the deter 
mination responsive to an indication of an application pro 
gram having input focus. In another of these embodiments, 
the protocol engine makes the determination responsive to 
an evaluation of a type of user input stored in the packet. In 
Some of these embodiments, the protocol engine makes the 
determination responsive to an evaluation of a type of 
graphics update stored by the packet. In others of these 
embodiments, the protocol engine makes the determination 
responsive to an evaluation of a type of interaction sequence 
stored by the packet. In one embodiment, the protocol 
engine stores the determination in a playback data structure 
(1906). 
0114. In one embodiment, the foreground protocol engine 
receives the recorded session. In other embodiments, the 
foreground protocol engine retrieves the recorded session. In 
Some of these embodiments, the foreground protocol engine 
retrieves the recorded session from a storage element. 
0.115. In one embodiment, the foreground protocol engine 
retrieves at least one packet from the recorded stream (step 
1908). In this embodiment, the foreground protocol engine 
then accesses the playback data structure (step 1910) and 
renders the contents of the packet responsive to the playback 
data structure (step 1912). In some embodiments, the play 
back data structure contains an instruction to render the 
contents of the packet in a perceptible manner. In one of 
these embodiments, the foreground protocol engine renders 
the contents of the packet on-screen. In some embodiments, 
the foreground protocol engine always renders the contents 
of the at least one packet to a buffer. In many embodiments, 
when the foreground protocol engine renders the contents of 
a packet to a buffer, it is an off-screen buffer. In one of these 
embodiments, the foreground protocol engine renders the 
contents of the packet to an off-screen buffer and also 
renders the contents of the packet on-screen, as directed by 
the playback data structure. 
0116. In other embodiments, the playback data structure 
comprises an instruction not to render the contents of the 
packet in a perceptible manner. In one of these embodi 
ments, upon accessing the playback data structure, the 
foreground protocol does not render the contents of the 
packet in a perceptible manner but does render the contents 
of the packet to a buffer. 
0.117) For embodiments in which the foreground protocol 
engine renders the contents of a packet only to an off-screen 
buffer, responsive to the playback data structure, the fore 
ground protocol engine perceptibly regenerates display data 
differing from the recorded stream. This results, in one 
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embodiment, in a presentation of display data shorter than 
the original recorded stream. In some embodiments, the 
rendered contents of the packets provide a streamlined 
regeneration of the original display data. In other embodi 
ments, the rendered contents of the packets provide a 
customized version of the display data. In one embodiment, 
the determination to render the contents of the packet in a 
perceptible manner is responsive to a policy or user request. 
These embodiments provide users with control over the 
playback of the recorded session. 
0118 Referring ahead now to FIG. 21, one embodiment 

is depicted of rendering a recorded session with perceptible 
intervals of time containing no activity eliminated. In this 
figure, black blocks represents a packet or packets contain 
ing user input and dotted blocks represents a packet or 
packets containing graphics commands. The time intervals 
represented by white blocks in both the “User input' and 
“Graphics' rows have no packets and hence no activity at 
all. 

0119. One embodiment of a method to eliminate percep 
tible intervals of time with no activity is as follows. A first 
packet in a recorded session is identified. The recorded 
session comprises a plurality of packets representing display 
data. The nearest previous packet to the first packet in the 
recorded session is identified as a second packet. A first time 
interval is determined, the time interval occurring between 
said first packet and said second packet. A determination is 
made that the first time interval exceeds a threshold. The 
contents of the packets in the recorded session are rendered 
with a second time interval between said first packet and said 
second packet shorter than the first time interval. 
0120 In one embodiment, a protocol engine makes the 
determinations. In some embodiments, the protocol engine 
stores the determinations in a playback data structure. In one 
embodiment, the same protocol engine renders the recorded 
session responsive to the playback data structure. In another 
embodiment, the protocol engine making the determinations 
comprises a background protocol engine and the protocol 
engine rendering the recorded session comprises a fore 
ground protocol engine. 

0121. In one embodiment, when the protocol engine 
determines that the time interval exceeds the threshold, the 
protocol engine categorizes the time interval as a perceptible 
time interval. A time interval is perceptible if a user of the 
regenerated recorded session can perceive that a period of 
time lacking activity has elapsed. In some embodiments, a 
policy determines the threshold. In other embodiments, the 
protocol engine is hard coded with a predefined threshold. In 
this embodiment, the protocol engine stores an instruction in 
the playback data structure to render a shorter time interval 
between the first and second packets instead of the original 
time interval. In another embodiment, the protocol engine 
determining that the time interval exceeds the threshold also 
renders the contents of the recorded session. In this embodi 
ment, the protocol engine does not store the instruction to 
render the shorter time interval in the playback data struc 
ture. For a time interval not categorized as perceptible, no 
shortened time interval is needed and the original time 
interval is rendered between the first and second packets. 
0122) Referring back now to FIG. 20, a flow diagram 
depicts one embodiment of the steps taken to generate 
playback instructions for rendering a recorded session. In 
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brief overview, a type of input stored by a packet in a 
recorded session is identified (step 2002) and the packet is 
marked responsive to the type of input (step 2004). Then a 
destination for rendering the contents of the packet, respon 
sive to the marking, is stored in a playback data structure. 
0123. In one embodiment, the type of input stored by a 
packet determines whether or not the packet will be ren 
dered. In one embodiment, the packet contains no content. 
In some embodiments, at least one packet contains no 
content. In these embodiments, an interval of time com 
prised of at least one packet containing no content is 
identified. In some of these embodiments, the interval of 
time will not be rendered. 

0.124. In some embodiments, the type of input refers to 
input from certain types of input devices, including, without 
limitation, a keyboard, a mouse, a microphone, or a camera. 
In one embodiment the step of identifying the type of input 
further comprises identifying the type of input as input from 
an input device. In another embodiment, the step of identi 
fying the type of input further comprises identifying the type 
of input as keyboard input. In other embodiments, the type 
of input is not related to the input device. In one of these 
embodiments, the type of input is identified as a command. 
0.125 The packet containing the input is marked respon 
sive to the type of input it contains (step 2004). In one 
embodiment, the packet is marked responsive to a policy. In 
this embodiment, a policy determines the types of input 
which result in a packet being marked. In another embodi 
ment, no marking is required. 

0.126 A destination for rendering the packet is stored in 
a playback data structure responsive to the marking (step 
2006). In some embodiments, the destination comprises a 
buffer. In one embodiment, an instruction is stored in the 
playback data structure, directing rendering of the packet to 
the buffer. In one embodiment, the buffer is an off-screen 
buffer and when the contents of the packet are rendered to 
the buffer they are not perceptible to a user of the rendering. 
In one embodiment, an instruction is stored in the playback 
data structure, directing rendering of the marked packet both 
in a perceptible manner and to a buffer. 
0127. In one embodiment, the method eliminates percep 
tible intervals of time containing no meaningful activity. In 
this embodiment, a policy identifies a particular type of input 
as meaningful or as insignificant. The policy may be hard 
coded into a protocol engine, in Some embodiments. In other 
embodiments, an administrator configures the policy. 
0128. In some embodiments, a protocol engine identifies 
a packet as insignificant if the packet contains no content. In 
Some of those embodiments, the packet represents an inter 
val of time in which the no user activity occurred to be 
recorded into the recorded stream 1714. In these embodi 
ments, the protocol engine stores in a playback data structure 
a destination for rendering each of the plurality of packets in 
the recorded stream in Such a way that any insignificant 
packet does not render in a perceptible manner. FIG. 22 
depicts one embodiment of a regenerated recorded stream 
whose contents are rendered responsive to a playback data 
structure. Rendering responsive to the playback data struc 
ture, in this embodiment, allows elimination of intervals of 
time containing no meaningful activity (depicted by the 
white and striped blocks in FIG. 22), which includes inter 
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vals of time containing no activity at all. This rendering 
provides a more meaningful regeneration of the recorded 
session to a user, where a policy determines when content 
represents meaningful activity. In one embodiment, the 
content representing meaningful activity comprises types of 
user input. 
0129. In some embodiments, the protocol engine identi 
fies an input type responsive to previously defined input 
types comprising provably insignificant time. In some 
embodiments, insignificant time includes an interval of time 
in which no packet contains any content. In other embodi 
ments, a policy defines the input types, which constitute 
insignificant time. In still other embodiments, a definition of 
an input type comprising provably insignificant time is hard 
coded into the protocol engine. 
0130. In some embodiments, the contents of a packet 
represent user activity but a policy identified the activity as 
insignificant activity. In one of these embodiments, the 
policy defines an insignificant activity as activity deemed to 
be of no interest to a user of the regenerated recorded 
session. In another of these embodiments, meaningful pack 
ets contain contents of interest to a user of the regenerated 
recorded session, as determined by the policy. In one 
embodiment, an insignificant packet has no content repre 
senting input meaningfully interacting with an application. 
In another embodiment, the device transmitting application 
data in the protocol data stream from which the recorded 
stream was created transmitted no meaningful screen 
updates. 

0131. In one embodiment, the protocol engine determines 
for at least one packet in the recorded session whether the 
contents of the packet include types of input such as, without 
limitation, keyboard input, mouse input, or command mes 
sages. If the packet does contain a type of input Such as 
keyboard input, the protocol engine marks the packet as a 
meaningful packet. If the packet does not contain that type 
of input, the protocol engine marks the packet as insignifi 
cant. In one embodiment, the packet is insignificant only if 
all of its contents are insignificant. In another embodiment, 
a packet contains more than one type of input each of which 
may be marked as meaningful or insignificant. 
0132) In one embodiment, when the protocol engine 
marks a packet as insignificant, the protocol engine deter 
mines that the contents of the packet should not render in a 
perceptible manner. In some embodiments, the protocol 
engine determines instead that the contents of the packet 
should render to a buffer. In one of these embodiments, the 
buffer is an off-screen buffer. If the packet is marked as a 
meaningful packet, the protocol engine determines, in one 
embodiment, that the contents of the packet should render in 
a perceptible manner. In some embodiments, a perceptible 
manner comprises rendering on-screen. In one embodiment, 
the protocol engine determines that the packet should render 
both in a perceptible manner and to a buffer. In this embodi 
ment, the contents of the packet render both to an on-screen 
display and to an off-screen buffer. The protocol engine 
stores the determination in the playback data structure. 
0133. In one embodiment, depicted in FIG. 22, certain 
packets in the recording stream have content representing 
meaningful user activity, in this embodiment a mouse input 
indicating an active mouse button State represented by the 
black blocks in FIG. 22. Other packets in the recording 
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stream have content representing mouse input indicating an 
inactive mouse button state, represented by the striped 
blocks in FIG. 22. The protocol engine identifies at least one 
packet containing only insignificant activity, such as a 
mouse input indicating an inactive mouse button state, and 
stores in a playback data structure a determination that the 
contents of the packet should not render in a perceptible 
manner. By making this determination, a protocol engine 
rendering the contents of the recorded stream responsive to 
the playback data structure regenerates only the display data 
relevant to the user of the regenerated recorded session, 
where a policy defines relevance or where the protocol 
engine comprises a definition of relevant content. 

0.134 Referring now to FIG. 23, a flow diagram depicts 
one embodiment of the steps taken to eliminate periods with 
no meaningful activity in rendering a recorded session. A 
first time interval is determined, the time interval occurring 
between a marked packet and a nearest previous marked 
packet in a recorded session (step 2302). The recorded 
session comprises a plurality of packets representing display 
data. A determination is made that the first time interval 
exceeds a threshold (step 2304). The contents of the packets 
in the recorded session are rendered with a second time 
interval between the marked packet and the nearest previous 
marked packet shorter than the first time interval (step 
2306). 
0.135) In one embodiment, a protocol engine makes the 
determinations. In some embodiments, the protocol engine 
stores the determinations in a playback data structure. In one 
embodiment, the same protocol engine renders the recorded 
session responsive to the playback data structure. In another 
embodiment, the protocol engine making the determinations 
comprises a background protocol engine and the protocol 
engine rendering the recorded session comprises a fore 
ground protocol engine. 

0.136. In some embodiments, the protocol engine makes 
the determination of the first time interval (step 2302) and 
whether or not the first time interval exceeds a threshold 
(step 2304) after a packet has been marked as a meaningful 
packet responsive to the type of input contained in the 
packet. In one of these embodiments, the type of output 
contained in the packet impacts the determination to mark 
the packet. In one embodiment, the protocol engine deter 
mines the time interval between the packet marked as 
meaningful and the nearest previous meaningful packet, or 
the start of the recording if there are no previous meaningful 
packets. In another embodiment, the protocol engine renders 
the contents of the recorded session with a second time 
interval between the marked packet and a previous packet 
said second time interval comprising a shorter time interval 
than the first time interval. In another embodiment, the 
protocol engine renders the contents of the recorded session 
with a second time interval between the marked packet and 
a packet following the marked packet, said second time 
interval comprising a shorter time interval than the first time 
interval. 

0.137 In one embodiment, when the protocol engine 
determines that the time interval exceeds the threshold (step 
2304), the protocol engine categorizes the time interval as a 
perceptible time interval. A time interval is perceptible if a 
user of the regenerated recorded session can perceive that a 
period of time lacking activity has elapsed. In some embodi 
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ments, a policy determines the threshold. In other embodi 
ments, the protocol engine is hard coded with a predefined 
threshold. In this embodiment, the protocol engine stores an 
instruction in the playback data structure to render a shorter 
time interval between the two meaningful packets instead of 
the original time interval. In another embodiment, the pro 
tocol engine determining that the time interval exceeds the 
threshold also renders the contents of the recorded session. 
In this embodiment, the protocol engine does not store the 
instruction to render the shorter time interval in the playback 
data structure. For a time interval not categorized as per 
ceptible, no shortened time interval is needed and the 
original time interval is rendered between the two meaning 
ful packets. 

0138. In some embodiments, contents of a packet in the 
recorded stream represent graphics updates affecting a 
screen region. In one embodiment, the graphics updates 
include, without limitation, flashing system tray icons, title 
bars or task bar entries, blinking text in web pages or 
applications, clock displays, system animations, application 
animations, and stock tickers and other periodically updated 
information displays. In some embodiments, graphics 
updates such as these are determined to be insignificant to a 
user of a regeneration of the recorded stream. In one of these 
embodiments, a protocol engine comprises this determina 
tion. In another of these embodiments, a policy defines at 
least one graphics update as insignificant. In this embodi 
ment, an administrator generates the policy. In another 
embodiment, a user of the regeneration of the recorded 
stream generates the policy. 

0139 Referring now to FIG. 24, a flow diagram depicts 
one embodiment of the steps taken to eliminate a graphics 
update in rendering a recorded session. In brief overview, a 
graphics update is identified (step 2402) and the screen 
region affected by the graphics update is determined (step 
2404). An indication of the location and state of the affected 
screen region is stored (step 2406) and a second graphics 
update affecting the state of the screen region is identified 
(step 2408). Then a destination for rendering and a time 
interval for rendering are indicated, responsive to whether 
the second graphics update varies the region affected by the 
first graphics update (step 2410 and step 24.12). 

0140. In one embodiment, a protocol engine performs the 
steps depicted by FIG. 24. In this embodiment, the protocol 
engine identifies a packet in a recorded session, said 
recorded session representing display data generated by an 
application program and said packet containing a first graph 
ics update. The protocol engine determines a screen region 
affected by the first graphics update. In one embodiment, the 
graphics update affects a screen region by changing the data 
displayed on that portion of the screen. The protocol engine 
stores an indication of the state of the screen region after the 
first graphics update and the location of the screen region. In 
one embodiment, the protocol engine stores a copy of the 
updated Screen region. In another embodiment, the protocol 
engine stores a hash of the updated Screen region. 

0141. In one embodiment, the protocol engine identifies 
a second graphics update affecting the screen region within 
a time interval. In some embodiments, a policy determines 
the length of the time interval. In one of these embodiments, 
the policy determines a time interval approximating the 
upper limit of human scale cyclic periods used by applica 
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tions and operating systems. In one embodiment, when a 
region of the screen goes through a cyclic display, at a period 
designed to be viewed by the user (for example, a significant 
fraction of a second up to several seconds), the display 
comprises a human Scale cyclic period. In some embodi 
ments, the protocol engine comprises a definition of the 
length of the time interval. 

0142. In an embodiment where the protocol engine iden 
tifies a second graphics update affecting the screen region 
affected by the first graphics update, the protocol engine 
determines whether the state of the screen region after the 
second graphics update varies from the state of the screen 
region after the first graphics update. If the screen region 
does not vary after the second graphics update, the second 
graphics update need not render in the regenerated recorded 
session. A screen graphics update in this embodiment need 
not render since the protocol engine determined that the 
graphics update is performing a cycle of drawing commands 
at human-scale speeds, making the update observable to a 
user of the regenerated recorded session, but the graphics 
update carries insignificant information for the user. In some 
embodiments, the graphics update affects the screen region 
by drawing, without limitation, a caret flashing, a flashing 
taskbar icon, a network activity indicator, or Scrolling text. 
In some embodiments, a policy determines that affecting a 
screen region with that type of graphics update does not 
constitute a meaningful activity and should not render in the 
regeneration of the recorded session for a user. In other 
embodiments, the protocol engine comprises this determi 
nation. 

0.143. In one embodiment, an indication of a destination 
for rendering the second packet containing the second 
graphic update affecting the screen region is stored in a 
playback data structure, responsive to whether the Screen 
region varies after the second graphics update. In another 
embodiment, an indication of a time interval to render 
associated with the second packet containing the second 
graphic update affecting the screen region is stored in a 
playback data structure, responsive to whether the state of 
the screen region after the second graphics update varies 
from the state of the screen region after the first graphics 
update. 

014.4 FIG. 25 depicts one embodiment of rendering the 
regenerated recorded session responsive to indications 
stored in a playback data structure, responsive to whether the 
state of the screen region after the second graphics update 
varies from the state of the screen region after the first 
graphics update. In one embodiment, the screen region 
affected by the first graphics update does not vary after the 
second graphics update. In this embodiment, an indication is 
stored in a playback data structure not to render the second 
graphics update in a perceptible manner. In one embodi 
ment, not perceptibly rendering the second graphics update 
comprises rendering the second graphics update off-screen 
and not on-screen. In some embodiments, not perceptibly 
rendering the second graphics update comprises rendering 
the second graphics update to an off-screen buffer. In one 
embodiment, not perceptibly rendering the second graphics 
update comprises not rendering the second graphics update. 
In some embodiments, a determination not to render the 
second graphics update perceptibly comprises rendering a 
perceptible indication that the graphics update is not ren 
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dered. In one of these embodiments, a user of the regener 
ated recorded session may request that the second graphics 
update render perceptibly. 
0145 FIG. 25 depicts an embodiment in which a cyclic 
update is detected by determining that the state of the screen 
region after the second graphics update does not vary from 
the state of the screen region after the first graphics update 
and determining not to render the second graphics update 
responsive to the detection of the cyclic update. In one 
embodiment where the state of the screen region affected by 
the second graphics update varies from the state of the 
screen region after the first graphics update, a determination 
is made to render the contents of the packet in a perceptible 
manner and to a buffer. 

0146 In some embodiments, the contents of a plurality of 
packets represent a graphics update. In one of these embodi 
ments, a determination to render a graphics update in a 
perceptible manner is made responsive to the effects of more 
than two graphics updates on a screen region. In one 
embodiment, the determination of a destination for render 
ing a graphics update is responsive to the graphics update 
represented by the contents of each packet in the identified 
plurality of packets. 

0147 In some embodiments, contents of a packet in the 
recorded stream represent an interaction sequence. In one 
embodiment, the interaction sequence comprises, without 
limitation, a logon sequence, a logoff sequence, or the 
entering of credentials. In some embodiments, interaction 
sequences such as these are determined to be insignificant to 
a user of a regeneration of the recorded stream. In one of 
these embodiments, a protocol engine comprises this deter 
mination. In another of these embodiments, a policy defines 
at least one interaction sequence as insignificant. In this 
embodiment, an administrator generates the policy. In 
another embodiment, a user of the regeneration of the 
recorded stream generates the policy. 
0148 Referring now to FIG. 26, a flow diagram depicts 
one embodiment of the steps taken to eliminate interaction 
sequences in rendering a recorded session. A start of an 
interaction sequence of at least one packet is identified 
responsive to a policy (step 2602). In a playback data 
structure there is an indication that the interaction sequence 
should render to a buffer (step 2604). A termination of the 
interaction sequence of at least one packet is identified (step 
2606). A first time interval between a packet preceding the 
identified start of the interaction sequence and a packet 
following the identified termination of the interaction 
sequence is identified (step 2608). A playback data structure 
contains an indication to render a second time interval 
shorter than the first time interval (step 2610). 
0149. In one embodiment, a protocol engine makes the 
identifications and indications to eliminate an interaction 
sequence. An identification of a start of an interaction 
sequence is made (step 2602). In one embodiment, the start 
of the interaction sequence is identified by identifying a 
visual marker. In one embodiment, a visual marker com 
prises a credentials window, displayed in the same way for 
all sessions. In another embodiment, a visual marker com 
prises a replacement of a credentials window by a blank 
screen and then by a desktop background. In one embodi 
ment, a visual marker comprises the display of recognizable 
1COS. 
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0150. In some embodiments, a start of an interaction 
sequence is identified by determining a start time of an 
interaction sequence. In one of these embodiments, a com 
ponent detects the start time of an event in an interaction 
sequence. In another of these embodiments, the component 
detects the start time of a logon sequence. In still others of 
these embodiments, the component detects the start time of 
a logoff sequence. In one embodiment, the identification of 
the start of the interaction sequence is responsive to identi 
fying a window with an input focus. 
0151. An indication is made in a playback data structure 
that an interaction sequence should render in a buffer (step 
2604). In this embodiment, where an identified interaction 
sequence should not render perceptibly, the interaction 
sequence is rendered to a buffer. Rendering the interaction 
sequence to a buffer results in the interaction sequence being 
imperceptible to a user of the rendering. For embodiments 
where a policy or user categorized the interaction sequence 
as insignificant, this rendering results in the elimination of 
an insignificant interaction sequence. 

0152 An identification of a termination of an interaction 
sequence is also made (step 2606). In some embodiments, 
the termination of the interaction sequence is identified by 
identifying a visual marker. In other embodiments, a termi 
nation of an interaction sequence is identified by determin 
ing a termination time of the interaction sequence. In one of 
these embodiments, a component detects the termination 
time of an event in an interaction sequence. In another of 
these embodiments, the component detects the termination 
time of a logon sequence. In still others of these embodi 
ments, the component detects the termination time of a 
logoff sequence. In another embodiment, identifying the 
termination of the interaction sequence is responsive to 
identifying a window with an input focus. 
0153. In some embodiments, an interaction sequence 
comprises use of an application. In one of these embodi 
ments, a policy identifies interaction sequences comprising 
use of an application that should not render in a perceptible 
manner. In one embodiment, Such applications include, 
without limitation, word processing documents. 
0154) In one of these embodiments, a start of an inter 
action sequence is identified by identifying an application 
having input focus. When the contents of a packet represent 
a window having focus, a determination is made as to the 
application responsible for the process that created the 
window. In one embodiment, the contents of the packet 
representing a window having focus include window noti 
fication messages indicating a change in input focus. If the 
responsible application identifies a start of an interaction 
sequence which should not render perceptibly, an indication 
is stored in a playback data structure to render the interaction 
sequence to a buffer. A termination of an interaction 
sequence is identified by identifying the acquisition of focus 
by a window owned by a process not associated with the 
application of the interaction sequence. 

0.155. In one embodiment, a first time interval is associ 
ated with the interaction sequence. Perceptibly rendering the 
time interval associated with the interaction sequence in an 
embodiment where the interaction sequence itself does not 
render results in a period of time perceptible to a user of the 
rendering in which no display data renders and the user waits 
through the time interval before a rendering of the contents 
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of a packet after the interaction sequence. One embodiment 
eliminates the time interval associated with the interaction 
sequence by rendering a shorter time interval in place of the 
original time interval. In this embodiment, a first time 
interval between a packet preceding the identified start of the 
interaction sequence and a packet following the identified 
termination of the interaction sequence is identified (step 
2608). A playback data structure contains an indication to 
render a second time interval shorter than the first time 
interval (step 2610). 

0156. In some embodiments, a protocol engine renders 
the contents of a packet in a recorded session, providing to 
a user a regeneration of the recorded session. In some of 
these embodiments, the protocol engine automatically varies 
the time intervals between rendering the contents of at least 
one packet, resulting in context-sensitive time-warped play 
back. In these embodiments, rendering approximates the 
ability of the user to comprehend the display data presented 
to the user. In one embodiment, the time intervals between 
rendering contents of packets increase when the protocol 
engine determines the display data represented by the con 
tents of the packets to have an increased level of complexity 
or importance, as defined by a policy. In another embodi 
ment, the time intervals between rendering contents of 
packets decrease when the protocol engine determines the 
display data represented by the contents of the packets to 
have a decreased level of complexity or importance, as 
defined by a policy. In these embodiments, the protocol 
engine approximates the ability of the user to comprehend 
the display data and renders the contents either more slowly 
to give the user time to comprehend the rendering or renders 
the contents faster when a user requires less comprehension 
time. 

0157 Referring now to FIG. 27, a flow diagram depicts 
one embodiment of the steps taken in automatic time 
warped playback in rendering a recorded computer session. 
A protocol engine receives a recorded session (step 2702), 
the recorded session comprising a plurality of packets and 
representing display data, and the protocol engine determin 
ing a measure of complexity represented by at least Some of 
the plurality of packets in the recorded session (step 2704). 
The protocol engine identifies an interval of time between 
the at least some of the plurality of packets in the recorded 
session (step 2706) and modifies the interval of time respon 
sive to the measure of complexity represented by the at least 
Some of the plurality of packets in the recorded session (step 
2708). The protocol engine stores in a playback data struc 
ture the modified interval of time (step 2710) and the 
recorded data stream is rendered responsive to the playback 
data structure (step 2712). 

0158. In some embodiments, the protocol engine deter 
mining the measure of complexity, identifying the interval of 
time, modifying the interval of time and storing the modi 
fication is a background protocol engine. In one of these 
embodiments, the background protocol engine also renders 
the recorded stream. In another of these embodiments, a 
foreground protocol engine renders the recorded stream 
responsive to the playback data structure. In some embodi 
ments, the background protocol engine and the foreground 
protocol engine reside on the same device. In other embodi 
ments, the background protocol engine and the foreground 
protocol engine reside on separate devices. 
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0159. In some embodiments, the protocol engine deter 
mines a measure of complexity represented by at least some 
of a plurality of packets in the recorded session (step 2704). 
In some of these embodiments, the protocol engine deter 
mines the measure of complexity by identifying likely 
sequences of typing in keyboard input. In one embodiment, 
the protocol engine inspects at least one type of key involved 
to identify likely sequences of typing in keyboard input. In 
another embodiment, the protocol engine inspects a 
sequence of at least one glyph rendered to complete a 
heuristic approximation of likely sequences of typing in 
keyboard input. 

0.160 In some of these embodiments, the protocol engine 
stores classifications of keys determined by characteristics 
of the key. Key characteristics include, without limitation 
printable or non-printable characters, white space, naviga 
tion keys, or function keys, and include combinations of 
characteristics. In one embodiment, a protocol engine deter 
mines that sections of input comprising printable characters 
and occasional navigation keys constitute normal typing, 
while sections with mostly non-visible keys do not consti 
tute normal typing. in one embodiment, the protocol engine 
determines a measure of complexity responsive to the 
amount of white space identified. In this embodiment, the 
protocol engine comprises a definition of word processing 
indicating that a white space key appears on average 
approximately every 5-8 characters in typical typing pat 
terns. 

0.161 In one embodiment, the protocol engine uses the 
appearance of non-printable characters to determine the 
measure of complexity. In another embodiment, the protocol 
engine accesses the keystroke sequences to identify 
sequences of non-white space printable characters appearing 
close together in time. In this embodiment, the protocol 
engine comprises the capacity to compare the keystroke 
sequences to a dictionary to identify valid words and deter 
mine a measure of complexity relating to an ability of a user 
to comprehend valid words versus invalid words. 

0162. In another embodiment, the protocol engine deter 
mines that the contents of the packet contain commands to 
render glyphs. In this embodiment, the protocol engine uses 
the glyphs to determine whether the display data represents 
a user activity of typing. In this embodiment, if a glyph 
rendering rate approximates the keyboard input rate with a 
Small delay, it is likely that keystrokes are directly resulting 
in glyphs, thus making it quite likely the user is typing. In 
one embodiment, the protocol engine correlates the keys 
entered with the glyphs produced. In another embodiment, 
the protocol engine determines the spatial sequence (left-to 
right, right-to-left, etc.) of the rendered glyphs to determine 
that a user is typing. In one embodiment, the protocol engine 
makes the determination of the measure of complexity 
responsive to the result of analyzing the contents of the 
plurality of packets and identifying patterns and activities 
represented by the contents. 

0163. In other embodiments, the protocol engine makes 
the determination of the measure of complexity responsive 
to an identification of a type of mouse input. In one 
embodiment, the protocol engine determines that a mouse 
input representing a click of the mouse causes actions that 
may need a slower rendering rate to comprehend, especially 
if the clicks follow a sequence of typing. In another embodi 
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ment, the protocol engine determines that mouse input that 
does not represent a clicking of a mouse does not affect the 
ability of a user to comprehend display data, and thus does 
not affect the measure of complexity. 

0164. In other embodiments, the protocol engine makes 
the determination of the measure of complexity responsive 
to identifying a heuristic approximation of complexity of a 
graphics update. In one embodiment, the protocol engine 
identifies a heuristic approximation of complexity of a 
graphics update based upon, without limitation, the size of 
region(s) being updated, the size of the area of the region 
changed by the graphics commands, a historical frequency 
of updates to individual regions, cyclic graphics commands, 
number of graphics commands, frequency of graphics com 
mands, time interval between adjacent packets whose con 
tents contain graphics command, or the type of graphics 
update. In an embodiment where the protocol engine iden 
tifies a low measure of complexity for the graphics update, 
the protocol engine determines a low measure of complexity 
represented by the packets containing the graphics updates. 
In an embodiment where the protocol engine identifies a 
high measure of complexity for the graphics update, the 
protocol engine determines a high measure of complexity 
represented by the packets containing the graphics updates. 

0165. In one embodiment, the protocol engine identifies 
an interval of time between the at least some of the plurality 
of packets in the recorded session (step 2706). In this 
embodiment, the protocol engine modifies the interval of 
time responsive to the determined measure of complexity 
(step 2708). In an embodiment where at least some of the 
plurality of packets in the recorded session have content 
representing display data associated with a high measure of 
complexity, the protocol engine increases the interval of 
time between the packets to allow the user of the rendering 
increased time to comprehend the rendered display data. In 
another embodiment where at least some of the plurality of 
packets in the recorded session have content representing 
display data associated with a low measure of complexity, 
the protocol engine decreases the interval of time between 
the packets to reflect decreased amount of time the user 
requires to comprehend the rendered display data. In one 
embodiment, a user requires a different amount of time 
between the rendered contents of packets than the amount 
rendered by the protocol engine. In this embodiment, the 
user modifies the interval of time to reflect the amount of 
time the user requires to comprehend the rendered display 
data. In some embodiments, the protocol engine also iden 
tifies a time interval between the at least some of the 
plurality of packets and other packets in the plurality of 
packets, modifying the interval of time identified between 
those sets of packets. 

0166 In some embodiments, the protocol engine identi 
fies a first marker associated with a packet in the recorded 
session. In one embodiment, the packet comprises the 
marker. In another embodiment, the recorded session com 
prises the marker. 

0167. In one embodiment, a user of the rendering of the 
display data defines the marker. In another embodiment, the 
protocol engine defines the marker. In embodiments where 
the protocol engine identifies a marker, the protocol engine 
modifies the interval of time responsive to the first marker. 
In one embodiment, the protocol engine increases the inter 
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val of time providing the user of the rendering of the display 
data additional time for comprehending the contents of the 
packet associated with the first marker. In other embodi 
ments, the protocol engine identifies a second marker in a 
second packet. In this embodiment, the protocol engine 
modifies the interval of time responsive to the distance 
between the first marker and the second marker. In this 
embodiment, the protocol engine provides increased time 
for comprehension of display data represented by contents 
of packets marked and decreased time for comprehension of 
data represented by contents of unmarked packets. In one 
embodiment, a user defines markers for display data of 
interest to the user and the protocol engine renders addi 
tional time for the display data of interest to the user and 
decreases time of rendering for display data not of interest 
to the user, as determined by the markers. 
0.168. In one embodiment, the protocol engine identifies 
a first marker in the at least some of the plurality of packets 
in the recorded session, said marker indicating an initial 
packet in the at least Some of the plurality of packets in the 
recorded session. The protocol engine modifies the interval 
of time responsive to the first marker. The protocol engine 
identifies a second marker in a second packet in the at least 
Some of the plurality of packets in the recorded session, said 
second marker indicating a final packet in the at least some 
of the plurality of packets in the recorded session and 
modifying the interval of time responsive to the interval of 
time between the first marker and the second marker. 

0169. In one embodiment, the protocol engine stores the 
modified interval of time in a playback data structure (step 
2710) and the recorded stream is rendered responsive to the 
contents of the playback data structure (step 2712). In one 
embodiment, the protocol engine also renders the recorded 
stream responsive to the playback data structure instructions 
regarding modified time intervals. In another embodiment, a 
separate foreground protocol engine renders the recorded 
Stream. 

0170 In some embodiments, a determination is made that 
recorded interaction with an application requires increased 
time for rendering, to provide a user of the rendering 
increased time for comprehension of the rendered display 
data. In some of these embodiments, the determination is 
made that the application requiring increased time comprises 
a more important application than an application not requir 
ing the increased time. In one of these embodiments, the user 
makes the determination. In another of these embodiments, 
a policy makes the determination. In still another of these 
embodiments, the protocol engine comprises a definition of 
applications that require increased time. 

0171 Referring now to FIG. 28, a flow diagram depicts 
one embodiment of the steps taken for automatic time 
warped playback responsive to an identified application in 
rendering a recorded computer session. A recorded session 
comprising a plurality of packets and representing display 
data is received (step 2802). A first packet having a content 
representing a window having focus is identified, said win 
dow indicating an application (step 2804). A time interval is 
identified between a second packet whose contents render 
prior to the rendering of the content of the first packet and 
a third packet whose contents render after the rendering of 
the content of the first packet (step 2806). The identified time 
interval is modified responsive to the indicated application 
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(step 2808). At least one packet in the recorded stream is 
rendered responsive to the modification (step 2810). 
0172 In one embodiment, a protocol engine receives the 
recorded session (step 2802). In this embodiment, the pro 
tocol engine also identifies a first packet having a content 
representing a window having focus is identified, said win 
dow indicating an application (step 2804). In one embodi 
ment, the contents of the packet representing a window 
having focus include window notification messages indicat 
ing a change in input focus. In one embodiment, a time 
interval is identified between a second packet whose con 
tents render prior to the rendering of the content of the first 
packet and a third packet whose contents render after the 
rendering of the content of the first packet (step 2806). In 
this embodiment, the protocol engine identifies a packet 
whose contents render prior to the rendering of content 
representing an application window having focus, a packet 
whose contents represent the application window having 
focus, and a packet whose contents represent the application 
window no longer having focus. 
0173. In some embodiments, the protocol engine modi 
fies the time interval preceding the application having focus. 
In other embodiments, the protocol engine modifies the time 
interval following the application having focus. In one 
embodiment, the protocol engine then determines the inter 
val of time in which the application window has focus and 
modifies that time interval responsive to the type of appli 
cation. In one embodiment, the protocol engine increases the 
identified time interval. In this embodiment, the protocol 
engine provides the user of the rendering an increased 
amount of time to review the application. In another embodi 
ment, the protocol engine decreases the identified time 
interval. In this embodiment, the protocol engine provides 
the user of the rendering a decreased amount of time to 
review the application, reflecting the decreased amount of 
interest in the application. 
0.174. In one embodiment, the protocol engine renders at 
least one packet in the recorded stream responsive to the 
modification. In one embodiment, the protocol engine ren 
ders the contents of the at least one packet in the recorded 
stream to a buffer. In one embodiment, rendering to a buffer 
does not render the contents of the packet in a perceptible 
manner. In another embodiment, the protocol engine renders 
the contents of the at least one packet in the recorded stream 
to a buffer and in a perceptible manner. In some embodi 
ments, the protocol engine indicates the modified time 
interval in a playback data structure and a separate protocol 
engine renders the recorded session responsive to the infor 
mation stored in the playback data structure. 
0175 Referring now to FIG. 29, a block diagram depicts 
one embodiment of a system for automatic time-warped 
playback in rendering a recorded computer session, includ 
ing a protocol engine 2902, a recorded stream 2910, a 
playback data structure 2904, and a display 2908. In brief 
overview, the protocol engine 2902 generates a playback 
data structure 2904 in response to receiving a recorded 
stream 2910, said recorded stream 2910 comprising a plu 
rality of packets, and said protocol engine 2902 rendering at 
least one packet in the recorded stream responsive to the 
generated playback data structure 2904. 
0176). In one embodiment, the protocol engine 2902 
comprises a background protocol engine and a foreground 
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protocol engine. In this embodiment, the background pro 
tocol engine receives the recorded stream 2910 and gener 
ates the playback data structure 2904. In this embodiment, 
the foreground protocol engine receives the recorded stream 
2910 and renders at least one packet in the recorded stream 
responsive to the generated playback data structure 2904. In 
one embodiment, the background protocol engine and the 
foreground protocol engine reside on the same device. In 
another embodiment, the background protocol engine 
resides on a first device and the foreground protocol engine 
resides on a second device. 

0177. In another embodiment, the system comprises a 
single protocol engine 2902 generating the playback data 
structure 2904 and rendering at least one packet in the 
recorded stream responsive to the generated playback data 
Structure 2904. 

0.178 In one embodiment, the protocol engine 2902 
stores in the playback data structure at least one instruction 
for rendering the recorded session. In one embodiment, the 
instruction comprises a modification of an identified time 
interval for rendering the contents of a packet in the recorded 
session. In another embodiment, the protocol engine stores 
metadata in the playback data structure. In this embodiment, 
the metadata comprises higher order instructions for render 
ing the contents of the packet. 
0179. In one embodiment, the protocol engine renders the 
contents of at least one packet in the recorded session 
responsive to contents of a playback data structure. In one 
embodiment, the protocol engine renders the at least one 
packet in the recorded session in a perceptible manner and 
to a buffer. In another embodiment, the protocol engine 
renders the at least one packet in the recorded session to a 
buffer. 

0180. In some embodiments, the rendered contents of the 
packets provide a streamlined regeneration of the original 
display data. In other embodiments, the rendered contents of 
the packets provide a customized version of the display data. 
In one embodiment, the determination to render the contents 
of the packet in a perceptible manner is responsive to a 
policy or user request. These embodiments provide users 
with control over the rendering of the recorded session. 
0181. The present invention may be provided as one or 
more computer-readable programs embodied on or in one or 
more articles of manufacture. The article of manufacture 
may be a floppy disk, a hard disk, a compact disc, a digital 
versatile disc, a flash memory card, a PROM, a RAM, a 
ROM, or a magnetic tape. In general, the computer-readable 
programs may be implemented in any programming lan 
guage. Some examples of languages that can be used include 
C, C++, C#, or JAVA. The software programs may be stored 
on or in one or more articles of manufacture as object code. 
0182 While the invention has been shown and described 
with reference to specific preferred embodiments, it should 
be understood by those skilled in the art that various changes 
in form and detail may be made therein without departing 
from the spirit and scope of the invention as defined by the 
following claims. 
What is claimed is: 

1. A method of automatic time-warped playback in ren 
dering a recorded computer session, the method comprising 
the steps of: 
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(a) receiving, by a background protocol engine, a 
recorded session, said recorded session comprising a 
plurality of packets and representing display data; 

(b) determining, by the background protocol engine, a 
measure of complexity represented by at least Some of 
the plurality of packets in the recorded session; 

(c) identifying, by the background protocol engine, an 
interval of time between the at least some of the 
plurality of packets in the recorded session; 

(d) modifying the interval of time, by the background 
protocol engine, responsive to the measure of complex 
ity represented by the at least some of the plurality of 
packets in the recorded session; 

(e) storing, by the background protocol engine, in a 
playback data structure, the modified interval of time; 
and 

(f) rendering, by a foreground protocol engine, the 
recorded stream responsive to the playback data struc 
ture. 

2. The method of claim 1, wherein step (b) further 
comprises identifying likely sequences of typing in key 
board input. 

3. The method of claim 2, wherein step (b) further 
comprises inspecting at least one type of key involved. 

4. The method of claim 1, wherein step (b) further 
comprises inspecting a sequence of at least one glyph 
rendered to complete a heuristic approximation of likely 
sequences of typing in keyboard input. 

5. The method of claim 1, wherein step (b) further 
comprises identifying a rate of mouse input. 

6. The method of claim 1, wherein step (b) further 
comprises identifying a heuristic approximation of complex 
ity of a graphics update. 

7. The method of claim 1, wherein step (b) further 
comprises identifying a first marker in the at least some of 
the plurality of packets in the recorded session, said marker 
indicating an initial packet in the at least some of the 
plurality of packets in the recorded session. 

8. The method of claim 7, wherein step (d) further 
comprises modifying the interval of time responsive to the 
first marker. 

9. The method of claim 7, wherein step (d) further 
comprises identifying a second marker in a second packet in 
the at least some of the plurality of packets in the recorded 
session, said second marker indicating a final packet in the 
at least some of the plurality of packets in the recorded 
session and modifying the interval of time responsive to the 
interval of time between the first marker and the second 
marker. 

10. The method of claim 1, wherein step (d) further 
comprises decreasing the interval of time. 

11. The method of claim 1, wherein step (d) further 
comprises increasing the interval of time. 

12. The method of claim 1, wherein step (d) further 
comprises modifying the interval of time responsive to a 
request. 
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13. A method of automatic time-warped playback in 
rendering a recorded computer session, the method com 
prising the steps of 

(a) receiving a recorded session comprising a plurality of 
packets and representing display data; 

(b) identifying a first packet having a content representing 
a window having focus, said window indicating an 
application; 

(c) identifying a time interval between a second packet 
whose contents render prior to the rendering of the 
content of the first packet and a third packet whose 
contents render after the rendering of the content of the 
first packet; 

(d) modifying the identified time interval responsive to 
the indicated application; and 

(e) rendering at least one packet in the recorded stream 
responsive to the modification. 

14. The method of claim 13, wherein step (d) further 
comprises increasing the identified time interval. 

15. The method of claim 13, wherein step (d) further 
comprises decreasing the identified time interval. 

16. The method of claim 13, wherein step (e) further 
comprises rendering the at least one packet in the recorded 
stream to a buffer. 

17. The method of claim 13, wherein step (e) further 
comprises rendering the at least one packet in the recorded 
stream to a buffer and in a perceptible manner. 

18. A system for automatic time-warped playback in 
rendering a recorded computer session comprising: 

a protocol engine, generating a playback data structure in 
response to receiving a recorded stream, said recorded 
stream comprising a plurality of packets, and said 
protocol engine rendering at least one packet in the 
recorded stream responsive to the generated playback 
data structure. 

19. The system of claim 18, wherein the protocol engine 
further comprises storing in the playback data structure at 
least one instruction for rendering the recorded stream. 

20. The system of claim 19, wherein the protocol engine 
further comprises storing metadata in the playback data 
Structure. 

21. The system of claim 18, wherein the protocol engine 
renders the at least one packet in the recorded session in a 
perceptible manner and to a buffer. 

22. The system of claim 18, wherein the protocol engine 
renders the at least one packet in the recorded session to a 
buffer. 

23. The system of claim 18, wherein a second protocol 
engine renders the at least one packet in the recorded stream 
responsive to the generated playback data structure. 


