A computer processor with indirect only branching is disclosed. The computer processor may include one or more target registers. The computer processor may include processing logic in signal communication with the one or more target registers. The processing logic may execute a non-interrupting branch instruction based on a value stored in a target register of the one or more target registers. The non-interrupting branch instruction may use the one or more target registers to specify a destination address of a branch specified by the non-interrupting branch instruction.
FIGURE 2
<table>
<thead>
<tr>
<th>address</th>
<th>fall</th>
<th>SM</th>
<th>(\text{St}_0)</th>
<th>(\text{St}_N)</th>
<th>fall</th>
</tr>
</thead>
</table>

**FIGURE 6**
FIGURE 9
COMPUTER PROCESSOR WITH INDIRECT ONLY BRANCHING

CROSS-REFERENCE TO RELATED APPLICATIONS

This application claims the benefit of U.S. provisional patent application 62/152,313, filed Apr. 24, 2015, the disclosure of which is incorporated herein by reference in its entirety.

TECHNICAL FIELD

Embodiments of the present disclosure relate to computer processors, and in particular, to an architecture and implementation of a computer processor with indirect only branching.

BACKGROUND

Generally, modern instruction set architectures build addresses for reading or writing memory by using a general purpose register as the base, and then possibly add or subtract scaled values of other registers and/or immediate values specified in the instruction to obtain a final address. This address is then used to access the memory. Thus, on the x86, the mov ax,[4+bx*4+di] instruction would add the contents of register bx multiplied by 4 to the contents of register di, add 1, and then load the contents of the memory at that address into register ax.

Some older architectures specialized the usage of registers, so that not all registers may participate in all kinds of address computations. However, the trend has been to make instruction sets orthogonal, so that all registers of a particular kind may be used interchangeably in address computation.

Some architectures, the most prominent being the Motorola 68000, had a separate register file (i.e., group of registers) whose primary purpose was to be the base for address computations. In the Motorola 68000, there were two main kinds of registers, data and address. The 8 data registers were used for most computations. The 8 address registers were used as base addresses for address computation. Only a few other operations could be performed on address registers directly (mostly add, subtract and compare), more complicated operations would require the values to be copied to the data registers, and the result copied back.

In modern processors, the address that is generated is a virtual address; the address does not correspond to a real memory location. Instead, the address first goes through a remapping process where the virtual address is translated to a real address. There are many techniques to do this. The techniques that are most commonly used involve the use of pages and translation look-aside buffers (TLBs).

In paging, the real address space is divided into pages; these are typically of some power of 2, such as 4 KB, and are aligned on the page size. Assuming 4 KB pages, address 0x000 to 0x1ff are page 0, 0x1000 to 0x11ff are page 1, and so on. The virtual address for each process are similarly partitioned. Each virtual page is mapped to a real page. If virtual page 4 is mapped to real page 1, addresses 0x4000 to 0x41ff will map to real memory addresses 0x1000 to 0x11ff.

There are multiple techniques for maintaining the full mapping between the virtual pages of the processes that are executing and the real pages of the processor. A cache of a subset of these mappings is generally kept in the processor. This cache is called the TLB (or translation look-aside buffer). The TLB is generally implemented as an N-way associative cache (typically N=1,2 or 4), indexed by the page number of the virtual address.

After the load/store address is determined, that virtual address is translated using the TLB. If the page of the address is not in the TLB, special actions need to be taken. This may involve raising an exception in the processor, causing a special piece of software called the TLB miss handler to be invoked, that typically brings the mapping for the virtual page being accessed into the TLB. Alternatively, this TLB miss may be handled entirely or partially in hardware. In either case, after the mapping is added to the TLB, the memory access is re-tryed.

In modern processors, under normal operation, a load or store will attempt to look for the data corresponding to that address in a data cache. There can be more than one level of cache in the processor; if so, the first level cache will be probed for the address. If the address is there, (a cache hit), then the value is returned (in case of a load) or written (in case of a store). If not, (a cache miss), then the second level of the cache is examined, and so on until the real memory is potentially reached. Processing a cache miss may cause the address to be added to the earlier cache levels, or it may not—it varies between implementations.

If the cache is probed using the real address, the cache is called a real addressed cache. Alternatively, the processor may choose to use virtual addresses for some of the caches, generally the first level cache. In that case, the cache is called a virtually addressed cache. A virtually addressed cache has the benefit of not requiring the translation to be performed. However, there is a drawback with virtually addressed caches. It is possible for multiple virtual addresses, even within the same process, to refer to the same address. This is known as virtual aliasing. Consider the case where two different virtual address map to the same real address. If the process performs a store using one address, and then reads the same real address using the other virtual address, and both virtual addresses are in the cache, the read will (erroneously) not see the write. There are techniques to correct for virtual aliasing, but they add complexity and are expensive, so it is preferable to use real addresses.

At first glance, it would appear that using a real addressed cache is slower than a virtually addressed cache, since the address needs to be translated before the cache is accessed. However, there are techniques available that allow the translation to proceed in parallel with the lookup. This may hide most of the delay associated with the translation, but at the cost of additional power and area.

Instruction execution on a standard von-Neumann style architecture is built around the idea of a program counter (also known as the instruction pointer and instruction counter). The model for program execution is that the processor loads the instruction stored in the memory at the address in the program counter (abbreviated to PC) and executes it. As part of the instruction execution, the PC is modified. The process is then repeated.

Based on how the PC is modified, instructions may be classified in many ways. This may include:

- Whether the instruction can specify one or multiple possible next addresses
- Intended use, possibly with side effects
The most common instructions are fall through instructions—the new PC will point to the next instruction in memory. For architectures with fixed length instructions, such as 32 bit (4 byte) RISC architectures, this may be written as PC<--PC+4. For architectures with variable length instructions, the program counter generally addresses bytes, but the distance to the next instruction is variable. One may write PC<--PC+N, where N is the number of bytes in the current instruction.

Other instructions which may set the PC to values other than the next instruction address are called branch instructions. They may be categorized in different ways. One is how the next address is calculated.

The most straight-forward way for setting the next PC value is to have the new address as part of the instruction. These kinds of branches are called absolute branches. If A is the address specified in the instruction, this would be written as:

PC<--A

Many earlier architectures had absolute addressing. However, as memory sizes grew larger, this form of branching would have required larger instructions. For instance, with 4 byte addresses, the branch instructions would have required 4 bytes to specify the new PC value. In practice, most branch addresses are fairly close to the current address. So, more modern architectures use relative branches; the instruction specifies the offset or displacement from the PC of the instruction to the next instruction to be executed. If D is the displacement specified in the instruction, the new computation is expressed as:

PC<--PC+D

An alternative source for the address of the next PC value is the contents of some other register. In register indirect branches, the instruction specifies a register in the architecture, and the PC is set to the value of that register. If R is the register, and (R) is the contents of that register, then this may be written as:

PC<--(R)

There are also memory indirect branches; these branches compute an address in memory, and set the PC to the value stored at that address. There are multiple ways of computing the memory address; for instance, the data address could specify a register R and a displacement D, and use those to compute the memory address. In that case, the new PC would be computed as:

PC<--memory[(R)+D]

Obviously, there are other means of specifying the next PC address, such as register relative indirect (where the PC is set to the contents of a register plus a displacement) and chained memory (a form of memory indirect where a bit in the loaded memory indicates that the processor should use the contents of the memory as a address, and load from that address to get the next PC).

Branches may be unconditional, where there is only one possible target.

In conditional branches, generally, a condition is evaluated, and based on that condition, one of several possible addresses is picked for storing into the PC. Generally, on modern architectures, there are only two possibilities, and one of them is the fall-through address (i.e. the next sequential instruction). Assuming a fixed 4-byte instruction width, a conditional relative branch would be written as:

if(cond)  PC<--PC+D
else  PC<--PC+4

One variant of conditional branch is called a skip; in this case, the two choices are the next instruction and the next-to-next instruction. So, based on the condition, the next instruction is either executed or skipped, hence the name of this class of conditional branch instructions. For a fixed 4-byte instruction architecture, the skip would be written as:

if(cond)
PC<--PC+8
else  PC<--PC+4

There are more complex conditional instructions, such as the CASE instruction in the VAX-11, that can specify multiple possible next addresses, or the CAS on the IBM 704 which skipped zero, one or two instructions.

Conditional branches may be divided into two categories, based on how the condition is specified in the instruction. In the test-and-branch type of instructions, the branch instruction examines a few bits (generally one or two) of a register and branches based on that result. Generally, the bits will be from a condition code or flag register that stores the status of some previous operation, generally a comparison. Thus, on the x86, to compare two values and branch if they were equal, the instruction sequence that would be employed would be:

```
cmp  eax, edx ; the two values are stored in eax and edx registers
je  L1 ; fall-through, not equal case
L1:  ; equal case
      ...
```

Alternatively, in the compare-and-branch instructions, the comparison is specified as part of the branch instruction. The equivalent code sequence on the MIPS architecture would be written as:

```
breq $t0,$t1 ; the two values are stored in $t0 and $t1
L0:  ; fall-through, not equal case
      ...
L1:  ; equal case
      ...
```

The trade-off between these two forms of branch instructions is the number of bits required to specify a branch. In the first case, the instruction set uses a small number of bits to specify the bit(s) to be examined, and the rest of the bits in the instruction may be used to specify displacements or other sources of the next address. In the second case, the instruction has to specify the details of the comparison operation, which generally requires a larger number of bits.

A major source of branches in programs is subroutine calls and returns. Generally, instruction sets have included specialized support for these kinds of branches. The support maybe quite elaborate. On the VAX-11, the CALLS/CALLG/RET instructions do all actions needed to
set up and tear down a frame, including setting up the stack and frame registers, as well as saving and returning to the instruction after the CALL/CALLS.

[0037] Minimally, on a modern architecture, a call instruction will save the address of the instruction after the call and branch to the subroutine. The return address may be saved in memory (on the stack), in a dedicated register (generally called a link register), or in a more general purpose register specified by the call instruction. A return instruction branches to that saved address. If the address is stored in a general purpose register, and the architecture has branch indirect instructions that can branch through those registers, then there may be no specialized return instruction in the architecture, with a return being performed using a regular branch indirect instruction.

[0038] A processor fetches a sequence of instructions. When a branch instruction is fetched, the processor must determine the next address to fetch. If the processor waits until the branch is evaluated, and all details about the branch target are known, it could be several cycles later. Consequently, high-performance processors try to guess what the next target of the branch would be. This is known as branch prediction.

[0039] For conditional branches, one part of branch prediction determines if the branch is a taken or fall-through. There are many techniques known; the state-of-the-art, 2 bit predictors with history, can achieve very high rates of accuracy.

[0040] For taken conditional branches, and for unconditional branches, the processor must also predict or compute the next address. This is more complicated. For a branch-with-displacement, computing the next address involves adding the displacement, typically a 10 to 16 bit number to the current program counter, typically a 32 or 64 bit value. Computing this may add significant delay to the fetch of the next address. There exist techniques that do not require the full add to complete before fetching the instruction; however, they still add to the cycle time.

[0041] There exist structures such as next-fetch-address cache that are basically cache structures that are indexed in parallel with the instruction fetch, and return the prediction of the next address to be fetched. Unfortunately, for sizes that are practical to implement, they are not very accurate.

[0042] A specialized address branch address predictor is the call stack, used to predict the address of returns. This is based on the simple observation that calls and returns are generally matched. Every time a call is encountered, the address after the call instruction (i.e., the return address for that call) is pushed onto the call stack. When a return is encountered, the address at the top of the call stack is predicted to be the target of the return, and the call stack is popped.

[0043] Fetching an instruction also involves cache lookup and translation. The TLB for data and instruction access may be the same; however, it is common for there to be a separate instruction TLB (ITLB) and a data TLB (DTLB).

[0044] The other difference between instruction fetch and data fetch is that instructions are generally immutable. Consequently, it does not matter as much if there is virtual aliasing, so it makes it much more practical for the instruction cache to be virtually addressed.

SUMMARY

[0045] The above-described problems are addressed and a technical solution is achieved in the art by providing a computer processor with an address register file. The computer processor may include a memory. The computer processor may further include a general purpose register file comprising at least one general purpose register. The computer processor may further include an address register file comprising at least one address register. The computer processor may further include processing logic having access to the memory, the general purpose register file, and the address register file. The processing logic may execute a memory access instruction that accesses one or more memory locations in the memory at one or more corresponding addresses computed by retrieving the value of an address register of the at least one register of the address register file specified in the instruction and adding a displacement value encoded in the instruction.

[0046] In the computer processor, the memory access instruction may copy one or more memory values from the computed address into corresponding one or more registers in the computer processor. The one or more registers may be one or more general purpose registers. The one or more registers may be one or more address registers.

[0047] In the computer processor, the memory access instruction may copy one or more values from corresponding one or more registers in the computer processor to the memory at a computed address. The one or more registers may be one or more general purpose registers. The one or more registers may be one or more address registers.

[0048] The processing logic may add the displacement value to the least one register of the address register file to produce a computed address. The processing logic may use the computed address to perform a copy to/from the memory. The processing logic may update the least one register of the address register file with the computed address.

[0049] The processing logic may read an address stored in the least one register of the address register file to produce a first address. The processing logic may use the first address to access the memory. The processing logic may add the displacement to the first address to produce a computed address. The processing logic may update the least one register of the address register file with the computed address. The displacement value may be 0.

[0050] The processing logic may process an instruction that may move the contents of an address register of the address register file to or from a general purpose register of the general purpose register file. The processing logic may process an instruction that may add an address value stored in an address register of the address register file and a displacement value to produce a resulting value and may store the resulting value in the address register. The value stored in a general purpose register of the general purpose register file may be shifted prior to adding.

[0051] The processing logic may process an instruction that subtracts a first value stored in a first address register of the address register file from a second value stored in a second address register of the address register file to produce
a difference value and may store the resulting value in a general purpose register of the general purpose register file. The value stored in the general purpose register may shifted prior to storing.

[0052] The computer processor may further include a program counter. The processing logic may further process an instruction that adds a displacement to the program counter to produce a resulting value and may store the resulting value in an address register of the address register file. The processing logic may further process an instruction that may add a signed value to an address register of the address register file to produce a resulting value and may store the resulting value in a general purpose register of the general purpose register file. The processing logic may further process an instruction that may add a first value stored in a general purpose register of the general purpose register file scaled by a second value to an address register of the address register file to produce a resulting value and may store the resulting value in the general purpose register. The processing logic may process an instruction that may compare address values stored in two address registers of the register address file. The results of the comparison may be multiple bits that determine the exact ordering relationship between the value of the first address register and the value of the second address register, and may be stored in a condition flag register. The comparison may test for a specific relationship between the value of the first address register and the value of the second address register and may store a single bit into a register based on whether the test is true or false.

[0053] The processing logic may process an instruction that compares two address registers of the address register file to produce a result of the comparison and branches based on the result of the comparison.

[0054] The above-described problems are addressed and a technical solution is achieved in the art by providing a computer processor with indirect only branching. The computer processor may include one or more target registers. The computer processor may further include processing logic in signal communication with the one or more target registers. The processing logic execute a branch instruction based on a value stored in a target register of the one or more target registers. The branch instruction may use the one or more target registers to specify a destination address of a branch specified by branch instruction. The computer processor may further include a program counter in signal communication with the one or more target registers and the processing logic. The processing logic may process an instruction that may add a displacement value to the current value pointed to by the program counter to produce an address and may set the value stored in the target register to the address. Setting the value stored in the target register to the address may comprise copying the value stored in the target register to or from a memory.

[0055] The processing logic may process an instruction that unconditionally branches to the target register of the one or more target registers. The processing logic may process an instruction that determines the conditions under which the branch is to be taken. In response to the processing logic determining that the branch is to be taken, the processing logic may transfer control to the address stored in the target register of the one or more target registers. The instruction may further specify one or more general purpose registers. The instruction may further specify an immediate field. The instruction may further specify one or more floating point registers.

[0056] The processing logic may process an instruction that performs a comparison specified as part of the instruction between two values stored in corresponding registers of one or more registers. In response to the processing logic determining that the branch is to be taken, the processing logic may transfer control to the address stored in the target register of the one or more target registers. The registers specified by the instruction may be one or more general purpose registers. The registers specified by the instruction may be one or more floating point registers.

[0057] The processing logic may process an instruction that performs a comparison specified as part of the instruction between a value stored in corresponding registers of the one or more general purpose registers and a value specified as an immediate field in the instruction. In response to the processing logic determining that the branch is to be taken, the processing logic may transfer control to the address stored in the target register of the one or more target registers.

[0058] The processing logic may process an instruction that determines whether the state that results from the execution of a prior instruction is to be taken. In response to the processing logic determining that the branch is to be taken, the processing logic may transfer control to the address stored in the target register of the one or more target registers. The state may comprise bits that specify the result of a comparison operation between two values by a prior compare instruction. The state may comprise bits that specify the result of an implicit comparison between the result of a prior instruction and 0.

[0059] The processing logic may process an instruction that executes a call instruction that branches based on a value stored in the target register of the one or more target registers and updates a second target register of the one or more target registers with a return address.

[0060] The target register file may be divided into a first group of target registers and a second group of target registers. The first group of target registers may comprise branch target registers, and the second group of target registers may comprise call return target registers.

[0061] The processing logic may further to execute a call instruction wherein the call instruction branches based on a value stored in a branch target register of the second group of target registers, and wherein the processing logic is to update a call return target register of the second group with a return address.

[0062] The processing logic may further to execute a return instruction wherein the return instruction specifies a call return target register, and wherein the return instruction unconditionally branches to the value in the call return target register. The return instruction may be the only branching instruction that can use a call return register as a branch target register. There may be only one call return target register.

[0063] The above-described problems are addressed and a technical solution is achieved in the art by providing a computer processor that implements pre-translation of virtual addresses. The computer processor may include a register file comprising one or more registers. The computer
processor may include processing logic. The processing logic may receive a value to store in a register of one or more registers. The processing logic may store the value in the register. The processing logic may designate the received value as a virtual address. The virtual address may have a corresponding virtual base page number. The processing logic may translate the virtual base page number to a corresponding real base page number and zero or more real page numbers corresponding to zero or more virtual page numbers adjacent to the virtual base page number. The processing logic may further store in the register of the one or more registers the real base page number and the zero or more real page numbers.

[0064] The processing logic may receive an instruction that specifies at least one register of the one or more registers. The processing logic may read one or more input register values specified in the at least one register and combine the one or more register values to produce a result value. The processing logic may read real translation information stored in the one or more registers and combine the real translation information and the one or more input register values to compute a real translation to a real address of the result value.

[0065] The processing logic may further store the result value in a second register. The processing logic may store the result value and the computed real translation to the real address in the second register. The processing logic may designate the result value as a virtual address to access memory. The processor may employ the computed real translation to the real address to access memory.

[0066] The result value may be a copy of the one or more input register values and the real translation information may be a copy of translation information associated with the input register. The result value may be the result of adding to or subtracting from an input register a second value, and the real translation information may be obtained from one or more real translations associated with the input register and the second value.

[0067] An operation may comprise the addition or subtraction of a register with one or more values specified as one or more immediate values or as on or more register values. When the processing logic computes the addition or the subtraction, and when the computation lies within the range of translated real pages, the processing logic may select a page from the translated real pages and may concatenate page offset bits of the sum with the selected real page.

[0068] When an addend/subtrahend is an immediate value with an absolute value less than a page size, the processing logic may further store three real pages in the register corresponding to real address of the page corresponding to the value stored in the one or more input registers. The three real pages may correspond to the real address of the page corresponding to the next higher virtual page, the real address of the page corresponding to the next lower virtual page, and the real address corresponding to the base page. The processing logic may, after the sum is computed, select one of the three real pages based on whether a translation results in an underflow, an overflow, or points to the base page, and a page offset may be concatenated with the selected page.

[0069] When an addend/subtrahend is an immediate value with an absolute value less than one half the page size, the processing logic may further store two real pages in the register corresponding to real address of the page corresponding to the value stored in the one or more input registers. The two real pages may correspond to the real address of the page corresponding to one of the next higher virtual page or the next lower virtual page, and the real address may correspond to the base page, determined based on whether the value in the register is in the higher half of its current page or the lower half of its current page. The processing logic may, after the sum is computed, select one of the two real pages based on whether a translation results in an underflow, an overflow, or points to the base page, and a page offset may be concatenated with the selected page.

[0070] The one or more registers may be one or more general purpose registers.

[0071] The computer processor may not store real translation information for all registers.

[0072] The real translation information may be computed for a pre-determined subset of all registers.

[0073] The computer processor may dynamically determine which instructions or registers or both instructions and registers have their results generate real translations. The computer processor may employ history based prediction to dynamically determine which instructions or registers or both instructions and registers are employed for translating a virtual base page number to a corresponding real base page number and zero or more real page numbers corresponding to zero or more virtual page numbers adjacent to the virtual base page number.

[0074] The one or more registers may be one or more address registers.

[0075] A write to a register of the one or more registers with a valid real translation may initiate a prefetch of data into a level of a memory hierarchy.

[0076] The processing logic may further store in the one or more registers only the real base page number corresponding to a virtual address. A write to the register of the one or more registers may trigger a prefetch of data into a register associated with a register file.

[0077] When the processing logic cannot map the virtual address to one or more real addresses in the register file, the processing logic may wait until a load or store instruction is executed that employs the virtual address to raise an exception.

[0078] The above-described problems are addressed and a technical solution is achieved in the art by providing a computer processor that implements pre-translation of virtual addresses with target registers. The computer processor may include a register file comprising one or more registers. The computer processor may include processing logic. The processing logic may receive a value to store in a register of one or more registers. The processing logic may store the value in the register. The processing logic may designate the received value as a virtual instruction address. The virtual instruction address may have a corresponding virtual base page number. The processing logic may translate the virtual base page number to a corresponding real base page number and zero or more real page numbers corresponding to zero or more virtual page numbers adjacent to the virtual base page number. The processing logic may further store in the register of the one or more registers the real base page number and the zero or more real page numbers.

[0079] The processing logic may receive an instruction that specifies at least one register of the one or more registers. The processing logic may read one or more input
register values specified in the at least one register and combine the one or more register values to produce a result value. The processing logic may read real translation information stored in the one or more registers and combine the real translation information and the one or more input register values to compute a real translation to a real address of the result value. The processing logic may store the result value in a second register. The processing logic may store the result value and the computed real translation to the real address in the second register. The processing logic may designate the result value as a virtual address to access memory. The computer processor may employ the computed real translation to the real address to read instructions from memory. The result value may be a copy of the one or more input register values and the real translation information may be a copy of translation information associated with the input register.

The result value may be the result of adding to or subtracting from an input register a second value. The real translation information may be obtained from one or more real translations associated with the input register and the second value.

An operation may comprise an addition or a subtraction of a register with one or more values specified as one or more immediate values or as on or more register value. When the processing logic computes the addition or the subtraction, and when the computation lies within the range of translated real pages, the processing logic may select a page from the translated real pages and the processing logic may further concatenate page offset bits of the sum with the selected real page.

When an addend/subtrahend is an immediate value with an absolute value less than a page size, the processing logic may store three real pages in the register corresponding to real address of the page corresponding to the value stored in the one or more input registers. The three real pages may correspond to the real address of the page corresponding to the next higher virtual page, the real address of the page corresponding to the next lower virtual page, and the real address corresponding to the base page. The processing logic may, after the sum is computed, select one of the three real pages based on whether a translation results in an overflow, an underflow, or points to the base page, and a page offset may be concatenated with the selected page.

When an addend/subtrahend is an immediate value with an absolute value less than one half the page size, the processing logic may store two real pages in the register corresponding to real address of the page corresponding to the value stored in the one or more input registers. The two real pages may correspond to the real address of the page corresponding to one of the next higher virtual page or the next lower virtual page, and the real address corresponding to the base page, determined based on whether the value in the register is in the higher half of its current page or the lower half of its current page. The processing logic may, after the sum is computed, select one of the two real pages based on whether a translation results in an underflow, an overflow, or points to the base page, and a page offset may be concatenated with the selected page.

The one or more registers may be one or more general purpose registers.

The computer processor may store real translation information for all registers. The real translation information may be computed for a pre-determined subset of all registers. The computer processor may dynamically determine which instructions or registers or both instructions and registers have their results generate real translations. The computer processor may employ history based prediction to dynamically determine which instructions or registers or both instructions and registers are employed for translating a virtual base page number to a corresponding real base page number and zero or more real page numbers corresponding to zero or more virtual page numbers adjacent to the virtual base page number.

The one or more registers may be one or more branch target registers.

A write to a register of the one or more registers with a valid real translation may initiate a prefetch of instructions into a level of a memory hierarchy.

The processing logic may store in the one or more registers only the real base page number corresponding to a virtual address.

A write to the register of the one or more registers may trigger a prefetch of instructions into a register associated with a register file. When the processing logic cannot map the virtual address to one or more real address in the register file, the processing logic may wait until a branch instruction is executed that employs the virtual address to raise an exception.

The above-described problems are addressed and a technical solution is achieved in the art by providing a computer processor with register direct branches and employing an instruction preload structure. The computer processor may include a hierarchy of memories. The hierarchy of memories may comprise, but is not limited to, an instruction cache, a data cache, and a level two cache. The hierarchy of memories may comprise a first memory organized in a structure having one or more entries for one or more addresses corresponding to one or more instructions. The one or more entries of the one or more addresses may have a starting address. The structure may have one or more locations for storing the one or more instructions. The computer processor may further comprise a prefetcher to which one or more corresponding instructions addresses are writable. The computer processor may further comprise processing logic. The processing logic may include integer compute logic for performing compares and/or determines if a branch is to be taken. The processing logic may include branch compute logic for comparing floating point registers and comparing address registers. The processing logic may include branch predict logic to keep one or more branch prediction entries up-to-date. The processing logic may include instruction prefetch logic for identifying a next group of instructions to be read by selecting one of as yet un-prefetched addresses.

In response to the processing logic writing the one or more instruction addresses to the one or more registers, the processing logic may pre-fetch the one or more instructions of a linear sequence of instructions from a first memory level of the hierarchy of memories into a second memory level of the hierarchy of memories beginning at the starting address. At least one address of the one or more addresses may be the contents of a register of the one or more registers.

At least one address of the one or more addresses may be the next address for a sequence of instruction currently being processed. At least one address of the one or more addresses may be the next address of the last of the linear sequence of prefetched instructions.
The one or more entries may further comprise one or more branch prediction entries provided by the branch predictor logic for the one or more instructions. The one or more instructions in the linear sequence may correspond to a cache-line. The one or more entries may further comprise an address of the next instruction following the stored one or more instructions in the first memory level of the hierarchy of memories.

The targets of branch instructions may be one or more addresses stored in one or more corresponding registers. The one or more addresses stored in one or more corresponding registers may include a fall-through address of the instruction sequence being processed. The one or more addresses stored in the one or more corresponding registers may include a fall-through addresses for a branch instruction target. The one or more addresses may comprise one or more addresses from a call stack. The call stack is implemented as a stack of pointers to the one or more entries.

BRIEF DESCRIPTION OF THE DRAWINGS

The present invention may be more readily understood from the detailed description of an exemplary embodiment presented below considered in conjunction with the following drawings:

FIG. 1 illustrates one example of realization of translation caching for an architecture with base-only addressing using a 2-way set associative translation lookaside bus (TLB). The hit field 102 is a single bit field denoting whether the page was successfully translated or not. The perm field 104 corresponds to the read/write and other permissions associated with the page.

FIG. 2 illustrates one example of an organization of address translation caching for an architecture where the displacement and page size are identical, assuming a direct mapped TLB that contains mappings for the previous, base and next pages for each virtual page.

FIG. 3 is a diagram illustrating an address register file with inline preload data.

FIG. 4 is a diagram illustrating an address register file with buffered preload data.

FIG. 5 is a diagram illustrating a target register preload structure.

FIG. 6 is a diagram illustrating a call stack with preload and register renaming.

FIG. 7 is a diagram illustrating a branch prediction preload structure.

FIG. 8 is a block diagram of an architecture of a computer processor with an address register file.

FIG. 9 is a block diagram of an architecture of a computer processor with indirect only branching.

FIG. 10 is a block diagram of an architecture of a computer processor with register direct branches and employing an instruction preload structure.

DETAILED DESCRIPTION

Address Registers

An architecture of a computer processor is proposed that contains address registers, and all data accesses are based on the contents of the address register, possibly plus a displacement encoded in the data access (i.e., load/store/cache control) instruction.

Translation Caching

This architecture treats any value written to the address register as a virtual data address, and translates the virtual data address to a real address, keeping both the virtual address value and the real address value in the register. When a data access instruction such as a load or store is sent for execution, the processor reads the real address corresponding to the address register being used by the load/store instruction and consequently may use the real address to access the memory without the delay for translation.

For example, assume there are 8 address registers $a0 . . . a7. Assume an instruction writes 0x40c8 to register $a3. During the writing process, the implementation may translate the address, say to 0x10c8. Both the values 0x40c8 and 0x10c8 are stored in the register. Now assume there is a load that uses $a3 as the base, say lw $r11,$a3 (i.e., load a word from the memory address in $a3 into register $r11). In that case, the real address 0x10c8 is used to access the data-cache, without needing to do any translation.

FIG. 1 illustrates one example of realization of translation caching for an architecture with base-only addressing using a 2-way set associative translation lookaside bus (TLB). The hit field 102 is a single bit field denoting whether the page was successfully translated or not. The perm field 104 corresponds to the read/write and other permissions associated with the page.

Note that the lower bits of the virtual address 106 and the real address 108 are the same; the exact number may depend on the page size. An implementation may choose to share them. However, because of the different usage of the two addresses—virtual addresses may be used for address arithmetic, while the real address may be used for load store—the two addresses are kept separate. This will permit an implementation to physically place the virtual address 106 and the translation cache bits (hit, perm, real address) in different places.

In the TLB 100 shown above, only the virtual page address is being used as the tag for the TLB 100. This is only to simplify the example; in actual practice, there will be other data that will be part of the tag, such as a process id.

Base + Displacement

The case where a memory access uses an address register only is called base addressing. It is sometimes desirable to support base + displacement memory accesses as well. In this case, an immediate value stored in the instruction is added to the address register to generate the address that is used for the memory access.

If it is desired to support base + displacement addressing in the instructions, to take advantage of early virtual to real mapping, when an address is written, the mappings of all pages that may be accessed based on the size of the displacement are stored with the address register. When a memory access address is computed using base + displacement form, then the appropriate page translation is selected. This is not as direct or efficient as the case of base-only addressing described above, but is still more efficient than the alternative of doing a full translation.

As an example, assume that all pages are 4 KB, and that the maximum displacement is a 12-bit signed number, so that a value in the range +2047 to -2048 can be added to the base address. In this case, only need 3 pages need to be
translated simultaneously when an address is written; the page of the address, the preceding page, and the next page. Assume page 0x4 is mapped to 0x1 as above, and 0x3 is mapped to 0x23, and 0x5 to 0x8. In that case, continuing the example from above, when 0x40c8 is written to 0xa3, the translation of pages 0x30x4 and 0x5 to 0x23,0x1,0x8 are also saved with the address register. Now, assume that the processor executes the base+displacement instruction lw $r11,$a3,0x8000. This will underflow the base page, and so the preceding page mapping (i.e. for 0x3) may be employed from the saved translation, obtaining 0x238c8 as the real address. Similarly, if the processor computes the address for instruction lw $r11,$a3,0xf0, the processor computes virtual address 0x50f8, and by using the translation for page 0x5 saved in 0xa3, the real address 0x80f8 can be computed efficiently.

0115] It is preferred that the maximum displacement and minimum page size be such that the displacement is smaller than the page. Otherwise, to take advantage of the technique described above, more pages may be needed. Assume, in the example above, that pages were only 2 KB. In that case, 5 pages need to be translated simultaneously—the base page, the 2 preceding ones and the 2 next ones, and save them.

0116] If the displacement is smaller than the page size, then depending on the value of the base, the base+displacement will either never overflow or never underflow. Assume that, in the example above the maximum possible displacement is 11 bits, not 12. In that case the maximum value that can be added to 0x40c8 is 4511 (or 0x3f), giving the address 0x44c7, which is still in page 4. Thus, the maximum base+displacement value using that register will never overflow. However, the minimum value that can be added is -512 (or -0x400), giving 0x38c8, which is not in the same page. So, during the translation process, the processor can detect based on the address whether overflow or underflow is possible, and save only two mappings in the address register. For sufficiently large differences between page size and displacement, it may be possible to have addresses written to the address register that can neither overflow nor underflow. However, it is still necessary to have provision for an overflow/underflow page mapping to be stored with the address register, since it is always possible to write a value that could under/overflow. Thus, consider the writing of the first/last address in a page; any negative/positive displacement will cause an under/overflow respectively.

DTLB Organization for Base+Displacement

0117] There is no modification to the DTLB required to support the base-only case. In the case of base+displacement, the DTLB has to be modified to return the translation for 3 (displacement<page size), 2 (displacement<page size) or greater than 3 (displacement<page size) pages simultaneously. One way to do this is to add extra read ports to the TLB 100, and look up the multiple pages simultaneously.

0118] Alternatively, each TLB entry may store multiple translations. In this approach, each TLB entry will store the real addresses for the previous page(s), the base page, and the next page(s). This increases the number of bits with each entry, since TLB entries will now need to save multiple pages, but reduces the number of read ports.

0119] The case where the displacement is less than the page size, each entry in the multi-translation TLB will still need 3 pages. Based on the whether the address can underflow or overflow with minimum/maximum displacement either the previous and base page or base and next page are selected. This may be done by checking a single bit, to determine if the address being written is in the lower or upper half of the page. If the page size is 4 KB, this would mean looking at bit 11 of the address.

0120] FIG. 2 illustrates one example of an organization of address translation caching for an architecture where the displacement and page size are identical, assuming a direct mapped TLB 200 that contains mappings for the previous and base page of each entry page 208. Each of the lines in the entry contains the virtual page 208, the real pages 210 corresponding to the previous page 202, base virtual page 204 and next virtual page 206 for each virtual page 208. The most frequent uses of pointers, other than as load/store addresses a.

TLB Miss/Permission Handling

0122] When an address register 220 is written, there may not be sufficient information to map the virtual address 222 being written to a real address; i.e., a TLB miss has occurred. The processor may choose to raise a TLB miss exception, or to start the hardware state machine to start fetching the TLB data at this point. A preferred implementation, however, is to wait till a load or store instruction is executed that uses the address register 220, and raise the TLB exception/reload the TLB 200 at that point. In this implementation, after the TLB miss is processed, the address register 220 may be reloaded with the same virtual address 222, however this time, because a mapping exists, the correct real page(s) will be flushed to the address register 220.

0123] A TLB 220 also contains read/write and other permissions 212 for a page. As part of the translation caching process, the permission bits 212 for the translated page(s) may be stored with the address register 220. When a load or store instruction is executed, the permission bits 212 stored in the address register are examined, and a permission exception is raised if necessary. There may be other page properties that are stored in the TLB 220 that are will need to be copied, such as cache control directives (e.g., write-back vs. write-through, cacheable/non-cacheable, etc.).

0124] If a virtual to real address translation is voided or updated for some reason, then the translations stored with the address registers 220 may need to be altered to reflect the new state of affairs. The simplest way to do this is to rewrite the address registers 220 with their current contents, causing the processor to re-perform the translation, and thereby update the translations stored with the address registers 220.

Other Instructions

0125] In programming languages such as C, memory addresses are generally represented using pointers. The most frequent uses of pointers, other than as load/store addresses are:
[0126] Produce another pointer by adding/subtracting a constant or a computed value
[0127] Compare the pointer against 0 or against another pointer
[0128] Take the difference of two pointers
[0129] Generally, when an offset is added to a pointer, or when two pointers are subtracted, it is necessary to scale the two pointers by the size of the object pointed to by the pointer. The most common sizes are 1, 2, 4, and 8.
[0130] In a preferred implementation, the following instructions are proposed:
[0131] addSat, Saa, #imm: add the signed constant #imm to address register Saa and store the result in target address register Sat
[0132] Sat<--Saa+##imm
[0133] addSat, Saa, Srb, #scl: add general purpose register Srb scaled by the immediate value #scl to address register Saa, and store the result in target address register Sat
[0134] Sat<--Saa+(Srb<<##scl)
[0135] asub Srt, Saa, Srb, #scl: subtract the address register Srb from Saa, scale difference by immediate value #scl, and store the result in general purpose register Srt
[0136] Srt<--(Saa-Srb)>>##scl
[0137] The instructions intended for handling pointer compares will depend on whether the instruction set uses test-and-branch or compare and branch. In the first case, the additional address register instruction would compare two address registers and set a condition code or flag. In the second case, the additional instruction(s) would compare two address registers and branch based on the nature of the comparison.
[0138] Note that all these instructions can be executed using a simple ALU to perform the add/subtract/compare.
[0139] It is useful to compute data addresses relative to the current PC. This allows for relocatable data, such as program constants, to be accessed quickly. In a preferred implementation, the following instruction is proposed:
[0140] addept Sat, #imm: add the signed constant #imm to the program counter, and store the result in target address register Sat.
[0141] Additionally, the architecture needs to have means to move addresses to/from general purpose registers to handle the cases where it is required to handle an address computation that requires complicated processing of an address. Also, the architecture needs to have means to save and restore the contents of the address register to/from memory. These can be accomplished by having instructions that:
[0142] Load/store from address registers to memory
[0143] Copy address registers to/from general purpose registers
[0144] If only one of the two classes of instructions is available, then the behavior of the other class of instructions may be synthesized using a sequence of instructions. For instance, to move address registers to memory, each address register could be first copied to a general purpose register, and then the general purpose register may be stored.

Optimizing Translation
[0145] It is possible, using the instructions suggested above, to optimize the translation of virtual to real page(s). If the result of the sum of an address register with a value from a register/Immediate add does not cross page boundaries, i.e., if the source address and result address are in the same page, the processor may reuse the translation cached with source register for the result register. In this case, the TLB lookup may be bypassed, saving energy and possibly enhancing performance.

Register File Ports
[0146] In the case where the instructions that may operate on addresses are the set described above, the address register file will have at most 2 read ports and one write port to support arithmetic on address registers, which will read the values (i.e., virtual addresses) stored in the address registers. The real addresses/pages that are stored with the address register will require a separate port to provide the addresses for memory access operations. If an attempt is made to implement the optimization where the cached address mapping may be reused, a port is needed to supply the real mapping for the source address register. Thus, it is possible to execute both a load/store instruction and an address arithmetic operation in parallel using only 2 read ports register files.

Prefetch in Base-Only
[0147] The base-only variant of the address register architecture is one where all memory accesses are performed via an address stored in the address register, with no displacement. In this architecture, when a value is written to an address register, there is a high probability that the intention is to use that value as a read or write location. An implementation can exploit this by using a write to an address register as a prefetch hint—that is, to initiate bringing in a line to the top-most level cache.
[0148] Note that there is no guarantee that a value written to the address register will be used; the program may load the address register in anticipation that it will use that value as an address and then choose to not do so. Alternatively, in an out-of-order implementation of the architecture, the register write may be performed speculatively, and it may turn out that some branch prediction in the sequence was incorrect.
[0149] Consequently, an implementation may choose to employ heuristics about aggressively to perform the prefetch. As an example, consider an out-of-order implementation with two levels of on-chip cache and external memory. The heuristic used may be that, if the address write is speculative, to fetch the line from the second level of cache to the first level but not from memory, while if the address write is non-speculative, to fetch the contents of that address from external memory if necessary.

Preload in Base-Only
[0150] The idea of a prefetch can be extended to actually load the data associated with the address in the address register into a structure that is a hash table tagged by addresses or a table that is indexed by address register number, or both. The size of the data that is loaded can be:
[0151] The maximum sized value that can be read/written. Thus, if the architecture supports 64 bit loads, then 8B of data will be loaded.
[0152] A cache line—specifically, the cache line that contains the address in the address register
[0153] Two cache lines—the cache line containing the address and the next cache line. This particularly
applies if the architecture supports unaligned memory accesses, so that load stores can be split across cache lines.

If the structure is a hash-table tagged by addresses, then the structure resembles a fully-assOCIATIVE cache positioned at the top of the memory hierarchy. This is particularly true if the width of data picked is a multiple of the cache line size.

When data is preloaded, the address register that triggered the preload is known. The data that is preloaded can be associated with that address register. In the one implementation shown in FIG. 3, space can be allocated for the data in the address register itself. This may be called inline preloading. A load using a particular address register as the base will extract the necessary bytes from the preloaded data. A store using an address register as its base will overwrite the relevant bytes in the preloaded data, as well as write to the memory hierarchy.

Inline preloading suffers from the problem that multiple address registers may refer to the same or to overlapping addresses. So, for correctness, a store has to overwrite not only the data stored inline with its address register but also with any other address registers that contain data from the addresses.

An alternative implementation is to have a pool of buffers, where the number of buffers is at least the number of address registers. Each address register will point to a buffer. If two address registers hold are identical or overlapping values, they will use the same buffer, as shown in FIG. 4. This avoids the issue with stores to addresses that are present in multiple address registers.

This implementation assumes that all loads and stores are aligned. If they may be unaligned, then one possible implementation is to have twice as many buffers in the pool of buffers and have the two buffers associated with each address. An unaligned load to an address register will read from both buffers, while an unaligned store will potentially overwrite bytes in both buffers.

A buffer in the pool of buffers will be freed when all the registers pointing to the buffer have been overwritten with new values that make them point to other buffers. Alternatively, in the case of an implementation with register-renaming, a register that has been freed will be treated as not pointing to a buffer.

In both FIG. 3 and FIG. 4, both a virtual address and a real address are shown, indicating that there is translation caching as well as preloading. It is possible to implement preloading without have translation caching.

Since preloading is a form of caching, when a data-cache line is modified, such as by a cache control instruction, or by coherence traffic, then the preloaded cache lines must also be altered to reflect the changed memory hierarchy.

Miss Handling

So far, in the treatment of preloading, it has been assumed that every time a value is written to an address register, the contents at that address are fetch from the memory hierarchy. For the same reasons as described in the section on prefetch, it may be chosen to not always complete the preload.

To implement that behavior, a state-machine with 4 states is proposed:

Unsent: an address has been written to the address register (or buffer), but no request has been sent out to the memory subsystem;

Sent: a request for loading the data associated with the address register (or buffer) has been sent, but has not returned;

Miss: the request was returned unsatisfied, because it was not present in the part of the cache hierarchy we heuristically looked at; and

Available: the data is available.

When an address is written to the address register, or when a buffer is first allocated on a write to an address register, the state-machine would be set to Unsent. At some point, the request is sent to the memory hierarchy, and the state-machine is set to Sent. A subset of the memory hierarchy is investigated based on various heuristics, such as degree of speculation. If the data for that address is found, the data is saved in the address register/buffer, and the state-machine is set to Available. If the data for that address is not found, then a the state-machine is set to Miss. Later, when it becomes apparent that the data is needed, such as when a non-speculative load/store is done using that register/buffer as that base, the request for data is reissued. This time the request is issued so that the load must complete, even if it requires fetching from main memory.

Load/Store with Displacement

A base-only load/store instruction has to only encode a destination/source register, an address register, and an opcode. This will leave a large number of bits in the instruction unused. Accordingly, adding load/store with update instructions that use these extra instruction bits to provide an immediate value that may be employed as a displacement that is used to post-increment the memory operation. Thus lw $r$t, $s$a,$i$mm will load $r$t from the memory location in $s$a, then set $s$a to the value of $s$a+$i$mm.

Target Registers

An architecture of a computer processor may be proposed where all branches are indirect, via a dedicated set of registers that may be called the target registers.

An architecture where all branches are via a dedicated set of registers is very similar to the case of address registers where all loads and stores are base direct. Consequently, the various performance optimizations described above, namely translation caching, prefetching and preloading, are all applicable to such an architecture. However, there are some differences. The obvious differences are that implementation optimizations for target registers must use instruction resources, rather than data resources. This includes using the instruction TLB and prefetching into the instruction cache.

Instructions do not suffer from the aliasing problem; even if two virtual addresses point to the same real address, it is rare that the instruction at that address will be changed. When a line containing an instruction is changed, such as by a JIT engine, software may take corrective action to ensure that all virtual addresses that could point to the instruction are invalidated and refreshed, or otherwise synchronized. These actions can be expensive, but given the rarity of instruction rewriting, the amortized cost is negligible. Consequently, it is possible to have virtually
addressed top level instruction caches, which decreases the benefit of translation caching.

This same rarity of instruction update makes it feasible to use inline preload for instructions.

Fall-Through

After a branch is executed, instructions are fetched and executed till the next taken branch is encountered. This may be an arbitrarily long sequence, possibly spanning multiple cache lines, or as short as one instruction, if the branch target is itself a taken branch.

With preloading, for each target register, a certain number of instructions are preloaded. If that target register is branched to, and no taken branch is encountered while executing the preloaded data, the next sequential address is called the preload fall-through address. Assume that an architecture has 4B instructions and an implementation has 32B line size, and that the implementation preloads one cache line at a time. Assume that the value 0x1014 is written to target register $t1$. The processor then preloads the line containing 0x1014, which will be the bytes 0x1000 to 0x102f. If program branches to $t1$, the implementation will use the preloaded data starting at 0x1014. If there is no taken branch, the instructions at 0x1014, 0x1018 and 0x101c will be executed, and the processor will then attempt to execute the instruction at the preload fall-through address 0x1020.

Every target register has a fall-through address. The active fall-through is the fall-through value for the preloaded values being executed. Thus, in the example above, 0x1020 becomes the active fall-through as soon as the branch to $t1$ is executed.

A possible implementation of preloading treats the active fall-through address as though it were also a target register, and will attempt to preload the instructions that address.

FIG. 5 shows a target register file and preload structure 500. There is one entry for each target register 502, and one for the active fall-through 504. The following values are stored with each entry:

- The address 506; in the case of the fall-through register, this is the active fall-through address
- The fall-through address 508: This is the fall-through address that would be used if this line was used
- SM 510: The miss-handling state-machine
- Data 512: preloaded data

The preloaded data 512 can be an instruction cache line, aligned so that the first instruction in the preload data is the instruction pointed to by the address 506.

Setting the Target Register

The most common way to set the target register will be to add a displacement to the current PC, and write that value to a target register. This instruction may be called i taddps $t1, #disp; it sets target register $t1 to PC + displacement.

The target registers need to be saved and stored. This may be accomplished by copying to/from the general purpose registers, or saving directly to memory, or both.

Using the Target Register

All unconditional branches will simply branch to a target register.

Depending on whether the architecture has a test-and-branch or compare-and-branch instruction philosophy for dealing with conditional branches, the conditional branch instructions will look like b eq $t0 or a eq $t0,$r1,$t0, where the first form tests the condition code register to see if the previous compare set the equal flag, and the second form compares the two registers for greater than. If after checking the condition/comparing the values, it is determined the branch should be taken, control is transferred to the address in target register $t0.

Since all branch destinations are specified in a few bits as target registers, as opposed to using a large number of bits to specify displacement, there will be a large number of bits left in the instruction to specify general purpose registers, and possibly an immediate field. This makes preferred choice compare-and-branch style instructions.

Using compare-and-branch may not even cause additional cycle delay when branch prediction is being used; only the results of the compare may be used to confirm whether the branch prediction was correct. If it was, there is no additional work. If the branch prediction is incorrect, then corrective action needs to be taken, including restarting the pipeline.

Call/Return

It is proposed to have an architecture that has explicit call and return instructions. The call instruction will branch via a target register, and update another target register with the return address (i.e., the address of the instruction after the call instructions). In principle, the return address could be written to any target register; in practice, however, the way calling-conventions and application binary interfaces (ABIs) are defined, one register will always be used.

A return via a target register is indistinguishable from an unconditional jump via that register. This raises the risk that returns and unconditional jumps will be used interchangeably. So, it is further proposed to have a target register that can be written by call instructions and not by taddps instructions, and can be branched to via return instructions, but not by other conditional or unconditional branch instructions. This may be called the link target register.

Call Return Stack

Having explicit call/return instructions makes it straightforward to implement branch prediction using a call return stack; every time a call is executed, the return address is pushed on the call return stack, and every time the return is executed, the stack is popped, and the popped address is used as the predicted address for the return. If the call stack overflows, the bottom-most entries are overwritten. If the call-stack underflows, then no prediction can be performed, and the usual branch handling logic kicks in.

If preload is employed, then when a call is executed, the link register is written. This triggers a preload into the entry for the link register. If there is a subsequent call, the link register will be overwritten, triggering yet another preload, resulting in the previously preloaded value being overwritten. The processor could choose to save preloaded values in the call return stack, as well; so, every time the link register was preloaded, the same data was also written to the entry at top of the call-return stack.
If the implementation uses register renaming for target registers, then every time the link register was written, a different physical register would be written. This would mean that the physical register for the link register was still around, including the preloaded data. In this case, a preferred implementation of the call stack would be as a set of pointers to physical registers, corresponding to the renames of the link registers. This is shown in FIG. 6 (600).

To get the most out of implementing the call-stack by pointing to renamed registers, change the register allocation algorithm in the register renaming logic is needed to first allocate those free target registers that are not pointed to by the call-stack, and then to prefer those free target registers that are closer to the bottom. At some point, though, if enough renaming of target registers occurs, some elements of the call stack will need to be reused, and will no longer hold the address or preload data for the call return. At this point, the call-stack pointer should be invalidated. This is the case for the bottom entry in the call stack in the example.

When an invalid address is popped from the call stack the usual branch handling logic is used instead of prediction.

**Branch Prediction**

Along with the instructions, the other thing that may be preloaded is the branch prediction information corresponding to those addresses.

In an implementation that uses saturating 2 bit predictors indexed by address for branch prediction, when an instruction address is written to a target register, the branch prediction bits are copied from the branch predictor table.

One difference between reloading instructions and preloading branch prediction bits is that branch prediction bits may change between the time they are preloaded and the time they are used. Consequently, an implementation may add logic to keep them up to date. One way is to periodically reload them from the branch prediction table. Another way is to mirror the branch prediction table updates, applying any updates that affect the preloaded branch prediction bits to the copy in the target register.

This is shown in FIG. 7 (700). It assumes that up to 4 instructions are preloaded. When the address is first written to the target register structure, the branch prediction bits are copied from the branch prediction table to the target register structure. As updates occur, and are applied to the table, the update index is compared against the address for each of the target register structure entries in parallel. Where the addresses match, the preloaded branch prediction bits are updated.

This assumes that the branch prediction is indexed only by the address. It has been found that mixing in the taken/not-taken history of conditional branches into the index will improve the accuracy of the branch predictor. A common technique is to take some number of bits representing the taken/not taken history, some number of bits from the address, shifting either of those sets of bits and then xorring the places they are common.

If an implementation is using branch prediction preloading, the branch prediction entries that are preloaded cannot be dependent on the history, since the history will vary between the time the bits are preloaded and used. Further, if the target register is used as the conditional branch target multiple times, the history may be different between uses. So, if history is to be used, it must only affect the lower bits of the index.

Consider the case where we preload 24 (16) entries from the branch prediction table based on the address of the target register. Up to 4 bits of history may be mixed in to select among these entries. If the target holds up to 22 (4) instructions, then these 4 bits of history and 2 bits of address may be combined to select the correct branch prediction.

Adapting to General-Purpose Registers

The techniques described above, namely translation caching and preloading, work best when used with an architecture that has dedicated address and target register files, with base-displacement or base-only addressing. These techniques may be adapted to other architectures. In the extreme case, every write to a register could be assumed to be a potential address, and translation caching and preloading could be applied to the register.

More practically, on the data-side, most architectures provide for base+displacement, base+index, and even base+index+displacement addressing. Every time a value is written to a register, that value may be run through the DTLB and some number of pages may be translated, such as the previous/base/next page, and cached with the register. If the register is then used as part of an address computation, the finally generated address may be checked to see if it falls into the cached pages. If so, the cached translation may be used without incurring the delay to access the DTLB.

The application of translation caching may be restricted to all registers. For instance, some architectures by convention reserve certain registers as the base for addresses (such as the stack-pointer). An implementation may statically decide to treat certain general purpose registers as though they were address registers and apply translation caching/preload to them. If this implementation detail is exposed to users, then compilers and other code writers can start preferentially using these registers for addresses that are appropriate for translation caching or preloading.

Alternatively, an implementation may dynamically determine which instructions and/or registers are best treated for translation caching/preloading. The dynamic techniques may involve dynamic program analysis, such as examining the future instruction stream to predict which instruction writes are potentially used as memory or branch addresses. Another dynamic technique that can be used is history based prediction—keeping track of whether, the last time the instruction at this PC wrote a register:

- the value was used as memory/branch address
- whether it was used as a base, or base-displacement
- was translation caching/preloading useful

Based on that information, the implementation can choose which, if any, of the optimizations described to apply.

FIG. 8 is a block diagram of an architecture of a computer processor with an address register file. The computer processor may include a memory 802, 816. The computer processor may further include a general purpose register file 808 comprising at least one general purpose register. The computer processor may further include an address register file 806 comprising at least one address register. The computer processor may further include processing logic (e.g., integer comput
logic 810, a first arithmetic logic unit (ALU) 812, and a second ALU 812) having access to the memory 802, 816, the general purpose register file 806, and the address register file 806. The integer compute logic 810 performs various arithmetic operations on the contents of general purpose registers of the general purpose register file 808.

[0214] The processing logic 818 may execute a memory access instruction that accesses one or more memory locations in the memory 802, 816 at one or more corresponding addresses computed by retrieving the value of an address register of the at least one register of the address register file 806 specified in the instruction and adding a displacement value encoded in the instruction.

[0215] In the computer processor 800, the memory access instruction may copy one or more memory values from the computed address into corresponding one or more registers 806, 808 in the computer processor 800. The one or more registers may be one or more general purpose registers of the general purpose register file 808. The one or more registers may be one or more address registers of the address register file 806.

[0216] In the computer processor 808, the memory access instruction may copy one or more values from corresponding one or more registers in the computer processor 800 to the memory 802, 816 at a computed address. The one or more registers may be one or more general purpose of the general purpose register file 808. The one or more registers may be one or more address registers of the address register file 806.

[0217] The processing logic 818 may add the displacement value to the least one register of the address register file 806 to produce a computed address. The processing logic 818 may use the computed address to perform a copy to/from the memory 802, 818. The processing logic 818 may update the least one register of the address register file 806 with the computed address.

[0218] The processing logic 818 may read an address stored in the least one register of the address register file 806 to produce a first address. The processing logic 818 may use the first address to access the memory 802, 816. The processing logic 818 may add the displacement to the first address to produce a computed address. The processing logic 818 may update the least one register of the address register file 806 with the computed address. The displacement value may be 0.

[0219] The processing logic 818 may process an instruction that may move the contents of an address register of the address register file 806 to or from a general purpose register of the general purpose register file 808. The processing logic 818 may process an instruction that may add an address value stored in an address register of the address register file 806 and a displacement value to produce a resulting value and stores the resulting value in the address register. The processing logic 818 may process an instruction that adds an address value stored in an address register of the address register file 806 and a value stored in a general purpose register of the general purpose register file 808 to produce a resulting value and may store the resulting value in the address register. The value stored in a general purpose register of the general purpose register file 808 may be shifted prior to adding.

[0220] The processing logic 818 may process an instruction that subtracts a first value stored in a first address register of the address register file 806 from a second value stored in a second address register of the address register file 806 to produce a difference value and may store the resulting value in a general purpose register of the general purpose register file 808. The value stored in the general purpose register may shifted prior to storing.

[0221] The computer processor 800 may further include a program counter 804. The processing logic 818 may further process an instruction that adds a displacement to the program counter 804 to produce a resulting value and may store the resulting value in an address register of the address register file 806. The processing logic 818 may further process an instruction that may add a signed value to an address register of the address register file 806 to produce a resulting value and may store the resulting value in a general purpose register of the general purpose register file 808. The processing logic 818 may further process an instruction that may add a first value stored in a general purpose register of the general purpose register file 808 scaled by a second value to an address register of the address register file 806 to produce a resulting value and may store the resulting value in the general purpose register. The processing logic 818 may process an instruction that may compare address values stored in two address registers of the general purpose register file 806. The results of the comparison may be multiple bits that determine the exact ordering relationship between the value of the first address register and the value of the second address register, and may be stored in a condition flag register (not shown). The comparison may test for a specific relationship between the value of the first address register and the value of the second address register and may store a single bit into a register based on whether the test is true or false.

[0222] The processing logic 818 may process an instruction that compares two address registers of the address register file 806 to produce a result of the comparison and may branch based on the result of the comparison.

[0223] FIG. 9 is a block diagram of an architecture of a computer processor 900 with indirect only branching. The computer processor 900 may include one or more target registers of a target register file 906. The computer processor may further include processing logic 918 in signal communication with the one or more target registers of the target register file 906.

[0224] The processing logic 918 may comprise integer compute logic 910, memory access logic 912, and branch compute logic 914. The processing logic 918 may have access to the memory 902, 916, the general purpose register file 908, and the target register file 906. The integer compute logic 910 performs various arithmetic operations on the contents of general purpose registers of the general purpose register file 908. The branch compute logic 914 may perform compares and/or determines if a branch is to be taken. The memory access logic may generate moves between the register file and the memory hierarchy.

[0225] The processing logic 918 may execute a non-interrupting branch instruction based on a value stored in a target register of the one or more target registers of the target register file 906. The non-interrupting branch instruction may use the one or more target registers of the target register file 906 to specify a destination address of a branch specified by the non-interrupting branch instruction. The computer processor 900 may further include a program counter 904 in signal communication with the one or more target registers of the target register file 906 and the processing logic 918.
The processing logic 918 may process an instruction that may add a displacement value to the current value pointed to by the program counter 904 to produce an address and may set the value stored in the target register to the address. Setting the value stored in the target register to the address may comprise copying the value stored in the target register to or from a general purpose register of the general purpose register file 908. Setting the value stored in the target register to the address may comprise the processing logic 918 copying the value stored in the target register to or from a memory 902, 916.

[0226] The processing logic 918 may process an instruction that unconditionally branches to the target register of the one or more target registers of the target register file 906. The processing logic 918 may process an instruction that determines the conditions under which the branch is to be taken. In response to the processing logic 918 determining that the branch is to be taken (using the branch compute logic 914), the processing logic 918 may transfer control to the address stored in the target register of the one or more target registers of the target register file 906. The instruction may further specify one or more general purpose registers of the general purpose register file 908. The instruction may further specifies an immediate field associated with the instruction. The instruction may further specifies one or more floating point registers (not shown).

[0227] The processing logic 918 may process an instruction that performs a comparison specified as part of the instruction between two values stored in corresponding registers of one or more registers (not shown). In response to the processing logic 918 determining that the branch is to be taken (using the branch compute logic 914), the processing logic 918 may transfer control to the address stored in the target register of the one or more target registers of the target register file 906. The registers specified by the instruction may be one or more general purpose registers of the general purpose register file 908. The registers specified by the instruction may be one or more floating point registers (not shown).

[0228] The processing logic 918 may process an instruction that performs a comparison specified as part of the instruction between a value stored in corresponding registers of the one or more general purpose registers of the general purpose register file 908 and a value specified as an immediate field in the instruction. In response to the processing logic 918 determining that the branch is to be taken (using the branch compute logic 914), the processing logic 918 may transfer control to the address stored in the target register of the one or more target registers of the target register file 906.

[0229] The processing logic 918 may process an instruction that examines state that results from the execution of a prior instruction to determine if a branch is to be taken. In response to the processing logic 918 determining that the branch is to be taken (using the branch compute logic 914), the processing logic 918 may transfer control to the address stored in the target register of the one or more target registers of the target register file 906. The state may comprise bits that specify the result of a comparison operation between two values by a prior compare instruction. The state may comprise bits that specify the result of an implicit comparison between the result of a prior instruction and 0.

[0230] The processing logic 918 may process an instruction that executes a call instruction that branches based on a value stored in the target register of the one or more target registers of the target register file 906 and updates a second target register of the one or more target registers of the target register file 906 with a return address.

[0231] The target register file 906 may be divided into a first group of target registers and a second group of target registers. The first group of target registers may comprise branch target registers, and the second group of target registers may comprise call return target registers.

[0232] The processing logic 918 may further execute a call instruction wherein the call instruction branches based on a value stored in a branch target register of the second group of target registers, and wherein the processing logic 918 may update a call return target register of the second group with a return address.

[0233] The processing logic 918 may further execute a return instruction wherein the return instruction specifies a call return target register, and wherein the return instruction unconditionally branches to the value in the call return target register. The return instruction may be the only branching instruction that can use a call return register as a branch target register. There may be only one call return target register.

[0234] Referring again to FIG. 2 and FIG. 8, a computer processor 800 may implement pre-translation of virtual addresses. The computer processor 800 may include a register file 806, 808 comprising one or more registers. The computer processor 800 may include processing logic 818. The processing logic 818 may receive a value to store in a register of one or more registers 806, 808. The processing logic 818 may store the value in the register. The processing logic 818 may designate the received value as a virtual address 222. The virtual address 222 may have a corresponding virtual base page number. The processing logic 818 may translate the virtual base page number to a corresponding real base page number and zero or more real page numbers corresponding to zero or more virtual page numbers adjacent to the virtual base page number. The processing logic 818 may further store in the register of the one or more registers 806, 808 the real base page number and the zero or more real page numbers.

[0235] The processing logic 818 may receive an instruction that specifies at least one register of the one or more registers 806, 808. The processing logic 818 may read one or more input register values specified in the at least one register and combine the one or more register values to produce a result value. The processing logic 818 may read real translation information stored in the one or more registers 806, 808 and combine the real translation information and the one or more input register values to compute a real translation to a real address of the result value.

[0236] The processing logic 818 may further store the result value in a second register. The processing logic 818 may store the result value and the computed real translation to the real address in the second register. The processing logic 818 may designate the result value as a virtual address to access memory 802, 816. The processor 800 may employ the computed real translation to the real address to access memory 802, 816.

[0237] The result value may be a copy of the one or more input register values and the real translation information may be a copy of translation information associated with the input register. The result value may be the result of adding to or subtracting from an input register a second value, and
the real translation information may be obtained from one or more real translations associated with the input register and the second value.

[0238] An operation may comprise the addition or subtraction of a register with one or more values specified as one or more immediate values or as on or more register values. When the processing logic 818 computes the addition or the subtraction, and when the computation lies within the range of translated real pages, the processing logic 818 may select a page from the translated real pages and may concatenate page offset bits 218 of the sum with the selected real page.

[0239] When an addend/subtrahend is an immediate value with an absolute value less than a page size, the processing logic 818 may further store three real pages in the register corresponding to real address of the page corresponding to the value stored in the one or more input registers. The three real pages may correspond to the real address of the page corresponding to the next higher virtual page 206, the real address of the page corresponding to the next lower virtual page 202, and the real address corresponding to the base page 204. The processing logic 818 may, after the sum is computed, select one of the three real pages based on whether a translation results in an underflow, an overflow, or points to the base page, and a page offset 218 may be concatenated with the selected page.

[0240] When an addend/subtrahend is an immediate value with an absolute value less than one half the page size, the processing logic 818 may further store two real pages in the register corresponding to real address of the page corresponding to the value stored in the one or more input registers. The two real pages may correspond to the real address of the page corresponding to one of the next higher virtual page 206 or the next lower virtual page 202, and the real address may correspond to the base page 204, determined based on whether the value in the register is in the higher half of its current page or the lower half of its current page. The processing logic 818 may, after the sum is computed, select one of the two real pages based on whether a translation results in an underflow, an overflow, or points to the base page 204, and a page offset 218 may be concatenated with the selected page.

[0241] The one or more registers may be one or more general purpose registers of the general purpose register file 808.

[0242] The computer processor 800 may not store real translation information for all registers.

[0243] The real translation information may be computed for a pre-determined subset of all registers.

[0244] The computer processor 800 may dynamically determine which instructions or registers or both instructions and registers have their results generate real translations. The computer processor 800 may employ history based prediction to dynamically determine which instructions or registers or both instructions and registers are employed for translating a virtual base page number to a corresponding real base page number and zero or more real page numbers corresponding to zero or more virtual page numbers adjacent to the virtual base page number.

[0245] The one or more registers may be one or more address registers of the address register file 806.

[0246] A write to a register of the one or more registers with a valid real translation may initiate a prefetch of data into a level of a memory hierarchy.

[0247] The processing logic 818 may further to store in the one or more registers only the real base page number corresponding to the virtual address 222. A write to the register of the one or more registers may trigger a prefetch of data into a register associated with the register file.

[0248] When the processing logic 818 cannot map the virtual address 222 to one or more real address in the register file 806, 808, the processing logic 818 may wait until a load or store instruction is executed that employs the virtual address to raise an exception.

[0249] Referring again to FIG. 2 and FIG. 8, a computer processor 800 may implement pre-translation of virtual addresses with target registers. The computer processor 800 may include a register file 806, 808 comprising one or more registers. The computer processor 800 may include processing logic 818. The processing logic 818 may receive a value to store in a register of one or more registers 806, 808. The processing logic 818 may store the value in the register. The processing logic 818 may designate the received value as a virtual instruction address. The virtual instruction address may have a corresponding virtual base page number. The processing logic 818 may translate the virtual base page number to a corresponding real base page number and zero or more real page numbers corresponding to zero or more virtual page numbers adjacent to the virtual base page number. The processing logic 818 may further store in the register of the one or more registers 806, 808 the real base page number and the zero or more real page numbers.

[0250] The processing logic 818 may receive an instruction that specifies at least one register of the one or more registers 806, 808. The processing logic 818 may read one or more input register values specified in the at least one register and combine the one or more register values to produce a result value. The processing logic 818 may read real translation information stored in the one or more registers 806, 808 and combine the real translation information and the one or more input register values to compute a real translation to a real address of the result value. The processing logic 818 may store the result value in a second register. The processing logic 818 may store the result value and the computed real translation to the real address in the second register. The processing logic 818 may designate the result value as a virtual address 222 to access memory. The computer processor 800 may employ the computed real translation to the real address to read instructions from memory. The result value may be a copy of the one or more input register values and the real translation information may be a copy of translation information associated with the input register.

[0251] The result value may be the result of adding to or subtracting from an input register a second value. The real translation information may be obtained from one or more real translations associated with the input register and the second value.

[0252] An operation may comprise an addition or a subtraction of a register with one or more values specified as one or more immediate values or as on or more register value. When the processing logic 818 computes the addition or the subtraction, and when the computation lies within the range of translated real pages, the processing logic 818 may select a page from the translated real pages and the processing logic 818 may further concatenate page offset bits 218 of the sum with the selected real page.
When an addend/subtrahend is an immediate value with an absolute value less than a page size, the processing logic 818 may store three real pages in the register corresponding to real address of the page corresponding to the value stored in the one or more input registers. The three real pages may correspond to the real address of the page corresponding to the next higher virtual page 206, the real address of the page corresponding to the next lower virtual page 202, and the real address corresponding to the base page 204. The processing logic may, after the sum is computed, select one of the three real pages based on whether a translation results in an underflow, an overflow, or points to the base page, and a page offset may be concatenated with the selected page.

When an addend/subtrahend is an immediate value with an absolute value less than one half the page size, the processing logic 818 may store two real pages in the register corresponding to real address of the page corresponding to the value stored in the one or more input registers. The two real pages may correspond to the real address of the page corresponding to one of the next higher virtual page 206 or the next lower virtual page 202, and the real address corresponding to the base page 204, determined based on whether the value in the register is in the higher half of its current page or the lower half of its current page. The processing logic 818 may, after the sum is computed, select one of the two real pages based on whether a translation results in an underflow, an overflow, or points to the base page, and a page offset may be concatenated with the selected page.

The one or more registers may be one or more general purpose registers 808.

The computer processor 800 may not store real translation information for all registers. The real translation information may be computed for a pre-determined subset of all registers. The computer processor 800 may dynamically determine which instructions or registers or both instructions and registers have their results generate real translation. The computer processor 800 may employ history based prediction to dynamically determine which instructions or registers or both instructions and registers are employed for translating a virtual base page number to a corresponding real base page number and zero or more real page numbers corresponding to zero or more virtual page numbers adjacent to the virtual base page number.

The one or more registers may be one or more branch target registers (not shown).

A write to a register of the one or more registers with a valid real translation may initiate a prefetch of instructions into a level of a memory hierarchy.

The processing logic may store in the one or more registers only the real base page number corresponding to the virtual address 222.

A write to the register of the one or more registers may trigger a prefetch of instructions into a register associated with the register file 806, 808. When the processing logic cannot map the virtual address 222 to one or more real address in the register file 806, 808, the processing logic 818 may wait until a branch instruction is executed that employs the virtual address to raise an exception.

FIG. 10 is a block diagram of an architecture of a computer processor 1000 with register direct branches and employing an instruction preload structure. The computer processor 1000 may include a hierarchy of memories 1022. The hierarchy of memories 1022 may comprise, but is not limited to, an instruction cache 1002, a data cache 1018, and a level two cache 1016. The hierarchy of memories 1022 may comprise a first memory 1002, 1018, 1016 organized in a structure having one or more entries for one or more addresses corresponding to one or more instructions. The one or more entries of the one or more addresses may have a starting address. The structure may have one or more locations for storing the one or more instructions. The computer processor 1000 may further comprise one or more registers 1006, 1008 to which one or more corresponding instruction addresses are writable. The computer processor 1000 may further comprise processing logic 1024. The processing logic 1024 may include integer compute logic 1010 for performing compares and/or determines if a branch is to be taken. The processing logic 1024 may include branch compute logic 1014 for manipulating target registers and for executing unconditional branches. The processing logic 1024 may include branch predictor logic 1020 to keep one or more branch prediction entries up-to-date. The processing logic 1024 may include instruction prefetch logic 1022 for identifying a next group of instructions to be read by selecting one of as yet un-prefetched addresses.

In response to the processing logic 1024 writing the one or more instruction addresses to the one or more registers 1006, 1008, the processing logic 1024 may prefetch the one or more instructions of a linear sequence of instructions from a first memory level 1002, 1008 of the hierarchy of memories 1022 into a second memory level 1016 of the hierarchy of memories 1022 beginning at the starting address. At least one address of the one or more addresses may be the contents of a register of the one or more registers 1006, 1008.

At least one address of the one or more addresses may be the next address for a sequence of instruction currently being processed. At least one address of the one or more addresses may be the next address of the last of the linear sequence of prefetched instructions.

The one or more entries may further comprise one or more branch prediction entries provided by the branch predictor logic 1020 for the one or more instructions. The one or more instructions in the linear sequence may correspond to a cache-line. The one or more entries may further comprise an address of the next instruction following the stored one or more instructions in the first memory level 1002, 1018 of the hierarchy of memories 1022.

The targets of branch instructions may be one or more addresses stored in one or more corresponding registers. The one or more addresses stored in one or more corresponding registers may include a fall-through address of the instruction sequence being processed. The one or more addresses stored in the one or more corresponding registers may include a fall-through addresses for a branch instruction target. The one or more addresses may comprise one or more addresses from a call stack. The call stack is implemented as a stack of pointers to the one or more entries.

It is to be understood that the above description is intended to be illustrative, and not restrictive. Many other examples will be apparent to those of skill in the art upon reading and understanding the above description. The scope of the disclosure should, therefore, be determined with reference to the appended claims, along with the full scope of equivalents to which such claims are entitled.
What is claimed is:

1. A computer processor, comprising:
   one or more target registers; and
   processing logic in signal communication with the one or
   more target registers, the processing logic to:
   execute a non-interrupting branch instruction based on a
   value stored in a target register of the one or more target
   registers,
   wherein the non-interrupting branch instruction uses the
   one or more target registers to specify a destination
   address of a branch specified by the non-interrupting
   branch instruction.

2. The computer processor of claim 1, further comprising
   a program counter in signal communication with the one or
   more target registers and the processing logic, wherein the
   processing logic is further to process an instruction that:
   adds a displacement value to the current value pointed to
   by the program counter to produce an address; and
   sets the value stored in the target register to the address.

3. The computer processor of claim 2, wherein setting the
   value stored in the target register to the address comprises:
   copying the value stored in the target register to or from
   a general purpose register.

4. The computer processor of claim 2, wherein setting the
   value stored in the target register to the address comprises:
   copying the value stored in the target register to or from
   a memory.

5. The computer processor of claim 1, wherein the pro-
   cessing logic is further to process an instruction that un-
   conditionally branches to the target register of the one or
   more target registers.

6. The computer processor of claim 1, wherein the pro-
   cessing logic is further to process an instruction that:
   determines the conditions under which the branch is to be
   taken;
   responsive to the processing logic determining that the
   branch is to be taken,
   transfers control to the address stored in the target
   register of the one or more target registers.

7. The computer processor of claim 6, wherein the instruc-
   tion further specifies one or more general purpose registers.

8. The computer processor of claim 7, wherein the instruc-
   tion further specifies an immediate field.

9. The computer processor of claim 6, wherein the instruc-
   tion further specifies one or more floating point registers.

10. The computer processor of claim 1, wherein the pro-
    cessing logic is further to process an instruction that:
    performs a comparison specified as part of the instruction
    between two values stored in corresponding registers of
    one or more registers; and
    responsive to the processing logic determining that the
    branch is to be taken,
    transfers control to the address stored in the target
    register of the one or more target registers.

11. The computer processor of claim 10, wherein the regis-
    ters specified by the instruction are one or more general
    purpose registers.

12. The computer processor of claim 10, wherein the regis-
    ters specified by the instruction are one or more floating
    point registers.

13. The computer processor of claim 1, wherein the pro-
    cessing logic is further to process an instruction that:
    performs a comparison specified as part of the instruction
    between a value stored in corresponding registers of the
    one or more general purpose registers and a value
    specified as an immediate field in the instruction; and
    responsive to the processing logic determining that the
    branch is to be taken,
    transfers control to the address stored in the target
    register of the one or more target registers.

14. The computer processor of claim 1, wherein the pro-
    cessing logic is further to process an instruction that:
    examines state that results from the execution of a prior
    instruction to determine if a branch is to be taken; and
    responsive to the processing logic determining that the
    branch is to be taken,
    transfers control to the address stored in the target
    register of the one or more target registers.

15. The computer processor of claim 14, wherein the state
    comprises bits that specify the result of a comparison op-
    eration between two values by a prior compare instruction.

16. The computer processor of claim 14, wherein the state
    comprises bits that specify the result of an implicit com-
    parison between the result of a prior instruction and 0.

17. The computer processor of claim 1, wherein the pro-
    cessing logic is further to process an instruction that:
    executes a call instruction that branches based on a value
    stored in the target register of the one or more target
    registers; and
    updates a second target register of the one or more target
    registers with a return address.

18. The computer processor of claim 1, wherein the target
    register file is divided into a first group of target registers
    and a second group of target registers, wherein the first
    group of target registers comprises
    branch target registers, and
    wherein the second group of target registers comprises
    call return target registers.

19. The computer processor of claim 18,
    wherein the processing logic is further to execute a call
    instruction,
    wherein the call instruction branches based on a value
    stored in a branch target register of the second group of
    target registers, and
    wherein the processing logic is to update a call return
    target register of the second group of target registers
    with a return address.

20. The computer processor of claim 18,
    wherein the processing logic is further to execute a return
    instruction,
    wherein the return instruction specifies a call return target
    register, and
    wherein the return instruction unconditionally branches to
    the value in the call return target register.

21. The computer processor of claim 20, wherein the
    return instruction is the only branching instruction that can
    use a call return register as a branch target register.

22. The computer processor of claim 18, wherein there is
    only one call return target register.

23. A method, comprising:
    providing one or more target registers;
    providing processing logic in signal communication with
    the one or more target registers; and
    executing, by the processing logic, a non-interrupting
    branch instruction based on a value stored in a target
    register of the one or more target registers,
wherein the non-interrupting branch instruction uses the one or more target registers to specify a destination address of a branch specified by the non-interrupting branch instruction.

24. The method of claim 23, further comprising providing a program counter in signal communication with the one or more target registers and the processing logic; and wherein the processing logic is further to process an instruction that:

- adding, by the processing logic, a displacement value to the current value pointed to by the program counter to produce an address; and
- setting, by the processing logic, the value stored in the target register to the address.

25. The method of claim 24, wherein setting the value stored in the target register to the address comprises:

- copying the value stored in the target register to or from a general purpose register.

26. The method of claim 24, wherein setting the value stored in the target register to the address comprises:

- copying the value stored in the target register to or from a memory.

27. The method of claim 23, further comprising processing an instruction that unconditionally branches to the target register of the one or more target registers.

28. The method of claim 23, further comprising processing an instruction that:

- determines the conditions under which the branch is to be taken;
- responsive to the processing logic determining that the branch is to be taken,
  transfers control to the address stored in the target register of the one or more target registers.

29. The method of claim 28, wherein the instruction further specifies one or more general purpose registers.

30. The method of claim 29, wherein the instruction further specifies an immediate field.

31. The method of claim 26, wherein the instruction further specifies one or more floating point registers.

32. The method of claim 22, further comprising processing an instruction that:

- performs a comparison specified as part of the instruction between a value stored in corresponding registers of the one or more general purpose registers and a value specified as an immediate field in the instruction; and
- responsive to the processing logic determining that the branch is to be taken,
  transfers control to the address stored in the target register of the one or more target registers.

36. The method of claim 22, further comprising processing an instruction that:

- examines state that results from the execution of a prior instruction to determine if a branch is to be taken; and
- responsive to the processing logic determining that the branch is to be taken,
  transfers control to the address stored in the target register of the one or more target registers.

37. The method of claim 36, wherein the state comprises bits that specify the result of a comparison operation between two values by a prior compare instruction.

38. The method of claim 36, wherein the state comprises bits that specify the result of an implicit comparison between the result of a prior instruction and 0.

39. The method of claim 22, further comprising processing an instruction that:

- executes a call instruction that branches based on a value stored in the target register of the one or more target registers; and
- updates a second target register of the one or more target registers with a return address.

40. The method of claim 22, wherein the target register file is divided into a first group of target registers and a second group of target registers, wherein the first group of target registers comprises branch target registers, and wherein the second group of target registers comprises call return target registers.

41. The method of claim 40, further comprising executing a call instruction, wherein the call instruction branches based on a value stored in a branch target register of the second group of target registers, and wherein the processing logic is to update a call return target register of the second group of target registers with a return address.

42. The method of claim 40, further comprising executing a return instruction, wherein the return instruction specifies a call return target register, and wherein the return instruction unconditionally branches to the value in the call return target register.

43. The method of claim 42, wherein the return instruction is the only branching instruction that can use a call return register as a branch target register.

44. The method of claim 40, wherein there is only one call return target register.