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Data compression and decompression methods for com 
pressing and decompressing data based on an actual or 
expected throughput ( bandwidth ) of a system . In one 
embodiment , a controller tracks and monitors the throughput 
( data storage and retrieval ) of a data compression system 
and generates control signals to enable / disable different 
compression algorithms when , e . g . , a bottleneck occurs so as 
to increase the throughput and eliminate the bottleneck . 
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VIDEO DATA COMPRESSION SYSTEMS 
CROSS - REFERENCE TO RELATED 

APPLICATIONS 
[ 0001 ] This application is a continuation of U . S . patent 
application Ser . No . 15 / 382 , 263 , filed on Dec . 16 , 2016 , 
which is a continuation of U . S . patent application Ser . No . 
14 / 876 , 276 , filed on Oct . 6 , 2015 , now U . S . Pat . No . 
9 , 769 , 477 , which is a continuation of U . S . patent application 
Ser . No . 14 / 733 , 565 , filed on Jun . 8 , 2015 , now U . S . Pat . No . 
9 , 762 , 907 , which is a continuation of U . S . patent application 
Ser . No . 14 / 577 , 286 , filed on Dec . 19 , 2014 , which is a 
continuation of U . S . patent application Ser . No . 14 / 134 , 933 , 
filed on Dec . 19 , 2013 , now U . S . Pat . No . 8 , 929 , 442 , which 
is a continuation of U . S . patent application Ser . No . 14 / 033 , 
245 , filed on Sep . 20 , 2013 , now U . S . Pat . No . 8 , 934 , 535 , 
which is a continuation of U . S . patent application Ser . No . 
13 / 154 , 239 , filed on Jun . 6 , 2011 , now U . S . Pat . No . 
8 , 553 , 759 , which is a continuation of U . S . patent application 
Ser . No . 12 / 123 , 081 , filed on May 19 , 2008 , now U . S . Pat . 
No . 8 , 073 , 047 , which is a continuation of U . S . patent 
application Ser . No . 10 / 076 , 013 , filed on Feb . 13 , 2002 , now 
U . S . Pat . No . 7 , 386 , 046 , which claims the benefit of U . S . 
Provisional Application No . 60 / 268 , 394 , filed on Feb . 13 , 
2001 , each of which is fully incorporated herein by refer 
ence . 

BACKGROUND 

1 . Technical Field 
[ 0002 ] The present invention relates generally to data 
compression and decompression and , in particular , to a 
system and method for compressing and decompressing data 
based on an actual or expected throughput ( bandwidth ) of a 
system that employs data compression . Additionally the 
present invention relates to the subsequent storage , retrieval , 
and management of information in data storage devices 
utilizing either compression and / or accelerated data storage 
and retrieval bandwidth . 

considered in determining which algorithm to employ for a 
given set of data . Algorithms that compress particularly well 
usually take longer to execute whereas algorithms that 
execute quickly usually do not compress particularly well . 
[ 0005 ] Accordingly , a system and method that would 
provide dynamic modification of compression system 
parameters so as to provide an optimal balance between 
execution speed of the algorithm ( compression rate ) and the 
resulting compression ratio , is highly desirable . 
[ 0006 ] Yet another problem within the current art is data 
storage and retrieval bandwidth limitations . Modern com 
puters utilize a hierarchy of memory devices . In order to 
achieve maximum performance levels , modern processors 
utilize onboard memory and on board cache to obtain high 
bandwidth access to both program and data . Limitations in 
process technologies currently prohibit placing a sufficient 
quantity of onboard memory for most applications . Thus , in 
order to offer sufficient memory for the operating system ( s ) , 
application programs , and user data , computers often use 
various forms of popular off - processor high speed memory 
including static random access memory ( SRAM ) , synchro 
nous dynamic random access memory ( SDRAM ) , synchro 
nous burst static ram ( SBSRAIVI ) . Due to the prohibitive 
cost of the high - speed random access memory , coupled with 
their power volatility , a third lower level of the hierarchy 
exists for non - volatile mass storage devices . While mass 
storage devices offer increased capacity and fairly economi 
cal data storage , their data storage and retrieval bandwidth 
is often much less in relation to the other elements of a 
computing system . 
[ 0007 ] Computers systems represent information in a vari 
ety of manners . Discrete information such as text and 
numbers are easily represented in digital data . This type of 
data representation is known as symbolic digital data . Sym 
bolic digital data is thus an absolute representation of data 
such as a letter , figure , character , mark , machine code , or 
drawing . 
[ 0008 ] Continuous information such as speech , music , 
audio , images and video , frequently exists in the natural 
world as analog information . As is well known to those 
skilled in the art , recent advances in very large scale inte 
gration ( VLSI ) digital computer technology have enabled 
both discrete and analog information to be represented with 
digital data . Continuous information represented as digital 
data is often referred to as diffuse data . Diffuse digital data 
is thus a representation of data that is of low information 
density and is typically not easily recognizable to humans in 
its native form . 
[ 0009 ] Modern computers utilize digital data representa 
tion because of its inherent advantages . For example , digital 
data is more readily processed , stored , and transmitted due 
to its inherently high noise immunity . In addition , the 
inclusion of redundancy in digital data representation 
enables error detection and / or correction . Error detection 
and / or correction capabilities are dependent upon the 
amount and type of data redundancy , available error detec 
tion and correction processing , and extent of data corruption . 
[ 0010 ] One outcome of digital data representation is the 
continuing need for increased capacity in data processing , 
storage , and transmittal . This is especially true for diffuse 
data where increases in fidelity and resolution create expo 
nentially greater quantities of data . Data compression is 
widely used to reduce the amount of data required to 
process , transmit , or store a given quantity of information . In 

2 . Description of the Related Art 
[ 0003 ] There are a variety of data compression algorithms 
that are currently available , both well - defined and novel . 
Many compression algorithms define one or more param 
eters that can be varied , either dynamically or a - priori , to 
change the performance characteristics of the algorithm . For 
example , with a typical dictionary based compression algo 
rithm such as Lempel - Ziv , the size of the dictionary can 
affect the performance of the algorithm . Indeed , a large 
dictionary may be employed to yield very good compression 
ratios but the algorithm may take a long time to execute . If 
speed were more important than compression ratio , then the 
algorithm can be limited by selecting a smaller dictionary , 
thereby obtaining a much faster compression time , but at the 
possible cost of a lower compression ratio . The desired 
performance of a compression algorithm and the system in 
which the data compression is employed , will vary depend 
ing on the application . 
[ 0004 ] Thus , one challenge in employing data compres 
sion for a given application or system is selecting one or 
more optimal compression algorithms from the variety of 
available algorithms . Indeed , the desired balance between 
speed and efficiency is typically a significant factor that is 
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general , there are two types of data compression techniques 
that may be utilized either separately or jointly to encoded 
decode data : lossless and lossy data compression . 
[ 0011 ] Over the last decade , computer processor perfor 
mance has improved by at least a factor of 50 . During this 
same period , magnetic disk storage has only improved by a 
factor of 5 . Thus one additional problem with the existing art 
is that memory storage devices severely limit the perfor 
mance of consumer , entertainment , office , workstation , serv 
ers , and mainframe computers for all disk and memory 
intensive operations . 
[ 0012 ] For example , magnetic disk mass storage devices 
currently employed in a variety of home , business , and 
scientific computing applications suffer from significant 
seek - time access delays along with profound read / write data 
rate limitations . Currently the fastest available ( 15 , 000 ) rpm 
disk drives support only a 40 . 0 Megabyte per second data 
rate ( MB / sec ) . This is in stark contrast to the modern 
Personal Computer ' s Peripheral Component Interconnect 
( PCI ) Bus ' s input / output capability of 512 MB / sec and 
internal local bus capability of 1600 MB / sec . 
[ 0013 ] Another problem within the current art is that 
emergent high performance disk interface standards such as 
the Small Computer Systems Interface ( SCSI - 3 ) , iSCSI , 
Fibre Channel , AT Attachment UltraDMA / 100 + , Serial Stor 
age Architecture , and Universal Serial Bus offer only higher 
data transfer rates through intermediate data buffering in 
random access memory . These interconnect strategies do not 
address the fundamental problem that all modern magnetic 
disk storage devices for the personal computer marketplace 
are still limited by the same typical physical media restric 
tion . In practice , faster disk access data rates are only 
achieved by the high cost solution of simultaneously access 
ing multiple disk drives with a technique known within the 
art as data striping and redundant array of independent disks 
( RAID ) . 
[ 0014 ] RAID systems often afford the user the benefit of 
increased data bandwidth for data storage and retrieval . By 
simultaneously accessing two or more disk drives , data 
bandwidth may be increased at a maximum rate that is linear 
and directly proportional to the number of disks employed . 
Thus another problem with modern data storage systems 
utilizing RAID systems is that a linear increase in data 
bandwidth requires a proportional number of added disk 
storage devices . 
[ 0015 ] Another problem with most modern mass storage 
devices is their inherent unreliability . Many modern mass 
storage devices utilize rotating assemblies and other types of 
electromechanical components that possess failure rates one 
or more orders of magnitude higher than equivalent solid 
state devices . RAID systems employ data redundancy dis 
tributed across multiple disks to enhance data storage and 
retrieval reliability . In the simplest case , data may be explic 
itly repeated on multiple places on a single disk drive , on 
multiple places on two or more independent disk drives . 
More complex techniques are also employed that support 
various trade - offs between data bandwidth and data reliabil 
ity . 
[ 0016 ] . Standard types of RAID systems currently avail 
able include RAID Levels 0 , 1 , and 5 . The configuration 
selected depends on the goals to be achieved . Specifically 
data reliability , data validation , data storage / retrieval band 
width , and cost all play a role in defining the appropriate 
RAID data storage solution . RAID level 0 entails pure data 

striping across multiple disk drives . This increases data 
bandwidth at best linearly with the number of disk drives 
utilized . Data reliability and validation capability are 
decreased . A failure of a single drive results in a complete 
loss of all data . Thus another problem with RAID systems is 
that low cost improved bandwidth requires a significant 
decrease in reliability . 
[ 0017 ] RAID Level 1 utilizes disk mirroring where data is 
duplicated on an independent disk subsystem . Validation of 
data amongst the two independent drives is possible if the 
data is simultaneously accessed on both disks and subse 
quently compared . This tends to decrease data bandwidth 
from even that of a single comparable disk drive . In systems 
that offer hot swap capability , the failed drive is removed and 
a replacement drive is inserted . The data on the failed drive 
is then copied in the background while the entire system 
continues to operate in a performance degraded but fully 
operational mode . Once the data rebuild is complete , normal 
operation resumes . Hence , another problem with RAID 
systems is the high cost of increased reliability and associ 
ated decrease in performance . 
[ 0018 ] RAID Level 5 employs disk data striping and 
parity error detection to increase both data bandwidth and 
reliability simultaneously . A minimum of three disk drives is 
required for this technique . In the event of a single disk drive 
failure , that drive may be rebuilt from parity and other data 
encoded on disk remaining disk drives . In systems that offer 
hot swap capability , the failed drive is removed and a 
replacement drive is inserted . The data on the failed drive is 
then rebuilt in the background while the entire system 
continues to operate in a performance degraded but fully 
operational mode . Once the data rebuild is complete , normal 
operation resumes . 
[ 0019 ] Thus another problem with redundant modern 
mass storage devices is the degradation of data bandwidth 
when a storage device fails . Additional problems with band 
width limitations and reliability similarly occur within the 
art by all other forms of sequential , pseudo - random , and 
random access mass storage devices . Typically mass storage 
devices include magnetic and optical tape , magnetic and 
optical disks , and various solid - state mass storage devices . It 
should be noted that the present invention applies to all 
forms and manners of memory devices including storage 
devices utilizing magnetic , optical , neural and chemical 
techniques or any combination thereof . 
10020 ] Yet another problem within the current art is the 
application and use of various data compression techniques . 
It is well known within the current art that data compression 
provides several unique benefits . First , data compression can 
reduce the time to transmit data by more efficiently utilizing 
low bandwidth data links . Second , data compression econo 
mizes on data storage and allows more information to be 
stored for a fixed memory size by representing information 
more efficiently . 
[ 0021 ] For purposes of discussion , data compression is 
canonically divided into lossy and lossless techniques . 
Lossy data compression techniques provide for an inexact 
representation of the original uncompressed data such that 
the decoded ( or reconstructed ) data differs from the original 
unencoded / uncompressed data . Lossy data compression is 
also known as irreversible or noisy compression . Negent 
ropy is defined as the quantity of information in a given set 
of data . Thus , one obvious advantage of lossy data com 
pression is that the compression ratios can be larger than that 
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dictated by the negentropy limit , all at the expense of 
information content . Many lossy data compression tech 
niques seek to exploit various traits within the human senses 
to eliminate otherwise imperceptible data . For example , 
lossy data compression of visual imagery might seek to 
delete information content in excess of the display resolution 
or contrast ratio of the target display device . 
[ 0022 ] On the other hand , lossless data compression tech 
niques provide an exact representation of the original 
uncompressed data . Simply stated , the decoded ( or recon 
structed ) data is identical to the original unencoded / uncom 
pressed data . Lossless data compression is also known as 
reversible or noiseless compression . Thus , lossless data 
compression has , as its current limit , a minimum represen 
tation defined by the entropy of a given data set . 
[ 0023 ] A rich and highly diverse set of lossless data 
compression and decompression algorithms exist within the 
current art . These range from the simplest " adhoc " 
approaches to highly sophisticated formalized techniques 
that span the sciences of information theory , statistics , and 
artificial intelligence . One fundamental problem with almost 
all modern approaches is the compression ratio to encoding 
and decoding speed achieved . As previously stated , the 
current theoretical limit for data compression is the entropy 
limit of the data set to be encoded . However , in practice , 
many factors actually limit the compression ratio achieved . 
Most modern compression algorithms are highly content 
dependent . Content dependency exceeds the actual statistics 
of individual elements and often includes a variety of other 
factors including their spatial location within the data set . 
[ 0024 ] Of popular compression techniques , arithmetic 
coding possesses the highest degree of algorithmic effec 
tiveness , and as expected , is the slowest to execute . This is 
followed in turn by dictionary compression , Huffman cod 
ing , and run - length coding with respectively decreasing 
execute times . What is not apparent from these algorithms , 
that is also one major deficiency within the current art , is 
knowledge of their algorithmic efficiency . More specifically , 
given a compression ratio that is within the effectiveness of 
multiple algorithms , the question arises as their correspond 
ing efficiency . 
[ 0025 ] Within the current art there also presently exists a 
strong inverse relationship between achieving the maximum 
( current ) theoretical compression ratio , which we define as 
algorithmic effectiveness , and requisite processing time . For 
a given single algorithm the effectiveness over a broad class 
of data sets including text , graphics , databases , and execut 
able object code is highly dependent upon the processing 
effort applied . Given a baseline data set , processor operating 
speed and target architecture , along with its associated 
supporting memory and peripheral set , we define algorith 
mic efficiency as the time required to achieve a given 
compression ratio . Algorithmic efficiency assumes that a 
given algorithm is implemented in an optimum object code 
representation executing from the optimum places in 
memory . This is almost never achieved in practice due to 
limitations within modern optimizing software compilers . It 
should be further noted that an optimum algorithmic imple 
mentation for a given input data set may not be optimum for 
a different data set . Much work remains in developing a 
comprehensive set of metrics for measuring data compres 
sion algorithmic performance , however for present purposes 
the previously defined terms of algorithmic effectiveness 
and efficiency should suffice . 

( 0026 ] Various solutions to this problem of optimizing 
algorithmic implementation are found in U . S . Pat . Nos . 
6 , 195 , 024 and 6 , 309 , 424 , issued on Feb . 27 , 2001 and Oct . 
30 , 2001 , respectively , to James Fallon , both of which are 
entitled “ Content Independent Data Compression Method 
and System , ” and are incorporated herein by reference . 
These patents describe data compression methods that pro 
vide content - independent data compression , wherein an 
optimal compression ratio for an encoded stream can be 
achieved regardless of the data content of the input data 
stream . As more fully described in the above incorporated 
patents , a data compression protocol comprises applying an 
input data stream to each of a plurality of different encoders 
to , in effect , generate a plurality of encoded data streams . 
The plurality of encoders are preferably selected based on 
their ability to effectively encode different types of input 
data . The final compressed data stream is generated by 
selectively combining blocks of the compressed streams 
output from the plurality of encoders based on one or more 
factors such as the optimal compression ratios obtained by 
the plurality of decoders . The resulting compressed output 
stream can achieve the greatest possible compression , pref 
erably in real - time , regardless of the data content . 

[ 0027 ] Yet another problem within the current art relates to 
data management and the use of existing file management 
systems . Present computer operating systems utilize file 
management systems to store and retrieve information in a 
uniform , easily identifiable , format . Files are collections of 
executable programs and / or various data objects . Files occur 
in a wide variety of lengths and must be stored within a data 
storage device . Most storage devices , and in particular , mass 
storage devices , work most efficiently with specific quanti 
ties of data . For example , modern magnetic disks are often 
divided into cylinders , heads and sectors . This breakout 
arises from legacy electro - mechanical considerations with 
the format of an individual sector often some binary multiple 
of bytes ( 512 , 1024 , . . . ) . A fixed or variable quantity of 
sectors housed on an individual track . The number of sectors 
permitted on a single track is limited by the number of 
reliable flux reversals that can be encoded on the storage 
media per linear inch , often referred to as linear bit density . 
In disk drives with multiple heads and disk media , a single 
cylinder is comprised of multiple tracks . 
[ 0028 ] A file allocation table is often used to organize both 
used and unused space on a mass storage device . Since a file 
often comprises more than one sector of data , and individual 
sectors or contiguous strings of sectors may be widely 
dispersed over multiple tracks and cylinders , a file allocation 
table provides a methodology of retrieving a file or portion 
thereof . File allocation tables are usually comprised of 
strings of pointers or indices that identify where various 
portions of a file are stored . 
[ 0029 ] In - order to provide greater flexibility in the man 
agement of disk storage at the media side of the interface , 
logical block addresses have been substituted for legacy 
cylinder , head , sector addressing . This permits the individual 
disk to optimize its mapping from the logical address space 
to the physical sectors on the disk drive . Advantages with 
this technique include faster disk accesses by allowing the 
disk manufacturer greater flexibility in managing data inter 
leaves and other high - speed access techniques . In addition , 
the replacement of bad media sectors can take place at the 
physical level and need not be the concern of the file 
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structured disk compression are psuedo - random data access 
and reduced data compression / decompression processing 
time . 
[ 0035 ] Several problems exist within the current art for the 
management of compressed blocks . One method for storage 
of compressed files on disk is by contiguously storing all 
GOBs corresponding to a single file . However as files are 
processed within the computers , files may grow or shrink in 
size . Inefficient disk storage results when a substantial file 
size reduction occurs . Conversely when a file grows sub 
stantially , the additional space required to store the data may 
not be available contiguously . The result of this process is 
substantial disk fragmentation and slower access times . 
100361 . An alternate method is to map compressed GOBs 
into the next logical free space on the disk . One problem 
with this method is that average file access times are 
substantially increased by this technique due to the random 
data storage . Peak access delays may be reduced since the 
statistics behave with a more uniform white spectral density , 
however this is not guaranteed . 
[ 0037 ] A further layer of complexity is encountered when 
compressed information is to be managed on more than one 
data storage device . Competing requirements of data access 
bandwidth , data reliability / redundancy , and efficiency of 
storage space are encountered . 
[ 0038 ] . These and other limitations within the current art 
are solved with the present invention . 

allocation table or host computer . Furthermore , these bad 
sector replacement maps are definable on a disk by disk 
basis . 
( 0030 ) Practical limitations in the size of the data required 
to both represent and process an individual data block 
address , along with the size of individual data blocks , 
governs the type of file allocation tables currently in use . For 
example , a 4096 byte logical block size ( 8 sectors ) employed 
with 32 bit logical block addresses . This yields an address 
able data space of 17 . 59 Terabytes . Smaller logical blocks 
permit more efficient use of disk space . Larger logical blocks 
support a larger addressable data space . Thus one limitation 
within the current art is that disk file allocation tables and 
associated file management systems are a compromise 
between efficient data storage , access speed , and addressable 
data space . 
[ 0031 ] Data in a computer has various levels of informa 
tion content . Even within a single file , many data types and 
formats are utilized . Each data representation has specific 
meaning and each may hold differing quantities of informa 
tion . Within the current art , computers process data in a 
native , uncompressed , format . Thus compressed data must 
often be decompressed prior to performing various data 
processing functions or operations . Modern file systems 
have been designed to work with data in its native format . 
Thus another significant problem within the current art is 
that file systems are not able to randomly access compressed 
data in an efficient manner . 
[ 0032 ] Further aggravating this problem is the fact that 
when data is decompressed , processed and recompressed it 
may not fit back into its original disk space , causing disk 
fragmentation or complex disk space reallocation require 
ments . Several solutions exist within the current art includ 
ing file by file and block structured compressed data man 
agement . 
[ 0033 ] In file by file compression , each file is compressed 
when stored on disk and decompressed when retrieved . For 
very small files this technique is often adequate , however for 
larger files the compression and decompression times are too 
slow , resulting in inadequate system level performance . In 
addition , the ability to access randomly access data within a 
specific file is lost . The one advantage to file by file 
compression techniques is that they are easy to develop and 
are compatible with existing file systems . Thus file by file 
compressed data management is not an adequate solution . 
[ 0034 ] Block structured disk compression operates by 
compressing and decompressing fixed block sizes of data . 
Block sizes are often fixed , but may be variable in size . A 
single file usually is comprised of multiple blocks , however 
a file may be so small as to fit within a single block . Blocks 
are grouped together and stored in one or more disk sectors 
as a group of Blocks ( GOBs ) . A group of blocks is com 
pressed and decompressed as a unit , thus there exists prac 
tical limitations on the size of GOBs . Most compression 
algorithms achieve a higher level of algorithmic effective 
ness when operating on larger quantities of data . Restated , 
the larger the quantity of data processed with a uniform 
information density , the higher the compressions ratio 
achieved . If GOBs are small compression ratios are low and 
processing time short . Conversely , when GOBS are large 
compression ratios are higher and processing time is longer . 
Large GOBs tend to perform in a manner analogous to file 
by file compression . The two obvious benefits to block 

SUMMARY OF THE INVENTION 
[ 0039 ] The present invention is directed to a system and 
method for compressing and decompressing based on the 
actual or expected throughput ( bandwidth ) of a system 
employing data compression and a technique of optimizing 
based upon planned , expected , predicted , or actual usage . 
[ 0040 ] In one aspect of the present invention , a system for 
providing bandwidth sensitive data compression comprises : 
[ 0041 ] a data compression system for compressing and 
decompressing data input to the system ; 
[ 0042 ] a plurality of compression routines selectively uti 
lized by the data compression system ; and 
[ 0043 ] a controller for tracking the throughput of the 
system and generating a control signal to select a compres 
sion routine based on the system throughput . In a preferred 
embodiment , when the controller determines that the system 
throughput falls below a predetermined throughput thresh 
old , the controller commands the data compression engine to 
use a compression routine providing a faster rate of com 
pression so as to increase the throughput . 
[ 0044 ] In another aspect , a system for providing band 
width sensitive data compression comprises a plurality of 
access profiles , operatively accessible by the controller that 
enables the controller to determine a compression routine 
that is associated with a data type of the data to be com 
pressed . The access profiles comprise information that 
enables the controller to select a suitable compression algo 
rithm that provides a desired balance between execution 
speed ( rate of compression ) and efficiency ( compression 
ratio ) . 
( 0045 ] In yet another aspect , a system comprises a data 
storage controller for controlling the compression and stor 
age of compressed data to a storage device and the retrieval 
and decompression of compressed data from the storage 
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device . The system throughput tracked by the controller 
preferably comprises a number of pending access requests to 
a storage device . 
[ 0046 ] In another aspect , the system comprises a data 
transmission controller for controlling the compression and 
transmission of compressed data , as well as the decompres 
sion of compressed data received over a communication 
channel . The system throughput tracked by the controller 
comprises a number of pending transmission requests over 
the communication channel . 
[ 0047 ] In yet another aspect of the present invention , a 
method for providing bandwidth sensitive data compression 
in a data processing system , comprises the steps of : 
0048 ] compressing data using an first compression rou 

tine providing a first compression rate ; 
[ 0049 ] tracking the throughput of the data processing 
system to determine if the first compression rate provides a 
throughput that meets a predetermined throughput thresh 
old ; and 
[ 0050 ] compressing data using a second compression rou 
tine providing a second compression rate that is greater than 
the first compression rate , if the tracked throughput does not 
meet the predetermined throughput threshold . 
[ 0051 ] Preferably , the first compression routine comprises 
a default asymmetric routine and wherein the second com 
pression routine comprises a symmetric routine . 
[ 0052 ] In another aspect , the method comprises processing 
a user command to load a user - selected compression routine 
for compressing data . 
[ 0053 ] In another aspect , the method further comprises 
processing a user command to compress user - provided data 
and automatically selecting a compression routine associ 
ated with a data type of the user - provided data . 
[ 0054 ] These and other aspects , features and advantages of 
the present invention will become apparent from the fol 
lowing detailed description of preferred embodiments , 
which is to be read in connection with the accompanying 
drawings . 

employing data compression . Although one of ordinary skill 
in the art could readily envision various implementations for 
the present invention , a preferred system in which this 
invention is employed comprises a data storage controller 
that preferably utilizes a real - time data compression system 
to provide “ accelerated ” data storage and retrieval band 
widths . The concept of " accelerated ” data storage and 
retrieval was introduced in U . S . patent application Ser . No . 
09 / 266 , 394 , filed Mar . 11 , 1999 , entitled “ System and Meth 
ods For Accelerated Data Storage and Retrieval , " now U . S . 
Pat . No . 6 , 601 , 104 , and U . S . patent application Ser . No . 
09 / 481 , 243 , filed Jan . 11 , 2000 , entitled “ System and Meth 
ods For Accelerated Data Storage and Retrieval , ” now U . S . 
Pat . No . 6 , 604 , 158 , both of which are commonly assigned 
and incorporated herein by reference . 
[ 0061 ] In general , as described in the above - incorporated 
applications , “ accelerated ” data storage comprises receiving 
a digital data stream at a data transmission rate which is 
greater than the data storage rate of a target storage device , 
compressing the input stream at a compression rate that 
increases the effective data storage rate of the target storage 
device and storing the compressed data in the target storage 
device . For instance , assume that a mass storage device 
( such as a hard disk ) has a data storage rate of 20 megabytes 
per second . If a storage controller for the mass storage 
device is capable of compressing ( in real time ) an input data 
stream with an average compression rate of 3 : 1 , then data 
can be stored in the mass storage device at a rate of 60 
megabytes per second , thereby effectively increasing the 
storage bandwidth ( " storewidth ” ) of the mass storage device 
by a factor of three . Similarly , accelerated data retrieval 
comprises retrieving a compressed digital data stream from 
a target storage device at the rate equal to , e . g . , the data 
access rate of the target storage device and then decom 
pressing the compressed data at a rate that increases the 
effective data access rate of the target storage device . Advan 
tageously , providing accelerated data storage and retrieval at 
( or close to ) real - time can reduce or eliminate traditional 
bottlenecks associated with , e . g . , local and network disk 
accesses . 
[ 0062 ] In a preferred embodiment , the present invention is 
implemented for providing accelerated data storage and 
retrieval . In one embodiment , a controller tracks and moni 
tors the throughput ( data storage and retrieval ) of a data 
compression system and generates control signals to enable / 
disable different compression algorithms when , e . g . , a 
bottleneck occurs so as to increase the throughput and 
eliminate the bottleneck . 
[ 0063 ] In the following description of preferred embodi 
ments , two categories of compression algorithms are 
defined an " asymmetrical ” data compression algorithm 
and a “ symmetrical data compression algorithms . An asym 
metrical data compression algorithm is referred to herein as 
one in which the execution time for the compression and 
decompression routines differ significantly . In particular , 
with an asymmetrical algorithm , either the compression 
routine is slow and the decompression routine is fast or the 
compression routine is fast and the decompression routine is 
slow . Examples of asymmetrical compression algorithms 
include dictionary - based compression schemes such as 
Lempel - Ziv . 
[ 0064 ] On the other hand , a “ symmetrical ” data compres 
sion algorithm is referred to herein as one in which the 
execution time for the compression and the decompression 

BRIEF DESCRIPTION OF THE DRAWINGS 
[ 0055 ] FIG . 1 is a high - level block diagram of a system for 
providing bandwidth sensitive data compression / decom 
pression according to an embodiment of the present inven 
tion . 
[ 0056 ] FIG . 2 is a flow diagram of a method for providing 
bandwidth sensitive data compression / decompression 
according to one aspect of the present invention . 
[ 0057 ] FIG . 3 is a block diagram of a preferred system for 
implementing a bandwidth sensitive data compression / de 
compression method according to an embodiment of the 
present invention . 
[ 0058 ] FIG . 4A is a diagram of a file system format of a 
virtual and / or physical disk according to an embodiment of 
the present invention . 
[ 0059 FIG . 4B is a diagram of a data structure of a sector 
map entry of a virtual block table according to an embodi 
ment of the present invention . 

DETAILED DESCRIPTION OF PREFERRED 
EMBODIMENTS 

[ 0060 ] The present invention is directed to a system and 
method for compressing and decompressing based on the 
actual or expected throughput ( bandwidth ) of a system 
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routines are substantially similar . Examples of symmetrical 
algorithms include table - based compression schemes such 
as Huffman . For asymmetrical algorithms , the total execu 
tion time to perform one compress and one decompress of a 
data set is typically greater than the total execution time of 
symmetrical algorithms . But an asymmetrical algorithm 
typically achieves higher compression ratios than a sym 
metrical algorithm . 
[ 0065 ] It is to be appreciated that in accordance with the 
present invention , symmetry may be defined in terms of 
overall effective bandwidth , compression ratio , or time or 
any combination thereof . In particular , in instances of fre 
quent data read / writes , bandwidth is the optimal parameter 
for symmetry . In asymmetric applications such as operating 
systems and programs , the governing factor is net decom 
pression bandwidth , which is a function of both compression 
speed , which governs data retrieval time , and decompression 
speed , wherein the total governs the net effective data read 
bandwidth . These factors work in an analogous manner for 
data storage where the governing factors are both compres 
sion ratio ( storage time ) and compression speed . The present 
invention applies to any combination or subset thereof , 
which is utilized to optimize overall bandwidth , storage 
space , or any operating point in between . 
[ 006 ] Referring now to FIG . 1 , a high - level block dia 
gram illustrates a system for providing bandwidth sensitive 
data compression / decompression according to an embodi 
ment of the present invention . In particular , FIG . 1 depicts 
a host system 10 comprising a controller 11 ( e . g . , a file 
management system ) , a compression / decompression ( or 
data compression ) system 12 , a plurality of compression 
algorithms 13 , a storage medium 14 , and a plurality of data 
profiles 15 . The controller tracks and monitors the through 
put ( e . g . , data storage and retrieval ) of the data compression 
system 12 and generates control signals to enable / disable 
different compression algorithms 13 when the throughput 
falls below a predetermined threshold . In one embodiment , 
the system throughput that is tracked by the controller 11 
preferably comprises a number of pending access requests to 
the memory system . 
[ 0067 ] The data compression system 12 is operatively 
connected to the storage medium 14 using suitable protocols 
to write and read compressed data to and from the storage 
medium 14 . It is to be understood that the storage medium 
14 may comprise any form of memory device including all 
forms of sequential , pseudo - random , and random access 
storage devices . The storage medium 14 may be volatile or 
non - volatile in nature , or any combination thereof . Storage 
medium as known within the current art include all forms of 
random access memory , magnetic and optical tape , magnetic 
and optical disks , along with various other forms of solid 
state mass storage media . Thus it should be noted that the 
current invention applies to all forms and manners of storage 
media including , but not limited to , storage mediums uti 
lizing magnetic , optical , and chemical techniques , or any 
combination thereof . The data compression system 12 pref 
erably operates in real - time ( or substantially real - time ) to 
compress data to be stored on the storage medium 14 and to 
decompress data that is retrieved from the storage medium 
14 . The data compression system 12 may maintain the 
compressed data to be stored on the storage medium 14 and 
the decompressed data that is retrieved from the storage 
medium 14 for subsequent data processing , storage , or 
transmittal . In addition , the data compression system 12 may 

receive data ( compressed or not compressed ) via an I / O 
( input / output ) port 16 that is transmitted over a transmission 
line or communication channel from a remote location , and 
then process such data ( e . g . , decompress or compress the 
data ) . The data compression system 12 may further transmit 
data ( compressed or decompressed ) via the I / O port 16 to 
another network device for remote processing or storage . 
[ 0068 ] The controller 11 utilizes information comprising a 
plurality of data profiles 15 to determine which compression 
algorithms 13 should be used by the data compression 
system 12 . In a preferred embodiment , the compression 
algorithms 13 comprise one or more asymmetric algorithms . 
As noted above , with asymmetric algorithms , the compres 
sion ratio is typically greater than the compression ratios 
obtained using symmetrical algorithms . Preferably , a plu 
rality of asymmetric algorithms are selected to provide one 
or more asymmetric algorithms comprising a slow compress 
and fast decompress routine , as well as one or more asym 
metric algorithms comprising a fast compress and slow 
decompress routine . 
[ 0069 ] The compression algorithms 13 further comprise 
one or more symmetric algorithms , each having a compres 
sion rate and corresponding decompression rate that is 
substantially equal . Preferably , a plurality of symmetric 
algorithms are selected to provide a desired range of com 
pression and decompression rates for data to be processed by 
a symmetric algorithm . 
[ 0070 ] In a preferred embodiment , the overall throughput 
( bandwidth ) of the host system 10 is one factor considered 
by the controller 11 in deciding whether to use an asym 
metrical or symmetrical compression algorithm for process 
ing data stored to , and retrieved from , the storage medium 
14 . Another factor that is used to determine the compression 
algorithm is the type of data to be processed . In a preferred 
embodiment , the data profiles 15 comprise information 
regarding predetermined access profiles of different data 
sets , which enables the controller 11 to select a suitable 
compression algorithm based on the data type . For instance , 
the data profiles may comprise a map that associates differ 
ent data types ( based on , e . g . , a file extension ) with preferred 
one ( s ) of the compression algorithms 13 . For example , 
preferred access profiles considered by the controller 11 are 
set forth in the following table . 

Access Profile 1 : Access Profile 2 Access Profile 3 
Data is written to a 
storage medium once 
( or very few times ) 
but is read from the 
storage medium 
many times 

Data is written 
to the storage 
medium often 
but read few 
Times 

The amount of times data 
is read from and written 
to the storage medium is 
substantially the same . 

[ 0071 ] With Access Profile 1 , the decompression routine 
would be executed significantly more times than the corre 
sponding compression routine . This is typical with operating 
systems , applications and websites , for example . Indeed , an 
asymmetrical application can be used to ( offline ) compress 
an ( OS ) operating system , application or Website using a 
slow compression routine to achieve a high compression 
ratio . After the compressed OS , application or website is 
stored , the asymmetric algorithm is then used during run 
time to decompress , at a significant rate , the OS , application 
or website launched or accessed by a user . 
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[ 0072 ] Therefore , with data sets falling within Access 
Profile 1 , it is preferable to utilize an asymmetrical algorithm 
that provides a slow compression routine and a fast decom 
pression routine so as to provide an increase in the overall 
system performance as compared the performance that 
would be obtained using a symmetrical algorithm . Further , 
the compression ratio obtained using the asymmetrical algo 
rithm would likely be higher than that obtained using a 
symmetrical algorithm ( thus effectively increasing the stor 
age capacity of the storage device ) . 
[ 0073 ] With Access Profile 2 , the compression routine 
would be executed significantly more times than the decom 
pression routine . This is typical with a system for automati 
cally updating an inventory database , for example , wherein 
an asymmetric algorithm that provides a fast compression 
routine and a slow decompression routine would provide an 
overall faster ( higher throughput ) and efficient ( higher com 
pression ratio ) system performance than would be obtained 
using a symmetrical algorithm . 
10074 ] With Access Profile 3 , where data is accessed with 
a similar number of reads and writes , the compression 
routine would be executed approximately the same number 
of times as the decompression routine . This is typical of 
most user - generated data such as documents and spread 
sheets . Therefore , it is preferable to utilize a symmetrical 
algorithm that provides a relatively fast compression and 
decompression routine . This would result in an overall 
system performance that would be faster as compared to 
using an asymmetrical algorithm ( although the compression 
ratio achieved may be lower ) . 
[ 0075 ] The following table summarizes the three data 
access profiles and the type of compression algorithm that 
would produce optimum throughput . 

[ 0077 ] Referring now to FIG . 2 , a flow diagram illustrates 
a method for providing bandwidth sensitive data compres 
sion according to one aspect of the present invention . 
[ 0078 ] For purposes of illustration , it is assumed that the 
method depicted in FIG . 2 is implemented with a disk 
controller for providing accelerated data storage and 
retrieval from a hard disk on a PC ( personal computer ) . The 
data compression system is initialized during a boot - up 
process after the PC is powered - on and a default compres 
sion / decompression routine is instantiated ( step 20 ) . 
[ 0079 ] In a preferred embodiment , the default algorithm 
comprises an asymmetrical algorithm since an operating 
system and application programs will be read from hard disk 
memory and decompressed during the initial use of the host 
system 10 . Indeed , as discussed above , an asymmetric 
algorithm that provides slow compression and fast decom 
pression is preferable for compressing operating systems 
and applications so as to obtain a high compression ratio ( to 
effectively increase the storage capacity of the hard disk ) and 
fast data access ( to effectively increase the retrieval rate 
from the hard disk ) . The initial asymmetric routine that is 
applied ( by , e . g . , a vendor ) to compress the operating system 
and applications is preferably set as the default . The oper 
ating system will be retrieved and then decompressed using 
the default asymmetric routine ( step 21 ) . 
[ 0080 ] During initial runtime , the controller will maintain 
use the default algorithm until certain conditions are met . 
For instance , if a read command is received ( affirmative 
result in step 22 ) , the controller will determine whether the 
data to be read from disk can be compressed using the 
current routine ( step 23 ) . For this determination , the con 
troller could , e . g . , read a flag value that indicates the 
algorithm that was used to compress the file . If the data can 
be decompressed using the current algorithm ( affirmative 
determination in step 23 ) , then the file will be retrieved and 
decompressed ( step 25 ) . On the other hand , if the data 
cannot be decompressed using the current algorithm ( nega 
tive determination in step 23 ) , the controller will issue the 
appropriate control signal to the compression system to load 
the algorithm associated with the file ( step 24 ) and , subse 
quently , decompress the file ( step 25 ) . 
[ 0081 ] If a write command is received ( affirmative result 
in step 26 ) , the data to be stored will be compressed using 
the current algorithm ( step 27 ) . During the process of 
compression and storing the compressed data , the controller 
will track the throughput to determine whether the through 
put is meeting a predetermined threshold ( step 28 ) . For 
example , the controller may track the number of pending 
disk accesses ( access requests ) to determine whether a 
bottleneck is occurring . If the throughput of the system is not 
meeting the desired threshold ( e . g . , the compression system 
cannot maintain the required or requested data rates ) ( nega 
tive determination in step 28 ) , then the controller will 
command the data compression system to utilize a compres 
sion routine providing faster compression ( e . g . , a fast sym 
metric compression algorithm ) ( step 29 ) so as to mitigate or 
eliminate the bottleneck . 
[ 0082 ] If , on the other hand , the system throughput is 
meeting or exceeding the threshold ( affirmative determina 
tion in step 28 ) and the current algorithm being used is a 
symmetrical routine ( affirmative determination in step 30 ) , 
in an effort to achieve optimal compression ratios , the 
controller will command the data compression system to use 

Compressed 
Data 

Charac 
teristics 

Access 
Profile 

Example Data 
Types 

Compression 
Algorithm 

Decom 
pression 
Algorithm 

1 . Write 
few , 

Operating 
systems , 
Programs , 
Web sites 

Asymmetrical 
( Slow 

compress ) 

Very high 
compression 

ratio 

Asymmetrical 
( Fast 

decompress ) Read 
many 
2 . Write 
many , 
Read 
few 
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number of 
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compress ) 
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updated 
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generated 
documents 

Symmetrical Symmetrical Standard 
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[ 0076 ] In accordance with the present invention , the 
access profile of a given data set is known a priori or 
determined prior to compression so that the optimum cat 
egory of compression algorithm can be selected . As 
explained below , the selection process may be performed 
either manually or automatically by the controller 11 of the 
data compression system 12 . Further , the decision regarding 
which routines will be used at compression time ( write ) and 
at decompression time ( read ) is preferably made before or at 
the time of compression . This is because once data is 
compressed using a certain algorithm , only the matching 
decompression routine can be used to decompress the data , 
regardless of how much processing time is available at the 
time of decompression . 
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an asymmetric compression algorithm ( step 31 ) that may 
provide a slower rate of compression , but provide efficient 
compression . 
10083 ] This process is repeated such that whenever the 
controller determines that the compression system can main 
tain the required / requested data throughput using a slow 
( highly efficient ) asymmetrical compression algorithm , the 
controller will allow the compression system to operate in 
the asymmetrical mode . This will allow the system to obtain 
maximum storage capacity on the disk . Further , the control 
ler will command the compression system to use a symmet 
ric routine comprising a fast compression routine when the 
desired throughput is not met . This will allow the system to , 
e . g . , service the backlogged disk accesses . Then , when the 
controller determines that the required / requested data rates 
are subsequently lower and the compression system can 
maintain the data rate , the controller can command the 
compression system to use a slower ( but more efficient ) 
asymmetric compression algorithm . 
[ 0084 ] With the above - described method depicted in FIG . 
2 , the selection of the compression routine is performed 
automatically by the controller so as to optimize system 
throughput . In another embodiment , a user that desires to 
install a program or text files , for example , can command the 
system ( via a software utility ) to utilize a desired compres 
sion routine for compressing and storing the compressed 
program or files to disk . For example , for a power user , a 
GUI menu can be displayed that allows the user to directly 
select a given algorithm . Alternatively , the system can detect 
the type of data being installed or stored to disk ( via file 
extension , etc . ) and automatically select an appropriate 
algorithm using the Access Profile information as described 
above . For instance , the user could indicate to the controller 
that the data being installed comprises an application pro 
gram which the controller would determine falls under 
Access Profile 1 . The controller would then command the 
compression engine to utilize an asymmetric compression 
algorithm employing a slow compression routine and a fast 
decompression routine . The result would be a one - time 
penalty during program installation ( slow compression ) , but 
with fast access to the data on all subsequent executions 
( reads ) of the program , as well as a high compression ratio . 
[ 0085 ] It is to be appreciated that the present invention 
may be implemented in any data processing system , device , 
or apparatus using data compression . For instance , the 
present invention may be employed in a data transmission 
controller in a network environment to provide accelerated 
data transmission over a communication channel ( i . e . , effec 
tively increase the transmission bandwidth by compressing 
the data at the source and decompressing data at the receiver , 
in real - time ) . 
[ 0086 ] . Further , the present invention can be implemented 
with a data storage controller utilizing data compression and 
decompression to provided accelerated data storage and 
retrieval from a mass storage device . Exemplary embodi 
ments of preferred data storage controllers in which the 
present invention may be implemented are described , for 
example , in U . S . patent application Ser . No . 09 / 775 , 905 , 
filed on Feb . 2 , 2001 , entitled “ Data Storewidth Accelera 
tor ” , now U . S . Pat . No . 6 , 748 , 457 , which is commonly 
assigned and fully incorporated herein by reference . 
[ 0087 ] FIG . 3 illustrates a preferred embodiment of a data 
storage controller 120 as described in the above - incorpo 
rated U . S . Ser . No . 09 / 775 , 905 , now U . S . Pat . No . 6 , 748 , 

457 , for implementing a bandwidth sensitive data compres 
sion protocol as described herein . The data storage controller 
120 comprises a DSP ( digital signal processor ) 121 ( or any 
other micro - processor device ) that implements a data com 
pression / decompression routine . The DSP 121 preferably 
employs a plurality of symmetric and asymmetric compres 
sion / decompression as described herein . The data storage 
controller 120 further comprises at least one programmable 
logic device 122 ( or volatile logic device ) . The program 
mable logic device 122 preferably implements the logic 
( program code ) for instantiating and driving both a disk 
interface 114 and a bus interface 115 and for providing full 
DMA ( direct memory access ) capability for the disk and bus 
interfaces 114 , 115 . Further , upon host computer power - up 
and / or assertion of a system - level " reset " ( e . g . , PCI Bus 
reset ) , the DSP 121 initializes and programs the program 
mable logic device 122 before of the completion of initial 
ization of the host computer . This advantageously allows the 
data storage controller 120 to be ready to accept and process 
commands from the host computer ( via the bus 116 ) and 
retrieve boot data from the disk ( assuming the data storage 
controller 120 is implemented as the boot device and the 
[ 0088 ] The data storage controller 120 further comprises a 
plurality of memory devices including a RAM ( random 
access memory ) device 123 and a ROM ( read only memory ) 
device 124 ( or FLASH memory or other types of non 
volatile memory ) . The RAM device 123 is utilized as 
on - board cache and is preferably implemented as SDRAM . 
The ROM device 124 is utilized for non - volatile storage of 
logic code associated with the DSP 121 and configuration 
data used by the DSP 121 to program the programmable 
logic device 122 . 
10089 ] The DSP 121 is operatively connected to the 
memory devices 123 , 124 and the programmable logic 
device 122 via a local bus 125 . The DSP 121 is also 
operatively connected to the programmable logic device 122 
via an independent control bus 126 . The programmable logic 
device 122 provides data flow control between the DSP 121 
and the host computer system attached to the bus 116 , as 
well as data flow control between the DSP 121 and the 
storage device . A plurality of external I / O ports 127 are 
included for data transmission and / or loading of one or more 
programmable logic devices . Preferably , the disk interface 
114 driven by the programmable logic device 122 supports 
a plurality of hard drives . 
[ 0090 ] The storage controller 120 further comprises com 
puter reset and power up circuitry 128 ( or " boot configura 
tion circuit ” ) for controlling initialization ( either cold or 
warm boots ) of the host computer system and storage 
controller 120 . A preferred boot configuration circuit and 
preferred computer initialization systems and protocols are 
described in U . S . patent application Ser . No . 09 / 775 , 897 , 
filed on Feb . 2 , 2001 , entitled “ System and Methods For 
Computer Initialization , ” published as U . S . Patent Publica 
tion No . US 2001 - 0047473 A1 , now abandoned , which is 
commonly assigned and incorporated herein by reference . 
Preferably , the boot configuration circuit 128 is employed 
for controlling the initializing and programming the pro 
grammable logic device 122 during configuration of the host 
computer system ( i . e . , while the CPU of the host is held in 
reset ) . The boot configuration circuit 128 ensures that the 
programmable logic device 122 ( and possibly other volatile 
or partially volatile logic devices ) is initialized and pro 
grammed before the bus 116 ( such as a PCI bus ) is fully 
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reset . In particular , when power is first applied to the boot 
configuration circuit 128 , the boot configuration circuit 28 
generates a control signal to reset the local system ( e . g . , 
storage controller 120 ) devices such as a DSP , memory , and 
I / O interfaces . Once the local system is powered - up and 
reset , the controlling device ( such as the DSP 121 ) will then 
proceed to automatically determine the system environment 
and configure the local system to work within that environ 
ment . By way of example , the DSP 121 of the disk storage 
controller 120 would sense that the data storage controller 
120 is on a PCI computer bus ( expansion bus ) and has 
attached to it a hard disk on an IDE interface . The DSP 121 
would then load the appropriate PCI and IDE interfaces into 
the programmable logic device 122 prior to completion of 
the host system reset . Once the programmable logic device 
122 is configured for its environment , the boot device 
controller is reset and ready to accept commands over the 
computer / expansion bus 116 . 
[ 0091 ] It is to be understood that the data storage control 
ler 120 may be utilized as a controller for transmitting data 
( compressed or uncompressed ) to and from remote locations 
over the DSP I / O ports 127 or bus 116 , for example . Indeed , 
the I / O ports 127 of the DSP 121 may be used for trans 
mitting data ( compressed or uncompressed ) that is either 
retrieved from the disk or received from the host system via 
the bus 116 , to remote locations for processing and / or 
storage . Indeed , the I / O ports 127 may be operatively 
connected to other data storage controllers or to a network 
communication channels . Likewise , the data storage con 
troller 120 may receive data ( compressed or uncompressed ) 
over the I / O ports 127 of the DSP 121 from remote systems 
that are connected to the I / O ports 127 of the DSP , for local 
processing by the data storage controller 120 . For instance , 
a remote system may remotely access the data storage 
controller 120 ( via the I / O ports of the DSP or the bus 116 ) 
to utilize the data compression , in which case the data 
storage controller 120 would transmit the compressed data 
back to the system that requested compression . 
[ 0092 ] In accordance with the present invention , the sys 
tem ( e . g . , data storage controller 120 ) preferably boots - up in 
a mode using asymmetrical data compression . It is to be 
understood that the boot process would not be affected 
whether the system boots up defaulting to an asymmetrical 
mode or to a symmetrical mode . This is because during the 
boot process of the computer , it is reading the operating 
system from the disk , not writing . However , once data is 
written to the disk using a compression algorithm , it must 
retrieve and read the data using the corresponding decom 
pression algorithm . 
[ 0093 ] As the user creates , deletes and edits files , the data 
storage controller 120 will preferably utilize an asymmetri 
cal compression routine that provides slow compression and 
fast decompression . Since using the asymmetrical compres 
sion algorithm will provide slower compression than a 
symmetrical algorithm , the file system of the computer will 
track whether the data storage controller 120 has disk 
accesses pending . If the data storage controller 120 does 
have disk accesses pending and the system is starting to slow 
down , the file management system will command the data 
storage controller 120 to use a faster symmetrical compres 
sion algorithm . If there are no disk access requests pending , 
the file management system will leave the disk controller in 
the mode of using the asymmetrical compression algorithm . 

[ 0094 ] If the data storage controller 120 was switched to 
using a symmetrical algorithm , the file management system 
will preferably signal the controller to switch back to a 
default asymmetrical algorithm when , e . g . , the rate of the 
disk access requests slow to the point where there are no 
pending disk accesses . 
[ 0095 ] At some point a user may decide to install software 
or load files onto the hard disk . Before installing the soft 
ware , for example , as described above , the user could 
indicate to the data storage controller 120 ( via a software 
utility ) to enter and remain in an asymmetric mode using an 
asymmetric compression algorithm with a slow compression 
routine and a very fast decompression routine . The disk 
controller would continue to use the asymmetrical algorithm 
until commanded otherwise , regardless of the number of 
pending disk accesses . Then , after completing the software 
installation , the user would then release the disk controller 
from this " asymmetrical only ” mode of operation ( via the 
software utility ) . 
[ 0096 ] Again , when the user is not commanding the data 
storage controller 120 to remain in a certain mode , the file 
management system will determine whether the disk con 
troller should use the asymmetrical compression algorithms 
or the symmetrical compression algorithms based on the 
amount of backlogged disk activity . If the backlogged disk 
activity exceeds a threshold , then the file management 
system will preferably command the disk controller to use a 
faster compression algorithm , even though compression 
performance may suffer . Otherwise , the file management 
system will command the disk controller to use the asym 
metrical algorithm that will yield greater compression per 
formance . 
10097 ] It is to be appreciated that the data compression 
methods described herein by be integrated or otherwise 
implemented with the content independent data compression 
methods described in the above - incorporated U . S . Pat . Nos . 
6 , 195 , 024 and 6 , 309 , 424 . 
10098 ] FIG . 4A is a diagram of a file system format of a 
virtual and / or physical disk according to an embodiment of 
the present invention . 
[ 00991 . In yet another embodiment of the present inven 
tion , a virtual file management system is utilized to store , 
retrieve , or transmit compressed and / or accelerated data . In 
one embodiment of the present invention , a physical or 
virtual disk is utilized employing a representative file system 
format as illustrated in FIG . 4A . As shown in FIG . 4A , a 
virtual file system format comprises one or more data items . 
For instance , a “ Superblock ” denotes a grouping of configu 
ration information necessary for the operation of the disk 
management system . The Superblock typically resides in the 
first sector of the disk . Additional copies of the Superblock 
are preferably maintained on the disk for backup purposes . 
The number of copies will depend on the size of the disk . 
One sector is preferably allocated for each copy of the 
Superblock on the disk , which allows storage to add addi 
tional parameters for various applications . The Superblock 
preferably comprises information such as ( i ) compress size ; 
( ii ) virtual block table address ; ( iii ) virtual block table size ; 
( iv ) allocation size ; ( v ) number of free sectors ( approxi 
mate ) ; ( vi ) ID ( “ Magic " ) number ; and ( vii ) checksum . 
[ 0100 ] The " compress size ” refers to the maximum 
uncompressed size of data that is grouped together for 
compression ( referred to as a “ data chunk " ) . For example , if 
the compress size is set to 16 k and a 40 k data block is sent 
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to the disk controller for storage , it would be divided into 
two 16 k chunks and one 8 k chunk . Each chunk would be 
compressed separately and possess its own header . As noted 
above , for many compression algorithms , increasing the 
compression size will increase the compression ratio 
obtained . However , even when a single byte is needed from 
a compressed data chunk , the entire chunk must be decom 
pressed , which is a tradeoff with respect to using a very large 
compression size . 
[ 0101 ] The “ virtual block table address ” denotes the 
physical address of the virtual block table . The “ virtual 
block table size ” denotes the size of the virtual block table . 
10102 ] The " allocation size ” refers to the minimum num 
ber of contiguous sectors on the disk to reserve for each new 
data entry . For example , assuming that 4 sectors are allowed 
for each allocation and that a compressed data entry requires 
only 1 sector , then the remaining 3 sectors would be left 
unused . Then , if that piece of data were to be appended , 
there would be room to increase the data while remaining 
contiguous on the disk . Indeed , by maintaining the data 
contiguously , the speed at which the disk can read and write 
the data will increase . Although the controller preferably 
attempts to keep these unused sectors available for expan 
sion of the data , if the disk were to fill up , the controller 
could use such sectors to store new data entries . In this way , 
a system can be configured to achieve greater speed , while 
not sacrificing disk space . Setting the allocation size to 1 
sector would effectively disable this feature . 
0103 The " number Of free sectors ” denotes the number 
of physical free sectors remaining on the disk . The ID 
( “ Magic ) number ” identifies this data as a Superblock . The 
“ checksum ” comprises a number that changes based on the 
data in the Superblock and is used for error checking . 
Preferably , this number is chosen so that all of the words in 
the Superblock ( including the checksum ) added up are equal 
to zero . 
0104 ] FIG . 4B is a diagram of a data structure of a sector 
map entry of a virtual block table according to an embodi 
ment of the present invention . 
[ 0105 ] The “ virtual block table ” ( VET ) comprises a num 
ber of “ sector map ” entries , one for each grouping of 
compressed data ( or chunks ) . The VET may reside any 
where on the disk . The size of the VBT will depend on how 
much data is on the disk . Each sector map entry comprises 
8 bytes . Although there is preferably only one VBT on the 
disk , each chunk of compressed data will have a copy of its 
sector map entry in its header . If the VBT were to become 
corrupted , scanning the disk for all sector maps could create 
a new one . 
[ 0106 ] The term " type ” refers to the sector map type . For 
example , a value of " 00 " corresponds to this sector map 
definition . Other values are preferably reserved for future 
redefinitions of the sector map . 
[ 0107 ] A “ C Type ” denotes a compression type . A value of 
“ 000 " will correspond to no compression . Other values are 
defined as required depending on the application . This 
function supports the use of multiple compression algo 
rithms along with the use of various forms of asymmetric 
data compression . 
[ 0108 ] The “ C Info ” comprises the compression informa 
tion needed for the given compression type . These values are 
defined depending on the application . In addition , the data 
may be tagged based on its use for example operating 
system “ 00 ” , Program “ 01 ” , or data “ 10 ” . Frequency of use 

or access codes may also be included . The size of this field 
may be greatly expanded to encode statistics supporting 
these items including , for example , cumulative number of 
times accessed , number of times accessed within a given 
time period or CPU clock cycles , and other related data . 
[ 0109 ] The “ sector count " comprises the number of physi 
cal sectors on the disk that are used for this chunk of 
compressed data . The “ LBA ” refers to the logical block 
address , or physical disk address , for this chunk of com 
pressed data . 
[ 0110 ] Referring back to FIG . 4A , each “ Data ” block 
represent each data chunk comprising a header and com 
pressed data . The data chunk may up anywhere from 1 to 
256 sectors on the disk . Each compressed chunk of data is 
preferably preceded on the disk by a data block header that 
preferably comprises the following information : ( i ) sector 
map ; ( ii ) VBI ; ( iii ) ID ( “ Magic ” ) Number ; and ( iv ) check 
sum . 
[ 0111 ] The “ sector map ” comprises a copy of the sector 
map entry in the VBT for this data chunk . The “ VBI ” is the 
Virtual Block Index , which is the index into the VBT that 
corresponds to this data chunk . The " ID ( “ Magic ) Number " 
identifies this data as a data block header . The “ checksum ” 
number will change based on the data in the header and is 
used for error checking . This number is preferably chosen 
such that the addition of all the words in the header ( includ 
ing the checksum ) will equal zero . 
101121 It should be noted that the present invention is not 
limited to checksums but may employ any manner of error 
detection and correction techniques , utilizing greatly 
expanded fields error detection and / or correction . 
[ 0113 ] It should be further noted that additional fields may 
be employed to support encryption , specifically an identifier 
for encrypted or unencrypted data along with any parameters 
necessary for routing or processing the data to an appropri 
ate decryption module or user . 
[ 0114 ] The virtual size of the disk will depend on the 
physical size of the disk , the compress size selected , and the 
expected compression ratio . For example , assume there is a 
75 GB disk with a selected compress size expecting a 3 : 1 
compression ratio , the virtual disk size would be 225 GB . 
This will be the maximum amount of uncompressed data 
that the file system will be able to store on the disk . 
[ 0115 ] If the number chosen is too small , then the entire 
disk will not be utilized . Consider the above example where 
a system comprises a 75 GB disk and a 225 GB virtual size . 
Assume that in actuality during operation the average com 
pression ratio obtained is 5 : 1 . Whereas this could theoreti 
cally allow 375 GB to be stored on the 75 GB disk , in 
practice , only 225 GB would be able to be stored on the disk 
before a “ disk full ” message is received . Indeed , with a 5 : 1 
compression ratio , the 225 GB of data would only take up 
45 GB on the disk leaving 30 GB unused . Since the 
operating system would think the disk is full , it would not 
attempt to write any more information to the disk . 
[ 0116 ] On the other hand , if the number chosen is too 
large , then the disk will fill up when the operating system 
would still indicate that there was space available on the 
disk . Again consider the above example where a system 
comprises a 75 GB disk and a 225 GB virtual size . Assume 
further that during operation , the average compression ratio 
actually obtained is only 2 : 1 . In this case , the physical disk 
would be full after writing 150 GB to it , but the operating 
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system would still think there is 75 GB remaining . If the 
operating system tried to write more information to the disk , 
an error would occur . 
[ 0117 ] . Thus , in another embodiment of the present inven 
tion , the virtual size of the disk is dynamically altered based 
upon the achieved compression ratio . In one embodiment , a 
running average may be utilized to reallocate the virtual disk 
size . Alternatively , certain portions of the ratios may already 
be known — such as a preinstalled operating system and 
programs . Thus , this ratio is utilized for that portion of the 
disk , and predictive techniques are utilized for the balance of 
the disk or disks . 
[ 0118 ] Yet in another embodiment , users are prompted for 
setup information and the computer selects the appropriate 
virtual disk ( s ) size or selects the best method of estimation 
based on , e . g . , a high level menu of what is the purpose of 
this computer : home , home office , business , server . Another 
submenu may ask for the expected data mix , word , excel , 
video , music , etc . Then , based upon expected usage and 
associated compression ratios ( or the use of already com 
pressed data in the event of certain forms of music and 
video ) the results are utilized to set the virtual disk size . 
[ 0119 ] It should be noted that the present invention is 
independent of the number or types of physical or virtual 
disks , and indeed may be utilized with any type of storage . 
[ 0120 ] It is to be understood that the systems and methods 
described herein may be implemented in various forms of 
hardware , software , firmware , special purpose processors , or 
a combination thereof . In particular , the present invention 
may be implemented as an application comprising program 
instructions that are tangibly embodied on a program storage 
device ( e . g . , magnetic floppy disk , RAM , ROM , CD ROM , 
etc . ) and executable by any device or machine comprising 
suitable architecture . It is to be further understood that , 
because some of the constituent system components and 
process steps depicted in the accompanying Figures are 

preferably implemented in software , the actual connections 
between such components and steps may differ depending 
upon the manner in which the present invention is pro 
grammed . Given the teachings herein , one of ordinary skill 
in the related art will be able to contemplate these and 
similar implementations or configurations of the present 
invention . 
10121 ] Although illustrative embodiments have been 
described herein with reference to the accompanying draw 
ings , it is to be understood that the present system and 
method is not limited to those precise embodiments , and that 
various other changes and modifications may be affected 
therein by one skilled in the art without departing from the 
scope or spirit of the invention . All such changes and 
modifications are intended to be included within the scope of 
the invention as defined by the appended claims . 
What is claimed is : 
1 . A system for compressing video data , comprising : 
a plurality of different asymmetric data compression 

encoders , wherein a first asymmetric data compression 
encoder of the plurality of different asymmetric data 
compression encoders is configured to compress data at 
a higher data compression rate than a second asym 
metric data compression encoder of the plurality of 
different asymmetric data compression encoders ; and 

one or more processors configured to : 
determine one or more data parameters from one or 
more data blocks containing video data , the one or 
more data parameters relating to a throughput of a 
communications channel ; and 

select one or more asymmetric data compression 
encoders from among the plurality of different asym 
metric data compression encoders based upon the 
determined one or more data parameters . 

* * * * 


