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Description

FIELD OF THE INVENTION

[0001] The invention relates generally to routing protocols used in computer networks. The invention relates more
particularly to techniques for isolating the effect of a BGP AFI/SAFI reset in a network routing device.

BACKGROUND OF THE INVENTION

[0002] The approaches described in this section could be pursued, but are not necessarily approaches that have been
previously conceived or pursued. Therefore, unless otherwise indicated herein, the approaches described in this section
are not prior art to the claims in this application and are not admitted to be prior art by inclusion in this section.
[0003] A computer network is a geographically distributed collection of interconnected communication links used to
transport data between nodes, such as computers. Many types of computer networks are available, with the types
ranging from local area networks to wide area networks. The nodes typically communicate by exchanging discrete
packets or messages of data according to pre-defined protocols. In this context, a protocol consists of a set of rules
defining how the nodes interact with each other.
[0004] Computer networks may be further interconnected by an intermediate node, such as a switch or router, to
extend the effective "size" of each network. Since management of a large system of interconnected computer networks
can prove burdensome, smaller groups of computer networks may be maintained as routing domains or autonomous
systems. The networks within an autonomous system (AS) are typically coupled together by conventional "intradomain"
routers. Yet it still may be desirable to increase the number of nodes capable of exchanging data; in this case, interdomain
routers executing interdomain routing protocols are used to interconnect nodes of the various ASs.
[0005] An example of an interdomain routing protocol is the Border Gateway Protocol version 4 (BGP4), which performs
routing between autonomous systems by exchanging routing information, e.g., network layer reachability information
(NLRI), among neighboring interdomain routers of the systems. An adjacency is a relationship formed between selected
neighboring (peer) routers for the purpose of exchanging routing information messages and abstracting the network
topology. Before transmitting such messages, however, the peers cooperate to establish a logical "peer" connection
(session) between the routers. BGP4 establishes reliable connections/sessions using a reliable/sequenced s transport
protocol, such as the Transmission Control Protocol (TCP).
[0006] The NLRI information exchanged by BGP peers typically includes destination address prefixes, i.e., the portions
of destination addresses used by the routing protocol to render routing ("next hop") decisions. An example of such a
destination address is the Internet Protocol (IP) version 4 (IPv4) address. A prefix implies a combination of an IP address
and a mask that cooperate to describe an area of the network that a peer can reach. Each prefix may have a number
of associated paths; each path is announced to a peer router by one or more of its peers. Note that the combination of
a set of path attributes and a prefix is referred to as a "route"; the terms "route" and "path" may be used interchangeably
herein. The BGP4 routing protocol standard is well known and described is in Request For Comments (RFC) 1771, by
Y. Rekhter and T. Li (1995), Internet Draft <draft-ietf-idr-bgp4-23.txt> titled, A Border Gateway Protocol 4 (BGP-4) by
Y. Rekhter and T. Li (April 2003) and Interconnections, Bridges and Routers, by R. Perlman, published by Addison
Wesley Publishing Company, at pages 323-329 (1992).
[0007] BGP4 is generally capable of only carrying routing information for IPv4; accordingly, a multi-protocol extension
to BGP4, referred to as BGP4+, extends BGP4 to allow carrying of routing information for multiple network layer protocols,
such as IP version 6 (IPv6) and Internetwork Packet Exchange (IPX) addresses. BGP4+ extends BGP4 to associate
these network layer protocols with next hop information and NLRI. Address Family Identifiers (AFIs) and Subsequent
Address Family Identifiers (SAFIs) are used to identify the network layer protocols. BGP4+ and AFI/SAFI Address Family
are well known and described in RFC 2858, by T. Bates et al. (2000) and RFC 1700 by J. Reynolds et al (1994).
[0008] The interdomain routers configured to execute an implementation of the BGP protocol, referred to herein as
BGP routers, perform various routing functions, including transmitting and receiving routing messages and rendering
routing decisions based on routing metrics. The BGP protocol executing on each BGP router may be organized as a
plurality of address family application modules, each of which is configured to provide an AFI/SAFI service such as
IPv4/unicast, IPv4/multicast, IPv6/unicast or IPv6/multicast. Each AFI/SAFI service is enabled on a per peer basis by
exchanging capabilities over the reliable BGP session between the router and its peer in accordance with Capabilities
Advertisement with BGP4 described in RFC 3392 by R. Chandra et al (November 2002). Two or more services may be
enabled for two or more AFI/SAFI modules over the same BGP session and reliable transport.
[0009] Each BGP router also maintains a routing table that lists all feasible paths from that router to a particular network.
The routing table is a database that contains routing information used to construct a forwarding table of a forwarding
information base (FIB) that is used by the router when performing forwarding decisions on packets. Periodic refreshing
of the routing table is generally not performed; however, BGP peer routers residing in the ASs exchange routing infor-



EP 1 999 896 B1

3

5

10

15

20

25

30

35

40

45

50

55

mation under certain circumstances. For example, when a BGP router initially connects to the network, the peer routers
exchange the entire contents of their routing tables. Thereafter when changes occur to those contents, the routers
exchange only those portions of their routing tables that change in order to update their BGP peers’ tables. These Update
messages are thus incremental update messages sent in response to changes to the contents of the routing tables and
announce only a best path to a particular network.
[0010] Broadly stated, a BGP router generates Update messages for an adjacency, also known as a peer router, by
"walking-through" the routing table and applying appropriate routing policies. A routing policy is information that enables
a BGP router to rank routes according to filtering and preference (i.e., the "best path"). Routing updates provided by the
Update messages allows BGP routers of the ASs to construct a consistent view of the network topology. The Update
messages are typically sent using a reliable transport, such as TCP, to ensure reliable delivery. TCP is a transport
protocol implemented by a transport layer of the IP architecture; the term TCP/IP is commonly used to denote this
architecture. The TCP/IP architecture is well known and described in Computer Networks, 3rd Edition, by Andrew S.
Tanenbaum, published by Prentice-Hall (1996).
[0011] In particular, BGP peer routers use the Update messages to exchange routing information that is qualified by
both AFI, such as IPv4, IPv6 or other address families, and SAFI, such as unicast, multicast or other applications, over
a reliable BGP session. Often, an event may arise wherein a network administrator resets the BGP session for admin-
istrative reasons, e.g., to upgrade or enable a service of an AFI/SAFI module, or an error condition occurs with the
module. The peers typically communicate the occurrence of the event or error condition through a conventional BGP
Notification Message. However, a problem with the conventional Notification message is that it resets the BGP session
(including reset of all the AFI/SAFI module services) and terminates the reliable transport between the routers. Thus,
an event or error associated with one AFI/SAFI service provided over the transport penalizes all other services provided
over that transport, resulting in routing "flaps" (streams of Update messages) for all AFI/SAFI modules supported by the
peers.
[0012] One solution to this problem involves configuring multiple BGP sessions, one for each AFI/SAFI module or set
of AFI/SAFI modules, between the peer routers. Each BGP session operates over a reliable (TCP connection) transport,
typically by configuring multiple network layer (IP) addresses on each router and binding each session to a different IP
address. Another solution involves multi-session BGP, wherein each of a plurality of BGP sessions is configured for
each AFI/SAFI module or set of AFI/SAFI modules between a pair of BGP router peers. Here, rather than binding each
session to a different IP address on each router, this approach shares an IP address over different sessions. However,
each solution consumes resources (e.g., TCP bandwidth and associated control processing) that could be allocated
more efficiently in the routers.
[0013] A related problem is that whenever a BGP session or an AFI/SAFI is reset, a BGP router flushes all the routes
for that AFI/SAFI. When the routes are flushed, the router cannot forward traffic on those routes. However, the cause
of the AFI/SAFI reset may not have affected the state of the routes in the Adj-RIB. This is especially true when the cause
of the reset is expiration of a timer, exceeding the max-prefix-limit, etc. In these cases, a BGP protocol module may
normally seek to reset all prefixes, but it is unnecessary to disrupt the forwarding plane for all prefixes due to the soft-
reset of the AFI/SAFI.
Graceful Restart Mechanism for BGP (Srihari R. Sangli et al) proposes a mechanism for BGP to help minimize the
negative effects on routing caused by BGP restart. An End-of-RIB marker is specified and can be used to convey routing
convergence information.
BGPv4 Soft-Notification Message (Gargi Nalawade et al) defines a BGP SOFT-NOTIFICATION message.
Aspects and examples of the invention are set out in the claims

BRIEF DESCRIPTION OF THE DRAWINGS

[0014] The invention may be better understood by referring to the following description in conjunction with the accom-
panying drawings in which like reference numbers indicate identical or functionally similar elements:
[0015] FIG. 1 is a schematic block diagram of a computer network comprising a plurality of routing domains intercon-
nected by intermediate nodes, such as Border Gateway Protocol (BGP) interdomain routers;
[0016] FIG. 2 is a schematic block diagram of an embodiment of an interdomain router that may be advantageously
used with the present invention;
[0017] FIG. 3 is a schematic block diagram of a conventional protocol stack, such as the Internet communications
protocol stack, within the interdomain router of FIG. 3;
[0018] FIG. 4 is a schematic block diagram of a BGP Update message that may be advantageously used with the
present invention;
[0019] FIG. 5 is a schematic block diagram of a path attributes field of the BGP Update message that may be advan-
tageously used with the present invention;
[0020] FIG. 6 is a schematic block diagram illustrating formats of MP REACH NLRI and MP UNREACH NLRI path
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attributes that may be advantageously used with the present invention;
[0021] FIG. 7 is a schematic block diagram depicting an illustrative architecture of the BGP protocol;
[0022] FIG. 8 is a schematic block diagram of a Soft Notification message in accordance with the present invention;
[0023] FIG. 9 is a schematic block diagram of a Variable Data TLV in accordance with the present invention;
[0024] FIG. 10 is a flowchart illustrating a procedure involving a Soft Notification message with Update Message Error
type code in accordance with the present invention;
[0025] FIG. 11 is a flowchart illustrating a procedure involving a Soft Notification message with Cease Message Error
type code in accordance with the present invention;
[0026] FIG. 12 is a flowchart illustrating a procedure involving a Soft Notification message with Event Message Error
type code in accordance with the present invention;
[0027] FIG. 13 is a block diagram that illustrates a computer system upon which an embodiment may be implemented;
[0028] FIG. 14 is a high-level flow diagram of an approach for performing soft graceful restart;
[0029] FIG. 15A and FIG. 15B are flow diagrams of steps performed in peer BGP network routing devices in an
approach for performing soft graceful restart for an AFI/SAFI.

DETAILED DESCRIPTION

[0030] A network routing apparatus that performs soft graceful restart is described. In the following description, for the
purposes of explanation, numerous specific details are set forth in order to provide a thorough understanding of the
present invention. It will be apparent, however, to one skilled in the art that the present invention may be practiced without
these specific details. In other instances, well-known structures and devices are shown in block diagram form in order
to avoid unnecessarily obscuring the present invention.
[0031] Embodiments are described herein according to the following outline:

1.0 GENERAL OVERVIEW

[0032] The needs identified in the foregoing Background, and other needs and objects that will become apparent for
the following description, are achieved in the present invention, which comprises, in one aspect, a network data packet
routing apparatus, comprising one or more processors; one or more interfaces that are communicatively coupled to the
processors and to one or more other devices in a packet-switched network; one or more computer-readable media that
are communicatively coupled to the one or more processors; one or more first sequences of instructions recorded on
the computer-readable media which, when executed by the one or more processors, cause the one or more processors
to interact with the other devices according to Border Gateway Protocol (BGP); one or more second sequences of
instructions recorded on the computer-readable media which, when executed by the one or more processors, cause the
one or more processors to perform: establishing a Border Gateway Protocol (BGP) peering session between a first node
and a second node in a packet-switched network; detecting a BGP condition requiring a reset of a BGP address family
indicator (AFI) data structure or a sub-address family indicator (SAFI) data structure, wherein the BGP condition does
not affect states of routes in the AFI or SAFI; preserving a BGP state and a forwarding state of the AFI or SAFI; and
forwarding data on routes represented in the AFI or SAFI.
[0033] In one feature, the BGP condition is any one of expiration of a timer, and exceeding a maximum number of
allowed prefixes. In another feature, the processors and other devices negotiate a graceful restart capability with one
or more of the other devices. In another feature, the processors perform negotiating a soft graceful restart capability
with one or more of the other devices. In yet another feature, the second sequences of instructions further comprise
instructions that cause the one or more processors to perform sending a soft notification message and soft resetting the
AFI or SAFI in response to detecting the BGP condition.
[0034] In another feature, the processors perform, in response to detecting the BGP condition: sending a soft notification
message; soft resetting the AFI or SAFI; marking routes associated with the AFI or SAFI as stale in a local routing
information base (RIB); forwarding data to one or more of the other devices on routes associated with the AFI or SAFI

1.0 General Overview
2.0 Soft Notification Messaging for a Routing Protocol

3.0 Network Routing Apparatus With Soft Graceful Restart
3.1 Overview
3.2 Procedures for a Resetting Speaker and a Receiving Speaker

4.0 Implementation Mechanisms-Hardware Overview
5.0 Extensions and Alternatives
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even if such routes are marked as stale; receiving from one or more of the other devices, and processing, one or more
BGP UPDATE messages associated with the AFI or SAFI; performing route selection; removing from the local RIB one
or more routes previously marked as stale; updating a forwarding information base based on the local RIB; and advertising
an external RIB to one or more of the other devices.
[0035] In yet another feature, the processors perform route selection only after receiving an End-of-RIB marker from
one or more of the other devices.
[0036] In still a further feature, the one or more processors perform: receiving a soft notification message from a
particular device among the other devices with which a BGP peering session has been established and that is resetting;
retaining and marking as stale one or more routes previously received from the particular resetting device and associated
with the AFI or SAFI; deleting from a routing information base one or more routes associated with the AFI or SAFI that
have been previously marked as stale; sending one or more BGP update messages for the AFI or SAF to the particular
resetting device; receiving and processing one or more routing updates received from the particular resetting device;
replacing the stale marked routes with the one or more routing updates; and removing one or more routes for the AFI
or SAFI that are still marked as stale.
[0037] In yet another feature, the one or more processors perform sending an acknowledgment of the soft notification
message.
[0038] In other aspects, the invention encompasses a method and a computer-readable medium configured to carry
out the steps of the instructions referenced above.
[0039] The approach herein provides numerous improvements over prior approaches. First, the present approach
allows the BGP Graceful Restart mechanism to cover BGP Notifications. If the BGP Notification message carries AFI/SAFI
information, the approach herein allows the receiving BGP speaker to perform GR on AFI/SAFIs that are received in
the BGP notification message. If the BGP Notification message does not carry AFI/SAFI information, the proposed
mechanism extends GR to be performed across all the AFI/SAFI that were negotiated across the BGP session.
[0040] A primary benefit is that when a connection between two BGP peers is reset due to certain BGPv4 NOTIFI-
CATION messages, the BGP peers need not delete their routing and forwarding tables because the notification error
may not affect either routing or forwarding in any way. The approach herein extends the benefits of the existing GR
mechanism to BGP connection resets that are due to such NOTIFICATIONS and to GR enabled SOFT-NOTIFY based
peers. The approach herein implements the novel concept that even in the face of connection resets, the unaffected
AFI/SAFIs do not face a route-churn after the session is reinitiated, because the GR procedures are followed only for
the affected AFI/SAFI. Routing and forwarding for the other AFI/SAFIs is not affected.
[0041] The approach also optimizes the initial BGP table exchange between the peers, by limiting the table exchanges
to affected AFI/SAFIs. If a BGP NOTIFICATION message carries an AFI/SAFI, the BGP speaker only marks routes of
that AFI/SAFI as stale. The BGP tables of the other AFI/SAFI remain unaffected. After the session is re-established, the
BGP speakers perform a full BGP table exchange only for the affected AFI/SAFIs. In this way, the initial table exchange
is optimized. Any changes for the AFI/SAFIs that are not affected can be sent with incremental updates upon the re-
establishment of a BGP session establishment. How to perform incremental updates is considered implementation
specific and is outside the scope of this description.
[0042] The approach herein allows a BGP module in a router to perform graceful restart when a BGP AFI/SAFI is
reset, either due to a NOTIFICATION received from the other side or due to a soft reset. Each soft reset is performed
on a per peer, per AFI/SAFI basis. By performing graceful restart for an AFI/SAFI that is being soft reset, a BGP speaker
can preserve the routing state and the forwarding state for that AFI/SAFI. The BGP peers exchange a new capability
called the Soft-GR capability, which allows them to recognize if a peer can preserve the forwarding state for an AFI/
SAFI that is soft-reset.
[0043] Based on the foregoing, embodiments provide numerous benefits including faster convergence after a BGP
AFI/SAFI reset; less disruption of a network in the event of an AFI/SAFI reset; continuing forwarding uninterrupted for
all of the prefixes in the BGP peers’ tables, until a new update is exchanged; and allowing network service providers to
offer high network reliability, even when unforeseen events cause an AFI/SAFI to be reset.
[0044] In another aspect, the present invention overcomes the disadvantages of the prior art by providing a soft
notification technique that isolates address family application based errors or events occurring within a routing protocol,
such as the Border Gateway Protocol (BGP), used to exchange routing information between a router and its peer router
over a BGP session operating on a reliable transport. The technique apportions the session into a plurality of logical
subsets, each of which is associated with an address family application (AFI/SAFI) module of the BGP protocol executing
on the routers. Novel BGP soft notification messaging is employed to allow the router to notify its peer of an isolated
error condition or event associated with an AFI/SAFI module. Isolation of the error/event enables sending messages to
cause restart ("soft reset") of only the associated AFI/SAFI module, thereby obviating the need to reset or terminate the
entire BGP session and reliable transport between the router and peer. Notably, soft reset of the module occurs without
disrupting services provided by other AFI/SAFI modules of the BGP protocol.
[0045] Advantageously, the inventive technique uses a single BGP session to exchange routing information related
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to different address family application (AFI/SAFI) modules to enable sharing of resources among the modules of the
BGP protocol executing on the routers. Moreover, the soft notification technique logically separates the reliable transport
from the AFI/SAFI modules to thereby allow scaling of BGP features and services over a single BGP session. Such
logical separation allows a router to gracefully recover from an error condition and/or warn its peer about the occurrence
of a BGP-related event pertaining to an AFI/SAFI module.
[0046] 2.0 SOFT NOTIFICATION MESSAGING FOR A ROUTING PROTOCOL
[0047] FIG. 1 is a schematic block diagram of a computer network 100 comprising a plurality of routing domains
interconnected by intermediate nodes. The intermediate nodes may comprise conventional switches but, in the illustrative
embodiment, are conventional intradomain routers 120 and interdomain routers 200. The routing domains or autonomous
systems (AS 1-4) are interconnected by the interdomain routers. The interdomain routers 200 are further interconnected
by networks, such as local area networks 104, and s point-to-point links 102, such as frame relay links, asynchronous
transfer mode links or other serial links. Communication among the routers is typically effected by exchanging discrete
data packets or messages in accordance with pre-defined protocols, such as the Transmission Control Protocol/Intemet
Protocol (TCP/IP). It will be understood to those skilled in the art that other protocols, such as the Internet Packet
Exchange (IPX) protocol, may be advantageously used with the present invention.
[0048] FIG. 2 is a schematic block diagram of an interdomain router 200 that may be advantageously used with the
present invention. The interdomain router 200 comprises a route processor 202 coupled to a memory 204 and a plurality
of network interface adapters 210A-C via a bus 205. The memory 204 may comprise storage locations addressable by
the processor and interface adapters for storing software programs and data structures that may be advantageously
used with the inventive technique described herein. The route processor 202 may comprise processing elements or
logic for executing the software programs and manipulating the data structures. An operating system 220, portions of
which is typically resident in memory 204 and executed by the route processor, functionally organizes the router by,
inter alia, invoking network operations in support of software processes and routing protocol modules executing on the
router. As described herein, one such routing protocol is the Border Gateway Protocol version 4+ (BGP 700).
[0049] It will be apparent to those skilled in the art that other processor and memory means, including various computer
readable media, may be used for storing and executing program instructions pertaining to the inventive technique
described herein.
[0050] A key function of the interdomain router 200 is determining the next router to which a packet is sent; in order
to accomplish such "routing" the interdomain routers cooperate to determine best paths through the computer network
100. The routing function is preferably performed by an internetwork layer of a conventional protocol stack within each
router. FIG. 3 is a schematic block diagram of a conventional network protocol stack, such as the Internet communications
protocol stack 300. The architecture of the Internet protocol stack is represented by 4 layers termed, in ascending
interfacing order, the network interface layer 308, the internetwork layer 306, the transport layer 304 and the application
layer 302.
[0051] The lower network interface layer 308 is generally standardized and implemented in hardware and firmware,
whereas the higher layers may be implemented in the form of software. The primary internetwork layer protocol of the
Internet architecture is the IP protocol. IP is primarily a connectionless protocol that provides for internetwork routing,
fragmentation and reassembly of exchanged packets - generally referred to as "datagrams" in an Internet environment
- and which relies on transport protocols for end-to-end reliability and other service characteristics. An example of such
a transport protocol is the TCP protocol, which is implemented by the transport layer 304 and provides connection-
oriented, end-to-end reliability services to the upper layer protocols of the Internet architecture. The term TCP/IP is
commonly used to denote the Internet architecture.
[0052] In particular, the internetwork layer 306 is concerned with how packets are forwarded through the network,
although it is not directly concerned with how forwarding information bases (FIBS) are constructed. An interdomain
routing protocol, such as BGP, is used to perform interdomain routing (for the internetwork layer) through the computer
network. The interdomain routers 200 (hereinafter "peers") exchange routing and reachability information among the
autonomous systems over a reliable transport layer connection, such as TCP. An adjacency is a relationship formed
between selected peer routers for the purpose of exchanging routing messages and abstracting the network topology.
The BGP protocol "runs" on top of the TCP transport layer 304 to ensure reliable communication of routing messages
among the peer routers.
[0053] In order to perform routing operations in accordance with the BGP protocol, each interdomain router 200
maintains a routing table that lists all feasible paths from that router to each network. The routers exchange the routing
information using Update messages when their routing tables change. The Update messages are generated by an
updating router to advertise best paths to each of its neighboring peer routers (peers) throughout the computer network.
These routing updates allow the BGP routers of the autonomous systems to construct a consistent and up-to-date view
of the network topology.
[0054] FIG. 4 is a schematic block diagram of a conventional BGP Update message 400 comprising a plurality of fields
appended to a header 410. A withdrawn (unfeasible) routes length field 402 indicates the total length of a withdrawn



EP 1 999 896 B1

7

5

10

15

20

25

30

35

40

45

50

55

routes field 404, which illustratively contains a list of network layer (e.g., IP) address prefixes for the routes being
withdrawn from service. A total path attribute length field 406 indicates the total length of a path attributes field 500 and
a network layer reachability information (NLRI) field 408 illustratively contains a list of IP (IPv4) address prefixes. Note
that the combination of a set of path attributes and a prefix is referred to as a "route"; the terms "route" and "path" may
be used interchangeably herein. The format and function of the Update message 400 is described in RFC 1771 and
Interconnections, Bridges and Routers.
[0055] Specifically, the path attributes field 500 comprises a sequence of fields, each describing a path attribute in the
form of a triple (i.e., attribute type, attribute length, attribute value). FIG. 5 is a schematic block diagram of the path
attributes field 500 comprising a plurality of subfields including a flags subfield 502, an attribute type subfield 504, an
attribute length subfield 506 and an attribute value subfield 600. In particular, the attribute type subfield 504 specifies a
plurality of attribute type codes, examples of which illustratively include two path attributes defined by the BGP4+ protocol,
Multiprotocol Reachable NLRI (MP REACH NLRI) type code 14 and Multiprotocol Unreachable NLRI (MP UNREACH
NLRI) type code 15. The MP REACH NLRI attribute is used to carry a set of reachable destinations together with next
hop information to be used for forwarding to these destinations. The MP UNREACH NLRI attribute is used to carry a
set of unreachable destinations. Note that the path attributes are derived from a combination of configuration and protocol
(i.e., propagated from the BGP protocol) information.
[0056] FIG. 6 is a schematic block diagram illustrating formats of MP REACH NLRI and MP UNREACH NLRI path
attributes 610 and 650 contained in the attribute value subfield 600. The MP REACH NLRI path attribute 610 comprises
a plurality of fields including, inter alia, an address family identifier (AFI) field 612, a subsequent address family identifier
(SAFI) field 614, a length of next hop network address field 616 and a network address of next hop field 618. The AFI
field 612 carries the identity of the network layer protocol associated with the network address contained in field 618.
The SAFI field 614 provides additional information about the type of NLRI carried in the attribute. The length of next hop
network address field 616 contains a value expressing the length of the network address of next hop contained in field 618.
[0057] The MP UNREACH NLRI path attribute 650 comprises a plurality of fields including an address family identifier
(AFI) field 652, a subsequent address family identifier (SAFI) field 654 and a withdrawn routes field 656. The AFI field
652 carries the identity of the network layer protocol associated with the NLRI contained in field 656 and the SAFI field
654 provides additional information about the type of NLRI carried in the attribute. The withdrawn routes field 656 lists
NLRI for routes that are being withdrawn from service.
[0058] FIG. 7 is a schematic block diagram depicting an illustrative architecture of the BGP protocol 700 executing on
router 200. As noted, the BGP protocol enables the exchange of routing information among BGP peers using Update
messages 400 that include path attributes that identity a network layer protocol and a type of NLRI. The BGP protocol
700 is illustratively organized as a plurality of address family application (AFI/SAFI) modules 770, each of which is
configured to provide a service such as IPv4/unicast, IPv4/multicast, IPv6/unicast or IPv6/multicast. Note that the inventive
technique described herein may apply to other address family application modules configured to provide other services.
Each AFI/SAFI service is enabled on a per peer basis by exchanging capabilities over the reliable BGP session between
the router and its peer. Two or more services may be enabled for two or more AFI/SAFI modules 770 over the same
BGP session and reliable transport.
[0059] Specifically, the peer routers announce routing updates via a TCP connection 702. Each TCP connection
establishes the reliable transport for the BGP session over which Update messages 400 are exchanged between the
peers. The BGP protocol "listens" for these Update messages 400 and stores all learned routes for each connection in
a BGP database. The BGP database is illustratively organized as Adjacency RIB In (Adj-RIB-In 710), Adjacency RIB
Out (Adj-RIB-Out 740) and local RIB (loc-RIB 720). Each peer/TCP connection 702 is associated with an Adj-RIB-In
710 and an Adj-RIB-Out 740. The BGP protocol runs inbound policy on all routes "learned" for each connection 702 and
those routes that match are stored in an Adj-RIB-In 710 unique to that connection. Additional inbound policy 750 (filtering)
is then applied to those stored routes, with a potentially modified route being installed in the loc-RIB 720.
[0060] The loc-RIB stores routes that are similar to the routes in the forwarding table; to that end, the loc-RIB 720 is
generally responsible for selecting the best route per prefix from the union of all policy-modified Adj-RIB-In routes,
resulting in routes referred to as "best paths". The set of best paths is then installed in the global RIB 730, where those
paths may contend with best paths from other protocols to become the "optimal" path ultimately selected for forwarding.
The global RIB 730 illustratively maintains the routing table for the router. Note that the routing table typically denotes
a database containing all available routes, including ones that have been selected for forwarding (optimal paths) as well
as, in some cases, backup routes that are not currently selected for forwarding. In contrast, the forwarding table denotes
those optimal best paths that have actually been selected for forwarding. Thereafter, the set of best paths has outbound
policy 760 run on it, the result of which is placed in the appropriate Adj-RIB-Out 740 and announced to the respective
peers via the same TCP connection 702 from which Update messages were learned.
[0061] Often, an event may arise wherein a network administrator resets the BGP session for administrative reasons,
e.g., to upgrade or enable a service of an AFI/SAFI module 770, or an error condition occurs with the module. The peers
typically communicate the occurrence of the event or error condition through a conventional BGP Notification Message.
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However, a problem with the conventional Notification message is that it resets the BGP session (including reset of all
the AFI/SAFI module services) and terminates the 30 reliable transport connection 702 between the routers. Thus, an
event or error associated with one AFI/SAFI service provided over the transport penalizes all other services provided
over that transport.
[0062] The present invention is directed to a soft notification technique that isolates address family application
(AFI/SAFI) based errors or events occurring within a routing protocol, such as the Border Gateway Protocol (BGP), used
to exchange routing information between a router and its peer router over a BGP session operating on a reliable transport.
The technique apportions the session into a plurality of logical subsets, each of which is associated with an address
family application (AFI/SAFI) module 770 of the BGP protocol 700. Novel BGP soft notification messaging is employed
to allow the router to notify its peer of an isolated error condition or event associated with an AFI/SAFI module. Isolation
of the error/event in a notification message instructs the peer to restart ("soft reset") only the associated AFI/SAFI module,
thereby obviating the need to reset or terminate the entire BGP session and reliable transport (connection 702) between
the router and peer. Notably, soft reset of the module occurs without disrupting services provided by other AFI/SAFI
modules of the BGP protocol.
[0063] According to the soft notification technique, a new BGP message type, the BGP Soft Notification message, is
defined that allows a network administrator to soft reset an AFI/SAFI module 770 without terminating the BGP session
and without impacting services provided by other AFI/SAFI modules. The BGP Soft Notification message is described
in Internet Draft, http://www.ietf. org/internet-drafts/draft-nalawade-bgp-soft-notify-00.txt titled, BGPv4 Soft-Notification
Message by G. Nalawade et al (February 2004).
[0064] FIG. 8 is a schematic block diagram of a Soft Notification message 800 in accordance with the present invention.
In the illustrative embodiment, the Soft Notification message is a BGP message having a predetermined type. As a BGP
message, the Soft Notification message 800 includes a fixed-size BGP header 820. In addition, the Soft Notification
message includes an AFI field 802, a SAFI field 804, a type-code field 806, a sub-code field 808, a length field 810 and
a variable data TLV field 900. Illustratively, the AFI/SAFI fields contain values that indicate the AFI/SAFI module 770 for
which the error condition or event has occurred and needs to be soft reset. A first reserved value indicates that the Soft
Notification message 800 applies to all AFI/SAFI services, whereas a second reserved value contained in only the SAFI
field 804 indicates that the message applies to all SAFI services under a particular AFI service. Note that the values
contained in AFI field 802 and SAFI field 804 are defined in http://www.iana.org/assignments/address family-numbers
and http: //www.iana.org/assignments/saft-namespace.
[0065] The type-code field 806 contains a value that indicates an error condition or event for a respective AFFSAFI
module 770. In the illustrative embodiment, the following type-codes, which are generally described in RFC 1771 and
A Border Gateway Protocol 4 (BGP-4), are defined:

[0066] The sub-code field 808 contains a value that defines a subcode related to the error condition or event conveyed
by the message. In the illustrative embodiment, the following subcodes, which are generally described in RFC 1771 and
A Border Gateway Protocol 4 (BGP-4), are defined:

Update Message Error subcodes

1 - Malformed Attribute List.
2 - Unrecognized Well-known Attribute
3 - Missing Well-known Attribute
4 - Attribute Flags Error
5 - Invalid Attribute Length
6 - Invalid ORIGIN Attribute
7 - Invalid NEXT HOP Attribute
8 - Optional Attribute Error
9 - Invalid Network Field
10 - Bad ASPATH
11 - Invalid Message Type.

Error Code Symbolic Name

1 Update Message Error
2 Cease
3 Event
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Cease Message Error subcodes

1 - Maximum Number of Prefixes Reached
2 - Administratively Shutdown
3 - Peer Unconfigured
4 - Administratively Reset
5 - Other Configuration Change

Event Message subcodes

1 - ACK Soft Notification
2 - Peer Administratively Unshut
3 - Peer Configured
4 - Timer Expired
5 - Dampening Routes
6 - Undampened Routes

[0067] The length field 810 contains the length of the remaining message and the Variable Data TLV field 900 is an
optional, variable length field that contains a Variable Data TLV. TLV encoding is a generic way to communicate infor-
mation between two nodes, such as routers, where the information may not be entirely known to one router. Accordingly,
the Variable Data TLV field 900 may be used to carry additional information about the error condition or event. FIG. 9
is a schematic block diagram of the Variable Data TLV 900 in accordance with the present invention. The Variable Data
TLV includes a type field 902 used to identify a type (T) of information being conveyed, a length field 904 used to identify
the length (L) of information to be conveyed and a value field 906 containing a value (V) of the actual information conveyed.
[0068] An advantage of TLV-based communication is that a router can skip over any type of information that it is not
configured to "understand". That is, using the length (L) parameter, the router can skip an attribute (TLV) it doesn’t
understand, until it finds a TLV for which it is configured. The length (L) parameter is implementation-specific and can
denote the length from the beginning of the first field of the attribute to the end. However, the length generally denotes
the length of the value (V) field and not the type field or length field. Note that no TLV may appear in a Soft Notification
message more than once. In the illustrative embodiment, the following TLVs are defined:

[0069] A BGP router may generate a Soft Notification message 800 for relevant AFI/SAFI modules 770 in lieu of a
conventional Notification Message using relevant type-codes and subcodes, as redefined herein. The BGP router may
also generate a Soft Notification message in case of an Event. According to the invention, BGP soft notification messaging
separates BGP functionality on a per BGP peer, AFI/SAFI basis. The, soft notification technique assists in isolating the
reliable transport, e.g., TCP, from actual protocol services/features which, in turn, prevents BGP peers from resetting
the TCP transport 702 for any protocol errors related to its specific AFI/SAFI module 770. Preventing transport disruptions
further assists in isolating network outages to specific AFI/SAFI errors.
[0070] The following flowcharts apply to the processing of the novel BGP Soft Notification message 800 with the
various error type codes described above. When receiving a BGP Soft Notification Message sent from a router, a peer
takes an action based on the type code contained in the message. The router also takes an action after it has sent the
Soft Notification message to its peer. It should be noted that the actions taken by the router and its peer do not necessarily
have to occur (and, if fact, may not occur) in the sequence shown and described. Therefore, the following flowcharts
are only illustrative of one set of examples and not prescriptive. It should be further noted that a Soft Notification message
having a type-code "Event" and a sub-code "ACK Soft-Notification" is referred to herein as a "Soft-Notify-ACK".
[0071] FIG. 10 is a flowchart illustrating a procedure involving a Soft Notification message with Update Message Error
type code issued from a router to its peer. The procedure starts at Step 1000 and proceeds to Step 1002 where the
router sends a Soft Notification message with Update Message Error type code to the peer. In Step 1004, the router
starts a timer for a receipt of a Soft-Notify-ACK from the peer. Thereafter, in Step 1006, the router "soft resets" the peer
for the AFI/SAFI specified in the Soft Notification message by, e.g., discarding any Update messages from the peer until

Type Name Length Value

1 string variable a text string whose length is specified by the length field. Not null terminated.
2 PDU variable a copy of the PDU that triggered the Soft Notification message. May be truncated.
3 attribute variable a copy of the path attribute that triggered the Soft Notification message. May be 

truncated.
4 integer 4 octets a four-octet integer
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the Soft-Notify ACK is received and flushing the routes (in, e.g., Adj-RIB-In 710) for the peer for the AFI/SAFI specified
in the Soft Notification message. In Step 1008, the router begins sending new Update messages to the peer.
[0072] Upon receiving the Soft Notification message containing the Update Message Error type code (Step 1010), the
peer returns the Soft-Notify-ACK to the sending router in Step 1012. In Step 1014, the peer soft resets the router for
that AFI/SAFI by, e.g., flushing the routes of the router for the AFI/SAFI. In Step 1016, the peer then proceeds to re-
advertise its own routes by sending Update messages to the router. In Step 1018, the router receives the Update
messages from the peer and, in Step 1020, determines whether the Soft-Notify-ACK has been received. If so, the router
resumes accepting Update messages from the peer in Step 1022 and the procedure ends at Step 1030. Otherwise, the
router determines whether the Soft Notification timer has expired (Step 1024). If not, the router discards any Update
messages from the peer in Step 1026 and the procedure returns to Step 1020. However, if the Soft Notification timer
expires before receipt of the Soft-Notify-ACK, the router "hard resets" the peer (Step 1028) by terminating the BGP
session and the sequence ends at Step 1030.
[0073] FIG. 11 is a flowchart illustrating a procedure involving a Soft Notification message with Cease Message Error
type code issued from a router to its peer. The procedure starts at Step 1100 and proceeds to Step 1102 where the
router sends a Soft Notification message with Cease Message Error type code to the peer. In Step 1104, the router
flushes the routes of the peer for the AFFSAFI specified in the message and, in Step 1106, transitions its AFI/SAFI
module for the specified AFI/SAFI from a normal state to a shutdown state for that peer. In the illustrative embodiment
described herein, a shutdown state of an AFI/SAFI for a peer is a state in which a router will not accept and process any
Update messages from the peer. In Step 1108, the peer receives the Soft Notification message with the Cease Message
Error type code and, in Step 1110, returns a Soft Notify-ACK to the router. In Step 1112, the peer flushes the routes of
the router for the specified AFI/SAFI and, in Step 1114, transitions its AFI/SAFI module for the specified AFI/SAFI from
a normal state to a shutdown state for the router. The procedure then ends at Step 1116.
[0074] FIG. 12 is a flowchart illustrating a procedure involving a Soft Notification message with Event Message type
code issued from a router to its peer. The procedure starts at Step 1200 and proceeds to Step 1202 where the router
sends a Soft Notification message with Event Message type code and Administratively Unshut type subcode to the peer.
In Step 1204, the router transitions the AFI/SAFI module for the specified AFI/SAFI for the peer from the shutdown state
to the normal state (in response to receiving the Soft-Notify-ACK that is returned in Step 1210). In Step 1206, the router
then advertises its routes for that AFFSAFI to the peer. In Step 1208, the peer receives the Soft Notification message
with Event Message type code and Administratively Unshut type subcode.
[0075] In Step 1210, the peer returns a Soft-Notify-ACK to the router and, in Step 1212, transitions its AFI/SAFI module
for the specified AFI/SAFI from the shutdown state to the normal state. Note that if the Soft Notification message contains
any Event Message type subcode other than Administratively Unshut and Soft-Notify-ACK, the peer returns a Soft-
Notify-ACK to the router and may choose to log the message. In Step 1214, the peer then advertises its routes for the
relevant AFI/SAFI to the router and the sequence ends at Step 1216.
[0076] Advantageously, the inventive technique uses a single BGP session to exchange routing information related
to different AFI/SAFI modules to enable sharing of resources among the modules of the BGP protocol executing on the
routers. Moreover, the soft notification technique logically separates the reliable transport from the AFI/SAFI modules
to thereby allow scaling of BGP features and services over a single BGP session. Such logical separation allows a router
to gracefully recover from an error condition and/or warn its peer about the occurrence of a BGP-related event pertaining
to an AFI/SAFI module.
[0077] While there has been shown and described embodiments of a soft notification technique that isolates AFI/SAFI
based errors occurring within a routing protocol, such as BGP, it is to be understood that various other adaptations and
modifications may be made within the spirit and scope of the present invention. For example, the technique contemplates
a situation where a router sends multiple Soft Notification messages to a peer. Here, sending of Soft Notification messages
and soft resetting of the peer for a particular AFI/SAFI module should be rate-limited, with a mechanism being provided
for exponential "back-off’.
[0078] Specifically, in response to sending multiple Soft Notification messages, the router tracks those messages that
are not yet acknowledged. Upon receiving a Soft-Notify-ACK from the peer, the router associates that acknowledgement
with the earliest Soft Notification message pending a Soft-Notify-ACK.
[0079] The foregoing description has been directed to specific embodiments. It will be apparent, however, that other
variations and modifications may be made to the described embodiments, with the attainment of some or all of their
advantages. For instance, the various processes described herein can be implemented as software, including a com-
puter-readable medium having program instructions executing on a computer, hardware, firmware, or a combination
thereof. In addition, the data structures described herein can include additional information.
[0080] The techniques herein may also apply generally to a new capability code that is defined for the BGP Soft
Notification message. Here, a BGP Soft Notification message can only be sent by a router to peers that have advertised
this capability. Furthermore, the technique may apply to other routing protocols such as, e.g., distance vector routing
protocols, that support multiple AFI/SAFls.
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[0081] 3.0 NETWORK ROUTING APPARATUS WITH SOFT GRACEFUL RESTART
[0082] 3.1 OVERVIEW
[0083] An approach for graceful restart of BGP routers is described in an IETF internet-draft document of S. Sangli et
al., "Graceful Restart Mechanism for BGP," draft-ietf-idr-restart-10.txt. The mechanism described in the BGP Graceful
Restart draft preserves routing state for each AFI or SAFI whenever a BGP session is terminated due to a peering
router’s restart. Prior US patent Us 7633874, filed April 28, 2004, of G. Nalawade et al., "Soft Notification Messaging for
a Routing Protocol" ("Nalawade et al." herein) describes an invention that allows BGP to perform soft resets on a per
peer per AFI/SAFI basis, while allowing the BGP sessions and BGP state to be maintained. The invention of Nalawade
et al. avoids resetting the BGP session between peers, and avoids deleting the routing state for other functional AFI/
SAFIs that share the same peer session. However, Nalawade et al. does not preserve the routing and forwarding
information for the AFI/SAFI that is being reset.
[0084] FIG. 14 is a high-level flow diagram of an approach for performing soft graceful restart. In the approach of FIG.
14 and FIG. 15A, 15B as described below, the BGP graceful restart mechanism is performed for a soft-reset of an AFI
or SAFI. Referring first to FIG. 14, in step 1402, a BGP peering session is established between a first node and a second
node in a packet-switched network. Typically the first node and second node are routers that implement BGP and thus
are BGP peers. In step 1403, the first node and second node perform a capability negotiation in which the peer BGP
speakers announce that each has the capability to perform graceful restart as in Sangli et al., and also have a BGP soft
graceful restart capability, newly defined herein, for a given AFI/SAFI.
[0085] In step 1404, one node detects a BGP condition requiring a soft reset of an AFI or SAFI data structure that
need not affect BGP state or forwarding state. For example, such a condition could be expiration of a timer, exceeding
the max-prefix-limit, etc. Such a condition also could comprise receiving a BGP Notification message indicating an error,
such as a malformed update message. Step 1404 includes performing a soft reset of the particular AFI or SAFI; in an
embodiment, a soft notification message referencing only the particular AFI or SAFI is sent to peers. Thus, peers are
instructed to soft reset only the particular AFI or SAFI and not to modify route data in a RIB or FIB for any other AFI or
SAFI. In response, at step 1406, when the particular AFI/SAFI is soft-reset, the BGP peer preserves the BGP state by
not deleting routes for the AFI/SAF from the BGP-RIB, and the forwarding state for that AFI/SAFI is preserved at step
1408 by not deleting routes for the AFI/SAFI from the Adj-RIB-Out or FIB. Therefore, forwarding can continue for that
AFI/SAFI until the new routes for the soft-reset AFI/SAFI are learned from the resetting peer, as shown in step 1410.
[0086] The following section details more specific steps that a resetting speaker and receiving speaker may perform
in an implementation. The functions described herein with respect to FIG. 14 and FIG. 15A, 15B may be implemented
in one or more computer programs, software modules, or other software, firmware or hardware elements in a network
packet routing device. Computer programs or software modules implementing such functions may be integrated into an
operating system of a router or other network element, or may be implemented in an independent module, such as a
BGP module.
[0087] 3.2 PROCEDURES FOR A RESETTING SPEAKER AND A RECEIVING SPEAKER
[0088] FIG. 15A and FIG. 15B are flow diagrams of steps performed in peer BGP network routing devices in an
approach for performing soft graceful restart for an AFI/SAFI. In the following description, "Resetting Speaker" refers to
a router that has generated the soft-notification message and has soft-reset an AFI/SAFI with its peer, and "Receiving
Speaker" refers to a router that peers with the resetting speaker.
[0089] In step 1502, the resetting speaker and restarting speaker negotiate a new BGP capability termed the
Soft-Graceful-Restart (Soft-GR) capability. Capability negotiation among BGP peers is generally described in IETF RFC
3392 of R. Chandra et al., "Capabilities Advertisement with BGP-4." The Soft-GR Capability is a capability that a BGP
speaker can use to indicate its ability to preserve its forwarding state during the soft-reset of an AFI/SAFI between two
BGP speakers. The Soft-GR Capability also can convey to a peer the intention of generating an End-Of-RIB marker
upon completing initial routing updates after the soft-reset is performed. In one embodiment, the Soft-GR Capability has
a distinct BGP capability code and a capability length of zero.
[0090] In an embodiment, the Soft-GR Capability mandates that the Graceful Restart Capability is also exchanged by
the BGP speakers. If the BGP speakers successfully negotiate the Soft-GR Capability, then Soft-GR can be performed
in the future for those AFI/SAFIs for which the BGP speakers also have successfully negotiated the Graceful Restart
Capability.
[0091] The following description of FIG. 15A, 15B assumes the Graceful Restart Capability for the address family is
advertised by the Resetting Speaker, and is understood by the Receiving Speaker, and a BGP session between them
is established. The description also assumes that the two BGP Speakers have exchanged the Soft-GR Capability.
[0092] At step 1504, the resetting speaker detects a condition requiring reset of an AFI or SAFI data structure. At step
1506, the resetting speaker generates and sends a soft notification message, and also soft resets a particular AFI or SAFI.
[0093] In step 1508, the Resetting Speaker retains or preserves the BGP state of the AFI or SAFI. At step 1510 the
resetting speaker marks those routes as stale and preserves the forwarding state for those BGP routes in the Loc-RIB.
The Resetting Speaker marks the routes as stale because it is possible that during the period of a soft reset and recovery,
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a route withdrawal could have occurred for one of the routes associated with the affected AFI or SAFI. Alternatively, the
error condition associated with the AFI or SAFI could have affected the routes for that AFI or SAFI. At step 1512, the
resetting speaker continues to forward data on routes for the AFI or SAFI, and does not differentiate between stale and
other information during forwarding.
[0094] For clarity, steps performed at the receiving speaker are described separately below. However, to clarify the
action of the resetting speaker, after the soft notification message of step 1506 is sent, the receiving speaker soft resets
the same AFI or SAFI as the resetting speaker and sends an acknowledgement (step 1554). In an embodiment, the
acknowledgement of step 1554 is a BGPv4 Soft-Notification message containing a Soft-Notify-ACK. Once the Resetting
Speaker and the Receiving Speaker have both soft-reset the AFI/SAFI and the Resetting Speaker has received an
acknowledgment (step 1514), the Resetting Speaker receives and processes BGP messages from the Receiving Speaker
for that AFI/SAFI, as shown at step 1516.
[0095] Referring now to FIG. 15B, at step 1518, the resetting speaker defers route selection for an AFI/SAFI, until the
resetting speaker receives an End-of-RIB marker from the Receiving Speaker. In one embodiment, to impose a limit on
the amount of time a router defers route selection, a configurable timer is started as part of step 1518. If the timer expires
before an End-of-RIB marker has been received from all peers, the resetting speaker performs route selection at step
1520.
[0096] Alternatively, the End-of-RIB marker is sent by a BGP speaker to its peer once it completes the initial routing
update for an AFI/SAFI after that AFI/SAFI has been soft-reset. For example, the receiving BGP speaker sends the End-
of-RIB marker at step 1558. The initial routing updates may comprise corrective updates when an error has occurred
with respect to an AFI/SAFI or may comprise changed or new routes that were advertised during the period of soft reset
and recovery. The routing updates also may comprise renewed copies of routes for the AFI or SAFI that have been
previously sent and have no changes. In response, at step 1520, the resetting BGP speaker performs route selection.
The End-of-RIB marker is sent even when there are no updates to send, to signal that any updates have been sent and
that the updating period is closed.
[0097] At step 1522, any previously marked stale information is removed from the Loc-RIB, and at step 1524 the FIB
is updated based on the Loc-RIB. At step 1526, the Adj-RIB-Out is advertised to peers. Step 1558 indicates that the
resetting BGP speaker also sends the End-of-RIB marker when it completes routing updates in response to peer requests.
[0098] Specific procedures for the Receiving Speaker are now described. Referring again to FIG. 15A, at step 1550,
when the Receiving Speaker receives a BGPv4 SOFT-NOTIFACTION for an AFI/SAFI from the Resetting Speaker that
has advertised the Graceful Restart and Soft-GR Capabilities, the Receiving Speaker retains the routes received from
the peer for the AFI/SAFI that is reset, and marks such routes as stale routing information in the Loc-RIB. To address
possible consecutive soft-resets, a route from the peer that was previously marked as stale is deleted, as shown at step
1552. The Receiving Speaker does not differentiate between stale and other routing information during forwarding.
[0099] The Receiving Speaker sends the End-of-RIB marker after the soft reset processing is performed, once it
completes the initial update for an address family (including the case that it has no routes to send) to the peer, as shown
by step 1559.
[0100] At step 1560, the Receiving Speaker receives and processes one or more routing updates from the Resetting
Speaker. At step 1562, the Receiving Speaker replaces the stale routes by the routing updates received from the
Resetting Speaker. Once an indication of a last routing update is received, such as when the End-of-RIB marker for an
address family is received from the Resetting Speaker (step 1558), the Receiving Speaker immediately removes any
routes from that peer that are still marked as stale, for that address family, as shown by step 1564. In one embodiment,
step 1550 (FIG. 15A) also may involve initiating a timer that places an upper bound on the amount of time a router retains
the stale routes. Thus, if the timer expires before the End-of-RIB marker has been received to trigger removal of routes,
the Receiving Speaker removes routes at that time.
[0101] The approach herein can be extended to cover BGPv4 Notifications and normal BGP GR as further described
below. The approach is applicable to notifications such as the Cease notification and the Holdtimer Expired notification,
and can be extended to other notifications.
[0102] 4.0 IMPLEMENTATION MECHANISMS -- HARDWARE OVERVIEW
[0103] FIG. 13 is a block diagram that illustrates a computer system 1300 upon which an embodiment of the invention
may be implemented. The preferred embodiment is implemented using one or more computer programs running on a
network element such as a router device. Thus, in this embodiment, the computer system 1300 is a router.
[0104] Computer system 1300 includes a bus 1302 or other communication mechanism for communicating information,
and a processor 1304 coupled with bus 1302 for processing information. Computer system 1300 also includes a main
memory 1306, such as a random access memory (RAM), flash memory, or other dynamic storage device, coupled to
bus 1302 for storing information and instructions to be executed by processor 1304. Main memory 1306 also may be
used for storing temporary variables or other intermediate information during execution of instructions to be executed
by processor 1304. Computer system 1300 further includes a read only memory (ROM) 1308 or other static storage
device coupled to bus 1302 for storing static information and instructions for processor 1304. A storage device 1310,
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such as a magnetic disk, flash memory or optical disk, is provided and coupled to bus 1302 for storing information and
instructions.
[0105] A communication interface 1318 may be coupled to bus 1302 for communicating information and command
selections to processor 1304. Interface 1318 is a conventional serial interface such as an RS-232 or RS-422 interface.
An external terminal 1312 or other computer system connects to the computer system 1300 and provides commands
to it using the interface 1314. Firmware or software running in the computer system 1300 provides a terminal interface
or character-based command interface so that external commands can be given to the computer system.
[0106] A switching system 1316 is coupled to bus 1302 and has an input interface 1314 and an output interface 1319
to one or more external network elements. The external network elements may include a local network 1322 coupled
to one or more hosts 1324, or a global network such as Internet 1328 having one or more servers 1330. The switching
system 1316 switches information traffic arriving on input interface 1314 to output interface 1319 according to pre-de-
termined protocols and conventions that are well known. For example, switching system 1316, in cooperation with
processor 1304, can determine a destination of a packet of data arriving on input interface 1314 and send it to the correct
destination using output interface 1319. The destinations may include host 1324, server 1330, other end stations, or
other routing and switching devices in local network 1322 or Internet 1328.
[0107] The invention is related to the use of computer system 1300 for soft graceful restart of an AFI or SAFI under
BGP. According to one embodiment of the invention, soft graceful restart of an AFI or SAFI under BGP is provided by
computer system 1300 in response to processor 1304 executing one or more sequences of one or more instructions
contained in main memory 1306. Such instructions may be read into main memory 1306 from another computer-readable
medium, such as storage device 1310. Execution of the sequences of instructions contained in main memory 1306
causes processor 1304 to perform the process steps described herein. One or more processors in a multi-processing
arrangement may also be employed to execute the sequences of instructions contained in main memory 1306. In
alternative embodiments, hardwired circuitry may be used in place of or in combination with software instructions to
implement the invention. Thus, embodiments of the invention are not limited to any specific combination of hardware
circuitry and software.
[0108] The term "computer-readable medium" as used herein refers to any medium that participates in providing
instructions to processor 1304 for execution. Such a medium may take many forms, including but not limited to, non-volatile
media, volatile media, and transmission media. Non-volatile media includes, for example, optical or magnetic disks,
such as storage device 1310. Volatile media includes dynamic memory, such as main memory 1306. Transmission
media includes coaxial cables, copper wire and fiber optics, including the wires that comprise bus 1302. Transmission
media can also take the form of acoustic or light waves, such as those generated during radio wave and infrared data
communications.
[0109] Common forms of computer-readable media include, for example, a floppy disk, a flexible disk, hard disk,
magnetic tape, or any other magnetic medium, a CD-ROM, any other optical medium, punch cards, paper tape, any
other physical medium with patterns of holes, a RAM, a PROM, and EPROM, a FLASH-EPROM, any other memory
chip or cartridge, a carrier wave as described hereinafter, or any other medium from which a computer can read.
[0110] Various forms of computer readable media may be involved in carrying one or more sequences of one or more
instructions to processor 1304 for execution. For example, the instructions may initially be carried on a magnetic disk
of a remote computer. The remote computer can load the instructions into its dynamic memory and send the instructions
over a telephone line using a modem. A modem local to computer system 1300 can receive the data on the telephone
line and use an infrared transmitter to convert the data to an infrared signal. An infrared detector coupled to bus 1302
can receive the data carried in the infrared signal and place the data on bus 1302. Bus 1302 carries the data to main
memory 1306, from which processor 1304 retrieves and executes the instructions. The instructions received by main
memory 1306 may optionally be stored on storage device 1310 either before or after execution by processor 1304.
[0111] Communication interface 1318 also provides a two-way data communication coupling to a network link 1320
that is connected to a local network 1322. For example, communication interface 1318 may be an integrated services
digital network (ISDN) card or a modem to provide a data communication connection to a corresponding type of telephone
line. As another example, communication interface 1318 may be a local area network (LAN) card to provide a data
communication connection to a compatible LAN. Wireless links may also be implemented. In any such implementation,
communication interface 1318 sends and receives electrical, electromagnetic or optical signals that carry digital data
streams representing various types of information.
[0112] Network link 1320 typically provides data communication through one or more networks to other data devices.
For example, network link 1320 may provide a connection through local network 1322 to a host computer 1324 or to
data equipment operated by an Internet Service Provider (ISP) 1326. ISP 1326 in turn provides data communication
services through the worldwide packet data communication network now commonly referred to as the "Internet" 1328.
Local network 1322 and Internet 1328 both use electrical, electromagnetic or optical signals that carry digital data
streams. The signals through the various networks and the signals on network link 1320 and through communication
interface 1318, which carry the digital data to and from computer system 1300, are exemplary forms of carrier waves
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transporting the information.
[0113] Computer system 1300 can send messages and receive data, including program code, through the network(s),
network link 1320 and communication interface 1318. In the Internet example, a server 1330 might transmit a requested
code for an application program through Internet 1328, ISP 1326, local network 1322 and communication interface 1318.
In accordance with the invention, one such downloaded application provides for soft graceful restart of an AFI or SAFI
under BGP, as described herein.
[0114] The received code may be executed by processor 1304 as it is received, and/or stored in storage device 1310,
or other non-volatile storage for later execution. In this manner, computer system 1300 may obtain application code in
the form of a carrier wave.
[0115] 5.0 EXTENSIONS AND ALTERNATIVES
[0116] In the foregoing specification, the invention has been described with reference to specific embodiments thereof.
It will, however, be evident that various modifications and changes may be made thereto. The specification and drawings
are, accordingly, to be regarded in an illustrative rather than a restrictive sense.

Claims

1. A computer implemented method, comprising:

establishing a Border Gateway Protocol, BGP peering session between a first node and a second node in a
packet-switched network;
detecting a BGP condition requiring a reset of a particular BGP address family indicator, AFI, (652) data structure
of a plurality of AFI data structures and not requiring a reset of all AFI data structures of the plurality of AFI data
structures wherein the BGP condition does not affect states of routes in the AFI (652);
resetting the particular AFI and not modifying route data for any other AFI data structure of the plurality of AFI
data structures;
after resetting the particular AFI data structure
preserving a BGP state and a forwarding state of the AFI; and
forwarding data on routes represented by the forwarding state of the particular AFI.

2. The method of claim 1, wherein the BGP condition is any one of expiration of a timer, and exceeding a maximum
number of allowed prefixes.

3. The method of claim 1, further comprising sending a soft notification message in response to detecting the BGP
condition.

4. The method of claim 1, further comprising:

in response to detecting the BGP condition, sending a soft notification message;
marking routes associated with the AFI as stale in a local routing information base;
forwarding data to one or more of the other devices on routes associated with the AFI even if such routes are
marked as stale;
receiving from one or more of the other devices, and processing, one or more BGP UPDATE messages asso-
ciated with the AFI;
performing route selection;
removing from the local RIB one or more routes previously marked as stale;
updating a forwarding information base based on the local RIB; and
advertising an external RIB to one or more other devices.

5. The method of claim 4, further comprising performing the route selection only after receiving an End-of-RIB marker
from one or more of the other devices.

6. The method of claim 1, further comprising:

receiving a soft notification message from a particular device among the other devices with which a BGP peering
session has been established and that is resetting;
retaining and marking as stale one or more routes previously received from the particular resetting device and
associated with the AFI;
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forwarding data to one or more other devices on routes associated with the AFI even if such routes are marked
as stale;
deleting from a routing information base one or more routes associated with the AFI that have been previously
marked as stale;
sending one or more BGP update messages for the AFI to the particular resetting device;
receiving and processing one or more routing updates received from the particular resetting device;
replacing the stale marked routes with the one or more routing updates; and
in response to receiving a last routing update, removing one or more routes for the AFI that are still marked as
stale.

7. The method of claim 6, further comprising sending an acknowledgment of the soft notification message.

8. A network data packet routing apparatus, comprising
one or more processors;
one or more interfaces that are communicatively coupled to the processors and to one or more other devices in a
packet-switched network;
means for interacting with the other devices according to Border Gateway Protocol (BGP);
means for implementing a method according to any of claims 1 to 7.

9. An apparatus according to claim 8,
wherein the means for implementing a method comprise:

one or more computer-readable media that are communicatively coupled to the one or more processors;
one or more first sequences of instructions recorded on the computer-readable media which, when executed
by the one or more processors, cause the one or more processors to interact with the other devices according
to Border Gateway Protocol;
one or more second sequences of instructions recorded on the computer-readable media which, when executed
by the one or more processors, cause the one or more processors to perform a method according to any of
claims 1 to 7.

10. A computer-readable tangible storage medium carrying one or more sequences of instructions, which instructions,
when executed by one or more processors, cause the one or more processors to carry out the steps of a method
according to any of claims 1 to 7.

Patentansprüche

1. Computerimplementiertes Verfahren, das umfasst:

Herstellen einer Border Gateway Protocol, BGP, Peering-Sitzung zwischen einem ersten Knoten und einem
zweiten Knoten in einem paketgeschalteten Netzwerk;
Ermitteln einer BGP-Bedingung, die ein Zurücksetzen einer bestimmten BGP Adressfamilienindikator (address
family indicator, AFI) (652) -Datenstruktur einer Vielzahl von AFI-Datenstrukturen erfordert und kein Zurückset-
zen aller AFI-Datenstrukturen der Vielzahl von AFT-Datenstrukturen erfordert, wobei die BGP-Bedingung Rou-
tenzustände in dem AFI (652) nicht beeinflusst;
Zurücksetzen des bestimmten AFI und Nichtmodifizieren von Routendaten für jegliche andere AFI-Datenstruktur
der Vielzahl von AFI-Datenstrukturen;
Beibehalten eines BGP-Zustands und eines Weiterleitungszustands des AFI; und
Weiterleiten von Daten auf Routen, die von dem Weiterleitungszustand des bestimmten AFI repräsentiert wer-
den.

2. Verfahren nach Anspruch 1, wobei die BGP-Bedingung eine des Ablaufs eines Timers und des Überschreitens
einer maximalen Anzahl erlaubter Präfixe ist.

3. Verfahren nach Anspruch 1, das des Weiteren das Senden einer weichen Ankündigungsnachricht im Ansprechen
auf das Ermitteln der BGP-Bedingung umfasst.

4. Verfahren nach Anspruch 1, das des Weiteren umfasst:
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im Ansprechen auf das Ermitteln der BGP-Bedingung, Senden einer weichen Ankündigungsnachricht;
Kennzeichnen von Routen, die mit dem AFI assoziiert sind, als veraltet in einer lokalen Routingtabelle (routing
information base; RIB);
Weiterleiten von Daten an eine oder mehrere der anderen Vorrichtungen auf Routen, die mit dem AFI assoziiert
sind, auch wenn solche Routen als veraltet gekennzeichnet sind;
Empfangen von einer oder mehreren der anderen Vorrichtungen, und Verarbeiten, einer oder mehrerer BGP-
UPDATE (Aktualisierungs) - Nachrichten, die mit dem AFI assoziiert sind;
Durchführen von Routenauswahl;
Entfernen einer oder mehrerer Routen, die vorher als veraltet gekennzeichnet worden sind, aus der lokalen RIB,
Aktualisieren einer Weiterleitungstabelle basierend auf der lokalen RIB, und
Ankündigen einer externen RIB für eine oder mehrere andere Vorrichtungen.

5. Verfahren nach Anspruch 4, das des Weiteren das Durchführen der Routenauswahl nur nach dem Empfang eines
RIB-Ende-Kennzeichens von einer oder mehreren der anderen Vorrichtungen umfasst.

6. Verfahren nach Anspruch 1, das des Weiteren umfasst:

Empfangen einer weichen Ankündigungsnachricht von einer bestimmten Vorrichtung aus den anderen Vorrich-
tungen, mit der eine BGP Peering-Sitzung hergestellt worden ist, und die zurücksetzt;
Zurückhalten und als veraltet Kennzeichnen von einer oder mehreren Routen, die vorher von der bestimmten
Zurücksetzvorrichtung empfangen wurden und mit dem AFI assoziiert sind;
Weiterleiten von Daten an eine oder mehrere andere Vorrichtungen auf Routen, die mit dem AFI assoziiert
sind, auch wenn solche Routen als veraltet gekennzeichnet sind;
Löschen einer oder mehrerer Routen, die mit dem AFI assoziiert sind, und die vorher als veraltet gekennzeichnet
worden sind, aus einer Routingtabelle;
Senden einer oder mehrerer BGP-Aktualisierungsnachrichten für den AFI an die bestimmte Zurücksetzvorrich-
tung;
Empfangen und Verarbeiten einer oder mehrerer Routingaktualisierungen, die von der bestimmten Zurücksetz-
vorrichtung empfangen wurden;
Ersetzen der als veraltet gekennzeichneten Routen durch die eine oder die mehreren Routingaktualisierungen;
und
im Ansprechen auf das Empfangen einer letzten Routingaktualisierung, Entfernen einer oder mehrerer Routen
für den AFI, die immer noch als veraltet gekennzeichnet sind.

7. Verfahren nach Anspruch 6, das des Weiteren das Senden einer Bestätigung der weichen Ankündigungsnachricht
umfasst.

8. Netzwerk-Datenpaket-Routingvorrichtung, die aufweist:

einen oder mehrere Prozessoren;
eine oder mehrere Schnittstellen, die kommunikativ mit den Prozessoren und mit einer oder mehreren anderen
Vorrichtungen in einem paketgeschalteten Netzwerk verbunden sind;
eine Einrichtung zum Wechselwirken mit den anderen Vorrichtungen gemäß dem Border Gateway Protocol
(BGP);
Einrichtungen zum Implementieren eines Verfahrens nach einem der Ansprüche 1 bis 7.

9. Vorrichtung nach Anspruch 8,
wobei die Einrichtungen zum Implementieren eines Verfahrens aufweisen:

ein oder mehrere computerlesbare Medien, die kommunikativ mit dem einen oder den mehreren Prozessoren
verbunden sind;
eine oder mehrere erste Befehlssequenzen, die auf den computerlesbaren Medien aufgezeichnet sind und,
wenn sie von dem einen oder den mehreren Prozessoren ausgeführt werden, veranlassen, dass der eine oder
die mehreren Prozessoren mit den anderen Vorrichtungen gemäß dem Border Gateway Protocol wechselwirken;
eine oder mehrere zweite Befehlssequenzen, die auf den computerlesbaren Medien aufgezeichnet sind und,
wenn sie von dem einen oder den mehreren Prozessoren ausgeführt werden, veranlassen, dass der eine oder
die mehreren Prozessoren ein Verfahren nach einem der Ansprüche 1 bis 7 durchführen.



EP 1 999 896 B1

17

5

10

15

20

25

30

35

40

45

50

55

10. Computerlesbares greifbares Speichermedium mit einer oder mehreren Befehlssequenzen, wobei die Befehle,
wenn sie von einem oder mehreren Prozessoren ausgeführt werden, veranlassen, dass der eine oder die mehreren
Prozessoren die Schritte eines Verfahrens nach einem der Ansprüche 1 bis 7 durchführen.

Revendications

1. Procédé mis en oeuvre par ordinateur, comprenant :

l’établissement d’une session d’appairage de protocole de passerelle de frontière, BGP, entre un premier noeud
et un deuxième noeud dans un réseau à commutation de paquets ;
la détection d’une condition BGP nécessitant une réinitialisation d’une structure de données d’indicateur de
famille d’adresse, AFI, BGP particulier (652) parmi une pluralité de structures de données AFI et ne nécessitant
pas une réinitialisation de toutes les structures de données AFI parmi la pluralité de structures de données AFI,
dans lequel la condition BGP n’affecte pas des états d’acheminements dans l’AFI (652) ;
la réinitialisation de l’AFI particulier et la non-modification de données d’acheminements pour n’importe quelle
autre structure de données AFI parmi la pluralité de structures de données AFI ;
après la réinitialisation de la structure de données d’AFI particulier :

la préservation d’un état BGP et d’un état le transfert de l’AFI ; et
le transfert de données sur des acheminements représentés par l’état de transfert de l’AFI particulier.

2. Procédé selon la revendication 1, dans lequel la condition BGP est l’un quelconque d’une expiration d’une tempo-
risation et d’un dépassement d’un nombre maximum de préfixes autorisés.

3. Procédé selon la revendication 1, comprenant en outre l’envoi d’un message de notification logicielle en réponse
à la détection de la condition BGP.

4. Procédé selon la revendication 1, comprenant en outre :

en réponse à la détection de la condition BGP, l’envoi d’un message de notification logicielle ;
le marquage des acheminements associés à l’AFI comme étant périmés dans une base d’informations d’ache-
minements locale ;
le transfert de données à un ou plusieurs des autres dispositifs sur des acheminements associés à l’AFI, même
si de tels acheminements sont marqués comme étant périmés ;
la réception, en provenance d’un ou plusieurs des autres dispositifs, d’un ou plusieurs messages BGP UPDATE
associés à l’AFI et leur traitement ;
l’exécution d’une sélection d’acheminement ;
la suppression d’un ou plusieurs acheminements précédemment marqués comme étant périmés de la RIB
locale ;
la mise à jour d’une base d’informations de transfert sur la base de la RIB locale ; et
l’annonce d’une RIB externe à un ou plusieurs autres dispositifs.

5. Procédé selon la revendication 4, comprenant en outre l’exécution de la sélection d’acheminement uniquement
après la réception d’un marqueur End-of-RIB en provenance d’un ou plusieurs des autres dispositifs.

6. Procédé selon la revendication 1, comprenant en outre :

la réception d’un message de notification logicielle en provenance d’un dispositif particulier parmi les autres
dispositifs avec lequel une session d’appairage BGP a été établie et qui est en cours de réinitialisation ;
la rétention et le marquage, comme étant périmés, d’un ou plusieurs acheminements précédemment reçus en
provenance du dispositif de réinitialisation particulier et associés à l’AFI ;
le transfert de données à un ou plusieurs autres dispositifs sur des acheminements associés à l’AFI même si
de tels acheminements sont marqués comme étant périmés ;
la suppression d’un ou plusieurs acheminements associés à l’AFI qui ont été précédemment marqués comme
étant périmés, d’une base d’informations d’acheminements ;
l’envoi d’un ou plusieurs messages de mise à jour de BGP pour l’AFI au dispositif de réinitialisation particulier ;
la réception et le traitement d’une ou plusieurs mises à jour d’acheminements reçues en provenance du dispositif
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de réinitialisation particulier ;
le remplacement des acheminements marqués comme étant périmés par l’une ou plusieurs mises à jour
d’acheminements ; et
en réponse à la réception d’une dernière mise à jour d’acheminement, la suppression d’un ou plusieurs ache-
minements pour l’AFI qui sont toujours marqués comme étant périmés.

7. Procédé selon la revendication 6, comprenant en outre l’envoi d’un accusé de réception du message de notification
logicielle.

8. Appareil d’acheminement de paquet de données de réseau, comprenant :

un ou plusieurs processeurs ;
une ou plusieurs interfaces couplées de manière à pouvoir communiquer avec les processeurs et un ou plusieurs
autres dispositifs dans un réseau à commutation de paquets ;
un moyen pour effectuer l’interaction avec les autres dispositifs selon le protocole de passerelle de frontière,
BGP ;
un moyen pour effectuer la mise en oeuvre d’un procédé selon l’une quelconque des revendications 1 à 7.

9. Appareil selon la revendication 8,
dans lequel le moyen de mise en oeuvre d’un procédé comprend :

un ou plusieurs supports lisibles par ordinateur qui sont couplés de manière à pouvoir communiquer avec l’un
ou plusieurs processeurs ;
une ou plusieurs premières séquences d’instructions enregistrées sur les supports lisibles par ordinateur qui,
lorsqu’elles sont exécutées par l’un ou plusieurs processeurs, amènent l’un ou plusieurs processeurs à interagir
avec les autres dispositifs selon le protocole de passerelle de frontière ;
une ou plusieurs deuxièmes séquences d’instructions enregistrées sur les supports lisibles par ordinateur qui,
lorsqu’elles sont exécutées par l’un ou plusieurs processeurs, amènent l’un ou plusieurs processeurs à effectuer
un procédé selon l’une quelconque des revendications 1 à 7.

10. Support de stockage matériel lisible par ordinateur portant une ou plusieurs séquences d’instructions qui, lorsqu’elles
sont exécutées par un ou plusieurs processeurs, amènent l’un ou plusieurs processeurs à effectuer les étapes d’un
procédé selon l’une quelconque des revendications 1 à 7.
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