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METHOD OF AND SYSTEM FOR CRAWLING A WEB RESOURCE

CROSS-REFERENCE

[0001] The present application claims priority to Russian Patent Application No.

2014130448, filed July 24, 2014, entitled "METHOD OF AND SYSTEM FOR CRAWLING

A WEB RESOURCE" t e entirety of which is incorporated herein.

FIELD OF THE TECHNOLOGY

[0002] The present technology relates to method of and system for crawling a web

resource.

BACKGROUND

[0003] The Internet has grown to allow the user to access a plethora of information - from

t e latest news, watching movies on-line to checking a bank account balance through on-line

banking, to ordering an airline ticket or a meal from a corner Chinese take-out place. In some

situations, the user knows a particular web site that she is wishing to access. For example,

when the user wishes to do her on-line banking with the Royal Bank of Canada, the user

knows to access web site www.rbc.com. In other circumstances, the user may not be aware

of a particular web site that addresses his needs and he may need to perform what is known a

web search using one of search engines, such as YANDEX, GOOGLE, YAHOO! or the like.

As is known, the user enters a search query and the search engine provides a list of web

resources that are responsive to the search query in what is known as a Search Engine Results

Page or SERP, for short.

[0004] As is also known in the art, in order to be able to include a particular web resource

into the SERP, the search engine needs to "visit" the web resource and to index the

information contained therein. This process is generally known in the art as "crawling" and

the module associated with the search engine server responsible for the indexing is generally

known as a "crawler" or a "robot".

[0005] Naturally, new web resources appear every day in ever-increasing numbers. It is a

well established fact that none of the commercially available search engines is able to crawl



every web resources as soon as it appears. This is due to the limited resources available at

each of t e search engines - after all, t e search engine is typically a business venture and

needs to operate its business in a prudent and cost-effective manner - hence, there no such

thing as unlimited supply of computational power / equipment at any given search engine.

[0006] What tends to exacerbate the problem is that the content of web resources changes

from time to time. The frequency of this change in information may change from one web

resources to another web resource - it may be relatively fast (for example, a news portal may

update content a several times in a given day) or relatively slow (for example, a home page of

a major bank may rarely be updated and, even when updated, changes are mostly cosmetic in

nature), but it does change nevertheless.

[0007] Therefore, it is known in the art to create a crawling schedule, which crawling

schedule is followed by the crawler when crawling new resources or re-crawling previously

crawled web resources for the updated content. Generally speaking, the crawling schedule is

a strategy of a crawler to choose URLs to visit (or revisit) from a crawling queue. As such,

the crawling schedule is known to prescribe the crawler: (i) when to download newly

discovered web pages not represented in the search engine index and (ii) when to refresh

copies of pages likely to have important updates and, therefore, change from the content

saved in the search engine index.

[0008] US patent 7,899,807 published on March 1st, 2011 to Olsten et al discloses an

improved system and method for crawl ordering of a web crawler by impact upon search

results of a search engine is provided. Content-independent features of uncrawled web pages

may be obtained, and the impact of uncrawled web pages may be estimated for queries of a

workload using the content-independent features. The impact of uncrawled web pages may

be estimated for queries by computing an expected impact score for uncrawled web pages

that match needy queries. Query sketches may be created for a subset of the queries by

computing an expected impact score for crawled web pages and uncrawled web pages

matching the queries. Web pages may then be selected to fetch using a combined query -based

estimate and query-independent estimate of the impact of fetching the web pages on search

query results.

[0009] US patent 7,672,943 published on March 2nd, 2010 to Wong et al teaches a web

crawler system that utilizes a targeted approach to increase the likelihood of downloading



web pages of a desired type or category. The system employs a plurality of URL scoring

metrics that generate individual scores for outlinked URLs contained in a downloaded web

page. For each outlinked URL, t e individual scores are combined using an appropriate

algorithm or formula to generate an overall score that represents a downloading priority for

the outlinked URL. The web crawler application can then download subsequent web pages in

an order that is influenced by the downloading priorities.

[0010] US patent application 2012/0303606 published on November 29th, 2012 to Cai et al

discloses web crawling polices that are generated based on user web browsing statistics. User

browsing statistics are aggregated at the granularity of resource identifier patterns (such as

URL patterns) that denote groups of resources within a particular domain or website that

share syntax at a certain level of granularity. The web crawl policies rank the resource

identifier patterns according to their associated aggregated user browsing statistics. A crawl

ordering defined by the web crawl polices is used to download and discover new resources

within a domain or website.

SUMMARY

[0011] It is thus an object of the present technology to ameliorate at least some of the

inconveniences present in the prior art.

[0012] Embodiments of the present technology have been developed based on inventors'

appreciation that not every web resources is created equally - some can be said to be more

important or more relevant to the general corpus of potential web users than the others. For

example, a major national news web portal may be considered to be more generally relevant,

than a blog of a fictitious "Joe Smith". As such, it may be more important for the crawler to

crawl some of the newly created web resources faster than some other newly created web

resources. Therefore potentially the most important (or popular) pages should be crawled

with a higher priority.

[0013] There are several ways to measure the importance of a page, which all may lead to

different ordering policies and measures of crawling performance. One natural measure of

page importance is the number of user visits. For newly discovered URLs of newly created

web resources, their popularity may not be easily available to the crawler.



[0014] For newly discovered URLs, their popularity is not currently observed, and therefore

it should be predicted relying on their features, available at the time of their discovery. The

inventors have analyzed t e problem of new web page popularity prediction, in particular,

they compare short-term and long-term popularity of new URLs. Generally speaking,

inventors have developed a model for determining a crawling strategy that takes into account

both short term popularity and a long term popularity. Embodiments of the present

technology employ a machine learning algorithm whereby a model is trained using features

from different sources. The machine learning algorithm is used to predict the rate of

popularity decay which can be based on the short term popularity of the web pages. By short

term popularity inventors mean the number of visits to the web page within a certain amount

of time after the web page is created - such as a few hours, a few days and the like. By the

rate of popularity decay inventors mean temporal dynamics of the web page popularity or, in

other words, how fast it increases (for example from being new to being popular) and then

how fast it decreases (i.e. from being very popular to not being popular).

[0015] Generally speaking, inventors have developed a crawling policy that takes into

account the predicted rate of popularity decay for the web pages to be crawled and effectively

re-ranks web pages to be crawled in the crawling line according to the popularity dynamics.

[0016] Inventors have uncovered that most prior art approaches are not suitable for the task at

hand - for predicting popularity and the popularity decay for the newly created pages. This is

due to the fact that most prior art approaches predict future popularity based on prior

experience - for example, predicting future popularity of a given query-document pair based

on the past click behaviour for the query-document pair. This is not applicable for newly

created pages, as there is no past behaviour information available due to the short age of the

newly created web page.

[0017] Some of the prior art solutions focus on the predicting of long term popularity based

on the past popularity of the domain which hosts the new web resources. However, those

models do not take into account the web page specific characteristics. Within today's domain

structures, a given domain may host very different web pages with very different

characteristics and levels of popularity. For example, for a news portal having a "latest news

section" and 'arts and crafts" sections, following a major natural disaster and the associated

reports, the popularity and the popularity decay of the news feed associated with the disaster

in the latest news section will be very different from those in the arts and crafts section.



[0018] According to a first broad aspect of the present technology, there is provided a

method of setting up a crawling schedule. The method is executable at a crawling server, t e

crawling server coupled to a communication network, the communication network having

coupled thereto a first web resource server and a second web resource server. The method

comprises: appreciating a first new web page associated with the first web resource server;

appreciating a second new web page associated with the second web resource server;

determining a first crawling benefit parameter associated with the first new web page, the

first crawling benefit parameter being based on a predicted popularity parameter and a

predicted popularity decay parameter of the first new web page; determining a second

crawling benefit parameter associated with the second new web page, the second crawling

benefit parameter being based on a predicted popularity parameter and a predicted popularity

decay parameter of the second new web page; based on the first crawling benefit parameter

and the second crawling benefit parameter, determining a crawling order for the first new

web page and the second new web page.

[0019] In some implementations of the method, the method further comprises appreciating a

first old web page associated with one of the first web resource server and the second web

resource server , the first old web page having been previously crawled.

[0020] In some implementations of the method, the method further comprises determining a

third crawling benefit parameter associated with the first old web-page, the third crawling

benefit parameter being based on a predicted popularity parameter and a predicted popularity

decay parameter of at least one change associated with the first old web-page.

[0021] In some implementations of the method, the method further comprises, based on the

first crawling benefit parameter, the second crawling benefit parameter and the third crawling

benefit parameter, determining a crawling order for the first new web page, the second new

web page and re-crawling of the first old web-page.

[0022] In some implementations of the method, the method further comprises estimating

respective predicted popularity parameter and predicted popularity decay parameter

associated with the first new web page and the second new web page using machine learning

algorithm executed by the crawling server.

[0023] In some implementations of the method, the method further comprises training the

machine learning algorithm.



[0024] In some implementations of the method, t e training is based on at least one feature

selected from a list of:

number of transitions to all URLs in the pattern P : Vin(P);

average number of transitions to a URL in t e pattern Vin(P)=|P|, where |P| is

the number of URLs in P;

number of transitions to all URL's in the pattern P during the first t hours: V

in(P);

average number of transitions to a URL in the pattern P during the first t hours:

ν ίη(Ρ)=|Ρ|;

fraction of transitions to all URL's in the pattern P during the first t hours:

ί (Ρ)= ί (Ρ) .

[0025] In some implementations of the method, the training is based on at least one feature

selected from a list of:

number of times URLs in the pattern act as referrers in browsing Vout(P);

average number of times a URL in the pattern acts as a referrer Vout(P)=|P|;

number of times URLs in the pattern act as referrers during the first t hours

average number of times a URL in the pattern acts as a referrer during the first

t hours V I

fraction of times URLs in the pattern act as referrers during the first t hours

v out P)

[0026] In some implementations of the method, the training is further based on a of the

pattern |P|.

[0027] In some implementations of the method, at least one feature used for the training is

weighted.



[0028] In some implementations of t e method, each of the first crawling benefit parameter

and the second crawling benefit parameter is calculated using equation:

[0029] In some implementations of the method, the determining a crawling order comprises

applying a crawling algorithm.

[0030] In some implementations of the method, the crawling algorithm is selected from a list

of possible crawling algorithms that is configured to take into account the predicted

popularity parameter and the predicted popularity decay parameter.

[0031] In some implementations of the method, the respective predicted popularity decay

parameter is indicative of changes of the predicted popularity parameter over a time interval.

[0032] In some implementations of the method, the time interval is a predefined time interval

from a creation of respective first new web page and second new web page.

[0033] In some implementations of the method, the method further comprises using a time

when the respective first new web page and the second new web page were appreciated by

the crawling application as a proxy for the creation day.

[0034] According to another broad aspect of the present technology, there is provided a

server coupled to a communication network, the communication network having coupled

thereto a first web resource server and a second web resource server. The server comprises: a

communication interface for communication with an electronic device via a communication

network, a processor operationally connected with the communication interface, the

processor being configured to: appreciate a first new web page associated with the first web

resource server; appreciate a second new web page associated with the second web resource

server; determine a first crawling benefit parameter associated with the first new web page,

the first crawling benefit parameter being based on a predicted popularity parameter and a

predicted popularity decay parameter of the first new web page; determine a second crawling

benefit parameter associated with the second new web page, the second crawling benefit

parameter being based on a predicted popularity parameter and a predicted popularity decay

parameter of the second new web page; based on the first crawling benefit parameter and the



second crawling benefit parameter, determine a crawling order for t e first new web page and

t e second new web page.

[0035] In some implementations of the server, the processor is further configured to

appreciate a first old web page associated with one of the first web resource server and the

second web resource server, the first old web page having been previously crawled.

[0036] In some implementations of the server, the processor is further configured to

determine a third crawling benefit parameter associated with the first old web-page, the third

crawling benefit parameter being based on a predicted popularity parameter and a predicted

popularity decay parameter of at least one change associated with the first old web-page.

[0037] In some implementations of the server, the processor is further configured to, based

on the first crawling benefit parameter, the second crawling benefit parameter and the third

crawling benefit parameter, determine a crawling order for the first new web page, the second

new web page and re-crawling of the first old web-page.

[0038] In some implementations of the server, the processor is further configured to estimate

respective predicted popularity parameter and predicted popularity decay parameter

associated with the first new web page and the second new web page using machine learning

algorithm executed by the crawling server.

[0039] In some implementations of the server, the processor is further configured to train the

machine learning algorithm.

[0040] In some implementations of the server, the training is based on at least one feature

selected from a list of:

number of transitions to all URLs in the pattern P : Vin(P);

average number of transitions to a URL in the pattern Vin(P)=|P|, where |P| is

the number of URLs in P;

number of transitions to all URL's in the pattern P during the first t hours: V

in(P);

average number of transitions to a URL in the pattern P during the first t hours:

ν ίη(Ρ)=|Ρ |;



fraction of transitions to all URL's in t e pattern P during the first t hours:

ί (Ρ)= ί (Ρ) .

[0041] In some implementations of the server, training is based on at least one feature

selected from a list of:

number of times URLs in the pattern act as referrers in browsing Vout(P);

average number of times a URL in the pattern acts as a referrer Vout(P)=|P|;

number of times URLs in the pattern act as referrers during the first t hours

V P);

average number of times a URL in the pattern acts as a referrer during the first

t hours V I

fraction of times URLs in the pattern act as referrers during the first t hours

v P Vout P)

[0042] In some implementations of the server, the training is further based on a of the pattern

|P| .

[0043] In some implementations of the server, at least one feature used for the training is

weighted.

[0044] In some implementations of the server, each of the first crawling benefit parameter

and the second crawling benefit parameter is calculated using equation:

[0045] In some implementations of the server, to determine a crawling order, the processor is

further configured to apply a crawling algorithm.

[0046] In some implementations of the server, the crawling algorithm is selected from a list

of possible crawling algorithms that is configured to take into account the predicted

popularity parameter and the predicted popularity decay parameter.



[0047] In some implementations of the server, t e respective predicted popularity decay

parameter is indicative of changes of t e predicted popularity parameter over a time interval.

[0048] In some implementations of the server, time interval is a predefined time interval from

a creation of respective first new web page and second new web page.

[0049] In some implementations of the server, the processor is further configured to use a

time when the respective first new web page and the second new web page were appreciated

by the crawling application as a proxy for the creation day.

[0050] In the context of the present specification, unless specifically provided otherwise, a

"server" is a computer program that is running on appropriate hardware and is capable of

receiving requests (e.g. from client devices) over a network, and carrying out those requests,

or causing those requests to be carried out. The hardware may be one physical computer or

one physical computer system, but neither is required to be the case with respect to the

present technology. In the present context, the use of the expression a "server" is not

intended to mean that every task (e.g. received instructions or requests) or any particular task

will have been received, carried out, or caused to be carried out, by the same server (i.e. the

same software and/or hardware); it is intended to mean that any number of software elements

or hardware devices may be involved in receiving/sending, carrying out or causing to be

carried out any task or request, or the consequences of any task or request; and all of this

software and hardware may be one server or multiple servers, both of which are included

within the expression "at least one server".

[0051] In the context of the present specification, unless specifically provided otherwise,

"client device" is any computer hardware that is capable of running software appropriate to

the relevant task at hand. Thus, some (non-limiting) examples of client devices include

personal computers (desktops, laptops, netbooks, etc.), smartphones, and tablets, as well as

network equipment such as routers, switches, and gateways. It should be noted that a device

acting as a client device in the present context is not precluded from acting as a server to

other client devices. The use of the expression "a client device" does not preclude multiple

client devices being used in receiving/sending, carrying out or causing to be carried out any

task or request, or the consequences of any task or request, or steps of any method described

herein.



[0052] In the context of t e present specification, unless specifically provided otherwise, a

"database" is any structured collection of data, irrespective of its particular structure, the

database management software, or the computer hardware on which the data is stored,

implemented or otherwise rendered available for use. A database may reside on the same

hardware as the process that stores or makes use of the information stored in the database or

it may reside on separate hardware, such as a dedicated server or plurality of servers.

[0053] In the context of the present specification, unless specifically provided otherwise, the

expression "information" includes information of any nature or kind whatsoever capable of

being stored in a database. Thus information includes, but is not limited to audiovisual works

(images, movies, sound records, presentations etc.), data (location data, numerical data, etc.),

text (opinions, comments, questions, messages, etc.), documents, spreadsheets, etc.

[0054] In the context of the present specification, unless specifically provided otherwise, the

expression "component" is meant to include software (appropriate to a particular hardware

context) that is both necessary and sufficient to achieve the specific function(s) being

referenced.

[0055] In the context of the present specification, unless specifically provided otherwise, the

expression "computer usable information storage medium" is intended to include media of

any nature and kind whatsoever, including RAM, ROM, disks (CD-ROMs, DVDs, floppy

disks, hard drivers, etc.), USB keys, solid state-drives, tape drives, etc.

[0056] In the context of the present specification, unless specifically provided otherwise, the

words "first", "second", "third", etc. have been used as adjectives only for the purpose of

allowing for distinction between the nouns that they modify from one another, and not for the

purpose of describing any particular relationship between those nouns. Thus, for example, it

should be understood that, the use of the terms "first server" and "third server" is not

intended to imply any particular order, type, chronology, hierarchy or ranking (for example)

of/between the server, nor is their use (by itself) intended imply that any "second server"

must necessarily exist in any given situation. Further, as is discussed herein in other contexts,

reference to a "first" element and a "second" element does not preclude the two elements

from being the same actual real-world element. Thus, for example, in some instances, a

"first" server and a "second" server may be the same software and/or hardware, in other cases

they may be different software and/or hardware.



[0057] Implementations of the present technology each have at least one of t e above-

mentioned object and/or aspects, but do not necessarily have all of them. It should be

understood that some aspects of the present technology that have resulted from attempting to

attain the above-mentioned object may not satisfy this object and/or may satisfy other objects

not specifically recited herein.

[0058] Additional and/or alternative features, aspects and advantages of implementations of

the present technology will become apparent from the following description, the

accompanying drawings and the appended claims.

BRIEF DESCRIPTION OF THE DRAWINGS

[0059] For a better understanding of the present technology, as well as other aspects and

further features thereof, reference is made to the following description which is to be used in

conjunction with the accompanying drawings, where:

[0060] Figure 1 is a schematic diagram of a system 100 implemented in accordance with an

embodiment of the present technology.

[0061] Figure 2 depicts a flow chart of a method 200, the method being executed within

the system 100 and being executed in accordance with non-limiting embodiments of the

present technology.

[0062] An Appendix is provided at the end of the present specification. The Appendix

includes a copy of the published article entitled "Crawling policies based on web page

popularity prediction" (marked as 34055-304 APPENDIX A) and a copy of the published

article "Timely crawling of High-quality Ephemeral New Content" (marked as 34055-304

APPENDIX B). These articles provide additional background information, description of

implementations of the present technology and examples. The entireties of these article are

incorporated herein by reference in their entirety, in all those jurisdictions where such

incorporation by reference is allowed.

DETAILED DESCRIPTION

[0063] Referring to Figure 1, there is shown a diagram of a system 100, the system 100 being

suitable for implementing non-limiting embodiments of the present technology. It is to be

expressly understood that the system 100 is depicted as merely as an illustrative



implementation of t e present technology. Thus, the description thereof that follows is

intended to be only a description of illustrative examples of the present technology. This

description is not intended to define the scope or set forth the bounds of the present

technology. In some cases, what are believed to be helpful examples of modifications to the

system 100 may also be set forth below. This is done merely as an aid to understanding, and,

again, not to define the scope or set forth the bounds of the present technology. These

modifications are not an exhaustive list, and, as a person skilled in the art would understand,

other modifications are likely possible. Further, where this has not been done (i.e. where no

examples of modifications have been set forth), it should not be interpreted that no

modifications are possible and/or that what is described is the sole manner of implementing

that element of the present technology. As a person skilled in the art would understand, this

is likely not the case. In addition it is to be understood that the system 100 may provide in

certain instances simple implementations of the present technology, and that where such is

the case they have been presented in this manner as an aid to understanding. As persons

skilled in the art would understand, various implementations of the present technology may

be of a greater complexity.

[0064] The system 100 comprises an electronic device 102. The electronic device 102 is

typically associated with a user (not depicted) and, as such, can sometimes be referred to as a

"client device". It should be noted that the fact that the electronic device 102 is associated

with the user does not need to suggest or imply any mode of operation - such as a need to log

in, a need to be registered or the like.

[0065] The implementation of the electronic device 102 is not particularly limited, but as an

example, the electronic device 102 may be implemented as a personal computer (desktops,

laptops, netbooks, etc.), a wireless electronic device (a cell phone, a smartphone, a tablet and

the like), as well as network equipment (a router, a switch, or a gateway). Merely for the

purposes of an illustration, it shall be assumed that the electronic device 102 is implemented

as a wireless communication device (smartphone), for example iPhone 5 smartphone, running

iOS 6 (i.e. factory pre-set operating system), provided by Apple Corporation of Cupertino,

California, United States of America. The electronic device 102 comprises hardware and/or

software and/or firmware (or a combination thereof) to execute a search application 106.

Generally speaking, the purpose of the search application 106 is to enable the user (not

depicted) to execute a web search using a search engine. How the search application 106 is



implemented is not particularly limited. One example of t e search application 106 may be

embodied in a user accessing a web site associated with a search engine to access the search

application 106. For example, the search application can be accessed by typing in an URL

associated with Yandex search engine at www.yandex .nl . It should be expressly understood

that the search application 106 can be accessed using any other commercially available or

proprietary search engine. In alternative non-limiting embodiments of the present

technology, the search application 106 may be implemented as a browser application on a

portable device (such as a wireless electronic device). It should be expressly understood that

any other commercially available or proprietary browser application can be used for

implementing non-limiting embodiments of the present technology.

[0066] Generally, speaking, the search application 106 is configured to receive from the user

(not depicted) a "search string" and to provide search results that are responsive to the user

query. How the user query is processed and how the search results are presented is generally

known in the art and, as such, will not be described here at much length.

[0067] The electronic device 102 is coupled to a communication network 114 via a

communication link 112. In some non-limiting embodiments of the present technology, the

communication network 114 can be implemented as the Internet. In other embodiments of

the present technology, the communication network 114 can be implemented differently,

such as any wide-area communication network, local-area communication network, a private

communication network and the like.

[0068] How the communication link 112 is implemented is not particularly limited and will

depend on how the electronic device 102 is implemented. Recalling that the electronic

device 102 can be implemented, in this example, as a smartphone, the communication link

112 can be wireless (such as the Wireless Fidelity, or WiFi® for short, Bluetooth® or the

like).

[0069] It should be expressly understood that implementations for the electronic device 102,

the communication link 112 and the communication network 114 are provided for illustration

purposes only. As such, those skilled in the art will easily appreciate other specific

implementational details for the electronic device 102, the communication link 112 and the

communication network 114. As such, by no means, examples provided herein above are

meant to limit the scope of the present technology.



[0070] To enable the user of the electronic device 102 to execute a search using the search

application 106, coupled to the communication network 114 is a search engine server 116.

The search engine server 116 can be implemented as a conventional computer server. In an

example of an embodiment of t e present technology, t e search engine server 116 can be

implemented as a Dell™ PowerEdge™ Server running the Microsoft™ Windows Server™

operating system. Needless to say, the search engine server 116 can be implemented in any

other suitable hardware and/or software and/or firmware or a combination thereof. In the

depicted non-limiting embodiment of present technology, the search engine server 116 is a

single server. In alternative non-limiting embodiments of the present technology, the

functionality of the search engine server 116 may be distributed and may be implemented via

multiple servers.

[0071] The search engine server 116 is configured to access an index 118. In the depicted

embodiment, the search engine server 116 is coupled to the index 118 via a dedicated link

(not numbered). Alternatively, the search engine server 116 can access the index 118 via the

communication network 114. Yet in other embodiments, the index 118 can be implemented

as part of the search engine server 116.

[0072] The search engine server 116 can be configured to execute web searches.

Functionality of the search engine server 116 is generally known, but briefly speaking, the

search engine 115 is configured to: (i) receive a search query from the electronic device 102;

(ii) to process the search query (normalize the search query, etc); (iii) to execute a search for

web resources that are responsive to the search query by accessing the index 118, the index

118 containing an index of crawled web resources and (iv) to return a ranked list of search

results to the electronic device 102 for the search application to output to the user the SERP

containing links to web resources that are responsive to the search query.

[0073] The search engine 116 is also configured to execute a crawling function and, to that

end, comprises a crawling application 120.

[0074] For the purposes of illustration, let it be assumed that provided within the system 100

is a first web resource server 122, a second web resource server 124 and a third web resource

server 126. Much akin to the search engine server 116, each of the first web resource server

122, the second web resource server 124 and the third web resource server 126 can be

implemented as a conventional computer server. In an example of an embodiment of the



present technology, each of the first web resource server 122, t e second web resource server

124 and the third web resource server 126 can be implemented as a Dell™ PowerEdge™

Server running the Microsoft™ Windows Server™ operating system.

[0075] Needless to say, each of the first web resource server 122, the second web resource

server 124 and the third web resource server 126 can be implemented in any other suitable

hardware and/or software and/or firmware or a combination thereof. Additionally, a given

one of the first web resource server 122, the second web resource server 124 and the third

web resource server 126 can be implemented differently from another one or all of the other

ones of the first web resource server 122, the second web resource server 124 and the third

web resource server 126.

[0076] Also, in the depicted non-limiting embodiment of present technology, each of the first

web resource server 122, the second web resource server 124 and the third web resource

server 126 is a single server. In alternative non-limiting embodiments of the present

technology, the functionality of each of the first web resource server 122, the second web

resource server 124 and the third web resource server 126 may be distributed and may be

implemented via multiple servers.

[0077] Each of the first web resource server 122, the second web resource server 124 and the

third web resource server 126 is configured to host respective web resources being accessible

by the electronic device 102 via the communication network 114. As has been mentioned

previously, the respective web resources can be accessed by the electronic device 102 by

means of typing in an URL or executing a web search using the search engine server 116.

[0078] In the depicted embodiment, the first web resource 122 hosts a first old web resource

128 and a first new web resource 130. The second web resource 124 hosts a second old web

resource 132 and a second new web resource 134. The third web resource 126 hosts a third

old web resource 136 and a third new web resource 138.

[0079] For the purposes of the present technology an "old web resource" shall denote a web

resource that has been crawled by the crawling application 120 of the search engine server

116. Put another way, the content of the "old web resource" has been crawled, indexed and

information representative thereof has been stored in the index 118. On the flip side, a "new

web resource" shall denote a web resource that has not been previously crawled by the

crawling application 120 of the search engine server 116. It should be noted, however, that



the denotation of t e "old web resource" does not prevent a situation where the content of the

old web resource has been updated and, therefore, the crawled version of t e web site and the

current version of the web site may actually differ.

[0080] In some embodiments and generally speaking, the crawling application 120 is

configured to determine which ones and in which order of the first new web resource 130, the

second old web resource 132 and the third new web resource 138 to crawl. In additional

embodiments, the crawling application 120 can determine which ones and in which order of

the first old web resource 128, the second old web resource 132 and the third old web

resource 136 to re-crawl. In yet additional embodiments of the present technology, the

scheduling application 120 is configured to balance its available resources between crawling

of the new resources (such as the first new web resource 130, the second old web resource

132 and the third new web resource 138) and re-crawling of old (or previously crawled)

resource (such as the first old web resource 128, the second old web resource 132 and the

third old web resource 136).

[0081] In some embodiments of the present technology, as part of executing the crawling

function, the crawling application 120 executes the following routines. It should be noted

that how the new web resources (such as the first new web resource 130, the second old web

resource 132 and the third new web resource 138) are discovered is not limited and any of the

available prior art approaches can be used. For all the examples to be provided herein below,

it is assumed that the crawling application 120 is aware of the new web resources (such as the

first new web resource 130, the second old web resource 132 and the third new web resource

138, as well as all other newly available web resources that need to be crawled).

[0082] Also, for the purposes of the examples to be presented below, it shall be assumed that

the cost of resources required to crawl and re-crawl is the same irrespective of which web

page is being crawled. Hence, it can be concluded that it takes the same time T awi for the

crawling application 120 to download any given page from the new resource to be crawled

(such as the first new web resource 130, the second old web resource 132 and the third new

web resource 138) or the old resource to be re-crawled (such as the first old web resource

128, the second old web resource 132 and the third old web resource 136).

[0083] In some embodiments, the crawling application 120 is configured to predict a

popularity parameter p(u) of a given page and a popularity decay parameter ( ) of the given



page - i.e. one of the newly created pages (such as the first new web resource 130, the

second old web resource 132 and t e third new web resource 138) or one of the old web-

pages that potentially needs re-crawling (such as the first old web resource 128, the second

old web resource 132 and t e third old web resource 136).

[0084] Estimation of the crawling benefit parameter that is based on the predicted

popularity parameter and the predicted popularity decay parameter

[0085] Generally speaking, the popularity parameter p(u) represents the total number of visits

to the given web page. In some embodiments, the distribution of the number of visits over all

web pages in a given data set may be heavy tailed. In those circumstances (but not

necessarily limited to those circumstances), the crawling application 120 may predict a

logarithm of the popularity parameter p(u) rather than the actual value of the popularity

parameter p(u). This is based on the fact that for large values of the popularity parameter

p(u) the exact value itself may not be critical, but rather the magnitude of the popularity

parameter p(u) may be important for the crawling application 120.

[0086] The crawling application then determines the popularity parameter p(u) for a pre

defined time interval after the URL has been discovered - namely popularity over time

parameter pt(u). In some embodiments of the present technology, the crawling application

120 may know the exact creation date of the given web page. In other embodiments, the

crawling application 120 use the date and time when the given web page was "discovered" by

the crawling application 120 as the proxy date and time for when the given web resource was

created. In yet additional embodiments, the crawling application 120 may apply one of the

known algorithms for determining the creation date and/or time of the given web resource.

[0087] The machine learning algorithm utilized by the crawling application 120 is trained

(will be explained below) to predict the share of total visits that will happen within the pre-

defined time interval (such as within pre-defined t hours after creation of the wen page)

using:

Equation 1



[0088] The crawling application 120 then estimates the popularity decay parameter (u ) .

From the formula:

p ( ) - p ( ) p(u)e

Equation 2

[0089] It follows that:

1 —α · > = 1 —
p(u)

Equation 3

[0090] Therefore

Equation 4

[0091] Taking a logarithm, we get log ( -a ) = - λ (u)t and, therefore, the crawling

application 120 can estimate the popularity decay parameter λ (u) as:

Equation 5

[0092] Therefore, t e estimated expected profit of crawling the given resource u with the

delay ∆ ΐ after its appearance is:



Equation 6

[0093] Within Equation 6,

• fli is estimation of the total visits (p);

• a2 is estimation of pt(u)/p(u), or in other words an estimation of the ratio of t e

number of visits during the time t after t e creation to overall number of visits;

• t is a pre-defined time interval after the creation of the web resource;

• ∆ΐ current age of the web resource or, in other words, the time interval between

creation of the web page and the current time.

[0094] Thus, the estimated expected profit of crawling estimated using Equation 6 can be

considered to be a crawling benefit parameter that is based on the predicted popularity

parameter and the predicted popularity decay parameter.

[0095] Features used for machine learning training

[0096] As has been alluded to above, the crawling application 120 uses a machine learning

algorithm for implementing the model (namely, for predicting parameters a \ and ¾ ) · As is

known to those of skill in the art, the machine learning algorithm needs to be "trained". As is

also known to those of skill in the art, the machine learning algorithm uses a set of features to

be trained.

[0097] For each known domain, the crawling application 120 constructs a pattern tree to

organize URLs based on their syntax structure. Several prior art techniques are available for

implementing this step and the specific implementation is not particularly limited.

[0098] For each URL u, the crawling application 120, analyzes the corresponding pattern P

(i.e. the corresponding node in the tree). In some embodiments of the present technology,

the crawling application 120 can monitor and compile one or more of:

[0099] Transitions to the pattern:

• The number of transitions to all URLs in the pattern P : V n(P).



• The average number of transitions to a URL in the pattern Vi (P)=|P|, where |P| is t e

number of URLs in P.

• The number of transitions to all URL's in the pattern P during t e first t hours: V ίη(Ρ) .

• The average number of transitions to a URL in the pattern P during the first t hours:

ν ί (Ρ)=|Ρ | .

• The fraction of transitions to all URL's in the pattern P during the first t hours:

ί (Ρ)= ί (Ρ) .

[00100] Transitions from the pattern:

• The number of times URLs in the pattern act as referrers in browsing Vout(P)-

· The average number of times a URL in the pattern acts as a referrer Vout(P)=|P| ·

• The number of times URLs in the pattern act as referrers during the first t hours

• The average number of times a URL in the pattern acts as a referrer during the first t

hours V I

· The fraction of times URLs in the pattern act as referrers during the first t hours

v out P).

[00101] In some embodiments of the present technology, the crawling application 120

further takes into account the size of the pattern |P|.

[00102] The features within the first group listed above correspond to the popularity of

associated pages. For example, for the crawling application 120 to predict the overall

popularity of a given web page, the crawling application 120 can compute the popularity of

"similar" URLs taken from the corresponding pattern. Similarly, the historical value

(P) is deemed to correlate with ¾ = pt(u)/p(u).

[00103] The second group of features corresponds to the importance of pages defined

as the number of transitions from pages. The correlation between the number of transitions



from pages and their popularity in terms of visits exists, since in order to move from a page

pi to a page P2, a user should visit pi.

[00104] In some embodiments, the features of the first group can be given more weight

than t e features of the second group.

[00105] It should be expressly understood that the examples of features that can be

used for training provided above are not meant to be exhaustive. As such, a number of

alternative or additional features could be used. These include, but are not limited to: (a) a

source which was used to discover the URL of the newly discovered web page; (b) a number

of a pre-determined external media that refers to the URL, such as a number of "tweets" for

example, (c) the total number of known incoming links to the URL; (c) the number of user

transitions to the URL and the like.

[00106] Examples and experiments

[00107] All the experiments conducted were based on a fully anonymized web page

visits log recorded by a search engine browser toolbar, used by millions of people across

different countries. More specifically, the inventors extracted all records made in the 2-

month period from July 1, 2013 to August 31, 2013. From the set of all pages P appeared in

logs during this time frame, inventors extracted pages which had non-zero visits on the first

or on the last day in order to focus only on new web pages which are popular during the

considered period of time. Inventors obtained a smaller set of pages .

[00108] Let D be the set of all corresponding domains. Due to test resource

constraints, inventors removed all domains with more then 5OK pages from D and obtained a

new set D . Inventors removed large domains form the dataset since the experiments were

not conducted in a production environment using production-level equipment and, hence, the

algorithm of constructing the pattern tree, was computationally expensive for the purposes of

the experiment using experiment-level equipment. Finally, inventors sampled a random

subset of 100 domains from the set D .

[00109] As a result, inventors final dataset consisted of 100 random domains and all

pages from these domains with non-zero visits on the first or on the last day of the considered

time frame. URLs which were visited in July, but were not visited in June or August, were

used to train the popularity prediction model. URLs which were visited in August, but were



not visited in July or September, were used to evaluate t e performance of the algorithms.

Each of these two sets contains 65OK URLs. Table 1 below reproduces the importance of the

features used.

Table 1

[00110] Long-term popularity prediction

[00111] First, inventors analyzed the popularity prediction model. In particular,

inventors compared different orderings of pages based on their predicted popularity. It was

observed and generally speaking, the accurate ordering of pages according to their long-term

popularity considerably improves the quality of a crawling application 120. For the purposes

of the experiments, the algorithm described herein above was used for the predictions for

both the actual value of popularity and the rate of popularity decay for ranking the URLs.

[00112] For the inventors' experiments, inventors took t = 24 hours. The importance

of features used is presented in Table 1 above. Inventors sorted features according to the

weighted contribution into the prediction model. It measures weighted improvement of the

loss function over all employments of a feature during the learning process. As shown in

Table 1, the most important features are the average long-term popularity of URLs in a

pattern and the average sort-term popularity of URLs in a pattern.

[00113] Crawling strategies comparison



[00114] Inventors have tested the algorithm presented herein against several known

prior art approaches.

[00115] Rank-by-Average- Visit. According to this algorithm, at each step the page

with the highest total popularity is crawled. The total popularity is predicted according to

Rank-by-Average-Visit method known to those skill in the art. In other words, at each step

the crawling application 120 selects that web page for crawling that has the highest value of

the average number of transitions to URLs in the pattern corresponding to the considered

URL.

[00116] Rank-by- . At each step the page with the highest total popularity is

crawled, whereby total popularity is predicted by the machine learning algorithms described

herein.

[00117] Exponential method (predicted a In this case, the crawling application 120

takes the dynamics of popularity into account, as it was described above. Both the

parameters a\ and a2 are predicted by the machine learning algorithm.

[00118] Exponential method (ideal a , also referred to herein, from time to time,

as "oracle 2")· This method is similar to the previous one, but instead of predicted ¾ , the

crawling applications 120 considers the actual value for the predicted popularity value and

the predicted popularity decay value, i.e., ¾ = p (u)/p(u).

[00119] The results obtained by conducted experiments can be seen in Table 2 . Here

the inventors compare all the algorithms with different crawl rates. It should be noted that

CR = 0 :1 allows crawling about half of all the web pages in the experiment dataset during the

considered month. If follows from the Table 2 that the better prediction of popularity

obtained by the machine learning algorithm, which is implemented in accordance with non-

limiting embodiments of the present technology, helps to significantly improve the quality of

the crawling application 120.



Table 2. Comparison of crawling strategies:
the fraction of visits covered for different crawl rates.

[00120] It should be expressly understood that other methods for predicting the interest

decay can be used. Those skilled in the art, having benefitted from the teachings of the

present technology, will be able to select a proper crawler scheduling algorithms that takes

into the account t e predicted popularity parameter and t e predicted popularity decay

parameter as has been disclosed in accordance with embodiments of the present technology.

[00121] Given the architecture of the system 100 of Figure 1 and the examples

provided herein above, it is possible to execute a method of setting up a crawling schedule.

The method can be executable at the search engine server 116. It should be recalled that the

search engine server 116 can execute the crawling application 120 and, as such, it can

sometimes be referred to as a "crawling server".

[00122] It will be recalled that the search engine server 116 is coupled to the

communication network 114 and that also coupled to the communication network 114 are the

first web resource server 122 and the second web resource server 124 (these being

representative of multiple web resources servers potentially coupled to the communication

network 114).

[00123] With reference to Figure 2, there is depicted a flow chart of a method 200, the

method being executed in accordance with non-limiting embodiments of the present

technology.

[00124] Step 202 - appreciating a first new web page associated with the first web

resource server

[00125] The method starts at stem 202, where the search engine server 116 appreciates

a first new web page associated with the first web resource server 122. As has been alluded

above, discovering a given web page for crawling can be implemented any known technique.

[00126] Step 204 - appreciating a second new web page associated with the second

web resource server



[00127] At step 204, the search engine server 116 appreciates a second new web page

associated with t e second web resource server. As has been alluded above, discovering a

given web page for crawling can be implemented any known technique.

[00128] Step 206 - determining a first crawling benefit parameter associated with

the first new web page, the first crawling benefit parameter being based on a predicted

popularity parameter and a predicted popularity decay parameter of the first new web

page

[00129] Next, at step 206, the search engine server 116 determines a first crawling

benefit parameter associated with the first new web page, the first crawling benefit parameter

being based on a predicted popularity parameter and a predicted popularity decay parameter

of the first new web page.

[00130] In some embodiments of the method 200, the first crawling benefit parameter

is calculated using equation:

[00131] Step 208 - determining a second crawling benefit parameter associated

with the second new web page, the second crawling benefit parameter being based on a

predicted popularity parameter and a predicted popularity decay parameter of the

second new web page

[00132] At step 208, the search engine server 116 determines a second crawling benefit

parameter associated with the second new web page, the second crawling benefit parameter

being based on a predicted popularity parameter and a predicted popularity decay parameter

of the second new web page.

[00133] In some embodiments of the method 200, the first crawling benefit parameter

is calculated using equation:

A t
r ( ) = i



[00134] In some embodiments of the method, the respective predicted popularity decay

parameter (respectively associated with the first new web page or the second new web page)

is indicative of changes of t e predicted popularity parameter over a time interval.

[00135] In some implementations of the method, the time interval is a predefined time

interval from a creation time of respective first new web page and second new web page.

[00136] As has been alluded to above, the method may further comprise using a time

when the respective first new web page and the second new web page were appreciated by

the crawling application as a proxy for the creation day.

[00137] In some embodiments of the present technology, before executing steps 206

and 208, the search engine server 116 first estimates respective predicted popularity

parameter and predicted popularity decay parameter associated with the first new web page

and the second new web page using machine learning algorithm executed by the crawling

server.

[00138] In some embodiments of the method 200, the method further comprises

training the machine learning algorithm, which can be executed before step 202, for example.

The training can be based on at least one feature selected from a list of:

number of transitions to all URLs in the pattern P : V n(P);

average number of transitions to a URL in the pattern Vin(P)=|P|, where |P| is

the number of URLs in P;

number of transitions to all URL's in the pattern P during the first t hours: V

in(P);

average number of transitions to a URL in the pattern P during the first t hours:

ν ίη(Ρ)=|Ρ |;

fraction of transitions to all URL's in the pattern P during the first t hours:

ν ί (Ρ)=ν ί (Ρ) .

[00139] Alternatively or additionally, training can be based on at least one feature

selected from a list of:



number of times URLs in the pattern act as referrers in browsing Vout(P);

average number of times a URL in the pattern acts as a referrer Vout(P)=|P|;

number of times URLs in the pattern act as referrers during t e first t hours

V )

average number of times a URL in the pattern acts as a referrer during t e first

t hours V I

fraction of times URLs in the pattern act as referrers during the first t hours

v P Vout P)

[00140] In some embodiments of the present technology, the training is further based

on a of the pattern |P|. In other embodiments, at least one feature used for said training is

weighted.

[00141] Step 210 - based on the first crawling benefit parameter and the second

crawling benefit parameter, determining a crawling order for the first new web page

and the second new web page

[00142] At stem 210, the search engine server 116, based on the first crawling benefit

parameter and the second crawling benefit parameter, determines a crawling order for the

first new web page and the second new web page.

[00143] In some embodiments of the present technology, as part of executing step 210,

the search engine server 116 prioritizes the web page with a higher crawling benefit

parameter over web pages with a lower crawling benefit parameter.

[00144] In some embodiments of the method 200, the step of determining the crawling

order may comprise applying a crawling algorithm. As has been described above, the

crawling algorithm is selected from a list of possible crawling algorithms that is configured to

take into account a predicted popularity parameter and a predicted popularity decay

parameter.

[00145] Optional enhancements of the method 200



[00146] In some embodiments of t e present technology, method 200 can be applied to

balancing of resources of the crawling application 120 between crawling of newly discovered

web pages and re-crawling of old web pages - i.e. web pages that have been previously

crawled and may have changed (and hence may need to be re-crawled and re-indexed to

properly show up in searches).

[00147] To that end, the method 200, may optionally include a step of appreciating a

first old web page associated with one of the first web resource server 122 and the second

web resource server 124 (or any other web resource server potentially present within the

architecture of Figure 1). The first old web page has been previously crawled by the crawling

application 120 and may (or may not) have changed since the original crawling operation.

[00148] In some embodiments of the method 200, the method 200 further comprises

determining a third crawling benefit parameter associated with the first old web-page, the

third crawling benefit parameter being based on a predicted popularity parameter and a

predicted popularity decay parameter of at least one change associated with the first old web-

page. The method 200 further comprises, based on the first crawling benefit parameter, the

second crawling benefit parameter and the third crawling benefit parameter, determining a

crawling order for the first new web page, the second new web page and re-crawling of the

first old web-page.

[00149] Modifications and improvements to the above-described implementations of

the present technology may become apparent to those skilled in the art. The foregoing

description is intended to be exemplary rather than limiting. The scope of the present

technology is therefore intended to be limited solely by the scope of the appended claims.



Crawling policies based on web page popularity
prediction

Abstract. In this paper, we focus on the crawling of newly discovered
web pages. It is impossible to crawl all new pages right after they appear,
therefore the most important (or popular) pages should be crawled with a
higher priority. One natural measure of page importance is the number of
user visits. For newly discovered URLs, their popularity is not currently
observed, and therefore it should be predicted relying on their features.
We analyze the problem of new page popularity prediction, in particu
lar, we compare short-term and long-term popularity of new URLs. Our
experiments show that the information about short-term popularity can
be effectively used for optimizing ordering policies of crawlers.

1 Introduction

Crawl ordering policy is a strategy of a crawler to choose URLs from a crawling
queue [15] . Though a particular strategy may serve for different purposes, it
is eventually related to one of the following two main tasks: download newly
discovered web pages not represented in the repository and refresh copies of
pages likely to have important updates. In this paper, we focus on the first task:
to crawl newly discovered web pages. It is impossible t o crawl all new pages right
after they appear due to very high rate of web growth and the limited resources
of even production- scale crawlers, therefore the most important pages should be
crawled with a higher priority. There are several ways to measure the importance
of a page, which all may lead to different ordering policies and measures of
crawling performance. Among other measures of page importance, such as those
based on the link structure of the web, e.g., in-degree [12] or PageRank [7, 2] ,
the most promising methods account for the experience of target users, whose
behavior is stored, e.g. , in a search engine query logs [9, 16, 17] . The main idea of
these approaches is t o maximize the overall utility of crawled pages for the search
system. In this regard, it is reasonable to count user transitions to a web page,
or its popularity, as the importance value. In this paper, we consider the number
of user transitions to a page recorded in browser toolbar logs as a measure
of the page's popularity. This so-called browsing behavior-driven approach was
proposed in [14] .

For newly discovered URLs, their popularity is not currently observed, and
therefore it should be predicted relying on their features, available at the time
of their discovery. We analyze the problem of new page popularity prediction,
in particular, we compare short-term and long-term popularity of new URLs.
Crawling policies previously proposed in [14] are based on the predicted long-
term popularity, thus they lose the temporal aspect. In fact, for two newly d is

covered URLs, where one will be popular today and another will gain even more
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popularity, but several days later, such a policy prefers to crawl the latter page
first, thus losing the current traffic of the search engine. We argue that the in

formation about short-term popularity can be effectively used for optimizing
ordering policies of crawlers.

To this end, we first predict the overall number of user visits which a newly
discovered web page will gain. Unlike in [14], our prediction is a model trained
by using features from different sources, including the URL itself and its domain
properties. Our machine learning based framework significantly outperforms the
state-of-the-art approach. In a similar way, we predict the rate of popularity
decay which is based on the short-term popularity of pages, i.e., the number of
visits during the next several days or hours after a page is discovered. After all, we
predict the temporal dynamics of pages' popularity by means of an appropriate
exponential function, as it was proposed in [1].

Second, we investigate different ordering policies based on the predicted p op
ularity of pages. An algorithm we suggest in this paper takes into account the
predicted rate of popularity decay for web pages and re-ranks the crawling queue
according to the popularity' dynamics. It is worth mentioning that behavior-
driven crawling requires evaluation in a realistic experimental setup, which takes
into account the dynamic nature of the task: crawl delay, appearance of new web
pages, and change in their popularity. To the best of our knowledge, there was
still no such evaluation conducted. We compare different crawl strategies by t est
ing them in a realistic setup against the dynamic measure of crawl performance
proposed in [1]. It turns out that ordering policies which take into account the
short-term popularity of pages outperform ones based on their long-term popu
larity only. This result supports our assumption that the currently popular pages
are more important to crawl first in order not to lose the current traffic on the
web.

To sum up, the contribution of the current study is the following:

We address the new problem of predicting both short-term and long-term
popularity of new web pages and propose an effective method for the long-
term popularity prediction that outperforms the state-of-the-art baseline
method.

We evaluate different behavior-driven crawling policies in a realistic experi
mental setup and prove that short-term popularity-based strategies outper
form the long-term ones, when the quality of short-term popularity predic
tion is good enough.

The rest of the paper is organized as follows. In the next section we d is

cuss previous research on the crawling of newly discovered web pages and page
popularity prediction. In Section 3 , we describe the general framework and the
crawling algorithm we propose in this paper. In Section 4 , we evaluate the p er
formance of the algorithm and compare it with the baseline strategy. Finally,
Section 5 concludes the paper.
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2 Related Work

There are many papers on the prediction of popularity for different entities on
the web: topics, news, users of social networks, tweets, Twitter hashtags, videos,
and so on. However, only a few studies concern the popularity of web pages mea
sured in user visits. One of them [18] proposes a model, which predicts future
issue frequency for a given query, rate of clicks on a given document, and a given
query document pair. This model is relied on the history of the past dynamics
of the query issues and the clicks on the document. That is why the approach
turns out to be inapplicable to the task of popularity prediction for new web
pages, which do not possess any historical data yet, and, as in our case, are even
not yet crawled. Another study [14] is devoted to newly discovered pages and the
prediction of their future traffic in long term relying on their URL string only,
what is crucial for designing a crawl ordering policy, because we need to predict
the importance of new pages before we even download them. Our work can be
considered as a follow-up study to that paper, since we predict the popularity of
new pages in its dynamics by combining the predicted short-term and long-term
popularity. Also, our machine learning based algorithm significantly improves the
state-of-the-art approach for the predicting the long-term popularity of pages.
As the problem of URL-based page popularity prediction is relatively new, there
are many studies on predicting different properties of a URL itself before down
loading its content, such as web page category [1 1] , its language [6] , topic [5] ,
or genre [3] . Some of the approaches investigated in the previous papers can be
successfully used to design new features for our popularity prediction model.

The pioneering work [16] proposes t o evaluate crawling performance in terms
of utility of crawled pages for users of the search system for a given ranking
method and a query flow stored in the log. Authors estimate the quality of
SERP averaged over all user queries and compare this quality for different cr awl
ing policies. They suggest an algorithm, which can effectively recrawl pages in
order t o keep their local copies up-to-date. Since the profit of re-crawling a given
page is estimated by using the historical data on the previously observed profit
of recrawling this page, the ordering of newly discovered pages remains beyond
the scope of the proposed approach. In contrast, our study is focused on est imat
ing utility of the newly discovered pages, which should be predicted relying on
the properties of their URLs known before we download them. The problem of
ordering new URLs was analyzed in [17] . Here, as in [16] , the measure of the a l

gorithm's performance is the utility of crawled pages for a given ranking method
and a query flow. In the case of newly discovered pages the expected impact
must be estimated using only URL string, incoming links, domain affiliation,
referring anchortext.

The crawling quality measure introduced in [16] and [17] can be interpreted
as the expected number of clicks the crawled documents can gather being ranked
by a fixed retrieval method in response to a query flow observed within a certain
time span. Indeed, given a query workload Q consisting of queries and their fr e

quencies, authors define the total impact of page p as I p, Q) = ∑ f )I p, ),
where f q) is the frequency of query q and I p, q) can be interpreted as the prob-
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ability that a document p will be clicked on the result page served by the ranking
method in response to query q. It is also assumed that the query workload Q
consist of real-world user queries issued during a time span close to the current
moment. So far, the impact of a page p is the estimated frequency of user t ransi
tions to this page from SERP. In contrast to [16] and [17] , we are interested not
only in the current popularity of pages, but in the overall contribution of these
pages to search engine performance, i.e., the number of all future user visits.
This approach accounts for the cumulative performance we gain by crawling a
particular page, not only the currently observed profit. In particular, our ap

proach takes into account the fact that different pages become less popular with
different rates.

In [1] , a crawling strategy for pages with short period of user interest was
suggested. Also, the problem of dividing resources between crawling of new pages
and recrawling of old pages (in order to discover links to new pages) was analyzed.
However, in [1] the popularity of new pages was predicted based only on the
properties of their corresponding domain (or of the page where the link to the
URL was discovered, to be precise) . In contrast, our prediction model is able
to distinguish among different pages on one domain and pages linked from one
page where different URLs were found.

3 Algorithm

3.1 Framework

First, let us describe the general framework of the proposed algorithm. As in
previous research in this area [8, 16, 20] , we assume uniform resource cost of
crawling across all pages. In other words, it takes a fixed time τ for a crawler to
download one page. Therefore, every τ seconds a crawler chooses a page t o crawl
from its crawling queue. The crawling queue is continuously being updated as
links t o new pages are discovered.

The crawling queue may get updated because of several reasons. New URLs
may be discovered by a crawler, or they may be mined from browser toolbar logs
[4] , etc. While the problem of discovering new URLs is beyond the scope of this
paper, in our study new URLs are taken from browser toolbar logs.

3.2 Metric

In [1] it was proposed to use the following measure of algorithm's performance.
The profit Pi ti of crawling a page i with a delay after its appearance is
the total number of clicks this page will get on a SERP after it is crawled. Then,
the quality of an algorithm A is

Q A) = ∑ Pi ti ),

where the sum is over all pages crawled during some time interval of length T .
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We pay attention that the number of clicks on SERP depends on many
reasons, including user behavior specificity and the ranking scheme, not only
the crawling algorithm. So it is not evident, how to interpret some change in
clicks count, when the crawler policy was modified. For instance, should we
relate it to the crawler method itself, or to a specific (unseen) dependence of
ranking method on the choice among equally good crawling policies? In fact, it
seems more appropriate and robust ro rely on user visits mined from toolbar logs
instead of clicks, while measuring crawler performance. So, by profit of
crawling a page i with a delay Ati, we mean the number of times this page is
visited after the crawling moment.

As it is described in Section 4 .1, we evaluate the algorithms' performance on
one-month data. Therefore, we take T = 1 month and the quality Q{A) is the
average profit per second in this month.

3.3 Crawling strategy

As it was discussed in Section 3.1 , every τ seconds our algorithm should choose
one page from the crawling queue. The problem is how to choose an URL to
crawl at each step, when the queue is dynamically changing.

We take the dynamics of popularity into account in the following way. It was
shown in [1] , that the profit P (At) of crawling a page u with some delay A t
decays exponentially with time. Therefore, this profit can be approximated by
p u e t , where p(u) and X(u) are some parameters. It is easy to see that
p u) = p u)e = Pu ) is the overall popularity of u , i.e. , in our case, the total
number of user visits to the page, since the page was created.

For each page u we predict its parameters p(u) and λ ( ) as described in
Section 3.4. Finally, the strategy is the following. Every τ seconds we choose
the page with the maximum expected profit. Namely, for each page u every τ
seconds we compute its score, which is then used to rank all new pages in the
queue,

r(u) = u - ,

where A t is the time passed since the page u was discovered, and then we crawl
the page with the highest score. The time when a page was discovered we use
as an approximation of the time when the page was created. So, we assume that
the first user visit recorded in toolbar logs is close to the time of appearance of
a page.

3.4 Estimation of popularity

In this section, we discuss the method of predicting the parameters p(u) and
X(u) for a given URL u . We train a machine learning algorithm with a list of
features described further in this section.

Let us remind that p(u) is the total number of toolbar visits to a page u .
Since the distribution of the number of visits over all pages in the dataset is
heavy-tailed, we predict the value a = log(p(u)) and then take p(u) = eai . As



it is usually done for heavy-tailed distributions [19] , we predict the logarithm
of popularity instead of the actual value p(u) , since for large p(u) we are less
interested in the precise value and just want to predict that this value is large
enough.

We also predict the popularity decay X(u) . Let pt u) be the number of visits
during the next t hours after the URL u was discovered. We train a machine
learning algorithm which predicts the share of total visits that will happen in the
next t hours, i.e., the value 2 = Pt u )/p u ) [0, 1] . Then we can estimate
the decay rate X(u) in the following way. From the formula

it follows that
p{u) - p {u) « ρ ε - ,

therefore
Pt (u)
p(u)

Taking a logarithm we get log(l — ) = X(u)t , and finally we can estimate
X(u) as

(M) = - lQg ( fl2) .

Therefore, the estimated expected profit of crawling u with the delay A t after
its appearance is

r(u) = e

3.5 Features used

Now let us discuss the features we use for training our models: using these fea

tures we predict the parameters a and for all new URLs. For each domain
in our dataset we construct a pattern tree to organize URLs based on their syn
tax structures. Please refer to [13] and [14] for the detailed description of this
procedure. For each URL u we consider the corresponding pattern P (the cor
responding node in the tree) . For this pattern we compute the following statistics.

1. Transitions to pattern:

The number of transitions to all URLs in the pattern P : V n(P) .
The average number of transitions to a URL in the pattern V n(P)/ \P\ ,
where \P\ is the number of URLs in P.
The number of transitions t o all URL's in the pattern P during the first t
hours: V (P).
The average number of transitions to a URL in the pattern P during the
first t hours: „ (P)/ |P| .
The fraction of transitions to all URL's in the pattern P during the first t
hours: V (P)/V (P)
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2. Transitions from pattern:

The number of times URLs in the pattern act as referrers in browsing
Vo t {P) .
The average number of times a URL in the pattern acts as a referrer Vout (P)/ \P\ .
The number of times URLs in the pattern act as referrers during the first t

hours V t P ) .
The average number of times a URL in the pattern acts as a referrer during
the first t hours V {P)/ \P\ .
The fraction of times URLs in the pattern act as referrers during the first t
hours V {P)/V o t {P) .

3. Other features:

The size of the pattern \P\ .

The first group of features directly corresponds to the popularity of pages. For
example, if we want to predict the overall popularity of a page, it is reasonable to
compute the popularity of "similar" URLs taken from the corresponding pattern.
Similarly, the historical value V n (P) /Vi n (P) is supposed to be correlated with

The second group of features corresponds to the importance of pages defined
as the number of transitions from pages. Obviously, the correlation between the
number of transitions from pages and their popularity in terms of visits exists,
since in order to move from a page p to a page p user should visit p . But,
as we show in Section 4.2, the first group of features is much more important.

4 Experiments

4.1 Experimental setup

All the experiments in this paper are based on a fully anonymized web page visits
log recorded by a search engine browser toolbar, used by millions of people across
different countries.

We extract all records made in the 2-month period from July 1, 2013 to
August 31, 2013. From the set of all pages V appeared in logs during this time
frame we removed pages which have non-zero visits on the first or on the last
day in order to focus only on new pages which are popular during the considered
period of time. We obtained a smaller set of pages V'. Let > be the set of all
corresponding domains. Due to resource constraints, we removed all domains
with more then 50K pages from > and obtained a new set >' . We removed large
domains form our dataset since we are not able to perform the experiments in
the production scale and the algorithm of constructing the pattern tree [13] ,
which is used by all the algorithms discussed in this paper, is computationally
expensive. Finally, we sampled a random subset of 100 domains from the set >' .

As a result, our final dataset consists of 100 random domains and all pages
on these domains with non-zero visits on the first or on the last day of the
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considered time frame. URLs which were visited in July, but were not visited in
June or August, were used to train the popularity prediction model. URLs which
were visited in August, but were not visited in July or September, were used
to evaluate the performance of the algorithms. Each of these two sets contains

650K URLs

Table 1. The importance of features used

4.2 Long-term popularity prediction

First, we analyze the popularity prediction model. In particular, we compare
different orderings of pages based on their predicted popularity. As it will be
shown in Section 4.3, the accurate ordering of pages according to their long-
term popularity considerably improves the quality of a crawler.

Note that the algorithm suggested in Section 3.3 uses the predictions for both
the actual value of popularity and the rate of popularity decay for ranking the
URLs. The performance of this algorithm is discussed in Section 4.3.

In this section the behavior-driven approach suggested in [14] is compared
with the long-term popularity prediction model suggested in this paper. Among
the four methods suggested in [14] , we obtained the best results using Rank-
by-Average-Visit method, i.e. , the ordering of URLs according to the average
number of transitions to a URL in the pattern (see Section 3.5) . For our method
we took t = 24 hours.

The importance of features used is presented in Table 1. We sorted features
according to the weighted contribution into our prediction model (see Section
10.13 in [10] for the description of those weights) . It measures weighted improve
ment of the loss function over all employments of a feature during the learning
process. As expected, the most important features are the average long-term
popularity of URLs in a pattern and the average sort-term popularity of URLs
in a pattern.
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As in [14] , we rank pages according to their predicted long-term popularity
and then for every n compute the percentage of traffic covered by the first n
pages. The obtained results can be seen on Figure 1. Ideal curve is obtained by
sorting all pages according to their actual popularity.

05

number of pages

Fig. 1. Comparison of popularity-based orderings.

Table 2 shows the percentage of traffic covered by top x % URLs according to
different methods of long-term popularity prediction. The values of x considered
are between 5% and 80%.

Let S and S be the areas under the ideal and random curves. Let also
R A d S M be the areas under the curve corresponding to Rank-by- Average-

Visit and to our prediction model. Then Sr -
i

Sr = 0.52,'while
R

= 0.72.

we should get of all possible profit to
the ideal has over random.

The area under the curve on Figure 1 have the following interpretation for
the problem of crawling.

Proposition. Assume that

1. All considered N URLs appeared at the beginning of some time interval
[T, T + ∆ Τ ] (in our case A T = 1 month).

2 . All pages are visited only during this month and the visits are uniformly
distributed in time.
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Table 2. Comparison of ordering strategies: the fraction of visits covered for different
percentage of covered URLs.

3. The crawl rate of the crawler is Ν / ∆ (Τ ), i .e., allows to crawl exactly N
pages during the considered time interval.

Then the area S under the curve is the total number of times all the pages were
visited after their crawling moments.

The measure S seems t o be not natural enough in terms of crawling, since
the assumptions made in proposition above are not realistic. For example, if
the pages are visited only during some period of time, then it is natural to
assume that popularity decays over time during this period. Therefore, in the
next section we compare different crawling strategies in a realistic experimental
setup.

4.3 Crawling strategies

Here we evaluate the performance of the crawling algorithm suggested in this
paper according to the framework described in Section 3.1 .

We compare several strategies:

Rank-by-Average-Visit. At each step the page with the highest total
popularity is crawled. The total popularity is predicted according to Rank-by-
Average- Visit method from [14] , i.e., at each step we crawl the page with the
highest value of the average number of transitions to URLs in the pattern cor
responding to the considered URL (see Section 3.5) .

Rank-by- . At each step the page with the highest total popularity is
crawled. The total popularity is predicted by our machine learning algorithm.

Exponential method (predicted ¾ ). In this case, we take the dynamics of
popularity into account, as it was described in Section 3.3. Both the parameters
a and are predicted by our machine learning algorithm.

Exponential method (oracle ¾ ). This method is similar to the previous
one, but instead of predicted we consider its real value, i.e., = pt (u)/p(u) .
Comparison with this method allows to understand the influence of popularity
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decay on the performance of the crawler and to estimate the maximum profit
from taking this dynamics into account.

The results obtained can be seen in Table 3 . Here we compare all the algo
rithms with different crawl rates. Note that C R = 0.1 allows to crawl about the
half of all the pages in our dataset during the considered month. If follows from
the Table 3 that the better prediction of popularity obtained by our machine
learning algorithm helps to significantly improve the quality of a crawler. Also it
turns out that the information about the rate of popularity decay X(u) (oracle

2) is important and gives even more profit. Unfortunately, we are not able to
predict this parameter well enough t o beat Rank-by-ai strategy.

Table 3. Comparison of crawling strategies: the fraction of visits covered for different
crawl rates.

5 Conclusion

In this paper, we analyzed the problem of crawling the newly discovered web
pages. First, we suggested a machine learning based model which predicts the
overall number of user visits to a page (the measure of page's importance) using
only the features of a URL, available at the time of its discovery and, hence,
before we crawled its content. In addition to total popularity of web pages, we
also predicted the rate of popularity decay.

We compare different crawling strategies in a realistic experimental setup,
which takes into account the dynamic nature of the task: crawl delay, appear
ance of new web pages, and change in their popularity. It turns our that both
the better prediction of total popularity and the information about the rate of
popularity decay help to significantly improve the performance of a crawler, but
it is hard t o predict the rate of decay accurately enough. We leave the thorough
analysis of this problem for the future work.
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ABSTRACT
In this paper, we study the problem of timely finding and
crawling of ephemeral new pages, i.e., for which user traffic
grows really quickly right after they appear, but lasts only
for several days (e.g., news, blog and forum posts). Tradi
tional crawling policies do not give any particular priority
to such pages and may thus crawl them not quickly enough,
and even crawl already obsolete content. We thus propose a
new metric, well thought out for this task, which takes into
account the decrease of user interest for ephemeral pages
over time.

We show that most ephemeral new pages can be found at a
relatively small set of content sources and suggest a method
for finding such a set. Our idea is to periodically recrawl Figure 1: Typical user interest patterns for ephemeral and

content sources and crawl newly created pages linked from non-ephemeral new pages

them, focusing on high-quality (in terms of user interest)
content. One of the main difficulties here is to divide r e
sources between these two activities in an efficient way. We the Web: ephemeral and non-ephemeral pages. We clus

find the adaptive balance between crawls and recrawls by tered user interest patterns of some new pages discovered
maximizing the proposed metric. Further, we incorporate in one week (see Section 3 for details), and Figure 1 shows
search engine click logs to give our crawler an insight about the centroids of the obtained clusters. The cost of the time
the current user demands. The effectiveness of our approach delay between the appearance of such ephemeral new pages
is finally demonstrated experimentally on real-world data. and their crawl is thus very high in terms of search engine

Categories and Subject Descriptors: user satisfaction. Moreover, if a crawler fails to find such a

H.3.3 [Information Storage and Retrieval] : Information Search page during its period of peak interest, then there might be

and Retrieval no need to crawl it at all.
It was reported in [5], that 1-2% of user queries are ex

Keywords: tremely recency sensitive, while even more are also recency
Crawling; ephemeral pages; content sources sensitive to some extent. The problem of timely finding and

crawling ephemeral new pages is thus important, but, to
I. INTRODUCTION the best of our knowledge, is not studied in the literature.

User traffic to many of the newly created Web pages (e.g. Indeed, different metrics were suggested to measure the cov

news, blog and forum posts) grows really quickly right after erage and freshness of the crawled corpus [2, 3, 10] , but they
they appear, but lasts only for a few days. It was discussed in do not take into account the degradation of the profit to a
several papers that the popularity of news posts decreases search engine contributed by these pages. Crawling policies
exponentially with time [7, 9 ] . This observation naturally based on such metrics may then crawl such new pages not
leads to distinguishing two types of new pages appearing on quickly enough, and even crawl already obsolete content.

Thus, we propose a new quality metric, well thought out for
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small set of "hubs" or content sources. Examples of content
sources are main pages of blogs, news sites, category pages
of such news sites, RSS feeds, sitemaps. One needs to p e
riodically recrawl such sources in order to find and crawl
ephemeral new pages way before their peak of user interest.
However, frequent recrawling of all these sources and all new
pages found on them requires a huge amount of resources
and is quite inefficient. In order to solve this problem effi

ciently, we analyze the problem of dividing limited resources
between different tasks (coined as holistic crawl ordering by
Oslton and Najork in [10]), i.e., here between the task of
crawling ephemeral new pages and the task of recrawling
content sources in order to discover those new pages.

In this paper, we propose a new algorithm that dynami Figure 2 : Average cumulative number of clicks depending
cally estimates, for each content source, the rate of new links on page's age

appearance in order to find and crawl newly created pages
as they appear. As a matter of fact, it is next to impossible
to crawl all these new pages immediately due to resource which does not depend on t and T .

constraints, therefore, a reasonable crawling policy has to In this paper, by Pi (At) profit of crawling a page i at time

crawl the highest quality pages in priority. t i + ∆ ί , we mean the total number of clicks this page will

The quality of a page can be measured in different ways, get on a SERP after this time (ignoring any indexing delay).

and it can, for example, be based on the link structure of In this way, we can approximate the relevance of a page to

the Web graph (e.g., in-degree [8] or PageRank [4, 1]), or the current interests of users. From a crawler's perspective,

on some external signals (e.g., query log [6, 11, 12] or the it is thus an appropriate measure of the contribution of new

number of times a page was shown in the results of a search pages to a search engine performance (given a specific rank

engine [11]). We propose to use the number of clicks for this ing method). Note, that this metric can only be evaluated

purpose in order to estimate the quality of pages, and predict with some delay because we need to wait until the crawled

the quality of newly created pages by using the quality of pages are not shown anymore to take their profit, i.e., their

pages previously linked from each content source. In this number of clicks, into account. We are going to use this

way, we are able, in fact, t o incorporate user feedback into metric to validate our algorithm in Section 5.

the process of crawling for our algorithm to find and crawl However, we do not know the function Pi(At) for pages

the best new pages. that just appeared, but we can try to predict it. It is nat

Note that we review related work in the extended version ural t o expect that pages of similar nature exhibit similar

of this paper. distributions of user interest. In order to demonstrate this,
on Figure 2 we plot the average number of cumulative clicks

2. FORMALIZATION OF THE PROBLEM depending on the page's age for all pages published on a
news site and a blog (both being randomly chosen) over 1

As we discussed in the introduction, we deal with pages week. We can see that almost all clicks appear in the first
for which user interest grows within hours after they appear, week of a page's life, and that the dependency of the cu
but lasts only for several days. The profit of crawling such mulative number of clicks gathered by a page on the page's
ephemeral new pages thus decreases dramatically with time. age is pretty well described by the function: P (l —e ) ,

Assume that for each page i , we know a decreasing fu nc where P is the total number of clicks a page gathers during
tion Pi(At), which is the profit of crawling this page with its life. We thus propose the following approximation of the
delay ∆ ί seconds after its creation time (by profit, one can profit Pi (At) (i.e., the number of future clicks):
mean the expected number of clicks or shows on SERP). If,
finally, each page i was crawled with a delay A , we can Pi(Ai) « Pi e-^ ,
define the dynamic quality of a crawler as:

where the rate of decay and the profit Pi are content-
source-specific and should be estimated using historical data

i:t + t [t - T ,t
(see Section 4.2 for details). We use this approximation in
Section 4 in order to analyze the problem under considera

In other words, the dynamic quality is the average profit tion theoretically.
gained by a crawler per second in a time window of size T .

The dynamic quality defined above can be useful t o u n
derstand the influence of daily and weekly trends on the per

3. CONTENT SOURCES
formance of a crawler. Let us now define the overall quality Our hypothesis is that one can find most of ephemeral

of a crawler, which allows to easily compare different algo new pages appearing on the Web at a small set of content

rithms over larger time windows. It is natural t o expect that sources, but links from these sources to new pages are short

if T is large enough then the influence of season and weekly living so a crawler needs to frequently recrawl these sources

trends of user interest will be reduced. In other words, the to avoid missing links to new pages.

function Qr{t) tends to a constant while T increases. Thus, We used the toolbar logs continuously collected at Yan

we can consider the overall quality: dex (Russia's most popular search engine) to monitor user
visits t o Web pages. In this way, we can easily track the

Q lim Pi A ) (2) appearance of new pages that are of interest t o at least one
user, know which content sources referred them, and also



Figure 3 : User interest patterns for new pages. Figure 4 : Optimizing of

4. OPTIMAL CRAWLING
follow the evolution of user interest over time for each of
these new pages. This data is a representative sample of OF CONTENT SOURCES
the Web as this toolbar is used by millions of people across In this section, we assume that we are given a relatively
different countries. small set of content sources, which regularly generate new

Using this toolbar data, we randomly sampled 50K pages content (see Section 3 for the method for finding such a
from the set of new pages that appeared over a period of set). Our current aims are to (1) find an optimal schedule
one week and were visited by at least one user. For each to recrawl content sources in order to quickly discover high-
page, we computed its number of daily visits for a period quality ephemeral new pages, and (2) understand how to
of two weeks after it appeared in the logs. Then, using this spread resources between the tasks of crawling new pages
14-dimensional (one per day) feature vector (scaled to have and recrawling content sources.
its maximum value equal to 1), we clustered these pages into
6 clusters by applying the K-means method 3 . Let us note 4.1 Theoretical analysis
that when we tried less clusters, non-ephemeral pages were Assume that we are given a set of content sources 5Ί , . . . , S,
not assigned to one cluster. Finally, we obtained only ~ 4% and let be the rate of new links appearance on the source
non-ephemeral pages. The percentage of new pages that Si, i.e., the average number of links to new pages, which
are ephemeral (and were visited at least once) for this week appear in one second.
is thus 96%, which is really significant. Centroids of these Let us consider an algorithm, which recrawls each source
clusters are plotted on Figure 3 (in Section 1 we showed only Si every seconds, discovers links to new pages, and also
two of them). crawls all new pages found. We want to find a schedule

We also extracted all links (users' transitions between for recrawling content sources, which maximizes the overall
pages) found in the logs pointing to one of the ephemeral quality Q (see Equation (2)), i.e., our aim is to find optimal
new pages and obtained ~ 750K links. Using these links, values of . Suppose that our infrastructure allows us to
we studied the percentage of ephemeral new pages reached crawl N pages per second (N can be non-integer). Due to
depending on the number of content sources. We obtained these resource constraints, we have the following restriction:
that only 3K content sources are required to cover 80% of
new content, which validates our hypothesis about content
sources (see the extended version of this paper for details). = = - (3)

42% of these 3K content sources are main pages of web sites,
while 44% are category pages, which can be accessed from On average, the number of new pages linked from a source Si
the main page. So, overall, 86% of them are at most 1 hop is equal to , therefore every seconds we have to crawl
away from the main page. 1 + Xili pages (the source itself and all new pages found).

Motivated by these results we propose to regard the main We want to maximize the overall quality (see Equation (2)),
page of each host of interest and all pages linked from it (i.e., i.e.,
all pages 1 hop away from the main page) as content sources.
This simple method fits our usage scenario considering that
our crawling algorithm (described in the next section) fo

cuses on high-quality ephemeral new content. Therefore,
even if content sources that produce low quality content or Note that this expression is exactly the average profit per
almost no new content at all are made available to this a l second. Content sources may not be equal in quality, i.e.,
gorithm, they will almost never be crawled or crawled just some content sources may provide users with better content
in case much later, when the crawler is least loaded. See the than others. We now assume that, on average, the pages
extended version of this paper for details. from one content source exhibit the same behavior of the

profit decay function and hence substitute Ρ3 (∆ ί 3) by the
approximation Pi e ' t j discussed in Section 2. We treat

http: //en. wikipedia. org/wiki/K-means_clustering the profit Pi and the rate of profit decay as the parameters



of each content source Si. Thus, we obtain: the obtained algorithm, where ECHO is an abbreviation for
Ephemeral Content Holistic Ordering).

4.2 Implementation
Let us describe a concrete algorithm based on the results

of Section 4.1. First, we use the results from Section 3 to
- - ( ·)· obtain an input set of content sources. Then, in order to

apply Algorithm 1 for finding an optimal recrawl schedule
here ¾ = —¾ A χ ~ j ~ Without loss of generality, for these content sources, we need to know for each source

its profit Pi, the rate of profit decay µ , and the rate ofwe can assume that p 1 < . . . < pn . We now want to m ax
new links appearance . We propose to estimate all theseimize Q(xi, . . . , Xn) subject to (3). We use the method of
values dynamically using the crawling history and searchLagrange multipliers:
engine logs. Since these parameters are constantly changing,

( l - e - - = ω 1, we need to periodically re-estimate time intervals (see
Algorithm 1), i.e., to update the crawling schedule.

∑ = J - ,

where is a Lagrange multiplier. Estimation of profits Pi and rates of profit decay .
Note that = so we get: For this part, we need search engine logs to analyze the

history of clicks on new pages. We want to approximate
the average cumulative number of clicks depending on the
page's age by an exponential function. This approximation
for two chosen content sources is shown on Figure 2.

The function (a ) = (l (1 + x)e increases monoton- Let us consider a cumulative histogram of all clicks for all
ically for x > 0 with g(0) = 0 and g(+oo) = 1. If we are new pages linked from a content source, with the histogram
given 0 < < , then we can find the unique value µ ΐ = bin size equals to D minutes. Let S i be the number of times
g - - as shown in Figure 4. Note that bigger values of all N new pages linked from this content source were clicked

lead to during the first iD minutes after they appeared. So, Si / N is
the average number of times a new page was clicked duringmonotonic
the first iD minutes.algorithm 4

We can now use the least squares method, i.e., we need to
This algorit m s escr e eeper n t e exten e vers on find:
of this paper.

arg min F(P, µ ) = arg min (^P l µ ι — .Algorithm 1 : Find an optimal recrawl schedule
input : profits Pi, rates of profit decay µ , (5)

intensities of new links appearance , It is hard to find an analytical solution of (5), but we
number of crawls per second N , precision ε can use the gradient descent method to solve it (see the

output: optimal recrawl intervals I i extended version of this paper for the detailed description

ι i 0 ; i— p = — ¾ ; of this method).
From the production point of view, it is very important

while r , - - Ν + , \ > ε do to decide, how often to push data from search engine logs to
re-estimate the values of and Pi as it is quite an expensive
operation. We denote this logs push period by L .

) Estimation of the rate of new links appearance λ ( ).
\ i then The rate of new links appearance \i(t) may change during

the day or during the week. We thus dynamically estimate
this rate for each content source. In order to do this, we
use historical data: we consider the number of new links
found at each content source during the last T crawls. We
analyze how different values for T affect the performance of
the algorithm in Section 5.

The value of may be interpreted as the threshold we
apply to content sources' utility. Actually, we can find the Scheduling.
minimal crawl rate required for the optimal crawling policy Finally, we should solve the following problem: in reality
not to completely refuse to crawl content sources with the we cannot guarantee that we find exactly new links after
least utility. each crawl. We can find more links than cted after some

We completely solved the optimization problem for the recrawl and if we crawl all of them, then we will deviate
metric suggested in Section 2, the solution of (4) is theo from the schedule. Therefore, we cannot both stick to the
retically optimal (we use the name ECHO-based crawler for schedule for the content sources and crawl all new pages.
http : //en. wikipedia . org/wiki/Binary_search_ So we propose the two following variants to deal with this

algorithm problem.



ECHO-newpages. In order to avoid missing clicks, we
always crawl newly discovered pages right after finding them.
If there are no any new pages in the crawl frontier, we try
to come back to the schedule. We crawl the content source,
which is most behind the schedule, i.e., with the highest
value of where I is time passed after the last crawl of
the i-th content source.

ECHO-schedule. We always crawl content sources with
intervals and when we have some resources to crawl new
pages, we crawl them (most recently discovered first).

Figure 5 : Dynamic profit for a 1-week time window.

5. EXPERIMENTS

5.1 Data and baselines
We selected the top 100 most visited Russian news sites

and the top 50 most visited Russian blogs using publicly
available data from trusted sources 5 . For each such site, we
selected content sources by applying the method discussed
in Section 3 and obtained about 3K content sources overall.

Then, we crawled each of these content sources every 10
minutes for a period of 3 weeks (which is frequent enough to
be able to collect all new content appearing on them before Table 1: Average dynamic profit for a 1-week window.
it disappears). The discovery time of new pages we observed
is thus at most delayed by these 10 minutes. We considered
all pages found at the first crawl of each source to be old and
discovered ~ 415K new pages during these 3 weeks. Keeping ECHO-greedy We crawl the content source w the

track of when links to new pages were added and deleted highest expected profit, i.e., with the highest value of

from the content sources, we created a dynamic graph that where I is the time passed since the last crawl of the content

we use in the following experiments. This graph contains source, is its rate of new links appearance, and is the

~ 2.4M unique links. average profit of new pages linked from the content source.

Additionally, we used search engine logs of Yandex to col Then, we crawl all new pages linked from this source, which

lect user clicks for each of the newly discovered pages in our have not been crawled yet, and repeat this process.

dataset for the same period of 3 weeks plus 1 week for the
most recent pages to become obsolete. We observed that

5.2 Results
~ 20% of the pages were clicked at least once during this 4
weeks period. Experimental scheme.

Our data is publicly available. 6 We simulated, for each algorithm, the crawl of the d y

There are no state-of-the-art algorithms for the specific namic graph described in Section 5.1, using the content
task we discuss in this paper, but one can think of several sources as seed pages. Each algorithm can thus, at each
natural ones: step, decide to either crawl a newly discovered page or to

Breadth-first search (BFS) We crawl content sources recrawl a content source in order to find new pages. We
sequentially in some fixed random order. After crawling each used three crawl rates N = 0.05, N = 0.1 and N = 0.2 per
source, we crawl all new pages linked from this source, which second.
have not been crawled yet.

The two following algorithms help to understand the im Comparison with other algorithms.
portance of 1) the holistic crawl ordering and 2) the usage We evaluated the influence of all algorithms' parameters
of clicks from search engine logs. and, based on our experiments, observed that only the logs

Fixed-quota This algorithm is similar to ECHO- push period has some influence, but only during the warm-
schedule, but we use a fixed quota of for recrawling con up period (as shown on Figure 5). See the extended version
tent sources and for crawling new pages that have not been of this paper for details. We thus took the crawl history of
crawled before. size 7 and the logs push period of 1 hour (randomly), and

Frequency This algorithm is also similar to ECHO-schedule, compared ECHO-based crawlers with other algorithms on
but we do not use clicks from search engine logs, i.e., all con three different crawl rates. In order to compare our algo
tent sources have the same quality and content sources are rithms during the last week of our observations (after the
ordered only by their frequency of new pages appearance. warm-up period) we measured the dynamic profit every two

We also propose a simplification of our algorithm, based minutes using a time window of one week (enough to com
on Section 4, which could be much easier to implement in a pensate daily trends). Table 1 shows average values and
production system. their standard deviations. Note that we also include the up

per bound of algorithms' performance that we computed u s

http: //liveinternet .ru/rating/ru/media/ ing BFS algorithm with an unbounded amount of resources,
htt ://blogs .yande .ru/top/ which allows to crawl all new pages right after they appear.
http://yadi.sk/d/AWUixF6g7jaIj This upper bound therefore does not depend on the crawl



Figure 6 : Dynamic profit for a 5-hour time window.

rate and equals 0.72 of profit per second (see the last column We formalized this problem by proposing to optimize a
of the table). new quality metric, which measures the ability of an algo

ECHO-newpages shows the best results, which are really rithm to solve this specific problem. We showed that most
close to the upper bound, although the crawl rate used is of the ephemeral new content can be found at a relatively
much smaller than the rate of new links appearance. This small set of content sources and suggested a method for find
means that our algorithm effectively spends its resources ing such a set. Then, we proposed a practical algorithm,
and crawls highest quality pages first. Note that the smallest which periodically recrawls content sources and crawls newly
crawl rate that allows BFS to reach 99% of the upper bound created pages linked from them as a solution of this prob
is 1 per second (this value is measured, but not present in lem. This algorithm estimates the quality of content sources
the table), as BFS wastes lots of resources recrawling con using user feedback. Finally, we compared this algorithm
tent sources to find new pages, while ECHO-newpage and with other crawling strategies on real-world data and demon
ECHO-schedule reach this bound with crawl rate 0.2 per strated that the suggested algorithm shows the best results
second (see the last column of the table). according to our metric.

Note that the profit of ECHO-greedy is also high. This
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CLAIMS

What is claimed is:

1. A method of setting up a crawling schedule, the method executable at a crawling server,

the crawling server coupled to a communication network, the communication network

having coupled thereto a first web resource server and a second web resource server ,

the method comprising:

appreciating a first new web page associated with t e first web resource

server;

appreciating a second new web page associated with the second web resource

server;

determining a first crawling benefit parameter associated with the first new

web page, the first crawling benefit parameter being based on a predicted

popularity parameter and a predicted popularity decay parameter of the first

new web page;

determining a second crawling benefit parameter associated with the second

new web page, the second crawling benefit parameter being based on a

predicted popularity parameter and a predicted popularity decay parameter of

the second new web page;

based on the first crawling benefit parameter and the second crawling benefit

parameter, determining a crawling order for the first new web page and the

second new web page.

2 . The method of claim 1, further comprising appreciating a first old web page associated

with one of the first web resource server and the second web resource server , the first

old web page having been previously crawled.

3 . The method of claim 2, further comprising determining a third crawling benefit

parameter associated with the first old web-page, the third crawling benefit parameter

being based on a predicted popularity parameter and a predicted popularity decay

parameter of at least one change associated with the first old web-page.

4 . The method of claim 3, further comprising, based on the first crawling benefit

parameter, the second crawling benefit parameter and the third crawling benefit
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parameter, determining a crawling order for the first new web page, t e second new

web page and re-crawling of the first old web-page.

The method of claim 1, further comprising estimating respective predicted popularity

parameter and predicted popularity decay parameter associated with the first new web

page and t e second new web page using machine learning algorithm executed by the

crawling server.

The method of claim 5, further comprising training the machine learning algorithm.

The method of claim 6, wherein said training is based on at least one feature selected

from a list of:

number of transitions to all URLs in the pattern P : Vin(P);

average number of transitions to a URL in the pattern Vin(P)=|P|, where |P| is

the number of URLs in P;

number of transitions to all URL's in the pattern P during the first t hours: V

in(P);

average number of transitions to a URL in the pattern P during the first t hours:

ν ίη(Ρ)=|Ρ|;

fraction of transitions to all URL's in the pattern P during the first t hours:

ί (Ρ)= ί (Ρ) .

The method of claim 6, wherein said training is based on at least one feature selected

from a list of:

number of times URLs in the pattern act as referrers in browsing Vout(P);

average number of times a URL in the pattern acts as a referrer Vout(P)=|P|;

number of times URLs in the pattern act as referrers during the first t hours

V )

average number of times a URL in the pattern acts as a referrer during the first

t hours V I
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fraction of times URLs in the pattern act as referrers during the first t hours

v out )

9 . The method of either one of claims 7 or 8, wherein said training is further based on a of

the pattern |P|.

10. The method of either one of claims 7 or 8, wherein at least one feature used for said

training is weighted.

11. The method of claim 1, wherein each of the first crawling benefit parameter and the

second crawling benefit parameter is calculated using equation:

12. The method of claim 1, wherein said determining a crawling order comprises applying a

crawling algorithm.

13. The method of claim 12, wherein the crawling algorithm is selected from a list of

possible crawling algorithms that is configured to take into account the predicted

popularity parameter and the predicted popularity decay parameter.

14. The method of claim 1, wherein respective predicted popularity decay parameter is

indicative of changes of the predicted popularity parameter over a time interval.

15. The method of claim 14, wherein said time interval is a predefined time interval from a

creation of respective first new web page and second new web page.

16. The method of claim 15, wherein the method further comprises using a time when the

respective first new web page and the second new web page were appreciated by the

crawling application as a proxy for the creation day.

17. A server coupled to a communication network, the communication network having

coupled thereto a first web resource server and a second web resource server, the server

comprising:

a communication interface for communication with an electronic device via a

communication network,

a processor operationally connected with the communication interface,
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the processor being configured to:

appreciate a first new web page associated with the first web resource

server;

appreciate a second new web page associated with t e second web

resource server;

determine a first crawling benefit parameter associated with the first

new web page, t e first crawling benefit parameter being based on a

predicted popularity parameter and a predicted popularity decay

parameter of the first new web page;

determine a second crawling benefit parameter associated with the

second new web page, the second crawling benefit parameter being

based on a predicted popularity parameter and a predicted popularity

decay parameter of the second new web page;

based on the first crawling benefit parameter and the second crawling

benefit parameter, determine a crawling order for the first new web

page and the second new web page.

18. The server of claim 17, the processor being further configured to appreciate a first old

web page associated with one of the first web resource server and the second web

resource server, the first old web page having been previously crawled.

19. The server of claim 18, the processor being further configured to determine a third

crawling benefit parameter associated with the first old web-page, the third crawling

benefit parameter being based on a predicted popularity parameter and a predicted

popularity decay parameter of at least one change associated with the first old web-

page.

20. The server of claim 19, the processor being further configured to, based on the first

crawling benefit parameter, the second crawling benefit parameter and the third

crawling benefit parameter, determine a crawling order for the first new web page, the

second new web page and re-crawling of the first old web-page.

21. The server of claim 17, the processor being further configured to estimate respective

predicted popularity parameter and predicted popularity decay parameter associated
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with the first new web page and the second new web page using machine learning

algorithm executed by the crawling server.

22. The server of claim 21, the processor being further configured to train the machine

learning algorithm.

23. The server of claim 22, wherein said training is based on at least one feature selected

from a list of:

number of transitions to all URLs in the pattern P : Vin(P);

average number of transitions to a URL in t e pattern Vi (P)=|P|, where |P| is

the number of URLs in P;

number of transitions to all URL's in the pattern P during the first t hours: V

UP);

average number of transitions to a URL in the pattern P during the first t hours:

fraction of transitions to all URL's in the pattern P during the first t hours:

24. The server of claim 22, wherein said training is based on at least one feature selected

from a list of:

number of times URLs in the pattern act as referrers in browsing V out(P);

average number of times a URL in the pattern acts as a referrer V out(P)=|P| ;

number of times URLs in the pattern act as referrers during the first t hours

average number of times a URL in the pattern acts as a referrer during the first

t hours

fraction of times URLs in the pattern act as referrers during the first t hours

V P Vout P);

25. The server of either one of claims 23 or 24, wherein said training is further based on a

of the pattern |P| .
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26. The server of either one of claims 23 or 24, wherein at least one feature used for said

training is weighted.

27. The server of claim 17, wherein each of the first crawling benefit parameter and the

second crawling benefit parameter is calculated using equation:

28. The server of claim 1, wherein to determine a crawling order, the processor is further

configured to apply a crawling algorithm.

29. The server of claim 28, wherein the crawling algorithm is selected from a list of

possible crawling algorithms that is configured to take into account the predicted

popularity parameter and the predicted popularity decay parameter.

30. The server of claim 17, wherein respective predicted popularity decay parameter is

indicative of changes of the predicted popularity parameter over a time interval.

31. The server of claim 30, wherein said time interval is a predefined time interval from a

creation of respective first new web page and second new web page.

32. The server of claim 31, the processor being further configured to use a time when the

respective first new web page and the second new web page were appreciated by the

crawling application as a proxy for the creation day.
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