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GENERATING OBFUSCATED DATA 

CROSS-REFERENCE TO RELATED APPLICATIONS 

This application claims priority to U.S. Application Serial No. 61/183,054, filed 

on June 1, 2009, and U.S. Application Serial No. 12/497,354, filed July 2, 2009, each of 

5 which is incorporated herein by reference.  

BACKGROUND 

This description relates to generating obfuscated data.  

In many companies, software developers work outside the production 

environment (e.g., an environment in which actual customer data is processed), and for 

10 security reasons they do not have access to production data. However, to ensure that their 

applications will run correctly with production data, they may need realistic test data 

during development and testing that exhibits certain characteristics of production data. To 

provide such realistic test data, a set of input production data can be obfuscated to ensure 

that no sensitive information is remains, and the obfuscated data can be stored for use as 

15 test data. The requirements imposed on obfuscated data may vary widely, depending on 

the needs of the project and the developers, the privacy policies of the organization, and 

even the laws of the country where it will be used. For example, data obfuscation may 

involve replacing or altering personal information such as name, address, date of birth, 

social security number, and credit card and bank account numbers.  

20 SUMMARY 

In one aspect, in general, a method for obfuscating data includes: reading values 

occurring in one or more fields of multiple records from a data source; storing a key 

value; for each of multiple of the records, generating an obfuscated value to replace an 

original value in a given field of the record using the key value such that the obfuscated 

25 value depends on the key value and is deterministically related to the original value; and 

storing the collection of obfuscated data including records that include obfuscated values 

in a data storage system.  

Aspects can includes one or more of the following features.  

1



WO 2010/141410 PCT/US2010/036812 

The method further includes storing profile information including statistics 

characterizing values of at least one of the fields.  

The obfuscated value is generated using the key value and the stored profile 

information for the given field.  

5 The obfuscated value occurs in the given field of the collection of obfuscated data 

at a frequency determined based on statistics in the stored profile information 

characterizing values of the given field.  

The obfuscated value is generated by using the original value and the key as 

inputs to a function that generates an index value and using the index value to look up the 

10 obfuscated value in a predetermined set of obfuscated values.  

The predetermined set of obfuscated values is stored as a lookup table in which 

each obfuscated value corresponds to one or more index values.  

Multiple index values within a range correspond to the same obfuscated value in 

the predetermined set of obfuscated values.  

15 The size of the range is based on the statistics in the stored profile information 

characterizing values of the given field.  

Generating an obfuscated value to replace an original value in a given field of the 

record using the key value includes combining the original value and the key using a 

deterministic function to yield a selection value used to select the obfuscated value.  

20 The selection value is mapped to the obfuscated value using a deterministic 

mapping.  

A domain of values from which the obfuscated value is selected includes multiple 

of the original values in the given field of the records from the data source.  

One or more of the original values are not included in the domain of values.  

25 One or more of the values in the domain of values are not included in the original 

values.  

The deterministic function cryptographically prevents recovery of the original 

value from the obfuscated value using the key.  

The deterministic function provides a different sequences of selection values 

30 versus consecutive original values for different values of they key.  
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A first sequence of selection values for consecutive original values for a first 

value of they key is not predictable from a second sequences of selection values for 

consecutive original values for a second value of the key.  

Generating the obfuscated value to replace the original value in the given field of 

5 the record using the key value includes determining whether the selection value 

corresponds to a valid obfuscated value, and if not repeatedly combining the selection 

value and the key using the deterministic function to yield an additional selection value 

until the additional selection value corresponds to a valid obfuscated value.  

A valid obfuscated value consists of a predetermined number of digits.  

10 The method further includes partitioning the records from the data source into 

multiple sets of records and replacing the original values in the given field with the 

generated obfuscated values in records of different sets of records in parallel using 

different computing resources.  

At least a first record that includes an obfuscated value in the collection of 

15 obfuscated data includes at least one original value that was not replaced with an 

obfuscated value.  

The method further includes determining whether an original value in the first 

record is to be replaced with an obfuscated value using the key value based on whether 

the original value is to be replaced with the same obfuscated value consistently for 

20 multiple records in which the original value occurs.  

In another aspect, in general, a system for obfuscating data includes: a data source 

providing records having values in one or more fields; a data storage system; and 

one or more processors coupled to the data storage system. The one or more processors 

provide an execution environment to: read values occurring in one or more fields of 

25 multiple records from the data source; store a key value; for each of multiple of the 

records, generate an obfuscated value to replace an original value in a given field of the 

record using the key value such that the obfuscated value depends on the key value and is 

deterministically related to the original value; and store the collection of obfuscated data 

including records that include obfuscated values in the data storage system.  

30 In another aspect, in general, a system for obfuscating data includes: a data source 

providing records having values in one or more fields; a data storage system; and 
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means for reading values occurring in one or more fields of multiple records from the 

data source; means for generating, for each of multiple of the records, an obfuscated 

value to replace an original value in a given field of the record using the key value such 

that the obfuscated value depends on the key value and is deterministically related to the 

5 original value; and means for storing the collection of obfuscated data including records 

that include obfuscated values in the data storage system.  

In another aspect, in general, a computer-readable medium stores a computer 

program for obfuscating data. The computer program includes instructions for causing a 

computer to: read values occurring in one or more fields of multiple records from a data 

10 source; store a key value; for each of multiple of the records, generate an obfuscated 

value to replace an original value in a given field of the record using the key value such 

that the obfuscated value depends on the key value and is deterministically related to the 

original value; and store the collection of obfuscated data including records that include 

obfuscated values in a data storage system.  

15 Aspects can have one or more of the following advantages.  

Since there is a deterministic relationship between an obfuscated value and the 

original actual value, referential integrity can be preserved during the obfuscation process 

so that the obfuscated data meets the same referential integrity constraints as the 

production data. The obfuscation process can also ensure that certain operations 

20 performed on the obfuscated data preserve certain characteristics, such as the number of 

values per key in a "join" operation. Since the deterministic relationship between a given 

obfuscated value and a corresponding original value is a function of a stored key value 

and does not depend on other obfuscated values, the obfuscation can be performed in 

parallel on different portions of a dataset while still preserving relationships among those 

25 portions. The obfuscation process can prevent unauthorized parties from reverse 

engineering the obfuscated data and retrieving the original values from the production 

data. Characteristics such as the record formats, ranges of possible values, statistical 

characteristics, and general profile of the obfuscated data can match the original data as 

closely as possible. For example, since credit-card numbers use check digits, the 

30 obfuscated data may also have correctly calculated values for the check digits. If the 

original data has misspellings and inconsistencies, the obfuscated data can have the same 
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or similar kinds of irregularities to test error handling. For values such as names (e.g., 

first and last) and addresses, the frequency of specific values in the obfuscated data can 

reflect their frequency in the production data.  

The details of one or more embodiments of the invention are set forth in the 

5 accompanying drawings and the description below. Other features, objects, and 

advantages of the invention will be apparent from the description and drawings, and from 

the claims.  

DESCRIPTION OF DRAWINGS 

FIG. 1 is a block diagram of a system for executing graph-based computations.  

10 FIG. 2 is a flowchart of an exemplary data obfuscation procedure.  

FIG. 3 is a schematic diagram of a deterministic mapping for a data obfuscation 

procedure.  

FIG. 4 is an exemplary dataflow graph for data obfuscation.  

FIG. 5 is an exemplary lookup table.  

15 FIG. 6 is a table with a pseudorandom permutation example.  

FIG. 7 is a table with an example of a procedure for generating valid obfuscated 

values.  

DETAILED DESCRIPTION 

Referring to FIG. 1, a system 100 for using obfuscated data to develop programs 

20 includes a data source 102 that may include one or more sources of data such as storage 

devices or connections to online data streams, each of which may store data in any of a 

variety of storage formats (e.g., database tables, spreadsheet files, flat text files, or a 

native format used by a mainframe). An execution environment 104 for generating 

obfuscated data includes a data profiling module 106 and a data obfuscation module 112.  

25 The execution environment 104 may be hosted on one or more general-purpose 

computers under the control of a suitable operating system, such as the UNIX operating 

system. For example, the execution environment 108 can include a multiple-node 

parallel computing environment including a configuration of computer systems using 

multiple central processing units (CPUs), either local (e.g., multiprocessor systems such 
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as SMP computers), or locally distributed (e.g., multiple processors coupled as clusters or 

MPPs), or remotely, or remotely distributed (e.g., multiple processors coupled via LAN 

or WAN networks), or any combination thereof.  

The data profiling module 106 reads data from the data source 102 and stores 

5 profile information describing various characteristics of the data values that occur in the 

data source 102. Storage devices providing the data source 102 may be local to the 

execution environment 104, for example, being stored on a storage medium connected to 

a computer running the execution environment 104 (e.g., hard drive 108), or may be 

remote to the execution environment 104, for example, being hosted on a remote system 

10 (e.g., mainframe 110) in communication with a computer running the execution 

environment 104 over a local or wide area data network.  

The data obfuscation module 112 uses the profile information generated by the data 

profiling module 106 to generate a collection of obfuscated data 114 stored in a data 

storage system 116 accessible to the execution environment 104. The data storage system 

15 116 is also accessible to a development environment 118 in which a developer 120 is able 

to develop and test programs using the obfuscated data 114. However, the original 

production data in the data source 102 can be kept secure by keeping it inaccessible to the 

developer 120. The development environment 118 is, in some implementations, a system 

for developing applications as dataflow graphs that include vertices (components or 

20 datasets) connected by directed links (representing flows of work elements) between the 

vertices. For example, such an environment is described in more detail in U.S.  

Publication No. 2007/0011668, entitled "Managing Parameters for Graph-Based 

Applications," incorporated herein by reference.  

The data profiling module 106 can profile data from a variety of types of systems 

25 including different forms of database systems. The data may be organized as records 

having values for respective fields (also called "attributes" or "columns"), including 

possibly null values. The profile information can be organized to provide separate 

profiles for different fields, called "field profiles" describing values that occur in those 

fields. When first reading data from a data source, the data profiling module 106 typically 

30 starts with some initial format information about records in that data source. (Note that in 
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some circumstances, even the record structure of the data source may not be known 

initially and may instead be determined after analysis of the data source). The initial 

information about records can include the number of bits that represent a distinct value, 

the order of fields within a record, and the type of value (e.g., string, signed/unsigned 

5 integer) represented by the bits. As the data profiling module 106 reads records from a 

data source, it computes statistics and other descriptive information that reflect the values 

in a given field (e.g., frequencies of particular values). The data profiling module 106 

then stores those statistics and descriptive information in the form of field profiles for 

access by the data obfuscation module 112. The profile information can also include 

10 information associated with multiple fields of the records in the data source 102 such as 

total number of records, and total number of valid or invalid records. For example, one 

description of a process for profiling fields of a data source is described in U.S.  

Publication No. 2005/0114369, entitled "Data Profiling," incorporated herein by 

reference.  

15 FIG. 2 shows a flowchart for an exemplary data obfuscation procedure 200. The 

procedure 200 includes reading (210) values occurring in one or more fields of multiple 

records from a data source. Optionally, profile information including statistics 

characterizing values of at least one of the fields is stored (e.g., a table with obfuscated 

values determined by ranges of index values that correspond to the statistics in the profile 

20 information, as described in more detail below). The procedure 200 includes storing 

(220) a key value that is used with cryptographic techniques to provide security to ensure 

the obfuscation cannot be easily reversed. For each of multiple of the records, the 

procedure 200 generates (230) an obfuscated value to replace an original value in a given 

field of the record using the key value such that the obfuscated value depends on the key 

25 value and is deterministically related to the original value. If stored profile information is 

used, the obfuscated value occurs in a collection of obfuscated data at a frequency 

determined based on the stored profile information. The procedure 200 includes storing 

(240) the collection of obfuscated data including records that include obfuscated values in 

a data storage system.  

30 In some implementations, the data obfuscation procedure 200 is repeated each 

time a new data source is available, or new records are received into an existing source.  
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The procedure can be invoked by a user, or automatically invoked at repeated intervals or 

in response to certain events.  

In some approaches to obfuscation, the ability to obfuscate the actual production 

data may be enough; while in other approaches it may also be useful to have the ability to 

5 reverse the obfuscation process and match the obfuscated values back to the actual 

values. In some approaches, such as in the procedure 200 described above, it is useful to 

be able to ensure that the obfuscation process cannot be reversed to obtain the actual 

values, for example, using a stored secret key and cryptography techniques, as described 

in more detail below.  

10 Consistent assignment of obfuscated values over time may be useful in some 

cases. For example, transaction data that includes records corresponding to different 

transactions each associated with a specific customer may need to match customer IDs 

obfuscated previously, such that all transactions with a given actual customer ID are 

assigned the same obfuscated customer ID. As another example, customers in a database 

15 from the same household may share the same address. It may be desirable to ensure that 

obfuscated data records for those customers have the same obfuscated address. If the 

obfuscated data needs to be read and understood by humans, it may be desirable to 

replace the actual value with a value selected from a predetermined set of recognizable 

values, rather than simply replacing those values with arbitrarily generated values. There 

20 are a variety of ways to ensure consistent assignment between a given value and a 

corresponding obfuscated value.  

In one approach, the first time a given value is encountered, an obfuscated value 

is randomly chosen from a predetermined set and mapped to that given value. Both 

values are then stored in association with each other in a mapping data structure, for 

25 example. For all subsequent occurrences of a given value previously stored in the 

mapping data structure, the same corresponding obfuscated value is retrieved from the 

data structure.  

In another approach, such as in the procedure 200 described above, a key is used 

to provide a deterministic mapping that appears random, without requiring a previously 

30 mapped actual and obfuscated values to be stored in a mapping data structure. Thus, this 

key-based approach can save storage space in some cases. For example, a key and a 
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cryptographically strong hash function can be used to retrieve an obfuscated value from a 

predetermined set (e.g., a lookup table). Alternatively, a key and a pseudorandom

permutation algorithm can be used to compute an obfuscated value. In both cases, 

described in more detail below, the use of a key ensures that a given actual value always 

5 corresponds to the same obfuscated value, while making the correspondence appear 

random.  

FIG. 3 illustrates an example of a deterministic mapping 300 between a domain 

310 of original values from an input dataset and a domain 320 of obfuscated values that 

are to replace those original values. A key k is stored in a key storage 330 and is 

10 consistently used for mapping all of the original values to respective obfuscated values in 

a given session of obfuscation in which referential integrity is to be preserved. A different 

key can be used in a different session of obfuscation that does not need to preserve 

referential integrity with the previous session.  

An original value vi from the domain 310 and the key k are combined using a 

15 combination function 340 to yield selection value x from a selection domain 350. Any 

deterministic technique for combining the value vi and the key k can be used, such as a 

mathematical function or expression that takes the value vi and the key k as inputs. The 

combination function 340 is deterministic, such that the same values of vi and k always 

yield the same value of x.  

20 The selection value x is then mapped to an obfuscated value v2 from the domain 

320 using a mapping function 360 (e.g., a deterministic mapping using a lookup table).  

The mapping function 360 is also deterministic, such that a given value of x always 

yields the same obfuscated value v2 . The domain 320 of obfuscated values may include 

some of the same values as the domain 310 of original values, but may also be not 

25 completely overlapping such that some of the values in the domain 310 are not included 

as possible obfuscated values in the domain 320 and some of the values in the domain 

320 are not included in the domain 310. For example, it may be desirable for many of the 

original values to be possible obfuscated values (e.g. cities or states in address fields, or 

common names in name fields), but some specific sensitive information may be filtered 

30 out of the as possible obfuscated values (e.g., credit card numbers, social security 

numbers, or phone numbers). In some cases, it may be desirable to have obfuscated social 
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security numbers that are valid (e.g., to support validity tests on the obfuscated data), and 

in some cases it may be desirable to have obfuscated social security numbers that are not 

valid (e.g., to ensure that the obfuscated data will not reveal anyone's personal 

information).  

5 Either or both of the combination function 340 and the mapping function 360 can 

include cryptographic techniques to make it difficult to reverse the obfuscation process 

and recover an original value vi from a corresponding obfuscated value v2. For the 

cryptographic hash function and the keyed pseudorandom permutation techniques 

described below, the combination function 340 incorporates the cryptographic techniques 

10 to yield a selection value x that is then used as an index into a table to select an 

obfuscated value v2. However, in other implementations, the combination function 340 

can be a non-cryptographic technique (e.g., a simple concatenation) to yield a selection 

value x, which is then used as an input to a cryptographic function such as a hash 

function to provide the obfuscated value v2 or an index used to look up the obfuscated 

15 value v2. Other deterministic mappings may produce an obfuscated value v2 from a given 

original value vi directly without necessarily computing an intermediate selection value 

x.  

In some implementations, the approach to obfuscating a particular value may 

depend on characteristics of that value. For example, data values appearing in a given 

20 field of an input dataset to be obfuscated may be categorized as having a "limited" or 

"unlimited" domain of values, and as having an "even" or "uneven" distribution of 

values. For key-based obfuscation, these characteristics can be used to determine 

whether obfuscated values are retrieved from a lookup table or computed by 

pseudorandom permutation. Even if a key is not used, these characteristics can also be 

25 used to determine whether the frequencies of specific values in the obfuscated data are 

made to reflect their frequencies in the actual production data.  

For "limited-domain data," the number of possible values that could appear in a 

given field is limited to a finite number of values within a predetermined set of valid 

values (e.g., a number or string of a fixed length). During obfuscation of limited-domain 

30 data, validity checks can be used to determine whether an obfuscated value is within the 

predetermined set of valid values. "Unlimited-domain data" does not necessarily have a 
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predetermined set of possible values (e.g., a value of arbitrary length). Examples of fields 

with limited-domain data include social security number (SSN), credit-card number 

(CCN), customer ID (Custid), U.S. phone number, and U.S. Zip code. Examples of fields 

with unlimited-domain data include first name, last name, and street address.  

5 For "even-distribution data," different data values are assumed to be 

approximately equally likely, and are typically expected to be unique for each person 

represented in a database. For "uneven-distribution data," it is likely that different values 

will occur in a dataset with different frequencies, and may repeat in records of different 

people represented in a database. During obfuscation of uneven-distribution data, a 

10 "frequency lookup" function can be used to ensure that the frequencies of specific values 

in the obfuscated data match their frequencies in the actual production data, as described 

in more detail below. For the fields listed above, social security number, credit-card 

number, customer ID, and U.S. phone number are examples of fields with even

distribution data, which are expected to be unique to a given customer; and first name, 

15 last name, and U.S. Zip code are examples of fields with uneven-distribution data, which 

may repeat for different customers.  

For unlimited-domain data, or for some uneven-distribution data, validity 

checking may not be possible or may not be able to be efficiently performed. In such 

cases, if plausible values cannot be computed, lookup tables can be used. For example, 

20 lookup tables of plausible names and addresses can be stored for obfuscating these fields.  

For uneven-distribution data, frequency lookup functions can be used to ensure that the 

obfuscated values are realistically distributed, or for even-distribution but unlimited

domain data the obfuscation process can ensure that the values are selected from the 

lookup table evenly.  

25 Key-based obfuscation uses cryptographic techniques to construct functions 

whose results appear random but are in fact repeatable and predictable. A key is selected 

for obfuscating a given set of actual data. If the obfuscated data is ever compromised, the 

actual values cannot be recovered from the obfuscated data without the key, so the key 

should be kept private and stored in a secure manner. A given key can be stored for use in 

30 multiple executions of the obfuscation process to ensure that for any occurrences of a 

given actual value over multiple executions, the same obfuscated value is generated. A 
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key-based obfuscation process can be executed in parallel on multiple datasets or 

multiple portions of a single dataset because key-based obfuscation does not necessarily 

require maintaining a mapping data structure of actual-to-obfuscated values used in the 

past. For example, the records in a dataset can be partitioned (e.g., based on a given field 

5 such as customer ID) into multiple sets of records, and the generation and replacement of 

obfuscated values can be performed in parallel on different sets of records using different 

computing resources (e.g., different processors or different computers). The specific 

technique for performing key-based obfuscation for a given field depends on the 

characteristics of the data values of that field: 

10 . For data with limited domain and even distribution, values are computed 

using a key and a pseudorandom-permutation algorithm. The same key is 

stored for use in multiple executions. Validity of the obfuscated values can 

be ensured using one or more validity functions.  

. For unlimited-domain data or uneven-distribution data, values are 

15 retrieved from a lookup table using a key and a cryptographic hash 

function. The same key and lookup tables are stored for use in multiple 

executions. Validity of the obfuscated values can be ensured by ensuring 

that the values in the lookup table are valid.  

20 Referring to FIG. 4, an exemplary dataflow graph 400 performs an obfuscation 

process on a Customers dataset 402 provided as input. Records in the dataset 402 are read 

and provided to the components in the graph as a flow of records. By using a dataflow 

graph, to perform the obfuscation, the system 100 is able to combine the data obfuscation 

process with any of a variety of additional dataflow processing and is able to use parallel 

25 processing techniques for executing any of the components of the graph. The graph 400 

includes a series of "Reformat" components that each reformats a given record received 

at its input port by replacing an actual value in a given field of the record with an 

obfuscated value and outputs the reformatted record at its output port. There is one 

Reformat component for each of multiple fields in the Customers dataset 402 that are to 

30 be obfuscated (e.g., all of the fields in the records, or a selected subset of the fields in the 

records). In this example, there are six fields that are to be obfuscated: Last Name, First 
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Name, Address, SSN, CCN, and Custid. Component 404 handles obfuscation of the Last 

Name field, component 406 handles obfuscation of the Address field, component 408 

handles obfuscation of the Address field, component 410 handles obfuscation of the SSN 

field, component 412 handles obfuscation of the CCN field, and component 414 handles 

5 obfuscation of the Custid field. The flow of obfuscated records output from the 

component 414 is stored as output of the graph 400 in an Obfuscated Customer dataset 

416. The graph 400 is also associated with datasets 418 storing information 

characterizing certain properties of the input dataset 402, as described in more detail 

below. All of the Reformat components are able to use a common key value, which is 

10 stored as a parameter for the graph 400. The security of the obfuscated dataset 416 

depends on keeping the key parameter secure. The key can be sufficiently long (e.g., a 12 

or 60 digit number, or longer) to enhance the security.  

Before or at the same time as the first record from the dataset 402 is processed in 

a component, the component determines whether to use a non-keyed technique, a keyed 

15 table lookup technique, or a keyed pseudorandom permutation technique for determining 

an obfuscated value for the field that is being handled by that component. If the field has 

values that do not need to be assigned consistently between different records associated 

with a given customer (e.g., a transaction amount) and that are not particularly sensitive, 

values in that field of the records can be obfuscated using a technique that does not rely 

20 on the stored key value. For example, the component can use a random value generation 

function. If the field has values that should be assigned consistently between different 

records associated with a given customer, and/or that should match a particular 

distribution, domain, or validity test, then the stored key can be used to perform either the 

keyed table lookup technique or the keyed pseudorandom permutation technique.  

25 If the field has values that are unlimited-domain or uneven-distribution, the 

component uses the keyed table lookup technique, which is based on cryptographic 

hashing. A cryptographic hash function uses the stored key value to compute an index 

value, and that index value is used to lookup a value from a table of possible obfuscated 

values. Because cryptographic hashes yield values that appear random, the index (and 

30 therefore the obfuscated value) appears to be randomly chosen. However, the index is 

actually predictable and repeatable if the key value is known. If the field values have 
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uneven distribution, the component uses a "frequency lookup" operation that uses 

frequency profile information for that field from one of the datasets 418.  

For example, for fields such as First Name, Last Name, Address, and U.S. Zip 

code, the datasets 418 include a "Frequency" dataset and a "Frequency Max" dataset for 

5 each of these fields. The Frequency Max datasets include a total count of all values 

occurring in a given field of the actual data, and allow the frequency lookup operation to 

look up the total count for a given field. Thus, each Frequency Max dataset includes a 

signal total count value. Each Frequency dataset includes a lookup table indexed by non

overlapping ranges, and allow the frequency lookup operation to look up a given field 

10 value for a given index value using an "interval lookup" function. As different index 

values are selected the field values are selected at the appropriate frequency based on 

their frequencies of occurrence in the actual data.  

For example, FIG. 5 shows an example of a lookup table for a Frequency dataset 

for the First Name field. The name "Norton" is selected for an index value in the range of 

15 0-2, the name "Lee" is selected for an index value in the range of 3-10, and the name 

"Butler" is selected for an index value of 11. The size of the range is proportional to the 

frequency at which the corresponding value appears in the actual data according to the 

statistics of the profile information. Thus, if the index values occur with equal 

probability, each of the Name values will occur at the same frequency in which it appears 

20 in the actual data.  

If the field has values that are limited-domain and even-distribution, the 

component uses the keyed pseudorandom permutation technique, which is based on 

pseudorandom number generation (e.g., a Luby-Rackoff pseudorandom permutation 

generator). In some implementations, for any given key and for an input value in the 

25 range 1, ... , N (e.g., a range of numbers corresponding to a limited domain for the 

original values such as social security numbers or credit card numbers), a permutation 

generator function f(k, n) is used to produce an obfuscated value that is related to an 

actual value in a way that appears random. For example, different values of n produce 

different values of f(k, n), where f(k, n) is an integer between 1 and N. The relationship 

30 between n and f(k, n) is deterministic, but appears random (e.g., consecutive values of n 

yield values of f(k,n) that appear randomly distributed). The value k is a key value that 
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provides different sequences of n vs. f(k,n) for different values of k. For a given value of 

the key k, the resulting sequence of values of f(k, n) for consecutive values of n is 

determined; however, the sequence of values of f(k,n) for consecutive values of n for one 

value of k cannot be predicted just from the sequence of values of f(k,n) for consecutive 

5 values of n for another value of k.  

The table shown in FIG. 6 illustrates an example in which the permutation 

generator can "shuffle" the possible values of f(k,n) between 1 and 20 for sequential 

values of n between 1 and 20 and a single key value k. One shuffled value of f(k,n) is 

mapped to each input value of n in this example. Because the combination of input value 

10 and key for each row is unique, no two shuffled values are the same. Since obfuscated 

values are selected according the shuffled values f(k,n), no two obfuscated values are the 

same either. The example given in FIG. 6 shows 20 shuffled values for simplicity, but 

much larger sequences can be generated.  

The following examples describe implementations of each of the Reformat 

15 components in the dataflow graph of FIG 4.  

The component 404 that obfuscates values of the Last Name field can use a 

keyedpick function to create a seemingly random index into an interval lookup table of 

last names. To ensure that different customers get different obfuscated last names even if 

their actual last names are the same, the Custid field can be used in computing the key 

20 value passed to keyedpick. Doing this in combination with using an interval lookup can 

preserve the distribution statistics of the last names. In this example, family members 

with the same last names in the actual data may be assigned different last names in the 

obfuscated data.  

The component 406 that obfuscates values of the First Name field can be 

25 implemented in a similar manner as component 404. The keyed-pick function is able to 

distinguish between male and female names if a field identifying customers as male or 

female is present in the actual data. Alternatively, the function can make a "good guess," 

for instance, by using additional lookup tables.  

The component 408 that obfuscates values of the Address field uses the 

30 keyed pick function to create seemingly random indexes into two interval lookup tables: 

one containing zip codes, cities, and states; and one containing house numbers and street 
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names. The indexes may be predictable if the key is known. To make it more difficult to 

derive sensitive information, the component can choose the zip code and the street names 

independently, and may construct addresses that don't exist, such as 1600 Pennsylvania 

Avenue, Lexington, MA 02421. Alternatively, for applications in which addresses are to 

5 be validated, the component can be configured to choose the street names and zip code 

together. To ensure that house numbers are not unrealistically high for a given street, the 

component can set a limit on the possible values selected.  

The component 410 that obfuscates values of the SSN field uses a pseudorandom 

permutation technique to choose pseudorandom 9-digit numbers until it finds one that 

10 corresponds to a valid SSN. The component 410 is also able to ensure that each 

obfuscated value is unique using a technique illustrated in FIG. 7. For simplicity, we 

assume that even numbers in FIG. 7 represent valid SSNs, while the odd numbers are 9

digit numbers that are not valid SSNs. As described above, the pseudorandom 

permutation technique can use a permutation generator function to "shuffle" the possible 

15 values for a given field. The first two columns of the table in FIG. 7 illustrate this 

shuffling, showing how the SSNs might be shuffled. The third column shows results of 

calling a function that verifies SSNs as many times as necessary to ensure that valid 

SSNs are output.  

The arrows in the table show the sequence of steps: 

20 a. For each input SSN (represented in Column 1), an encodessn function assigns 

a shuffled value in the same row of Column 2.  

b. If the number chosen in Column 2 is even (valid), it may be written to a 

validated output variable (represented in Column 3) as the obfuscated value. If the 

number chosen in Column 2 is odd (invalid), the function goes back to Column 1, finds 

25 the chosen number there, and checks whether the value in that row of Column 2 is valid.  

c. This procedure is repeated until a valid number is found. Because each number 

in Column 2 can be reached by only one number in Column 1 (that is, the mapping from 

Column 1 to Column 2 is one-to-one), each validated obfuscated value in Column 3 is 

unique. For example, for input fields containing 2 and 4, respectively, the component 

30 410 would traverse the sequences shown at the top of the table in FIG. 7 to find valid 

output values. The first sequence is shown using arrows in the table of FIG. 7.  
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The component 412 that obfuscates values of the CCN field is based on validity 

criteria that the CCN is a 16-digit number and it starts with 4, although any other digit or 

sequence of digits could be used. The first 6 digits may be sufficient to determine the 

issuer. The last digit is a control number (e.g., computed using a Luhn algorithm) to 

5 check for errors in the digits preceding it. The component 412 uses the pseudorandom 

permutation technique to choose pseudorandom 15-digit numbers until it finds one that is 

valid, and then computes a control digit. The component 414 provides a validity check 

function to verify that a number is a valid CCN by checking the length and the control 

digit.  

10 The component 414 that obfuscates values of the Custid field is based on the 

assumption that a Custid is a 10-digit number between 1000000000 and 9999999999. As 

with SSNs and CCNs, this component can define an encode function that uses the 

pseudorandom permutation technique to choose pseudorandom numbers. The obfuscation 

may differ from the approach used for SSNs and CCNs in that the validity checking may 

15 not be necessary.  

After obfuscating data, to the data obfuscation module 112 is able to test the 

effectiveness of the obfuscation. In some implementations, the module 112 verifies that 

no actual data is present among the obfuscated values by performing a join operation 

using a key that may be a compound key composed of multiple field values (e.g., the 

20 value of the First Name field combined with the value of the Last Name field). By 

comparing the values in fields of the obfuscated records with values of corresponding 

fields in the actual records, the module 112 can verify that for any given first and last 

name, the obfuscated data contains a different value than the actual data.  

The obfuscation techniques described above can be implemented using software 

25 for execution on a computer. For instance, the software forms procedures in one or more 

computer programs that execute on one or more programmed or programmable computer 

systems (which may be of various architectures such as distributed, client/server, or grid) 

each including at least one processor, at least one data storage system (including volatile 

and non-volatile memory and/or storage elements), at least one input device or port, and 

30 at least one output device or port. The software may form one or more modules of a 

larger program, for example, that provides other services related to the design and 
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configuration of computation graphs. The nodes and elements of the graph can be 

implemented as data structures stored in a computer readable medium or other organized 

data conforming to a data model stored in a data repository.  

The software may be provided on a storage medium, such as a CD-ROM, readable 

by a general or special purpose programmable computer or delivered (encoded in a 

propagated signal) over a communication medium of a network to the computer where it is 

executed. All of the functions may be performed on a special purpose computer, or using 

special-purpose hardware, such as coprocessors. The software may be implemented in a 

distributed manner in which different parts of the computation specified by the software are 

performed by different computers. Each such computer program is preferably stored on or 

downloaded to a storage media or device (e.g., solid state memory or media, or magnetic or 

optical media) readable by a general or special purpose programmable computer, for 

configuring and operating the computer when the storage media or device is read by the 

computer system to perform the procedures described herein. The inventive system may 

also be considered to be implemented as a computer-readable storage medium, configured 

with a computer program, where the storage medium so configured causes a computer 

system to operate in a specific and predefined manner to perform the functions described 

herein.  

A number of embodiments of the invention have been described. Nevertheless, it 

will be understood that various modifications may be made without departing from the 

spirit and scope of the invention. For example, some of the steps described above may be 

order independent, and thus can be performed in an order different from that described.  

Throughout this specification and the claims which follow, unless the context 

requires otherwise, the word "comprise", and variations such as "comprises" and 

"comprising", will be understood to imply the inclusion of a stated integer or step or group 

of integers or steps but not the exclusion of any other integer or step or group of integers or 

steps.  

The reference to any prior art in this specification is not, and should not be taken as, 

an acknowledgement or any form of suggestion that the prior art forms part of the common 

general knowledge in Australia.  

It is to be understood that the foregoing description is intended to illustrate and not to 

limit the scope of the invention, which is defined by the scope of the appended claims. For 

example, a number of the function steps described above may be performed in a different 
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order without substantially affecting overall processing. Other embodiments are within the 

scope of the following claims.  
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WHAT IS CLAIMED IS: 

1. A computer implemented method for obfuscating data, the method 

including: 

reading values occurring in one or more fields of multiple records from a data 

source; 

storing a key value; 

for each of multiple of the records, generating an obfuscated value and replacing an 

original value in a given field of the record using the same key value, 

including configuring the obfuscated values of the multiple records to 

depend on the same key value and be deterministically related to the 

respective original values, in which for different records having the same 

original values, the same original values are replaced by the same obfuscated 

values, enabling consistent use of obfuscated values for the given field for 

records that use the same key value; storing the collection of obfuscated data 

including records that include obfuscated values in a data storage system; 

providing the collection of obfuscated data to an application program that is 

designed to process records from the data source; and 

testing the application program using the collection of obfuscated data.  

2. The method of claim 1, further including storing profile information 

including statistics characterizing values of at least one of the fields.  

3. The method of claim 2, wherein the obfuscated value is generated using the 

key value and the stored profile information for the given field.  

4. The method of claim 3, wherein the obfuscated value occurs in the given 

field of the collection of obfuscated data at a frequency determined based on statistics in the 

stored profile information characterizing values of the given field.  

5. The method of claim 4, wherein the obfuscated value is generated by using 
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the original value and the key as inputs to a function that generates an index value and 

using the index value to look up the obfuscated value in a predetermined set of obfuscated 

values.  

6. The method of claim 5, wherein the predetermined set of obfuscated values 

is stored as a lookup table in which each obfuscated value corresponds to one or more index 

values.  

7. The method of claim 5, wherein multiple index values within a range 

correspond to the same obfuscated value in the predetermined set of obfuscated values.  

8. The method of claim 7, wherein the size of the range is based on the 

statistics in the stored profile information characterizing values of the given field.  

9. The method of claim 1, wherein generating an obfuscated value to replace an 

original value in a given field of the record using the key value includes combining the 

original value and the key using a deterministic function to yield a selection value used to 

select the obfuscated value.  

10. The method of claim 9, wherein the selection value is mapped to the 

obfuscated value using a deterministic mapping.  

11. The method of claim 9, wherein a domain of values from which the 

obfuscated value is selected includes multiple of the original values in the given field of the 

records from the data source.  

12. The method of claim 11, wherein one or more of the original values are not 

included in the domain of values.  

13. The method of claim 12, wherein one or more of the values in the domain of 

values are not included in the original values.  
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14. The method of claim 9, wherein the deterministic function cryptographically 

prevents recovery of the original value from the obfuscated value using the key.  

15. The method of claim 9, wherein the deterministic function provides different 

sequences of selection values versus consecutive original values for different values of the 

key.  

16. The method of claim 15, wherein a first sequence of selection values for 

consecutive original values for a first value of the key is not predictable from a second 

sequence of selection values for consecutive original values for a second value of the key.  

17. The method of claim 9, wherein generating the obfuscated value to replace 

the original value in the given field of the record using the key value includes determining 

whether the selection value corresponds to a valid obfuscated value, and if not repeatedly 

combining the selection value and the key using the deterministic function to yield an 

additional selection value until the additional selection value corresponds to a valid 

obfuscated value.  

18. The method of claim 17, wherein a valid obfuscated value consists of a 

predetermined number of digits.  

19. The method of claim 1, further including partitioning the records from the 

data source into multiple sets of records and replacing the original values in the given field 

with the generated obfuscated values in records of different sets of records in parallel using 

different computing resources.  

20. The method of claim 1, wherein at least a first record that includes an 

obfuscated value in the collection of obfuscated data includes at least one original value 

that was not replaced with an obfuscated value.  

21. The method of claim 1, further including determining whether an original 

value in the first record is to be replaced with an obfuscated value using the key value based 
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on whether the original value is to be replaced with the same obfuscated value consistently 

for multiple records in which the original value occurs.  

22. A system for obfuscating data, the system including: 

a data source providing records having values in one or more fields; 

a data storage system; and 

one or more processors coupled to the data storage system providing an execution 

environment to: 

read values occurring in one or more fields of multiple records from the data 

source; 

store a key value; 

for each of multiple of the records, generate an obfuscated value and replace 

an original value in a given field of the record using the same key 

value, including configuring the obfuscated values of the multiple 

records to depend on the same key value and be deterministically 

related to the respective original values, in which for different 

records having the same original values, the same original values are 

replaced by the same obfuscated values, enabling consistent use of 

obfuscated values for the given field for records that use the same 

key value; 

store the collection of obfuscated data including records that include 

obfuscated values in the data storage system; 

providing the collection of obfuscated data to an application program that is 

designed to process records from the data source; and 

testing the application program using the collection of obfuscated data.  

23. A system for obfuscating data, the system including: 

a data source providing records having values in one or more fields; 

a data storage system; and 

means for reading values occurring in one or more fields of multiple records from 
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the data source; 

means for generating, for each of multiple of the records, an obfuscated value and 

replacing an original value in a given field of the record using the same key 

value, including configuring the obfuscated values of the multiple records to 

depend on the same key value and be deterministically related to the 

respective original values, in which for different records having the same 

original values, the same original values are replaced by the same obfuscated 

values, enabling consistent use of obfuscated values for the given field for 

records that use the same key value; 

means for storing the collection of obfuscated data including records that include 

obfuscated values in the data storage system; 

providing the collection of obfuscated data to an application program that is 

designed to process records from the data source; and 

testing the application program using the collection of obfuscated data.  

24. A computer-readable medium storing a computer program for obfuscating 

data, the computer program including instructions, when executed by a computer, causes 

the computer to: 

read values occurring in one or more fields of multiple records from a data source; 

store a key value; 

for each of multiple of the records, generate an obfuscated value and replace an 

original value in a given field of the record using the same key value, 

including configuring the obfuscated values of the multiple records to 

depend on the same key value and be deterministically related to the 

respective original values, in which for different records having the same 

original values, the same original values are replaced by the same obfuscated 

values, enabling consistent use of obfuscated values for the given field for 

records that use the same key value; 

store the collection of obfuscated data including records that include obfuscated 

values in a data storage system; 
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providing the collection of obfuscated data to an application program that is 

designed to process records from the data source; and 

testing the application program using the collection of obfuscated data.  

25. The method of claim 9, wherein the deterministic function always yields the 

same selection value for the same values of the original value and the key value.  

26. The method of claim 1, wherein the stored key value is consistently used for 

replacing all of the original values with respective obfuscated values in a given session of 

obfuscation of multiple sessions of obfuscation for storing different respective collections 

of obfuscated data.  

27. The system of claim 22, wherein the execution environment is configured to 

store profile information including statistics characterizing values of at least one of the 

fields.  

28. The system of claim 27, wherein the obfuscated value is generated using the 

key value and the stored profile information for the given field.  

29. The system of claim 28, wherein the obfuscated value occurs in the given 

field of the collection of obfuscated data at a frequency determined based on statistics in the 

stored profile information characterizing values of the given field.  

30. The system of claim 29, wherein the obfuscated value is generated by using 

the original value and the key as inputs to a function that generates an index value and 

using the index value to look up the obfuscated value in a predetermined set of obfuscated 

values.  

31. The system of claim 30, wherein the predetermined set of obfuscated values 

is stored as a lookup table in which each obfuscated value corresponds to one or more index 

values.  
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32. The system of claim 31, wherein multiple index values within a range 

correspond to the same obfuscated value in the predetermined set of obfuscated values.  

33. The system of claim 32, wherein the size of the range is based on the 

statistics in the stored profile information characterizing values of the given field.  

34. The system of claim 27, wherein to generate an obfuscated value to replace 

an original value in a given field of the record using the key value includes combining the 

original value and the key using a deterministic function to yield a selection value used to 

select the obfuscated value.  

35. The system of claim 34, wherein the selection value is mapped to the 

obfuscated value using a deterministic mapping.  

36. The system of claim 34, wherein a domain of values from which the 

obfuscated value is selected includes multiple of the original values in the given field of the 

records from the data source.  

37. The system of claim 36, wherein one or more of the original values are not 

included in the domain of values.  

38. The system of claim 37, wherein one or more of the values in the domain of 

values are not included in the original values.  

39. The system of claim 34, wherein the deterministic function 

cryptographically prevents recovery of the original value from the obfuscated value using 

the key.  

40. The system of claim 34, wherein the deterministic function provides 

different sequences of selection values versus consecutive original values for different 

values of the key.  
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41. The system of claim 40, wherein a first sequence of selection values for 

consecutive original values for a first value of the key is not predictable from a second 

sequence of selection values for consecutive original values for a second value of the key.  

42. The system of claim 34, wherein to generate the obfuscated value to replace 

the original value in the given field of the record using the key value includes determining 

whether the selection value corresponds to a valid obfuscated value, and if not repeatedly 

combining the selection value and the key using the deterministic function to yield an 

additional selection value until the additional selection value corresponds to a valid 

obfuscated value.  

43. The system of claim 42, wherein a valid obfuscated value consists of a 

predetermined number of digits.  

44. The system of claim 22, wherein the execution environment is configured to 

partition the records from the data source into multiple sets of records and replace the 

original values in the given field with the generated obfuscated values in records of 

different sets of records in parallel using different computing resources.  

45. The system of claim 22, wherein at least a first record that includes an 

obfuscated value in the collection of obfuscated data includes at least one original value 

that was not replaced with an obfuscated value.  

46. The system of claim 22, wherein the execution environment is configured to 

determine whether an original value in the first record is to be replaced with an obfuscated 

value using the key value based on whether the original value is to be replaced with the 

same obfuscated value consistently for multiple records in which the original value occurs.  

47. The system of claim 34, wherein the deterministic function always yields the 

same selection value for the same values of the original value and the key value.  

48. The system of claim 22, wherein the stored key value is consistently used for 
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replacing all of the original values with respective obfuscated values in a given session of 

obfuscation of multiple sessions of obfuscation for storing different respective collections 

of obfuscated data.  

49. The system of claim 23, further including means for storing profile 

information including statistics characterizing values of at least one of the fields.  

50. The system of claim 49, wherein the obfuscated value is generated using the 

key value and the stored profile information for the given field.  

51. The system of claim 50, wherein the obfuscated value occurs in the given 

field of the collection of obfuscated data at a frequency determined based on statistics in the 

stored profile information characterizing values of the given field.  

52. The system of claim 51, wherein the obfuscated value is generated by using 

the original value and the key as inputs to a function that generates an index value and 

using the index value to look up the obfuscated value in a predetermined set of obfuscated 

values.  

53. The system of claim 52, wherein the predetermined set of obfuscated values 

is stored as a lookup table in which each obfuscated value corresponds to one or more index 

values.  

54. The system of claim 52, wherein multiple index values within a range 

correspond to the same obfuscated value in the predetermined set of obfuscated values.  

55. The system of claim 54, wherein the size of the range is based on the 

statistics in the stored profile information characterizing values of the given field.  

56. The system of claim 34, wherein to generate an obfuscated value to replace 

an original value in a given field of the record using the key value includes combining the 

original value and the key using a deterministic function to yield a selection value used to 
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select the obfuscated value.  

57. The system of claim 56, wherein the selection value is mapped to the 

obfuscated value using a deterministic mapping.  

58. The system of claim 56, wherein a domain of values from which the 

obfuscated value is selected includes multiple of the original values in the given field of the 

records from the data source.  

59. The system of claim 58, wherein one or more of the original values are not 

included in the domain of values.  

60. The system of claim 59, wherein one or more of the values in the domain of 

values are not included in the original values.  

61. The system of claim 56, wherein the deterministic function 

cryptographically prevents recovery of the original value from the obfuscated value using 

the key.  

62. The system of claim 56, wherein the deterministic function provides 

different sequences of selection values versus consecutive original values for different 

values of the key.  

63. The system of claim 62, wherein a first sequence of selection values for 

consecutive original values for a first value of the key is not predictable from a second 

sequence of selection values for consecutive original values for a second value of the key.  

64. The system of claim 56, wherein to generate the obfuscated value to replace 

the original value in the given field of the record using the key value includes determining 

whether the selection value corresponds to a valid obfuscated value, and if not repeatedly 

combining the selection value and the key using the deterministic function to yield an 

additional selection value until the additional selection value corresponds to a valid 
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obfuscated value.  

65. The system of claim 64, wherein a valid obfuscated value consists of a 

predetermined number of digits.  

66. The system of claim 23, further including means for partitioning the records 

from the data source into multiple sets of records and replace the original values in the 

given field with the generated obfuscated values in records of different sets of records in 

parallel using different computing resources.  

67. The system of claim 23, wherein at least a first record that includes an 

obfuscated value in the collection of obfuscated data includes at least one original value 

that was not replaced with an obfuscated value.  

68. The system of claim 23, further including means for determining whether an 

original value in the first record is to be replaced with an obfuscated value using the key 

value based on whether the original value is to be replaced with the same obfuscated value 

consistently for multiple records in which the original value occurs.  

69. The system of claim 56, wherein the deterministic function always yields the 

same selection value for the same values of the original value and the key value.  

70. The system of claim 23, wherein the stored key value is consistently used for 

replacing all of the original values with respective obfuscated values in a given session of 

obfuscation of multiple sessions of obfuscation for storing different respective collections 

of obfuscated data.  

71. The computer-readable medium of claim 24, further including instructions 

for causing the computer to store profile information including statistics characterizing 

values of at least one of the fields.  

72. The computer-readable medium of claim 71, wherein the obfuscated value is 
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generated using the key value and the stored profile information for the given field.  

73. The computer-readable medium of claim 72, wherein the obfuscated value 

occurs in the given field of the collection of obfuscated data at a frequency determined 

based on statistics in the stored profile information characterizing values of the given field.  

74. The computer-readable medium of claim 73, wherein the obfuscated value is 

generated by using the original value and the key as inputs to a function that generates an 

index value and using the index value to look up the obfuscated value in a predetermined 

set of obfuscated values.  

75. The computer-readable medium of claim 74, wherein the predetermined set 

of obfuscated values is stored as a lookup table in which each obfuscated value corresponds 

to one or more index values.  

76. The computer-readable medium of claim 74, wherein multiple index values 

within a range correspond to the same obfuscated value in the predetermined set of 

obfuscated values.  

77. The computer-readable medium of claim 76, wherein the size of the range is 

based on the statistics in the stored profile information characterizing values of the given 

field.  

78. The computer-readable medium of claim 24, wherein generating an 

obfuscated value to replace an original value in a given field of the record using the key 

value includes combining the original value and the key using a deterministic function to 

yield a selection value used to select the obfuscated value.  

79. The computer-readable medium of claim 78, wherein the selection value is 

mapped to the obfuscated value using a deterministic mapping.  

80. The computer-readable medium of claim 78, wherein a domain of values 
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from which the obfuscated value is selected includes multiple of the original values in the 

given field of the records from the data source.  

81. The computer-readable medium of claim 80, wherein one or more of the 

original values are not included in the domain of values.  

82. The computer-readable medium of claim 81, wherein one or more of the 

values in the domain of values are not included in the original values.  

83. The computer-readable medium of claim 78, wherein the deterministic 

function cryptographically prevents recovery of the original value from the obfuscated 

value using the key.  

84. The computer-readable medium of claim 78, wherein the deterministic 

function provides different sequences of selection values versus consecutive original values 

for different values of the key.  

85. The computer-readable medium of claim 84, wherein a first sequence of 

selection values for consecutive original values for a first value of the key is not predictable 

from a second sequence of selection values for consecutive original values for a second 

value of the key.  

86. The computer-readable medium of claim 78, wherein generating the 

obfuscated value to replace the original value in the given field of the record using the key 

value includes determining whether the selection value corresponds to a valid obfuscated 

value, and if not repeatedly combining the selection value and the key using the 

deterministic function to yield an additional selection value until the additional selection 

value corresponds to a valid obfuscated value.  

87. The computer-readable medium of claim 86, wherein a valid obfuscated 

value consists of a predetermined number of digits.  
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88. The computer-readable medium of claim 24, further including instructions 

for causing the computer to partition the records from the data source into multiple sets of 

records and replace the original values in the given field with the generated obfuscated 

values in records of different sets of records in parallel using different computing resources.  

89. The computer-readable medium of claim 24, wherein at least a first record 

that includes an obfuscated value in the collection of obfuscated data includes at least one 

original value that was not replaced with an obfuscated value.  

90. The computer-readable medium of claim 24, further including instructions 

for causing the computer to determine whether an original value in the first record is to be 

replaced with an obfuscated value using the key value based on whether the original value 

is to be replaced with the same obfuscated value consistently for multiple records in which 

the original value occurs.  

91. The computer-readable medium of claim 78, wherein the deterministic 

function always yields the same selection value for the same values of the original value 

and the key value.  

92. The computer-readable medium of claim 24, wherein the stored key value is 

consistently used for replacing all of the original values with respective obfuscated values 

in a given session of obfuscation of multiple sessions of obfuscation for storing different 

respective collections of obfuscated data.  

93. A method for obfuscating data, substantially as herein described.  

94. A system for obfuscating data, substantially as herein described.  

95. A computer-readable medium storing a computer program for obfuscating 

data, substantially as herein described.  
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96. A computer implemented method for obfuscating data, the method 

including: 

reading values occurring in one or more fields of multiple records from a data 

source; 

storing, by one or more data processors, a key value; 

for each of multiple of the records, 

identifying an original value in a given field of the record, 

generating, by one or more data processors, an obfuscated value using the 

same key value, including at least one of (i) using the original value and the same key as 

inputs to a function that generates an index value and using the index value to look up the 

obfuscated value in a predetermined set of obfuscated values, or (ii) combining the original 

value and the same key using a deterministic function to yield a selection value used to 

select the obfuscated value, and 

replacing the original value with the obfuscated value; 

configuring the obfuscated values of the multiple records to depend on the same key 

value and be deterministically related to the respective original values, enabling consistent 

use of obfuscated values for the given field for records that use the same key value; and 

storing, by one or more data processors, the collection of obfuscated data including 

records that include obfuscated values in a data storage system.  

97. The method of claim 96, further including storing profile information 

including statistics characterizing values of at least one of the fields.  

98. The method of claim 97, wherein the obfuscated value is generated using the 

key value and the stored profile information for the given field.  

99. The method of claim 98, wherein the obfuscated value occurs in the given 

field of the collection of obfuscated data at a frequency determined based on statistics in the 

stored profile information characterizing values of the given field.  
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100. The method of claim 96, wherein the obfuscated value is generated by using 

the original value and the key as inputs to the function that generates the index value and 

using the index value to look up the obfuscated value in the predetermined set of obfuscated 

values.  

101. The method of claim 100, wherein the predetermined set of obfuscated 

values is stored as a lookup table in which each obfuscated value corresponds to one or 

more index values.  

102. The method of claim 100, wherein multiple index values within a range 

correspond to the same obfuscated value in the predetermined set of obfuscated values.  

103. The method of claim 102, wherein the size of the range is based on the 

statistics in the stored profile information characterizing values of the given field.  

104. The method of claim 96, wherein generating the obfuscated value to replace 

the original value in the given field of the record using the key value includes combining 

the original value and the key using the deterministic function to yield the selection value 

used to select the obfuscated value.  

105. The method of claim 104, wherein the selection value is mapped to the 

obfuscated value using a deterministic mapping.  

106. The method of claim 104, wherein a domain of values from which the 

obfuscated value is selected includes multiple of the original values in the given field of the 

records from the data source.  

107. The method of claim 106, wherein one or more of the original values are not 

included in the domain of values.  

108. The method of claim 107, wherein one or more of the values in the domain 

of values are not included in the original values.  
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109. The method of claim 104, wherein the deterministic function 

cryptographically prevents recovery of the original value from the obfuscated value using 

the key.  

110. The method of claim 104, wherein the deterministic function provides 

different sequences of selection values versus consecutive original values for different 

values of the key.  

111. The method of claim 110, wherein a first sequence of selection values for 

consecutive original values for a first value of the key is not predictable from a second 

sequence of selection values for consecutive original values for a second value of the key.  

112. The method of claim 104, wherein generating the obfuscated value to 

replace the original value in the given field of the record using the key value includes 

determining whether the selection value corresponds to a valid obfuscated value, and if not 

repeatedly combining the selection value and the key using the deterministic function to 

yield an additional selection value until the additional selection value corresponds to a valid 

obfuscated value.  

113. The method of claim 112, wherein a valid obfuscated value consists of a 

predetermined number of digits.  

114. The method of claim 104, wherein the deterministic function always yields 

the same selection value for the same values of the original value and the key value.  

115. The method of claim 96, further including partitioning the records from the 

data source into multiple sets of records and replacing the original values in the given field 

with the generated obfuscated values in records of different sets of records in parallel using 

different computing resources.  
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116. The method of claim 96, wherein at least a first record that includes an 

obfuscated value in the collection of obfuscated data includes at least one original value 

that was not replaced with an obfuscated value.  

117. The method of claim 96, further including determining whether an original 

value in the first record is to be replaced with an obfuscated value using the key value based 

on whether the original value is to be replaced with the same obfuscated value consistently 

for multiple records in which the original value occurs.  

118. The method of claim 96, wherein the stored key value is consistently used 

for replacing all of the original values with respective obfuscated values in a given session 

of obfuscation of multiple sessions of obfuscation for storing different respective 

collections of obfuscated data.  

119. A system for obfuscating data, the system including: 

a data source providing records having values in one or more fields; 

a data storage system; and 

one or more processors coupled to the data storage system providing an execution 

environment that performs: 

reading values occurring in one or more fields of multiple records from the data 

source; 

storing a key value; 

for each of multiple of the records, 

identifying an original value in a given field of the record, 

generating an obfuscated value using the same key value, including at least one of 

(i) using the original value and the same key as inputs to a function that generates an index 

value and using the index value to look up the obfuscated value in a predetermined set of 

obfuscated values, or (ii) combining the original value and the same key using a 

deterministic function to yield a selection value used to select the obfuscated value, and 

replacing the original value with the obfuscated value; 

configuring the obfuscated values of the multiple records to depend on the same key 

value and be deterministically related to the respective original values, enabling consistent 

use of obfuscated values for the given field for records that use the same key value; and 
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storing the collection of obfuscated data including records that include obfuscated 

values in the data storage system.  

120. The system of claim 119 in which the one or more processors coupled to the 

data storage system provides an execution environment that further performs storing profile 

information including statistics characterizing values of at least one of the fields.  

121. The system of claim 119 in which the obfuscated value is generated using 

the key value and the stored profile information for the given field.  

122. The system of claim 121 in which the obfuscated value occurs in the given 

field of the collection of obfuscated data at a frequency determined based on statistics in the 

stored profile information characterizing values of the given field.  

123. The system of claim 119 in which the obfuscated value is generated by using 

the original value and the key as inputs to the function that generates the index value and 

using the index value to look up the obfuscated value in the predetermined set of obfuscated 

values.  

124. The system of claim 123, wherein the predetermined set of obfuscated 

values is stored as a lookup table in which each obfuscated value corresponds to one or 

more index values.  

125. The system of claim 123, wherein multiple index values within a range 

correspond to the same obfuscated value in the predetermined set of obfuscated values.  

126. A non-transitory computer-readable medium storing a computer program for 

obfuscating data, the computer program including instructions, when executed by a 

computer, causes the computer to perform: 

reading values occurring in one or more fields of multiple records from a data 

source; 

storing a key value; 
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for each of multiple of the records, 

identifying an original value in a given field of the record, 

generating an obfuscated value using the same key value, including at least one of 

(i) using the original value and the same key as inputs to a function that generates an index 

value and using the index value to look up the obfuscated value in a predetermined set of 

obfuscated values, or (ii) combining the original value and the same key using a 

deterministic function to yield a selection value used to select the obfuscated value, and 

replacing the original value with the obfuscated value; 

configuring the obfuscated values of the multiple records to depend on the same key 

value and be deterministically related to the respective original values, enabling consistent 

use of obfuscated values for the given field for records that use the same key value; and 

storing the collection of obfuscated data including records that include obfuscated 

values in a data storage system.  

127. The computer-readable medium of claim 126 in which the instructions, 

when executed by the computer, further causes the computer to perform storing profile 

information including statistics characterizing values of at least one of the fields.  

128. The computer-readable medium of claim 127, wherein the obfuscated value 

is generated using the key value and the stored profile information for the given field.  

129. The computer-readable medium of claim 128, wherein the obfuscated value 

occurs in the given field of the collection of obfuscated data at a frequency determined 

based on statistics in the stored profile information characterizing values of the given field.  

130. The computer-readable medium of claim 126, wherein the obfuscated value 

is generated by using the original value and the key as inputs to the function that generates 

the index value and using the index value to look up the obfuscated value in the 

predetermined set of obfuscated values.  
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131. The computer-readable medium of claim 130, wherein the predetermined set 

of obfuscated values is stored as a lookup table in which each obfuscated value corresponds 

to one or more index values.  

132. The computer-readable medium of claim 130, wherein multiple index values 

within a range correspond to the same obfuscated value in the predetermined set of 

obfuscated values.  

133. The computer-readable medium of claim 132, wherein the size of the range 

is based on the statistics in the stored profile information characterizing values of the given 

field.  

134. The computer-readable medium of claim 126, wherein generating the 

obfuscated value to replace the original value in the given field of the record using the key 

value includes combining the original value and the key using the deterministic function to 

yield the selection value used to select the obfuscated value.  

135. The computer-readable medium of claim 134, wherein the selection value is 

mapped to the obfuscated value using a deterministic mapping.  

136. The computer-readable medium of claim 134, wherein a domain of values 

from which the obfuscated value is selected includes multiple of the original values in the 

given field of the records from the data source.  

137. The computer-readable medium of claim 136, wherein one or more of the 

original values are not included in the domain of values.  

138. The computer-readable medium of claim 137, wherein one or more of the 

values in the domain of values are not included in the original values.  
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139. The computer-readable medium of claim 134, wherein the deterministic 

function cryptographically prevents recovery of the original value from the obfuscated 

value using the key.  

140. The computer-readable medium of claim 134, wherein the deterministic 

function provides different sequences of selection values versus consecutive original values 

for different values of the key.  

141. The computer-readable medium of claim 140, wherein a first sequence of 

selection values for consecutive original values for a first value of the key is not predictable 

from a second sequence of selection values for consecutive original values for a second 

value of the key.  

142. The computer-readable medium of claim 134, wherein generating the 

obfuscated value to replace the original value in the given field of the record using the key 

value includes determining whether the selection value corresponds to a valid obfuscated 

value, and if not repeatedly combining the selection value and the key using the 

deterministic function to yield an additional selection value until the additional selection 

value corresponds to a valid obfuscated value.  

143. The computer-readable medium of claim 142, wherein a valid obfuscated 

value consists of a predetermined number of digits.  

144. The computer-readable medium of claim 126 in which the instructions, 

when executed by the computer, further causes the computer to perform partitioning the 

records from the data source into multiple sets of records and replacing the original values 

in the given field with the generated obfuscated values in records of different sets of records 

in parallel using different computing resources.  

145. The computer-readable medium of claim 126, wherein at least a first record 

that includes an obfuscated value in the collection of obfuscated data includes at least one 

original value that was not replaced with an obfuscated value.  
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146. The computer-readable medium of claim 126 in which the instructions, 

when executed by the computer, further causes the computer to perform determining 

whether an original value in the first record is to be replaced with an obfuscated value using 

the key value based on whether the original value is to be replaced with the same 

obfuscated value consistently for multiple records in which the original value occurs.  
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