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DATA RELOCATION IN HYBRID MEMORY

Technical Field

[0001] The present disclosure relates generally to semiconductor

memory and methods, and more particularly, to data relocation in hybrid

memory.

Background

[0002] Memory devices are typically provided as internal,

semiconductor, integrated circuits and/or external removable devices in

computers or other electronic devices. There are many different types of

memory including volatile and non-volatile memory. Volatile memory can

require power to maintain its data and can include random-access memory

(RAM), dynamic random access memory (DRAM), and synchronous dynamic-

random access memon' (SDRAM), among others. Non-volatile memory can

provide persistent data by retaining stored data when not powered and can

include NAND flash memon,', NOR flash memory, read only memory (ROM),

and resistance variable memory such as phase change random access memory

(PCRAM), resistive random access memory (REAM), and magnetic random

access memory (MRAM), among others.

[0003] Memory devices can be combined together to form a solid state

drive (SSD), an embedded MultiMediaCard (e.MMC), and/or a universal flash

storage (UFS) device. An SSD, e.MMC, and/or UFS device can include non

volatile memory (e.g., NAND flash memon' and/or NOR flash memory), and/or

can include volatile memory (e.g., DRAM and/or SDRAM), among various

other types of non-volatile and volatile memory. Non-volatile memory may be

used in a wide range of electronic applications such as personal computers,

portable memory sticks, digital cameras, cellular telephones, portable music

players such as MP3 players, movie players, among others.

[0004] Flash memory devices can include memory cells storing data in a

charge storage structure such as a floating gate, for instance. Flash memory

devices typically use a one-transistor memory cell that allows for high memory

densities, high reliability, and low power consumption. Resistance variable

memory devices can include resistive memory cells that can store data based on



the resistance state of a storage element (e.g., a resistive memory element having

a variable resistance).

[0005] Memory cells can be arranged into arrays, and memory cells in an

array architecture can be programmed to a target (e.g., desired) state. For

instance, electric charge can be placed on or removed from the charge storage

structure (e.g., floating gate) of a flash memory ce l to program the cell to a

particular data state. The stored charge on the charge storage structure of the

ceil can indicate a threshold voltage (Vt) of the cell. A state of a flash memory

cell can be determined by sensing the stored charge on the charge storage

structure (e.g., the Vt) of the cell.

[0006] As an additional example, resistive memory cells can be

programmed to store data corresponding to a target data state by varying the

resistance level of the resistive memory element. Resistive memory cells can be

programmed to a target data state (e.g., corresponding to a particular resistance

state) by applying sources of an electrical field or energy, such as positive or

negative electrical pulses (e.g., positive or negative voltage or current pulses) to

the cells (e.g., to the resistive memory element of the ceils) for a particular

duratio A state of a resistive memory cell can be determined by sensing

current through the cell responsive to an applied interrogation voltage. The

sensed current, which varies based on the resistance level of the cell, can

indicate the state of the ceil.

[0007] A single level memory cell (SLC) can be programmed to a

targeted one of two different data states, which can be represented by the binary

units 1 or 0 . Some flash and resistive memory cells can be programmed to a

targeted one of more than two data states (e.g., 1111, 0 111, 00 , 101 1, 1001,

0001, 0101, 110 , 100, 0100, 0000, 1000, 1010, 0010, 0 0, and 10). Such

cel s may be referred to as multi state memory cells, multiunit cells, or

multilevel cells (MLCs). MLCs can provide higher density memories without

increasing the number of memory cel ls since each cell can represent more than

one digit (e.g., more than one bit).



Brief Description of the Drawings

[0008] Figure 1 illustrates a diagram of a portion of a memory array

having a number of physical blocks in accordance with a number of

embodiments of the present disclosure.

[0009] Figure 2 is a block diagram of a computing system including a

host and an apparatus in the form of a memory device in accordance with a

number of embodiments of the present disclosure.

[0010] Figure 3 illustrates a controller on a memory device in accordance

with a number of embodiments of the present disclosure.

[00 ] Figure 4 illustrates an example of an entry in a table stored in

memory and managed by a table manager in accordance with a number of

embodiments of the present disclosure.

[0012] Figure 5 illustrates a conceptual example of a process for

identifying data to relocate in memory in accordance with a number of

embodiments of the present disclosure.

[0013] Figures 6A-6B illustrate a method for operating memory in

accordance with a number of embodiments of the present disclosure.

[0014] Figure 7 illustrates a method for operating memory in accordance

with a number of embodiments of the present disclosure.

Detailed Description

[0015] The present disclosure includes apparatuses, methods, and

systems for data relocation in hybrid memory. A number of embodiments

include a memory, wherein the memory includes a first type of memory and a

second type of memory, and a controller configured to identify a subset of data

stored in the first type of memory to relocate to the second type of memory

based, at least in part, on a frequency at which an address corresponding to the

subset of data stored in the first type of memory has been accessed during

program operations performed on the memory.

[0016] Memory that includes two different types of memory for use as

secondary storage (e.g., in addition to and/or separate from main memory such

as DRAM: or SDRAM), such as the memory descri bed herein, can be referred to

as hybrid memory. One of the two types of memory can have a faster access



time than the other, and redirecting the programming of small amounts of data to

the memoiy with the faster access time can increase the performance (e.g.,

increase the speed, increase the reliability, and/or decrease the power

consumption) of the hybrid memoiy. Further, relocating small amounts of data,

and/or data that is frequently sensed, from the memory with the slower access

time to the memory with the faster access time can increase the performance of

the hybrid memory.

[0017] In order to effectively increase the performance of the hybrid

memory in such a manner, however, it can be beneficial for there to be free

space available in the memoiy with the faster access time to which the data can

be programmed and/or relocated (e.g., if the memory with the faster access time

is full, no additional data may be programmed and/or relocated there).

Embodiments of the present disclosure can effectively identify data being stored

in the memory with the faster access time that can be relocated to the memoiy

with the slower access time, and relocate the identified data to the memoiy with

the slower access time, to ensure t at free space continuously remains available

in the memoiy with the faster access time and sustain the high performance of

the hybrid memory. Further, embodiments of t e present disclosure can

effectively identify data being stored in the memoiy with the slower access time

that can be relocated to the memory with the faster access time, and relocate the

identified data to the memory with the faster access time, to increase the

performance of the hybrid memory. Embodiments of the present disclosure can

execute the identification and relocation of both of these types of data in

synergy, without using data loops which could increase the power consumption

and decrease the performance of the hybrid memory.

[0018] As used herein, "a number of something can refer to one or more

such things. For example, a number of memory cells can refer to o e or more

memoiy cells. Additionally, the designators "R", "B", "S", and ", as used

herein, particularly with respect to reference numerals in the drawings, indicates

that a number of the particular feature so designated can be included with a

number of embodiments of the present disclosure.

[0019] The figures herein follow a numbering convention in which the

first digit or digits correspond to the drawing figure number and the remaining

digits identify an element or component in the drawing. Similar elements or



components between different figures may be identified by the use of similar

digits. For example, 206 may reference element "06" in Figure 2, and a similar

element may be referenced as 306 in Figure 3 .

[0020] Figure 1 illustrates a diagram of a portion of a memory array 101

having a number of physical blocks in accordance with a number of

embodiments of the present disclosure. Memory array 101 can be, for example,

aNAND flash memory array. As an additional example, memory array 101 can

be a storage class memory (SCM) array, such as, for instance, a 3D XPoint

memory array, a ferroelectric RAM (FRAM) array, or a resistance variable

memory array such as a PCRAM, RRAM, or spin torque transfer (STT) array,

among others. Memory array 101 can be part of a hybrid memory, as will be

further described herein (e.g., in connection with Figure 2). Further, although

not shown in Figure 1, memory array 101 can be located on a particular

semiconductor die along with various peripheral circuitry associated with the

operation thereof.

[0021] As shown in Figure 1, memory array 101 has a number of

physical blocks 107-0 (BLOCK 0), 107-1 (BLOCK 1), . . ., 107-B (BLOCK B)

of memory cells. The memory cells can be single level cells and/or multilevel

cells such as, for instance, two level cells, triple level cells (TLCs) or quadruple

level cells (QLCs). As an example, the number of physical blocks in memory

array 101 may be 128 blocks, 512 blocks, or 1,024 blocks, but embodiments are

not limited to a parti cular power of two or to any particular number of physical

blocks in memory array 0 1.

[0022] A number of physical blocks of memory cells (e.g., blocks 107-0,

107-1, . . ., 107-B) can be included in a plane of memory cells, and a number of

planes of memory cells can be included on a die. For instance, in the example

shown in Figure 1, each physical block 107-0, 107-1, ., 107-B can be part of a

single die. That is, the portion of memory array 101 illustrated in Figure 1 can

be a die of memory cells.

[0023] As shown in Figure 1, each physical block 107-0, 107-1, . . ., 107-

B includes a number of physical rows (e.g., 103-0, 103-1, . . ., 103-R) of

memory cells coupled to access lines (e.g., word lines). The number of rows

(e.g., word lines) in each physical block can be 32, but embodiments are not

limited to a particular number of rows 103-0, 103-1, ., 103-R per physical



block. Further, although not shown in Figure 1, the memory cells can be

coupled to sense lines (e.g., data lines and/or digit lines)

[0024] As one of ordinary skill in the art will appreciate, each row 03-0,

103-1, . . ., 103-R can include a number of pages of memory cells (e.g., physical

pages). A physical page refers to a unit of programming and/or sensing (e.g., a

number of memory cells that are programmed and/or sensed together as a

functional group). In the embodiment shown in Figure 1, each row 103-0, 103-

1, . . ., 103-R comprises one physical page of memory cells. However,

embodiments of the present disclosure are not so limited. For instance, in a

number of embodiments, each row can comprise multiple physical pages of

memory cells (e.g., one or more even pages of memory cells coupled to even-

numbered bit lines, and one or more odd pages of memory cells coupled to odd

numbered bit lines). Additionally, for embodiments including multilevel cell s, a

physical page of memory cells can store multiple pages (e.g., logical pages) of

data (e.g., an upper page of data and a lower page of data, with each ceil in a

physical page storing one or more bits towards an upper page of data and one or

more bits towards a lower page of data).

[0025] In a number of embodiments of the present disclosure, and as

shown in Figure 1, a page of memory cells can comprise a number of physical

sectors 105-0, 105-1, . . ., 105-S (e.g., subsets of memory cells). Each physical

sector 05-0, 105-1, . . ., 105-S of ceils can store a number of logical sectors of

data (e.g., data words). Additionally, each logical sector of data can correspond

to a portion of a particular page of data. As an example, a first logical sector of

data stored in a particular physical sector can correspond to a logical sector

corresponding to a first page of data, and a second logical sector of data stored in

the particular physical sector can correspond to a second page of data. Each

physical sector 105-0, 105-1, . . ., 105-S, can store system and/or user data,

and/or can include overhead data, such as error correction code (ECC) data,

logical block address (LBA) data, and recurring error data

[0026] Logical block addressing is a scheme that can be used by a host

for identifying a logical sector of data. For example, each logical sector can

correspond to a unique logical block address (LBA). Additionally, an LBA may

also correspond (e.g., dynamically map) to a physical address. A logical sector



of data can be a number of bytes of data (e.g., 256 bytes, 512 bytes, 1,024 bytes,

or 4,096 bytes). However, embodiments are not limited to these examples.

[0027] It is noted that other configurations for the physical blocks 107-0,

107-1, ., 107-B, rows 103-0, 103-1, . ., 103-R, sectors 105-0, 105-1, . , 105-

S, and pages are possible. For example, rows 103-0, 103-1, . . ., 103-R of

physical blocks 107-0, 107-1, . . ., 107-B can each store data corresponding to a

single logical sector which can include, for example, more or less than 512 bytes

of data.

[0028] Figure 2 is a block diagram of a computing system 200 including

a host 202 and an apparatus in the form of a memory device 206 in accordance

with a number of embodiments of the present disclosure. As used herein, an

"apparatus" can refer to, but is not limited to, any of a variety of structures or

combinations of structures, such as a circuit or circuitry, a die or dice, a module

or modules, a device or devices, or a system or systems, for example. Further, in

a number of embodiments, computing system 200 can include a number of

memory devices analogous to memory device 206.

[0029] In the embodiment illustrated in Figure 2, memory device 206

can include a first type of memory (e.g., a first memory array 210) and a second

type of memory (e.g., a number of second memory arrays 212-1,. . ., 212-N).

The memory device 206 can be a hybrid memory device, where memory device

206 includes the first memory array 210 that is a different type of memory than

the number of second memory arrays 212-1 , . . ., 2 2-N . The first memory array

2 0 can be storage class memory (SCM), which can be a non-volatile memory

that acts as memory for the memory device 206 because it has faster access time

than the second number of memory arrays 212-1, . . ., 212-N For example, the

first memory array 210 can be 3D XPoint memory, FRAM, or resistance

variable memory such as PCRAM, RRAM, or STT, among others. The second

number of memory arrays 212-1, . . ., 212-N can be NAND flash memory,

among other types of memory.

[0030] Memory array 210 and memory arrays 212-1, . . ., 212-N can

each have a number of physical blocks of memory cells, in a manner analogous

to memory array 101 previously described in connection with Figure 1 . Further,

memory array 210 and memory arrays 212-1, . . ., 212-N can include (e.g., store)

a number of subsets of data. Each respective subset of data can include (e.g., be



composed of) system and/or user (e.g., host) data, metadata, and ECC data (e.g.,

parity bits). Such subsets of data can be referred to herein as large managed

units (LMUs), and may include, for example, 4 B of host data.

[0031] Further, memory array 210, and/or memory arrays 212-1, . . .,

212-N, ca include (e.g., store) a table of data that includes a number of entries.

Each respective entry in the table can correspond to a different one of the

number of subsets of data. For instance, each respective entry in the table can

include data indicating whether its respective subset of data is stored in memory

array 210 and/or memory arrays 212-1, . ., 212-N, and data indicating the

location of its respective subset of data in that array(s), as will be further

described herein (e.g., in connection with Figure 4) Each respective table entry

can also include data indicating the frequency at which an address corresponding

to its respective subset of data has been accessed during program operations

performed on memory arrays 210 and 212-1, . . ., 212-N, as will be further

described herein (e.g., in connection with Figure 4). Such entries can be referred

to herein as small managed units (SMIJs), and may include, for example, 64 B of

data. In a number of embodiments, the size of the table entries can be smaller

than the size of the SMIJs In such embodiments, each respective SM J may

include multiple table entries.

[0032] Although the embodiment illustrated in Figure 2 includes one

memory array of the first type of memory, embodiments of the present

disclosure are not so limited. For example, in a number of embodiments,

memory device 206 can include a number of SCM arrays. However, memory

device 206 may include less of the first type of memory than the second type of

memory. For example, memory array 2 0 may store less data than is stored in

memory arrays 212-1, . . ., 212-N.

[0033] As illustrated in Figure 2, host 202 can be coupled to the memory

device 206 via interface 204. Host 202 and memory device 206 can

communicate (e.g., send commands and/or data) on interface 204. Host 202 can

be a laptop computer, personal computers, digital camera, digital recording and

playback device, mobile telephone, PDA, memory card reader, interface hub,

among other host systems, and can include a memory access device (e.g., a

processor). One of ordinary skill in the art will appreciate that a processor" can



intend one or more processors, such as a parallel processing system, a number of

coprocessors, etc.

[0034] Interface 204 can be in the form of a standardized physical

interface. For example, when memory device 206 is used for information

storage in computing system 200, interface 204 can be a serial advanced

technology attachment (SATA) physical interface, a peripheral component

interconnect express (PCIe) physical interface, a universal serial bus (USB)

physical interface, or a small computer system interface (SCSI), among other

physical connectors and/or interfaces. In general, however, interface 204 can

provide an interface for passing control, address, information (e.g., data), and

other signals between memory device 206 and a host (e.g., host 202) having

compatible receptors for interface 204.

[0035] Memory device 206 includes controller 208 to communicate with

host 202 and with the first memory array 210 and the number of second memory

arrays 212-1,. . ., 212-N. Controller 208 can send commands to perform

operations on the first memory array 210 and the number of second memory

arrays 212-1,. . ., 212-N. Controller 208 can communicate with the first memory

array 210 and the number of second memory arrays 212-1 , . . ., 212-N to sense

(e.g., read), program (e.g., write), move, and/or erase data, among other

operations.

[0036] Controller 208 can be included on the same physical device (e.g.,

the same die) as memories 210 and 212-1, . . ., 212-N. Alternatively, controller

208 can be included on a separate physical device that is communicatively

coupled to the physical device that includes memories 210 and 212-1, . . ., 212-

N . In a number of embodiments, components of controller 208 can be spread

across multiple physical devices (e.g., some components on the same die as the

memory, and some components on a different die, module, or board) as a

distributed controller.

[0037] Host 202 can include a host controller to communicate with

memory device 206. The host controller can send commands to memory device

206 via interface 204. The host controller can communicate with memory

device 206 and/or the controller 208 on the memory device 206 to read, write,

and/or erase data, among other operations.



|Ό038| Controller 208 on memory device 206 and/or the host controller

on host 202 can include control circuitry and/or logic (e.g., hardware and

firmware). In a number of embodiments, controller 208 on memory device 206

and/or the host controller on host 202 can be an application specific integrated

circuit (ASIC) coupled to a printed circuit board including a physical interface.

Also, memory device 206 and/or host 202 can include a buffer of volatile and/or

non-volatile memory and a register.

[0039] In a number of embodiments, controller 208 can identify subsets

of data (e.g., LMUs) stored in the first type of memory (e.g., in memory array

210) to relocate (e.g., migrate) to the second type of memory (e.g., memory

arrays 212-1,. , 212-N) based, at least in part, on the frequency at which the

addresses corresponding to the subsets of data stored in the first type of memory

(e.g., the frequency at which the LBAs identifying the subsets of data) have been

accessed during program operations performed (e.g., executed as a consequence

of host write commands) on memory arrays 210 and 212-1, . . ., 212-N, and

relocate the identified subsets from the first type of memory to the second type

of memory. For example, controller 208 can identify a subset of data from

among the number of subsets of data stored in the first type of memory that has

been accessed least frequently during program operations performed on memory

arrays 210 and 212-1, . ., 212-N, and relocate that subset of data to the second

type of memory. The identification and relocation can be performed using the

data in the table stored in memory array 210, and will be further described

herein.

[0040] Further, in a number of embodiments, controller 208 can identify

subsets of data stored in the second type of memory to relocate to the first type

of memory based, at least in part, on the amount of data sensed during sense

operations (e.g., the amount of data requested by host read commands)

performed on the subsets of data stored in the second type of memory and/or the

frequency at which the addresses corresponding to the subsets of data stored in

the second type of memory have been accessed during sense operations

performed on memory arrays 210 and 212-1, . . ., 212-N, and relocate the

identified subsets from the second type of memory to the first type of memory.

For example, controller 208 can determine whether the amount of data sensed

during a sense operation performed on a subset of data stored in the second type



of memory meets or exceeds a particular threshold, and relocate that subset of

data to the first type of memory upon determining the amount of data does not

meet or exceed (e.g., is less than) the particular threshold. The identification and

relocation will be further described herein.

[0041] The embodiment illustrated in Figure 2 can include additional

circuitry, logic, and/or components not illustrated so as not to obscure

embodiments of the present disclosure. For example, memory device 206 can

include address circuitry to latch address signals provided over T connectors

through 0 circuitry. Address signals can be received and decoded by a row

decoder and a column decoder, to access memory arrays 210 and 212-1, . . .,

212-N. Further, memory device 206 can include a main memory, such as, for

instance, a DRAM or SDRAM, that is separate from and/or in addition to

memory arrays 210-1 and 212-1, . . ., 212-N.

[0042] Figure 3 illustrates a controller 308 on a memory device in

accordance with a number of embodiments of the present disclosure. Controller

308 can be, for example, controller 208 on mem or ' device 206 previously

described in connection with Figure 2 . For instance, controller 308 can

communicate with a host (e.g., host 202 in Figure 2) and/or memory arrays (e.g.,

first memory array 210 and/or the number of second memory arrays 2-1, .. .,

212-N in Figure 2) to read, write, move, and/or erase data to and/or from the host

and/or memory arrays.

[0043] As shown in Figure 3, controller 308 can include a front end

manager module 320, a data and media manager module 330, and a back end

manager module 340. Front end manager 320 can receive commands from a

host and interpret those commands. Front end manager 320 can perform a

translation of the logical addresses of data associated with the commands. As

used herein, a "module" can include hardware, firmware, software, and/or logic

that can be used to perform a particular function.

[0044] Data and media manager 330 can further process commands

received from a host. Data and media manager 330 can include data manager

scheduler module 332, media translation layer (MTL) services module 334, and

MTL manager module 336. Data manager scheduler 332 can determine when

each of the commands received from a host will be performed. MTL services

334 can include a number of sets of application programming interface (API)



instructions to provide functionality to the MTL manager 336. For example,

MTL services 334 can include API instructions to perform logical address to

physical address translation, read data from memory arrays, and/or write data to

memory arrays, among other services

[0045] As shown in Figure 3, MTL manager 336 can include table

manager module 338-1, read manager module 338-2, load manager module 338-

3, write manager module 338-4, flush manager module 338-5, and clean

manager module 338-6 to perform operations on the memory arrays. Table

manager 338-1 can provide and manage information (e.g., data) that can be used

to locate data (e.g., subsets of data) stored in the memory arrays and identify the

frequency at which addresses (e.g., LBAs) corresponding to data (e.g., subsets of

data) stored in the memory arrays has been accessed during program operations.

This information can be stored in a table in one of the types of memory arrays

(e.g., array 210). For example, the table can include a number of entries, with

each different entry including data indicating the location of a respective subset

of data in the memory arrays and data indicating the frequency at which the

address corresponding to that respective subset has been accessed during

program operations

[0046] For example, table manager 338-1 can provide logical address to

physical address mapping for the logical blocks stored in the physical memory

arrays of memory device 206 by generating and storing a logical to physical

table for the data in the first type of memory (e.g., array 210). The logical to

physical table can include a bit or bits in the logical address to physical address

mapping that indicates whether the data is stored in the first type of memory

(e.g., array 210) and/or the second type of memory (e.g., array s 212-1, . . ., 212-

N). Such bits can be referred to herein as residency data or residency bits, and

wi l be further described herein (e.g., in connection with Figure 4). The table

manger 338-1 can also generate and store logical to physical pointers to locate

the data in the memory arrays

[0047] Further, table manager 338-1 can provide the frequency

information for the data stored in the memory arrays by using a counter to

generate and store a bit or bits in the table indicating whether, and/or how often,

the data has been accessed during program operations performed on the memory

arrays. Such bits can be referred to herein as hotness data or hotness bits, and



will be further described herein (e.g., in connection with Figure 4). These

hotness bits can also be updated during operation of the memory. For instance,

the hotness bits for a subset of data can be periodically decremented during

operation of the memory, and/or can be incremented upon the subset being

accessed during a program operation, as will be further described herein (e.g., in

connection with Figure 5).

[0048] Further, table manager 338-1 can organize the subsets of data

(e.g., the table entries for each respective subset) in a number of first in, first out

(FIFO) buffers in the first type of memory, with each respective buffer

corresponding to different hotness data. The buffer(s) can be, for instance, a

circular buffer(s). The position of a subset of data in a particular buffer, and/or

whether the subset of data is in the buffer, can correspond to the frequency at

which the address corresponding to that subset of data has been accessed during

program operations, which can correspond to the age of the data linked to that

address. For example, the oldest subset(s) of data in a particular buffer, and/or

subset(s) of data that have been removed from that buffer (e.g., and replaced in

the buffer with another subset(s)), can be the subset(s) of data that have been

accessed least frequently for the hotness data corresponding to that buffer. Such

buffers will be further described herein (e.g., in connection with Figure 5).

[0049] Read manager 338-2 can execute sense (e.g., read) commands by

locating data in the memory arrays and causing the transfer of data associated

with the sense commands to the host. For example, in response to receiving a

sense (e.g., read) command from the host, read manager 338-2 can initiate a

sense operation to sense the data associated with the command. Read manager

338-2 can determine, using the residency data stored in the table managed by

table manager 338-1, whether the data to be sensed during the sense operation is

stored in the first type of memory (e.g., array 2 0) or the second type of memory

(e.g., arrays 212-1, . . ., 212-N), and can then sense the data from the appropriate

location and transfer the sensed data to the host. The sensed data may compri se

a portion, or ail, of one or more of the number of subsets of data stored in the

memory arrays

[0050] Load manager 338-3 can identify, upon sense operations being

performed by read manager 338-2 on the second type of memory (e.g., if the

sensed data is stored in arrays 212-1, . . ., 212-N), a subset or subsets (e.g.,



LMU(s)) of data stored in the second type of memory to relocate to the first type

of memory (e.g., array 210) based, at least in part, on the amount of data sensed

during the sense operations and/or the frequency at which the address(es)

corresponding to the subset(s) of data stored in the second type of memory have

been accessed during sense operations performed by read manager 338-2 For

example, if the data sensed during a sense operation performed by read manager

338-2 is stored in the second type of memory, and if the amount of data stored in

the first type of memory does not meet or exceed a predefined threshold, load

manager 338-2 can determine whether the amount of data sensed during the

sense operation meets or exceeds a particular threshold and/or whether the

frequency at which the data has been sensed meets or exceeds a particular

threshold. If the amount of sensed data does not meet or exceed that particular

threshold, and/or if the frequency at which the data has been sensed meets or

exceeds that particular threshold, load manager 338-2 can identify the subset(s)

of data that include(s) the sensed data as the subset(s) to relocate to the first type

of memory.

[0051] Upon identifying the subset(s) of data to relocate to the first type

of memory, load manager 338-3 can proceed with the relocation (e.g.,

migration). For example, load manager 338-3 can instruct write manager 338-4

to perform a program operation to program the data sensed during the sense

operation performed by read manager 338-2 to the first type of memory, and can

instruct table manager 338-1 to update the location (e.g., residency) data for the

identified subset(s) in the table with the location in the first type of memor}' to

which the sensed data is programmed. Further, if there is not a backup copy of

the sensed data stored in the second type of memor}', oad manager 338-3 can

invalidate the original version of the data stored in the second type of memory.

However, if there is a backup copy, no such invalidation may occur

[0052] In a number of embodiments, the identified subset(s) may be part

of a sequential group (e.g., cluster) of subsets of data stored in the first type of

memory. In such embodiments, the entire group of subsets (e.g., all the subsets

of data in the group, not jus the identified subset(s)) may be relocated to the

second type of memory. The size of the group of subsets can be, for example,

equal to the size of a page of data stored in the first type of memory.



[0053] Write manager 338-4 can execute program (e.g., write)

commands by routing data associated with the program commands to the first

type of memory (e.g., array 210) and/or the second type of memory (e.g., arrays

212-1, . . ., 212-N). For example, in response to receiving a program command

from the host, write manager 338-4 can initiate a program operation to program

the data associated with the command.

[0054J Write manager 338-4 can determine whether to program the data

to the first type of memory, the second type of memory, or both based on a

number of criteria. The number of criteria can include the size of the data that is

being programmed, the amount of available space in the memory arrays, and/or

the frequency that data is being written to the memory arrays, among other

criteria. For example, if the amount of data stored in the first type of memory

meets or exceeds a predefined threshold, write manager 338-4 may program the

data to the second type of memory. Further, if the amount of data stored in the

first type of memory does not met or exceed the predefined threshold, but the

amount of data to be programmed meets or exceeds a predefined threshold, write

manager 338-4 may also program the data to the second type of memory.

However, if the amount of data stored in the first type of memory does not met

or exceed that predefined threshold, and if the amount of data to be programmed

does not meet or exceed that predefined threshold, write manager 338-4 may

program the data to the first type of memory.

[0055] Flush manager 338-5 can identify, upon the amount of data stored

in the first type of memory (e.g., array 210) meeting or exceeding that

predefined threshold, a subset or subsets (e.g., LMU(s)) of data stored in the first

type of memory to relocate to the second type of memory (e.g., arrays 212-1, .

., 212-N) based, at least in part, on the frequency at which the address(es)

corresponding to the subset(s) of data stored in the first type of memory have

been accessed during program operations performed by write manager 338-4.

For example, flush manager 338-5 can perform this identification immediately

upon the predefined threshold being met, or when the next power cycle occurs

after the predefined threshold has been met.

[0056] As an example, flush manager 338-5 can identify the subset(s) of

data from among the number of subsets of data stored in the first type of

memory that have been accessed least frequently during program operations



performed by write manager 338-4 as the subset(s) to relocate to the second type

of memory. Flush manager 338-5 can identify the least frequently accessed

subset(s) using the frequency (e.g., hotness) data stored in the table managed by

table manager 338-1 . Further, flush manager 338-5 can identify the least

frequently accessed subset(s) based on which subsets are in the buffers managed

by table manager 338-1, and/or based on the positions of the subsets in the

buffers. For example, flush manager 338-5 can identify the subset(s) that have

been removed from the buffers as the least frequently accessed subset(s). As an

additional example, flush manager 338-5 can identify the least frequently

accessed subset(s) based on the positions of the table entries for each respective

subset in buffer. The identification of the least frequently accessed subset(s) will

be further described herein (e.g., in connection with Figure 5).

[0057] Upon identifying the subset(s) of data to relocate to the second

type of memory, flush manager 338-5 can proceed with the relocation (e.g.,

migration). For example, if the frequency data for the identified subset(s)

indicates that the address(es) corresponding to that subset(s) has been accessed

during a (e.g., one) program operation, flush manager 338-5 can instruct read

manager 338-2 to perform a sense operation to sense the data stored in the

identified subset(s), instruct write manager 338-4 to perform a program

operation to program this sensed data to the second type of memory, instruct

table manager 338-1 to update the location (e.g., residency) data for the

identifi ed subsets in the table with the location in the second type of memory to

which the sensed data was programmed, and invalidate the data stored in the

identified subset(s) in the first type of memory. If the frequency data for the

identified subset(s) indicates that the address(es) corresponding to that subset(s)

has not been accessed during any program operations, and if a backup copy of

the data stored i the identified subset(s) exists, flush manager 338-5 can retrieve

the location in the second type of memory where the backup copy of the data is

stored, instruct table manager 338-1 to update the location (e.g., residency) data

for the identified subsets in the table with this retrieved location, and invalidate

the data stored in the identified subset(s) in the first type of memory. If a backup

copy of the data stored in the identified subset(s) does not exist, flush manager

338-5 can relocate the identified subset(s) in a manner analogous to that

described in connection with the frequency data for the identified subset(s)



indicating that the address(es) corresponding to that subset(s) has been accessed

during a program operation.

[0058] Clean manager 338-6 can reset invalidated subsets of data (e.g.,

invalidated LMUs) to a predefined value, and update the statu s of the reset

LMUs accordingly (e.g., change the status from invalid to free). For instance, if

data previously written in the first type of memory is updated by the host, and

table manager 338-1 implements an out-of-place update strategy, the updated

data can be written in a new physical location in the first type of memory, and

the previous data can be invalidated. The invalidated data can subsequently be

cleaned by clean manager 338-6.

[0059] Figure 4 illustrates an example of an entry 440 in a table stored in

memory and managed by a table manager in accordance with a number of

embodiments of the present disclosure. For example, entry 440 can be an entry

(e.g., an SM J) in a table stored in a first type of memory (e.g., array 210

previously described in connection with Figure 2, which can be, for instance,

SCM) and managed by table manager module 338-1 previously described in

connection with Figure 3 . Further, entry 440 can correspond to a subset of data

(e.g., LMU) stored in the first type of memory and/or a second type of memory

(e.g., arrays 212-1, . . ., 212-N previously described in connection with Figure 2,

which can be, for instance NAND flash memory).

[0060] As shown in Figure 4, entry 440 can include a logical block

address (LBA) 442, frequency (e.g., hotness) data 444, residency data 446, and a

physical block address (PBA) 448. Residency data 446 can indicate whether the

subset of data is stored in the first type of memory (e.g., the SCM), the second

type of memory (e.g., the flash memory), or both, and LBA 442 and PBA 448

can be used to locate the subset of data in the array(s) in which it is stored.

[0061] Table 447 shown in Figure 4 illustrates examples of different

possible residency data (e.g., bits) that can be included in entry 440. In the

example illustrated in table 447, residency data 446 can include a first bit (e.g., a

storage class residency bit) that can indicate whether the subset of data is stored

in the SCM, and a second bit (e.g., a flash residency bit) that can indicate

whether the subset of data is stored in the flash memory. For instance, as

illustrated in table 447, a storage class residency bit of 0 and a flash residency bit

of 1 indicates the subset of data is stored (e.g., LBA 442 is mapped to PBA 448



to locate the data) in the flash memory, a storage class residency bit of 1 and a

flash residency bit of 0 indicates the subset of data is stored (e.g., LBA 442 is

mapped to PBA 448 to locate the data) in the SCM and, a storage class residency-

bit of 1 and a flash residency bit of 1 indicates the subset of data is stored (e.g.,

LBA 442 is mapped to PBA 448 to locate the data) in both the SCM and the

flash memory. The storage class residency bit and the flash residency bit can

both default to 0 for an unmapped LBA.

[0062] Frequency (e.g., hotness) data 444 can indicate the frequency at

which the address corresponding to (e.g.,, the LBA identifying) the subset of

data has been accessed during program operations. Table 445 shown in Figure 4

illustrates examples of different possible frequency data (e.g., bits) that can be

included in entry 440. In the example illustrated in table 445, frequency data

444 can include two bits that can be used to indicate four possible frequencies at

which the address corresponding to the subset of data may have been accessed.

For instance, as illustrated in table 445, frequency bits of 00 indicates the subset

of data has been relocated from the flash memory to the SCM, but has not yet

been accessed during any program operation(s) subsequent to being relocated.

Frequency bits of 0 1 indicates the subset of data has been accessed once during

program operations, which may have occurred either during a direct write of the

data to the SCM, or during the first write performed on the subset after it has

been relocated from the flash memory. Frequency bits of 0 indicates the subset

of data has been accessed twice during program operations, and frequency bits

of indicates the subset of data has been accessed three or more times during

program operations.

[0063] Figure 5 illustrates a conceptual example 550 of a process for

identifying data to relocate in memory in accordance with a number of

embodiments of the present disclosure. For instance, Figure 5 illustrates an

example process for identifying subsets of data (e.g., LMUs) stored in a first

type of memory to relocate to a second type of memory. The first type of

memory can be, for instance, array 2 0 previously described in connection with

Figure 2 (e.g., SCM), the second type of memory can be, for instance, arrays

212-1, . . ., 212-N described in connection with Figure 2 (e.g., NAND flash

memory), and the process can be performed by, for instance, controllers 208

and/or 308 previously described in connection with Figures 2 and 3,



respectively. The subsets of data are represented by the circles illustrated in

Figure 5 . For instance, each circle illustrated in Figure 5 represents a different

subset of data stored in the first type of memory.

[0064] As previously described herein, each of the subsets of data can

have frequency (e.g., hotness) data associated therewith stored in a table in the

first type of memory that indicates the frequency at which the address

corresponding to that respective subset of data has been accessed during

program operations performed on the memory. In the example illustrated in

Figure 5, each of the subsets of data are associated with one of four possible

frequency values (e.g., 00, 01, 10, or ) , which are analogous to the frequency

data (e.g., bits) previously described in connection with Figure 4 (e.g., the

subsets of data associated with bits 00 have been relocated from the flash

memory to the SCM, but have not yet been accessed during any program

operation(s) subsequent to being relocated, the subsets of data associated with

bits 0 1 have been accessed once during program operations, the subsets of data

associated with bits 10 have been accessed twice during program operations, a d

the subsets of data associated with bits 1 have been accessed three or more

times during program operations). Set 552-1 comprises the subsets of data

associated with bits 00, set 552-2 comprises the subsets of data associated with

bits 01, set 552-3 comprises the subsets of data associated with bits 10, and set

552-4 comprises the subsets of data associated with bits 11 .

[0065] As previously described herein, the subsets of data 552 can be

organized (e.g., by table manager 338-1 previously described in connection with

Figure 3) at least in part in FIFO buffers 558 in the first type of memory. In the

example illustrated in Figure 5, the first type of memory includes four FIFO

buffers (e.g., 558-1, 558-2, 558-3, and 558-4), with subsets of data associated

with frequency bits 00 (e.g., subsets of data in set 552-1) organized in buffer

558-1, subsets of data associated with frequency bits 0 1 (e.g., subsets of data in

set 552-2) organized in buffer 558-2, subsets of data associated with frequency

bits 10 (e.g., subsets of data in set 552-3) organized in buffer 558-3, and subsets

of data associated with frequency bits 1 (e.g., subsets of data in set 552-4)

organized in buffer 558-4.

[0066] The subsets of data can be organized in each respective buffer

558-1, 558-2, 558-3, and 558-4 according to how recently they have been



accessed during a program operation. As such, the position of a subset in a

respective buffer 558-1, 558-2, 558-3, and 558-4 can provide a further indication

of the frequency at which the address corresponding to that subset has been

accessed during program operations. Further, each respective buffer 558 can be

smaller than the respective subsets of data 552, such that only the more recently

accessed data is organized according to how recently it has been accessed.

[0067] For example, when a subset of data is relocated from the flash

memory to the SCM, the subset can be placed in the first (e.g., newest) position

in buffer 558-1, as illustrated in Figure 5 . When another subset of data is

relocated from the flash memory to the SCM, that subset can be placed in the

first position in buffer 558-1, and the first subset can be moved to the next

position in buffer 558-1, as illustrated in Figure 5 . This process can continue as

additional subsets of data are relocated from the fl ash memory to the SCM, until

buffer 558-1 is full (e.g., until a subset of data has been moved to the last

position in buffer 558-1). As such, the older the position of a subset in buffer

558-1, the less frequently that subset has been accessed. For instance, the subset

of data in the last (e.g., oldest) position in buffer 558-1 has been accessed least

frequently among the subsets of data in buffer 558-1 .

[0068] When a subset of data s relocated from the flash memory to the

SCM while buffer 558-1 is full, space can be made in buffer 558-1 for that

subset of data by removing the subset of data that is in the last position (e.g., the

oldest subset of data) from buffer 558-1, and moving each other respective

subset in buffer 558-1 to its respective next position in buffer 558-1, as

illustrated in Figure 5 . The newly relocated subset of data can then be placed in

the first (e.g., newest) position in buffer 558-1 . This process can be

implemented, for example, using a circular buffer (e.g., buffer 558-1 can be a

circular buffer). Subset 554-1 of set 552-1 comprises the subsets of data that

have been removed from buffer 558-1 in set 552-1, as illustrated in Figure 5 .

[0069] As such, whether a subset of data has been removed from buffer

558-1 can provide a further indication of the frequency at which the address

corresponding to that subset has been accessed during program operations. For

instance, whether a subset of data has been removed from buffer 558-1 can

provide an indication of the age of the data, thereby distinguishing between

recently written and older data. For example, subsets of data that have been



removed from buffer 558-1 (e.g., the subsets of data in subset 554-1) are the

subsets of data that have been accessed least frequently among the subsets of

data associated with frequency bits 00 (e.g., the subsets of data in set 552-1). As

such, one or more of the subsets that have been removed from buffer 558-1 can

be identified as the subset(s) of data to relocate from the first type of memory

(e.g., the SCM) to the second type of memory (e.g., the flash memory).

[0070] For example, a group (e.g., cluster) of subsets that have been

removed from buffer 558-1 can be identified as the subsets of data to relocate

from the SCM to the flash memory. For instance, in the example illustrated in

Figure 5, group 556-1 of the subsets of data in subset 554-1 have been identified

as the subsets to relocate. Such a group can be a sequential group of subsets

from buffer 558-1, whose size is equal to the size of a page of data stored in the

flash memory.

[0071] As shown in Figure 5, upon the first program operation access

occurring for a subset of data in set 552-1, the frequency bits for the subset of

data can be updated (e.g., incremented) from 00 to 0 1, and the subset of data can

be moved from set 552-1 to set 552-2. For instance, the subset of data can be

placed in the first (e.g., newest) position i buffer 558-2 in set 552-2, as

illustrated in Figure 5 . Further, a subset of data whose first program operation

access occurs as part of a direct write to the SCM can be placed in the first

position in buffer 558-2 in set 552-2, as illustrated in Figure 5 .

[0072] When another subset of data undergoes its first program

operation, that subset can be placed in the first position in buffer 558-2, and the

first subset can be moved to the next position in buffer 558-2, as illustrated in

Figure 5 . This process can continue as additional subsets of data undergo their

respective first program operations, until buffer 558-2 is full. As such, the older

the position of a subset in buffer 558-2, the less frequently that subset has been

accessed, in a manner analogous to that described for buffer 558-1.

[0073] When a subset of data undergoes its first program operation while

buffer 558-2 is full, space can be made in buffer 558-2 for that subset by

removing the subset of data that is in the last position (e.g., the oldest subset of

data) from buffer 558-2, and moving each other respective subset in buffer 558-2

to its respective next position in buffer 558-2, as illustrated in Figure 5 . The

newly programmed subset of data can then be placed in the first position in



buffer 558-2. Subset 554-2 of set 552-2 comprises the subsets of data that have

been removed from buffer 558-2 in set 552-2, as illustrated in Figure 5 .

[0074] As such, whether a subset of data has been removed from buffer

558-2 can provide a further indication of the frequency at which the address

corresponding to that subset has been accessed during program operations. For

example, subsets of data that have been removed from buffer 558-2 (e.g., the

subsets of data in subset 554-2) are the subsets of data that have been accessed

least frequently among the subsets of data associated with frequency bits 0

(e.g., the subsets of data in set 552-2). As such, one or more of the subsets that

have been removed from buffer 558-2 can be identified as the subset(s) of data

to relocate from the first type of memory (e.g., the SCM) to the second type of

memory (e.g., the flash memory).

[0075] For example, a group (e.g., cluster) of subsets that have been

removed from buffer 558-2 can be identified as the subsets of data to relocate

from the SCM to the flash memory. For instance, in the example illustrated in

Figure 5, group 556-2 of the subsets of data in subset 554-2 have been identified

as the subsets to relocate (e.g., along with the subsets of data in subset 554-1).

Such a group can be a sequential group of subsets from buffer 558-2, whose size

is equal to the size of a page of data stored in the flash memory.

[0076] As shown in Figure 5, upon the second program operation access

occurring for a subset of data in set 552-2, the frequency bits for the subset of

data can be updated (e.g., incremented) from 0 1 to 10, and the subset of data can

be moved from set 552-2 to set 552-3. For instance, the subset of data can be

placed in the first position in buffer 558-3 in set 552-3, as illustrated in Figure 5 .

When another subset of data undergoes its second program operation, that subset

can be placed in the first position in buffer 558-3, and the first subset can be

moved to the next position in buffer 558-3, and this process can continue as

additional subsets of data undergo their respective second program operations

until buffer 558-3 is full, in a manner analogous to that described for buffers

558-1 and 558-2.

[0077] When a subset of data undergoes its second program operation

while buffer 558-3 is full, space can be made in buffer 558-3 for that subset by

removing the subset of data that is in the last position from buffer 558-3, and

moving each other respective subset in buffer 558-3 to its respective next



position in buffer 558-3, as illustrated in Figure 5 . The newly programmed

subset of data can then be placed in the first position in buffer 558-3. Subset

554-3 of set 552-3 comprises the subsets of data that have been removed from

buffer 558-3 in set 552-3, and can include a group (e.g., cluster) of subsets 556-

3, as illustrated in Figure 5 .

[0078] As shown in Figure 5, the frequency bits for the subsets of data

that have been removed from buffer 558-3 (e.g., the subsets of data in subset

554-3) can be periodically updated (e.g., decremented) from 10 to 01, and these

subsets of data can be moved from set 552-3 to set 552-2. For instance, these

subsets of data can be placed in subset 554-2 of set 552-2, as illustrated in Figure

5 The periodic update can occur, for example, upon a predefined number of

program operations being performed on the memory, and/or can occur in a

round-robin scheduling order on the subsets of data.

[0079] As shown in Figure 5, upon the third program operation access

occurring for a subset of data in set 552-3, the frequency bits for the subset of

data can be updated (e.g., incremented) from 10 to 11, and the subset of data can

be moved from set 552-3 to set 552-4. For instance, the subset of data can be

placed in the first position in buffer 558-4 in set 552-4, as illustrated in Figure 5 .

When another subset of data undergoes its third program operation, that subset

can be placed in the first position in buffer 558-4, and the first subset can be

moved to the next position in buffer 558-4, and this process can continue as

additional subsets of data undergo their respective third program operations until

buffer 558-4 is full, in a manner analogous to that described for buffers 558-1

and 558-2, and 558-3.

[0080] When a subset of data undergoes its th d program operation

while buffer 558-4 is full, space can be made in buffer 558-4 for that subset by

removing the subset of data that is in the last position from buffer 558-4, and

moving each other respective subset in buffer 558-4 to its respective next

position in buffer 558-4, as illustrated in Figure 5 . The newly programmed

subset of data can then be placed in the first position in buffer 558-4. Subset

554-4 of set 552-4 comprises the subsets of data that have been removed from

buffer 558-4 in set 552-4, and can include a group (e.g., cluster) of subsets 556-

4, as illustrated in Figure 5 .



[0081] As shown in Figure 5, the frequency bits for the subsets of data

that have been removed from buffer 558-4 (e.g., the subsets of data in subset

554-4) can be periodically updated (e.g., decremented) from 1 to 10, and these

subsets of data can be moved from set 552-4 to set 552-3. For instance, these

subsets of data can be placed i subset 554-3 of set 552-3, as illustrated i Figure

5 . The periodic update can occur, for example, at the same time as the periodic

update described in connection with set 552-3 (e.g., both can occur as part of the

same periodic update). However, it is noted that, in the example illustrated in

Figure 5, this periodic update does not include updating the frequency bits for

the subsets of data that have been removed from buffers 558-2 or 558-1 (e.g., the

subsets of data in subsets 554-2 or 554-1). Tha is, the frequency bits for the

subsets of data that have been removed from buffers 558-2 and 558-1 are not

decremented as part of the periodic update.

[0082] Figures 6A-6B illustrate a method 660 for operating memory,

such as, for instance, memories 210 (e.g., SCM) and 212-1, . . ., 212-N (e.g.,

flash memory) previously described in connection with Figure 2, in accordance

with a number of embodiments of the present disclosure. Method 660 can be

performed by, for example, controller 206 and/or 306 previously described in

connection with Figures 2 and 3, respectively.

[0083] At block 662, method 660 includes initiating a program operation

to program data to the memory, and at block 664 method 660 includes

determining whether the amount of data stored in the SCM meets or exceeds a

predefined threshold, such as, for instance, whether the SCM is full or close to

full (e.g., a threshold that is not meet or exceeded frequently during operation of

the memory).

[0084] If it is determined that the amount of data stored in the SCM does

not meet or exceed this predefined threshold, it is determined at block 666

whether the amount of data to be programmed during the program operation

meets or exceeds a predefined threshold, such as, for instance, 4 KB, 28 KB, or

5 2 KB. If it is determined that the amount of data to be programmed meets or

exceeds this predefined threshold, the data can be programmed to the flash

memory at block 668. If, however, it is determined that the amount of data to be

programmed does not meet or exceed this predefined threshold, the data can be

programmed to the SCM at block 670. A predefined threshold of 4 KB can



ensure only small amounts of data will be programmed to the SCM, a predefined

threshold of 128 KB can ensure data involved in random write access will be

programmed to the SCM, and a predefined threshold of 512 KB can ensure all

data is programmed to the SCM.

[0085] If it is determined at block 664 that the amount of data stored i

the SCM meets or exceeds the predefined threshold, the data to be programmed

during the program operation is programmed to the f ash memory at block 668,

and method 660 also proceeds to block 672. At block 672, method 660 includes

identifying a subset or subsets of data (e.g., LMU(s)) stored in the SCM to

relocate (e.g., migrate) to the flash memory. The subset(s) can be identified

based, at least in part, on the frequency with which the address(es) (e.g., LBA(s))

corresponding to the subset(s) of data stored in the SCM have been accessed

during previous program operations performed on the memory, as previously

described herein. For instance, the identified subset(s) can include subsets that

have not been accessed and/or have been accessed once, as previously described

here .

[0086] At block 674, method 660 includes determining whether the

identified subset(s) have frequency data associated therewith indicating the

identified subset(s) have been accessed once during previous program operations

(e.g., frequency data 0 1 previously described in connection with Figures 4 and

5). If it is determined the identified subset(s) have frequency data associated

therewith indicating they have been accessed once during previous program

operations, the data stored in the identified subset(s) can be sensed at block 676,

this sensed data can be programmed to the flash memory at block 678, location

(e.g., residency) data for the identified subset(s) stored in a table in the SCM (as

previously described herein) can be updated with the location in the flash

memory to which the sensed data is programmed at block 680, and the data

stored in the identified subset(s) in the SCM can be invalidated at block 682. If

it is determined the identified subset(s) do not have frequency data associated

therewith indicating the identified subset(s) have been accessed once during

previous program operations, method 660 proceeds to block 681 .

[0087] At block 68 , method 660 includes determining whether the

identified subset(s) have frequency data associated therewith indicating the

identified subset(s) have not been accessed during previous program operations



(e.g., frequency data 00 previously described in connection with Figures 4 and

5) If it is determined the identified subset(s) do not have frequency data

associated therewith indicating they have not been accessed during previous

program operations, method 660 ends at block 683. If it is determined the

identified subset(s) have frequency data associated therewith indicating they

have not been accessed during previous program operations, method 660

proceeds to block 684.

[0088] At block 684, method 660 includes determining whether there is a

backup copy of the data in the identified subsetfs) stored i the flash memory. If

there is a backup copy of the data stored in the flash memory, a location of

where the backup copy of the data is stored in the flash memory can be retrieved

at block 686, the location data for the identified subset(s) can be updated with

the retrieved location at block 688, and the data stored in the identified subset(s)

in the SCM can be invalidated at block 690. T there is not a backup copy of the

data stored in the flash memory, the data stored in the identified subset(s) can be

sensed at block 692, this sensed data can be programmed to the flash memory at

block 694, location (e.g., residency) data for the identified subset(s) stored in a

table in the SCM (as previously described herein) can be updated with the

location in the flash memory to which the sensed data is programmed at block

696, and the data stored in the identified subset(s) in the SCM can be invalidated

at block 698.

[0089] Figure 7 illustrates a method 76 for operating memory, such as,

for instance, memories 210 (e.g., SCM) and 212-1, . . ., 212-N (e.g., flash

memory) previously described in connection with Figure 2, in accordance with a

number of embodiments of the present disclosure. Method 761 can be

performed by, for example, controller 206 and/or 306 previously described in

connection with Figures 2 and 3, respectively

[0090] At block 763, method 761 includes initiating a sense operation to

sense data stored in the memory, and at block 765 method 761 includes

determining whether the data to be sensed during the sense operation is stored in

the flash memory. This determination can be made, for example, using location

(e.g., residency) data stored in a table in the SCM, as previously described

herein. If it is determined the data to be sensed is not stored in the flash

memory, the data can be sensed from the SCM at block 767. If it is determined



the data to be sensed is stored in the flash memory, the data can be sensed from

the flash memo ' at block 769, and method 761 also proceeds to block 771 .

[0091] At block 77 , method 761 includes determining whether the

amount of data stored in the SCM meets or exceeds a predefined threshold. This

threshold can be, for example, the same threshold used at block 664 of Figure

6A. If it is determined the amount of data stored in the SCM meets or exceeds

the predefined threshold, method 761 ends at block 773. If it is determined the

amount of data stored in the SCM does not meet or exceed the predefined

threshold, method 761 proceeds to block 775.

|0092| At block 775, method 76 includes determining whether the

amount of data sensed f o the flash memory during the sense operation meets

or exceeds a particular threshold, such as, for instance, 4 KB or 512 KB. A

threshold of 4 KB can ensure only small amounts of sensed data will be

relocated to the SCM, while a threshold of 5 2 KB can ensure all sensed data

will be relocated to the SCM. If it is determined the amount of data sensed

during the sense operation meets or exceeds the particular threshold, method 761

ends at block 777. If it is determined the amount of data sensed during the sense

operation does not meet or exceed the particular threshold, method 761 proceeds

to block 779.

[0093] At block 779, method 761 includes determining whether a backup

copy of the data sensed during the sense operation needed. This determination

can be, for example, a check on a configuration bit. If it is determined a backup

copy of the sensed data is not needed, the sensed data is programmed to t e

SCM at block 781, the location data for the subset of data can be updated with

the location in the SCM to which the sensed data is programmed at block 783,

and the original data stored in the flash memory can be invalidated at block 785.

If it is determined a backup copy of the sensed data is needed, the sensed data is

programmed to the SCM at block 787, and the location data for the subset of

data can be updated with the location in the SCM to which the sensed data is

programmed at block 789.

[0094] Although specific embodiments have been illustrated and

described herein, those of ordinary skill in the art will appreciate that an

arrangement calculated to achieve the same results can be substituted for the

specific embodiments shown. This disclosure s intended to cover adaptations or



variations of a number of embodiments of the present disclosure. It is to be

understood that the above description has been made in an illustrative fashion,

and not a restrictive one. Combination of the above embodiments, and other

embodiments not specifically described herein will be apparent to those of

ordinary ski l in the art upon reviewing the above description. The scope of a

number of embodiments of the present disclosure includes other applications in

which the above structures and methods are used. Therefore, the scope of a

number of embodiments of the present disclosure should be determined with

reference to the appended claims, along with the full range of equivalents to

which such claims are entitled.

[0095] In the foregoing Detailed Description, some features are grouped

together in a single embodiment for the purpose of streamlining the disclosure.

This method of disclosure is not to be interpreted as reflecting an intention that

the disclosed embodiments of the present disclosure have to use more features

than are expressly recited in each claim. Rather, as the following claims reflect,

inventive subject matter lies in less than all features of a single disclosed

embodiment. Thus, the following claims are hereby incorporated into the

Detailed Description, with each claim standing on its ow as a separate

embodiment.



What is Claimed is:

1 . An apparatus, comprising:

a memory, wherein the memory includes a first type of memory and a

second type of memory; and

a controller configured to identify a subset of data stored in the first type

of memory to relocate to the second type of memory based, at least in part, on a

frequency at which an address corresponding to the subset of data stored in the

first type of memory has been accessed during program operations performed on

the memory.

2 . The apparatus of claim 1, wherein the controller is configured to identify

a subset of data stored in the second type of memory to relocate to the first type

of memory based, at least in part, on an amount of data sensed during a sense

operation performed on the subset of data stored in the second type of memory.

3 . The apparatus of claim 1, wherein data indicating the frequency at which

the address corresponding to the subset of data stored in the first type of memory

has been accessed during program operations performed on the memory is

included in the first type of memory.

4 . The apparatus of any one of claims 1-3, wherein the controller is

configured to identify the subset of data stored in the first type of memory to

relocate to the second type of memory based, at least in part, on a position of the

subset of data in a first in, first out (FIFO) buffer in the first type of memory.

5 . An apparatus, comprising:

a memory, wherein the memory includes a first type of memory and a

second type of memory; and

a controller configured to identify a subset of data stored in the first type

of memory to relocate to the second type of memory based, at least in part, on an

amount of data sensed during a sense operation performed on the subset of data

stored in the first type of memory.



6 . The apparatus of claim 5, wherein the controller is configured to identify

the subset of data stored in the first type of memory to relocate to the second

type of memory based, at least in part, on a frequency at which an address

corresponding to the subset of data stored in the first type of memory has been

accessed during sense operations performed o the memory.

7 The apparatus of any of claims 5-6, wherein the controller is configured

to identify the subset of data stored in the first type of memory to relocate to the

second type of memory upon the sense operation being performed on the subset

of data stored in the first type of memory.

8 . A method for operating memory, comprising:

identifying a subset of data among a number of subsets of data that has

been accessed least frequently during program operations performed on the

memory, wherein the number of subsets of data are stored in a first type of

memory; and

relocating the identified subset of data from the first type of memory to a

second type of memory.

9 The method of claim 8, wherein the subset of data that has been accessed

least frequently during program operations performed on the memory is an

oldest subset of data in a first in, first out (FIFO) buffer in the first type of

memory.

10. The method of any one of claims 8-9, wherein the subset of data that has

been accessed least frequently during program operations performed on the

memory s a subset of data that has been removed from a first in, first out (FIFO)

buffer in the first type of memory.

. The method of any one of claims 8-9, wherein:

the first type of memory includes a number of first in, first out (FIFO)

buffers, wherein:

a first one of the number of FIFO buffers includ es subsets of data

that have been relocated from the second type of memory to the first type of



memory and have not been accessed during program operations performed on

the memory subsequent to being relocated,

a second one of the number of FIFO buffers includes subsets of

data that have been accessed once during program operations performed on the

memory;

a third one of the number of FIFO buffers includes subsets of data

that have been accessed twice during program operations performed on the

memory; and

a fourth one of the number of FIFO buffers includes subsets of

data that have been accessed three or more times during program operations

performed on the memory; and

the subset of data that has been accessed least frequently during program

operations performed on the memory is a subset of data that has been removed

from either the first one of the number of FIFO buffers or the second one of the

number of FIFO buffers.

12. A method for operating memory, comprising:

determining whether an amount of data sensed during a sense operation

performed on a subset of data stored in a first type of memory meets or exceeds

a particular threshold; and

relocating the subset of data from the first type of memory to a second

type of memory upon determining the amount of data does not meet or exceed

the particular threshold.

3. The method of c aim 2, wherei :

the subset of data is one subset of data in a group of subsets of data

stored in the first type of memory; and

the method includes relocating the group of subsets of data from the first

type of memory to the second type of memory upon determining the amount of

data does not meet or exceed the particular threshold.

14. The method of claim 12, wherein relocating the subset of data from the

first type of memory to the second type of memory includes:



performing a program operation to program the data sensed during the

sense operation to the second type of memory, and

updating location data for the subset of data with a location in the second

type of memory to which the sensed data is programed.

5 . The method of claim 14, wherein relocating the subset of data from the

first type of memory to the second type of memory includes invalidating the data

stored in the subset of data in the first type of memory.

6 . An apparatus, comprising:

a memory, wherein the memory includes a first type of memory and a

second type of memory; and

a controller configured to:

identify subsets of data stored in the first type of memory to

relocate to the second type of memory based, at least in part, on a frequency at

which addresses corresponding to the subsets of data stored in the first type of

memory have been accessed during program operations performed on the

memory; and

identify subsets of data stored in the second type of memory to

relocate to the first type of memory based, at least in part, on an amount of data

sensed during sense operations performed on the subsets of data stored in the

second type of memory.

7 . The apparatus of claim 16, wherein the controller includes:

a first module configured to identify the subsets of data stored in the first

type of memory to relocate to the second type of memory; and

a second module configured to identify the subsets of data stored in the

second type of memory to relocate to the first type of memory.

18. The apparatus of any of claims 16-17, wherein the controller is

configured to identify the subsets of data stored in the first type of memory to

relocate to the second type of memory upon an amount of data stored in the first

type of memory meeting or exceeding a predefined threshold.



9 . The apparatus of claim 16, wherein the controller is configured to, upon

identifying the subsets of data stored in the first type of memory to relocate to

the second type of memory:

perform a sense operation to sense the data stored in the identified

subsets of data in the first type of memory;

perform a program operation to program the sensed data to the second

type of memory;

update location data for the identified subsets of data with a location in

the second type of memory to which the sensed data is programed; and

invalidate the data stored in the identified subsets of data in the first type

of memory.

20. The apparatus of claim 16, wherein the controller is configured to, upon

identifying the subsets of data stored in the first type of memory to relocate to

the second type of memory:

retrieve a location in the second type of memory where a backup copy of

the data stored in the identified subsets of data is stored;

update location data for the identified subsets of data with the retrieved

location; and

invalidate the data stored in the identifi ed subsets of data in the first type

of memory.
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