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END-TO-END TEXT-TO-SPEECH CONVERSION

CROSS REFERENCE TO RELATED APPLICATIONS

[0001] This application is a non-provisional of and claims priority to Greek Patent 

Application No. 20170100126, filed on March 29, 2017, the entire contents of which are 

hereby incorporated by reference.

BACKGROUND

[0002] This specification relates to converting text to speech using neural networks.

[0003] Neural networks are machine learning models that employ one or more layers of 

nonlinear units to predict an output for a received input. Some neural networks include one 

or more hidden layers in addition to an output layer. The output of each hidden layer is used 

as input to the next layer in the network, i.e., the next hidden layer or the output layer. Each 

layer of the network generates an output from a received input in accordance with current 

values of a respective set of parameters.

[0004] Some neural networks are recurrent neural networks. A recurrent neural network is 

a neural network that receives an input sequence and generates an output sequence from the 

input sequence. In particular, a recurrent neural network can use some or all of the internal 

state of the network from a previous time step in computing an output at a current time step. 

An example of a recurrent neural network is a long short term (LSTM) neural network that 

includes one or more LSTM memory blocks. Each LSTM memory block can include one or 

more cells that each include an input gate, a forget gate, and an output gate that allow the cell 

to store previous states for the cell, e.g., for use in generating a current activation or to be 

provided to other components of the LSTM neural network.

SUMMARY

[0005] This specification describes a system implemented as computer programs on one or 

more computers in one or more locations that converts text to speech.

[0006] In general, one innovative aspect may be embodied in a system that includes one or 

more computers and one or more storage devices storing instructions that when executed by 

one or more computers cause the one or more computers to implement: a sequence-to- 

sequence recurrent neural network configured to: receive a sequence of characters in a 

particular natural language, and process the sequence of characters to generate a spectrogram 

1



WO 2018/183650 PCT/US2018/025101

of a verbal utterance of the sequence of characters in the particular natural language; and a 

subsystem configured to: receive the sequence of characters in the particular natural 

language, and provide the sequence of characters as input to the sequence-to-sequence 

recurrent neural network to obtain as output the spectrogram of the verbal utterance of the 

sequence of characters in the particular natural language. The subsystem can be further 

configured to generate speech using the spectrogram of the verbal utterance of the input 

sequence of characters in the particular natural language; and provide the generated speech 

for playback.

[0007] The subject matter described in this specification can be implemented in particular 

embodiments so as to realize one or more of the following advantages. By generating 

speech at the frame level, the system described in this specification can generate speech from 

text faster than other systems while generating speech that is of comparable or even better 

quality. In addition, as will be explained in more detail below, the system described herein 

can reduce model size, training time, and inference time and can also substantially increase 

convergence speed. The system described in this specification can generate high-quality 

speech without requiring hand-engineered linguistic features or complex components, e.g., 

without requiring a Hidden Markov Model (HMM) aligner, resulting in reduced complexity 

and using fewer computational resources while still generating high quality speech.

[0008] The details of one or more embodiments of the subject matter of this specification 

are set forth in the accompanying drawings and the description below. Other features, 

aspects, and advantages of the subject matter will become apparent from the description, the 

drawings, and the claims.

BRIEF DESCRIPTION OF THE DRAWINGS

[0009] FIG. 1 shows an example text-to-speech conversion system.

[0010] FIG. 2 shows an example CBHG neural network.

[0011] FIG. 3 is a flow diagram of an example process for converting a sequence of 

characters to speech.

[0012] FIG. 4 is a flow diagram of an example process for generating speech from a 

compressed spectrogram of a verbal utterance of the sequence of characters.

[0013] Like reference numbers and designations in the various drawings indicate like 

elements.
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DETAILED DESCRIPTION

[0014] FIG. 1 shows an example text-to-speech conversion system 100. The text-to-speech 

conversion system 100 is an example of a system implemented as computer programs on one 

or more computers in one or more locations, in which the systems, components, and 

techniques described below can be implemented.

[0015] The system 100 includes a subsystem 102 that is configured to receive input text 

104 as an input and to process the input text 104 to generate speech 120 as an output. The 

input text 104 includes a sequence of characters in a particular natural language. The 

sequence of characters may include alphabet letters, numbers, punctuation marks, and/or 

other special characters. The input text 104 can be a sequence of characters of varying 

lengths.

[0016] To process the input text 104, the subsystem 102 is configured to interact with an 

end-to-end text-to-speech model 150 that includes a sequence-to-sequence recurrent neural 

network 106 (hereafter “seq2seq network 106”), a post-processing neural network 108, and a 

waveform synthesizer 110.

[0017] After the subsystem 102 receives input text 104 that includes a sequence of 

characters in a particular natural language, the subsystem 102 provides the sequence of 

characters as input to the seq2seq network 106. The seq2seq network 106 is configured to 

receive the sequence of characters from the subsystem 102 and to process the sequence of 

characters to generate a spectrogram of a verbal utterance of the sequence of characters in the 

particular natural language.

[0018] In particular, the seq2seq network 106 processes the sequence of characters using (i) 

an encoder neural network 112, which includes an encoder pre-net neural network 114 and an 

encoder CBHG neural network 116, and (ii) an attention-based decoder recurrent neural 

network 118. Each character in the sequence of characters can be represented as a one-hot 

vector and embedded into a continuous vector. That is, the subsystem 102 can represent each 

character in the sequence as a one-hot vector and then generate an embedding, i.e., a vector or 

other ordered collection of numeric values, of the character before providing the sequence as 

input to the seq2seq network 106.

[0019] The encoder pre-net neural network 114 is configured to receive a respective 

embedding of each character in the sequence and process the respective embedding of each 

character to generate a transformed embedding of the character. For example, the encoder 

pre-net neural network 114 can apply a set of non-linear transformations to each embedding 

to generate a transformed embedding. In some cases, the encoder pre-net neural network 114 
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includes a bottleneck neural network layer with dropout to increase convergence speed and 

improve generalization capability of the system during training.

[0020] The encoder CBHG neural network 116 is configured to receive the transformed 

embeddings from the encoder pre-net neural network 206 and process the transformed 

embeddings to generate encoded representations of the sequence of characters. The encoder 

CBHG neural network 112 includes a CBHG neural network, which is described in more 

detail below with respect to FIG. 2. The use of the encoder CBHG neural network 112 as 

described herein may reduce overfitting. In addition, it may result in fewer 

mispronunciations when compared to, for instance, a multi-layer RNN encoder.

[0021] The attention-based decoder recurrent neural network 118 (herein referred to as “the 

decoder neural network 118”) is configured to receive a sequence of decoder inputs. For 

each decoder input in the sequence, the decoder neural network 118 is configured to process 

the decoder input and the encoded representations generated by the encoder CBHG neural 

network 116 to generate multiple frames of the spectrogram of the sequence of characters. 

That is, instead of generating (predicting) one frame at each decoder step, the decoder neural 

network 118 generates r frames of the spectrogram, with r being an integer greater than one. 

In many cases, there is no overlap between sets of r frames.

[0022] In particular, at decoder step t, at least the last frame of the r frames generated at 

decoder step t-1 is fed as input to the decoder neural network 118 at decoder step t+1. In 

some implementations, all of the r frames generated at the decoder step t-1 can be fed as 

input to the decoder neural network 118 at the decoder step t+1. The decoder input for the 

first decoder step can be an all-zero frame (i.e. a <GO> frame). Attention over the encoded 

representations is applied to all decoder steps, e.g., using a conventional attention 

mechanism. The decoder neural network 118 may use a fully connected neural network layer 

with a linear activation to simultaneously predict r frames at a given decoder step. For 

example, to predict 5 frames, each frame being an 80-D (80-Dimension) vector, the decoder 

neural network 118 uses the fully connected neural network layer with the linear activation to 

predict a 400-D vector and to reshape the 400-D vector to obtain the 5 frames.

[0023] By generating r frames at each time step, the decoder neural network 118 divides 

the total number of decoder steps by r, thus reducing model size, training time, and inference 

time. Additionally, this technique substantially increases convergence speed, i.e., because it 

results in a much faster (and more stable) alignment between frames and encoded 

representations as learned by the attention mechanism. This is because neighboring speech 

frames are correlated and each character usually corresponds to multiple frames. Emitting 
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multiple frames at a time step allows the decoder neural network 118 to leverage this quality 

to quickly learn how to, i.e., be trained to, efficiently attend to the encoded representations 

during training.

[0024] The decoder neural network 118 may include one or more gated recurrent unit 

neural network layers. To speed up convergence, the decoder neural network 118 may 

include one or more vertical residual connections. In some implementations, the spectrogram 

is a compressed spectrogram such as a mel-scale spectrogram. Using a compressed 

spectrogram instead of, for instance, a raw spectrogram may reduce redundancy, thereby 

reducing the computation required during training and inference.

[0025] The post-processing neural network 108 is configured to receive the compressed 

spectrogram and process the compressed spectrogram to generate a waveform synthesizer 

input.

[0026] To process the compressed spectrogram, the post-processing neural network 108 

includes a CBHG neural network. In particular, the CBHG neural network includes a 1-D 

convolutional subnetwork, followed by a highway network, and followed by a bidirectional 

recurrent neural network. The CBHG neural network may include one or more residual 

connections. The 1-D convolutional subnetwork may include a bank of 1-D convolutional 

filters followed by a max pooling along time layer with stride one. In some cases, the 

bidirectional recurrent neural network is a gated recurrent unit neural network. The CBHG 

neural network is described in more detail below with reference to FIG. 2.

[0027] In some implementations, the post-processing neural network 108 has been trained 

jointly with the sequence-to-sequence recurrent neural network 106. That is, during training, 

the system 100 (or an external system) trains the post-processing neural network 108 and the 

seq2seq network 106 on the same training dataset using the same neural network training 

technique, e.g., a gradient descent-based training technique. More specifically, the system 

100 (or an external system) can backpropagate an estimate of a gradient of a loss function to 

jointly adjust the current values of all network parameters of the post-processing neural 

network 108 and the seq2seq network 106. Unlike conventional systems that have 

components that need to be separately trained or pre-trained and thus each component’s 

errors can compound, systems that have the post-processing NN 108 and seq2seq network 

106 that are jointly trained are more robust (e.g., they have smaller errors and can be trained 

from scratch). These advantages enable the training of the end-to-end text-to-speech model 

150 on a very large amount of rich, expressive yet often noisy data found in the real world.
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[0028] The waveform synthesizer 110 is configured to receive the waveform synthesizer 

input, and process the waveform synthesizer input to generate a waveform of the verbal 

utterance of the input sequence of characters in the particular natural language. In some 

implementations, the waveform synthesizer is a Griffin-Lim synthesizer. In some other 

implementations, the waveform synthesizer is a vocoder. In some other implementations, the 

waveform synthesizer is a trainable spectrogram to waveform inverter.

[0029] After the waveform synthesizer 110 generates the waveform, the subsystem 102 can 

generate speech 120 using the waveform and provide the generated speech 120 for playback, 

e.g., on a user device, or provide the generated waveform to another system to allow the other 

system to generate and play back the speech.

[0030] FIG. 2 shows an example CBHG neural network 200. The CBHG neural network 

200 can be the CBHG neural network included in the encoder CBHG neural network 116 or 

the CBHG neural network included in the post-processing neural network 108 of FIG. 1.

[0031] The CBHG neural network 200 includes a 1-D convolutional subnetwork 208, 

followed by a highway network 212, and followed by a bidirectional recurrent neural network 

214. The CBHG neural network 200 may include one or more residual connections, e.g., the 

residual connection 210.

[0032] The 1-D convolutional subnetwork 208 may include a bank of 1-D convolutional 

filters 204 followed by a max pooling along time layer with a stride of one 206. The bank of 

1-D convolutional filters 204 may include K sets of 1-D convolutional filters, in which the k- 

th set includes Ck filters each having a convolution width of k.

[0033] The 1-D convolutional subnetwork 208 is configured to receive an input sequence 

202, for example, transformed embeddings of a sequence of characters that are generated by 

an encoder pre-net neural network. The subnetwork 208 processes the input sequence using 

the bank of 1-D convolutional filters 204 to generate convolution outputs of the input 

sequence 202. The subnetwork 208 then stacks the convolution outputs together and 

processes the stacked convolution outputs using the max pooling along time layer with stride 

one 206 to generate max-pooled outputs. The subnetwork 208 then processes the max-pooled 

outputs using one or more fixed-width 1-D convolutional filters to generate subnetwork 

outputs of the subnetwork 208.

[0034] After the subnetwork outputs are generated, the residual connection 210 is 

configured to combine the subnetwork outputs with the original input sequence 202 to 

generate convolution outputs.
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[0035] The highway network 212 and the bidirectional recurrent neural network 214 are 

then configured to process the convolution outputs to generate encoded representations of the 

sequence of characters.

[0036] In particular, the highway network 212 is configured to process the convolution 

outputs to generate high-level feature representations of the sequence of characters. In some 

implementations, the highway network includes one or more fully-connected neural network 

layers.

[0037] The bidirectional recurrent neural network 214 is configured to process the high- 

level feature representations to generate sequential feature representations of the sequence of 

characters. A sequential feature representation represents a local structure of the sequence of 

characters around a particular character. A sequential feature representation may include a 

sequence of feature vectors. In some implementations, the bidirectional recurrent neural 

network is a gated recurrent unit neural network.

[0038] During training, one or more of the convolutional filters of the 1-D convolutional 

subnetwork 208 can be trained using batch normalization method, which is described in detail 

in S. Ioffe and C. Szegedy, "Batch normalization: Accelerating deep network training by 

reducing internal covariate shift," arXiv preprint arXiv: 1502.03167, 2015.

[0039] In some implementations, one or more convolutional filters in the CBHG neural 

network 200 are non-causal convolutional filters, i.e., convolutional filters that, at a given 

time step T, can convolve with surrounding inputs in both directions (e.g., .., T-l, T-2 and 

T+l, T+2, ... etc.). In contrast, a causal convolutional filter can only convolve with previous 

inputs (...T-l, T-2, etc.).

[0040] In some other implementations, all convolutional filters in the CBHG neural 

network 200 are non-causal convolutional filters.

[0041] The use of non-causal convolutional filters, batch normalization, residual 

connections, and max pooling along time layer with stride one improves the generalization 

capability of the CBHG neural network 200 on the input sequence and thus enables the text- 

to-speech conversion system to generate high-quality speech.

[0042] FIG. 3 is a flow diagram of an example process 300 for converting a sequence of 

characters to speech. For convenience, the process 300 will be described as being performed 

by a system of one or more computers located in one or more locations. For example, a text- 

to-speech conversion system (e.g., the text-to-speech conversion system 100 of FIG. 1) or a 

subsystem of a text-to-speech conversion system (e.g., the subsystem 102 of FIG. 1), 

appropriately programmed, can perform the process 300.
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[0043] The system receives a sequence of characters in a particular natural language (step 

302).

[0044] The system then provides the sequence of character as input to a sequence-to- 

sequence (seq2seq) recurrent neural network to obtain as output a spectrogram of a verbal 

utterance of the sequence of characters in the particular natural language (step 304). In some 

implementations, the spectrogram is a compressed spectrogram, e.g., a mel-scale 

spectrogram.

[0045] In particular, after receiving the sequence of characters from the system, the seq2seq 

recurrent neural network processes the sequence of characters to generate a respective 

encoded representation of each of the characters in the sequence using an encoder neural 

network including an encoder pre-net neural network and an encoder CBHG neural network. 

[0046] More specifically, each character in the sequence of characters can be represented as 

a one-hot vector and embedded into a continuous vector. The encoder pre-net neural network 

receives a respective embedding of each character in the sequence and processes the 

respective embedding of each character in the sequence to generate a transformed embedding 

of the character using an encoder pre-net neural network. For example, the encoder pre-net 

neural network can apply a set of non-linear transformations to each embedding to generate a 

transformed embedding. The encoder CBHG neural network then receives the transformed 

embeddings from the encoder pre-net neural network and processes the transformed 

embeddings to generate the encoded representations of the sequence of characters.

[0047] To generate a spectrogram of a verbal utterance of the sequence of characters, the 

seq2seq recurrent neural network processes the encoded representations using an attention

based decoder recurrent neural network. In particular, the attention-based decoder recurrent 

neural network receives a sequence of decoder inputs. The first decoder input in the 

sequence is a predetermined initial frame. For each decoder input in the sequence, the 

attention-based decoder recurrent neural network processes the decoder input and the 

encoded representations to generate r frames of the spectrogram, in which r is an integer 

greater than one. One or more of the generated r frames can be used as the next decoder 

input in the sequence. In other words, each other decoder input in the sequence is one or 

more of the r frames generated by processing a decoder input that precedes the decoder input 

in the sequence.

[0048] The output of the attention-based decoder recurrent neural network thus includes 

multiple sets of frames that form the spectrogram, in which each set includes r frames. In 

many cases, there is no overlap between sets of r frames. By generating r frames at a time, 
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the total number of decoder steps performed by the attention-based decoder recurrent neural 

network is reduced by a factor of r, thus reducing training and inference time. This technique 

also helps to increase convergence speed and learning rate of the attention-based decoder 

recurrent neural network and the system in general.

[0049] The system generates speech using the spectrogram of the verbal utterance of the 

sequence of characters in the particular natural language (step 306).

[0050] In some implementations, when the spectrogram is a compressed spectrogram, the 

system can generate a waveform from the compressed spectrogram and generate speech using 

the waveform. Generating speech from a compressed spectrogram is described in more 

detailed below with reference to FIG. 4.

[0051] The system then provides the generated speech for playback (step 308). For 

example, the system transmits the generated speech to a user device over a data 

communication network for playback.

[0052] FIG. 4 is a flow diagram of an example process 400 for generating speech from a 

compressed spectrogram of a verbal utterance of the sequence of characters. For 

convenience, the process 400 will be described as being performed by a system of one or 

more computers located in one or more locations. For example, a text-to-speech conversion 

system (e.g., the text-to-speech conversion system 100 of FIG. 1) or a subsystem of a text-to- 

speech conversion system (e.g., the subsystem 102 of FIG. 1), appropriately programmed, can 

perform the process 400.

[0053] The system receives a compressed spectrogram of a verbal utterance of a sequence 

of characters in a particular natural language (step 402).

[0054] The system then provides the compressed spectrogram as input to a post-processing 

neural network to obtain a waveform synthesizer input (step 404). In some cases, the 

waveform synthesizer input is a linear-scale spectrogram of the verbal utterance of the input 

sequence of characters in the particular natural language.

[0055] After obtaining the waveform synthesizer input, the system provides the waveform 

synthesizer input as input to a waveform synthesizer (step 406). The waveform synthesizer 

processes the waveform synthesizer input to generate a waveform. In some implementations, 

the waveform synthesizer is a Griffin-Lim synthesizer that uses Griffin-Lim algorithm to 

synthesize the waveform from the waveform synthesizer input such as a linear-scale 

spectrogram. In some other implementations, the waveform synthesizer is a vocoder. In 

some other implementations, the waveform synthesizer is a trainable spectrogram to 

waveform inverter.
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[0056] The system then generates speech using the waveform, i.e., generates the sounds 

that are represented by the waveform (step 408). The system may then provide the generated 

speech for playback, e.g., on a user device. In some implementations, the system may 

provide the waveform to another system to allow the other system to generate and play back 

the speech.

[0057] For a system of one or more computers to be configured to perform particular 

operations or actions means that the system has installed on it software, firmware, hardware, 

or a combination of them that in operation cause the system to perform the operations or 

actions. For one or more computer programs to be configured to perform particular 

operations or actions means that the one or more programs include instructions that, when 

executed by data processing apparatus, cause the apparatus to perform the operations or 

actions.

[0058] Embodiments of the subject matter and the functional operations described in this 

specification can be implemented in digital electronic circuitry, in tangibly-embodied 

computer software or firmware, in computer hardware, including the structures disclosed in 

this specification and their structural equivalents, or in combinations of one or more of them. 

Embodiments of the subject matter described in this specification can be implemented as one 

or more computer programs, i.e., one or more modules of computer program instructions 

encoded on a tangible non transitory program carrier for execution by, or to control the 

operation of, data processing apparatus. Alternatively or in addition, the program instructions 

can be encoded on an artificially generated propagated signal, e.g., a machine-generated 

electrical, optical, or electromagnetic signal, that is generated to encode information for 

transmission to suitable receiver apparatus for execution by a data processing apparatus. The 

computer storage medium can be a machine-readable storage device, a machine-readable 

storage substrate, a random or serial access memory device, or a combination of one or more 

of them. The computer storage medium is not, however, a propagated signal.

[0059] The term “data processing apparatus” encompasses all kinds of apparatus, devices, 

and machines for processing data, including by way of example a programmable processor, a 

computer, or multiple processors or computers. The apparatus can include special purpose 

logic circuitry, e.g., an FPGA (field programmable gate array) or an ASIC (application 

specific integrated circuit). The apparatus can also include, in addition to hardware, code that 

creates an execution environment for the computer program in question, e.g., code that 

constitutes processor firmware, a protocol stack, a database management system, an operating 

system, or a combination of one or more of them.

10
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[0060] A computer program (which may also be referred to or described as a program, 

software, a software application, a module, a software module, a script, or code) can be 

written in any form of programming language, including compiled or interpreted languages, 

or declarative or procedural languages, and it can be deployed in any form, including as a 

stand alone program or as a module, component, subroutine, or other unit suitable for use in a 

computing environment. A computer program may, but need not, correspond to a file in a 

file system. A program can be stored in a portion of a file that holds other programs or data, 

e.g., one or more scripts stored in a markup language document, in a single file dedicated to 

the program in question, or in multiple coordinated files, e.g., files that store one or more 

modules, sub programs, or portions of code. A computer program can be deployed to be 

executed on one computer or on multiple computers that are located at one site or distributed 

across multiple sites and interconnected by a communication network.

[0061] As used in this specification, an “engine,” or “software engine,” refers to a software 

implemented input/output system that provides an output that is different from the input. An 

engine can be an encoded block of functionality, such as a library, a platform, a software 

development kit (“SDK”), or an object. Each engine can be implemented on any appropriate 

type of computing device, e.g., servers, mobile phones, tablet computers, notebook 

computers, music players, e-book readers, laptop or desktop computers, PDAs, smart phones, 

or other stationary or portable devices, that includes one or more processors and computer 

readable media. Additionally, two or more of the engines may be implemented on the same 

computing device, or on different computing devices.

[0062] The processes and logic flows described in this specification can be performed by 

one or more programmable computers executing one or more computer programs to perform 

functions by operating on input data and generating output. The processes and logic flows 

can also be performed by, and apparatus can also be implemented as, special purpose logic 

circuitry, e.g., an FPGA (field programmable gate array) or an ASIC (application specific 

integrated circuit). For example, the processes and logic flows can be performed by and 

apparatus can also be implemented as a graphics processing unit (GPU).

[0063] Computers suitable for the execution of a computer program include, by way of 

example, can be based on general or special purpose microprocessors or both, or any other 

kind of central processing unit. Generally, a central processing unit will receive instructions 

and data from a read only memory or a random access memory or both. The essential 

elements of a computer are a central processing unit for performing or executing instructions 

and one or more memory devices for storing instructions and data. Generally, a computer 
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will also include, or be operatively coupled to receive data from or transfer data to, or both, 

one or more mass storage devices for storing data, e.g., magnetic, magneto optical disks, or 

optical disks. However, a computer need not have such devices. Moreover, a computer can 

be embedded in another device, e.g., a mobile telephone, a personal digital assistant (PDA), a 

mobile audio or video player, a game console, a Global Positioning System (GPS) receiver, 

or a portable storage device, e.g., a universal serial bus (USB) flash drive, to name just a few. 

[0064] Computer readable media suitable for storing computer program instructions and 

data include all forms of non-volatile memory, media and memory devices, including by way 

of example semiconductor memory devices, e.g., EPROM, EEPROM, and flash memory 

devices; magnetic disks, e.g., internal hard disks or removable disks; magneto optical disks; 

and CD ROM and DVD-ROM disks. The processor and the memory can be supplemented 

by, or incorporated in, special purpose logic circuitry.

[0065] To provide for interaction with a user, embodiments of the subject matter described 

in this specification can be implemented on a computer having a display device, e.g., a CRT 

(cathode ray tube) or LCD (liquid crystal display) monitor, for displaying information to the 

user and a keyboard and a pointing device, e.g., a mouse or a trackball, by which the user can 

provide input to the computer. Other kinds of devices can be used to provide for interaction 

with a user as well; for example, feedback provided to the user can be any form of sensory 

feedback, e.g., visual feedback, auditory feedback, or tactile feedback; and input from the 

user can be received in any form, including acoustic, speech, or tactile input. In addition, a 

computer can interact with a user by sending documents to and receiving documents from a 

device that is used by the user; for example, by sending web pages to a web browser on a 

user’s client device in response to requests received from the web browser.

[0066] Embodiments of the subject matter described in this specification can be 

implemented in a computing system that includes a back end component, e.g., as a data 

server, or that includes a middleware component, e.g., an application server, or that includes a 

front end component, e.g., a client computer having a graphical user interface or a Web 

browser through which a user can interact with an implementation of the subject matter 

described in this specification, or any combination of one or more such back end, 

middleware, or front end components. The components of the system can be interconnected 

by any form or medium of digital data communication, e.g., a communication network. 

Examples of communication networks include a local area network (“LAN”) and a wide area 

network (“WAN”), e.g., the Internet.

12
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[0067] The computing system can include clients and servers. A client and server are 

generally remote from each other and typically interact through a communication network. 

The relationship of client and server arises by virtue of computer programs running on the 

respective computers and having a client-server relationship to each other.

[0068] While this specification contains many specific implementation details, these should 

not be construed as limitations on the scope of any invention or of what may be claimed, but 

rather as descriptions of features that may be specific to particular embodiments of particular 

inventions. Certain features that are described in this specification in the context of separate 

embodiments can also be implemented in combination in a single embodiment. Conversely, 

various features that are described in the context of a single embodiment can also be 

implemented in multiple embodiments separately or in any suitable subcombination. 

Moreover, although features may be described above as acting in certain combinations and 

even initially claimed as such, one or more features from a claimed combination can in some 

cases be excised from the combination, and the claimed combination may be directed to a 

subcombination or variation of a subcombination.

[0069] Similarly, while operations are depicted in the drawings in a particular order, this 

should not be understood as requiring that such operations be performed in the particular 

order shown or in sequential order, or that all illustrated operations be performed, to achieve 

desirable results. In certain circumstances, multitasking and parallel processing may be 

advantageous. Moreover, the separation of various system modules and components in the 

embodiments described above should not be understood as requiring such separation in all 

embodiments, and it should be understood that the described program components and 

systems can generally be integrated together in a single software product or packaged into 

multiple software products.

[0070] Particular embodiments of the subject matter have been described. Other 

embodiments are within the scope of the following claims. For example, the actions recited 

in the claims can be performed in a different order and still achieve desirable results. As one 

example, the processes depicted in the accompanying figures do not necessarily require the 

particular order shown, or sequential order, to achieve desirable results. In certain 

implementations, multitasking and parallel processing may be advantageous.
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The claims defining the invention are as follows:

1. A system comprising one or more computers and one or more storage devices 

storing instructions that when executed by one or more computers cause the one or more

5 computers to implement:

a sequence-to-sequence recurrent neural network configured to:

receive a sequence of characters in a particular natural language, and 

process the sequence of characters to generate a spectrogram of a verbal 

utterance of the sequence of characters in the particular natural language; and

io a subsystem configured to:

receive the sequence of characters in the particular natural language, and 

provide the sequence of characters as input to the sequence-to-sequence 

recurrent neural network to obtain as output the spectrogram of the verbal utterance of 

the sequence of characters in the particular natural language, wherein the sequence-to- 

15 sequence recurrent neural network comprises:

an encoder neural network configured to:

receive the sequence of characters, and 

process the sequence of characters to generate a respective encoded 

representation of each of the characters in the sequence; and

20 an attention-based decoder recurrent neural network configured to:

receive a sequence of decoder inputs; and 

for each decoder input in the sequence:

process the decoder input and the encoded representations to 

generate r frames of the spectrogram, wherein r is an integer greater than one, wherein 

25 each of the second and subsequent decoder inputs in the sequence is one or more of the r
frames of the spectogram that were generated by processing the preceding decoder input 

in the sequence.

2. The system of claim 1, wherein the encoder neural network comprises:

30 an encoder pre-net neural network configured to:

receive a respective embedding of each character in the sequence, and 

process the respective embedding of each character in the sequence to 

generate a transformed embedding of the character, and

an encoder CBHG neural network configured to:

35 receive the transformed embeddings, and

process the transformed embeddings to generate the encoded

14



20
18

24
49

17
 

14
 N

ov
 2

01
9 representations.

3. The system of claim 2, wherein the encoder CBHG neural network comprises a 

bank of 1-D convolutional filters, followed by a highway network, and followed by a

5 bidirectional recurrent neural network.

4. The system of claim 3, wherein the bidirectional recurrent neural network is a 

gated recurrent unit neural network.

10 5. The system of any one of claims 3 or 4, wherein the encoder CBHG includes a

residual connection between the transformed embeddings and outputs of the bank of 1-D 

convolutional filters.

6. The system of any one of claims 3 to 5, wherein the bank of 1-D convolutional

15 filters includes a max pooling along time layer with stride one.

7. The system of any one of claims 1 to 6, wherein a first decoder input in the 

sequence is a predetermined initial frame.

20 8. The system of any one of claims 1 to 7, wherein the spectrogram is a compressed

spectrogram.

9. The system of claim 8, wherein the compressed spectrogram is a mel-scale 

spectrogram.

25
10. The system of any one of claims 8 or 9, wherein the system further comprises: 

a post-processing neural network configured to:

receive the compressed spectrogram, and 

process the compressed spectrogram to generate a waveform synthesizer

30 input; and

a waveform synthesizer configured to:

receive the waveform synthesizer input, and

process the waveform synthesizer input to generate a waveform of the 

verbal utterance of the input sequence of characters in the particular natural language;

35 and

wherein the subsystem is further configured to:
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provide the compressed spectrogram as input to the post-processing 

neural network to obtain the waveform synthesizer input; and

provide the waveform synthesizer input as input to the waveform

5 synthesizer to generate the waveform.

n. The system of claim 10, wherein the subsystem is further configured to: 

generate speech using the waveform, and 

provide the generated speech for playback.

io
12. The system of any one of claims 10 or 11, wherein the waveform synthesizer input 

is a linear-scale spectrogram of the verbal utterance of the input sequence of characters in 

the particular natural language.

15 13. The system of any one of claims 10 to 12, wherein the waveform synthesizer is a

trainable spectrogram to waveform inverter.

14. The system of any one of claims 10 to 13, wherein the post-processing neural 

network has been trained jointly with the sequence-to-sequence recurrent neural

20 network.

15. The system of any one of claims 10 to 14, wherein the post-processing neural 

network is a CBHG neural network that comprises a 1-D convolutional subnetwork, 

followed by a highway network, and followed by a bidirectional recurrent neural network.

25
16. The system of claim 15, wherein the bidirectional recurrent neural network is a 

gated recurrent unit neural network.

17. The system of any one of claims 15 or 16, wherein the CBHG neural network

30 includes one or more residual connections.

18. The system of any one of claims 15 to 17, wherein the 1-D convolutional 

subnetwork comprises a bank of 1-D convolutional filters followed by a max pooling along 

time layer with stride one.

35
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9 19. The system of any one of claims 1 to 9, wherein the subsystem is further 

configured to:

generate speech using the spectrogram of the verbal utterance of the input 

sequence of characters in the particular natural language; and

5 provide the generated speech for playback.

20. One or more computer storage media storing instructions that when executed by 

one or more computers cause the one or more computers to implement the system of any 

one of claims 1 to 19.

10
21. A method comprising the operations performed by the subsystem of any one of 

claims 1 to 19.
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FIG. 3
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FIG. 4


