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(57) ABSTRACT 

A method for managing data includes receiving individually 
accessible data units, each identified by a key value; storing a 
plurality of blocks of data, each of at least some of the blocks 
being generated by combining a plurality of the data units: 
and providing an index that includes an entry for each of the 
blocks. One or more of the entries enable location, based on a 
provided key value, of a block that includes data units corre 
sponding to a range of key values that includes the provided 
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MANAGING STORAGE OF INDIVIDUALLY 
ACCESSIBLE DATA UNITS 

BACKGROUND 

0001. The invention relates to managing storage of indi 
vidually accessible data units. 
0002. A database system can store individually accessible 
unit of data or “records” in any of a variety of formats. Each 
record may correspond to a logical entity Such as a credit 
card transaction and typically has an associated primary key 
used to uniquely identify the record. The record can include 
multiple values associated with respective fields of a record 
format. The records can be stored within one or more files 
(e.g., flat files or structured data files such as XML files). In 
compressed database systems individual records or values 
within records may be compressed when stored and decom 
pressed when accessed to reduce the storage requirements of 
the system. 

SUMMARY 

0003. In one aspect, in general, a method for managing 
data includes receiving individually accessible data units, 
each identified by a key value; storing a plurality of blocks 
of data, each of at least Some of the blocks being generated 
by combining a plurality of the data units; and providing an 
index that includes an entry for each of the blocks. One or 
more of the entries enable location, based on a provided key 
value, of a block that includes data units corresponding to a 
range of key values that includes the provided key value. 
0004. In another aspect, in general, a system for manag 
ing data includes means for receiving individually accessible 
data units, each identified by a key value; means for storing 
a plurality of blocks of data, each of at least some of the 
blocks being generated by combining a plurality of the data 
units; and means for providing an index that includes an 
entry for each of the blocks. One or more of the entries 
enable location, based on a provided key value, of a block 
that includes data units corresponding to a range of key 
values that includes the provided key value. 
0005. In another aspect, in general, a computer program, 
stored on a computer-readable medium, for managing data, 
includes instructions for causing a computer to receive 
individually accessible data units, each identified by a key 
value; store a plurality of blocks of data, each of at least 
Some of the blocks being generated by combining a plurality 
of the data units; and provide an index that includes an entry 
for each of the blocks. One or more of the entries enable 
location, based on a provided key value, of a block that 
includes data units corresponding to a range of key values 
that includes the provided key value. 
0006 Aspects can include one or more of the following 
features. 
0007. At least some of the blocks are generated by 
combining the data units based on a defined order for the key 
values. 
0008. The defined order is alphabetical. 
0009. The defined order is numerical. 
0010 Respective blocks are generated from respective 
sets of data units, and the sets correspond to non-overlapping 
ranges of key values according to the defined order. 
0011. One or more of the entries in the index identify a 
range of key values corresponding to data units from which 
a corresponding block was generated. 
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0012. The range of key values is identified by informa 
tion including at least one extremum of the range of key 
values. 
0013 The range of key values is identified by a first 
extremum from a first entry in the index and a second 
extremum from a second entry in the index. 
0014. The range of key values is identified by informa 
tion including at least one extremum of the key values 
associated with the data units from which the corresponding 
block was generated. 
0015 The range of key values is identified by a first 
extremum from a first entry in the index and a second 
extremum from a second entry in the index. 
0016 Each of at least some of the entries in the index 
identifies a storage location of the corresponding block. 
0017 Generating a block by combining a plurality of the 
data units comprises compressing a set of data units. 
0018 Decompressing a block generated by compressing 
a set of data units data units includes processing the entire 
block. 

0019. The data units are records that each have one or 
more values associated with corresponding fields. 
0020. A key value that identifies a received data unit 
corresponds to one or more fields associated with the given 
data unit before being received. 
0021. A key value that identifies a received data unit is 
assigned to the data unit after being received. 
0022 Key values are assigned monotonically. 
0023) Key values are assigned sequentially. 
0024. The stored blocks of data are stored as a first set of 
blocks. 

0025. The first set of blocks are stored in a file. 
0026. A second set of one or more blocks of data is 
stored, each of at least some of the blocks in the second set 
being generated from a plurality of data units received after 
storing the first set of blocks. 
0027. At least some of the blocks in the second set are 
generated by compressing a set of data units. 
0028. An index is provided that includes an entry for each 
of the blocks in the second set, wherein one or more of the 
entries enable location, based on a provided key value, of a 
block that includes data units corresponding to a range of 
key values that includes the provided key value. 
0029. The first and second sets of blocks are processed to 
recover the data units from which the blocks were generated: 
the data units recovered from the first set and the data units 
recovered from the second set are sorted according to an 
order for key values corresponding to the data units to 
generate a set of sorted data units; and a third set of blocks 
is generated, each of at least some of the blocks in the third 
set being generated by combining a plurality of the Sorted 
data units. 

0030 Sorting the data units recovered from the first set 
and the data units recovered from the second set includes 
merging the data units recovered from the first set with the 
data units recovered from the second set according to an 
order for key values corresponding to the data units to 
generate a set of Sorted data units 
0031. An index for the third set is provided that includes 
an entry for each of the blocks in the third set, wherein one 
or more of the entries enable location, based on a provided 
key value, of a block that includes data units corresponding 
to a range of key values that includes the provided key value. 
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0032. A screening data structure associated with the 
stored blocks is provided for determining a possibility that 
a data unit that includes a given attribute value was included 
in the data units from which the blocks were generated. 
0033. The attribute value includes a key value that iden 

tifies a data unit. 
0034. The screening data structure determines, for a 
given attribute value, either that a data unit including the 
given attribute value was definitely not included, or that a 
data unit including the given attribute value was possibly 
included. 
0035. The probability that the screening data structure 
determines that a data unit including the given attribute 
value was possibly included when the data unit was not 
included depends on the size of the data structure. 
0036. The size of the screening data structure is selected 
based on the number of data units from which the blocks 
were generated. 
0037. A secondary index associated with the stored 
blocks is provided for determining one or more key values 
of data units that include a given attribute value. 
0038. The data units are records that each have one or 
more values associated with corresponding fields, the key 
value identifying a record corresponds to a primary key 
value, and the attribute value associated with the secondary 
index corresponds to a secondary key value. 
0039. The secondary index includes a table having rows 
sorted by attribute values in the data units other than the key 
values. 
004.0 Aspects can include one or more of the following 
advantages. 
0041. By compressing a block of multiple records, a 
greater degree of compression can be achieved than by 
compressing the records individually. The indexed blocks 
provide the ability to access a given record without requiring 
decompression from the beginning of a file of compressed 
records. The size of the blocks can be selected to be large 
enough to provide high compression and Small enough to 
limit the amount of decompression necessary to access a 
given record within a block. Each block can be compressed 
using a compression technique that does not need to provide 
the ability to start decompression from an arbitrary location 
within the compressed block. Thus, techniques that provide 
a large degree of compression can be used. 
0042. By storing an index that identifies a range of key 
values corresponding to records from which a corresponding 
block was generated, the index can remain Small (e.g., Small 
enough to fit in a relatively fast memory) since it does not 
need to have an entry for each record. The index entries 
enable location of one or more blocks that can be loaded and 
decompressed to recover a set of records that can be 
searched for a desired record. Associating signatures with 
compressed blocks can indicate that a desired record is not 
present obviating the need to load the compressed block to 
search for the record. 
0043. Other features and advantages will become appar 
ent from the following description, and from the claims. 

DESCRIPTION OF DRAWINGS 

0044 FIG. 1 is a block diagram of a system for storing 
and retrieving records. 
0045 FIGS. 2A, 2B, 2C, and 2D are schematic diagrams 
of data processed by and stored in the system. 
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0046 FIGS. 3A and 3B are tables showing false positive 
probabilities for different signature sizes. 
0047 FIGS. 4A and 4B are flowcharts of procedures for 
searching for records. 

DESCRIPTION 

0048 Referring to FIG. 1, a record storage and retrieval 
system 100 accepts data from one or more sources, such as 
SOURCE A-SOURCE C. The data include information that 
can be represented as individually accessible units of data. 
For example, a credit card company may receive data 
representing individual transactions from various retail com 
panies. Each transaction is associated with values represent 
ing attributes Such as a customer name, a date, a purchase 
amount, etc. A record processing module 102 ensures that 
the data is formatted according to a predetermined record 
format so that the values associated with a transaction are 
stored in a record. In some cases this may include trans 
forming the data from the sources according to the record 
format. In other cases, one or more sources may provide the 
data already formatted according to the record format. 
0049. The record processing module 102 sorts the records 
by a primary key value that identifies each record (e.g., 
either a unique key identifying a single record, or a key that 
identifies multiple updated versions of a record), and divides 
the records into sets of records that correspond to non 
overlapping ranges of primary key values. For example, 
each set of records may correspond to a predetermined 
number of records (e.g., 100 records). A compression mod 
ule 104 compresses each set of records into a compressed 
block of data. These compressed blocks are stored in a 
compressed record file in a record storage 106 (e.g., in a 
non-volatile storage medium such as one or more hard disk 
drives). The system 100 also includes an indexing and 
search module 108 that provides an index that includes an 
entry for each of the blocks. The index is used to locate a 
block that may include a given record, as described in more 
detail below. The index can be stored in an index file in an 
index storage 110. For example, while the index file can be 
stored in the same storage medium as the compressed record 
file, the index file may preferably be stored in a relatively 
faster memory (e.g., a volatile storage medium such as a 
Dynamic Random Access Memory) since the index file is 
typically much smaller than the compressed record file. 
0050. In alternative implementations of the system 100, 
the sets of records can be processed to generate blocks using 
other functions in addition to or instead of compression to 
combine the records in Some way (i.e., so that the block is 
not merely a concatenated set of records). For example, 
Some systems may process a set of records to generate 
blocks of encrypted data. 
0051. An interface module 112 provides access to the 
stored records to human and/or computer agents, such as 
AGENT A-AGENT D. For example, the interface module 
112 can implement an online account System for credit card 
customers to monitor their transactions. A request for trans 
action information meeting various criteria can be processed 
by the system 100 and corresponding records can be 
retrieved from within compressed blocks stored in the record 
storage 106. 
0.052 A stream of incoming records from one or more 
Sources may be temporarily stored before being processed to 
generate a compressed record file. Referring to FIG. 2A, the 
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system 100 receives a set of records 200 to be stored in a 
compressed record file, and sorts the records according to 
values of a primary key. 
0053 Aprimary key value can uniquely identify a given 
item in a database that may be represented by one or more 
records (e.g., each record having a given primary key value 
may correspond to a different updated version of the item). 
The primary key can be a “natural key” that corresponds to 
one or more existing fields of a record. If there is no field that 
is guaranteed to be unique for each item, the primary key 
may be a compound key comprising multiple fields of a 
record that together are guaranteed or highly likely to be 
unique for each item. Alternatively, the primary key can be 
a “synthetic key” which can be assigned to each record after 
being received. For example, the system 100 can assign 
unique primary key values as sequentially incremented 
integers, or some other sequence of monotonically progress 
ing values (e.g., time stamps). In this case, records repre 
senting different versions of the same item may be assigned 
different synthetic key values. If integers are used, the range 
of possible primary key values (e.g., as determined by the 
number of bits used) can be large enough so that if the 
primary key rolls over, any record previously assigned a 
given primary key value has been removed from the com 
pressed record file. For example, old transactions may be 
removed and archived or discarded. 

0054) In the example shown in FIG. 2A, the records 200 
are identified by alphabetically sorted primary key values: 
A, AB, CZ, ... The system 100 compresses a first set of N 
records having primary key values A-DD to generate a 
corresponding compressed block labeled BLOCK 1. The 
next set of records includes the next N of the sorted records 
having primary key values DX-GF. The compression mod 
ule 104 can use any of a variety of lossless data compression 
algorithms (e.g., Lempel–Ziv type algorithms). Each Succes 
sive compressed block is combined form a compressed 
record file 202. 

0055. The number N of records used to generate a 
compressed block, can be selected to trade off between 
compression efficiency and decompression speed. The com 
pression may reduce the size of the data on average by a 
given factor R that depends on the nature of the data being 
compressed and on the size of the data being compressed 
(e.g., R is typically smaller when more data is being com 
pressed). The compression may also have an associated 
overhead (e.g., compression related data) of average size O. 
The average size of the resulting compressed record file 
generated from M records each of size X can be expressed 
as M/N(RNX--O), which for a large number of blocks can 
be approximated as RMX+OM/N. Thus, a larger value of N 
can in some cases provide greater compression both by 
reducing R and by reducing the contribution of the overhead 
to the size of the file. A smaller value of N reduces the time 
needed to decompress a given compressed block to access a 
record that may be contained in the block. 
0056. In other implementations, different compressed 
blocks may include different numbers of records. Each block 
may have a number of records according to a predetermined 
range. For example, the first block includes records with 
primary key values 1-1000, and the second block includes 
records with primary key values 1001-2000, etc. The num 
ber of records in the compressed blocks in this example 
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could be different since not every primary key value nec 
essarily exists (e.g., in the case of an existing numerical field 
used as a natural key). 
0057. In some implementations, different compressed 
blocks may include a target number of records in some 
cases, and in exceptional cases may include more or fewer 
records. For example, if a set of records ends with a record 
whose primary key value is different from the primary key 
value of the following record in the sorted order, those 
records are used to generate a compressed block. If the set 
of records ends with a record whose primary key value is the 
same as the primary key value of the following record in the 
Sorted order, all the additional records having that primary 
key value are added to the set. In this way, the same primary 
key value does not cross over from one compressed block to 
the next. 

0058. The indexing and search module 108 generates an 
entry in an index file 204 for each of the compressed blocks. 
The index entries include a key field 206 that identifies each 
compressed block, for example, by the primary key of the 
first record in the corresponding uncompressed set of 
records. The entries also include a location field 208 that 
identifies the storage location of the identified compressed 
block within the compressed record file 202. For example, 
the location field can contain a pointer in the form of an 
absolute address in the record storage 106, or in the form of 
an offset from the address of the beginning of the com 
pressed record file 202 in the record storage 106. 
0059. To search for a given record in the compressed 
record file 202, the module 108 can perform a search (e.g., 
a binary search) of the index file 204 based on the key field 
206. For a provided key value (e.g., provided by one of the 
agents), the module 108 locates a block that includes records 
corresponding to a range of key values that includes the 
provided key value. The record with the provided key value 
may or may not have been included in the set of records used 
to generate the located block, but if the record existed in the 
records 200, that record would have been included since the 
records 200 were sorted by the primary key value. The 
module 108 then decompresses the located block and 
searches for a record with the provided key value. In cases 
in which the primary key value is not unique for each record, 
the module 108 may find multiple records with the provided 
key value in the compressed block. In this example in which 
the key field 206 includes the primary key of the first record 
in a set, the module 108 searches for two consecutive index 
entries that have key values earlier and later, respectively, 
than the provided key value, and returns the block corre 
sponding to the entry with the earlier key value. In some 
cases, the provided key value may be the same as a key value 
in an index entry, in which case the module 108 returns the 
block corresponding to that entry. 
0060. In different implementations, there are different 
ways for the entries in the index file 204 to identify a range 
of key values corresponding to the records from which a 
corresponding block was generated. As in the implementa 
tion shown in FIG. 2A, the range of key values can be the 
range between the two extremum key values of the records 
used to generate a block (e.g., the first and last in a sorted 
sequence of alphabetical primary key values, or the mini 
mum and maximum in a sorted sequence of numerical 
primary key values). The index entry can include either or 
both of the extrema that define the range. In some imple 
mentations, if the index entries include the minimum key 
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value that defines a range for a given block, the last index 
entry associated with the last block in a compressed record 
file may also include a maximum key value that defines the 
range for that block. This maximum key value can then be 
used when searching the compressed record file to determine 
when a given key value is out of range. 
0061 Alternatively, the range of key values can be a 
range extending beyond the key values of the records used 
to generate a block. For example, in the case of a block 
generated from records with numerical primary key values 
between 1 and 1000, the smallest key value represented in 
the records may be greater than 1 and the largest key value 
represented in the records may be smaller than 1000. The 
index entry can include either or both of the extrema 1 and 
1000 that define the range. 
0062. When additional records arrive after an initial 
group of records have been processed to generate a com 
pressed record file, those records can be stored in a buffer 
and searched in uncompressed form. Alternatively, addi 
tional groups of records can be incrementally processed and 
stored as additional compressed record files accessible by 
additional index files. In some cases, even when compress 
ing a small number of additional records may not provide a 
great reduction in storage size, it may still be advantageous 
to compress the additional records to maintain uniform 
procedures for accessing records. Additional records can be 
processed repeatedly at regular intervals of time (e.g., every 
30 seconds or every 5 minutes), or after a predetermined 
number of additional records have been received (e.g., every 
1000 records or every 10,000 records). If incoming records 
are processed based on time intervals, in Some intervals 
there may be no incoming records or a Small number of 
records that are all compressed into a single compressed 
block. 
0063 Referring to FIG. 2B, in an example in which 
additional records have been received by the system 100 
after the initial compressed record file 202 has been gener 
ated, an additional compressed record file 210 can be 
appended to the initial compressed record file 202 to form a 
compound compressed record file 211. The system 100 sorts 
the additional records by primary key values and compresses 
sets of N records to generate compressed blocks of the 
compressed record file 210. The first compressed block in 
the appended file 210 labeled BLOCK 91 has primary key 
values BA-FF. The module 108 generates an additional 
index file 212 that includes entries that can be used to search 
for the additional records represented within the appended 
file 210. The new index file 212 can be appended to the 
previous index file 204. 
0064. Any number of compressed record files can be 
appended to form a compound compressed record file. If the 
indexing and search module 108 is searching for a record 
with a given key value within a compound compressed 
record file, the module 108 searches for the record within 
each of the appended compressed record files using the 
corresponding index files. Alternatively, an agent requesting 
a given record can specify some number of the compressed 
record files with a compound compressed record file to be 
searched (e.g., the 10 most recently generated, or any 
generated within the last hour). 
0065. After a given amount of time (e.g., every 24 hours) 
or after a given number of compressed record files have been 
appended, the system 100 can consolidate the files to gen 
erate a single compressed record file from a compound 
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compressed record file and a new corresponding index file. 
After consolidation, a single index can be searched to locate 
a compressed block that may contain a given record, result 
ing in more efficient record access. At consolidation time, 
the system 100 decompresses the compressed record files to 
recover the corresponding sets of sorted records, sorts the 
records by primary key values, and generates a new com 
pressed record file and index. Since each of the recovered 
sets of records is already sorted, the records can be sorted 
efficiently by merging the previously sorted lists according 
to the primary key values to generate a single set of Sorted 
records. 

0.066 Referring to FIG. 2C, the compound compressed 
record file 211 includes the initial compressed record file 
202, the additional compressed record file 210, and number 
of additional compressed record files 220, 221, ... depend 
ing on how many additional records have arrived and how 
often the records have been processed. Each compressed 
record file can have an associated index file that can be used 
to search for a given record in within the compressed blocks 
of that file. In this example, one of the compressed record 
files 220 is Small enough to have only a single compressed 
block (BLOCK95), and therefore does not necessarily need 
an associated index file, but can have associated data that 
indicates a range of primary key values in the block and its 
location in storage. After consolidation, the records recov 
ered from the different appended compressed record files are 
processed to generate a single compressed record file 230. 
0067. In the case of monotonically assigned primary 
keys, records are automatically sorted not only within com 
pressed record files, but also from one file to the next, 
obviating the need to consolidate files in order to access a 
record in a single index search. Referring to FIG. 2D, the 
system 100 receives a set of records 250 that are identified 
by consecutive integers assigned in arrival order as primary 
keys for the records. Thus, the records 250 are automatically 
sorted by primary key. An initial compressed record file 252 
includes compressed blocks each including 100 records in 
this example, and an index file 254 includes a key field 256 
for the primary key value of the first record in a compressed 
block and a location field 258 that identifies the correspond 
ing storage location. Since records that arrive after the initial 
compressed record file 252 has been generated will auto 
matically have primary key values later in the Sorted order, 
an appended compressed record file 260 and corresponding 
index file 262 do not need to be consolidated to enable 
efficient record access based on a single index search. For 
example, the index file 262 can simply be appended to the 
index file 254 and both indices can be searched together 
(e.g., in a single binary search) for locating a compressed 
block in either of the compressed record files 252 or 260. 
0068. The compound compressed record file 261 may 
optionally be consolidated to eliminate an incomplete block 
that may have been inserted at the end of the compressed 
record file 252. In such a consolidation, only the last 
compressed block in the first file 252 would need to be 
decompressed, and instead of merging the decompressed 
sets of records, the sets of records could simply be concat 
enated to form a new sorted set of records to be divided into 
sets of 100 records that are then compressed again to form 
a new compressed record file. 
0069. Another advantage of using a consecutive integer 
synthetic primary key values is that if the records are going 
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to be partitioned based on the primary key value, the 
partitions can be automatically balanced since there are no 
gaps in the key values. 
0070 Any of a variety of techniques can be used to 
update records and invalidate any previous versions of the 
record that may exist in a compressed record file. In some 
cases, records don't need to be removed or updated indi 
vidually (e.g., logs, transactions, telephone calls). In these 
cases, old records be removed and discarded or archived in 
groups of a predetermined number of compressed blocks, 
for example, from the beginning of a compressed record file. 
In some cases, entire compressed record files can be 
removed. 

0071. In some cases, one or more values of a record are 
updated by adding a new updated record for storage in a 
compressed block, and a previously received version of the 
record (with the same primary key value) may be left stored 
in a different compressed block. There could then multiple 
versions of a record and some technique is used to determine 
which is the valid version of the record. For example, the last 
version (most recently received) appearing in any com 
pressed record file may be implicitly or explicitly indicated 
as the valid version, and any other versions are invalid. A 
search for a record with a given primary key in this case can 
include finding the last record identified by that primary key 
in order of appearance. Alternatively, a record can be invali 
dated without necessarily adding a new version of a record 
by writing an “invalidate record” that indicates that any 
previous versions of the record are not valid. 
0072 The system 100 mediates access to the compressed 
record files stored in the record storage 106 by different 
processes. Any of a variety of synchronization techniques 
can be used to mediate access to the compressed blocks 
within one or more compressed record files. The system 100 
ensures that any processes that modify the files (e.g., by 
appending or consolidating data) do not interfere with one 
another. For example, if new records arrive while consoli 
dation is occurring, the system 100 can wait until the 
consolidation process is finished, or can generate com 
pressed blocks and store them temporarily before appending 
them to existing compressed record files. Processes that read 
from a compressed record file can load a portion of the file 
that is complete, and can ignore any incomplete portion that 
may be undergoing modification. 
0073. The system 100 stores additional data that enables 
a search for record based on an attribute of the record other 
than the primary key. A secondary index for a compressed 
record file includes information that provides one or more 
primary key values based on a value of an attribute that is 
designated as a secondary key. Each attribute designated as 
a secondary key can be associated with a corresponding 
secondary index. For example, each secondary index can be 
organized as a table that has rows sorted by the associated 
secondary key. Each row includes a secondary key value and 
one or more primary key values of records that include that 
secondary key value. Thus, if an agent initiates a search for 
any records that include a given secondary key value, the 
system 100 looks up the primary key(s) to use for searching 
the index of the compressed record file for the compressed 
block(s) that include the record(s). The secondary index may 
be large (e.g., on the order of the number of records) and in 
Some cases may be stored in the storage medium that stores 
the compressed record files. 
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0074. In some cases, the values of an attribute designated 
as a secondary key may be unique for each record. In Such 
cases, there is a one-to-one correspondence between that 
secondary key and the primary key, and the interface module 
112 can present that secondary key attribute as though it 
were the primary key to an agent. 
0075 Each secondary index can be updated as new 
compressed record files are appended to a compound com 
pressed record file. Alternatively, a secondary key can be 
associated with a different secondary index for each com 
pressed record file, and the secondary indices can be con 
Solidated into a single secondary index when the compressed 
record files are consolidated. 

0076 A screening data structure can be associated with a 
compressed record file for determining the possibility that a 
record that includes a given attribute value is included in a 
compressed block of the file. For example, using an overlap 
encoded signature (OES) as a screening data structure 
enables the system 100 to determine that a record with a 
given key value (primary key or secondary key) is definitely 
not present (a “negative' result), or whether a record with 
the given key value has the possibility of being present (a 
“positive' result). For a positive result, the system accesses 
the appropriate compressed block to either retrieve the 
record (a “confirmed positive result), or determine that the 
record is not present (a “false positive' result). For a 
negative result, the system can give a negative result to an 
agent without needing to spend time decompressing and 
searching the compressed block for a record that is not 
present. The size of the OES affects how often positive 
results are false positives, with larger OES size yielding 
fewer false positive results in general. For a given OES size, 
fewer distinct possible key values yields fewer false posi 
tives in general. 
0077. Other types of screening data structures are pos 
sible. A screening data structure for a given primary or 
secondary key can be provided for each compressed record 
file. Alternatively, a screening data structure for a key can be 
provided for each compressed block. 
(0078 FIGS. 3A and 3B show tables that provide prob 
ability values for obtaining a false positive result for a key 
value for various sizes of an exemplary OES screening data 
structure (columns) and various numbers of distinct key 
values represented in the compressed record file (rows). For 
an OES, depending on the size of the OES and the number 
of distinct key values, the presence of more than one key 
value may be indicated in the same portion of the OES, 
potentially leading to a false positive result for one of those 
key values if the other is present. The size of this exemplary 
OES varies from 2'=1024 bits (in the table of FIG. 3A) to 
2—256 Mbits (in the table of FIG. 3B). The number of 
distinct key values varies from 100 (in the table of FIG. 3A) 
to 100,000,000 (in the table of FIG.3B). For both tables, the 
blank cells in the upper right correspond to 0% and the blank 
cells in the lower left correspond to 100%. For the cells in 
which the false positive probability is low (e.g., near Zero), 
the screening data structure may be larger than necessary to 
provide adequate screening. For the cells in which the false 
positive probability is significant (e.g., >50%), the screen 
ing data structure may be too small to provide adequate 
screening. This example corresponds to a technique for 
generating an OES using four hash codes per key value. 
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Other examples of OES screening data structures could yield 
a different table of false positive probabilities for given 
numbers of distinct keys. 
0079 Since the number of distinct key values represented 
in a compressed record file may not be known, the system 
100 can select the size of the screening data structure for the 
compressed record file based on the number of records from 
which the file was generated. In selecting the size, there is 
a trade-off between reducing false positive probabilities and 
memory space needed to store the screening data structure. 
One factor in this trade-off the likelihood of searching for 
absent key values. If most of the key values to be looked up 
are likely to be present in the decompressed records, the 
screening data structures may not be needed at all. If there 
is a significant probability that key values will not be found, 
then allocating storage space for relatively large screening 
data structures may save considerable time. 
0080. The size of a screening data structures associated 
with a compressed record file may depend on whether the 
file corresponds to an initial or consolidated large database 
of records, or a smaller update to a larger database. A 
relatively smaller Screening data structure size can be used 
for compressed record files that are appended during regular 
update intervals since there are generally fewer distinct key 
values in each update. Also, the Small size can reduce the 
storage space needed as the number of compressed record 
files grows after many updates. The size of the screening 
data structure can be based on the expected number of 
records and/or distinct key values in an update, and on the 
expected number of updates. For example, if updated files 
are appended every five minutes through a 24-hour period, 
there will be 288 compressed record files at the end of the 
day. The probability of at least one false positive result will 
be 288 times the appropriate value from the tables of FIGS. 
3A and 3B (assuming the results for different updates are 
independent). After consolidation, a larger Screening data 
structure may be appropriate for the consolidated com 
pressed record file since the number of distinct key values 
may increase significantly. 
0081. A compressed record file can have a screening data 
structure for the primary key and for each secondary key, or 
for some subset of the keys. For example, the system 100 
may provide a screening data structure for the primary key, 
and for only those secondary keys that are expected to be 
used most often in searching for records. 
I0082 FIG. 4A shows a flowchart for a procedure 400 for 
searching for one or more records with a given primary key 
value. The procedure 400 determines 402 whether there is a 
screening data structure associated with a first compressed 
record file. If so, the procedure 400 processes 404 the 
screening data structure to obtain either a positive or nega 
tive result. If the given primary key value does not pass the 
screening (a negative result), then the procedure 400 checks 
406 for a next compressed record file and repeats on that file 
if it exists. If the given primary key value does pass the 
screening (a positive result), then the procedure 400 searches 
408 the index for a block that may contain a record with the 
given primary key value. If no screening data structure is 
associated with the compressed record file, then the proce 
dure 400 searches 408 the index without performing a 
Screening. 
0083. After searching 408 the index, if a compressed 
block associated with a range of key values that includes the 
given primary key value is found 410, then the procedure 
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400 decompresses 412 the block at the location identified by 
the index entry and searches 414 the resulting records for 
one or more records with the given primary key value. The 
procedure then checks 416 for a next compressed record file 
and repeats on that file if it exists. If no compressed block 
is found (e.g., if the given primary key value is Smaller than 
the minimum key value in the first block or greater than the 
maximum key value in the last block), then the procedure 
400 checks 416 for a next compressed record file and repeats 
on that file if it exists. 
I0084 FIG. 4B shows a flowchart for a procedure 450 for 
searching for one or more records with a given secondary 
key value. The procedure 450 determines 452 whether there 
is a screening data structure associated with a first com 
pressed record file. If so, the procedure 450 processes 454 
the screening data structure to obtain either a positive or 
negative result. If the given secondary key value does not 
pass the screening (a negative result), then the procedure 450 
checks 456 for a next compressed record file and repeats on 
that file if it exists. If the given secondary key value does 
pass the screening (a positive result), then the procedure 450 
looks up 458 the primary keys that correspond to records 
containing the given secondary key. If no screening data 
structure is associated with the compressed record file, then 
the procedure 450 looks up 458 the primary keys without 
performing a screening. 
I0085 For each of the primary keys found, the procedure 
450 searches 460 the index for a block that may contain a 
record with the given primary key value. After searching 460 
the index, if a compressed block associated with a range of 
key values that includes the given primary key value is 
found 462, then the procedure 450 decompresses 464 the 
block at the location identified by the index entry and 
searches 466 the resulting records for one or more records 
with the given primary key value. The procedure then 
checks 468 for a next compressed record file and repeats on 
that file if it exists. If no compressed block is found, then the 
procedure 450 checks 468 for a next compressed record file 
and repeats on that file if it exists. 
I0086 Multiple records found with a given primary or 
secondary key can be returned by procedure 400 or proce 
dure 450 in order of appearance, or in some cases, only the 
last version of the record is returned. 

I0087. The record storage and retrieval approach 
described above can be implemented using software for 
execution on a computer. For instance, the Software forms 
procedures in one or more computer programs that execute 
on one or more programmed or programmable computer 
systems (which may be of various architectures such as 
distributed, client/server, or grid) each including at least one 
processor, at least one data storage system (including vola 
tile and non-volatile memory and/or storage elements), at 
least one input device or port, and at least one output device 
or port. The software may form one or more modules of a 
larger program, for example, that provides other services 
related to the design and configuration of computation 
graphs. The nodes and elements of the graph can be imple 
mented as data structures stored in a computer readable 
medium or other organized data conforming to a data model 
stored in a data repository. 
I0088. The software may be provided on a medium, such 
as a CD-ROM, readable by a general or special purpose 
programmable computer or delivered (encoded in a propa 
gated signal) over a network to the computer where it is 
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executed. All of the functions may be performed on a special 
purpose computer, or using special-purpose hardware. Such 
as coprocessors. The Software may be implemented in a 
distributed manner in which different parts of the computa 
tion specified by the software are performed by different 
computers. Each Such computer program is preferably 
stored on or downloaded to a storage media or device (e.g., 
Solid state memory or media, or magnetic or optical media) 
readable by a general or special purpose programmable 
computer, for configuring and operating the computer when 
the storage media or device is read by the computer system 
to perform the procedures described herein. The inventive 
system may also be considered to be implemented as a 
computer-readable storage medium, configured with a com 
puter program, where the storage medium so configured 
causes a computer system to operate in a specific and 
predefined manner to perform the functions described 
herein. 

0089. A number of embodiments of the invention have 
been described. Nevertheless, it will be understood that 
various modifications may be made without departing from 
the spirit and scope of the invention. For example, some of 
the steps described above may be order independent, and 
thus can be performed in an order different from that 
described. 
0090. It is to be understood that the foregoing description 

is intended to illustrate and not to limit the scope of the 
invention, which is defined by the scope of the appended 
claims. For example, a number of the function steps 
described above may be performed in a different order 
without substantially affecting overall processing. Other 
embodiments are within the scope of the following claims. 

What is claimed is: 
1. A method for managing data, the method including: 
receiving individually accessible data units, each identi 

fied by a key value; 
storing a plurality of blocks of data, each of at least some 
of the blocks being generated by combining a plurality 
of the data units; and 

providing an index that includes an entry for each of the 
blocks, wherein one or more of the entries enable 
location, based on a provided key value, of a block that 
includes data units corresponding to a range of key 
values that includes the provided key value. 

2. The method of claim 1, wherein at least some of the 
blocks are generated by combining the data units based on 
a defined order for the key values. 

3. The method of claim 2, wherein the defined order is 
alphabetical. 

4. The method of claim 2, wherein the defined order is 
numerical. 

5. The method of claim 2, wherein respective blocks are 
generated from respective sets of data units, and the sets 
correspond to non-overlapping ranges of key values accord 
ing to the defined order. 

6. The method of claim 1, wherein one or more of the 
entries in the index identify a range of key values corre 
sponding to data units from which a corresponding block 
was generated. 

7. The method of claim 6, wherein the range of key values 
is identified by information including at least one extremum 
of the range of key values. 
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8. The method of claim 7, wherein the range of key values 
is identified by a first extremum from a first entry in the 
index and a second extremum from a second entry in the 
index. 

9. The method of claim 6, wherein the range of key values 
is identified by information including at least one extremum 
of the key values associated with the data units from which 
the corresponding block was generated. 

10. The method of claim 9, wherein the range of key 
values is identified by a first extremum from a first entry in 
the index and a second extremum from a second entry in the 
index. 

11. The method of claim 6, wherein each of at least some 
of the entries in the index identifies a storage location of the 
corresponding block. 

12. The method of claim 1, wherein generating a block by 
combining a plurality of the data units comprises compress 
ing a set of data units. 

13. The method of claim 12, wherein decompressing a 
block generated by compressing a set of data units data units 
includes processing the entire block. 

14. The method of claim 1, wherein the data units are 
records that each have one or more values associated with 
corresponding fields. 

15. The method of claim 14, wherein a key value that 
identifies a received data unit corresponds to one or more 
fields associated with the given data unit before being 
received. 

16. The method of claim 14, wherein a key value that 
identifies a received data unit is assigned to the data unit 
after being received. 

17. The method of claim 16, wherein key values are 
assigned monotonically. 

18. The method of claim 17, wherein key values are 
assigned sequentially. 

19. The method of claim 1, wherein the stored blocks of 
data are stored as a first set of blocks. 

20. The method of claim 19, wherein the first set of blocks 
are stored in a file. 

21. The method of claim 19, further including storing a 
second set of one or more blocks of data, each of at least 
Some of the blocks in the second set being generated from 
a plurality of data units received after storing the first set of 
blocks. 

22. The method of claim 21, wherein at least some of the 
blocks in the second set are generated by compressing a set 
of data units. 

23. The method of claim 21, further including providing 
an index that includes an entry for each of the blocks in the 
second set, wherein one or more of the entries enable 
location, based on a provided key value, of a block that 
includes data units corresponding to a range of key values 
that includes the provided key value. 

24. The method of claim 21, further including: 
processing the first and second sets of blocks to recover 

the data units from which the blocks were generated: 
sorting the data units recovered from the first set and the 

data units recovered from the second set according to 
an order for key values corresponding to the data units 
to generate a set of Sorted data units; and 

generating a third set of blocks, each of at least some of 
the blocks in the third set being generated by combin 
ing a plurality of the sorted data units. 
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25. The method of claim 24, wherein sorting the data units 
recovered from the first set and the data units recovered from 
the second set includes merging the data units recovered from 
the first set with the data units recovered from the second set 
according to an order for key values corresponding to the data 
units to generate a set of sorted data units 

26. The method of claim 24, further including providing an 
index for the third set that includes an entry for each of the 
blocks in the third set, wherein one or more of the entries 
enable location, based on a provided key value, of a block that 
includes data units corresponding to a range of key values that 
includes the provided key value. 

27. The method of claim 1, further including providing a 
screening data structure associated with the stored blocks for 
determining a possibility that a data unit that includes a given 
attribute value was included in the data units from which the 
blocks were generated. 

28. The method of claim 27, wherein the attribute value 
includes a key value that identifies a data unit. 

29. The method of claim 27, wherein the screening data 
structure determines, for a given attribute value, either that a 
data unit including the given attribute value was definitely not 
included, or that a data unit including the given attribute value 
was possibly included. 

30. The method of claim 29, wherein the probability that 
the screening data structure determines that a data unit includ 
ing the given attribute value was possibly included when the 
data unit was not included depends on the size of the data 
Structure. 

31. The method of claim 30, further including selecting the 
size of the screening data structure based on the number of 
data units from which the blocks were generated. 

32. The method of claim 1, further including providing a 
secondary index associated with the stored blocks for deter 
mining one or more key values of data units that include a 
given attribute value. 
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33. The method of claim 32, wherein the data units are 
records that each have one or more values associated with 
corresponding fields, the key value identifying a record cor 
responds to a primary key value, and the attribute value asso 
ciated with the secondary index corresponds to a secondary 
key value. 

34. The method of claim 32, wherein the secondary index 
includes a table having rows sorted by attribute values in the 
data units other than the key values. 

35. A system for managing data, the system including: 
means for receiving individually accessible data units, 

each identified by a key value: 
means for storing a plurality of blocks of data, each of at 

least Some of the blocks being generated by combining a 
plurality of the data units; and 

means for providing an index that includes an entry for 
each of the blocks, wherein one or more of the entries 
enable location, based on a provided key value, of a 
block that includes data units corresponding to a range 
of key values that includes the provided key value. 

36. A computer program, Stored on a computer-readable 
medium, for managing data, the computer program including 
instructions for causing a computer to: 

receive individually accessible data units, each identified 
by a key value; 

store a plurality of blocks of data, each of at least some of 
the blocks being generated by combining a plurality of 
the data units; and 

provide an index that includes an entry for each of the 
blocks, wherein one or more of the entries enable loca 
tion, based on a provided key value, of a block that 
includes data units corresponding to a range of key val 
ues that includes the provided key value. 
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