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(57) ABSTRACT 
A system and method for extending automated penetration 
testing of a target network is provided. The method com 
prises: computing a scenario, comprises the steps of trans 
lating a workspace having at least one target computer in the 
target network, to a planning definition language, translating 
penetration modules available in a penetration testing frame 
work to a planning definition language, and defining a goal in 
the target network and translating the goal into a planning 
definition language; building a knowledge database with 
information regarding the target network, properties of hosts 
in the network, parameters and running history of modules in 
the penetration testing framework; and running an attack plan 
Solver module, comprising: running an attack planner using 
the scenario as input, to produce at least one attack plan that 
achieves the goal, and executing actions defined in the at least 
one attack plan against the target network from the penetra 
tion testing framework. 

15 Claims, 13 Drawing Sheets 
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SYSTEMAND METHOD FOR EXTENDING 
AUTOMATED PENETRATION TESTING TO 
DEVELOPAN INTELLIGENT AND COST 

EFFICIENT SECURITY STRATEGY 

CROSS-REFERENCE TO RELATED 
APPLICATION 

This application claims priority to copending U.S. Provi 
sional Application entitled, “SYSTEMAND METHOD FOR 
EXTENDING AUTOMATED PENETRATION TESTING 
TO DEVELOP AN INTELLIGENT AND COST EFFI 
CIENT SECURITY STRATEGY FOR ENTERPRISE 
SCALE INFORMATION SYSTEMS, having Ser. No. 
61/231,669, filed Aug. 5, 2009. In addition, this application 
claims priority to copending U.S. Provisional Application 
entitled, “Attack Planning in the RealWorld,” having Ser. No. 
61/362.511, filed Jul. 8, 2010. Each of these provisional 
applications are entirely incorporated herein by reference. 

FIELD OF THE INVENTION 

The present invention is generally related to computer and 
network security, and more particularly is related to develop 
ing a cost-efficient and scalable computer attack planner, 
which can automatically plan and build attack plans, and 
execute them in conjunction with a penetration testing frame 
work. 

BACKGROUND OF THE INVENTION 

A penetration test is a set of risk assessment methodologies 
where the “penetration testers' or auditors assume the place 
of an attacker in order to examine the security controls in 
place of an infrastructure of networked computers and appli 
cations. Typically, the penetration tester will mimic a specific 
profile of an attacker, which can be a disgruntled employee in 
a given area of an organization, an external 'script kiddie” or 
a corporate spy. The result of the penetration test is generally 
a report that includes the list of threats that this profile of an 
attacker could exercise. For example, a disgruntled employee 
in accounting may be able to steal the clients and credit card 
database, a corporate spy may be able to access secret Intel 
lectual Property, and a “script kiddie' may compromise and 
leave unavailable the machines for all the cashiers of a retailer 
business. 

The last ten (10) years have witnessed the development of 
a new kind of information security tool: the Penetration Test 
ing Framework. These tools facilitate the work of penetration 
testers on networked computers and applications, and make 
the security assessment more accessible to non-experts. The 
main difference between these tools and network security 
scanners is that Penetration Testing Frameworks have the 
ability to exploit vulnerabilities, and help to expose risk by 
assessing the complete attack path an attacker would take, 
whereas scanners simply look for evidence of vulnerablities. 

Penetration tests involve successive phases of information 
gathering, where the penetration testing framework helps the 
user to gather information about the networked computers 
and applications under attack (available hosts, their operating 
systems, open ports, and the services running in them). Pen 
etration tests also involve exploiting, where the user actively 
tries to leverage Vulnerabilities present on specific assets in 
the network and gain unwarranted access to these. When this 
leverage is through an exploit launched against a Vulnerable 
machine and this exploit is successful, the machine becomes 
compromised and can be used to perform further information 
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2 
gathering, or the machine can be used to launch Subsequent 
attacks. This shift in the source of the actions of an attacker is 
called pivoting. Other forms of leveraging vulnerabilities 
include, but are not limited to, exploitation of application 
Vulnerabilities and gaining non-authorized access to Wi-Fi 
communication channels or other types of assets. 
Newly compromised machines or applications can serve as 

the source for posterior information gathering. This new 
information might reveal previously unknown Vulnerabili 
ties. As a result, the phases of information gathering and 
exploiting usually succeed one another. 
As penetration testing frameworks have evolved they have 

become more complex, covering new attack vectors, shipping 
increasing numbers of exploits and information gathering 
modules. With this growth, the problem of successfully con 
trolling the Penetration Testing Framework has become a 
complex task for all of its users. 
Computer attacks are the object of study of computer sci 

entists and computer security professionals. In particular, the 
threats or potential attacks underlying a target network can be 
described through attack graphs, which are modeling tools 
used for these studies. In particular, attack graphs can be used 
to model an attack before executing it, or during its execution 
in order to analyze future next steps. 

There are many ways to model an attack through attack 
graphs. To define one Such model, one needs to define 
“nodes' and "edges'. In one possible way to model attack 
graphs, nodes identify a state of the attack, while edges rep 
resent individual actions in the attack. Generally speaking, 
the state is defined by the knowledge that the attacker has 
gained so far about the network from the start of the attack 
until the action (edge) preceding this node. An action com 
prises an action done by the attacker, an action could be using 
a penetration testing module to gain information regarding a 
given asset or compromise an asset. In attack graphs, an 
attack path is a sequence of actions, where the preconditions 
for an action are always guaranteed by the previous actions 
and the last action conquers the goal. 
Most studies in attack graphs require having the complete 

attack graph in memory for its studying. Unfortunately, most, 
if not all, attack graph models make it impossible to do this, 
since one can only hold in Storage attack graphs on Small 
networks, as an example, with fewer than twenty (20) hosts. 
In medium-sized networks, building complete attack graphs 
quickly becomes unfeasible since the size of the attack graph 
(and then of the memory required to store this graph) 
increases exponentially with the number of machines and 
available actions. 

Thus, a heretofore unaddressed need exists in the industry 
to address the aforementioned deficiencies and inadequacies. 

SUMMARY OF THE INVENTION 

Embodiments of the present invention provide a system 
and method for extending automated penetration testing of a 
target network. In this regard, one embodiment of Such a 
method, among others, can be broadly Summarized by the 
following steps: computing a scenario, wherein the step of 
computing the scenario comprises the steps of translating a 
workspace having at least one target computer in the target 
network, to a planning definition language, translating pen 
etration modules available in a penetration testing framework 
to a planning definition language, and defining a goal in the 
target network and translating the goal into a planning defi 
nition language; building a knowledge database with infor 
mation regarding the target network, properties of hosts in the 
network, parameters and running history of modules in the 
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penetration testing framework; and running an attack plan 
solver module, wherein the attack plan solver module per 
forms the steps of running an attack planner using the sce 
nario as input, to produce at least one attack plan that achieves 
the goal, and executing actions defined in the at least one 
attack plan against the target network from the penetration 
testing framework. 

Other systems, methods, features, and advantages of the 
present invention will be or become apparent to one with skill 
in the art upon examination of the following drawings and 
detailed description. It is intended that all such additional 
systems, methods, features, and advantages be included 
within this description, be within the scope of the present 
invention, and be protected by the accompanying claims. 

BRIEF DESCRIPTION OF THE DRAWINGS 

Many aspects of the invention can be better understood 
with reference to the following drawings. The components in 
the drawings are not necessarily to Scale, emphasis instead 
being placed upon clearly illustrating the principles of the 
present invention. Moreover, in the drawings, like reference 
numerals designate corresponding parts throughout the sev 
eral views. 

FIG. 1 is a schematic diagram illustrating a network in 
which the present automated system may be provided. 

FIG. 2 is a schematic diagram illustrating a general-pur 
pose computerarchitecture that can implement the automated 
system. 

FIG. 3 is a schematic diagram further illustrating the stor 
age device of FIG. 2. 

FIG. 4 is a schematic diagram further illustrating modules 
of the Software of FIG. 2. 

FIG. 5 is a schematic diagram further illustrating the pen 
etration testing framework module of FIG. 4. 

FIG. 6 is a schematic diagram further illustrating portions 
of a scenario. 

FIG. 7 is a schematic diagram demonstrating interaction 
between the scenario translator module and other portions of 
the automated system. 

FIG. 8 is a schematic diagram further illustrating the attack 
plan solver module of FIG. 4. 

FIG. 9 is a schematic diagram demonstrating interaction 
between the attack plan solver module and other portions of 
the automated system. 

FIG. 10 is a schematic diagram demonstrating interaction 
between the plan translator module and other portions of the 
automated system. 

FIG. 11 is a flowchart illustrating the process of running an 
automated penetration test in accordance with one exemplary 
embodiment of the invention. 

FIG. 12 also provides a logical diagram illustrating logic 
involved in the automated penetration testing process. 

FIG. 13 is a schematic diagram illustrating an exemplary 
network. 

DETAILED DESCRIPTION 

The present system and method provides an automated 
process for planning and performing a penetration test to 
assess security within a network of computers, devices and 
applications. A computer-generated plan is provided for an 
attack, which isolates the user from the complexity of select 
ing Suitable exploits for hosts in a target network. In addition, 
a suitable model is provided to represent these attacks so as to 
systematize the knowledge gained during manual penetration 
tests performed by expert users, thereby making penetration 
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4 
testing frameworks more accessible to non-experts. Further, 
incorporating an attack planning phase to the penetration 
testing framework allows, in accordance with the present 
invention, optimizations based on, but not limited to, cover 
age of the tested threats, exploit running time, reliability, or 
evasion of intrusion detection systems, and other control or 
defense systems. AS is known by those having ordinary skill 
in the art, intrusion detection systems are devices or applica 
tions that inspect network traffic, looking for attacks and 
generating alerts when attacks are detected. Detection is done 
by inspecting packet streams looking for “static signatures of 
attacks, or statistical deviations from good behavior, or 
variations of previously-identified malicious behavior. 
The present system and method uses a conceptual model of 

an attack distinguishing assets, actions, and goals. The assets 
represent both the information and the modifications in the 
network that an attacker may need to obtain during an attack, 
whereas the actions are the basic steps of an attack, Such as 
running a particular exploit or information gathering module 
against a target asset. The present system and method was 
designed to be realistic from the point of view of an attacker, 
and contemplates the fact that the attacker has an initial 
incomplete knowledge of the network, and therefore infor 
mation gathering should be considered as part of the attack. 
Alternatively, most of the attack planning literature uses 
another module where the graph is produced with complete 
information of the network and its assets; and the attack graph 
then includes all the possible exploitation actions of the 
attacker. The goal of a penetration test may be defined by an 
automated or manual process as a specific asset or set of 
assets. For example, the goal can be any of those described in 
the first paragraph of the background of the invention. 
An action may have requirements or preconditions that are 

defined as certain assets. For example, in order to compute the 
operating system of a host, one needs (the asset) network 
connectivity to this host. After executing an action, a new 
asset may be gained: that is, new information is learned or a 
change in the target network has happened. Since the actions 
have requirements and results, given a goal, a set of attack 
graphs of the actions/assets that start from the available assets 
and lead to this goal can be constructed. The attack planning 
problem entails automatically finding sequences of actions 
that lead from a starting State of the attack, with incomplete 
knowledge of the network, ending in the final goal. 

Using the terminology of attack graphs, the solution of the 
attack planning problem is that of finding at least one attack 
path that leads to the goal (i.e., the state of the attack defined 
by this node should include the goal). Moreover, since the 
attack planning problem has typically more than one solution, 
one may look for a specific solution, for example, the path that 
underlies less expected time of execution or has less expect 
ancy to be detected by control systems. To deal with the attack 
planning problem, the present system and method, in accor 
dance with one embodiment of the invention, translates the 
conceptual model of an attack into a Planning Domain Defi 
nition Language (PDDL) representation and uses classical 
planning algorithms to find attack paths. It should be noted 
that the present invention is not limited to translating the 
conceptual model of an attack into a PDDL representation, 
this representation being widely adopted in automated plan 
ning problems. Alternatively, any planning language may be 
used. 

Planning algorithms manage to find paths in the attack 
graph without constructing the graph completely, thus help 
ing to avoid the combinatorial explosion. As is known by 
those having ordinary skill in the art, combinatorial explosion 
is about the complexity associated with time and memory 
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necessary to test all the possible combinations of attacks 
available in the entire network. In testing all possible combi 
nations of attacks one has to considerall the hosts, operating 
systems, applications running, open ports, Vulnerabilities, 
attacks available, etc. The computer-theoretic size of the 
problem is intractable unless handled with a heuristic solu 
tion. 

FIG. 1 is a schematic diagram illustrating a network 2 in 
which the present automated system 10 may be provided to 
automatically identify, analyze, exploit, and document Secu 
rity Vulnerabilities in a target network 4. Automated penetra 
tion testing is executed by the automated system 10, which 
may be, for example, a personal computer or other device as 
described below. The automated system 10 may connect to 
the target network 4 via, for example, the Internet 6. In the 
case of such example, the automated system 10 would be 
connected to the Internet 6 and would gain access to the target 
network 4 via the Internet 6. 
The target network 4 has a first target host 12, which may 

be any target asset within a network. Examples of target assets 
may be, but are not limited to, firewalls, hosts, servers, mobile 
devices, or any other target asset within a network. The target 
network 4 has a number of other target hosts 14A-14C con 
nected to it, each of which could be the eventual targets of the 
penetration test. 

Functionality of the present automated system 10 and 
method can be implemented in Software, firmware, hardware, 
or a combination thereof. In a first exemplary embodiment, a 
portion of the automated system 10 is implemented in soft 
ware, as an executable program, and is executed by a special 
or general-purpose digital computer, Such as a personal com 
puter, workstation, minicomputer, or mainframe computer. 
The first exemplary embodiment of a general-purpose com 
puter architecture that can implement the automated system 
10 is shown in FIG. 2. Since the computer is executing func 
tionality of the automated system 10, the computer is also 
identified by the number 10. 

Generally, in terms of hardware architecture, as shown in 
FIG. 2, the computer 10 includes a processor 52, memory 60, 
storage device 54, and one or more input and/or output (I/O) 
devices 56, or peripherals, that are communicatively coupled 
via a local interface 58. The local interface 58 can be, for 
example but not limited to, one or more buses or other wired 
or wireless connections, as is known in the art. The local 
interface 58 may have additional elements, which are omitted 
for simplicity, Such as controllers, buffers (caches), drivers, 
repeaters, and receivers, to enable communications. Further, 
the local interface 58 may include address, control, and/or 
data connections to enable appropriate communications 
among the aforementioned components. 
The processor 52 is a hardware device for executing soft 

ware, particularly that stored in the memory 60. The proces 
Sor 52 can be any custom made or commercially available 
processor, a central processing unit (CPU), an auxiliary pro 
cessor among several processors associated with the com 
puter 10, a semiconductor based microprocessor (in the form 
of a microchip or chip set), a macroprocessor, or generally 
any device for executing Software instructions. 
The memory 60 can include any one or combination of 

Volatile memory elements (e.g., random access memory 
(RAM, such as DRAM, SRAM, SDRAM, etc.)) and nonvola 
tile memory elements (e.g., ROM, hard drive, tape, CDROM, 
etc.). Moreover, the memory 60 may incorporate electronic, 
magnetic, optical, and/or other types of storage media. Note 
that the memory 60 can have a distributed architecture, where 
various components are situated remote from one another, but 
can be accessed by the processor 52. 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

6 
The software 80 in the memory 60 may include one or more 

separate programs, or modules, each of which contains an 
ordered listing of executable instructions for implementing 
logical functions of the automated system 10, as described 
below. In the example of FIG. 2, the software 80 in the 
memory 60 defines the automated system 10 functionality in 
accordance with the present invention. In addition, although 
not required, it is possible for the memory 60 to contain an 
operating system (O/S) 62. The operating system 62 essen 
tially controls the execution of computer programs and pro 
vides Scheduling, input-output control, file and data manage 
ment, memory management, and communication control and 
related services. 
The automated system 10 may be provided by a source 

program, executable program (object code), Script, or any 
other entity containing a set of instructions to be performed. 
When a source program, then the program needs to be trans 
lated via a compiler, assembler, interpreter, or the like, which 
may or may not be included within the memory 60, so as to 
operate properly in connection with the O/S 62. Furthermore, 
the automated system 10 can be written as (a) an object 
oriented programming language, which has classes of data 
and methods, or (b) a procedure programming language, 
which has routines, Subroutines, and/or functions. 
The I/O devices 56 may include input devices, for example 

but not limited to, a keyboard, touch screen, mouse, Scanner, 
microphone, joystick or other input device. Furthermore, the 
I/O devices 56 may also include output devices, for example 
but not limited to, a display, or other output device. The I/O 
devices 56 may further include devices that communicate via 
both inputs and outputs, for instance but not limited to, a 
modulator/demodulator (modem; for accessing another 
device, System, or network), a radio frequency (RF) or other 
transceiver, a telephonic interface, a bridge, a router, or other 
device that functions both as an input and as an output. 
When the automated system 10 is in operation, the proces 

sor 52 is configured to execute the software 80 stored within 
the memory 60, to communicate data to and from the memory 
60, and to generally control operations of the computer 10 
pursuant to the software 80. The software 80 and the O/S 62. 
in whole or in part, but typically the latter, are read by the 
processor 52, perhaps buffered within the processor 52, and 
then executed. 
When the automated system 10 is implemented in soft 

ware, as is shown in FIG. 2, it should be noted that the 
automated system 10 can be stored on any computer readable 
medium for use by or in connection with any computer related 
system or method. In the context of this document, a com 
puter readable medium is an electronic, magnetic, optical, or 
other physical device or means that can contain or store a 
computer program for use by or in connection with a com 
puter related system or method. The automated system 10 can 
be embodied in any computer-readable medium for use by or 
in connection with an instruction execution system, appara 
tus, or device. Such as a computer-based system, processor 
containing system, or other system that can fetch the instruc 
tions from the instruction execution system, apparatus, or 
device and execute the instructions. In the context of this 
document, a "computer-readable medium' can be any means 
that can store, communicate, propagate, or transport the pro 
gram for use by or in connection with the instruction execu 
tion system, apparatus, or device. 
The computer readable medium can be, for example but not 

limited to, an electronic, magnetic, optical, electromagnetic, 
infrared, or semiconductor system, apparatus, device, or 
propagation medium. More specific examples (a nonexhaus 
tive list) of the computer-readable medium would include the 
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following: an electrical connection (electronic) having one or 
more wires, a portable computer diskette (magnetic), a ran 
dom access memory (RAM) (electronic), a read-only 
memory (ROM) (electronic), an erasable programmable 
read-only memory (EPROM, EEPROM, or Flash memory) 
(electronic), an optical fiber (optical), and a portable compact 
disc read-only memory (CDROM) (optical). Note that the 
computer-readable medium could even be paper or another 
Suitable medium upon which the program is printed, as the 
program can be electronically captured, via for instance opti 
cal scanning of the paper or other medium, then compiled, 
interpreted or otherwise processed in a suitable manner if 
necessary, and then stored in a computer memory. 
The storage device 54 may be a computer readable medium 

that is removable, stationary, or stationary with a removable 
computer readable medium located therein. The storage 
device 54 may be an electronic, magnetic, optical, or other 
physical device or arrangement that can contain or store any 
data and/or program, for use by or in connection with the 
computer 10 of the present system. Specifically, as is 
described in detail below, the storage device 54 has multiple 
databases located therein for use by the automated system 10, 
as is described in detail below. In addition, the storage device 
can be permanently located within the automated system 10 
or removably connected thereto. 

In an alternative embodiment, where the automated system 
10 is implemented in hardware, the automated system 10 can 
be implemented with any or a combination of the following 
technologies, which are each well known in the art: a discrete 
logic circuit(s) having logic gates for implementing logic 
functions upon data signals, an application specific integrated 
circuit (ASIC) having appropriate combinational logic gates, 
a programmable gate array(s) (PGA), a field programmable 
gate array (FPGA), or other technologies. 
As shown by FIG. 3, the storage device 54 at least has 

stored therein a workspace 55 and a knowledge base 120, 
where the knowledge base is composed of different data 
bases. It should be noted that the workspace 55 and knowl 
edge base 120 may instead be located in a separate location 
remote from the automated system 10. The workspace 55 
maintains a representation of the knowledge of the target 
network available to perform attacks against, including but 
not limited to computers, connections between computers, 
open/closed ports, operating systems and services running on 
the computers. 
A first database 121 within the knowledge base 120 stores 

information regarding the network being tested and the on 
going penetration test. This information can be extracted 
from the workspace 55 and includes the hosts discovered and 
information about each host, including, but not limited to, 
open/closed ports, agents installed and operating systems. 
The database also contains information regarding which pen 
etration testing modules 102 and tests were executed in the 
current penetration test, such as, for example, module version 
and outcome, among other history data. 
A second database 122 within the knowledge base 120 

contains information regarding the modules located within a 
penetration testing framework module (100, FIG. 5), such as 
the requirements for each module and its performance statis 
tics, including, but not limited to, the running time and Suc 
cess rate of the module for different types of assets. As a 
non-limiting example, such information may include the run 
ning time against each combination of operating system, Ver 
Sion, and patch level. 
A third database 123 within the knowledge base 120 stores 

information regarding target networks in general along with 
statistical estimations regarding the distribution of operating 
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8 
system installations depending on the machine type, Vulner 
abilities, network topologies, and other statistics. An example 
of such information may be, but is not limited to, for the 
history of the penetration tests, performed in the attack plan 
solver mentioned below (or other instances of the attack plan 
solver whose knowledge bases are shared and combined by 
their vendor), the percentage of Web servers with operating 
system X. 

FIG. 4 is a schematic diagram further illustrating modules 
of the software 80 of FIG. 2. As shown by FIG.4, the software 
contains a penetration testing framework module 100, a sce 
nario translator module 130, an attack plan solver module 
140, and a plan translator module 151. Each of these modules 
100, 130, 140, 151 is described in detail hereinafter. 

FIG. 5 is a schematic diagram further illustrating the pen 
etration testing framework module 100 of FIG. 4. As shown 
by FIG. 5, the penetration testing framework module 100 is 
further composed of a console module 103 and a set of pen 
etration testing modules 102 that can be run against a target 
network. 
The console module 103 provides instructions for the 

execution of modules either by local or remote agents. 
Herein, a local agent is defined within the console module 
103. Modules that run against remote computers, or target 
hosts, can install remote agents, which can then be used to 
execute other modules in a remote fashion. A further descrip 
tion of local and remote agents is provided by U.S. Pat. No. 
7.757.293, entitled, “Automated Computer System Security 
Compromise.” by Caceres et al., filed on Jan. 22, 2002, the 
disclosure of which is hereby incorporated by reference in its 
entirety. 
The set of penetration testing modules 102 is composed of 

different kinds of modules, which include information gath 
ering modules, attack and penetration modules, post-exploi 
tation modules and other miscellaneous modules that may be 
used to run attacks against the network. 

FIG. 6 is a schematic diagram further illustrating a sce 
nario, which is produced by the scenario translator module. In 
addition, FIG. 7 is a schematic diagram demonstrating inter 
action between the scenario translator module 130 and other 
portions of the automated system 10. The following refers to 
both FIG. 6 and FIG. 7. Specifically, the scenario translator 
module 130 uses as input, the knowledge base 120 and work 
space 55, and the set of penetration testing modules 102, and 
produces a scenario. 
The scenario contains a target network description 132, 

which is a translation of the workspace 55, and a list of 
available actions 133, which corresponds to the set of pen 
etration testing modules 102. In addition, the scenario con 
tains a goal 134, as described herein. It should be noted that 
the scenario may be stored in the storage device 54 or in a 
remote location. 
The network description 132 contains information regard 

ing the details of the target network, including but not limited 
to, the connections between target hosts in the target network, 
the Software each target host is running, operating systems, 
services available and open/closed ports of the target hosts. 
The goal 134 of the scenario may be one asset or a set of 

assets, for example, "having a remote agent running in a target 
host having the IP address 192.168.1.100” The goal 134 is the 
objective inside the scenario and describes what must be 
achieved through the execution of a sequence of the penetra 
tion testing framework modules 100. One possible way to 
implement the scenario is to represent it using the PDDL 
language. 
One possible set up for the scenario translator module 130 

is to take the workspace 55, the set of penetration modules 
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102, and a manually-defined goal or one defined by an exter 
nal automatic process that is not part of this invention, along 
with the information in the knowledge base 120, and build the 
scenario (that is, a PDDL representation of the workspace, list 
of penetration modules, goal and knowledge base). The sce 
nario will contain the following PDDL objects: types, predi 
cates, fluents and actions. An example of a possible transla 
tion to PDDL follows. It should be noted that this is only one 
possible set-up for the scenario translator module 130, and 
one having ordinary skill in the art would appreciate that 
PDDL is only one choice of a planning definition language, 
and that other planning languages may be supplemented. 

Types describe the class of objects present in the scenario. 
The types in table 1 compose a possible set of types. 

TABLE 1. 

A set of types 

Type Represents 

Host A host in the workspace 
Port A port in a host. 
port set A set of Ports 
application An application. It can be installed in 

different hosts. 
network A set of connected hosts. 
Agent A network (reomote or local) agent, capable 

of executing commands. Agents can be installed 
in compromised hosts. 
An operating system running in a host. 
E.g.: Windows, Linux, OpenBSD, Solaris, etc. 

operating system 

OS version The operating system version. 
E.g.: XP, Vista, 2000, etc. 

os edition The operating system edition. 
E.g.: Server, Advanced Server, etc. 

os build The operating system build number. 
os servicepack The operating system service pack. 
os distro Where available, the distribution name. 

E.g.: Ubuntu, Debian, Fedora, etc. 
kernel version The installed kernel version. 

PDDL predicates represent yes or no questions for missing 
information or actions yet-to-be-done. Formally speaking, 
PDDL predicates are parameterized statements that can take 
true/false values and are used to express unknown values for 
objects with defined types inside the scenario Such as the ones 
described in table 1. The PDDL predicates are useful to define 
the details about target hosts, such as their connectivity inside 
the target network and their unique properties. PDDL predi 
cates include, but are not limited to, questions whether the 
requirements for a penetration module are satisfied or not. For 
example, the PDDL predicate (TCP connectivity ?s-host?t- 
host?p port) is true if and only ifhosts has TCP connectivity 
to host ton port p. In the example, ?'s"?t and 2p are parameters 
representing the source host, the target host and a port respec 
tively; the types of these parameters are host, host, port 
respectively. This is how the knowledge described in the 
workspace is translated into PDDL. 
PDDL actions are the building blocks for the plans that are 

to be executed by the penetration testing framework module 
100. The parts of an action are: parameters, requirements and 
effects. Each action has a set of preconditions (requirements) 
that must be satisfied in order to run the action (e.g., the 
penetration module). These preconditions must be defined 
using PDDL predicates and logical connectors (i.e., AND, 
OR). 
The parameters are defined by their type and the value of 

the parameter must be provided as input. An action has an 
effect, which generally speaking is the outcome of this action, 
Sometimes expressed as predicates or recomputing the value 
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10 
of global plan variables (including but not limited to run t 
ime, stealth level or uncertainty), also called effects. Global 
plan variables are variables used by the planner. 

Effects represent the outcome of an action; they are either 
numerical effects (fluent) or PDDL predicates. PDDL predi 
cates have been described before. PDDL fluents or numerical 
effects are quantifiable values that are modified by the execu 
tion of each action, such as run time, Stealth, or other actions, 
that can be expressed throughout a plan building process 
performed by the attack plan solver module 140. 
Some planners accept numerical effects but others do not. 

The planners that accept numerical effects can build plans 
constrained to a given metric optimization. An example of 
these planners is Metric-FF. It should be noted that possible 
effects could be, but are not limited to, different predicate 
assertions or increasing some numerical variable (metric) 
Such as running time. 

There are actions that are specific to the network knowl 
edge and are required in order to make Some predicates true. 
For example: TCP connect is an action with preconditions 
over two hosts, S and t, that can be expressed as follows: 
“connects and t through TCP ifs is compromised (or con 
trolled), S has IP connectivity to host thas port p open'. The 
effect of this action is that if the described conditions are met, 
then the predicate that ensures that hosts has TCP connec 
tivity to host t through port p becomes true. The PDDL predi 
cate TCP connect follows: 

(:actionTCP connect 
:parameters (2s-host?t-host p- port) 
:precondition (and 

(compromised 2s) 
(IP connectivity 2s 2t) 
(TCP listen port?t?p)) 

:effect (TCP connectivity 2s 2t2p) 
) 

Another set of actions is the set composed by the transla 
tion of the penetration modules 102. These actions could be 
for example exploits available to be run over a target host. 

FIG. 8 is a schematic diagram further illustrating the attack 
plan solver module 140 of FIG. 4. In addition, FIG. 9 is a 
schematic diagram demonstrating interaction between the 
attack plan solver module 140 and other portions of the auto 
mated system 10. The following refers to both FIG. 8 and 
FIG. 9. 
The attack plan solver (APS) 140 is composed of a pre 

planner processor module 141, a planner module 142, and a 
post-planner processor module 143. The pre-planner proces 
sor module 141 uses the information available in the knowl 
edge base 120 and PDDL scenario to modify the PDDL 
scenario. The objective of the pre-planner processor module 
141 is to enhance the efficiency of the execution, or run, of the 
planner module 142 underlying this scenario (explicitly, to 
minimize the running time of the planner against an alterna 
tive representation of the PDDL scenario with equivalent 
Solutions). The pre-planner processor module 141 can, for 
example, reduce the complexity of building a plan by remov 
ing unnecessary constraints or definitions. The pre-processor 
module 141 also updates the knowledge base 120 with stra 
tegic information about the target networked computers and 
applications, including, but not limited to, OS installation 
statistics and versions. 

Scenario optimizations can be done over assets of the net 
work (nodes in the attack graph) or actions available (edges in 
the attack graph). The following provides three examples of 
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possible optimizations that can be performed over the sce 
nario in order to reduce the complexity of the plan-building 
task. 

Example 1 

Consider a scenario where all target hosts have the same 
operating system family: all some version of Windows. Then 
the pre-planner processor 141 could remove all non-Windows 
actions from the scenario, since they can never be executed 
against a Windows host. 

Example 2 

In the same scenario there could be actions that attack the 
same application or service, grouping these actions into one 
generic one. For example, grouping the actions Apache 
Chunked encoding exploit', 'Apache mod php exploit. 
Apache mod rewrite remote buffer overflow exploit and 
Apache OpenSSL ASN deallocation exploit’ into one 
generic Apache' action would reduce the number of actions 
available in each plan-building step. Some specific informa 
tion about each action must be taken into account while doing 
an optimization like the one described, the preconditions 
must be combined so any of the grouped actions can be used 
to fulfill the objective. Moreover, each grouped action might 
have different outcomes (e.g., agents with different privi 
leges), and this must also be taken into account. 

Example 3 

Collapsing similar machines into one “meta-machine' 
reduces the amount of assets present in the scenario. The 
grouping can be made based on similarities between the 
assets such as, but not limited to, same operating system, open 
ports, and connectivity type from a given point in the sce 
nario. Thus, only the “meta-machine” must be taken into 
account for plan building. 
The planner module 142 receives as input a PDDL sce 

nario, and calculates one or more possible plans 144 that if 
executed, lead to the defined goal 134. The possible plans 144 
calculated can be simple straight-forward paths or part of a 
tree-like structure with some decision points, dependent on 
the execution of some actions. 

The planner module 142 can be instantiated with different 
generic proactive planner types, which given the scenario 
calculate the plans, such as the fast-forward planning system 
(FF), Metric-FF, the Sgplan, or with a custom-built planner. 
In addition, reactive planners that can observe and react to 
changes in the scenario can be used. 
The post-planner processor module 143 is in charge of 

performing optimizations and executing the plans 144 calcu 
lated by the planner module 142 inside the penetration testing 
framework 100 and monitoring the execution and outcome of 
each step of the plans 144. 

If the planner module 142 is a proactive planner with sev 
eral alternative plans 144, the post-planner processor module 
143 can execute the alternative plans 144 in parallel in order 
to choose the best alternative based on different properties, 
including, but not limited to, run time, stealth level, or uncer 
tainty. If only one plan 144 is calculated, the post-planner 
processor module 143 will execute steps sequentially in an 
ordered fashion, although it may select Some actions to be 
executed in parallel if the preconditions are given. 

If the planner module 142 is a reactive planner, the post 
planner processor module 143 will execute the plan 144 in a 
single-step fashion, where after executing an action (step of 
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the plan) the post-planner processor module 143 can recog 
nize changes in the scenario and, after making the proper 
changes in the PDDL definition of the scenario, send the 
changed scenario back to the planner module 142 together 
with the original plan 144, to calculate a refined plan. The 
plans computed by reactive planners may also have actions 
that learn from the target network and updates the information 
in the scenario. 
The post-planner processor 143 calls the penetration test 

ing framework to execute the actions in the plan (through the 
plan translator 151), monitors their outcome and updates the 
knowledge base 120 with this result. In addition, the attack 
planner ensures that the preconditions between actions is 
preserved. Thus, when a step fails to produce the expected 
outcome, the post-planner processor module 143 can identify 
the failure and, for example, decide whether a re-plan is 
needed, and remove the failed action so that it cannot be 
chosen again by the planner module 142. (Else, when using 
Some planners one would end in an infinite loop.) 

FIG. 10 is a schematic diagram demonstrating interaction 
between the plan translator module 151 and other portions of 
the automated system 10. The plan translator module 151 is 
used by the post-planner processor module 143, which given 
a plan 144 generated by the planner module 142, translates 
the plan 144 into commands 152 that can be run by the 
penetration testing framework console module 103. Some of 
these command modules are modules that have to be run in 
order to achieve the objective defined in the scenario. The 
following provides examples of use of the plan translator 
module 151. 
The pre-planner processor module 141 analyzes the PDDL 

scenario definition given by the plan translator module 151 
and removes the actions that cannot be applied to any target 
host present in the PDDL scenario, due to non-present OS 
family. The pre-planner processor module 141 then updates 
the knowledge base 120 to reflect this information. 

Example 1 

Proactive Planner Single Plan 

The pre-planner processor module 141 sends the modified 
scenario to the planner module 142 and the planner module 
142 computes a single plan, composed by a sequence of 
actions. The post-planner processor module 143 then calls the 
plan translator 151 and executes each step of the plan 144 
using the penetration testing framework 100. 

Example 2 

Proactive Planner Parallel Plans 

The pre-planner processor module 141 sends the modified 
scenario to the planner module 142 and the planner module 
142 computes different plans 144. The post-planner proces 
sor module 143 executes the different plans in parallel using 
the penetration testing framework, as described in the previ 
ous example, until the goal is reached by one of the plans. 

Example 3 

Reactive Planner 

Assume the pre-planner processor module 141 modified 
the PDDL scenario received form the scenario translator 130 
and sends it to the planner module 142. The planner module 
142 then starts the computation of a plan 144 and forces the 
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usage of actions that learn new information from the target 
network and monitors when new information is received by 
the workspace and updated in the PDDL scenario. Once the 
planner module 142 computes a first plan 144 it forwards the 
first plan 144 to the post-planner processor module 143, 
which starts the execution of each step of the plan 144 by 
calling the plan translator to translate the plan 144 into com 
mands of the penetration testing framework 100. In turns, the 
workspace may be modified and so the scenario translator 130 
will update the scenario with the changes. 

The post-planner processor module 143 monitors the 
execution of each step and can perform actions based on 
changes observed in the scenario. The post-planner processor 
module 143 can force a re-plan action by sending the updated 
scenario and the original plan 144 to the planner module 142 
so that the planner module 142 can calculate a new plan 144. 
This process can repeat itself to conform an iterative planning 
process. 

Example 4 

Reactive Planner 

The same planner module 142 builds a tree-like plan. This 
tree is formed of attack paths that share arcs in common. In 
general, these attack paths will share the first arcs and then 
divide in two arcs when an action may have two possible 
outcomes. These divisions are produced when new informa 
tion is learned from the target network. This leads to a con 
ditional plan that can result in the execution of different plans 
depending on the scenario properties detected after running 
each action. 

FIG. 11 is a flowchart 200 illustrating the process of run 
ning an automated penetration test in accordance with one 
exemplary embodiment of the invention. It should be noted 
that any process descriptions or blocks in flow charts should 
be understood as representing modules, segments, portions of 
code, or steps that include one or more instructions for imple 
menting specific logical functions in the process, and alter 
native implementations are included within the scope of the 
present invention in which functions may be executed out of 
order from that shown or discussed, including Substantially 
concurrently or in reverse order, depending on the function 
ality involved, as would be understood by those reasonably 
skilled in the art of the present invention. 

FIG. 12 also provides a logical diagram illustrating logic 
involved in the automated penetration testing process. Refer 
ence may be made to both FIG. 11 and FIG. 12 for the 
following description. 
As shown by block 202, information regarding the target 

network is first collected. One example of how this can be 
achieved is by performing a Rapid Penetration Test Informa 
tion Gathering process, as described in U.S. patent applica 
tion Ser. No. 12/102,482, entitled, “System and Method for 
providing network penetration testing, filed Apr. 14, 2008, 
which is incorporated herein by reference. Another informa 
tion collecting process that may be used includes using a 
connector to a third-party Information Gathering tool Such 
nmap. Nessus, QualysGuard, or other tools. 
As shown by block 204, the information gathered is 

imported into the workspace 55 by the penetration testing 
framework module 100. As shown by block 206, the scenario 
translator 130 translates the data in the workspace 55 into the 
target network description 132 of the PDDL scenario 130. 
This process has been described in detail above. In addition to 
translating the workspace 55, the set of penetration modules 
102 are translated into PDDL actions 133 (block 208). In the 
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14 
example provided herein, the translation of the workspace 
into PDDL scenario is used and it specifies all the known 
information about the target network, including but not lim 
ited to, hosts, operating systems running in each host, oper 
ating system version, operating system edition, operating 
system build, operating system service pack, operating sys 
tem distribution name, operating system kernel version, con 
nections between hosts, types of the connections, and open 
ports, among other relevant information that can be collected 
through an information gathering process. 
As shown by block 210, a goal to be achieved is then 

defined by the human user or automatically by an external 
module that is not part of this invention. The PDDL scenario, 
including the network description 132, available actions 133, 
and goal 134 are then sent to the attack plan solver module 
140 (block 212). The pre-planner processor module 141 then 
modifies the received PDDL scenario to optimize its process 
ing by the planner module 142, as previously described 
(block 214). 
As shown by block 216, the optimized PDDL scenario is 

then received by the planner module 142 which creates the 
plans. The plans are then sent to the post-planner processor 
module 143 which executes the plans and updates the sce 
nario based on execution results (block 218). This can be done 
either by executing all of the actions and then updating, or by 
updating after each action is executed. The update is done by 
calling the scenario translator 130 and importing the (now 
modified) workspace to the scenario 130 which will capture 
the changes made after each action is executed. If the goal is 
achieved, the automated penetration testing process is com 
plete. Alternatively, if the goal is not complete, another plan is 
calculated by the planner module 142. In this case, the post 
planner may select to do one of several things to ensure that 
the next plan achieves the goal. This may be, for example, 
removing the actions that failed, or looking for alternative 
actions that have the same effects as the actions that failed and 
executing them, or by interacting with the knowledge base to 
update its contents. 
A possible example of a PDDL description of the scenario 

follows: 

(define (problem attack problem1) 
(:domain CyberAttack) 

(:objects 
H-localhost-host 
H-192 168 56 102 - host 
H-192 168 56 102-192 168 100 2-host 
A-localagent - agent 
net 56 - network 
net 100 - network 

) 
(init 

:Host/localhost 
(has architecture H-localhost I386) 
(connected to network H-localhost net 56) 
:Host 192.168.56.102 
(has architecture H-192 168 56 102 I386) 
(has service H-192 168 56 102 dins) 
(has service H-192 168 56 102 http) 
(has service H-192 168 56 102 imap2) 
(has service H-192 168 56 102 imaps) 
(has service H-192 168 56 102 microsoft-ds) 
(has service H-192 168 56 102 netbios-SSn) 
(has service H-192 168 56 102 pop-3) 
(has service H-192 168 56 102 ssh) 
(has service H-192 168 56 102 status) 
(has service H-192 168 56 102 Sunrpc) 
(TCP listen port H-192 168 56 102 port22) 
(TCP listen port H-192 168 56 102 portS3) 
(TCP listen port H-192 168 56 102 port80) 
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-continued 

(TCP listen port H-192 168 56 102 port110) 
(TCP listen port H-192 168 56 102 port111) 
(TCP listen port H-192 168 56 102 port113) 
(TCP listen port H-192 168 56 102 port139) 
(TCP listen port H-192 168 56 102 port143) 
(TCP listen port H-192 168 56 102 port445) 
(TCP listen port H-192 168 56 102 portS48) 
(TCP listen port H-192 168 56 102 portó12) 
(TCP listen port H-192 168 56 102 portó22) 
(TCP listen port H-192 168 56 102 port.993) 
(UDP listen port H-192 168 56 102 portS3) 
(UDP listen port H-192 168 56 102 port111) 
(UDP listen port H-192 168 56 102 portó19) 
(connected to network H-192 168 56 102 net 56) 
(connected to network H-192 168 56 102 net 100) 
:Host 192.168.56.102,192.168.100 2 
(has architecture H-192 168 56 102-192 168 100 2 I386) 
(has service H-192 168 56 102-192 168 100 2 http) 
(has service H-192 168 56 102-192 168 100 2 https) 
(has service H-192 168 56 102-192 168 100 2 loc-Srv) 
(has service H-192 168 56 102-192 168 100 2 microsoft-ds) 
(has service H-192 168 56 102-192 168 100 2 mSrpc) 
(has service H-192 168 56 102-192 168 100 2 netbios-SSn) 
(has service H-192 168 56 102-192 168 100 2 smtp) 
(TCP listen port H-192 168 56 102-192 168 100 2 port25) 
(TCP listen port H-192 168 56 102-192 168 100 2 port80) 
(TCP listen port H-192 168 56 102-192 168 100 2 port135) 
(TCP listen port H-192 168 56 102-192 168 100 2 port139) 
(TCP listen port H-192 168 56 102-192 168 100 2 port443) 
(TCP listen port H-192 168 56 102-192 168 100 2 port445) 
(UDP listen port H-192 168 56 102-192 168 100 2 port135) 
(connected to network 
H-192 168 56 102-192 168 100 2 net 100) 
(installed A-local agent H-localhost) 
(has architecture H-localhost I386) 
(has OS H-localhost Windows) 
(has OS version H-localhost Win7) 
(has OS edition H-localhost Unknown) 
(has OS servicepack H-localhost Sp0) 
(has architecture H-192 168 56 102 I386) 
(has OS H-192 168 56 102 Linux) 
(has OS distro H-192 168 56 102 Ubuntu) 
(has OS version H-192 168 56 102V 6 O6) 
(has kernel version H-192 168 56 102 Unknown) 
(has architecture H-192 168 56 102-192 168 100 2 I386) 
(has OS H-192 168 56 102-192 168 100 2 Windows) 
(has OS version H-192 168 56 102-192 168 100 2 
Win2000) 
(has OS edition H-192 168 56 102-192 168 100 2 
AdvancedServer) 
(has OS servicepack H-192 168 56 102-192 168 100 2 Sp3) 
(= (time) 0) 

) 
(:goal (compromised H-192 168 56 102-192 168 100 2)) 

(:metric MINIMIZE (time)) 
) 

In the objects section inside the PDDL definition of the 
example scenario there are three hosts defined, named H-lo 
calhost (where the penetration test process starts), H-192 
168 56 102 and H192 168 56 102-192 168 100 2, 
a network agent called A-localagent and two networks, net 
56 and net 100. There is also a global variable named time. 
The objects section is followed by the init section, which 
sets up the scenario. In the example, we can identify the 
properties of the hosts defined through predicates. For 
example host H-localhost is connected to network net 56 
and host H-192 168 56 102 is connected to networks 
net 56 and net 100. Therefore, host H-192 168 56 
102-192 168 100 2 is reachable from H-localhost if and 
only if host H-192 168 56 102 is compromised first. 
Open ports and operating system details are also described in 
the scenario. The network can be illustrated as shown by FIG. 
13. 

Host H-192 168 56 102 has two network interfaces 
connected to different networks. The name of the “inner” host 
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H-192 168 56 102-192 168 100 2 describes its net 
work address is 192.168.100.2 and in the visibility view 
(from the H-localhost point of view) compromising H-192 
168 56 102 is necessary to access host H-192 168 56 
102-192 168 100 2. 

Finally, the goal section defines the goal the planner has to 
reach and plan actions for. In the example, the goal is to 
compromise host H-192 168 56 102-192 168 100 2 
(i.e., install a remote agent in this host) and the metric to 
minimize (if using a planner with numerical effects) is the 
time variable. 
The modules available in the Penetration Testing Frame 

work are also translated into PDDL in a one-time process; and 
when the modules are updated or added, the PDDL must be 
modified as well. For each module there corresponds docu 
mented preconditions that must be satisfied in order to run and 
the effects caused to the scenario and the affected host after 
running it. These modules will be the actions available to the 
planner. An example PDDL version of a module (an action in 
PDDL) follows: 

(:action 
EXPLOIT MSRPC-LLSSRV-Buffer-Overflow-exploit 

:parameters (2s - host?t-host) 
:precondition (and 

(compromised?s 
(and (has OS 2t Windows) 

(has OS edition ?t AdvancedServer) 
(has OS servicepack?t Sp3) 
(has OS version ?t Win2000) 
(has architecture?t I386) 

(has service?t microsoft-ds) 
(has service'?t netbios-SSn) 
(or (TCP connectivity 2s 2tport139) 

(TCP connectivity 2s 2tport445)) 
) 

:effect(and 
(increase (time) 8) 
(installed agent?t high privileges) 

)) 

This definition can be read: EXPLOIT MSRPC-LLSSRV 
Buffer-Overflow-exploit action can be run from source hosts 
against target host tif and only if hosts is compromised, host 
tis running Windows 2000 Advanced Server SP3 over an i386 
platform, has running services Microsoft DS and Netbios 
SSN and there is TCP connectivity from hosts to host t either 
on port 139 or 445. The effects of running this action against 
host t are: target host t will have a high-privilege agent run 
ning and run-time variable will be increased in 8 units. 
Once a PDDL representation of the network is built, 

including hosts, attributes of the hosts and connectivity 
between hosts we proceed with the goal definition. This is a 
specific goal that the planner will try to reach by analyzing the 
scenario and the available actions (modules). The goal must 
be describable interms of the scenario components (hosts and 
connections) and domain constraints (e.g., desired effects). 
For example “compromise host 192.168.100.2 can be 
expressed in PDDL: 

) 

(compromised H-192 168 56 102-192 168 100 2)) 
(:metric MINIMIZE (time)) 

The next step is to instantiate the APS. The planner takes 
the scenario and the goal and calculates an ordered sequence 
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of actions to be executed in the Penetration Testing Frame 
work. The following is an example of the output for a proac 
tive planner (single-plan): 
step 0: Mark as compromised A-localagent H-localhost 

1: IP connect H-localhost H-192 168 56 102 
2: TCP connect H-localhost H-192 168 56 102 

port445 
3: EXPLOIT MSRPC-Samba-Command-Injection-ex 

ploit H-localhost H-192 168 56 102 
4: Mark as compromised H-192 168 56 102 low 

privileges 
5: IP connect H-192 168 56 102 H-192 168 56 

102-192 168 100 2 
6: TCP connect H-192 168 56 102 H-192 168 56 

102-192 168 100 2 port445 
7: EXPLOIT MSRPC-LLSSRV-Buffer-Overflow-exploit 

H-192 168 56 102 H-192 168 56 102-192 
168 100 2 

8: Mark as compromised H-192 168 56 102-192 
168 100 2 high privileges 

Each step of the sequence produces a result needed in order 
to execute the subsequent steps. The APS can detect whether 
any step has not produced the expected output and stop the 
plan, adding new constraints or removing actions from the 
scenario and calculating a new plan. 
The cycle can then start over by determining a new goal 

with the scenario modified after running the sequence of 
actions calculated by the planner. 

It should be emphasized that the above-described embodi 
ments of the present invention are merely possible examples 
of implementations, merely set forth for a clear understanding 
of the principles of the invention. Many variations and modi 
fications may be made to the above-described embodiments 
of the invention without departing substantially from the 
spirit and principles of the invention. All Such modifications 
and variations are intended to be included herein within the 
Scope of this disclosure and the present invention and pro 
tected by the following claims. 

We claim: 
1. A method for extending automated penetration testing of 

a target network comprising, the steps of: 
a. computing a scenario, wherein the step of computing the 

Scenario comprises the steps of 
i. translating a workspace having at least one target 

computer in the target network, to a planning defini 
tion language; 

ii. translating penetration modules available in a pen 
etration testing framework to the planning definition 
language; and 

iii. defining a goal in the target network and translating 
the goal into the planning definition language; 

b. building a knowledge database with information regard 
ing the target network, properties of hosts in the net 
work, parameters and running history of modules in the 
penetration testing framework; and 

c. running an attack plan solver module, wherein the attack 
plan solver module performs the steps of: 
i. running an attack planner using the scenario as input, 

to produce at least one attack plan that achieves the 
goal; and 

ii. executing actions defined in the at least one attack 
plan against the target network from the penetration 
testing framework. 

2. The method of claim 1 wherein, prior to running the 
attack plan solver module, a pre-planner processor module is 
run using the scenario as input to produce a new scenario, 
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wherein the pre-planner processor module parses the scenario 
to remove actions that cannot be executed against the hosts 
described in the scenario. 

3. The method of claim 1 wherein, prior to running the 
attack plan solver module, a pre-planner processor module is 
run using the scenario as input to produce a new scenario, 
wherein the pre-planner processor module parses the scenario 
to combine into a single asset all those assets that can be 
targeted by the same actions and pose the same preconditions 
for these actions. 

4. The method of claim 1 wherein, prior to running the 
attack plan solver module, a pre-planner processor module is 
run using the scenario as input to produce a new scenario, 
wherein the pre-planner processor module parses the scenario 
to combine into a single action all those actions that can be 
used to compromise a previously specified asset. 

5. The method of claim 1 wherein the attack planner is 
selected from the group consisting of a proactive planner, a 
reactive planner, and a custom planner. 

6. The method of claim 1, where the attack planner solver 
module, after computing the attack plan, executes a post 
planner processor module, wherein the post-planner proces 
Sor module runs an iterative process comprising the steps of 

i. executing the first action in the plan; 
ii. monitoring the result of the first action in the workspace 

to ascertain if the effect predicted by the attack plan was 
Successful; and 

iii. in case the action failed, modifying the scenario to 
produce a modified scenario, and calling the attack plan 
ner to re-calculate a modified plan with the modified 
Scenario. 

7. The method of claim 1 wherein an end user defines the 
goal to be achieved by the system. 

8. The method of claim 1, wherein the actions defined in the 
attack plans by the attack plan solver module are run in 
parallel when the preconditions for these actions are satisfied 
and as limited by the penetration testing framework. 

9. The method of claim 1, wherein the attack plan solver 
module updates the knowledge base after each action is 
executed. 

10. The method of claim 1, wherein the planning definition 
language is a planning domain definition language. 

11. The method of claim 1 wherein the attack plan softer 
module comprises a pre-planner processor module that uses 
information available in the knowledge database and the sce 
nario, which is in the planning definition language, to modify 
the scenario. 

12. The method of claim 11 wherein the attack plan solver 
module further comprises a planner processor module and a 
post-planner processor module, the method further compris 
ing: 

sending the modified scenario from the pre-planner pro 
cessor module to the planner processor module, 

computing a single plan at the planner processor module, 
and 

calling from the post-planner processor module a plan 
translator and executing each step of the single plan 
using the penetration testing framework. 

13. The method of claim 11 wherein the attack plan solver 
module further comprises a planner processor module and a 
post-planner processor module, the method further compris 
ing: 

sending the modified scenario from the pre-planner pro 
cessor module to the planner processor module; 

computing different plans at the planner processor module: 
and 
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executing the different plans in parallel using the penetra 
tion testing framework until the goal is reached by one of 
the plans. 

14. The method of claim 11 wherein the attack plan solver 
module further comprises a planner processor module and a 
post-planner processor module, the method further compris 
1ng: 

sending the modified scenario from the pre-planner pro 
cessor module to the planner processor module; 

computing a first plan with the planner processor module: 
forwarding the first plan to the post-planner processor 

module, which starts executing each step of the first plan 
by calling a plan translator to translate the first plan into 
commands of the penetration testing framework; and 

monitoring with the planner processor module when new 
information is updated in the scenario. 

15. The method of claim 1 wherein the computed scenario 
is in the planning definition language and whereinrunning the 
attack planner using the scenario as input comprises using the 
computed Scenario in the planning definition language to 
produce at least one attack plan that achieves the goal. 
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