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PARTIAL FACE DETECTOR RED-EYE FILTER METHOD AND APPARATUS

FIELD OF THE INVENTION

The invention relates generally to the area of flash photography, and more specifically to

filtering "red-eye" from a digital camera image.

BACKGROUND OF THE INVENTION

"Red-eye" is a phenomenon in flash photography where a flash is reflected within a

subject's eye and appears in a photograph as a red dot where the black pupil of the subject's

eye would normally appear. The unnatural glowing red of an eye is due to internal reflections

from the vascular membrane behind the retina, which is rich in blood vessels. This

objectionable phenomenon is well understood to be caused in part by a small angle between

the flash of the camera and the lens of the camera. This angle has decreased with the

miniaturization of cameras with integral flash capabilities. Additional contributors include the

relative closeness of the subject to the camera and ambient light levels.

The red-eye phenomenon can be minimized by causing the iris to reduce the opening

of the pupil. This is typically done with a "pre-flash", a flash or illumination of light shortly

before a flash photograph is taken. This causes the iris to close. Unfortunately, the pre-flash is

an objectionable 0.2 to 0.6 seconds prior to the flash photograph. This delay is readily

discernible and easily within the reaction time of a human subject. Consequently the subject

may believe the pre-flash is the actual photograph and be in a less than desirable position at

the time of the actual photograph. Alternately, the subject must be informed of the pre-flash,

typically loosing any spontaneity of the subject captured in the photograph.

Those familiar with the art have developed complex analysis processes operating

within a camera prior to invoking a pre-flash. Various conditions are monitored prior to the

photograph before the pre-flash is generated, the conditions include the ambient light level

and the distance of the subject from the camera. Such a system is described in U.S. Pat. No.

5,070,355 to Inoue et al. Although that invention minimizes the occurrences where a pre-flash

is used, it does not eliminate the need for a pre-flash. What is needed is a method of

eliminating the red-eye phenomenon with a miniature camera having an integral without the



distraction of a pre-flash.

Digital cameras are becoming more popular and smaller in size. Digital cameras have

several advantages over film cameras. Digital cameras eliminate the need for film as the

image is digitally captured and stored in a memory array for display on a display screen on the

camera itself. This allows photographs to be viewed and enjoyed virtually instantaneously as

opposed to waiting for film processing. Furthermore, the digitally captured image may be

downloaded to another display device such as a personal computer or color printer for further

enhanced viewing. Digital cameras include microprocessors for image processing and

compression and camera systems control. Nevertheless, without a pre-flash, both digital and

film cameras can capture the red-eye phenomenon as the flash reflects within a subject's eye.

Thus, what is needed is a method of eliminating red-eye phenomenon within a miniature

digital camera having a flash without the distraction of a pre-flash.

BRIEF DESCRIPTION OF THE DRAWINGS

Figure 1 shows a block diagram of a camera apparatus operating in accordance with certain

embodiments.

Figure 2 shows a pixel grid upon which an image of an eye is focused.

Figure 3 shows pixel coordinates of the pupil of Figure 2.

Figure 4 shows pixel coordinates of the iris of Figure 2.

Figure 5 shows pixel coordinates which contain a combination of iris and pupil colors of

Figure 2.

Figure 6 shows pixel coordinates of the white eye area of Figure 2.

Figure 7 shows pixel coordinates of the eyebrow area of Figure 2.

Figure 8 shows a flow chart of a method operating in accordance with certain embodiments.

Figure 9 shows a flow chart for testing if conditions indicate the possibility of a red-eye

phenomenon photograph.

Figure 10 shows a flow chart for testing if conditions indicate a false red-eye grouping.

Figure 11 illustrates in block form an exemplary arrangement in accordance with a precapture

image utilization aspect.



Figures 12A, 12B, 12C and 12D includes illustrative digital images having partial face

regions within red and green boxes that each include eyes with red eye defects. Other regions

outside the green and red boxes do not include any eyes and are not included within a

subsample representation that is analyzed in certain embodiments in a process that includes

modifying an area determined to be indicative of red eye phenomenon.

Figure 13 shows the primary subsystems of a face tracking system in accordance with certain

embodiments.

Figures 14a-c show illustrations of a full human face, a face with the right side obstructed,

and a face with the left side obstructed.

Figures 15a-g show graphical representations of full-face classifiers, and graphical

representations of those full-face classifiers applied to illustrations of a full human face.

Figures 16a-f show graphical representations of left face classifiers, and graphical

representations of those left-face classifiers applied to illustrations of a full human face.

Figures 17a-c show a graphical representation of a left-face classifier applied to a left face, a

full face, and a right face.

Figures 18a-d show graphical representations of left-face classifiers and corresponding right-

face mirror classifiers.

Figure 19 shows a flow diagram of a method utilizing techniques of certain embodiments.

Figure 20 shows a block diagram of a digital image acquisition device upon which certain

embodiments may be implemented.

Figure 2 1 shows a flow chart of a method embodying techniques of certain embodiments.

Figures 22a-c show examples of binary image maps at various stages of the method of Figure

21.

Figure 23 shows additional examples of binary image maps at various stages of the method of

Figure 21.



DESCRIPTION OF EMBODIMENTS

In accordance with certain embodiments, a portable digital camera having no

photographic film includes an integral flash for providing illumination during image

acquisition and/or recording, a digital image capturing apparatus for acquiring and/or

recording an image, and a red-eye filter. The red eye filter is for modifying an area within the

image indicative of a red-eye phenomenon based on an analysis of a subsample representation

including a partial face region within the image.

The analysis may be performed at least in part for determining the area, and/or may be

performed at least in part for determining the modifying. The partial face region may include

the entire image or one or more regions of the entire image may be excluded. The partial face

region may include multi resolution encoding. The analysis may be performed in part on a full

resolution image and in part on a subsample resolution of the digital image.

The apparatus may include a module for changing a degree of subsampling. This

changing the degree of subsampling may be determined empirically, and/or based on a size of

the image or one or more partial face regions thereof, and/or based on data obtained from the

camera relating to the settings of the camera at the time of image capture. In the latter case,

the data obtained from the camera may include an aperture setting, focus of the camera,

distance of the subject from the camera, or a combination of these. The changing the degree

of the subsampling may also be determined based digitized image metadata information

and/or a complexity of calculation for the red eye filter.

The modifying of the area may be performed on a full resolution of the digital image.

The red-eye filter may include multiple sub filters. The subsampling for the sub filters may

include operating on one or more partial face regions of the image that may be determined by

one or more of the image size, suspected as red eye region size, filter computation

complexity, empirical success rate of said sub filter, empirical false detection rate of said sub

filter, falsing probability of said sub filter, relations between said suspected regions as red eye,

results of previous analysis of other said sub filters.

The apparatus may include a memory for saving the digitized image after applying the

filter for modifying pixels as a modified image, and/or a memory for saving the subsample

representation of the image. The subsample representation of selected regions of the image



may be determined in hardware. The analysis may be performed in part on the full resolution

image and in part on a subsample resolution of the image.

The subsample representation may be determined using spline interpolation, and may

be determined using bi-cubic interpolation.

According to another aspect, a portable digital camera having no photographic film

includes an integral flash for providing illumination during image acquisition and/or

recording, a digital image capturing apparatus for acquiring and/or recording an image, an

image store and a red-eye filter. The image store is for holding a temporary copy of an

unprocessed image known as a pre-capture image, a permanent copy of a digitally processed,

captured image, and a subsample representation including one or more partial face regions of

at least one of the images, e.g., the pre-capture image. The red-eye filter is for modifying an

area within at least one of the images indicative of a red-eye phenomenon based on an

analysis of the subsample representation including the one or more partial face regions.

Preferably, the at least one of the images includes the digitally processed, captured image.

This further aspect may also include one or more features in accordance with the first aspect.

In addition, the changing the degree of the subsampling may be determined based on

data obtained from the camera relating to image processing analysis of said precapture

images. The image processing analysis may be based on histogram data or color correlogram

data, or both, obtained from the pre-capture image. The image processing analysis may also

be based on global luminance or white balance image data, or both, obtained from the pre-

capture image. The image processing analysis may also be based on a face detection analysis

of the pre-capture image, or on determining pixel regions with a color characteristic indicative

of redeye, or both.

The red eye filter of a camera in accordance with either aspect may include a pixel

locator, a shape analyzer and/or a pixel modifier. The pixel locator is for locating pixels

having a color indicative of the red-eye phenomenon. The shape analyzer is for determining

if a grouping of at least a portion of the pixels located by the pixel locator comprise a shape

indicative of the red-eye phenomenon. The pixel modifier is for modifying the color of the

pixels within the grouping. The camera may further include a falsing analyzer for further

processing the image in a vicinity of the grouping for details indicative of an eye, and for

enabling the pixel modifier in response thereto. The camera may also include an exposure

analyzer for determining if the image was acquired and/or recorded in a condition indicative

of the red-eye phenomenon.



In accordance with certain embodiments, a method of filtering a red eye phenomenon

from an acquired and/or recorded image is also provided in accordance with another aspect,

wherein the image includes a multiplicity of pixels indicative of color. The method includes

determining whether one or more partial face regions within a subsample representation of the

acquired and/or recorded image are suspected as including red eye artifact.

The method may include varying a degree of subsampling for each region of the one

or more partial face regions, and/or generating a subsample representation including the one

or more partial face regions based on analysis of the image. The subsample representation

may be generated or the degree varied, or both, utilizing a hardware-implemented

subsampling engine. One or more partial face regions within said subsample representation

determined as including red eye artifact may be tested for determining any false redeye

groupings.

The method may further include associating the one or more partial face regions

within the subsample presentation of the image with one or more corresponding regions

within the acquired and/or recorded image, and modifying the one or more corresponding

regions within the acquired and/or recorded image. The determining may include analyzing

meta-data information including image acquisition device-specific information.

The method may include analyzing the subsample representation including partial face

regions of the acquired and/or recorded image, and modifying an area determined to include

red eye artifact. The analysis may be performed at least in part for determining said area

and/or the modifying. The one or more partial face regions may include the entire image or

may exclude one or more non-facial regions and/or one or more partial face regions not

including any eye or at least not including any red eyes. The partial face regions of the image

may include multi resolution encoding of the image. The analyzing may be performed in part

on a full resolution image and in part on a subsample resolution image.

The method may include changing the degree of the subsampling. This changing of

the degree of subsampling may be determined empirically, and/or based on a size of the

image or selected regions thereof, such as the one or more partial face regions.

The method may include saving the image after applying the filter for modifying

pixels as a modified image, and/or saving the subsample representation of the image. The

method may include determining the subsample representation in hardware, and/or using a

spline or bi-cubic interpolation.



The modifying of the area may be performed on a full resolution image or partial

image including one or more partial face regions. The method may include determining the

subsample representation utilizing a plurality of sub-filters. The determining of the plurality

of sub-filters may be based on one or more of the image size, a suspected red eye region size,

filter computation complexity, empirical success rate of the sub-filter, empirical false

detection rate of the sub-filter, falsing probability of the sub-filter, relations between said

suspected red eye regions, or results of previous analysis of one or more other sub-filters.

The method may further include locating pixels, analyzing pixel shapes and/or

modifying pixels, each in accordance with identifying and removing a red eye phenomenon

from a partial face regions identified within an acquired and/or recorded digital image. That

is, the method may include locating pixels having a color indicative of the red-eye

phenomenon. The method may further include determining if a grouping of at least a portion

of the located pixels comprises a shape indicative of the red-eye phenomenon. The method

may further include modifying the color of the pixels within the grouping. The method may

further include processing the image in a vicinity of the grouping for details indicative of an

eye, and enabling the pixel modifier in response thereto. The method may further include

determining if the image was acquired and/or recorded in a condition indicative of the red-eye

phenomenon.

FIG. 1 shows a block diagram of a camera apparatus operating in accordance with the

present invention. The camera 20 includes an exposure control 30 that, in response to a user

input, initiates and controls the digital photographic process. Ambient light is determined

using light sensor 40 in order to automatically determine if a flash is to be used. The distance

to the subject is determined using focusing means 50 which also focuses the image on image

capture means 60. The image capture means digitally records the image in color. The image

capture means is known to those familiar with the art and may include a CCD (charge coupled

device) to facilitate digital recording. If a flash is to be used, exposure control means 30

causes the flash means 70 to generate a photographic flash in substantial coincidence with the

recording of the image by image capture means 60. The flash may be selectively generated

either in response to the light sensor 40 or a manual input from the user of the camera. The

image recorded by image capture means 60 is stored in image store means 80 which may

comprise computer memory such a dynamic random access memory or a nonvolatile memory.

The red-eye filter 90 then analyzes the stored image for characteristics of red-eye, and if

found, modifies the image and removes the red-eye phenomenon from the photograph as will



be describe in more detail. The red-eye filter includes a pixel locator 92 for locating pixels

having a color indicative of red-eye; a shape analyzer 94 for determining if a grouping of at

least a portion of the pixels located by the pixel locator comprise a shape indicative of red

eye; a pixel modifier 96 for modifying the color of pixels within the grouping; and an falsing

analyzer 98 for further processing the image around the grouping for details indicative of an

image of an eye. The modified image may be either displayed on image display 100 or

downloaded to another display device, such as a personal computer or printer via image

output means 110. It can be appreciated that many of the processes implemented in the digital

camera may be implemented in or controlled by software operating in a microcomputer (µC)

or digital signal processor (DSP) and/or an application specific integrated circuit (ASIC).

In a further embodiment the image capture means 60 of FIG. 1 includes an optional

image subsampling means, wherein the image is actively down-sampled. In one embodiment,

the subsampling is done using a bi-cubic spline algorithm, such as those that are known to one

familiar in the art of signal and image processing. Those familiar with this art are aware of

subsampling algorithms that interpolate and preserve pixel relationships as best they can

given the limitation that less data is available. In other words, the subsampling stage is

performed to maintain significant data while minimizing the image size, thus the amount of

pixel-wise calculations involved, which are generally costly operations.

A subsample representation may include a multi resolution presentation of the image,

as well as a representation in which the sampling rate is not constant for the entire image. For

example, areas suspected as indicative of red eye may have different resolution, most likely

higher resolution, than areas positively determined not to include red eye.

In an alternative embodiment, the subsampling component utilizes hardware based

subsampling wherein the processing unit of the digital imaging appliance incorporates a

dedicated subsampling engine providing the advantage of a very fast execution of a

subsampling operation. Such digital imaging appliance with dedicated subsampling engine

may be based on a state-of-art digital imaging appliance incorporating hardware that

facilitates the rapid generation of image thumbnails.

The decision to subsample the image is, in part, dependent on the size of the original

image. If the user has selected a low resolution image format, there may be little gain in



performance of redeye detection and false avoidance steps. Thus, the inclusion of a

subsampling component, or step or operation, is optional, yet advantageous in many

embodiments.

The red eye detection filter of the preferred embodiment may comprise a selection of

sub filters that may be calculated in succession or in parallel. In such cases, the sub-filters

may operate on only a selected region, or a suspected region. Such regions are substantially

smaller than the entire image. The decision to subsample the image is, in part, dependent on

one or a combination of a few factors such as the size of the suspected region, the success or

failure of previous or parallel filters, the distance between the regions and the complexity of

the computation of the sub filter. Many of the parameters involved in deciding whether or not

to subsample a region, and to what degree, may also be determined by an empirical process of

optimization between success rate, failure rate and computation time.

Where the subsampling means, step or operation is implemented, then both the

original and subsampled images are preferably stored in the image store 80 of FIG. 1. The

subsampled image is now available to be used by the redeye detector 90 and the false

avoidance analyzer 98 of FIG. 1.

As discussed before, the system and method of the preferred embodiment involves the

detection and removal of red eye artifacts. The actual removal of the red eye will eventually

be performed on the full resolution image. However, all or portions of the detection of redeye

candidate pixel groupings, the subsequent testing of said pixel groupings for determining false

redeye groupings, and the initial step of the removal, where the image is presented to the user

for user confirmation of the correction, can be performed on the entire image, the subsampled

image, or a subset of regions of the entire image or the subsampled image.

There is generally a tradeoff between speed and accuracy. Therefore, according to yet

another embodiment involving performing all detection on the subsampled image, the

detection, and subsequent false-determining, may be performed selectively, e.g., sometimes

on full resolution regions that are suspected as red-eye, and sometimes on a subsampled

resolution. The search step 200 of FIG. 8 may include, in a practical embodiment, a number

of successively applied color filters based on iterative refinements of an initial pixel by pixel

search of the captured image. In addition to searching for a red color, it is preferably



determined whether the luminance, or brightness of a redeye region, lies within a suitable

range of values. Further, the local spatial distribution of color and luminance are relevant

factors in the initial search for redeye pixel groupings. As each subsequent filter is preferably

only applied locally to pixels in close proximity to a grouping of potential redeye pixels, it

can equally well be applied to the corresponding region in the full-sized image.

Thus, where it is advantageous to the accuracy of a particular color-based filter, it is

possible to apply that filter to the full-sized image rather than to the subsampled image. This

applies equally to filters which may be employed in the false-determining analyzer 98.

Examples of non-color based false-determining analysis filters include those which

consider the localized contrast, saturation or texture distributions in the vicinity of a potential

redeye pixel grouping, those that perform localized edge or shape detection and more

sophisticated filters which statistically combine the results of a number of simple local filters

to enhance the accuracy of the resulting false-determining analysis.

It is preferred that more computationally expensive filters that operate on larger

portions of the images will utilize a subsampled version, while the more sensitive and delicate

filters may be applied to the corresponding region of the full resolution image. It is preferred

that in the case of full resolution only small portions of the image will be used for such filters.

As a non exhaustive example, filters that look for a distinction between lips and eyes

may utilize a full resolution portion, while filters that distinguish between background colors

may use a subsample of the image. Furthermore, several different sizes and or resolutions of

subsampled images may be generated and employed selectively to suit the sensitivity of the

different pixel locating and false determining filters.

PARTIAL FACE REGIONS

A portable digital image capturing device is provided which has no photographic film.

A flash for provides illumination during image acquisition. An optical system includes a lens

and an image sensor for capturing a digital image. A partial face detector identifies one or

more partial face regions within the digital image. A red-eye filter modifies an area within the

image indicative of a red-eye phenomenon based on an analysis of a subsample representation

comprising one or more partial face regions identified within the image.



A corresponding method is also provided, as are digital storage media having

processor-readable code embedded therein for programming a processor to perform the

method. The method includes acquiring a series of one or more relatively low resolution

reference images; identifying one or more partial face regions within the one or more

relatively low resolution reference images each including at least one eye; predicting the one

or more partial face regions within a main digital image based on the identifying; capturing

the main digital image with a portable device that includes a lens and an image sensor;

providing flash illumination during the capturing of the main digital image with the portable

device; analyzing said one or more partial face regions within the digital image, while

foregoing within the digital image analysis of at least one other partial face region not

including an eye; and modifying an area within the at least one partial face region that is

determined to be indicative of a red-eye phenomenon based on said analyzing.

Another portable digital image capturing device is provided which has no

photographic film. A flash provides illumination during image acquisition. An optical

system includes a lens and an image sensor for capturing a main digital image. A partial face

tracker identifies one or more partial face regions within a series of one or more relatively low

resolution reference images, and predicts one or more partial face regions within the main

digital image. A red-eye filter modifies an area within the main digital image indicative of a

red-eye phenomenon based on an analysis of the one or more partial face regions identified

and predicted by the partial face tracker.

A corresponding method is also provided, as are digital storage media having

processor-readable code embedded therein for programming a processor to perform the

method. The method includes acquiring a series of one or more relatively low resolution

reference images; identifying one or more partial face regions within the one or more

relatively low resolution reference images each including at least one eye; predicting the one

or more partial face regions within a main digital image based on the identifying; capturing

the main digital image with a portable device that includes a lens and an image sensor;

providing flash illumination during the capturing of the main digital image with the portable

device; analyzing said one or more partial face regions within the digital image, while

foregoing within the digital image analysis of at least one other partial face region not



including an eye; and modifying an area within the at least one partial face region that is

determined to be indicative of a red-eye phenomenon based on said analyzing.

Another portable digital image capturing device is provided which has no photographic film.

A flash for provides illumination during image acquisition. An optical system includes a lens

and an image sensor for capturing a digital images. A face tracker identifies one or more face

regions within a series of one or more relatively low resolution reference images, and predicts

one or more face regions within a main digital image. A face analyzer determines one or

more partial face regions within the one or more face regions each including at least one eye.

A red-eye filter modifies an area within the main digital image indicative of a red-eye

phenomenon based on an analysis of the one or more partial face regions within the one or

more face regions identified and predicted by the face tracker.

A corresponding method is also provided, as are digital storage media having

processor-readable code embedded therein for programming a processor to perform the

method. The method includes acquiring a series of one or more relatively low resolution

reference images; identifying one or more face regions within the one or more relatively low

resolution reference images each including at least one eye; predicting the one or more face

regions within a main digital image based on the identifying; capturing the main digital image

with a portable device that includes a lens and an image sensor; providing flash illumination

during the capturing of the main digital image with the portable device; determining and

analyzing one or more partial face regions, each including at least one eye, within the one or

more face regions of the digital image, while foregoing within the digital image analysis of at

least one other partial face region not including an eye; and modifying an area within the at

least one partial face region that is determined to be indicative of a red-eye phenomenon

based on said analyzing.

A red-eye filter may be adapted based on a type of a partial face region identified

within the digital image. The analysis may be performed at least in part for determining said

area and/or for determining said modifying. In certain embodiments, at least one partial face

region within the digital image is not among the one or more partial face regions identified

within the digital image that are analyzed. The analysis may be performed in part on a full

resolution partial face region and in part on a subsample resolution of at least one different

partial face region. A module may be provided change the degree of said subsampling. The



subsample representation may be determined using spline or bi-cubic interpolation. The

modifying of the area may be performed on a full resolution version of a partial face region

within the digital image. The red-eye filter may include multiple sub-filters. Subsampling for

the sub-filters operating on selected regions of the image may be determined by image size, a

suspected red eye region size, filter computation complexity, empirical success rate of said

sub-filter, empirical false detection rate of said sub-filter, falsing probability of said sub-filter,

relations between suspected red eye regions, or results of previous analysis of one or more

other sub-filters, or combinations thereof.

A device in certain embodiments may include the following:

a pixel locator for locating pixels having a color indicative of the red-eye

phenomenon;

a shape analyzer for determining if a grouping of at least a portion of the pixels

located by the pixel locator comprise a shape indicative of the red-eye phenomenon; and

a pixel modifier for modifying the color of the pixels within the grouping.

A device is certain embodiments may further include a falsing analyzer for further

processing the digital image in a vicinity of the grouping for details indicative of an eye, and

for enabling the pixel modifier in response thereto.

The device may further include an exposure analyzer for determining if the digital

image was acquired in a condition indicative of the red-eye phenomenon.

In certain embodiments face detection can be performed more quickly on a

subsampled image than is possible on a final (full-sized and/or full-resolution) image. It is

further advantageous in certain embodiments for the subsampled image to include one or

more partial face regions, while excluding: one or more non-face regions, and/or one or more

other partial face regions that do not include an eye or at least not any red eyes.

In one particularly advantageous embodiment, a prefilter includes a partial face filter.

Now it is well known to determine facial regions and to employ this knowledge to narrow the

search region for elements of an image such as red-eye. Often, however, an accurately

determined face region will not be directly available and additional image processing will be

required to delineate the face region. It can also be resource intensive to search for full faces

in digital images. However, where an approximate or partial face region detector is available

within an imaging device as part of the device hardware, or as an optimized firmware module,



and where certain physical or geometric or spatial characteristics of an approximate or partial

face region are known (for whatever reason, including being provided by an automatic or

manual full face detector that can be followed by an eye region detector, or a partial face

detector or direct eye region detector), it is possible to adapt red-eye filter parameters, or filter

chain correspondingly, achieving a faster and/or more accurate analysis of flash eye defects

within that approximate or partial face region.

As illustrative examples, a number of generic forms of approximate or partial face

regions may be available within a digital image acquisition device. Knowledge of face-

patches and/or partial face regions may be advantageously employed to adapt red-eye filter

parameters or to add and/or remove filters from, or otherwise adapt a red-eye filter chain.

Among face-based regions are full face regions and partial face regions. Other regions

include foreground and portrait regions and combinations of these regions. An advantageous

red eye filter can utilize any of a wide variety of example regions among available face-based

regions, foreground regions and portrait regions. Face-based regions may be determined

using face detection, face tracking and/or face recognition techniques such as those described

in any one or more of US patents 7,466,866, 7,515,740, 7,460,695, 7,469,055, 7,403,643,

7,460,694, 7,315,630, 7,315,631, 7,551,754, 7,565,030, 7,551,755, 7,558,408, 7,555,148,

7,564,994, 7,362,368, 7,269,292, 7,471,846, 7,574,016, 7,440,593, and 7,317,815, and US

serial numbers 12/026,484, 11./861,854, 12/362,399, and 12/354,707. Foreground regions

may be determined using techniques such as those described in US patent 7,336,82 1, and

US20060285754, US20060093238, and US20070269108, and US serial number 11/573,713.

Portrait region determinations may be made in accordance with US2007/0 147820.

A full face region may include a region, typically rectangular, which contains a full

face with all of the significant facial features at least including two eyes a nose and a mouth,

and may require hair, chin, forehead, ears and/or another region or regions. Raw face regions

may be extracted from detection processes on a main acquired image. Probably the best

known face detection method is that attributed to Viola-Jones (see, e.g., 7,020,337, 7,031,499,

7,099,510, and 7,197,186). A predicted face region may be a region determined from a face

tracker acting on a preview image stream, where a face is very likely to be found in the main

acquired image (MAI). A refined face region may include a detected face that is not frontal

or where illumination is uneven. There may be erroneous results from a raw detection and it



is often beneficial to further refine the location of the face using edge detection, color

segmentation (skin) and/or other techniques.

Partial face regions are sub-regions of a face which are often available from image

pre-processing within an acquisition device or printer. Examples include half-face, top face,

and eye strip. A half-face may include a left or right half face region. A method for extracting

such is described in US application serial number (USSN) 61/084,942. A top face is a region

limited to the face above the mouth and also perhaps above the nose, although the cut-off

point may be determined or set in individual component processes. A top face region may

include the hair region, but this is optional. A specific face classifier cascade can be trained to

detect the eye-nose and surrounding face region, while avoiding the lips, chin, beard and other

parts of the bottom part of the face. These bottom regions can be problematic and require

additional analysis filters to be added to the chain, and so use of top face can be advantageous.

An eye strip includes a horizontal strip of the face region which contains the eyes only, among

the main facial features.

Foreground image regions may include portions of the image which are closer to the

camera. Foreground analysis methods may be combined with a face detector and additional

post processing to ensure, for example, that full hair and clothing are retained in a foreground

region when desired.

There are a number of variants including raw foreground, portrait-foreground

combined, face foreground-portrait combined and refined portrait. Raw foreground implies

foreground regions without any face/portrait analysis. Portrait foreground combined uses

both foreground/background analysis along with a portrait template. A portrait template may

be used in such as way that a user can position a person being photographed within the

template to optimize portrait image quality. In this process, face detection may be considered

optional. In a face foreground-portait combined process, face detection is combined with

foreground/background analysis to provide a refined portrait region. This can include, for

example, a full face and/or a triangular region of the image containing the top-portion of the

subject's body. Refined portrait employs a combination of face and portrait template, and

foreground/background, and can also include color segmentation (see, e.g., US20080175481)

and/or top-head filling (see, e.g., US20070269108). This variant provides a very accurate

head-full-hair-full body to be delineated in the image.



A knowledge that an image region is likely to contain a face and that the type of image

regions is a member of one of the above categories, or refinements thereof, can be

advantageously employed to adapt a red-eye filter chain applied to the image patch.

Note that where the term "red-eye" is used in this description, it is meant to include

along with red-eye also generic flash-eye defects such as golden, eye, white eye and zombie

eye. Thus elements may be added to the filter chain to enable detection of such non-red

defects. Image processing techniques according to certain embodiments for such defects are

described in US200701 16379, US20080049970, US200901 89998, and US20090123063, and

US20080122599, and US patent 7,336,821.

In an exemplary embodiment an image is acquired within the device (or analyzed

within a printer). Certain pre-processing information is available from the device, or metadata

is obtained from a pre-processing subsystem such as a real-time face tracker, or

foreground/background segmentation unit, or portrait analyzer, which distinguishes specific

regions within the MAI. These regions fall into at least one of the categories described above.

Based on a determination of the type of each region a modified red-eye algorithm is applied to

those subregions of the MAI (or a subsampled version thereof).

In order to better explain the operation we will next give some examples of

advantageous adaptions of a red-eye analysis chain:

MODIFICATIONS FOR FULL-FACE REGIONS

Where the region is any of the full-face regions mentioned above, then various face

confirmation filters can be dropped from the red-eye algorithm when applied to these regions.

However it may still be desirable to retain local skin confirmation filters as items of red-

jewelry or red patterns in a headband or scarf may still give false positive results.

In an alternative embodiment, a filter based on the general location within the

approximate or partial region can be used to additionally eliminate skin filters. Such a filter

checks that detected eye defects lie in the upper half of the region and certain size constraints

can be applied. In addition detected defects are expected to be approximately symmetric and

additional pairing analysis filters can be employed (see, e.g., US200801 12599). The face and

skin filters may typically be computationally intensive within a red-eye filter chain, and thus



often desirable to eliminate, even where this elimination requires multiple additional filters to

be added to the chain.

These techniques can be used more effectively on refined face regions, and less so on

predicted face regions, where the filter determines relative as opposed to absolute positions.

This is because predicted face regions are often somewhat larger than the face which can be

located anywhere within the region due to movement. Similarly, the use of pairing filters can

be employed in a relative, rather than in an absolute sense. Some use of skin/face

confirmation may be desirable for regions of this category, although it can be less exhaustive

than that employed where knowledge of the type of face is not known. Finally, the use of size

constraints may be broadly similar, i.e., thresholds may be slightly more flexible to take

account of the possibility of forwards^ackwards face movement to that employed for refined

face regions.

MODIFICATIONS FOR PARTIAL FACE REGIONS

For (left/right) half-face regions the face filters and, optionally, local skin filters can be

eliminated. A new filter which checks the location of the defect to be central can be added.

Also, only one defect per region is expected so the pairing filters can be eliminated. If no

candidate is found then (slower) non-red filters can be applied.

For top-face regions all face and skin filters can be eliminated because only the

eye/nose region is provided; thus there is no risk of headbands, scarves, ear-rings or

necklaces. In addition, all the lips filters can be eliminated. Some of the lips filters are quite

fast (the ones that eliminate red lips) but some of them are quite slow (the ones that detect

particular shades of brown lipstick that give problems) and thus there is a significant speed-up

for top-face regions without a loss of overall accuracy.

For eye-strip regions most of the advantages of top-face regions also hold. Technically

these are not "detected eye regions" as the face strip is typically extracted by analyzing the

horizontal variance across a face region and then "cutting out" the high variance region which

contains the two eyes. Eye-Strip also enables removal of the Iris confirmation filter which is

another slow filter.

MODIFICATIONS FOR PORTRAIT/FOREGROUND REGIONS



The face filter will still be typically used for raw foreground image patches, although it

can be eliminated for the three other types of such region. Most of the skin filters may

typically still be used, although it is possible to reduce the region to which they are applied in

the case of the various portrait images where only the narrower top portion (c. 50%) of the

image will contain the face.

The exact selection of red-eye filters employed is very dependent on the particular

algorithmic techniques employed within an imaging device for foreground-background

separation or portrait region extraction. Thus a device-specific calibration would be involved.

A modified regional analysis can be applied in the case of a refined portrait where is it

known that the full hair region is included in the geometric region and thus the top c. 20% of

the region can be excluded from searches (excludes red hairclips, combs, flowers, etc). Skin

filters may optionally be eliminated for the mid-region and replaced with a geometric check

which is faster.

Additional methods of face-based image analysis are described in US patents

7,362,368, 7,317,815, 7,269,292, 7,315,630, 7,403,643, and 7,315,631, and US patent

applications nos. 10/608,810, 10/608,887, 11/941,956, 10/608,888, 11/773,815, 11/773,855,

10/608,81 1, 11/024,046, 11/765,899, 11/765,967, 10/608,772, 11/688,236, 10/608,784,

11/773,868, 10/764,339, 11/027,001, 11/833,224, 12/167,500, 11/766,674, 12/063,089,

11/765,212, 11/765,307, 11/464,083, 11/460,218, 11/761,647, 11/624,683, 12/042,104,

12/1 12,586, 12/026,484, 11/861,854, 12/055,958, 61/024,508, and 61/023,855 and

PCT/US2006/021393.

The image processing analysis may be performed in hardware. The changing of the

degree of the subsampling may be determined based on image metadata information.

After prefiltering the subsampled image and determining the size and location of one

or more types of partial face regions a red-eye filter is applied to each such determined region.

Said filter is modified according to the type of partial face region and may also be modified

according to the size of said region, its absolute location within the image and its relative

location to other partial face regions.

In certain embodiments the results of a global red-eye analysis may be combined with

the results of localized analyses within each such partial face region.



Various refined red-eye filters are described in USSN 11/123,971, 11/233,513,

10/976,336, as well as 11/462,035, 12/042,335, 11/282,954, 11/282,955, 12/043,025,

11/936,085, 11/859,164, 11/861,257, 61/024,551, and US patents 6,407,777, 7, 042,505,

7,352,394, and 7,336,821, and techniques from these co-pending applications may be

advantageously employed in certain embodiments.

EXAMPLE PROCESS

hi an exemplary process, a redeye detection algorithm may be applied on an entire

image, which may be a low resolution image such as a preview or postview image. A red eye

list may be obtained of regions suspected as candidate red eye regions. An extended eye

detector may be applied to the image from which an extended eyes list is generated. Using

one or more geometric operations, such as applying rectangles or other polygons or elliptical

shapes to the image, a list is generated from the extended eyes list.

Redeye detection accuracy improvement is achieved when the red eye candidate

region list is combined with the extended eyes list or the list discussed above as being

generated therefrom by applying one or more geometric operations. Each eye- or eye pair-

rectangle may be verified by intersecting the redeye candidate list. If not, a new refined red

eye detection may be applied inside the eye- or eye pair-rectangle, e.g., based on the presence

of the eye- or eye pair-rectangle, some filters (skin, face, lips,. . .) could be relaxed, removed,

and/or customized.

In certain embodiments, one can verify detected red eyes which are not inside an eye-

or eye pair-rectangle as NOT being false positives. This can be done by increasing the

strength of the filtering chain by, e.g., adding or customizing certain special filters. In certain

embodiments, one can verify cases when two or more red eyes are detected in a same eye

rectangle, or three or more red eyes are detected inside an eye- or eye pair-rectangle. In this

case, external filtering can be applied, based on marks already computed during a main

filtering chain. In certain embodiments, one can correlate for a pair of eyes inside an eye pair-

rectangle.

A golden eyes detector may also be applied inside an eye- or eye pair-rectangles list.

Optionally, a difference between a red eye candidate region list and an extended eyes list can

be utilized. One can enlarge one or more of the rectangles and apply eye defect detection

inside them. Correction is generally then applied for one or multiple defect eyes (Red,



Golden, Zombie, White, etc.) on a foil resolution image of the same scene as the subsampled

image. In one example, golden eye correction may be applied second, thereby overwriting

any red correction.

DETECTOR

Examples of images upon which an extended eye detector may be used are shown in

the images FIGS. 12A-12D. The digital images shown in these figures include partial face

regions within red and green boxes that each include eyes with red eye defects. Other regions

outside the green and red boxes do not include any eyes and are not included within a

subsample representation that is analyzed in certain embodiments in a process that includes

modifying an area determined to be indicative of red eye phenomenon.

A flash-induced eye defect detector may be applied on an image downsampled to

320x240, for example. The green rectangles in FIGS. 12A-12D are examples of output of an

extended eyes detector. The red rectangles in FIGS. 12A-12D are examples of eye rectangles

and they may be computed directly from the green rectangles using only simple geometric

operations (e.g., take the upper part, enlarge it a bit, and splash it in two parts).

An example process for defect eye detection and correction using extended eyes

detector may be as follows. An original full image may be downsampled to 1024x 768

resolution, for example. Red eye detection may be applied on the entire downsampled image

to obtain a candidate red eye region list. An extended eyes detector is then applied, and also

an eyes rectangles list is computed. A red eye detection accuracy improvement is achieved

using the combination between the red eye candidate list and the extended eyes list.

The decision whether the filter should use a subsampled representation including one

or more partial face regions, and the rate of the downsampling, may be determined

empirically by a-priori statistically comparing the success rate vs. mis-detection rate of a filter

with the subsampling rate and technique of known images. The empirical determination will

often be specific to a particular camera model. Thus, the decision to use the full sized image

or the subsampled image data, for a particular pixel locating or false determining filter, may

be empirically determined for each camera.



In another aspect, a pre-acquisition or precapture image may be effectively utilized in

certain embodiments. Another type of subsampled representation of the image may be one

that differs temporally from the captured image, in addition or alternative to the spatial

differentiation with other aforementioned algorithms such as spline and bi-cubic. The

subsample representation of the image may be an image captured before the final image is

captured, and preferably just before. A camera may provide a digital preview of the image,

which may be a continuous subsample version of the image. Such pre-capture may be used by

the camera and the camera user, for example, to establish correct exposure, focus and/or

composition.

The precapture image process may involve an additional step of conversion from the

sensor domain, also referred to as raw-ccd, to a known color space that the red eye filter is

using for calculations. In the case that the preview or precapture image is being used, an

additional step of alignment may be used in the case that the final image and the pre-capture

differ, such as in camera or object movement.

The pre-acquisition image may be normally processed directly from an image sensor

without loading it into camera memory. To facilitate this processing, a dedicated hardware

subsystem is implemented to perform pre-acquisition image processing. Depending on the

settings of this hardware subsystem, the pre-acquisition image processing may satisfy some

predetermined criteria which then implements the loading of raw image data from the buffer

of the imaging sensor into the main system memory together with report data, possibly stored

as metadata, on the predetermined criteria. One example of such a test criterion is the

existence of red areas within the pre-acquisition image prior to the activation of the camera

flash module. Report data on such red areas can be passed to the redeye filter to eliminate

such areas from the redeye detection process. Note that where the test criteria applied by the

pre-acquisition image processing module are not met then it can loop to obtain a new pre-

acquisition test image from the imaging sensor. This looping may continue until either the test

criteria are satisfied or a system time-out occurs. The pre-acquisition image processing step

may be significantly faster than the subsequent image processing chain of operations due to

the taking of image data directly from the sensor buffers and the dedicated hardware

subsystem used to process this data.



Once the test criteria are satisfied, the raw image data may be then properly loaded

into main system memory to allow image processing operations to convert the raw sensor data

into a final pixelated image. Typical steps may include converting Bayer or RGGB image data

to YCC or RGB pixelated image data, calculation and adjustment of image white balance,

calculation and adjustment of image color range, and calculation and adjustment of image

luminance, potentially among others.

Following the application of this image processing chain, the final, full-size image

may be available in system memory, and may then be copied to the image store for further

processing by the redeye filter subsystem. A camera may incorporate dedicated hardware to

do global luminance and/or color/grayscale histogram calculations on the raw and/or final

image data. One or more windows within the image may be selected for doing "local"

calculations, for example. Thus, valuable data may be obtained using a first pass" or pre-

acquisition image before committing to a main image processing approach which generates a

more final picture.

A subsampled image, in addition to the precapture and more finalized images, may be

generated in parallel with the final image by a main image processing toolchain. Such

processing may be preferably performed within the image capture module 60 of FIG. 1.

Additional prefiltering may be advantageously performed on this subsampled image to

eliminate regions of the final image from the red-eye analysis or to refme the parameters of

the red-eye filter or adapt a red-eye filter chain according to regional characteristics. The use

of a subsampled image is also helpful for performing analysis in playback mode, i.e. when an

image is processed after image capture and thus when "live" preview images are not available

a subsample image may be generated and used as a substitute for said preview image to speed

up image processing algorithms.

Detailed description of how a red-eye filter chain may be adapted in response to the

conditions of image acquisition or the quality of an acquired image, which may be

incorporated into alternative embodiments, are provided in US patent references cited above

and below herein.

An exemplary process may include the following operations. First, a raw image may

be acquired or pre-captured. This raw image may be processed prior to storage. This



processing may generate some report data based on some predetermined test criteria. If the

criteria are not met, the pre-acquisition image processing operation may obtain a second, and

perhaps one or more additional, pre-acquisition images from the imaging sensor buffer until

such test criteria are satisfied.

Once the test criteria are satisfied, a full-sized raw image may be loaded into system

memory and the full image processing chain may be applied to the image. A final image and a

subsample image may then ultimately preferably be generated.

FIG. 11 illustrates in block form a further exemplary arrangement in accordance with

a precapture image utilization aspect. After the pre-acquisition test phase, the "raw" image

is loaded from the sensor into the image capture module. After converting the image from its

raw format (e.g., Bayer RGGB) into a more standardized pixel format such as YCC or RGB,

it may be then subject to a post-capture image processing chain which eventually generates a

full-sized final image and one or more subsampled copies of the original. These may be

preferably passed to the image store, and the red-eye filter is preferably then applied. Note

that the image capture and image store functional blocks of FIG. 11 correspond to blocks 60

and 80 illustrated at FIG. 1.

FIG. 2 shows a pixel grid upon which an image of an eye is focused. Preferably the

digital camera records an image comprising a grid of pixels at least 640 by 480. FIG. 2 shows

a 24 by 12 pixel portion of the larger grid labeled columns A-X and rows 1-12 respectively.

FIG. 3 shows pixel coordinates of the pupil of FIG. 2. The pupil is the darkened

circular portion and substantially includes seventeen pixels: K7, K8, L6, L7, L8, L9, M5, M6,

M7, M8, M9, N6, N7, N8, N9, O7 and O8, as indicated by shaded squares at the

aforementioned coordinates. In a non-flash photograph, these pupil pixels would be

substantially black in color. In a red-eye photograph, these pixels would be substantially red

in color. It should be noted that the aforementioned pupil pixels have a shape indicative of the

pupil of the subject, the shape preferably being a substantially circular, semi-circular or oval

grouping of pixels. Locating a group of substantially red pixels forming a substantially

circular or oval area is useful by the red-eye filter.

FIG. 4 shows pixel coordinates of the iris of FIG. 2. The iris pixels are substantially

adjacent to the pupil pixels of FIG. 2. Iris pixels J5, J6, J7, J8, J9, K5, KlO, LlO, MlO, NlO,

05, 0 10, P5, P6, P7, P8 and P9 are indicated by shaded squares at the aforementioned



coordinates. The iris pixels substantially surround the pupil pixels and may be used as further

indicia of a pupil hi a typical subject, the iris pixels will have a substantially constant color.

However, the color will vary as the natural color of the eyes each individual subject varies.

The existence of iris pixels depends upon the size of the iris at the time of the photograph, if

the pupil is very large then iris pixels may not be present.

FIG. 5 shows pixel coordinates which include a combination of iris and pupil colors of

FIG. 2. The pupil/iris pixels are located at K6, K9, L5, N5, 06, and 09, as indicated by

shaded squares at the aforementioned coordinates. The pupil/iris pixels are adjacent to the

pupil pixels, and also adjacent to any iris pixels which may be present. Pupil/iris pixels may

also contain colors of other areas of the subject's eyes including skin tones and white areas of

the eye.

FIG. 6 shows pixel coordinates of the white eye area of FIG. 2. The seventy one pixels

are indicated by the shaded squares of FIG. 6 and are substantially white in color and are in

the vicinity of and substantially surround the pupil pixels of FIG. 2.

FIG. 7 shows pixel coordinates of the eyebrow area of FIG. 2. The pixels are indicated

by the shaded squares of FIG. 7 and are substantially white in color. The eyebrow pixels

substantially form a continuous line in the vicinity of the pupil pixels. The color of the line

will vary as the natural color of the eyebrow of each individual subject varies. Furthermore,

some subjects may have no visible eyebrow at all.

It should be appreciated that the representations of FIG. 2 through FIG. 7 are

particular to the example shown. The coordinates of pixels and actual number of pixels

comprising the image of an eye will vary depending upon a number of variables. These

variables include the location of the subject within the photograph, the distance between the

subject and the camera, and the pixel density of the camera.

The red-eye filter 90 of FIG. 1 searches the digitally stored image for pixels having a

substantially red color, then determines if the grouping has a round or oval characteristics,

similar to the pixels of FIG. 3 . If found, the color of the grouping is modified. In the preferred

embodiment, the color is modified to black.

Searching for a circular or oval grouping helps eliminate falsely modifying red pixels

which are not due to the red-eye phenomenon. In the example of FIG. 2, the red-eye

phenomenon is found in a 5 .times.5 grouping of pixels of FIG. 3. In other examples, the

grouping may contain substantially more or less pixels depending upon the actual number of

pixels comprising the image of an eye, but the color and shape of the grouping will be similar.



Thus for example, a long line of red pixels will not be falsely modified because the shape is

not substantially round or oval.

Additional tests may be used to avoid falsely modifying a round group of pixels

having a color indicative of the red-eye phenomenon by further analysis of the pixels in the

vicinity of the grouping. For example, in a red-eye phenomenon photograph, there will

typically be no other pixels within the vicinity of a radius originating at the grouping having a

similar red color because the pupil is surrounded by components of the subject's face, and the

red-eye color is not normally found as a natural color on the face of the subject. Preferably the

radius is large enough to analyze enough pixels to avoid falsing, yet small enough to exclude

the other eye of the subject, which may also have the red-eye phenomenon. Preferably, the

radius includes a range between two and five times the radius of the grouping. Other indicia

of the recording may be used to validate the existence of red-eye including identification of

iris pixels of FIG. 4 which surround the pupil pixels. The iris pixels will have a substantially

common color, but the size and color of the iris will vary from subject to subject.

Furthermore, the white area of the eye may be identified as a grouping of substantially white

pixels in the vicinity of and substantially surrounding the pupil pixels as shown in FIG. 6.

However, the location of the pupil within the opening of the eyelids is variable depending

upon the orientation of the head of the subject at the time of the photograph. Consequently,

identification of a number of substantially white pixels in the vicinity of the iris without a

requirement of surrounding the grouping will further validate the identification of the red-eye

phenomenon and prevent false modification of other red pixel groupings. The number of

substantially white pixels is preferably between two and twenty times the number of pixels in

the pupil grouping. As a further validation, the eyebrow pixels of FIG. 7 can be identified.

Further, additional criterion can be used to avoid falsely modifying a grouping of red

pixels. The criterion include determining if the photographic conditions were indicative of the

red-eye phenomenon. These include conditions known in the art including use of a flash,

ambient light levels and distance of the subject. If the conditions indicate the red-eye

phenomenon is not present, then red-eye filter 90 is not engaged.

FIG. 5 shows combination pupil/iris pixels which have color components of the red-

eye phenomenon combined with color components of the iris or even the white area of the

eye. The invention modifies these pixels by separating the color components associated with

red-eye, modifying color of the separated color components and then adding back modified

color to the pixel. Preferably the modified color is black. The result of modifying the red



component with a black component makes for a more natural looking result. For example, if

the iris is substantially green, a pupil/iris pixel will have components of red and green. The

red-eye filter removes the red component and substitutes a black component, effectively

resulting in a dark green pixel.

FIG. 8 shows a flow chart of a method operating in accordance with the present

invention. The red-eye filter process is in addition to other processes known to those skilled in

the art which operate within the camera. These other processes include flash control, focus,

and image recording, storage and display. The red-eye filter process preferably operates

within software within a .mu.C or DSP and processes an image stored in image store 80. The

red-eye filter process is entered at step 200. At step 210 conditions are checked for the

possibility of the red-eye phenomenon. These conditions are included in signals from

exposure control means 30 which are communicated directly to the red-eye filter.

Alternatively the exposure control means may store the signals along with the digital image in

image store 80. If conditions do not indicate the possibility of red-eye at step 210, then the

process exits at step 215. Step 210 is further detailed in FIG. 9, and is an optional step which

may be bypassed in an alternate embodiment. Then is step 220 the digital image is searched of

pixels having a color indicative of red-eye. The grouping of the red-eye pixels are then

analyzed at step 230. Red-eye is determined if the shape of a grouping is indicative of the red

eye phenomenon. This step also accounts for multiple red-eye groupings in response to a

subject having two red-eyes, or multiple subjects having red-eyes. If no groupings indicative

of red-eye are found, then the process exits at step 215. Otherwise, false red-eye groupings are

checked at optional step 240. Step 240 is further detailed in FIG. 10 and prevents the red-eye

filter from falsely modifying red pixel groupings which do not have further indicia of the eye

of a subject. After eliminating false groupings, if no grouping remain, the process exits at step

215. Otherwise step 250 modifies the color of the groupings which pass step 240, preferably

substituting the color red for the color black within the grouping. Then in optional step 260,

the pixels surrounding a red-eye grouping are analyzed for a red component. These are

equivalent to the pixels of FIG. 5. The red component is substituted for black by the red-eye

filter. The process then exits at step 215.

It should be appreciated that the pixel color modification can be stored directly in the

image store by replacing red-eye pixels with pixels modified by the red-eye filter. Alternately

the modified pixels can be stored as an overlay in the image store, thereby preserving the

recorded image and only modifying the image when displayed in image display 100.



Preferably the filtered image is communicated through image output means 110. Alternately

the unfiltered image with the overlay may be communicated through image output means 110

to a external device such as a personal computer capable of processing such information.

FIG. 9 shows a flow chart for testing if conditions indicate the possibility of a red-eye

phenomenon corresponding to step 210 of FIG. 8. Entered at step 300, step 310 checks if a

flash was used in the photograph. If not, step 315 indicates that red-eye is not possible.

Otherwise optional step 320 checks if a low level of ambient light was present at the time of

the photograph. If not, step 315 indicates that red-eye is not possible. Otherwise optional step

330 checks if the subject is relatively close to the camera at the time of the photograph. If not,

step 215 indicates that red-eye is not possible. Otherwise step 340 indicates that red-eye is

possible.

FIG. 10 shows a flow chart for testing if conditions indicate a false red-eye grouping

corresponding to step 240 of FIG. 8. Entered at step 400, step 410 checks if other red-eye

pixels are found within a radius of a grouping. Preferably the radius is between two and five

times the radius of the grouping. If found step 415 indicates a false red-eye grouping.

Otherwise step 420 checks if a substantially white area of pixels is found in the vicinity of the

grouping. This area is indicative of the white area of a subject's eye and has preferably

between two and twenty times the number of pixels in the grouping. If not found step 415

indicates a false red-eye grouping. Otherwise step 430 searches the vicinity of the grouping

for an iris ring or an eyebrow line. If not found, step 415 indicates a false red-eye grouping.

Otherwise step 440 indicates the red-eye grouping is not false. It should be appreciated that

each of the tests 410, 420 and 430 check for a false red-eye grouping. In alternate

embodiments, other tests may be used to prevent false modification of the image, or the tests

of FIG. 10 may be used either alone or in combination.

It should be further appreciated that either the red-eye condition test 210 or the red-eye

falsing test 240 of FIG. 8 may be used to achieve satisfactory results. In an alternate

embodiment test 240 may be acceptable enough to eliminate test 210, or visa versa.

Alternately the selectivity of either the color and/or grouping analysis of the red-eye

phenomenon may be sufficient to eliminate both tests 210 and 240 of FIG. 8. Furthermore, the

color red as used herein means the range of colors and hues and brightnesses indicative of the

red-eye phenomenon, and the color white as used herein means the range of colors and hues

and brightnesses indicative of the white area of the human eye.

Thus, what has been provided is an improved method and apparatus for eliminating



red-eye phenomenon within a miniature digital camera having a flash without the distraction

of a pre-flash.

PARTIAL FACE DETECTION

Embodiments of the present invention include a method of using classifier chains to

determine quickly and accurately if a window or sub-window of an image contains a right

face, a left face, a full face, or does not contain a face. After acquiring a digital image, an

integral image can be calculated based on the acquired digital image. One or more left-face

(LF) classifiers can be applied to the integral image to determine the probability that the

window contains a left face. One or more right-face (RF) classifiers can be applied to the

integral image to determine the probability that the window contains a right face. If the

probability of the window containing a right face and a left face are both greater than

threshold values, then it can be determined that the window contains both a right face and a

left face, i.e. a full face. If the probability of the window containing a right face is above a

threshold value and the probability of the window containing a left face is below a threshold

value, then it can be determined that the window contains a right face but no left face. If the

probability of the window containing a right face is below a threshold value and the

probability of the window containing a left face is above a threshold value, then it can be

determined that the window contains a left face but no right face. If the probability of the

window containing a right face and a left face are both below a threshold value, then it can be

determined that the window does not contain a face.

Further embodiments of the present invention include applying a full-face classifier to

a window of the integral image to verify the determination made based on the left-face

classifiers and the right-face classifiers. For example, if the probability of the window

containing a right face and a left face are both greater than threshold values, then applying a

full-face classifier should show that it is highly probable that the window contains a full face

because a full face includes a right face and a left face. If either the probability of the window

containing a left face or a right face are below a threshold value, then a full-face classifier

applied to the integral image should confirm that the window does not contain a full face. If

the determination made when applying the right-face or left-face classifiers to the integral

image contradicts the determination made when applying the full-face classifiers, then further,



more computationally expensive analysis, can be performed to determine if the window

contains a right face, left face, or full face.

Further embodiments of the present invention include using a right-face classifier to

calculate a left-face classifier that is a mirror image of the right-face classifier, or using a left-

face classifier to calculate a mirror right-face classifier.

Embodiments of the present invention also include a digital image acquisition system,

having no photographic film, comprising means for carrying out one or more steps of the

methods described in this application. Alternate embodiments of the present invention

include one or more machine-readable storage media storing instructions which when

executed by one or more computing devices cause the performance of one or more steps of

the methods described in this application.

DIGITAL IMAGE ACQUISITION SYSTEM

Figure 13 shows the primary subsystems of a face tracking system in accordance with

certain embodiments. The solid lines indicate the flow of image data; the dashed lines indicate

control inputs or information outputs (e.g. location(s) of detected faces) from a module hi this

example an image processing apparatus can be a digital still camera (DSC), a video camera, a

cell phone equipped with an image capturing mechanism or a hand help computer equipped

with an internal or external camera, or a combination thereof.

A digital image, i(x, y), is acquired in raw format from an image sensor 1105 such as a

charged coupled device (CCD) sensor or complimentary metal oxide semiconductor (CMOS)

sensor. An image subsampler 11 12 generates a smaller copy of the main image. Most digital

cameras already contain dedicated hardware subsystems to perform image subsampling, for

example to provide preview images to a camera display. Typically, the subsampled image is

provided in bitmap format (RGB or YCC). In the meantime, the normal image acquisition

chain performs post-processing on the raw image 1110 which typically includes some

luminance and color balancing. In certain digital imaging systems, the subsampling may

occur after such post-processing, or after certain post-processing filters are applied, but before

the entire post-processing filter chain is completed.

The subsampled image is next passed to an integral image generator 1115 which

creates an integral image from the subsampled image. The integral image, z/(x,y), at location

(x, y) contains the sum of the pixel values above and to the left of point (x, y) from image

i(x,y).



This integral image is next passed to a fixed size face detector 1120. The face detector

is applied to the full integral image, but as this is an integral image of a subsampled copy of

the main image, the processing involved in the face detection is proportionately reduced. If

the subsampled image is 1/4 of the main image, e.g., has 1/4 the number of pixels and/or 1/4

the size, then the processing time involved is only about 25% of that for the full image.

This approach is particularly amenable to hardware embodiments where the

subsampled image memory space can be scanned by a fixed size DMA window and digital

logic to implement a Haar-feature classifier chain can be applied to this DMA window.

Several sizes of classifiers may alternatively be used (in a software embodiment), or multiple

fixed-size classifiers may be used (in a hardware embodiment). An advantage is that a

smaller integral image is calculated.

After application of the fast face detector 1280, any newly detected candidate face

regions 1141 are passed onto a face tracking module 1111, where any face regions confirmed

from previous analysis 1145 may be merged with new candidate face regions prior to being

provided 1142 to a face tracker 1290.

The face tracker 1290 provides a set of confirmed candidate regions 1143 back to the

tracking module 1111. Additional image processing filters are preferably applied by the

tracking module 1111 to confirm either that these confirmed regions 1143 are face regions or

to maintain regions as candidates if they have not been confirmed as such by the face tracker

1290. A final set of face regions 1145 can be output by the module 1111 for use elsewhere in

the camera or to be stored within or in association with an acquired image for later processing

either within the camera or offline. Set 1145 can also be used in a next iteration of face

tracking.

After the main image acquisition chain is completed, a full-size copy of the main

image 1130 will normally reside in the system memory 1140 of the image acquisition system.

This may be accessed by a candidate region extractor 1125 component of the face tracker

1290, which selects image patches based on candidate face region data 1142 obtained from

the face tracking module 1111. These image patches for each candidate region are passed to

an integral image generator 1115, which passes the resulting integral images to a variable

sized detector 1121, as one possible example a Viola-Jones detector, which then applies a

classifier chain, preferably at least a 32 classifier chain, to the integral image for each

candidate region across a range of different scales.



The range of scales 1144 employed by the face detector 1121 is determined and

supplied by the face tracking module 1111 and is based partly on statistical information

relating to the history of the current candidate face regions 1142 and partly on external

metadata determined from other subsystems within the image acquisition system.

As an example of the former, if a candidate face region has remained consistently at a

particular size for a certain number of acquired image frames, then the face detector 1121 is

applied at this particular scale and/or perhaps at one scale higher (i.e. 1.25 times larger) and

one scale lower (i.e. 1.25 times lower).

As an example of the latter, if the focus of the image acquisition system has moved to

approximately infinity, then the smallest scalings will be applied in the face detector 1121.

Normally these scalings would not be employed, as they would be applied a greater number

of times to the candidate face region in order to cover it completely. It is worthwhile noting

that the candidate face region will have a minimum size beyond which it should not decrease-

-this is in order to allow for localized movement of the camera by a user between frames. In

some image acquisition systems which contain motion sensors, such localized movements

may be tracked. This information may be employed to further improve the selection of scales

and the size of candidate regions.

The candidate region tracker 1290 provides a set of confirmed face regions 1143 based

on full variable size face detection of the image patches to the face tracking module 1111.

Clearly, some candidate regions will have been confirmed while others will have been

rejected, and these can be explicitly returned by the tracker 1290 or can be calculated by the

tracking module 1111 by analyzing the difference between the confirmed regions 1143 and

the candidate regions 1142. In either case, the face tracking module 1111 can then apply

alternative tests to candidate regions rejected by the tracker 1290 to determine whether these

should be maintained as candidate regions 1142 for the next cycle of tracking or whether

these should indeed be removed from tracking.

Once the set of confirmed candidate regions 1145 has been determined by the face

tracking module 11 11, the module 11 11 communicates with the sub-sampler 1112 to

determine when the next acquired image is to be sub-sampled, and so provided to the detector

1280, and also to provide the resolution 1146 at which the next acquired image is to be sub-

sampled.

Where the detector 1280 does not run when the next image is acquired, the candidate

regions 1142 provided to the extractor 1125 for the next acquired image will be the regions



1145 confirmed by the tracking module 1111 from the last acquired image. On the other hand,

when the face detector 1280 provides a new set of candidate regions 1141 to the face tracking

module 1111, these candidate regions are preferably merged with the previous set of

confirmed regions 1145 to provide the set of candidate regions 1142 to the extractor 1125 for

the next acquired image.

Zoom information may be obtained from camera firmware. Using software techniques

which analyze images in camera memory 1140 or image store 1150, the degree of pan or tilt

of the camera may be determined from one image to another.

hi one embodiment, the acquisition device is provided with a motion sensor 1180, as

illustrated at Figure 13, to determine the degree and direction of pan from one image to

another, and avoiding the processing involved in determining camera movement in software.

Such motion sensor for a digital camera may be based on an accelerometer, and may

be optionally based on gyroscopic principals within the camera, primarily for the purposes of

warning or compensating for hand shake during main image capture. U.S. Pat. No. 4,448,510,

to Murakoshi discloses such a system for a conventional camera, and U.S. Pat. No. 6,747,690,

to Molgaard discloses accelerometer sensors applied within a modern digital camera.

Where a motion sensor is incorporated in a camera, it may be optimized for small

movements around the optical axis. The accelerometer may incorporate a sensing module

which generates a signal based on the acceleration experienced and an amplifier module

which determines the range of accelerations which can effectively be measured. The

accelerometer may allow software control of the amplifier stage which allows the sensitivity

to be adjusted.

The motion sensor 1180 could equally be implemented with MEMS sensors of the sort

which will be incorporated in next generation consumer cameras and camera-phones.

In any case, when the camera is operable in face tracking mode, i.e., constant video

acquisition as distinct from acquiring a main image, shake compensation would typically not

be used because image quality is lower. This provides the opportunity to configure the motion

sensor 1180 to sense large movements by setting the motion sensor amplifier module to low

gain. The size and direction of movement detected by the sensor 1180 is preferably provided

to the face tracker 1111. The approximate size of faces being tracked is already known, and

this enables an estimate of the distance of each face from the camera. Accordingly, knowing

the approximate size of the large movement from the sensor 1180 allows the approximate



displacement of each candidate face region to be determined, even if they are at differing

distances from the camera.

Thus, when a large movement is detected, the face tracker 1111 shifts the locations of

candidate regions as a function of the direction and size of the movement. Alternatively, the

size of the region over which the tracking algorithms are applied may also be enlarged (and

the sophistication of the tracker may be decreased to compensate for scanning a larger image

area) as a function of the direction and size of the movement.

When the camera is actuated to capture a main image, or when it exits face tracking

mode for any other reason, the amplifier gain of the motion sensor 1180 is returned to normal,

allowing the main image acquisition chain 1105,1 110 for full-sized images to employ normal

shake compensation algorithms based on information from the motion sensor 1180.

An alternative way of limiting the areas of an image to which the face detector 1120 is

to be applied involves identifying areas of the image which include skin tones. U.S. Pat. No.

6,661,907 discloses one such technique for detecting skin tones and subsequently only

applying face detection in regions having a predominant skin color.

In one embodiment, skin segmentation 1190 is preferably applied to a sub-sampled

version of the acquired image. If the resolution of the sub-sampled version is not sufficient,

then a previous image stored in image store 1150 or a next sub-sampled image can be used as

long as the two images are not too different in content from the current acquired image.

Alternatively, skin segmentation 1190 can be applied to the full size video image 1130.

In any case, regions containing skin tones are identified by bounding rectangles. The

bounding rectangles are provided to the integral image generator 1115, which produces

integral image patches corresponding to the rectangles in a manner similar to that used by the

tracker integral image generator 1115.

Not only does this approach reduce the processing overhead associated with producing

the integral image and running face detection, but in the present embodiment, it also allows

the face detector 1120 to apply more relaxed face detection to the bounding rectangles, as

there is a higher chance that these skin-tone regions do in fact contain a face. So for a Viola-

Jones detector 1120, a shorter classifier chain can be employed to more effectively provide

similar quality results to running face detection over the whole image with longer VJ

classifiers required to positively detect a face.

Further improvements to face detection are also contemplated in other embodiments.

For example, based on the fact that face detection can be very dependent on illumination



conditions, such that small variations in illumination can cause face detection to fail and cause

somewhat unstable detection behavior, in another embodiment, confirmed face regions 1145

are used to identify regions of a subsequently acquired sub-sampled image on which

luminance correction may be performed to bring regions of interest of the image to be

analyzed to the desired parameters. One example of such correction is to improve the

luminance contrast within the regions of the sub-sampled image defined by confirmed face

regions 1145.

Contrast enhancement may be used to increase local contrast of an image, especially

when the usable data of the image is represented by close contrast values. Through this

adjustment, intensities of pixels of a region when represented on a histogram, which would

otherwise be closely distributed, can be better distributed. This allows for areas of lower local

contrast to gain a higher contrast without affecting global contrast. Histogram equalization

accomplishes this by effectively spreading out the most frequent intensity values.

The method is useful in images with backgrounds and foregrounds that are both bright

or both dark. In particular, the method can lead to better detail in photographs that are over¬

exposed or under-exposed.

Alternatively, this luminance correction can be included in the computation of an

"adjusted" integral image in the generators 1115.

In another improvement, when face detection is being used, the camera application is

set to dynamically modify the exposure from the computed default to a higher values (from

frame to frame, slightly overexposing the scene) until the face detection provides a lock onto

a face.

Further embodiments providing improved efficiency for the system described above

are also contemplated. For example, face detection algorithms typically employ methods or

use classifiers to detect faces in a picture at different orientations: 0, 90, 180 and 270 degrees.

The camera may be equipped with an orientation sensor 1170, as illustrated at Figure 13. This

can include a hardware sensor for determining whether the camera is being held upright,

inverted or tilted clockwise or counter-clockwise. Alternatively, the orientation sensor can

comprise an image analysis module connected either to the image acquisition hardware 1105,

1110 or camera memory 1140 or image store 1150 for quickly determining whether images

are being acquired in portrait or landscape mode and whether the camera is tilted clockwise or

counter-clockwise.



Once this determination is made, the camera orientation can be fed to one or both of

the face detectors 1120, 1121. The detectors may apply face detection according to the likely

orientation of faces in an image acquired with the determined camera orientation. This feature

can either significantly reduce the face detection processing overhead, for example, by

avoiding the employment of classifiers which are unlikely to detect faces, or increase its

accuracy by running classifiers more likely to detects faces in a given orientation more often.

CLASSIFIER CHAINS

Figures 14a-c show illustrations of a full human face, a face with the right side

obstructed, and a face with the left side obstructed. Figure 14a represents a full face 1200

with a left eye 1201, a right eye 1202, a front of the nose 1203, a space between the eyes

1204, a bridge of the nose 1205, lips 1207, a space between the nose and the lips 1206, and a

left cheek 1208, and a right cheek 1209.

Figure 14b represents a face similar to the face of Figure 14a but with an obstruction

1210 blocking the right side of the face. In the context of a digital image acquired by a

system such as that described in Figure 13, the obstruction 1210 might be a person's hair,

another face, or any other object obstructing the face. Throughout this disclosure, a face with

an obstruction 1210 blocking a right portion of the face, as in Figure 14b, will be referred to

as a left face or a left-sided face. Figure 14c represents a face similar to the face of Figure 14a

but with an obstruction 1220 blocking the left side of the face. Throughout this disclosure a

face with an obstruction 1220 blocking a left portion of the face, as in Figure 14c, will be

referred to as a right face or a right-sided face.

Figures 15a-f show graphical representations of a chain of full-face classifiers, and

graphical representations of those full-face classifiers applied to illustrations of full faces.

Techniques of the certain embodiments include applying a first classifier of a chain of

classifiers to a window of an image to determine if the window contains a first feature

indicative of a full face. The determination may be binary and only produce a "pass" or

"fail." Alternatively, the determination may produce a probability of the window containing a

face, in which case "pass" or "fail" can be determined by whether the probability is above or

below a threshold value. "Pass" or "fail" may also be determined by summing the results of

multiple classifiers as opposed to being based on a single classifier in a chain.

If the window "passes" the classifier, then the feature of the classifier is detected in the

window, and if the window "fails" the classifier, then the feature is not detected in the



window. If the window does not contain the first feature, then the window can be identified

as not containing a face, and no additional classifiers need to be applied to the window. If the

window does contain the feature of the first classifier, then a second classifier can be applied

to the window to determine if the window contains a second feature indicative of a face. If

the window does not contain the second feature, then the image can be identified as not

containing a face, and no additional classifiers need to be applied to the window. If the

window does contain the second feature, then a third classifier can be applied to the window.

This process can repeat itself until the window passes enough classifiers to indicate a high

probability of the window containing a face, or until the window fails a classifier, indicating

that the window does not contain a face. Typically, each subsequent classifier in a classifier

chain detects different features, more features, or more accurate instances of features than did

previously applied classifiers. By applying the simplest classifiers that require the least

accuracy early in the chain, those windows that do not contain faces can be quickly identified

and eliminated without requiring the computer processing needed to apply the more

sophisticated and more accurate classifiers. The number and type of classifiers used can be

determined by machine-training techniques known in the art.

An example of a feature indicative of a face in a window is the area in a window

corresponding to the eyes being darker than the area below the eyes. Figure 15a is a graphical

representation of a possible first classifier for detecting such a feature, and Figure 15b shows

a graphical representation of that first classifier applied to a window with a full face.

Figure 15c is a graphical representation of a possible second classifier that might be

applied to a window of an image if the window passes the first classifier shown in Figure 15a.

The classifier in Figure 15c determines if the region corresponding to the eyes is darker than

the region between the eyes, which is a second feature indicative of a face. Figure 15d shows

a graphical representation of the classifier in Figure 15c applied to a window with a full face.

Figure 15e shows a graphical representation of a more complicated, more accurate classifier

that can be applied to the window if the window passes the classifiers of Figures 15a and 15c.

Figure 15f shows the classifier of Figure 15e applied to a window with a full face.

From the integral image, the sum of pixel values within a rectangular region of the

image can be computed with four array references. For example, Figure 15g is an enlarged

graphical representation of the same classifier shown in Figure 15a. The value of P l

represents the sum of pixel values above and to the left of point P l (i.e. box Bl). The value

of P2 represents the sum of pixel values above and to the left of point P2 (i.e. boxes Bl and



B2). The value of P3 represents the sum of pixels above and to the left of point P3 (i.e. boxes

Bl and B3). The value of P4 represents the sum of pixels above and to the left of point P4

(i.e. boxes Bl, B2, B3 and region 320). Accordingly, the sum of pixel values within region

1320 can be calculated from the four reference points Pl, P2, P3, and P4 by the equation: sum

region 1320 = P4 + Pl - (P2 + P3). A sum of pixel values can similarly be calculated for

region 310 from reference points P3, P4, P5, and P6.

Using a look-up table, a probability that the window contains a face can be determined

based on the difference in luminance between region 1320 and region 1310. The determined

probability can be used to determine whether the window passes or fails the classifier or chain

of classifiers.

Figures 16a-f show graphical representations of a chain of left-face classifiers, and

graphical representations of those left-face classifiers applied to illustrations of a full face.

The left-face classifiers can be applied to a window in the same manner described relative to

the classifiers of Figures 15a-f, but instead of detecting features indicative of a full face, the

classifiers are detecting features indicative of a left face. For example, in an image containing

a left face, the area of an image corresponding to a portion of an eye will be darker than the

area of the image corresponding to below the eye. Figure 16a shows a graphical

representation of a classifier for detecting such a feature, and Figure 16b shows a graphical

representation of the classifier of Figure 16a applied to a full face. Figures 16c and 16e show

examples of classifiers for detecting the presence of additional features, and Figures 16d and

16f shows graphical representations of those classifiers applied to full faces.

Figures 17a-c show a graphical representation of left-face classifiers applied to a

window with a left face, a window with a full face, and a window with a right face. The left-

face classifier detects in a window the presence of a darker region corresponding to an eye

above a lighter region corresponding to a cheek. In Figure 17a, the left-face classifier is

applied to a window with a left face, in which case the window would pass the classifier

indicating that the feature is present in the window. If the classifier is applied to a full face, as

in Figure 17b, the window will also pass because the feature is also present in the full face. If,

however, the left-face classifier is applied to a right face, the window will fail because the

feature is not present in the window. Thus, if a window passes a chain of left-face classifiers,

it can be determined that the window contains either a left face or a full face. If the window

fails a chain of left-face classifiers, then it can be determined that the window either contains

a right face or contains no face.



The principles described in relation to Figures 16a-f and 17a-c can also be applied to a

chain of right-face classifiers. If a window passes a chain of right- face classifiers, then the

window contains either a right face or a full face. If the window fails a chain of right-face

classifiers, then the window contains either a left face or contains no face.

Figures 18a-d show graphical representations of left-face classifiers and right-face

classifiers that are mirror classifiers of one another. A right-face mirror classifier detects the

same feature as a left-face classifier, but detects that feature on the opposite side of a window

which would correspond to the opposite side of the face. For example, the left-face classifier

of Figure 18a might detect a darker region on the left side of a window above a lighter region

on the left side of a window, which would be indicative of a left eye and left cheek and thus

indicative of a left face. The classifier of Figure 18b is a mirror of the classifier of Figure 18a.

The classifier of Figure 18b detects the presence of a darker region on the right side of a

window above a lighter region on the right side of the window which would indicate a right

eye above a right cheek and thus a right face. Figure 18c shows another left-face classifier

that is a mirror classifier of the right-face classifier illustrated by Figure 18d. The classifiers

in Figure 18b and 18d can be viewed as the classifiers of Figures 18a and 18c having been

flipped across a vertical axis of symmetry 1610.

DATA STRUCTURE OF A CLASSIFIER

Below are example data structures for Haar and Census classifiers:

typedef struct CensusFeature

{

INT32 threshold;

UINT8 type;

UINT8 x, y;

const INTl 6* lut;

BOOL bSymetric;

} CensusFeature ;

typedef struct HaarFeature

{

INT32 threshold;

UINT8 type;



UINT8 x, y, dx, dy, shift;

const INT 16* hit;

BOOL bSymetric;

} HaarFeature ;

In the structures, "threshold" represents the threshold level used to determine if a region

passes or fails a classifier or chain of classifiers.

In the structures, "type" represents the type of feature being detected. For example, the

feature shown in Figure 15a might be referred to as Haar2 vertical, and the feature shown in

Figure 15c might be referred to as Haar3 horizontal. The type of feature being detected

determines how the classifier is applied to a window. For example, a horizontal-type classifier

indicates that a difference in luminance is being detected between a left region and a right region

as in Figure 15c, while a vertical-type classifier indicates a difference in lumninance is being

detected between a top region and a bottom region as in Figure 15a.

In the structures, "x" and "y" represent the top, left coordinates of the feature in the base

face size. For example, with reference to Figure 15g, coordinates (x, y) would be the coordinates

of point Pl.

In the structures, "dx" and "dy" represent the dimension of the feature in the base face

size. For example, with reference to Figure 15g, dx would be the difference between the x-

coordinate of point P2 and the x-coordinate of point Pl, and dy would be the difference between

the y-coordinate of point P5 and the y-coordinate of point Pl.

In the structures, "lut" identifies the look up table containing the probabilities of a

detected difference in luminance being indicative of a face.

In the structures, "bSymetric" represents a boolean value (true/false) used to specify

whether the classifier has a mirror classifier.

If the value of bSymetric indicates that a mirror classifier exists, then the mirror

classifier can be applied by determining a new value for the x-coordinate of the mirror

classifier. The values of y, dx, dy, threshold, lut, and type will be the same for a classifier and

that classifier's mirror classifier. The new value of x (referred to hereinafter as "x"') can be

determined using known variables. For example, as shown in Figure 18b, using the base face

size 161 1, the x-coordinate 1612, and dx 1613 from the features shown in Figure 18a, x' can

be calculated as x' = base face size - x - dx. The calculations used to determine other mirror



classifiers may differ from the calculation shown for Figure 18b, but the calculations will

typically only involve addition and subtraction, which can be performed rapidly.

An aspect of an embodiment includes storing in memory, such as on a portable digital

image acquisition device like the one shown in Figure 13, a plurality of classifiers and using

the techniques of an embodiment to determine mirror classifiers for the plurality of classifiers

as opposed to storing both the classifiers and the mirror classifiers. The techniques of certain

embodiments save on-board memory space and can be performed rapidly because the needed

functions primarily comprise basic arithmetic.

Techniques of certain embodiments include a method for identifying a face in a

window of an image, the method comprising: acquiring a digital image; computing an integral

image based on the digital image; applying a first chain of one or more classifiers to the

integral image to determine if the window contains a first portion of a face; applying a second

chain of one or more classifiers to the integral image to determine if the window contains a

second portion of a face; and determining, based at least in part on the presence or absence of

the first portion of a face and the presence or absence of the second portion of a face, whether

the window contains no face, a partial face, or a full face. In some embodiments, one or more

classifiers of the second chain are mirror classifiers of one or more classifiers of the first

chain. In some embodiments, the first chain of classifiers is to determine if a window

contains a left face and the second chain of classifiers is to determine if the window contains a

right face. In some embodiments, the method further comprises: applying a third chain of

classifiers to verify the determining based at least in part on the presence or absence of the

first portion of a face and the presence or absence of the second portion of a face. In some

embodiments, the third set of classifiers is to determine if the window contains a full face.

Figure 19 is a flow diagram of a method embodying techniques of certain

embodiments. The method includes acquiring a digital image (block 1710) and computing an

integral image based on the acquired digital image (block 1720). Acquisition of the digital

image and computation of the integral image can, for example, be performed by the digital

image acquisition system as described in Figure 13 or by a separate computing device such as

a personal computer.

A chain of one or more left-face classifiers can be applied to a window of the integral

image to determine if the window contains a left face (block 1730). Techniques of certain

embodiments can include dividing the digital image into a plurality of different size windows

and applying the one or more classifiers to all windows such that the entire image is analyzed



to determine the presence of a left face in any window. In alternative embodiments, face-

tracking techniques, such as those described in relation to the system of Figure 13, can

determine a subset of windows to apply the chain of classifiers such that the chain is only

applied to windows that likely contain a face, thus improving the speed at which the method

can be applied to an acquired digital image.

The method further comprises applying a chain of one or more right-face classifiers to

the integral image to determine if a window contains a right face (block 1740). The right-face

classifiers can be mirrors of the left-face classifiers as discussed in relation to Figures 18a-

18d.

As described above in relation to Figures 15a-15g, the left-face classifiers and right-

face classifiers can be applied as chains with each subsequent classifier in the chain providing

more accuracy than previously used classifiers. Additionally, the right- face and left-face

classifiers can be applied to the integral images either serially or in parallel. Further, when

applying the classifier chains serially, the left-face classifiers can be applied prior to applying

the right-face classifiers, or vice versa.

If, after applying both the left-face classifiers and the right- face classifiers, it is

determined that the window contains neither a left face nor a right face, then the method can

end (block 1750, "No" path). A determination that the window contains neither a right face

nor a left face corresponds to the window not containing any face. If, after applying both the

left-face classifiers and the right-face classifiers it is determined that the window contains a

left face, a right face, or both (block 1750, "Yes" path), then a chain of full-face classifiers

can be applied to the window (block 1760).

Applying the chain of full-face classifiers to the window can be used to verify the

determinations made by applying the chains of left-face classifiers and right-face classifiers

(block 1770). For example, if the chain of right-face classifiers indicates that the window

contains a right face, and if the chain of left-face classifiers indicates that the window contains

a left face, then applying a chain of full-face classifier should indicate that the window

contains a full face. If either (a) the chain of right-face classifiers indicates the window does

not contain a right face or (b) the chain of left-face classifiers indicates the window does not

contain a left face, then applying a chain of full-face classifiers should indicate that the

window does not contain a full face.

If applying the chain of full-face classifiers confirms the determinations made in

blocks 1730 and 1740 (block 1770, "yes" path), then the method ends. If applying the chain



of full-face classifiers contradicts the determinations made in blocks 1730 and 1740 (block

1770, "No" path), then further processing can occur to resolve the contradiction (block 1780).

For example, additional, usually more computationally expensive, image analysis algorithms

can be applied to the window to determine if the window contains a right face, left face, full

face, or no face. Alternatively, probabilities or confidence levels of the right-face, left-face,

and full-face chains can be compared to determine which one has the highest degree of

confidence. After the further processing resolves the contradiction, the method can end.

FOREGROUND/BACKGROUND

Further embodiments include a method of distinguishing between foreground and

background regions of a digital image of a scene. One or more foreground objects can be

identified in a binary image map that distinguishes between foreground pixels and

background pixels. From the one or more foreground objects, a primary foreground object

can be identified, and based in part on the identified primary foreground object, a head region

of the primary foreground object can be estimated. Within the head region, patterns of

foreground pixels and background pixels that are indicative of a head crown region can be

identified. Within the head crown region, pixels identified as background pixels that actually

show portions of the primary foreground object can be converted to foreground pixels, thus

improving the accuracy of the binary image map.

DIGITAL IMAGE ACQUISITION SYSTEM

Figure 20 shows a block diagram of a digital image acquisition device 2020 operating

in accordance with a preferred embodiment. The digital image acquisition device 2020, which

in the present embodiment might be a portable digital camera, includes a processor 2120. It

can be appreciated that many of the processes implemented in the digital camera can be

implemented in or controlled by software operating in a microprocessor, central processing

unit, controller, digital signal processor and/or an application specific integrated circuit

(ASIC), collectively depicted as block 2120 labeled "processor." Generically, user interface

and control of peripheral components such as buttons and display is controlled by a micro-

controller 2122.

The processor 2120, in response to a user input at 2122, such as half pressing a shutter

button (pre-capture mode 2032), initiates and controls the digital photographic process.

Ambient light exposure is determined using light sensor 2040 in order to automatically



determine if a flash is to be used. The distance to the subject is determined using focusing

means 2050 which also focuses the image on image capture component 2060. If a flash is to

be used, processor 2120 causes the flash 2070 to generate a photographic flash in substantial

coincidence with the recording of the image by image capture component 2060 upon full

depression of the shutter button.

The image capture component 2060 digitally records the image in color. The image

capture component 2060 is known to those familiar with the art and may include a CCD

(charge coupled device) or CMOS to facilitate digital recording. The flash may be selectively

generated either in response to the light sensor 2040 or a manual input 2072 from the user of

the camera. The image I(x,y) recorded by image capture component 2060 is stored in image

store component 2080 which may comprise computer memory such as dynamic random

access memory or a non-volatile memory. The camera is equipped with a display 2100, such

as an LCD, for preview and post-view of images.

In the case of preview images P(x,y), which are generated in the pre-capture mode

2032 with the shutter button half-pressed, the display 2100 can assist the user in composing

the image, as well as being used to determine focusing and exposure. A temporary storage

space 2082 is used to store one or a plurality of the preview images and can be part of the

image store means 2080 or a separate component. The preview image is usually generated by

the image capture component 2060. Parameters of the preview image may be recorded for

later use when equating the ambient conditions with the final image. Alternatively, the

parameters may be determined to match those of the consequently captured, full resolution

image. For speed and memory efficiency reasons, preview images may be generated by

subsampling a raw captured image using software 2124 which can be part of a general

processor 2120 or dedicated hardware or combination thereof, before displaying or storing the

preview image. The sub sampling may be for horizontal, vertical or a combination of the two.

Depending on the settings of this hardware subsystem, the pre-acquisition image processing

may satisfy some predetermined test criteria prior to storing a preview image. Such test

criteria may be chronological—such as to constantly replace the previous saved preview image

with a new captured preview image every 0.5 seconds during the pre-capture mode 2032,

until the final full resolution image I(x,y) is captured by full depression of the shutter button.

More sophisticated criteria may involve analysis of the preview image content, for example,

testing the image for changes, or the detection of faces in the image before deciding whether

the new preview image should replace a previously saved image. Other criteria may be based



on image analysis such as the sharpness, detection of eyes or metadata analysis such as the

exposure condition, whether a flash is going to happen, and/or the distance to the subjects.

If test criteria are not met, the camera continues by capturing the next preview image

without saving the current one. The process continues until the final full resolution image

I(x,y) is acquired and saved by fully depressing the shutter button.

Where multiple preview images can be saved, a new preview image will be placed on

a chronological First In First Out (FIFO) stack, until the user takes the final picture. The

reason for storing multiple preview images is that the last image, or any single image, may not

be the best reference image for comparison with the final full resolution image. By storing

multiple images, a better reference image can be achieved, and a closer alignment between the

preview and the final captured image can be achieved in an alignment stage. Other reasons

for capturing multiple images are that a single image may be blurred due to motion, the focus

might not be set, and/or the exposure might not be set.

In an alternative embodiment, the multiple images may be a combination of preview

images, which are images captured prior to the main full resolution image and postview

images, which are images captured after said main image. In one embodiment, multiple

preview images may assist in creating a single higher quality reference image, either by using

a higher resolution or by taking different portions of different regions from the multiple

images.

A segmentation filter 2090 analyzes the stored image I(x,y) for foreground and

background characteristics before forwarding the image along with its foreground/background

segmentation information 2099 for further processing or display. The filter 2090 can be

integral to the camera 2020 or part of an external processing device 2010 such as a desktop

computer, a hand held device, a cell phone handset or a server. In this embodiment, the

segmentation filter 2090 receives the captured image I(x,y) from the full resolution image

storage 2080. Segmentation filter 2090 also receives one or a plurality of preview images

P(x,y) from the temporary storage 2082.

The image I(x,y) as captured, segmented and/or further processed may be either

displayed on image display 2100, saved on a persistent storage 2 112 which can be internal or

a removable storage such as CF card, SD card, USB dongle, or the like, or downloaded to

another device, such as a personal computer, server or printer via image output component

2 110 which can be tethered or wireless. The segmentation data may also be stored 2099 either



in the image header, as a separate file, or forwarded to another function which uses this

information for image manipulation.

In embodiments where the segmentation filter 2090 is implemented in an external

application in a separate device 2010, such as a desktop computer, the final captured image

I(x,y) stored in block 2080 along with a representation of the preview image as temporarily

stored in 2082, may be stored prior to modification on the storage device 2 112, or transferred

together via the image output component 2 110 onto the external device 2010, later to be

processed by the segmentation filter 2090. The preview image or multiple images, also

referred to as sprite-images, may be pre-processed prior to storage, to improve compression

rate, remove redundant data between images, align or color compress data.

EXAMPLE METHOD

Figure 2 1 is a flow chart showing a method according to certain embodiments. The

segmentation filter 2090 of the image acquisition device 2020 (also referred to as a "camera"

in parts of the disclosure) shown in Figure 20 can use the foreground/background

segmentation information 2099 of a stored image I(x,y) to produce a binary map with

foreground (FG) pixels and background (BG) pixels (Block 2210). The binary map might, for

example, assign a first value to background pixels and a second value to foreground pixels

such that an image corresponding to the binary map shows the foreground image in black and

the background in white. U.S. Patent Publication No. 2006/0039690, titled

"Foreground/Background Segmentation In Digital Images With Differential Exposure

Calculations," filed August 30, 2005. In one embodiment, the binary map is refined to

improve the quality of the segmentation of a foreground object from the background of a

digital image.

Depending on available features of the camera, a variable indicating the orientation of

the stored image I(x,y) can be stored (Block 2215). The orientation of the stored image I(x,y)

can identify whether the image is a portrait image or a landscape image. Thus, the orientation

indicates which side of the image constitutes the top of the image, which side constitutes the

right side of the image, and so on. As it can be assumed that the image was not captured

while the camera was upside down, the orientation can be determined from three possible

orientations (i.e., the camera was not rotated when the image was taken, the camera was

rotated ninety degrees to the right, or the camera was rotated ninety degrees to the left). The

variable can either indicate a certain orientation (OrCert) or an uncertain orientation



(OrUncert) depending on how the orientation was determined. For example, if the user

specifies the image orientation or if the image acquisition device contains motion sensing

technology that can detect the rotation of the image acquisition device at the time of image

capture, then an OrCert might be stored, indicating that the orientation is believed with a high

degree of confidence to be accurate. Alternatively, if the orientation is determined from an

analysis of an acquired image, such as by assuming that the side of the image with the highest

average intensity is the top of the image, then an OrUncert might be stored, indicating that the

orientation is based on estimates that cannot guarantee accuracy to the same degree. If a

value for OrUncert is stored, additional information or additional algorithms such as face

detection algorithms might be used in order to confirm the orientation.

After the orientation of the image has been determined, groups of foreground pixels on

the binary image map can be labeled, and the group constituting the primary foreground

object can be identified (block 2220). Each continuous region of foreground pixels can be

given a unique label. The labeled regions can then be filtered to determine which continuous

region constitutes the primary foreground object. The continuous region of foreground pixels

with the largest pixel area can be identified as the primary foreground object, and continuous

regions of foreground pixels that do not have the largest pixel area can be identified as not

being the primary foreground object. These lesser regions are converted to background

pixels.

In some embodiments, the continuous region of foreground pixels with the largest

pixel area might not be automatically identified as the primary foreground object, but instead

might be subjected to further analysis. For example, if the continuous region of foreground

pixels with the largest pixel area does not touch the bottom of the image, as determined by the

stored orientation, then the region might be discarded in favor of the second largest

continuous region of foreground pixels (block 2225, no path). If the second largest region

does touch the bottom of the image, then the second largest region can be confirmed as being

the primary foreground object (block 2225, yes path). Additional regions can continue to be

analyzed until one that touches the bottom of the image is identified. If no region touches the

bottom of the image, then the technique stops.

After the labeling and filtering (blocks 2220 and 2225), the binary image map will

contain only the primary foreground object. From the binary image map containing the

primary foreground object, a first set of boundaries, corresponding to a bounding rectangle,

can be determined (block 2230). The left boundary of the first set of boundaries can



correspond to the left-most foreground pixel of the foreground object. The right boundary of

the first set of boundaries can correspond to the right-most foreground pixel of the primary

foreground object. The top boundary of the first set of boundaries can correspond to the top

most foreground pixel of the primary foreground object, and the bottom boundary can

correspond to the bottom-most pixel of the primary foreground, which will typically be the

bottom border of the image. Figure 22a shows an example of a binary image map containing

a single foreground object (2310) and a bounding rectangle (2320) corresponding to the first

set of boundaries.

After the primary foreground object is identified (blocks 2220 and 2225) and a first set

of boundaries is determined (block 2230), holes in the primary foreground object can be filled

(block 2235). For example, a dark unreflective surface, such as from clothing or another

object, might cause a pixel to be identified as a background pixel even though it represents the

primary foreground object, and therefore should be identified on the binary image map as a

foreground pixel. Figure 22a shows an example of a hole 2315 in the primary foreground

object. In Figure 22b, the hole has been filled.

Holes can be identified by identifying regions of background pixels that meet one or

more criteria. For example, any continuous region of background pixels that is entirely

surrounded by foreground pixels and does not touch any of the first set of boundaries

identified by the bounding rectangle 2320 of Figure 22a can be identified as a hole. Groups

of background pixels identified as holes can be changed to foreground pixels. In order to

avoid incorrectly converting regions of background pixels that should not be converted, one

embodiment only involves converting holes to foreground pixels if the hole constitutes less

than a threshold amount of area, such as less than a certain percentage of the total image area,

less than a certain percentage of the total area of foreground pixels, or less than a certain

percentage of the total area of background pixels. The certain percentages are generally low,

such as 1.5%, and can be chosen in order to prevent converting large background regions that

might result from situations such as a person creating a hole by touching his head during

image capture.

After the holes are filled, a second set of boundaries, corresponding to a head region

box likely to define the head region of the foreground object, can be defined (block 2240).

The second set of boundaries can be defined based on the orientation of the digital image as

well as the first set of boundaries corresponding to the bounding rectangle. For example, the

width of the head box might be defined to be three-fourths of the width of the bounding



rectangle and aligned to the middle of the bounding rectangle, such that one-eighth of the

bounding rectangle is to the left of the head box, and one-eighth of the bounding rectangle is

to the right of the head region box. The head box might also be defined as being one-fourth

the height of the bounding rectangle and aligned to the top of the bounding rectangle.

Alternatively, the boundaries of the head box might be defined based on an estimated location

for a face determined by one or more face detection algorithms. Figure 22b shows an

example of a binary image map with a head box 2330.

A recursive crown detection and filling module (RCDF module) can identify crowns

within the head box 2330 by parsing each row within the head box 2330 to determine if it

contains a FG-BG-FG trio (block 2245). A FG-BG-FG trio is a horizontal line or plurality of

horizontal lines that has a first group of foreground pixels to the left of a group of background

pixels and a second group of foreground pixels to the right of the group of background pixels.

The RCDF module can analyze the top row of the head region box 2330 to determine if it

contains a FG-BG-FG trio, and if it does not, then the RCDF can analyze the second row from

the top to determine if it contains a FG-BG-FG trio. This process can be repeated until the

first row from the top that contains a FG-BG-FG trio is identified. The first row from the top

that contains a FG-BG-FG trio can be referred to as a trio line 2340. Figure 22b shows an

example of a binary map with a trio line 2340. If no trio line is found within the head region

box 2330, then the algorithm can stop.

To avoid falsely identifying portions of the image as head crowns that are not head

crowns, additional parameters can be used in identifying a trio line 2340. For example, the

RCDF module might be configured to only find FG-BG-FG trios where the left and/or right

groups of FG pixels are at least five pixels wide. Such a search criteria might prevent the

RCDF module from identifying small details in the image, caused by stray hairs for example,

as representing crowns. Additionally, the RCDF might be configured to only identify FG-

BG-FG trios where the group of BG pixels is smaller than a certain width, such as 50 pixels.

Such criteria can prevent the RCDF from identifying objects extraneous to the head, such as a

raised hand, as representing the beginning of a head crown.

The trio line 2340 can be used to identify a third set of boundaries corresponding to a

new box of interest (also called the crown box), and within the crown box, background

regions can be identified (block 2250). The left, right, and bottom of the crown box can

correspond to the same boundaries as the left, right, and bottom of the head region box 2330,

but the top of crown box can be defined by the trio line 2340. Within the crown box, each



unique background region can be assigned a unique label. In Figure 22b, these labels are

shown as BGl, BG2, and BG3. Based on an analysis, it can be determined which identified

BG regions represent the crown region and which represent actual background (block 2255).

For example, BG regions that touch the sides or the bottom of the crown box, such as BGl

and BG3, might be indentified as actual background regions, while a region or regions that do

not touch the sides or bottom of the crown box, such as BG2, might be indentified as the

crown region.

In some embodiments, regions identified as possibly being part of the crown region,

such as BG2 in Figure 22b, can undergo additional tests to verify whether or not the region in

fact represents an actual crown region (block 2260). For example, the average luminescence

of the crown region can be compared to the average luminescence of a group of foreground

pixels in the surrounding foreground image. The comparison can be made on a grey scale

image obtained using a flash. The determination of whether a pixel is a foreground pixel or a

background pixel is binary and based on whether the change in luminescence between a flash

image and non-flash image is greater than a certain value. Therefore, it can be assumed that

the difference in luminescence between a background pixel in the crown region and an

adjacent foreground pixel will be relatively small when compared to a foreground pixel and

an actual background pixel.

If the identified crown region passes the additional tests (block 2260, yes path), then

the pixels comprising the crown region can be converted from background pixels to

foreground pixels (block 2265). If the identified crown region does not pass the additional

tests (block 2260, no path), then the identified crown region can be marked as already tested,

and the pixels will not be converted from background to foreground pixels. In response to the

identified crown region not passing the additional test (block 2260, no path), another trio line

can be identified and the process can repeat (blocks 2245, 2250, 2255, and 2260).

After filling an identified crown region that passes the additional tests (blocks 2260

and 2265), edge detection can be used to identify a top of the crown that might be above a

filled in identified crown region (i.e. above a trio line) (block 2270). A region above the top

of the crown can be identified as a region of interest 2350. Figure 22c shows, the image of

Figure 22b with the crown region filled. FIG. 22c also shows a box corresponding to the

region of interest 2350. The region of interest 2350 can be bounded on the top by a line that

is a predetermined, maximum height above the trio line 2340 and can be bounded on the left

and right by the width of the FG-BG-FG trio, such that the region of interest 2350 is bound on



the left by the left-most FG pixel in the FG-BG-FG trio and bound on the right by the right¬

most FG pixel in the FG-BG-FG trio.

Within the region of interest 2350, a starting point can be defined. The starting point

might, for example, provide one pixel above the trio line 2340 and equidistant from both the

left and right sides of the region of interest 2350. Starting at the defined starting point, a

region growing algorithm can be executed, and the growing can be stopped when the borders

of region of interest are reached or when edges are determined. Any edge detecting algorithm

known in the art, such as the Prewitt edge detection algorithm, can be used to determine edges

of the head.

The edges determined by the edge detecting algorithm can be verified for accuracy.

For example, if the detected edges exceed the region of interest 2350, then the edges can be

identified as inaccurate, and if the detected edges are within the region of interest, then the

edges can be identified as accurate. In response to determining that detected edges are

accurate, the area bound by the detected edges may be added to the foreground map, and in

response to determining that the detected edges are not accurate, the area bound by the

detected edges is not added to the foreground map.

Techniques of certain embodiments can further include a warning module for

detecting possibly incorrect filling. A detection of incorrect filling can be stored as metadata

associated with a captured image and used to inform a user that crown filling has been

performed. A message informing the user can be delivered to a user on the image acquisition

device soon after the image is acquired or delivered to the user during post-acquisition

processing that might occur, for example, on a personal computer. Alternatively, a camera

might be programmed to present a user with an unaltered image instead of an imaged with

crown filling if possibly incorrect filling has been detected.

Such a warning might be presented to a user every time filling is performed or only

under certain circumstances. For example, the warning module might only present a warning

to the user if the ratio of an object's perimeter to the object's area is greater than a certain

value. A low perimeter to area ratio can be indicative of a lack of detail on that object, which

might be attributable to incorrect filling.

Figures 23a-c show graphical examples of a binary image map at various stages in the

method of Figure 2 1. Figure 23a shows a single foreground object with a crown. Figure 23a,

might for example, be a representation of the binary image map after the hole filling described

in block 2235 of Figure 2 1. Figure 23b shows the same image as Figure 23a but with the



crown filled. Figure 23b might, for example, be a representation of the binary image map

after the crown filling of block 2265 in Figure 2 1. Figure 23c shows the same image as

Figure 23b but with some additional background.

While aspects of certain embodiments have been explained using an image with a

single foreground object with a single crown region, it should be apparent that the described

techniques are extendable to include detecting and filling multiple crown regions within a

single foreground object, or to detecting and filling one or more crown regions in more than

one foreground object.

Further embodiments may include a method of distinguishing between foreground and

background regions of a digital image of a scene, wherein the method comprises: (a)

identifying in a binary image map comprising one or more foreground objects, a primary

foreground object; (b) analyzing a head region of the primary foreground object to identify a

trio line, wherein the trio line comprises a first group of one or more foreground pixels to the

left of a group of background pixels and a second group of one or more foreground pixels to

the right of the group of background pixels; (c) identifying, based at least in part on the trio

line, a crown region of the binary image map; and (d) converting background pixels in the

crown region of the binary image map to foreground pixels.

Certain embodiments may include a method of distinguishing between foreground and

background regions of a digital image of a scene, wherein the method comprises: (a) storing a

segmented image identifying foreground (FG) pixels and background (BG) pixels; (b)

determining an orientation of the segmented image; (c) identifying in the image one or more

groups of continuous foreground pixels; (d) identifying from the one or more groups of

continuous foreground pixels, a candidate primary foreground object; (e) performing further

analysis on the candidate primary foreground object to determine if the candidate primary

foreground object is a primary foreground object; (f) determining based at least in part on the

primary foreground object, a first set of boundaries, wherein the first set of boundaries

comprises a left-most pixel of the primary foreground object, a right-most pixel of the primary

foreground object, a top-most pixel of the primary foreground object, and a bottom-most pixel

of the primary foreground object; (g) filling holes in the primary foreground object; (h)

determining, based at least in part on the first set of boundaries, a second set of boundaries

corresponding to a likely region of a head in the primary foreground object; (i) identifying

within the second set of boundaries, a FG-BG-FG trio; (j) determining, at least based in part

on the second set of boundaries and an identified FG-BG-FG trio, a third set of boundaries;



(k) identifying in the third set of boundaries one or more groups of continuous background

pixels; (1) identifying from the one or more groups of continuous background pixels, a

candidate crown region; (m) performing further analysis on the candidate crown region to

determine if the candidate crown region is an actual crown region; (n) converting background

pixels within the crown region to foreground pixels; (o) and executing an edge detection

algorithm, wherein a starting point for the edge detection algorithm is determined at least

based in part on the FG-BG-FG trio.

In addition, in methods that may be performed according to preferred embodiments

herein and that may have been described above, the operations have been described in

selected typographical sequences. However, the sequences have been selected and so ordered

for typographical convenience and are not intended to imply any particular order for

performing the operations, except for those where a particular order may be expressly set

forth or where those of ordinary skill in the art may deem a particular order to be necessary.



Claims:

1. A portable digital image capturing device having no photographic film,

comprising:

a flash for providing illumination during image acquisition;

an optical system including a lens and an image sensor for capturing a digital image;

a partial-face detector for identifying one or more partial face regions within the

digital image; and

a red-eye filter for modifying an area within the digital image indicative of a red-eye

phenomenon based on an analysis of a subsample representation comprising the one or more

partial-face regions identified within the digital image.

2. The device of claim 1, further comprising a partial face tracker for identifying one or more

partial face regions within a series of one or more relatively low resolution reference images,

and predicting said one or more partial face regions within a main digital image.

3. The device of claim 1, further comprising a face tracker for identifying one or more face

regions within a series of one or more relatively low resolution reference images, and

predicting said one or more face regions within a main digital image; and a face analyzer for

determining the one or more partial face regions within the one or more face regions each

including at least one eye.

4. The device as in any of the above claims, wherein said red-eye filter is adapted based on a

type of at least one of said one or more partial face regions identified within the digital image.

5. The device as in any of the above claims, wherein the analysis is performed at least in part

for determining said area.

6. The device as in any of the above claims, wherein the analysis is performed at least in part

for determining said modifying.



7. The device as in any of the above claims, wherein at least one partial face region within the

digital image is not among said one or more partial face regions identified within the digital

image that are analyzed.

8. The device as in any of the above claims, wherein said analysis is performed in part on a

full resolution partial face region and in part on a subsample resolution of at least one

different partial face region.

9. The device as in any of the above claims, wherein said modifying the area is performed on

a full resolution of at least one partial face region within the digital image.

10. The device as in any of the above claims, wherein said subsample representation is

determined using spline interpolation.

11. The device as in any of the above claims, wherein said subsample representation is

determined using bi-cubic interpolation.

12. The device as in any of the above claims, wherein said red-eye filter comprises a plurality

of sub-filters.

13. The device as in any of the above claims, wherein said subsampling for said sub-filters

operating on selected regions of said image is determined by image size, a suspected red eye

region size, filter computation complexity, empirical success rate of said sub-filter, empirical

false detection rate of said sub-filter, falsing probability of said sub-filter, relations between

suspected red eye regions, or results of previous analysis of one or more other sub-filters, or

combinations thereof.

14. The device as in any of the above claims, further comprising:

a pixel locator for locating pixels having a color indicative of the red-eye

phenomenon;

a shape analyzer for determining if a grouping of at least a portion of the pixels

located by the pixel locator comprise a shape indicative of the red-eye phenomenon; and

a pixel modifier for modifying the color of the pixels within the grouping.



15. The device as in any of the above claims, further comprising a falsing analyzer for further

processing the digital image in a vicinity of the grouping for details indicative of an eye, and

for enabling the pixel modifier in response thereto.
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