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(57) ABSTRACT 

A data processing system includes a power Supply, a plu 
rality of processors wherein each processor is separately 
powerable by the power Supply under operating system 
control. The operating system determines periodically a 
measure of system utilization and controls the Switches to 
alter the number of active (powered) processors where the 
number of active processors reflects the measured system 
utilization and a set of utilization threshold values. System 
utilization may be based on the number of active tasks. The 
utilization thresholds preferably include a maximum thresh 
old and a minimum threshold. A measured utilization 
exceeding the maximum threshold causes an increase in the 
number of active processors while utilization less than the 
minimum threshold causes a decrease in the number of 
active processors. The utilization thresholds may be deter 
mined from threshold factors that reflect time and date 
information, quality of service information, or a weighted 
average of historical utilization values. 
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PROCESSOR PACKING IN AN SMP SERVER TO 
CONSERVE ENERGY 

BACKGROUND 

0001) 1. Field of the Present Invention 
0002 The present invention is in the field of data pro 
cessing systems and, more particularly, conserving the 
amount of energy consumed by a data processing system. 
0003 2. History of Related Art 
0004 Many computer-based services and applications 
are characterized by a time varying workload. In typical 
multiprocessor server systems, however, the energy con 
Sumed by the systems main processors varies Substantially 
less significantly than the workload. More specifically, the 
main processors consume significant energy even when they 
are idling or otherwise doing little actual work. In Such 
systems, energy efficiency is undesirably low during times 
of low system utilization. 
0005 Various efforts to improve energy efficiency have 
been proposed. For example, clock gating, which is used in 
Substantially all processors, may somewhat reduce the 
amount of power consumed during low utilization periods. 
Nevertheless, processors are generally characterized by rela 
tively large leakage currents that result in significant energy 
consumption even during periods of Zero utilization. While 
other energy conservation techniques, such as frequency and 
Voltage Scaling, can reduce energy consumption, they are 
generally difficult to implement in multiprocessor Systems 
and may provide unacceptable performance when rapid 
responses are needed. It would be desirable, therefore, to 
implement a system and method for conserving energy in a 
multiprocessor data processing system. 

SUMMARY OF THE INVENTION 

0006 The identified objective is achieved with a data 
processing system that includes a power Supply and a 
plurality of processors. The power Supply provides electric 
power (voltage) to each of the processors. The system 
includes a mechanism for controlling the application of 
power to individual processors, preferably under operating 
system control, so that the system can Switch the power 
provided to any individual processor on or off. The operating 
system determines periodically a measure of system utili 
zation and controls the switches to alter the number of active 
(powered) processors where the number of active processors 
reflects the measured system utilization and a set of utiliza 
tion threshold values. System utilization may be based on 
the number of active tasks. The utilization thresholds pref 
erably include a maximum threshold and a minimum thresh 
old. A measured utilization exceeding the maximum thresh 
old causes an increase in the number of active processors 
while utilization less than the minimum threshold causes a 
decrease in the number of active processors. The utilization 
thresholds may be determined from threshold factors that 
reflect time and date information, quality of service infor 
mation, or a weighted average of historical utilization Val 
CS. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0007. Other objects and advantages of the invention will 
become apparent upon reading the following detailed 
description and upon reference to the accompanying draw 
ings in which: 
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0008 FIG. 1 is a block diagram of an SMP system 
Suitable for implementing an embodiment of the present 
invention; 
0009 FIG. 2 is a flow diagram illustrating a method of 
conserving energy consumption in the data processing sys 
tem of FIG. 1 according to an embodiment of the present 
invention; 
0010 FIG. 3 is a flow diagram illustrating details of the 
method of FIG. 2 according to one embodiment of the 
invention; 

0011 FIG. 4 is a flow diagram of details of the data 
processing system of FIG. 2 according to a second embodi 
ment of the invention; 
0012 FIG. 5 is a flow diagram illustrating details of 
powering off an active processor according to one embodi 
ment of the invention; and 
0013 FIG. 6 is a flow diagram illustrating details of 
powering on an additional processor according to one 
embodiment of the invention. 

0014 While the invention is susceptible to various modi 
fications and alternative forms, specific embodiments 
thereof are shown by way of example in the drawings and 
will herein be described in detail. It should be understood, 
however, that the drawings and detailed description pre 
sented herein are not intended to limit the invention to the 
particular embodiment disclosed, but on the contrary, the 
intention is to cover all modifications, equivalents, and 
alternatives falling within the spirit and scope of the present 
invention as defined by the appended claims. 

DETAILED DESCRIPTION OF THE 
INVENTION 

0015 The subject matter of the present invention is 
related to the subject matter in S. Ghiasi & W. Felter, CPU 
Packing for Multiprocessor Power Reduction, which is 
incorporated by reference herein. A preferred embodiment 
of the present invention encompasses a system and method 
for conserving energy consumption in a multiprocessor data 
processing system. The preferred embodiment of the inven 
tion is capable of powering processors on and off without 
disruption to the overall functioning of the system. The 
system makes a periodic determination of a systems work 
load or utilization. Based on the determined level of utili 
zation, the system then determines whether the number of 
processors that are currently active is adequate for the 
present workload. This determination is made by comparing 
the current utilization to one or more utilization thresholds. 
If the current utilization exceeds the maximum utilization 
threshold, the system may turn a processor on to increase 
number of processors that are active. If the current utiliza 
tion is less than the minimum utilization threshold, the 
system may turn a processor off to decrease the number of 
active processors. 
0016 Turning now to the drawings, a block diagram of 
selected elements of a data processing system 100 suitable 
for implementing one embodiment of the present invention 
is depicted. In the depicted embodiment, system 100 
includes two or more processors 102-1 through 102-4 
(generically or collectively referred to herein as processor(s) 
102). Each processor 102 has access to a shared system 
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memory 110 via a hostbus 104. System 100 is referred to as 
a symmetric multiprocessor (SMP) system because each 
processor 102 has equivalent access to System memory 110. 
Equivalent access indicates that the response time or latency 
associated with a memory access from a first processor 
102-1 is substantially equivalent to the response time request 
from any other processor 102. 

0017. The multiple processors 102 of system 100 may be 
implemented in individual modules or packages where each 
package is attached to a system planar. In an alternative 
embodiment, system 100 is implemented with one or more 
multi-chip modules (MCM’s) in which two or more proces 
sors 102 are packaged in a single carrier. Whereas the 
selection of a processor 102 for powering on and off is 
largely a matter of convenience in a non-MCM implemen 
tation (since all processors 102 are assumed to consume 
approximately equal energy), an MCM implementation of 
system 100 may benefit from biased selection of processors 
for powering on and off. More specifically, it may be 
beneficial in an MCM implementation to power off all 
processors 102 within a single MCM before powering off a 
processor 102 in a separate MCM, because powering off all 
processors 102 within an MCM would enable the system to 
power off an entire MCM and thereby conserve energy 
consumed not only by the MCM’s processors, but also by 
any additional components within the MCM (e.g. a MCM 
cache memory). Thus, implementing the invention in an 
MCM configuration may require additional consideration in 
determining which processors to target, but the concept of 
the adjusting the number of active processors to reflect the 
system utilization remains the same. 
0018. Although the depicted implementation of system 
100 is an SMP system, the invention is also applicable 
non-uniform memory access (NUMA) systems in which the 
system is comprised of a set of interconnected nodes, where 
each node has one or more processors and a local system 
memory. A representative NUMA system is described in B. 
C. Brock et al., Efficient Identification of Candidate Pages 
and Dynamic Response in a NUMA Computer, U.S. Pat. No. 
6,499,028 B1. (See FIG. 1, FIG. 2, and the accompanying 
description), which is incorporated by reference herein. 

0019 Processors 102 of system 100 may be implemented 
with commercially distributed general purpose microproces 
sors including, as examples, PowerPCR family processors 
from IBM Corporation and x86 processors such as the 
PentiumR) family of processors from Intel Corporation. In 
one embodiment, processors 102 may be implemented as 
discrete components (each in its own distinct package) or as 
one or more multi-chip modules (MCM’s). In an MCM, two 
or processors 102 are provided within a single integrated 
circuit package. 

0020. A host bridge 106 of system 100 as depicted in 
FIG. 1 provides a pair of functions. Host bridge 106 serves 
as a memory controller that couples system memory 110 to 
host bus 104. In addition, host bridge 106 provides an 
interface between a host bus 104 and at least one peripheral 
bus or I/O bus 112 (only one of which is shown). I/O bus 112 
may be implemented as a PCI (peripheral components 
interface) or PCI-X I/O bus although additional bus bridges 
may provide access to a low pin count (LPC) bus, an ISA 
(industry standard architecture) bus, and so forth. System 
100 may employ a HyperTransportTM I/O technology in lieu 
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of or in addition to I/O bus 112. In the embodiment depicted 
in FIG.1. I/O adapters 121 and 122 are connected to I/O bus 
112. I/O adapters 121 and 122 may represent any of a variety 
of widely used adapters including graphics adapters, net 
work communication adapters, audio adapters, disk control 
lers, and so forth. 

0021 FIG. 1 further illustrates the ability of system 100 
to apply power to processors 102 selectively. Specifically, 
system 100 illustrates a power supply 130 and a set of 
switches 132-1 through 132-4 (generically or collectively 
referred to as switch(es) 132). Each switch 132 controls a 
connection between power Supply 130 and a corresponding 
processor 102. In one embodiment, system 100 provides a 
mechanism enabling software control of switches 132. Sys 
tem 100 may include, as one example, a special purpose 
register 134, referred to herein as active processor control 
register 134, that includes bits 136-1 through 136-4 (generi 
cally or collectively referred to as bit(s) 136) corresponding 
to switches 132-1 through 132-4 respectively. Setting a bit 
136 in active processor control register 134 activates 
(closes) the corresponding switch 132 while clearing a bit 
136 opens the corresponding switch 132. Switches 132 may 
be implemented with any circuit or device Suitable for gating 
a first signal (the power signal) with a control signal. For 
example, switches 132 may be implemented as AND gates 
that receive a the power Supply output as a first input and a 
control signal indicative of whether the CPU is active (1) or 
inactive (O) as a second input. 

0022. In some embodiments, portions of the invention 
may be implemented as computer executable instructions 
(computer Software code). The instructions are stored on a 
computer readable medium, which may be a hard disk, a CD 
ROM, or another suitable persistent storage medium. During 
times when a processor Such as a processor 102 is executing 
the instructions, the instructions may be stored in system 
memory 110 or in another volatile storage medium Such as 
a cache memory (not shown). When executed by a proces 
Sor, the instructions cause the data processing system to 
determine an optimal number of active processors for the 
system based on the current workload or utilization. The 
instructions further cause the processor to alter the number 
of active processors to conform with the optimal number, 
under the assumption that the optimal number is feasible. 
More specifically, if the optimal number is less than one or 
greater than N where N is the number of processors in the 
system, the optimal number is constrained. 

0023 FIG. 2 through FIG. 6 are conceptual representa 
tions, in the form of flow diagrams, of various methods that 
may be implemented as computer Software code according 
to one embodiment of the present invention. The code 
represented by these flow diagrams are preferably imple 
mented as kernel code in an operating system of data 
processing system 100. As described further below, the 
depicted embodiment includes code blocks for selectively 
turning on and turning off a processor 102 in a multipro 
cessor System such as System 100. If the operating system of 
data processing system 100 does not support powering on 
(activating) and powering off (deactivating) individual pro 
cessors, the preferred embodiment of the invention includes 
an operating system that exposes an application program 
interface (API) that enables application programs to activate 
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and deactivate selected processors. Additional detail regard 
ing the activating/deactivation code blocks are described 
below. 

0024 Referring first to FIG. 2, a conceptual representa 
tion of a method 200 for conserving energy consumption in 
a multiprocessor or SMP data processing system is pre 
sented. The depicted implementation of method 200 
includes determining (block 202) a measure of the system 
utilization. System utilization, as used herein, refers gener 
ally to processor activity (e.g., the number of active proces 
Sor tasks, the number of instructions being executed, and so 
forth). 
0.025 Utilization is an important consideration in a policy 
designed to reduce energy consumption by selectively pow 
ering off processors. When utilization is low, powering off 
one or more processors may have little discernible impact on 
system performance because the workload can be distributed 
over a smaller number of processors without increasing 
latency. When utilization is high, however, performance 
may degrade to a point at which the energy consumption 
cost associated with powering on an additional processor is 
justified in terms of the resulting increase in performance. 
0026. The system utilization determined in block 202 
may be a relatively indirect measure of utilization or a 
relatively direct measure. At the indirect end of the spec 
trum, for example, block 202 may include estimating system 
utilization as a function of the number of tasks that are active 
in system 100. The number of active task provides an 
indirect measure of system utilization because each task is 
assumed to have an approximately equal impact on overall 
system utilization. 
0027. At the other end of the spectrum, system utilization 
may be estimated from the operation of the processor 
hardware. As an example, many processors include perfor 
mance monitors. Performance monitors provide information 
about the internal functioning of a processor. A performance 
monitor might, for example, indicate the number of instruc 
tions that are issued or retired during a given period of time. 
Such information may provide a more direct measure of 
system utilization. Performance monitors, while desirable 
for their direct relationship to processor workload, are not 
implemented in a consistent fashion from one platform to 
the next. A technique for monitoring system utilization that 
relies on performance monitors or other similar hardware 
specific gauges would most likely require customization for 
each operating system and hardware platform combination. 
Because it is generally desirable to implement methods that 
are independent of the specific hardware implementation of 
a system, this disclosure will focus on the use of a relatively 
indirect, but more generic, measure of system utilization. 
Additional detail regarding a specific implementation for 
determining system utilization is discussed below with 
respect to FIG. 3 and FIG. 4. 
0028. Returning now to FIG. 2, the depicted embodiment 
of method 200 includes determining (block 204) the number 
of active processors. For purposes of this disclosure, an 
active processor refers to any processor to which an opera 
tional Voltage signal is applied. Thus, the term “active' does 
not indicate the level of activity or utilization of the corre 
sponding processor. 
0029 Conventional multiprocessor systems typically 
apply power to the processors as a group Such that all 
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processors are either powered on or powered off. The 
preferred embodiment of the present invention, however, 
contemplates selective processor powering to match the 
number of active processors to the system utilization. In 
Such a system, the number of active processors is likely to 
vary with time based on the current utilization. Determining 
the number of active processors for a system such as system 
100 includes determining the number of bits 136 that are set 
in active processor control register 134 of FIG. 1. Following 
determination of system utilization and the number of active 
processors, method 200 includes determining (block 206) 
whether the number of processors is appropriate for the 
current utilization. The number of active processors is 
appropriate, for purposes of this disclosure, when each 
active processor is handling a workload that is Substantial, 
but not so substantial that is causes performance to degrade 
below an unacceptable level. The appropriate number of 
processes thus reflects competing considerations, namely, 
the desire to maximize performance (increase the number of 
active processors) and to minimize energy consumption 
(decrease the number of active processors). Additional detail 
regarding this determination is described below with refer 
ence to FIG. 3 and FIG. 4. 

0030) If the number of active processors is appropriate 
for the current utilization, the status quo is maintained and 
method 200 returns, preferably after a predetermined delay 
period (not depicted), to block 202. if, however, the number 
of active processors is not appropriate for the current utili 
zation, method 200 includes altering (block 208) the number 
of active processors to reflect or accommodate the current 
utilization. Altering the number of processors is preferably 
Supported with a combination of hardware (e.g., the power 
supply switches 132 and register bits 136 of FIG. 1) and 
software in the form of kernel code described below with 
reference to FIG. 5 and FIG. 6. 

0031 Referring now to FIG. 3, a method 300 is pre 
sented to illustrate one implementation for adjusting the 
number of active processors to reflect the current utilization 
(blocks 206 and 208 of FIG. 2). In the embodiment depicted 
in FIG. 3, system 100 determines (block 302) maximum and 
minimum utilization thresholds. The maximum and mini 
mum utilization thresholds may be predetermined or calcu 
lated once and saved in accessible storage. Alternatively, the 
maximum and minimum thresholds may be calculated peri 
odically, each time the utilization is determined. Periodic 
determination of the thresholds may be desirable for an 
implementation in which the thresholds vary over time (e.g., 
to reflect historic utilization patterns), 
0032. The utilization thresholds define a range of utili 
Zation appropriate for the current number of active proces 
sors. If (block 304) the current utilization exceeds the 
maximum threshold, the number of active processors is 
incremented (block 306). If (block 314), on the other hand, 
the number of active processors is lower than the minimum 
threshold, the number of active processors is decremented 
(block 316). In the preferred embodiment, incrementing and 
decrementing the number of active processors in blocks 306 
and 316 respectively means incrementing or decrementing 
the number of active processors by one. This implementa 
tion reflects a desire to minimize the overhead associated 
with activating and deactivating processors in block 306 and 
316. If the utilization is evaluated with sufficient frequency, 
constraining blocks 306 and 316 to altering the number of 
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active processors by no more than one is considered to 
achieve desirable simplification without incurring a Substan 
tial performance penalty. 
0033 Referring now to FIG. 4, additional detail for a 
method 400 of determining the maximum and minimum 
utilization thresholds (block 302 of FIG. 3) according to one 
embodiment of the invention is presented. In the depicted 
embodiment, method 400 includes determining (block 402) 
a maximum utilization threshold. As described previously, 
the preferred embodiment balances the competing consid 
erations of performance and energy conservation. The maxi 
mum utilization threshold reflects the performance consid 
eration. More specifically, the maximum utilization 
threshold represents a limit of utilization above which one 
would expect the performance to drop below a desired 
target. 

0034. In one embodiment, utilization is measured or 
estimated in terms of the number of tasks that are active. 
Most commercially distributed operating systems are 
capable of executing multiple tasks concurrently. In addi 
tion, most operating systems expose the number of active 
tasks as a system variable so that the number of active tasks 
is readily available. In a Linux(R) environment, for example, 
the number of active tasks is contained in the nr running 
system variable for each processor in the system. 
0035 Embodiments of the invention that measure system 
utilization in terms of the number of active tasks may specify 
the maximum threshold constant (and minimum threshold 
constant) in terms of tasks per processor. In this implemen 
tation, the threshold constant is independent of the number 
of active processors. Moreover, the determination of the 
maximum threshold constant in block 402 may have alter 
native implementations. 
0036). In an implementation desirable for its simplicity, a 
single maximum threshold constant is used for all applica 
tions. In this case, the maximum threshold constant prefer 
ably reflects a studied determination of the point at which 
additional tasks, if not accompanied by additional process 
ing capacity (i.e., more active processors) will result in a 
level of performance that is unacceptable. A single value of 
maximum threshold constant may be acceptable in cases 
where, for example, the level of performance considered to 
be acceptable does not vary considerably. 
0037. In another implementation, the maximum thresh 
old constant is not a single constant value. In Such imple 
mentations, determining the maximum threshold constant in 
block 402 may include retrieving or determining a maxi 
mum threshold constant based on additional information that 
is indicative of performance considerations. For example, 
one implementation may employ different maximum thresh 
old constants for different times of the day, days of the week, 
days of the month, and so forth. For any given application, 
acceptable performance levels may vary with the time. 
During business hours (e.g., Monday through Friday, 8:00 
A.M. to 6:00 P.M.), a higher level of acceptable performance 
may be expected or required. In Such applications, the 
maximum threshold constant may depend upon the time of 
day/date, et cetera. In this example, determining the maxi 
mum threshold constant in block 402 would include retriev 
ing a maximum threshold constant based on the current date 
and time. 

0038. In another implementation, system 100 may have 
different quality of service expectations depending upon its 
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application. System 100 may, for example, exist as part of a 
server cluster or data center that Supports a variety of 
customer applications. In Such an environment, system 100 
may be Supporting an application with a contractual quality 
of service expectation and the maximum threshold constant 
may be adjusted to reflect that reality. Specifically, when a 
quality of service arrangement is present that guarantees a 
specified level of performance, the maximum threshold 
constant may be lowered to provide a greater margin of 
error. A lower maximum threshold constant is “safer' in this 
context because system 100 will increase the number of 
active processors at a lower level of utilization. 
0039. In still another implementation desirable for avoid 
ing excessive “thrashing of the number of active proces 
sors, the maximum threshold constant reflects a moving 
average of historical utilization values. In this embodiment, 
periodic system utilization measures are stored in system 
memory 110 or in persistent storage. The maximum thresh 
old constant may be determined by computing a moving 
average of the most recent K values of system utilization and 
adjusting the moving average with a factor. So, for example, 
one might determine a maximum threshold constant by 
computing the average of the five most recent utilization 
values, dividing the computed average by the number of 
active processors, and multiplying the result by 110%. In 
addition, the 110% value used in this example, might be 
altered depending upon the date and time or quality of 
service considerations referred to above. 

0040. Returning momentarily to FIG. 3, the moving 
average of system utilization values might also be used as 
the value against which the determination in block 304 
and/or block 314 is made. In other words, method 300 might 
base the decision regarding increasing (or decreasing) the 
number of active processors on a recent average of system 
utilization rather than just the most recent value of system 
utilization. The moving average technique is desirable for its 
ability to “filter transient utilization spikes that might 
otherwise cause an unwanted alteration of the number of 
active processors. Moving average characteristics might also 
be altered depending upon the date and time or quality of 
service considerations referred to above. 

0041 Returning now to FIG. 4, having determined a 
maximum threshold constant, system 100 then determines 
(block 404) a maximum utilization threshold. In embodi 
ments that specify the maximum threshold constant in terms 
of tasks per processor, the maximum utilization threshold is 
the product of the maximum utilization constant and the 
number of active processors. 
0042. In blocks 406 and 408, a minimum threshold 
constant and a minimum utilization threshold are determined 
in a manner Substantially analogous to the determination of 
the maximum threshold constant and maximum utilization 
threshold in blocks 402 and 404 respectively. The minimum 
utilization threshold reflects the desire to conserve energy. 
When system utilization falls below the specified threshold, 
system adjusts the number of processors accordingly. 

0043. In one embodiment, the minimum utilization 
threshold for a system with N active processors is equivalent 
to the maximum utilization threshold for a system with N-1 
active processors. This implementation maintains consis 
tency between the threshold level causing the number of 
active processors to decrease from N to N-1 and the thresh 
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old level causing the number of active processors to increase 
from N-1 to N. In this embodiment, the minimum threshold 
constant determined in block 406 is the same as the maxi 
mum threshold constant determined in block 402 and the 
formula in block 408 is modified to replace N with N-1. 
0044) Referring back to FIG. 2, block 208 of method 200 
includes altering the number of active processors to reflect 
or accommodate the system utilization. Referring now to 
FIG. 5 and FIG. 6, selected blocks for a method 500 (FIG. 
5) of reducing the number of active processors and a method 
600 (FIG. 6) of increasing the number of active processors 
are presented. Methods 500 and 600 include code blocks that 
work in conjunction with the hardware support (see FIG. 1) 
for selecting powering of processors 102. 

0045. The embodiment of method 500 depicted in FIG. 
5 includes the steps needed to deactivate a processor without 
disrupting system functioning. Method 500 includes a block 
502 in which system 100 migrates tasks (also sometimes 
referred to as processes or threads) assigned to the processor 
of interest (i.e., the processor to be deactivated) to the 
remaining active processors. Migration of tasks from the 
processor of interest to another processor is managed by a 
task scheduler of processor 100. Operating systems rou 
tinely provide task management functionality and this func 
tionality may be leveraged to force the migration of all tasks 
executing on the processor of interest to another processor. 

0046 Similarly, any interrupt handlers that the operating 
system has allocated or assigned to the processor of interest 
must be migrated or reallocated (block 504) to another 
processor. Interrupt handlers provide functionality that 
enables system 100 to communicate with peripheral devices 
efficiently. A hard disk controller interrupt handler, for 
example, services interrupts issued by a disk controller. A 
multiprocessor System such as system 100 may not have a 
separate disk controller interrupt handler (or any other type 
of interrupt handler) active on each active processor. Instead, 
a single interrupt handler handles interrupts regardless of the 
processor with which the interrupt is concerned. Thus, an 
interrupt generated by a disk controller following comple 
tion of a disk task initiated by processor 102-2, might be 
handled by a disk controller interrupt handler on processor 
102-4. As part of the interrupt handling, processor 102-4 
would be responsible for either servicing the request itselfor 
informing processor 102-2 that the disk has responded to a 
previously issued task request. The operating system may 
allocate the various interrupt handlers among the active 
processors so that any active processor may be "home to 
one or more interrupt handlers. When a processor is selected 
for deactivation, the operating system must determine which 
if any interrupt handlers are located on the selected proces 
sor and migrate these interrupt handlers to processors that 
will remain active. 

0047 Method 500 also includes writing (block 506) any 
modified or “dirty' cache lines associated with the processor 
of interest out to system memory 110. Write back of dirty 
cache lines is required to maintain coherency in System 100. 
Although not depicted, system 100 most likely includes a 
memory subsystem hierarchy that includes a level one (L1) 
cache local to each processor, an L2 cache that may or may 
not be shared by two or more of the processors, and possibly 
a shared L3 cache. A dirty cache line in an L1 (or other 
unshared) cache of a processor selected to be deactivated 
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must be written out through the memory hierarchy because 
the dirty cache line represents the most recent state of the 
corresponding data. 
0.048 Method 500 further the actual powering off (block 
508) of the selected processor 102 of system 100. Powering 
off of a selected processor may require or include resetting 
a bit 136 in active processor control register 134 of FIG. 1. 
0049 FIG. 6 depicts a method 600 for activating (pow 
ering on) a selected processor when system determines that 
an additional processor is needed. Method 600 is the func 
tional opposite of method 500. As such, the depicted 
embodiment of method 600 includes powering on (block 
602) the selected processor. The physical powering on (and 
off) of processors is facilitated by the switches 132 and 
dedicated register bits 136 of active processor control reg 
ister 134 as depicted in FIG. 1. The register bits 136 are 
preferably exposed to the operating system kernel thereby 
enabling the operating system to apply power to processors 
102 selectively. 
0050. Following activation of a processor, the systems 
active tasks and interrupt handlers may be redistributed 
(blocks 604 and 606 respectively). In one embodiment, the 
redistribution indicated in blocks 604 and 606 is “forced.” 
More specifically, in Such an embodiment, the operating 
system actively redistributes processes and interrupt han 
dlers following activation of a new processor. In other 
embodiments, the distribution of tasks and interrupt handlers 
occurs passively. In this embodiment, the operating system 
will distribute new tasks and handlers to the newly activated 
processor preferentially because the newly activated proces 
sor will have less load associated with it. Through this 
natural task distribution process, system 100 will eventually 
arrive at a state in which tasks are approximately evenly 
distributed across all of the active processors. 
0051. It will be apparent to those skilled in the art having 
the benefit of this disclosure that the present invention 
contemplates a system and method for conserving energy in 
a data processing system by optimizing the number of 
powered processors in an SMP system to accommodate the 
existing workload. It is understood that the form of the 
invention shown and described in the detailed description 
and the drawings are to be taken merely as presently 
preferred examples. It is intended that the following claims 
be interpreted broadly to embrace all the variations of the 
preferred embodiments disclosed. 

What is claimed is: 
1. A data processing system, comprising: 

a plurality of processors, wherein said processors are 
connected to a host bus; 

a system memory accessible to said processors; 

means for measuring a utilization of the system; 

means for determining the number of active processors, 
wherein the number is indicative of the power drawn by 
the data processing system; 

means for determining whether the number of active 
processors is appropriate for the measured utilization; 
and 
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responsive to determining that the utilization is not appro 
priate, means for altering the number of active proces 
SOS. 

2. The system of claim 1, wherein the means for measur 
ing the current utilization comprises means for determining 
a number of active tasks on the system. 

3. The system of claim 2, wherein the means for deter 
mining whether the number of active processors is appro 
priate, comprises means for determining an upper threshold 
and comparing the utilization to the upper threshold and 
means for determining a lower threshold and comparing the 
utilization to the lower threshold. 

4. The system of claim 3, wherein the means for altering 
the number of active processors includes means for incre 
menting the number of active processors if the processor 
utilization exceeds the upper threshold and means for dec 
rementing the number of active processors if the utilization 
is less then the lower threshold. 

5. The system of claim 4, wherein determining upper and 
lower thresholds includes determining upper and lower 
threshold factors and multiplying the upper and lower 
threshold factors by N and N-1 respectively, wherein N is 
the number of active processors. 

6. The system of claim 5, wherein the upper and lower 
threshold factors are determined based, at least in part, on 
date information indicative of the day of month, day of 
week, and time of day. 

7. The system of claim 5, wherein the upper and lower 
threshold factors are determined based, at least in part, on 
quality of service information indicative of a quality of 
service requirement associated with the system. 

8. The system of claim 5, wherein the upper and lower 
threshold factors are determined based, at least in part, on a 
moving average of historical utilization measures. 

9. A computer program product, stored on a computer 
readable medium, for conserving energy in a multiprocessor 
data processing system, the program product comprising: 

computer code means for measuring a utilization of the 
system; 

computer code means for determining the number of 
active processors, wherein the number is indicative of 
the power drawn by the system; 

computer code means for determining whether the num 
ber of active processors is appropriate for the measured 
utilization; and 

responsive to determining that the utilization is not appro 
priate, computer code means for altering the number of 
active processors. 

10. The computer program product of claim 9, wherein 
the computer code means for measuring the current utiliza 
tion comprises computer code means for determining the 
number of active tasks on the system. 

11. The computer program product of claim 10, wherein 
the computer code means for determining whether the 
number of active processors is appropriate, comprises com 
puter code means for determining an upper threshold and 
comparing the utilization to the upper threshold and com 
puter code means for determining a lower threshold and 
comparing the utilization to the lower threshold. 
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12. The computer program product of claim 11, wherein 
the computer code means for altering the number of active 
processors includes computer code means for incrementing 
the number of active processors if the processor utilization 
exceeds the upper threshold and decrementing the number of 
active processors if the utilization is less than the lower 
threshold. 

13. The computer program product of claim 12, wherein 
determining upper and lower thresholds includes determin 
ing upper and lower threshold factors and multiplying the 
upper and lower threshold factors by N and N-1 respectively, 
wherein N is the number of active processors. 

14. The computer program product of claim 13, wherein 
the upper and lower threshold factors are determined based, 
at least in part, on date information indicative of the day of 
month, day of week, and time of day. 

15. The computer program product of claim 13, wherein 
the upper and lower threshold factors are determined based, 
at least in part, on quality of service information indicative 
of a quality of service requirement associated with the 
system. 

16. The computer program product of claim 13, wherein 
the upper and lower threshold factors are determined based, 
at least in part, on a moving average of historical utilization 
CaSUS. 

17. A data processing system, comprising: 
a power Supply configured to output an operational Supply 

Voltage; 
a plurality of processors; 
a plurality of switches, wherein said switches are operable 

to selectively connect said processors to the operational 
Supply Voltage output of the power Supply: 

storage containing operating system code operable, when 
executed, to determine periodically a measure of sys 
tem utilization and further operable to control the 
switches to alter the number of processors powered by 
the operational Supply voltage of the power Supply, 
wherein the number of processors powered by the 
operational Supply Voltage is based on the measured 
system utilization and a set of utilization threshold 
values. 

18. The system of claim 17, wherein the operating system 
code determines system utilization based on the number of 
active tasks. 

19. The system of claim 17, wherein the utilization 
threshold values include a maximum utilization threshold 
and a minimum utilization threshold, wherein a measured 
utilization exceeding the maximum utilization threshold 
causes the operating system to increase the number of 
processors connected to the operational voltage signal of the 
power supply and further wherein a measured utilization of 
less than the minimum utilization threshold cause the oper 
ating system to decrease the number of processors connected 
to the operational Voltage signal of the power Supply. 

20. The system of claim 17, wherein the system is a 
NUMA system comprising a set of interconnected nodes, 
wherein each node includes at least one processor and a local 
system memory. 


