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MECHANISM FOR PROVIDING EXTERNAL ACCESS TO A SECURED NETWORKED

VIRTUALIZATION ENVIRONMENT

Field

[0001] This disclosure concerns a mechanism for providing external access to a secured

networked virtualization environment.

Background

[0002] A networked virtualization environment includes several nodes (e.g., servers, data

centers, etc.) that are in communication with each other, each node hosting several user

virtual machines. The networked virtualization environment, otherwise referred to as a

cluster of nodes, is normally deployed for use within a secured environment, such that only

internal accesses to the nodes within the cluster are allowed. In order to maintain security

within the cluster of nodes, a firewall is typically provided to prevent external access into the

cluster of nodes. Even where a firewall is not provided, the nodes within the cluster are

provided private IP addresses such that the nodes cannot be externally accessed.

[0003] During operation of the cluster of nodes, a need may arise for an external

entity to gain access into the cluster of nodes. This may occur where an external entity is

needed to service or provide support to the cluster of nodes. Because the cluster of nodes are

protected by a firewall or otherwise inaccessible to external entities, a mechanism is needed

for providing external access to the secured networked virtualization environment (e.g.,

cluster of nodes).



Summary of the Invention

[0004] Embodiments of the present invention provide a mechanism for providing external

access to a secured networked virtualization environment. The method for providing external

access to a secured networked virtualization environment includes performing a leadership

election amongst nodes of the secured networked virtualization environment to elect a leader

node, assigning a cluster virtual IP address to the leader node and generating a reverse tunnel,

using a processor, by the leader node to allow for an external entity to communicate with the

secured networked virtualization environment.

[0005] In some embodiments, a networked virtualization environment for storage

management can be implemented for a distributed platform that contains multiple nodes (e.g.,

servers) that manage multiple -tiers of storage. The multiple tiers of storage include storage

that is accessible through a network, such as cloud storage or networked storage (e.g., a SAN

or "storage area network"). Unlike the prior art, the present embodiment also permits local

storage that is within or directly attached to the node and/or appliance to be managed as part

of the storage pool. These collected storage devices, both local and networked, form a storage

pool. Virtual disks (or "vDisks") can be structure from the storage devices in the storage

pool. As used herein, the term vDisk refers to the storage abstraction that is exposed by a

Service/Controller VM to be used by a user VM. In some embodiments, the vDisk is

exposed via iSCSI ("internet small computer system interface") or NFS ("network file

system") and is mounted as a virtual disk on the user VM. Each node or runs virtualization

software, such as VMWare ESX(i), Microsoft Hyper-V, or RedHat KVM. The virtualization

software includes a hypervisor to manage the interactions between the underlying hardware

and the one or more user VMs that run client software.



[0006] In some embodiments, a special VM is used to manage storage and I/O activities,

which may be referred to herein as a "Service VM". The term Service VM may also be

referred to herein as a Controller VM. This is the "Storage Controller" in the currently

described networked virtualization environment for storage management. Multiple such

storage controllers coordinate within a cluster to form a single-system. The Controller VMs

are not formed as part of specific implementations of hypervisors. Instead, the Controller

VMs run as virtual machines above hypervisors on the various servers and, and work together

to form a distributed system that manages all the storage resources, including the locally

attached storage, the networked storage, and the cloud storage. Since the Controller VMs run

above the hypervisors, this means that the current approach can be used and implemented

within any virtual machine architecture, since the Controller VMs of embodiments of the

invention can be used in conjunction with any hypervisor from any virtualization vendor.

Each Controller VM exports one or more block devices or NFS server targets that appear as

disks to the client VMs. These disks are virtual, since they are implemented by the software

running inside the Controller VMs. Thus, to the user VMs, the Controller VMs appear to be

exporting a clustered storage appliance that contains some disks. All user data (including the

operating system) in the client VMs resides on these virtual disks.

[0007] In some embodiments, data to be stored in the various storage devices can be

analyzed and categorized to determine which specific device should optimally be used to

store the items of data. Data that needs to be accessed much faster or more frequently can be

identified for storage in the locally attached storage. On the other hand, data that does not

require fast access or which is accessed infrequently can be stored in the networked storage

devices or in cloud storage.



[0008] In some embodiments of the invention, the Controller VM can directly perform

data deduplication tasks when storing data within the storage devices. Other examples of

optimizations that can be provided by the Controller VMs include quality of service (QOS)

functions, encryption and compression. The networked virtualization environment massively

parallelizes storage, by placing a storage controller -in the form of a Controller VM - at each

hypervisor, and thus makes it possible to render enough CPU and memory resources to

achieve the aforementioned optimizations.

[0009] In some embodiments, a networked virtualization environment includes several

nodes (e.g., servers, data centers, etc.) that are in communication with each other, each node

hosting several user virtual machines. The networked virtualization environment, otherwise

referred to as a cluster of nodes, is normally deployed for use within a secured environment,

such that only internal accesses to the nodes within the cluster are allowed. In order to

maintain security within the cluster of nodes, a firewall is typically provided to prevent

external access into the cluster of nodes. Even where a firewall is not provided, the nodes

within the cluster are provided private IP addresses such that the nodes cannot be externally

accessed.

[0010] In some embodiments, an external entity with a public IP address and a cluster of

nodes (i.e., networked virtualization environment), where each node is associated with a

private IP address. A firewall is provided between the external entity and the cluster of nodes

to prevent access to the cluster of nodes by the external entity. By providing each node within

the cluster with a private IP address, internal communications between nodes located in the

cluster is allowed while external access to nodes within the cluster is prevented because the

external entity is unable to access the private IP address of the nodes within the cluster.

While the external entity is prevented from accessing the nodes within the cluster, the nodes



within the cluster are allowed to communicate with the external entity by way of the external

entity's public IP address. An additional layer of protection is also provided by the firewall.

The firewall allows for nodes within the cluster to communicate with the external entity, but

prevents the external entity from being able to access nodes within the cluster.

[0011] In some embodiments, during operation of the cluster of nodes, a need may arise

for the external entity to gain access into nodes within the cluster. This may occur where the

external entity is needed to service or provide support to nodes within the cluster. Because

the nodes within the cluster are protected by a firewall or otherwise inaccessible to external

entities (e.g., due to their private IP addresses), a mechanism is needed for providing external

access to the secured networked virtualization environment (e.g., cluster of nodes).

[0012] In some embodiments, a method for providing external access to a secured

networked virtualization environment may be implemented. In some embodiments, the

method provides for a single point of external access into the secured networked

virtualization environment (e.g., cluster of nodes). This allows for nodes within the cluster to

be accessed by an external entity through the single access point rather than requiring each

individual node within the cluster to independently provide for external access. Initially a

leadership election is performed by the secured networked virtualization environment (e.g.,

cluster of nodes) to elect a leader node. The leader node will be responsible for providing

external access to the cluster of nodes, and will also be utilized to direct the external

communications from external entities to the appropriate nodes within the cluster. By

electing a leader node, a single point of external access is provided for the cluster, rather than

having each node within the cluster independently provide for external access. This allows

for external entities looking to service or provide support to the cluster of nodes to

communicate through a single end-point rather than having to separately communicate



through multiple different endpoints, thereby streamlining the process for providing external

access.

[0013] Various methods for leadership election exist for electing a leader node from the

cluster of nodes. In some embodiments, a method for performing leadership election at the

secured networked virtualization environment to provide access to the secured networked

virtualization environment may be implemented. In the networked virtualization environment

(e.g., cluster of nodes), a distributed configuration module may exist at each node. The

distributed configuration module keeps track of various parameters related to the networked

virtualization environment, including the health of nodes within the cluster. Each node may

utilize its own instance of the distributed configuration modules, and the different distributed

configuration modules may communicate amongst each other to track parameters for all

nodes with the cluster. One feature provided by the distributed configuration modules is

heartbeat tracking. Each node may receive a request from its corresponding distributed

configuration module requesting its health status. The node may respond with an indication

of good health, or otherwise not respond, which indicates that it is in a failure state. The

distributed configuration modules within the cluster may communicate amongst each other

such that every node is aware of the health of every other node in the networked

virtualization environment.

[0014] In some embodiments, when leadership election is to occur for the cluster of

nodes, the distributed configuration modules may receive heartbeat responses from their

corresponding nodes. For the nodes that do provide heartbeat responses, a queue may be

formed. This may be accomplished by placing the first node that provides a heartbeat

response at the head of the queue, and placing each subsequent node that provides a heartbeat

response in a respective location within the queue. The distributed configuration modules at



each node may communicate amongst each other to determine the order of nodes within the

queue. The queue may be updated periodically, such as for each heartbeat request and

heartbeat response. When a node currently located in the queue subsequently fails to provide

a heartbeat response, it may be removed from the queue. Likewise, when a node that is not

currently located in the queue subsequently provides a healthy heartbeat response, it is placed

in the appropriate position in the queue. After the queue is formed using nodes that provide a

heartbeat response, the node located in the first position in the queue is elected as the leader

node. As mentioned above, the elected leader node will be responsible for providing external

access to the cluster of nodes, and will also be utilized to direct the external communications

from external entities to the appropriate nodes within the cluster.

[0015] In some embodiments, once the leader node has been elected, a cluster virtual IP

address is assigned to the leader node. By assigning a cluster virtual IP address to the leader

node, a single IP address may be utilized for all external accesses into the cluster of nodes.

Whenever the leader node fails, and a new leader node is elected, the new leader node may be

assigned the same cluster virtual IP address such that external communication with the cluster

through the new leader node may still be accomplished using the same cluster virtual IP

address. This avoids the need to provide a different IP address each time a different leader

node is elected for the cluster, thereby simplifying the process for providing external access

to the cluster. The nodes within the cluster may continue to communicate internally amongst

each other using their individual private IP addresses. The cluster virtual IP address is only

used to allow for external communication from an external entity into the cluster of nodes

that utilizes.

[0016] In some embodiments, after the leader node has been assigned the cluster virtual

IP address, the leader node generates a reverse tunnel to allow for the external entity to



communicate with the cluster. In order to generate a reverse tunnel, the leader node may first

identify a port number at an external entity through which the external entity may

communicate with the leader node. In some embodiments, the leader node may use a

statically determined port (e.g., statically determined port number) at the external entity. In

other embodiments, the leader node may use dynamically determined port (e.g., dynamically

determined port number) at the external entity.

[0017] In some embodiments, the external entity may be selected from a configured list

of external entities assigned to and stored at the cluster of nodes. The configured list of

external entities may be stored within the secured networked virtualization environment to

allow for the secured networked virtualization environment to identify the external entity for

providing external access. In some embodiments, the external entity is identified based on its

ability to establish communication with the secured networked virtualization environment.

For example, the external entity may be determined by iterating through the configured list of

external entities until an external entity is encountered with which communication can be

established and port numbers determined. This list of external entities may be periodically

refreshed by communicating with an entity from the current list. For example, the list of

external entities may be refreshed once daily. This allows for the configured list of external

entities to be modified (e.g., new external entities added) without requiring a manual reset or

a software package upgrade. Additionally, to enable load balancing different clusters may be

assigned different lists of external entities based on their unique identifiers. Thus the reverse

tunnels established across different clusters may be distributed among different external

entities.

[0018] In some embodiments, a method for dynamic port generation for providing

external access to the secured networked virtualization environment may be implemented.



Initially, the leader node requests the external entity for an available port number. The

external entity may then examine its port availability to identify an available port to be used

for accessing the cluster of nodes. Once the external entity identifies an available port to be

used for accessing the cluster of nodes, it responds to the cluster's request by providing the

available port number. At the same time, the external entity associates the port number with

the requesting cluster. This is done so that the same port number may be assigned to the

cluster where the leader node dies, a new leader node is elected, and the new leader is used to

generate another reverse tunnel to the external entity to provide the external entity access to

the cluster of nodes. The leader node receives the available port number from the external

entity and then generates the reverse tunnel using the received available port number from the

external entity, which will be discussed in greater detail below. By providing for dynamic

port generation, the port utilized by the external entity for access into the secured cluster of

nodes may be determined based on availability rather than having to statically provide a port

for external access.

[0019] After identifying a port number at the external entity through which the external

entity may communicate with the leader node (either statically or dynamically), the leader

node may then perform a secured shell (SSH) command with the identified port number, the

cluster virtual IP, and a public SSH key for the external entity. The command is performed

by the leader node causing a tunnel to be created between the external entity and the leader

node through which the external entity may communicate with the cluster. The external

entity then communicates with the cluster via the tunnel formed between the external entity

and the leader node.

[0020] In some embodiments, the reverse tunnel is monitored at the cluster. While

monitoring the reverse tunnel, the cluster may periodically check to see if the reverse tunnel



remains operational. If the reverse tunnel becomes non-operational, the method returns where

a new leader node is elected and another reverse tunnel is generated, which will be described

in greater detail below. In some embodiments, the reverse tunnel may become non-

operational when the leader node fails. If the reverse tunnel remains operational, the method

may return to where the cluster continues to monitor the reverse tunnel. If the cluster of

nodes decides that it no longer wants to provide access to external entities, it may terminate

the reverse tunnel.

[0021] In some embodiments, a method for providing external access to a secured

networked virtualization environment may be implemented. In the method, an external entity

may exist with a public IP address and a cluster of nodes (i.e., networked virtualization

environment), where each node is associated with a private IP address. A firewall may be

provided between the external entity and the cluster of nodes to prevent access to the cluster

of nodes by the external entity. As mentioned above, the external entity may be selected from

a configured list of external entities assigned to and stored at the cluster of nodes. The

external entity that is provided with access to the cluster of nodes may be determined by

iterating through the configured list of external entities until the external entity is encountered

with which communication can be established and port numbers determined.

[0022] In some embodiments, a leadership election is performed by the secured

networked virtualization environment (e.g., cluster of nodes) to elect a leader node. For

example, a node of the cluster is elected as the leader node. The leadership election may be

performed at the cluster in accordance with the above methods. However, it is important to

note that various other leadership election schemes may be used to determine the leader node

for the cluster. The leader node is responsible for providing external access to the cluster of

nodes, and will also be utilized to direct the external communications from the external entity



to the appropriate nodes within the cluster. By electing a leader, a single point of external

access is provided for the cluster, rather than having each node within the cluster

independently provide for external access. This allows for the external entity looking to

service or provide support to the cluster of nodes to communicate through a single end-point

rather than having to separately communicate through multiple different endpoints, thereby

streamlining the process for providing external access.

[0023] In some embodiments, once the leader node has been elected, a cluster virtual IP

address is assigned to the leader node. By assigning a cluster virtual IP address to the leader

node, a single IP address may be utilized for all external accesses into the cluster of nodes.

Whenever the leader node fails, and a new leader node is elected, the new leader node may be

assigned the same cluster virtual IP address such that external communication with the cluster

through the new leader node may still be accomplished using the same cluster virtual IP

address. This avoids the need to provide a different IP address each time a different leader

node is elected for the cluster, thereby simplifying the process for providing external access

to the cluster. The nodes within the cluster may continue to communicate internally amongst

each other using their individual private IP addresses. The cluster virtual IP address is only

used to allow for external communication from the external entity into the cluster of nodes. In

some embodiments, after the leader node has been assigned the cluster virtual IP address, the

leader node generates a reverse tunnel to allow for the external entity to communicate with

the cluster by the dashed arrows between the external entity and the cluster virtual IP address.

The reverse tunnel may be generated by the leader node in accordance with the methods

described above.

[0024] In some embodiments, monitoring of the reverse tunnel may occur until the leader

node fails or the cluster otherwise decides to terminate the reverse tunnel and discontinue



external access. When the leader node fails, external access from the external entity into the

cluster of nodes is not lost. The cluster of nodes may perform another leadership election to

again generate a reverse tunnel for allowing the external entity to access the cluster of nodes.

[0025] In some embodiments, a method for providing external access to the secured

networked virtualization environment upon failure of the leader node in the secured

networked virtualization environment can be implemented. Initially, failure of the leader

node is identified. As mentioned above, an instance of a distributed configuration module at

each node keeps track of the health of nodes within the cluster. When the leader node fails to

provide a heartbeat in response to a heartbeat request from its corresponding distributed

configuration module, notification that the leader node has failed is propagated to the rest of

the nodes in the cluster. After identifying that the leader node has failed, leadership election

is again performed to elect a new leader node. Election of the new leader node may occur in

the same manner as election of failed leader node and as described above. Alternatively,

other leadership election schemes may be used to elect the new leader node. When

leadership election is performed in the same manner as described above, the next node in the

queue may be elected as the new leader node. The elected new leader node will replace the

failed leader node and take on the responsibility of providing external access to the cluster of

nodes and directing external communications from external entities to the appropriate nodes

within the cluster. Once the new leader node has been elected, the cluster virtual IP address

that was previously assigned to the failed leader node is assigned to the new leader node. By

assigning the previously assigned cluster virtual IP address to the new leader node, external

communication with the cluster through the new leader node may still be accomplished using

the same cluster virtual IP address. This avoids the need to provide a different IP address

each time a different leader node is elected for the cluster, thereby simplifying the process for

providing external access to the cluster.



[0026] The nodes within the cluster may continue to communicate internally amongst

each other using their individual private IP addresses. The cluster virtual IP address is only

used to allow for external communication from an external entity into the cluster of nodes

that utilizes. After the new leader node has been assigned the cluster virtual IP address, the

new leader node generates a reverse tunnel to allow for the external entity to communicate

with the cluster. Because the previously elected leader node has failed, the reverse tunnel

generated by the previously elected leader node is no longer operational. Thus, the newly

elected leader node must generate another reverse tunnel to allow for external entities to

communicate with the cluster. The newly elected leader node may generate the reverse

tunnel in the same manner as described above for the previously elected leader node.

[0027] Because the newly elected leader node utilizes the same cluster virtual IP address

as the previously elected leader node, the reverse tunnel generated by the newly elected

leader node will utilize the same cluster virtual IP address as the reverse tunnel generated by

the previously elected leader node. Similarly, because the newly elected leader node belongs

to the same cluster as the previously elected leader node, the port number at the external

entity through which the external entity may communicate with the newly elected leader node

may remain the same as the port number used in conjunction with the previously elected

leader node. After the newly elected leader node has generated the reverse tunnel for

allowing the external entity to communicate with the cluster, monitoring may continue to

occur in the manner described above.

[0028] In some embodiments, a method for providing external access to the secured

networked virtualization environment upon failure of the leader node in the secured

networked virtualization environment maybe implemented. In some embodiments, the leader

node fails and the reverse tunnel generated (e.g., cluster virtual IP address) by the leader node



is no longer operational. The failure of the leader node is identified in the manner described

above.

[0029] After identifying that the leader node has failed, leadership election is again

performed to elect a new leader node (node 3). Election of the new leader node may occur in

the same manner as election of failed leader node and as described above. Alternatively,

other leadership election schemes may be used to elect the new leader node. The newly

elected leader node will replace the failed leader node and take on the responsibility of

providing external access to the cluster of nodes and directing external communications from

the external entity to the appropriate nodes within the cluster. The cluster virtual IP address

that was previously assigned to the failed leader node is then assigned to the new leader node.

By assigning the previously assigned cluster virtual IP address to the new leader node,

external communication with the cluster through the new leader node may still be

accomplished using the same cluster virtual IP address. This avoids the need to provide a

different IP address each time a different leader node is elected for the cluster, thereby

simplifying the process for providing external access to the cluster.

[0030] In some embodiments, the new leader node generates another reverse tunnel to

allow for the external entity to communicate with the cluster and as depicted by the dashed

arrows between the external entity and the cluster virtual IP address. Because the previously

elected leader node has failed, the reverse tunnel generated by the previously elected leader

node is no longer operational. Thus, the newly elected leader node must generate another

reverse tunnel to allow for the external entity to communicate with the cluster. The newly

elected leader node may generate the reverse tunnel in the same manner as described above

for the previously elected leader node.



[0031] Because the newly elected leader node utilizes the same cluster virtual IP address

as the previously elected leader node, the reverse tunnel generated by the newly elected

leader node will utilize the same cluster virtual IP address as the reverse tunnel generated by

the previously elected leader node. Similarly, because the newly elected leader node belongs

to the same cluster as the previously elected leader node, the port number at the external

entity through which the external entity may communicate with the newly elected leader node

may remain the same as the port number used in conjunction with the previously elected

leader node. After the newly elected leader node has generated the reverse tunnel for

allowing the external entity to communicate with the cluster, monitoring may continue to

occur in the manner described above.

[0032] Further details of aspects, objects and advantages of the invention are described

below in the detailed description, drawings and claims. Both the foregoing general

description and the following detailed description are exemplary and explanatory, and are not

intended to be limiting as to the scope of the invention.



Brief Description of the Drawings

[0033] The drawings illustrate the design and utility of embodiments of the present

invention, in which similar elements are referred to by common reference numerals. In order

to better appreciate the advantages and objects of embodiments of the invention, reference

should be made to the accompanying drawings. However, the drawings depict only certain

embodiments of the invention, and should not be taken as limiting the scope of the invention.

[0034] FIG. 1 illustrates a networked virtualization environment for storage management

according to some embodiments.

[0035] FIG. 2 is schematic diagram illustrating the prevention of external access to a

secured networked virtualization environment.

[0036] FIG. 3 is a flow diagram illustrating a method for providing external access to a

secured networked virtualization environment according to some embodiments.

[0037] FIG. 4 is a flow diagram illustrating a method for performing leadership election

at the secured networked virtualization environment to provide access to the secured

networked virtualization environment according to some embodiments.

[0038] FIG. 5 is a flow diagram illustrating a method for dynamically providing external

access to the secured networked virtualization environment according to some embodiments.

[0039] FIGs. 6A to 6C are schematic diagrams illustrating a method for providing

external access to a secured networked virtualization environment according to some

embodiments.



[0040] FIG. 7 is a flow diagram illustrating a method for providing external access to the

secured networked virtualization environment upon failure of the leader node in the secured

networked virtualization environment according to some embodiments.

[0041] FIGs. 8A-8D are schematic diagrams illustrating a method for providing external

access to the secured networked virtualization environment upon failure of the leader node in

the secured networked virtualization environment according to some embodiments.

[0042] FIG. 9 is a block diagram of an illustrative computing system suitable for

implementing an embodiment of the present invention.



Detailed Description of the Embodiments of the Invention

[0043] Various embodiments are described hereinafter with reference to the figures. It

should be noted that the figures are not necessarily drawn to scale. It should also be noted

that the figures are only intended to facilitate the description of the embodiments, and are not

intended as an exhaustive description of the invention or as a limitation on the scope of the

invention. In addition, an illustrated embodiment need not have all the aspects or advantages

shown. An aspect of or advantage described in conjunction with a particular embodiment is

not necessarily limited to that embodiment and can be practiced in any other embodiments

even if not so illustrated. Also, reference throughout this specification to "some

embodiments" or "other embodiments" means that a particular feature, structure, material, or

characteristic described in connection with the embodiments is included in at least one

embodiment. Thus, the appearances of the phrase "in some embodiments" or "in other

embodiments", in various places throughout this specification are not necessarily referring to

the same embodiment or embodiments.

[0044] FIG. 1 illustrates a networked virtualization environment for storage management

according to some embodiments of the invention. The networked virtualization environment

of FIG. 1 can be implemented for a distributed platform that contains multiple nodes (e.g.,

servers) 100a and 100b that manages multiple-tiers of storage. The multiple tiers of storage

include storage that is accessible through a network 140, such as cloud storage 126 or

networked storage 128 (e.g., a SAN or "storage area network"). Unlike the prior art, the

present embodiment also permits local storage 122/124 that is within or directly attached to

the node and/or appliance to be managed as part of the storage pool 160. Examples of such

storage include Solid State Drives (henceforth "SSDs") 125 or Hard Disk Drives(henceforth

"HDDs" or "spindle drives") 127. These collected storage devices, both local and networked,



form a storage pool 160. Virtual disks (or "vDisks") can be structure from the storage

devices in the storage pool 160. As used herein, the term vDisk refers to the storage

abstraction that is exposed by a Service/Controller VM to be used by a user VM. In some

embodiments, the vDisk is exposed via iSCSI ("internet small computer system interface") or

NFS ("network file system") and is mounted as a virtual disk on the user VM.

[0045] Each node 100a or 100b runs virtualization software, such as VMWare ESX(i),

Microsoft Hyper-V, or RedHat KVM. The virtualization software includes a hypervisor

130/132 to manage the interactions between the underlying hardware and the one or more

user VMs 102a, 102b, 102c and 102d that run client software.

[0046] A special VM 110a/110b is used to manage storage and I/O activities according to

some embodiments of the invention, which is referred to herein as a "Service VM". The term

Service VM may also be referred to herein as a Controller VM. This is the "Storage

Controller" in the currently described networked virtualization environment for storage

management. Multiple such storage controllers coordinate within a cluster to form a single-

system. The Controller VMs 1lOa/1 10b are not formed as part of specific implementations

of hypervisors 130/132. Instead, the Controller VMs run as virtual machines above

hypervisors 130/132 on the various servers 102a and 102b, and work together to form a

distributed system 110 that manages all the storage resources, including the locally attached

storage 122/124, the networked storage 128, and the cloud storage 126. Since the Controller

VMs run above the hypervisors 130/132, this means that the current approach can be used

and implemented within any virtual machine architecture, since the Controller VMs of

embodiments of the invention can be used in conjunction with any hypervisor from any

virtualization vendor.



[0047] Each Controller VM 1lOa-b exports one or more block devices or NFS server

targets that appear as disks to the client VMs 102a-d. These disks are virtual, since they are

implemented by the software running inside the Controller VMs 1lOa-b. Thus, to the user

VMs 102a-d, the Controller VMs 1lOa-b appear to be exporting a clustered storage appliance

that contains some disks. All user data (including the operating system) in the client VMs

102a-d resides on these virtual disks.

[0048] Significant performance advantages can be gained by allowing the virtualization

environment to access and utilize local (e.g., server-internal) storage 122. This is because I/O

performance is typically much faster when performing access to local storage 122 as

compared to performing access to networked storage 128 across a network 140. This faster

performance for locally attached storage 122 can be increased even further by using certain

types of optimized local storage devices, such as SSDs 125.

[0049] Once the virtualization environment is capable of managing and accessing locally

attached storage, as is the case with the present embodiment, various optimizations can then

be implemented to improve system performance even further. For example, the data to be

stored in the various storage devices can be analyzed and categorized to determine which

specific device should optimally be used to store the items of data. Data that needs to be

accessed much faster or more frequently can be identified for storage in the locally attached

storage 122. On the other hand, data that does not require fast access or which is accessed

infrequently can be stored in the networked storage devices 128 or in cloud storage 126.

[0050] Another advantage provided by this approach is that administration activities can

be handled on a much more efficient granular level. Recall that the prior art approaches of

using a legacy storage appliance in conjunction with VMFS heavily relies on what the

hypervisor can do at its own layer with individual "virtual hard disk" files, effectively making



all storage array capabilities meaningless. This is because the storage array manages much

coarser grained volumes while the hypervisor needs to manage finer-grained virtual disks. In

contrast, the present embodiment can be used to implement administrative tasks at much

smaller levels of granularity, one in which the smallest unit of administration at the

hypervisor matches exactly with that of the storage tier itself.

[0051] Yet another advantage of the present embodiment of the invention is that storage-

related optimizations for access and storage of data can be implemented directly within the

primary storage path. For example, in some embodiments of the invention, the Controller

VM 110a can directly perform data deduplication tasks when storing data within the storage

devices. This is far advantageous to prior art approaches that require add-on vendors/products

outside of the primary storage path to provide deduplication functionality for a storage

system. Other examples of optimizations that can be provided by the Controller VMs include

quality of service (QOS) functions, encryption and compression. The networked

virtualization environment massively parallelizes storage, by placing a storage controller -in

the form of a Controller VM - at each hypervisor, and thus makes it possible to render

enough CPU and memory resources to achieve the aforementioned optimizations.

[0052] Additional details regarding networked virtualization environments for storage

management are described in related U.S. Patent No. 8,601,473, issued on December 3, 2013,

entitled "Architecture for Managing I/O and Storage for a Virtualization Environment".

[0053] A networked virtualization environment includes several nodes (e.g., servers, data

centers, etc.) that are in communication with each other, each node hosting several user

virtual machines. An example of such a networked virtualization environment is illustrated

in FIG. 1. The networked virtualization environment, otherwise referred to as a cluster of

nodes, is normally deployed for use within a secured environment, such that only internal



accesses to the nodes within the cluster are allowed. In order to maintain security within the

cluster of nodes, a firewall is typically provided to prevent external access into the cluster of

nodes. Even where a firewall is not provided, the nodes within the cluster are provided

private IP addresses such that the nodes cannot be externally accessed.

[0054] FIG. 2 is schematic diagram illustrating the prevention of external access to a

secured networked virtualization environment. FIG. 2 illustrates an external entity 207 with a

public IP address 209 and a cluster of nodes (i.e., networked virtualization environment),

where each node is associated with a private IP address 203. A firewall 205 is provided

between the external entity and the cluster of nodes 201 to prevent access to the cluster of

nodes by the external entity.

[0055] By providing each node 201 within the cluster with a private IP address 203,

internal communications between nodes 201 located in the cluster is allowed while external

access to nodes 201 within the cluster is prevented because the external entity 207 is unable

to access the private IP address 203 of the nodes 201 within the cluster. While the external

entity 207 is prevented from accessing the nodes within the cluster, the nodes 201 within the

cluster are allowed to communicate with the external entity 207 by way of the external

entity's public IP address 209.

[0056] An additional layer of protection is also provided by the firewall 205. The

firewall allows for nodes 201 within the cluster to communicate with the external entity 207,

but prevents the external entity 207 from being able to access nodes 201 within the cluster, as

illustrated by the unidirectional dashed arrows in FIG. 2 .

[0057] During operation of the cluster of nodes, a need may arise for the external entity

207 to gain access into nodes 201 within the cluster. This may occur where the external



entity 207 is needed to service or provide support to nodes 201 within the cluster. Because

the nodes 201 within the cluster are protected by a firewall or otherwise inaccessible to

external entities (e.g., due to their private IP addresses), a mechanism is needed for providing

external access to the secured networked virtualization environment (e.g., cluster of nodes).

[0058] FIG. 3 is a flow diagram illustrating a method for providing external access to a

secured networked virtualization environment according to some embodiments. The method

of FIG. 3 provides for a single point of external access into the secured networked

virtualization environment (e.g., cluster of nodes). This allows for nodes within the cluster to

be accessed by an external entity through the single access point rather than requiring each

individual node within the cluster to independently provide for external access.

[0059] Initially a leadership election is performed by the secured networked virtualization

environment (e.g., cluster of nodes) to elect a leader node as shown at 301 . The leader node

will be responsible for providing external access to the cluster of nodes, and will also be

utilized to direct the external communications from external entities to the appropriate nodes

within the cluster. By electing a leader node, a single point of external access is provided for

the cluster, rather than having each node within the cluster independently provide for external

access. This allows for external entities looking to service or provide support to the cluster of

nodes to communicate through a single end-point rather than having to separately

communicate through multiple different endpoints, thereby streamlining the process for

providing external access.

[0060] Various methods for leadership election exist for electing a leader node from the

cluster of nodes. An example of a leadership election is described in FIG. 4 . FIG. 4 is a flow

diagram illustrating a method for performing leadership election at the secured networked



virtualization environment to provide access to the secured networked virtualization

environment according to some embodiments.

[0061] In the networked virtualization environment (e.g., cluster of nodes), a distributed

configuration module may exist at each node. The distributed configuration module keeps

track of various parameters related to the networked virtualization environment, including the

health of nodes within the cluster. Each node may utilize its own instance of the distributed

configuration modules, and the different distributed configuration modules may communicate

amongst each other to track parameters for all nodes with the cluster.

[0062] One feature provided by the distributed configuration modules is heartbeat

tracking. Each node may receive a request from its corresponding distributed configuration

module requesting its health status. The node may respond with an indication of good health,

or otherwise not respond, which indicates that it is in a failure state. The distributed

configuration modules within the cluster may communicate amongst each other such that

every node is aware of the health of every other node in the networked virtualization

environment.

[0063] When leadership election is to occur for the cluster of nodes, the distributed

configuration modules may receive heartbeat responses from their corresponding nodes as

shown at 401 . For the nodes that do provide heartbeat responses, a queue may be formed as

shown at 403. This may be accomplished by placing the first node that provides a heartbeat

response at the head of the queue, and placing each subsequent node that provides a heartbeat

response in a respective location within the queue. The distributed configuration modules at

each node may communicate amongst each other to determine the order of nodes within the

queue.



[0064] The queue may be updated periodically, such as for each heartbeat request and

heartbeat response. When a node currently located in the queue subsequently fails to provide

a heartbeat response, it may be removed from the queue. Likewise, when a node that is not

currently located in the queue subsequently provides a healthy heartbeat response, it is placed

in the appropriate position in the queue.

[0065] After the queue is formed using nodes that provide a heartbeat response, the node

located in the first position in the queue is elected as the leader node as shown at 405. As

mentioned above, the elected leader node will be responsible for providing external access to

the cluster of nodes, and will also be utilized to direct the external communications from

external entities to the appropriate nodes within the cluster.

[0066] Once the leader node has been elected, a cluster virtual IP address is assigned to

the leader node as shown at 303. By assigning a cluster virtual IP address to the leader node,

a single IP address may be utilized for all external accesses into the cluster of nodes.

Whenever the leader node fails, and a new leader node is elected, the new leader node may be

assigned the same cluster virtual IP address such that external communication with the cluster

through the new leader node may still be accomplished using the same cluster virtual IP

address. This avoids the need to provide a different IP address each time a different leader

node is elected for the cluster, thereby simplifying the process for providing external access

to the cluster.

[0067] The nodes within the cluster may continue to communicate internally amongst

each other using their individual private IP addresses. The cluster virtual IP address is only

used to allow for external communication from an external entity into the cluster of nodes

that utilizes.



[0068] After the leader node has been assigned the cluster virtual IP address, the leader

node generates a reverse tunnel to allow for the external entity to communicate with the

cluster as shown at 305. In order to generate a reverse tunnel, the leader node may first

identify a port number at an external entity through which the external entity may

communicate with the leader node. In some embodiments, the leader node may use a

statically determined port (e.g., statically determined port number) at the external entity. In

other embodiments, the leader node may use dynamically determined port (e.g., dynamically

determined port number) at the external entity.

[0069] The external entity may be selected from a configured list of external entities

assigned to and stored at the cluster of nodes. The configured list of external entities may be

stored within the secured networked virtualization environment to allow for the secured

networked virtualization environment to identify the external entity for providing external

access. In some embodiments, the external entity is identified based on its ability to establish

communication with the secured networked virtualization environment. For example, the

external entity may be determined by iterating through the configured list of external entities

until an external entity is encountered with which communication can be established and port

numbers determined. This list of external entities may be periodically refreshed by

communicating with an entity from the current list. For example, the list of external entities

may be refreshed once daily. This allows for the configured list of external entities to be

modified (e.g., new external entities added) without requiring a manual reset or a software

package upgrade. Additionally, to enable load balancing different clusters may be assigned

different lists of external entities based on their unique identifiers. Thus the reverse tunnels

established across different clusters may be distributed among different external entities.



[0070] FIG. 5 is a flow diagram illustrating a method for dynamic port generation for

providing external access to the secured networked virtualization environment according to

some embodiments. Initially, the leader node requests the external entity for an available port

number as shown at 501 . The external entity may then examine its port availability to

identify an available port to be used for accessing the cluster of nodes. Once the external

entity identifies an available port to be used for accessing the cluster of nodes, it responds to

the cluster's request by providing the available port number. At the same time, the external

entity associates the port number with the requesting cluster. This is done so that the same

port number may be assigned to the cluster where the leader node dies, a new leader node is

elected, and the new leader is used to generate another reverse tunnel to the external entity to

provide the external entity access to the cluster of nodes.

[0071] The leader node receives the available port number from the external entity as

shown at 503 and then generates the reverse tunnel using the received available port number

from the external entity as shown at 505, which will be discussed in greater detail below. By

providing for dynamic port generation, the port utilized by the external entity for access into

the secured cluster of nodes may be determined based on availability rather than having to

statically provide a port for external access.

[0072] After identifying a port number at the external entity through which the external

entity may communicate with the leader node (either statically or dynamically), the leader

node may then perform a secured shell (SSH) command with the identified port number, the

cluster virtual IP, and a public SSH key for the external entity. The command is performed

by the leader node causing a tunnel to be created between the external entity and the leader

node through which the external entity may communicate with the cluster. The external



entity then communicates with the cluster via the tunnel formed between the external entity

and the leader node.

[0073] The reverse tunnel is monitored at the cluster as shown at 307. While monitoring

the reverse tunnel, the cluster may periodically check to see if the reverse tunnel remains

operational as shown at 309. If the reverse tunnel becomes non-operational, the method

returns to 301 where a new leader node is elected and another reverse tunnel is generated,

which will be described in greater detail below. In some embodiments, the reverse tunnel

may become non-operational when the leader node fails.

[0074] If the reverse tunnel remains operational, the method may return to 307 where the

cluster continues to monitor the reverse tunnel. If the cluster of nodes decides that it no

longer wants to provide access to external entities, it may terminate the reverse tunnel as

shown at 311.

[0075] FIGs. 6A-6C are schematic diagrams illustrating a method for providing external

access to a secured networked virtualization environment according to some embodiments.

FIG. 6A-6C illustrate an external entity 607 with a public IP address 609 and a cluster of

nodes (i.e., networked virtualization environment), where each node 601 is associated with a

private IP address 603. A firewall 605 is provided between the external entity 607 and the

cluster of nodes 601 to prevent access to the cluster of nodes 601 by the external entity 607.

[0076] As mentioned above, the external entity 607 may be selected from a configured

list of external entities assigned to and stored at the cluster of nodes 6 11. The external entity

that is provided with access to the cluster of nodes 601 may be determined by iterating

through the configured list of external entities until the external entity 607 is encountered

with which communication can be established and port numbers determined.



[0077] A leadership election is then performed by the secured networked virtualization

environment (e.g., cluster of nodes) to elect a leader node 6 11 as illustrated in FIG. 6A. In

FIG. 6A, node 1 of the cluster is elected as the leader node 6 11. The leadership election may

be performed at the cluster in accordance with the method described in FIG. 4 . However, it is

important to note that various other leadership election schemes may be used to determine the

leader node for the cluster.

[0078] The leader node 6 11 is responsible for providing external access to the cluster of

nodes 601, and will also be utilized to direct the external communications from the external

entity 607 to the appropriate nodes 601 within the cluster. By electing a leader node 6 11, a

single point of external access is provided for the cluster, rather than having each node 601

within the cluster independently provide for external access. This allows for the external

entity 607 looking to service or provide support to the cluster of nodes 601 to communicate

through a single end-point rather than having to separately communicate through multiple

different endpoints, thereby streamlining the process for providing external access.

[0079] Once the leader node 6 11 has been elected, a cluster virtual IP address 613 is

assigned to the leader node 6 11 as illustrated in FIG. 6B. By assigning a cluster virtual IP

address 613 to the leader node 6 11, a single IP address may be utilized for all external

accesses into the cluster of nodes 601 . Whenever the leader node 6 11 fails, and a new leader

node is elected, the new leader node may be assigned the same cluster virtual IP address 613

such that external communication with the cluster through the new leader node may still be

accomplished using the same cluster virtual IP address 613. This avoids the need to provide

a different IP address each time a different leader node is elected for the cluster, thereby

simplifying the process for providing external access to the cluster.



[0080] The nodes 601 within the cluster may continue to communicate internally

amongst each other using their individual private IP addresses 603. The cluster virtual IP

address 613 is only used to allow for external communication from the external entity 607

into the cluster of nodes 601 .

[0081] After the leader node 6 11 has been assigned the cluster virtual IP address 613, the

leader node 6 11 generates a reverse tunnel 615 to allow for the external entity 607 to

communicate with the cluster as illustrated in FIG. 6C by the dashed arrows between the

external entity 607 and the cluster virtual IP address 613. The reverse tunnel 615 may be

generated by the leader node 6 11 in accordance with the methods described above in FIGs. 3

and 5 .

[0082] Monitoring of the reverse tunnel 615 may then occur until the leader node 6 11

fails or the cluster otherwise decides to terminate the reverse tunnel 615 and discontinue

external access. When the leader node 6 11 fails, external access from the external entity 607

into the cluster of nodes 601 is not lost. The cluster of nodes 601 may perform another

leadership election to again generate a reverse tunnel for allowing the external entity to

access the cluster of nodes.

[0083] FIG. 7 is a flow diagram illustrating a method for providing external access to the

secured networked virtualization environment upon failure of the leader node in the secured

networked virtualization environment according to some embodiments.

[0084] Initially, failure of the leader node is identified as shown at 701 . As mentioned

above, an instance of a distributed configuration module at each node keeps track of the

health of nodes within the cluster. When the leader node fails to provide a heartbeat in



response to a heartbeat request from its corresponding distributed configuration module,

notification that the leader node has failed is propagated to the rest of the nodes in the cluster.

[0085] After identifying that the leader node has failed, leadership election is again

performed to elect a new leader node as shown at 703. Election of the new leader node may

occur in the same manner as election of failed leader node and as described above in FIG. 4 .

Alternatively, other leadership election schemes may be used to elect the new leader node.

When leadership election is performed in the same manner as described above in FIG. 4, the

next node in the queue may be elected as the new leader node. The elected new leader node

will replace the failed leader node and take on the responsibility of providing external access

to the cluster of nodes and directing external communications from external entities to the

appropriate nodes within the cluster.

[0086] Once the new leader node has been elected, the cluster virtual IP address that was

previously assigned to the failed leader node is assigned to the new leader node as shown at

705. By assigning the previously assigned cluster virtual IP address to the new leader node,

external communication with the cluster through the new leader node may still be

accomplished using the same cluster virtual IP address. This avoids the need to provide a

different IP address each time a different leader node is elected for the cluster, thereby

simplifying the process for providing external access to the cluster.

[0087] The nodes within the cluster may continue to communicate internally amongst

each other using their individual private IP addresses. The cluster virtual IP address is only

used to allow for external communication from an external entity into the cluster of nodes

that utilizes.



[0088] After the new leader node has been assigned the cluster virtual IP address, the new

leader node generates a reverse tunnel to allow for the external entity to communicate with

the cluster as shown at 707. Because the previously elected leader node has failed, the

reverse tunnel generated by the previously elected leader node is no longer operational.

Thus, the newly elected leader node must generate another reverse tunnel to allow for

external entities to communicate with the cluster. The newly elected leader node may

generate the reverse tunnel in the same manner as described above for the previously elected

leader node.

[0089] Because the newly elected leader node utilizes the same cluster virtual IP address

as the previously elected leader node, the reverse tunnel generated by the newly elected

leader node will utilize the same cluster virtual IP address as the reverse tunnel generated by

the previously elected leader node. Similarly, because the newly elected leader node belongs

to the same cluster as the previously elected leader node, the port number at the external

entity through which the external entity may communicate with the newly elected leader node

may remain the same as the port number used in conjunction with the previously elected

leader node.

[0090] After the newly elected leader node has generated the reverse tunnel for allowing

the external entity to communicate with the cluster, monitoring may continue to occur in the

manner described above.

[0091] FIGs. 8A-8D are schematic diagrams illustrating a method for providing external

access to the secured networked virtualization environment upon failure of the leader node in

the secured networked virtualization environment according to some embodiments. FIGs.

8A-8D illustrate the failure of the leader node from the arrangement depicted in FIGs. 6A-6C.



[0092] In FIG. 8A, the leader node 6 11 fails and the reverse tunnel generated (e.g.,

cluster virtual IP address 613) by the leader node is no longer operational. The failure of the

leader node 6 11 is identified in the manner described above in FIG. 7 .

[0093] After identifying that the leader node 6 11 has failed, leadership election is again

performed to elect a new leader node 801 (node 3) as illustrated in FIG. 8B. Election of the

new leader node 801 may occur in the same manner as election of failed leader node 6 11 and

as described above in FIG. 4 . Alternatively, other leadership election schemes may be used

to elect the new leader node 801 . The newly elected leader node 801 will replace the failed

leader node 6 11 and take on the responsibility of providing external access to the cluster of

nodes and directing external communications from the external entity 607 to the appropriate

nodes 601 within the cluster.

[0094] The cluster virtual IP address 613 that was previously assigned to the failed leader

node 6 11 is then assigned to the new leader node 801 as illustrated in FIG. 8C. By assigning

the previously assigned cluster virtual IP address 613 to the new leader node 801, external

communication with the cluster through the new leader node 801 may still be accomplished

using the same cluster virtual IP address 613. This avoids the need to provide a different IP

address each time a different leader node is elected for the cluster, thereby simplifying the

process for providing external access to the cluster.

[0095] Finally, the new leader node 801 generates another reverse tunnel 803 to allow for

the external entity 607 to communicate with the cluster as illustrated in FIG. 8D and as

depicted by the dashed arrows between the external entity 607 and the cluster virtual IP

address 613. Because the previously elected leader node 6 11 has failed, the reverse tunnel

615 generated by the previously elected leader node 6 11 is no longer operational. Thus, the

newly elected leader node 801 must generate another reverse tunnel 803 to allow for the



external entity 607 to communicate with the cluster. The newly elected leader node 801 may

generate the reverse tunnel 803 in the same manner as described above for the previously

elected leader node 6 11.

[0096] Because the newly elected leader node 801 utilizes the same cluster virtual IP

address 613 as the previously elected leader node 6 11, the reverse tunnel 803 generated by

the newly elected leader node 801 will utilize the same cluster virtual IP address 613 as the

reverse tunnel generated 615 by the previously elected leader node 6 11. Similarly, because

the newly elected leader node 801 belongs to the same cluster as the previously elected leader

node 6 11, the port number at the external entity through which the external entity 607 may

communicate with the newly elected leader node 801 may remain the same as the port

number used in conjunction with the previously elected leader node 6 11.

[0097] After the newly elected leader node 801 has generated the reverse tunnel 803 for

allowing the external entity 607 to communicate with the cluster, monitoring may continue to

occur in the manner described above.

SYSTEM ARCHITECTURE

[0098] FIG. 9 is a block diagram of an illustrative computing system 1400 suitable for

implementing an embodiment of the present invention. Computer system 1400 includes a

bus 1406 or other communication mechanism for communicating information, which

interconnects subsystems and devices, such as processor 1407, system memory 1408 (e.g.,

RAM), static storage device 1409 (e.g., ROM), disk drive 1410 (e.g., magnetic or optical),

communication interface 1414 (e.g., modem or Ethernet card), display 141 1 (e.g., CRT or

LCD), input device 1412 (e.g., keyboard), and cursor control.



[0099] According to one embodiment of the invention, computer system 1400 performs

specific operations by processor 1407 executing one or more sequences of one or more

instructions contained in system memory 1408. Such instructions may be read into system

memory 1408 from another computer readable/usable medium, such as static storage device

1409 or disk drive 1410. In alternative embodiments, hard-wired circuitry may be used in

place of or in combination with software instructions to implement the invention. Thus,

embodiments of the invention are not limited to any specific combination of hardware

circuitry and/or software. In one embodiment, the term "logic" shall mean any combination

of software or hardware that is used to implement all or part of the invention.

[0100] The term "computer readable medium" or "computer usable medium" as used

herein refers to any medium that participates in providing instructions to processor 1407 for

execution. Such a medium may take many forms, including but not limited to, non-volatile

media and volatile media. Non-volatile media includes, for example, optical or magnetic

disks, such as disk drive 1410. Volatile media includes dynamic memory, such as system

memory 1408.

[0101] Common forms of computer readable media includes, for example, floppy disk,

flexible disk, hard disk, magnetic tape, any other magnetic medium, CD-ROM, any other

optical medium, punch cards, paper tape, any other physical medium with patterns of holes,

RAM, PROM, EPROM, FLASH-EPROM, any other memory chip or cartridge, or any other

medium from which a computer can read.

[0102] In an embodiment of the invention, execution of the sequences of instructions to

practice the invention is performed by a single computer system 1400. According to other

embodiments of the invention, two or more computer systems 1400 coupled by



communication link 1415 (e.g., LAN, PTSN, or wireless network) may perform the sequence

of instructions required to practice the invention in coordination with one another.

[0103] Computer system 1400 may transmit and receive messages, data, and instructions,

including program, i.e., application code, through communication link 1415 and

communication interface 1414. Received program code may be executed by processor 1407

as it is received, and/or stored in disk drive 1410, or other non-volatile storage for later

execution

[0104] In the foregoing specification, the invention has been described with reference to

specific embodiments thereof. It will, however, be evident that various modifications and

changes may be made thereto without departing from the broader spirit and scope of the

invention. For example, the above-described process flows are described with reference to a

particular ordering of process actions. However, the ordering of many of the described

process actions may be changed without affecting the scope or operation of the invention.

The specification and drawings are, accordingly, to be regarded in an illustrative rather than

restrictive sense.



WHAT IS CLAIMED IS:

1. A method for providing external access into a secured networked virtualization

environment, comprising:

performing a leadership election amongst nodes of the secured networked

virtualization environment to elect a leader node;

assigning a cluster virtual IP address to the leader node; and

generating a reverse tunnel, using a processor, by the leader node to allow for an

external entity to communicate with the secured networked virtualization environment.

2 . The method of claim 1, wherein performing the leadership election, comprises:

receiving heartbeat responses for nodes of the secured networked virtualization

environment;

forming a queue with nodes that provide heartbeat responses, wherein the nodes that

provide heartbeat responses are placed in the queue in an order that the nodes provide their

heartbeat responses; and

electing a first node in the queue as the leader node.

3 . The method of claim 2, wherein a node located in the queue that subsequently fails to

provide a heartbeat response is removed from the queue.

4 . The method of claim 2, wherein a node not located in the queue that subsequently

provides a heartbeat response is placed in an appropriate position in the queue.



5 . The method of claim 1, wherein each node of the secured networked virtualization

environment has a private IP address and internal communication amongst the nodes of the

secured networked virtualization environment is made through private IP addresses.

6 . The method of claim 1, wherein generating the reverse tunnel comprises:

identifying, by the leader node, a port number at the external entity through which the

external entity communicates with the leader node.

7 . The method of claim 6, wherein the port number is a statically determined port

number.

8. The method of claim 6, wherein the port number is a dynamically determined port

number.

9 . The method of claim 8, wherein the dynamically determined port number is

determined by:

requesting the external entity for an available port number;

receiving the available port number from the external entity; and

utilizing the available port number as the port number at the external entity through

which the external entity communicates with the leader node.

10. The method of claim 6, wherein the port number at the external entity through which

the external entity communicates with the leader node is associated with the secured

networked virtualization environment.



11. The method of claim 6, wherein generating the reverse tunnel comprises performing a

secured shell (SSH) command using the port number, the cluster virtual IP address and a

public SSH key for the external entity.

12. The method of claim 1, further comprising:

identifying failure of the leader node;

performing the leadership election amongst nodes of the secured networked

virtualization environment to elect a new leader node;

assigning the cluster virtual IP address to the new leader node; and

generating another reverse tunnel by the new leader node to allow for the external

entity to communicate with the secured networked virtualization environment.

13. The method of claim 1, wherein the external entity is chosen by iterating over a list of

external entities associated with the secured networked virtualization environment until the

external entity is identified.

14. The method of claim 13, wherein the external entity is identified based on its ability to

establish communication with the secured networked virtualization environment.

15. The method of claim 13, wherein the list of external entities is updated to periodically.

16. The method of claim 15, wherein the list of external entities is updated by:

requesting a current external entity from the list of external entities for an updated list

of external entities;

receiving the updated list of external entities; and



modifying the list of external entities associated with the secured networked

visualization environment with the updated list of external entities.

17. The method of claim 13, wherein the list of external entities associated with the

secured networked virtualization environment is assigned to the secured networked

virtualization environment based on a unique identifier for the secured networked

virtualization environment.

18. A computer program product embodied on a computer readable medium, the

computer readable medium having stored thereon a sequence of instructions which, when

executed by a processor causes the processor to execute any of the methods of claims 1-17.

19. A system for providing external access into a secured networked virtualization

environment, comprising means to implement any of the methods of claims 1-17.
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