The use for biological screening purposes of a subset (library) of a large combinatorially accessible chemical universe increases the efficiency of the screening process only if the subset contains members representative of the total diversity of the universe. In order to insure inclusion in the subset of molecules representing the total diversity of the universe under consideration, valid molecular descriptors which quantitatively reflect the diversity of the molecules in the universe are required. A unique validation method is used to examine both a new three dimensional steric metric and some prior art metrics. With this method, the relative usefulness/validity of individual metrics can be ascertained from their application to randomly selected literature data sets. By the appropriate application of validated metrics, the method of this invention selects a subset of a combinatorial accessible chemical universe such that the molecules of the subset are representative of all the diversity present in the universe and yet do not contain multiple members which represent the same diversity (oversample). The use of the neighborhood definition of a validated metric may also be used to combine (without oversampling the same diversity) any number of combinatorial screening libraries.
FIG. 2

FIG. 3
**FIG. 4**

Log Biological Activity Difference vs. Random Number Difference

Density Ratio: 1.00

**FIG. 5**

Log Biological Activity Difference vs. (Force Field Strain Energy)/Atom Difference

Density Ratio: 0.96

$\chi^2$ (Chi-Squared): 0.00

$\chi^2$: 0.46
FIG. 7(a)  

FIG. 7(b)

DATA SET 1

DATA SET 2

[LOG BIOLOGICAL ACTIVITY DIFFERENCE]

[TOPO. COMFA DESCRIPTOR DIFFERENCE]
DATA SET 9

FIG. 7(i)

DATA SET 10

FIG. 7(j)
**FIG. 7(k)**

- **DATA SET 11**
- **LOG BIOLOGICAL ACTIVITY DIFFERENCE**
- **TOPO.COMFA DESCRIPTOR DIFFERENCE**

**FIG. 7(1)**

- **DATA SET 12**
- **LOG BIOLOGICAL ACTIVITY DIFFERENCE**
- **TOPO.COMFA DESCRIPTOR DIFFERENCE**
FIG. 7(o)

FIG. 7(p)
FIG. 7(s) DATA SET 19

FIG. 7(t) DATA SET 20

| LOG BIOLOGICAL ACTIVITY DIFFERENCE |
-----------------|-----------------|
| TOPO.COMFA DESCRIPTOR DIFFERENCE |           |

0 5

0 240
FIG. 8(a)

FIG. 8(b)
8. SELECT CHEMISTRY
   LIST REACTANTS & CORES
   DEFINE COMBINATIONS

8. A
   REMOVE REACTANTS:
   NON-DIVERSITY REASONS

8A(i) GENERAL CRITERIA
   METALS
   TAUTOMERS/SALTS & COUNTER IONS
   INTERFERING GROUPS
   SYNTHESIS & EXTRACTION
   PRICE/AVAILABILITY

8. (A)ii BIOLOGICAL CRITERIA:
   TOXIC/METABOLICALLY HAZARDOUS
   BIOAVAILABILITY
   MOLECULAR WEIGHT
   CLOGP
   NON-BIOLGICALLY RELEVANT GROUPS
   SUGARS/MULTIPLE FUNCTIONALITIES

FIG. 11(a)
8B
REMOVE NON-DIVERSE REACTANTS:
3D STRUCTURE GENERATION
TOPOMERIC CONFORMER ALIGNMENT
CoMFA FIELD GENERATION:
HYDROGEN BOND FIELD GENERATION
ROTATABLE BOND FIELD ATTENUATION
CALCULATE FIELD DIFFERENCES CLUSTER
REACTANT SELECTION FROM EACH CLUSTER

8C
COMBINE REACTANTS TO BUILD PRODUCTS

8D
REMOVE PRODUCTS: NON-DIVERSITY REASONS
GENERAL CRITERIA:

SYBYL: SELECTOR & CONCORD 3.2.1
SPECIALIZED SOFTWARE:
APPENDIX "A"
(SYBYL: CoMFA STERIC & MSS)

SYBYL: HIERCHICAL CLUSTER - MSS
SYBL: MSS

SYBYL: LEGION MSS

SYBYL: SPL SCRIPTS ON MSS

FIG.11(b)
8D
BIOLOGICAL CRITERIA:
- METABOLICALLY HAZARDOUS
- BIOAVAILABILITY
- MOLECULAR WEIGHT
- CLOGP

SYBYL: SPL SCRIPTS ON
MSS INVOKING -
UNITY SEARCHES FOR
FRAGMENTS
CALCULATIONS OF MW
& CLOGP

8E
REMOVE NON-DIVERSE
PRODUCTS:
- GENERATE TANIMOTO
- 2D FINGERPRINTS
- SAMPLE PRODUCTS:
  EXCLUDE TAN ≥ 0.85

FIG.11(c)
COMPUTER IMPLEMENTED METHOD FOR FOR SELECTING AN OPTIMALLY DIVERSE LIBRARY OF SMALL MOLECULES BASED ON VALIDATED MOLECULAR STRUCTURAL DESCRIPTORS

[0001] This application is a continuation of application Ser. No. 09/776,708 (U.S. Pat. No. 7,184,893 issued on Feb. 27, 2007) which was a continuation of application Ser. No. 08/592,132 (U.S. Pat. No. 6,185,506 issued on Feb. 6, 2001).

[0002] A portion of the disclosure of this patent document contains material which is subject to copyright protection. The copyright owner has no objection to the facsimile reproduction by anyone of the patent document or the patent disclosure, as it appears in the Patent and Trademark Office patent file or records, but otherwise reserves all copyright rights whatsoever.

BACKGROUND OF THE INVENTION

[0003] 1. Field of the Invention

[0004] This invention relates to the field of combinatorial chemistry screening libraries and more specifically to: 1) a method of validating the molecular structural descriptors necessary for designing an optimal combinatorial screening library; 2) a method of designing an optimal combinatorial screening library; 3) a method of merging libraries derived from different combinatorial chemistries; and 4) methods of following up and optimizing identified leads. The libraries designed by the method are constructed to ensure that an optimal structural diversity of compounds is represented. In particular, the invention describes the design of libraries of small molecules to be used for pharmacological testing.

[0005] 2. Description of Related Art

Statement of the Problem

[0006] While the present invention is discussed with detailed reference to the search for and identification of pharmacologically useful chemical compounds, the invention is applicable to any attempt to search for and identify chemical compounds which have some desired physical or chemical characteristic(s). The broader teachings of this invention are easily recognized if a different functional utility or useful property describing other chemical systems is substituted below for the term “biological activity”.

[0007] Starting with the serendipitous discovery of penicillin by Fleming and the subsequent directed searches for additional antibiotics by Waksman and Dubos, the field of drug discovery during the post World War II era has been driven by the belief that nature would provide many needed drugs if only a careful and diligent search for them was conducted. Consequently, pharmaceutical companies undertook massive screening programs which tested samples of natural products (typically isolated from soil or plants) for their biological properties. In a parallel effort to increase the effectiveness of the discovered “lead” compounds, medicinal chemists learned to synthesize derivatives and analogs of the compounds. Over the years, as biochemists identified new enzymes and biological reactions, large scale screening continued as compounds were tested for biological activity in an ever rapidly expanding number of biochemical pathways. However, proportionately fewer and fewer lead compounds possessing a desired therapeutic activity have been discovered. In an attempt to extend the range of compounds available for testing, during the last few years the search for unique biological materials has been extended to all corners of the earth including sources from both the tropical rain forests and the ocean. Despite these and other efforts, it is estimated that discovery and development of each new drug still takes about 12 years and costs on the order of 350 million dollars.

[0008] Beginning approximately twenty-five years ago, as biochemists learned more about the chemical and stereochemical requirements for biological interactions, a variety of semi-empirical, theoretical, and quantitative approaches to drug design were developed. These approaches were accelerated by the availability of powerful computers to perform computational chemistry. It was hoped that the era of “rational drug design” would shorten the time between significant discoveries and also provide an approach to discovering compounds active in biological pathways for which no drugs had yet been discovered. In large part, this work was based on the accumulated observation of medicinal chemists that compounds which were structurally similar also possessed similar biological activities. While significant strides were made using this approach, it too, like the mass screening programs, failed to provide a solution to the problem of rapidly discovering new compounds with activities in the ever increasing number of biological pathways being elucidated by modern biotechnology.

[0009] During the past four or five years, a revised screening approach has been under development which, it was hoped, would accelerate the pace of drug discovery. In fact, the approach has been remarkably successful and represents one of the most active areas in biotechnology today. This new approach utilizes combinatorial libraries against which biological assays are screened. Combinatorial libraries are collections of molecules generated by synthetic pathways in which either: 1) two groups of reactants are combined to form products; or 2) one or more positions on core molecules are substituted by a different chemical constituent/moiety selected from a large number of possible constituents.

[0010] Two fundamental ideas underlie combinatorial screening libraries. The first idea, common to all drug research, is that somewhere amongst the diversity of all possible chemical structures there exist molecules which have the appropriate shape and binding properties to interact with any biological system. The second idea is the belief that synthesizing and testing many molecules in parallel is a more efficient way (in terms of time and cost) to find a molecule possessing a desired activity than the random testing of compounds, no matter what their source. In the broadest context, these ideas require that, since the binding requirements of a ligand to the biological systems under study (enzymes, membranes, receptors, antibodies, whole cell preparations, genetic materials, etc.) are not known, the screened compounds should possess as broad a range of characteristics (chemical and physical) as possible in order to increase the likelihood of finding one that is appropriate for any given biological target. This requirement for a screening library is reflected in the term “diversity”—essentially a way of suggesting that the library should contain as great a dissimilarity of compounds as possible.

[0011] However, as is immediately apparent, a combinatorial approach to synthesizing molecules generates an
immense number of compounds many with a high degree of structural similarity. In fact, the number of compounds synthetically accessible with known organic reactions exceeds by many orders of magnitude the numbers which can actually be made and tested. One area where these ideas were first explored is in the design of peptide libraries. For a library of five member peptides synthesized using the 20 naturally occurring amino acids, $3,200,000$, $(20^5)$ different peptides may be constructed. The number of combinatorial possibilities increases even more dramatically when non-peptide combinatorial libraries are considered. With non-peptide libraries, the whole synthetic chemical universe of combinatorial possibilities is available. Library sizes ranging from $5 \times 10^7$ to $4 \times 10^{12}$ molecules are now being discussed. The enormous universe of chemical compounds is both a blessing and a curse to medicinal chemists seeking new drugs. On the one hand, if a molecule exists with the desired biological activity, it should be included in the chemical universe. On the other hand, it may be impossible to find. Thus, the principal focus of recent efforts has been to define smaller screening subsets of molecules derivable from accessible combinatorial syntheses without losing the inherent diversity of an accessible universe.

To date, in order to narrow the focus of the search and reduce the number of compounds to be screened, attention has been directed to designing biologically specific libraries. Thus, many combinatorial screening libraries existing in the prior art have been designed based on prior knowledge about a particular biological system such as a known pharmacophore (a geometric arrangement of structural fragments abstracted from molecular structures known to have activity). Even with this knowledge, molecules are included in these prior art libraries based on intuition—“seat of the pants” estimations of likely similarity based on an intuitive “feel” for the systems under study. This procedure is essentially pseudo-random screening, not rational library design. Several biotechnology startup companies have developed just such proprietary libraries, and success using combinatorial libraries has been achieved by sheer effort. In one example 18 libraries containing 43 million compounds were screened to identify 27 active compounds. With library searches of this magnitude, it is most likely that the enormous number of inactive molecules $[43 \times 10^6 - 27]$ must have included staggering numbers of redundantly inactive molecules—molecules not significantly distinguishable from one another—even in libraries designed with a particular biological target in mind. Clearly, when searching for a lead molecule which interacts with an uncharacterized biological target, approaches requiring knowledge of the biological targets will not work. But finding such a lead is exactly the case for which it is hoped general purpose screening libraries can be designed. If the promise of combinatorial chemistry is ever to be fully realized, some rational and quantitative method of reducing the astronomical number of compounds accessible in the combinatorial chemistry universe to a number which can be usefully tested is required. In other words, the efficiency of the search process must be increased. For this purpose, a smaller rationally designed screening library, which still retains the diversity of the combinatorially accessible compounds, is absolutely necessary.

Thus, there are two criteria which must be met by any screening library subset of some universe of combinatorially accessible compounds. First, the diversity, the dissimilarity of the universe of compounds accessible by some combinatorial reaction, must be retained in the screening subset. A subset which does not contain examples of the total range of diversity in such a universe would potentially miss critical molecules, thereby frustrating the very reason for the creation of the subset. Second, for efficient screening, the ideal subset should not contain more than one compound representative of each aspect of the diversity of the larger group. If more than one example were included, the same diversity would be tested more than once. Such redundant screening would yield no new information while simultaneously increasing the number of compounds which must be synthesized and screened. Therefore, the fundamental problem is how to reduce to a manageable number the number of compounds that need to be synthesized and tested while at the same time providing a reasonably high probability that no possible molecule of biological importance is overlooked. (In this regard, it should be recognized that the only way of absolutely insuring that all diversity is represented in a library is to include and test all compounds.) A conceptual analogy to the problem might be: what kind of filter can be constructed to sort out from the middle of a blinding snowstorm individual snowflakes which represent all the classes of crystal structures which snowflakes can form?

The fundamental question plaguing progress in this area has been whether the concept of the diversity of molecular structure can be usefully described and quantified; that is, how is it possible to compare/distinguish the physical and chemical properties determinative of biological activity of one molecule with that of another molecule? Without some way to quantitatively describe diversity, no meaningful filter can be constructed. Fortunately, for biological systems, the accumulated wisdom of bioscientists has recognized a general principle alluded to earlier which provides a handle on this problem. As framed by Johnson and Maggiora, the principle is simply stated as: “structurally similar molecules are expected to exhibit similar (biological) properties.” Based on this principle, quantifying diversity becomes a matter of quantifying the notion of structural similarity. Thus, for design of a screening subset of a combinatorial library (hereafter referred to as a "combinatorial screening library"), it should only be necessary to identify which molecules are structurally similar and which structurally dissimilar. According to the selection criteria outlined above, one molecule of each structurally similar group in the combinatorially accessible chemical universe would be included in the library subset. Such a library would be an optimally diverse combinatorial screening library. The problem for medicinal chemists is to determine how the intuitively perceived notions of structural similarity of chemical compounds can be validly quantified. Once this question is satisfactorily answered, it should be possible to rationally design combinatorial screening libraries.

Prior Art Approaches

Many descriptors of molecular structure have been created in the prior art in an attempt to quantify structural similarity and/or dissimilarity. As the art has recognized, however, no method currently exists to distinguish those descriptors that quantify useful aspects of similarity from those which do not. The importance of being able to validate molecular descriptors has been a vexing problem restricting advances in the art, and, before this invention, no generally applicable and satisfactory answer had been found. The
problem may be conceptualized in terms of a multidimensional space of structurally derivable properties which is populated by all possible combinatorially accessible chemical compounds. Compounds lying "near" one another in any one dimension may lie "far apart" from one another in another dimension. The difficulty is to find a useful design space—a quantifiable dimensional space (metric space) in which compounds with similar biological properties cluster; i.e., are found measurably near to each other. What is desired is a molecular structural descriptor which, when applied to the molecules of the chemical universe, defines a dimensional space in which the "nearness" of the molecules with respect to a specified characteristic (i.e., biological activity) in the chemical universe is preserved in the dimensional space. A molecular structural descriptor (metric) which does not have this property is useless as a descriptor of molecular diversity. A valid descriptor is defined as one which has this property.

In light of the above, it should be noted that there is a difference between a descriptor being valid and being perfect. There may or may not be a "perfect" metric which precisely and quantitatively maps the diversity of compounds (much less those of biological interest). However, a good approximation is sufficient for purposes of designing a combinatorial screening library and is considered valid/useful. Acceptance of this validation/usefulness criteria is essentially equivalent to saying that, if there is a high probability that if one molecule is active (or inactive), a second molecule is also active (or inactive), then most of the time sampling one of the pair will be sufficient. Restating this same principle with a slightly different emphasis highlights another feature, namely: the design criteria for combinatorial screening libraries should yield a high probability that, for any given inactive molecule, it is more probable to find an active molecule somewhere else rather than as a near neighbor of that inactive molecule. While this is a probabilistic approach, it emphasizes that a good approximation to a perfect metric is sufficient for purposes of designing a combinatorial screening library as well as in other situations where the ability to discriminate molecular structural difference and similarities is required. A perfect descriptor (certainty) for pharmacological searching is not needed to achieve the required level of confidence as long as it is valid (maps a subspace where biological properties cluster).

The typical prior art approach for establishing selection criteria for screening library subsets relied on the following clustering paradigm: 1) characterization of compounds according to a chosen descriptor(s) (metric(s)); 2) calculation of similarities or "distances" in the descriptor (metric) between all pairs of compounds; and 3) grouping or clustering of the compounds based on the descriptor distances. The idea behind the paradigm is that, within a cluster, compounds should have similar activities and, therefore, only one or a few compounds from each cluster, which will be representative of that cluster, need be included in a library. The actual clustering is done until the prior art user feels comfortable with the groupings and their spacing. However, with no knowledge of the validity/usefulness of the descriptor employed, and no guidance with respect to the size or spacing of clusters to be expected from any given descriptor, prior art clustering has been, at best, another intuitive "seat of the pants" approach to diversity measurement.

The prior art describes the construction and application of many molecular structural descriptors while all the while tacitly acknowledging that little progress has been made towards solving the fundamental problem of establishing their validity. The field has nevertheless proceeded based on the belief/faith that, by incorporating in the descriptors certain measures which had been recognized in QSAR studies as being important contributors to defining structure-activity relationships, valid/useful descriptors would be produced. In a leading method representative of this prior art approach to defining a similarity descriptor, E. Martin et al. construct a metric for quantifying structural similarity using measures that characterize lipophilicity, shape and branching, chemical functionality, and receptor recognition features. (For the reasons set forth later in relation to the present invention, Martin et al. applied their metric to the reactants which would be used in combinatorial synthesis.) This large set of measures is used to generate a statistically blended metric consisting of a total of 16 properties for each individual reactant studied (5 shape descriptors, 5 measures of chemical functionality, 5 receptor binding descriptors, and one lipophilicity property). This generates a 16 dimensional property space. The 16 properties are simultaneously displayed in a circular "Flower Plots" graphical environment, where each property is assigned a petal. All the plots together visually display how the diversity of the studied reactants is distributed through the computed property space. Martin acknowledges that the plots "...cannot, of course, prove that the subset is diverse in any 'absolute' sense, independent of the calculated properties." (id. at 1434)**

In another approach relating to peptoid design, Martin et al. have characterized the varieties of shape that an unknown receptor cavity might assume by a few assemblies of blocks, called "polyminos". Candidates for a combinatorial design are classified by the types of polyminos into which they can be made to fit, or "docked". The 7 flexible polymino shape descriptors are added to the previously defined 16 descriptors to yield a 23 dimensional property space. Martin has demonstrated that the docking procedure generates for a methotrexate ligand in a cavity of dihydrofolate reductase nearly the correct structure as that established by X-ray diffraction studies. The docking procedure, which must be applied to every design candidate for each polymino, requires a considerable amount of CPU time (is computationally expensive). However, a problem with this approach is the conceptually severe (unjustified) approximation of representing all possible irregularly shaped receptor cavities by only about a dozen assemblies of smooth-sided polymino cubes. Martin has also presented no validation of the approach, which in this case, would be a demonstration that molecules which fit into the same polyminos tend to have similar biological properties.

One approach which has been taken to try to empirically assess the relative validity of prior art metrics has been to survey the metrics to see if any of them appeared to be superior to any others as judged by clustering analysis. Y. C. Martin et al. have reported that 3D fingerprints, collections of fragments defined by pairs of atoms and their accessible interatomic distances, perform no better than collections of 2D fragments in defining clusters that separate biologically active from inactive compounds. As will be seen later, some of this work pointed towards the possible
validity of one metric, but the authors concentrated on the comparative clustering aspects and did not follow up on the broader import of the data.

[0021] W. Herron et al. among others has pointed out that an experimentally determined similarity QSAR is, by definition, a good test of the validity of that similarity concept for the biological system from which it is derived and may have some usefulness in estimating diversity for that system. However, QSARs essentially map only the space of a particular receptor, do not provide information about the validity of other descriptors, and would be generally inapplicable to construction of a combinatorial screening library designed for screening unknown receptors or those for which no QSAR data was available.

[0022] Finally, D. Chapman et al. have used their “Compass” 3D-QSAR descriptor which is based on the three dimensional shape of molecules, the locations of polar functionalities on the molecules, and the fixation entropies of the molecules to estimate the similarity of molecules. Essentially, using the descriptor, they try to find the molecules which have the maximum overlap (in geometric/cartesian space) with each other. The shape of each molecule of a series is allowed to translate and rotate relative to each other molecule and the internal degrees of freedom are also allowed to rotate in an iterative procedure until the shapes with greatest or least overlap similarity are identified. Selecting 20 maximally diverse carboxylic acids based on seeking the maximally diverse alignment of each of the 3000 acids considered took approximately 4 CPU computing weeks by their method. No indication was given of whether their descriptor was valid in the sense defined above, and, clearly, such a procedure would be too time consuming to apply to a truly large combinatorial library design.

[0023] One way in which many of the prior art approaches attempt to work around the problem of not knowing if a molecular structural descriptor is valid is to try, when clustering, to maximize as much as possible the distance between the clusters from which compounds will be selected for inclusion in the screening library subset. The thinking behind this approach is that, if the clusters are far enough apart, only molecules diverse from each other will be chosen. Conversely, it is thought that, if the clusters are close together, oversampling (selection of two or more molecules representative of the same elements of diversity) would likely occur. However, as we have seen, if the metric used in the cluster analysis is not initially valid (does not define a subspace in which molecules with similar biological activity cluster), then no amount of manipulation will prevent the sample from being essentially random. Worse yet, an invalid metric might not yield a selection as good as random! The acknowledgement by Martin quoted above is a recognition of the prior art’s failure to yet discover a general method for validating descriptors.

[0024] Another related problem in the prior art is the failure to have any objective manner of ascertaining when the library subset design under analysis has an adequate number of members; that is, when to stop sampling. Clearly, if nothing is known about the distribution of the diversity of molecules, one arbitrary stopping point is as good as any other. Any stopping point may or may not sample sufficiently or may oversample. In fact, the prior art has not recognized a coherent quantitative methodology for determining the end point of selection. Essentially, in the prior art, a metric is used to maximize the presumed differences between molecules (typically in a clustering analysis), and a very large number of molecules are chosen for inclusion in a screening library subset based on the belief that there is safety in numbers; that sampling more molecules will result in sampling more of the diversity of a combinatorially accessible chemical space. As pointed out earlier, however, only by including all possible molecules in a library will one guarantee that all of the diversity has been sampled. Short of such total sampling, users of prior art library subsets constructed along the lines noted above do not know whether a random sample, a representative sample, or a highly skewed sample has been screened.

[0025] Several other problems flow from the inability to rationally select a combinatorial screening library for optimal diversity and these are related both to the chemistry used to create the combinatorial library and the screening systems used. First, because many more molecules may have to be synthesized than may be needed, mass synthetic schemes have to be devised which create many combinations simultaneously. In fact, there is a good deal of disagreement in the prior art as to whether compounds should be synthesized individually or collectively or in solution or on solid supports. Within any synthetic scheme, an additional problem is keeping track of and identifying the combinations created. It should be understood that, where relatively small (molecular weight of less than about 1500) organic molecules are concerned, generally standard, well known, organic reactions are used to create the molecules. In the case of peptide like molecules, standard methods of peptide synthesis are employed. Similarly for polysaccharides and other polymers, reaction schemes exist in the prior art which are well known and can be utilized. While the synthesis of any individual combinatorial molecule may be straightforward, much time and effort has been and is still being expended to develop synthetic schemes in which hundreds, thousands, or tens of thousands of combinatorial combinations can be synthesized simultaneously.

[0026] In many synthetic schemes, mixtures of combinatorial products are synthesized for screening in which the identity of each individual component is uncertain. Alternatively, many different combinatorial products may be mixed together for simultaneous screening. Each additional molecule added to a simultaneous screening means that fewer individual screening operations have to be performed. Thus, it is not unusual that a single assay may be simultaneously tested against up to 625 or more different molecules. Not until the mixture shows some activity in the biological assay of the screening assay will an attempt be made to identify the components. Many approaches in the prior art therefore face “deconvolution” problems; i.e. trying to figure out what was in an active mixture either by following the synthetic reaction pathway, by resynthesizing the individual molecules which would have resulted from the reaction pathway, or by direct analysis of duplicate samples. Some approaches even tag the carrier of each different molecule with a unique molecular identifier which can be read when necessary. All these problems are significantly decreased by designing a library for optimal diversity.

[0027] Another major problem with the inclusion of multiple and potentially non-diverse compounds in the same screening mixture is that many assays will yield false
positives (have an activity detected above a certain established threshold) due to the combined effect of all the molecules in the screening mixture. The absence of the desired activity is only determined after expending the time, effort, and expense of identifying the molecules present in the mixture and testing them individually. Such instances of combined reactivity are reduced when the screening mixture can be selected from molecules belonging to diverse groups of an optimally designed library since it is not as likely that molecules of different (diversity) structures would likely produce a combined effect.

[0028] It is clear that a great deal of cleverness has been expended in actually manufacturing the combinatorial libraries. While the basic chemistry of synthesizing any given molecule is straightforward, the next advance in the development of combinatorial chemistry screening libraries will be optimization of the design of the libraries.

[0029] Further problems in the prior art arise in the attempt to follow up leads resulting from the screening process. As noted above, many libraries are designed with some knowledge of the receptor and its binding requirements. While, within those constraints, all possible combinatorial molecules are synthesized for screening, finding a few molecules with the desired activity among such a library yields no information about what active molecules might exist in the universe accessible with the same combinatorial chemistry but outside the limited (receptor) library definition. This is an especially troubling problem since, from serendipitous experience, it is well known that sometimes totally unexpected molecules with little or no obvious similarity to known active molecules exhibit significant activity in some biological systems. Thus, even finding a candidate lead in a library whose design was based on knowledge of the receptor is no guarantee that the lead can be followed to an optimal compound. Only a rationally designed combinatorial screening library of optimal diversity can approach this goal.

[0030] For prior art library subsets designed around the use of some descriptor to cluster compounds, similar problems may exist. In such a library design, one or at most a few compounds will have been selected from each cluster. Only if the descriptor is valid, does such a selection procedure make sense. If the descriptor is not valid, each cluster will contain molecules representative of many different diversities and selecting from each cluster will still have resulted in a random set of molecules which do not sample all of the diversity present. Since the prior art does not possess a generally applicable method of validating descriptors, all screening performed with prior art libraries is suspect and may not have yielded all the useful information desired about the larger chemical universe from which the library subsets were selected.

[0031] Finally, as the expense in time and effort of creating and screening combinatorial libraries increases, the question of the uniqueness of the libraries becomes ever more critical. Questions can be asked such as: 1) does library “one” cover the same diversity of chemical structures as library “two”; 2) if libraries “one” and “two” cover both different and identical aspects of diversity, how much overlap is there; 3) what about the possible overlap with libraries “three”, “four”, “five”, etc.? To date, the prior art has been unable to answer these questions. In fact, assumptions have been made that as long as different chemistries were involved (i.e., proteins, polysaccharides, small organic molecules), it was unlikely that the same diversity space was being sampled. However, such an assumption contradicts the well-known reality that biological receptors can recognize molecular similarities arising from different structures. When screening for compounds possessing activity for undefined biological receptors, there is no way of telling a priori which chemistry or chemistries is most likely to produce molecules with activity for that receptor. Thus, screening with as many chemistries as possible is desired but is only really practical if redundant sampling of the same diversity space in each chemistry can be avoided. The prior art has not provided any guidance towards the resolution of these problems.

BRIEF SUMMARY OF THE INVENTION

[0032] In order to select a screening subset of a combinatorially accessible chemical universe which is representative of all the structural variation (diversity) to be found in the universe, it is necessary to have the means to describe and compare the molecular structural diversity in the universe. The first aspect of the present invention is the discovery of a generalized method of validating descriptors of molecular structural diversity. The method does not assume any prior knowledge of either the nature of the descriptor or of the biological system being studied and is generally applicable to all types of descriptors of molecular structure. This discovery enables several related advances to the art.

[0033] The second aspect of the invention is the discovery of a method of generating a validated three-dimensional molecular structural descriptor using CoMFA fields. To generate these field descriptors required solving the alignment problem associated with these measurements. The alignment problem was solved using a topomeric procedure.

[0034] A third aspect of the invention is the discovery that validated molecular structural descriptors applicable to whole molecules can be used both to: 1) quantitatively define a meaningful end-point for selection in defining a single screening library (sampling procedure); and 2) merge libraries so as not to include molecules of the same or similar diversity. It is shown that a known metric (Tanimoto 2D fingerprint similarity) can be used in conjunction with the sampling procedure for this purpose.

[0035] A fourth aspect of the invention is the discovery of a method of using validated reactant and whole molecule molecular structural descriptors to rationally design a combinatorial screening library of optimal diversity. In particular, the shape sensitive topomeric CoMFA descriptor and the atom group Tanimoto 2D similarity descriptor may be used in the library design. As a benefit of designing a combinatorial screening library of optimal diversity based on validated molecular descriptors, many prior art problems associated with the synthesis, identification, and screening of mixtures of combinatorial molecules can be reduced or eliminated.

[0036] A fifth aspect of the invention is the use of validated molecular structural descriptors to guide the search for optimally active compounds after a lead compound has been identified by screening. In the case of a screening library designed for optimal diversity using validated descriptors, a great deal of the information necessary for lead optimization flows directly from the library design. In the case where a
lead has been identified by screening a prior art library or
through some other means, validated descriptors provide a
method for identifying the molecular structural space nearest
the lead which is most likely to contain compounds with the
same or similar activity.

[0037] It is a further object of this invention to define a general
process which may be used with randomly selected literature
data sets to validate molecular structural descriptors.

[0038] It is a further object of this invention to define a
process to derive CoMFA steric fields (and, if desired,
additional relevant fields) using topomeric alignment so that
the resulting descriptor is valid.

[0039] It is a further object of this invention to teach that
topomeric alignments may be used to describe molecular
conformations.

[0040] It is a further object of this invention to define a
general process for using a validated molecular descriptor to
establish a meaningful end-point for the sampling of com-
ounds thereby avoiding the oversampling of compounds
representing the same molecular structural characteristics.

[0041] It is yet a further object of this invention to design
an optimally diverse combinatorial screening library using
multiple validated molecular structural descriptors.

[0042] It is a further object of this invention to use the
topomeric CoMFA molecular structural descriptor as a reac-
tant descriptor in the design of an optimally diverse com-
binatorial screening library.

[0043] It is a further object of this invention to use the
Tanimoto 2D similarity molecular structural descriptor as a
product descriptor in the design of an optimally diverse
combinatorial screening library.

[0044] It is a further object of this invention to define a
method for merging assemblies of molecules (libraries),
both those designed by the methods of this invention and
others not designed by the methods of this invention, in such
a manner that molecules representing the same or similar
diversity space are not likely to be included.

[0045] It is still a further object of this invention to define
methods for the use of validated molecular structural
descriptors to guide the search for optimally active com-
ounds after a lead compound has been identified by screen-
ing or some other method.

[0046] These and further objects of the invention will
become apparent from the detailed description of the inven-
tion which follows.

DESCRIPTION OF DRAWINGS

[0047] FIG. 1 schematically shows the distribution of
molecular structures around and about an island of biologi-
cal activity in a hypothetical two dimensional metric space
for a poorly designed prior art library and for an efficiently
designed optimally diverse screening library.

[0048] FIG. 2 shows a theoretical scatter plot (Patterson
Plot) for a metric having the neighborhood property in
which the X axis shows distances in some metric space
calculated as the absolute value of the pairwise differences
in some candidate molecular descriptor and the Y axis shows
the absolute value of the pairwise differences in biological
activity.

[0049] FIG. 3 shows a Patterson plot for an illustrative
data set.

[0050] FIG. 4 shows a Patterson plot for the same data set
as in FIG. 3 but where the diversity descriptor values (X axis)
associated with each molecule have been replaced by
random numbers.

[0051] FIG. 5 shows a Patterson plot for the same data set
as in FIG. 3 but where the diversity descriptor values (X axis)
associated with each molecule have been replaced by
a normalized force field strain energy/atom value.

[0052] FIG. 6 shows three molecular structures numbered
and marked in accordance with the topomeric alignment
rule.

[0053] FIG. 7 is a complete set of Patterson plots for the
twenty data sets used for the validation studies of the
topomeric CoMFA descriptor.

[0054] FIG. 8 shows the two scatter plots displaying the
relation between X values and their corresponding density
ratio values for the tested metrics over the twenty random
data sets.

[0055] FIG. 9 shows the graphs of the Tanimoto similarity
measure vs. the pairwise frequency of active molecules for
15 groups examined from Index Chemicus.

[0056] FIG. 10 shows a Patterson plot of the Cristalli data
set using only those values which would have been used for
a Tanimoto sigmoid plot of the same data set alongside a
Patterson plot of the complete data set.

[0057] FIG. 11 is a schematic of the combinatorial screen-
ing library design process.

[0058] FIG. 12 shows a comparison of the volumes of
space occupied by different molecules which are determined
to be similar according to the Tanimoto 2D fingerprint
descriptor but which are determined to be dissimilar accord-
ing to the topomeric CoMFA field descriptor.

[0059] FIG. 13 shows a plot of the Tanimoto 2D pairwise
similarities for a typical combinatorial product universe.

[0060] FIG. 14 shows the distribution of molecules result-
ing from a combinatorial screening library design plotted
according to their Tanimoto 2D pairwise similarity after
reactant filtering and after final product selection.

[0061] FIG. 15 shows the distribution of molecules plotted
according to their Tanimoto 2D pairwise similarity of three
database libraries (Chapman & Hall) from the prior art.

DETAILED DESCRIPTION OF THE
INVENTION

[0062] 1. Computational Chemistry Environment

[0063] 2. Definitions

[0064] 3. Validating Metrics

[0065] A. Theoretical Considerations—Neighborhood
Property

[0066] B. Construction, Application, and Analysis Of
Patterson Plots
4. Topomeric CoMFA Descriptor

A. Topomeric Alignment

B. Calculation Of CoMFA and Hydrogen Bonding Fields

C. Validation Of Topomeric CoMFA Descriptor

D. Additional Optimization Methods. Using Validated Metrics

i. General Removal Criteria

ii. Biologically Based Criteria

B. Removal of Non-Diverse Reactants

C. Removal Of Products For Non-Diversity Reasons

D. Removal of Non-Diverse Products

9. Lead Compound Optimization

A. Advantages Resulting From Product Filter

B. Advantages Resulting From Reactant Filter

C. Identification (Building) Of Products

D. Additional Optimization Methods Using Validated Metrics

10. Merging Libraries

11. Other Advantages of Optimally Diverse Libraries

1. Computational Chemistry Environment

Generally, all calculations and analyses to conduct combinatorial chemistry screening library design and follow up are implemented in a modern computational chemistry environment using software designed to handle molecular structures and associated properties and operations. For purposes of this Application, such an environment is specifically referenced. In particular, the computational environment and capabilities of the SYBYL and UNITY software programs developed and marketed by Tripos, Inc. (St. Louis, Mo.) are specifically utilized. Unless otherwise noted, all software references and commands in the following text are references to functionalities contained in the SYBYL and UNITY software programs. Where a required functionality is not available in SYBYL or UNITY, the software code to implement that functionality is provided in an Appendix to this Application. Software with similar functionalities to SYBYL and UNITY are available from other sources, both commercial and non-commercial, well known to those in the art. A general purpose programmable digital computer with ample amounts of memory and hard disk storage is required for the implementation of this invention. In performing the methods of this invention, representations of thousands of molecules and molecular structures as well as other data may need to be stored simultaneously in the random access memory of the computer or in rapidly available permanent storage. The inventors use a Silicon Graphics, Inc. Challenge-M computer having a single 150 MHz R4400 processor with 128 Mb memory and 4 Gb hard disk storage space.

2. Definitions:

The words or phrases in capital letters shall, for the purposes of this application, have the meanings set forth below:

2D MEASURES shall mean a molecular representation which does not include any terms which specifically incorporate information about the three dimensional features of the molecule. 2D is a misnomer used in the art and does not mean a geometric "two dimensional" descriptor such as a flat image on a piece of paper. Rather, 2D descriptors take no account of geometric features of a molecule but instead reflect only the properties which are derivable from its topology; that is, the network of atoms connected by bonds.

2D FINGERPRINTS shall mean a 2D molecular measure in which a bit in a data string is set corresponding to the occurrence of a given 2-7 atom fragment in that molecule. Typically, strings of roughly 900 to 2400 bits are used. A particular bit may be set by many different fragments.

COMBINATORIAL SCREENING LIBRARY shall mean a subset of molecules selected from a combinatorial accessible universe of molecules to be used for screening in an assay.

MOLECULAR STRUCTURAL DESCRIPTOR shall mean a quantitative representation of the physical and chemical properties determinative of the activity of a molecule. The term METRIC is synonymous with MOLECULAR STRUCTURAL DESCRIPTOR and is used interchangeably throughout this Application.

PATTERSON PLOTS shall mean two dimensional scatter plots in which the distance between molecules in some metric is plotted on the X axis and the absolute difference in some biological activity for the same molecules is plotted on the Y axis.

SIGMOID PLOTS shall mean two dimensional plots for which the proportion of molecular pairs in which the second molecule is also active is plotted on the Y axis and the pairwise Tanimoto similarity is plotted in intervals on the X axis.

TOPOMERIC ALIGNMENT shall mean conformer alignment based on a set of alignment rules.

3. Validating Metrics

A. Theoretical Considerations—Neighborhood Property

As noted above, the similarity principle suggests a way to quantify the concept of diversity by quantifying structural similarity. While the prior art devised many structural descriptors, no one has been able to explicitly show that any of the descriptors are valid. It is possible with the
method of this invention to determine the validity of any metric by applying it to presently existing literature data sets, for which values of biological activity and molecular structure are known. Once the validity has been determined, the metric may be used with confidence in designing combinatorial screening libraries and in following up on discovered leads. Examples of these applications will be given below.

[0102] The present invention is the first to recognize that the similarity principle also provides a way to validate metrics. Specifically, the similarity principle requires that any valid descriptor must have a “neighborhood property”. That is; the descriptor must meet the similarity principle’s constraint that it measure the chemical universe in such a way that similar structures (as defined by the descriptor) have substantially similar biological properties. Or stated slightly differently; within some radius in descriptor space of any given molecule possessing some biological property, there should be a high probability that other molecules found within that radius will also have the same biological property. If a descriptor does not have the neighborhood property, it does not meet the similarity principle, and can not be valid. Regardless of the computations involved or the intentions of the users, using prior art descriptors without the neighborhood property results, at best, in random selection of compounds to include in screening libraries.

[0103] The importance of the neighborhood property to the design of combinatorial screening libraries is schematically illustrated in FIG. 1. FIG. 1A and FIG. 1B show an “island” of biological activity plotted in some relevant two dimensional molecular descriptor space. In FIG. 1A the molecules 2 of a typical prior art library are plotted as hexagons. Around each hexagon a circle 3 describes the area of the metric space (the neighborhood) in which molecules of similar structural diversity to the plotted molecule would be found. Since the prior art metric used to select these molecules was not valid, the molecules are essentially distributed at random in the metric space. The circles 3 (neighborhoods) of similar structural diversity of several of the molecules overlap at 4 indicating that they sample the same diversity space. Clearly, there is no guarantee that the island area will be adequately sampled or that a great deal of redundant testing will not be involved with such a library design.

[0104] In FIG. 1B the molecules 5 of an optimally designed library are plotted as stars along with their corresponding circles 6 of similar structural diversity. Since a valid molecular descriptor with the neighborhood property was used to select the molecules, molecules were identified which not only sampled that part of the descriptor space accessible with the molecular structures available but also did not sample the same descriptor space more than once. Clearly, the likelihood of sampling the “island” is greater when it is possible to identify the unique neighborhood 6 around each sample molecule and choose molecules that sample different areas. FIG. 1B represents an optimally diverse design.

[0105] A method to quantitatively analyze whether any given metric obeys the neighborhood principle has been discovered. In the prior art, absolute values of biological activity have always been considered the dependent variable with the structural metric as the independent variable. This is the case for traditional QSARs (quantitative structure activity relationships). Note however, that the similarity principle requires that for any pair of molecules, differences in activity are related to differences in structure. In particular, small differences in structure should be associated with small differences in activity. However, the converse is not necessarily true; large differences in activity are not necessarily associated with large differences in structure. The first novel feature of the present invention is that it uses differences in both measures: biological differences and structural (metric) differences. There is no rationale present in the prior art suggesting that the use of both differences in such a manner would be useful. Thus, instead of looking at the values assigned by the metric to each molecule, the absolute differences in the metric values for each pair of molecules are the independent variables and the absolute differences in biological activity for each pair of molecules are the dependent variables. The absolute value is used since it is the difference, not its sign, which is important.

[0106] For a metric possessing the neighborhood property, a scatter plot of pairwise absolute differences in descriptors for each set of molecules versus pairwise absolute differences in biological activity for the same set of molecules (Patterson plot) will have a characteristic appearance as shown in FIG. 2. Note that it is important that pairwise absolute differences for all molecules in a data set are used, that is; the absolute metric “distance” between every molecule and every other molecule is plotted. Accordingly, there are n(n-1)/2 pairwise comparisons for every data set containing n compounds. The use of pairwise differences for every possible pair reflects all the relationships between all structural changes with all activity changes for the molecules under study.

[0107] Line 1 on the graph of FIG. 2 depicts a special case where there is a strictly linear relationship between differences in metric distance and differences in biological activity. However, the neighborhood property does not imply a linear correlation (corresponding to points lying on a straight line) and need not imply anything about large property differences causing large biological activity differences. (Generally, the line should be linear for only very small changes in molecular structure and would exhibit a complex shape overall depending on the nature of the biological interaction. However, for purposes of discussion and analysis, it is useful to employ a straight line as a first approximation.) The slope of line 1 will vary depending on the biological activity of the measured system. Thus, the lower right trapezoid (LRT) defined by the vertices [0,0], [actual metric value, max. bio. value], [max. metric value, max. bio. value], and [max. metric value, 0] of the plot may be populated as shown in any number of ways.

[0108] The upper left triangle (ULT) of the plot (above the line) should not be populated at all as long as the descriptor completely characterizes the compound and there are no discontinuities in the behavior of the molecules. However, in the real world, some population of the space (as indicated by points 2) above the line would be expected since there are known discontinuities in the behavior of real molecular ligands. For instance, it is well known amongst medicinal chemists that adding one methyl group can cause some very active compounds to lose all sign of activity.

[0109] FIG. 3 shows a Patterson plot of a real world example. Points lying above the solid line near the Y axis
reflect a metric space where a small difference in metric property (structure) produces a large difference in biological property. These points clearly violate the similarity principle/neighborhood rule. Thus, in the real world sometimes relatively small differences in structure can produce large differences in activity. If some points lie above the line, the metric is less ideal, but, clearly still useful. The major criteria and the key point to recognize is that for a metric to be valid the upper left triangle will be substantially less populated than the lower right trapezoid.

[0110] Thus, it should be recognized that for any receptor, the presence of some particular side group or combination of side groups may produce a discontinuity in the receptor response. Generally, however, any (metric) descriptor displaying the above characteristic of predominantly populating the lower right trapezoid (such as in FIG. 3) will possess the neighborhood property, and the demonstration that a metric possesses such behavior indicates the validity/usefulness of that metric. Conversely, a descriptor in which the points in the difference plot are uniformly distributed (equal density of points in ULT and LRT) does not obey the neighborhood principle and is invalid as a metric. While a brief glance at the difference plots may quickly indicate validity or non-validity, visual analysis may be misleading. As it turns out, data points in the plot frequently overlap so that visually only one point is seen where there may be two (or more). A quantitative analysis of the data distribution, therefore, yields a more accurate picture. An objective validation procedure for determining the validity/usefulness of metrics from Patterson plots of real world data including a method for assessing its statistical significance is set forth below.

[0111] Viewing the metric data in this way requires no knowledge about either the actual value of the biological activities or the actual values assigned by the descriptor under review. Because all pairwise differences are displayed, all possible gradations of molecular structural diversity and activity are represented and utilized. Consequently, there is no arbitrary lower limit set on the usable data.

[0112] B. Construction, Application, and Analysis of Patterson Plots

[0113] For purposes of objectively examining metrics for validity, it is first necessary to accurately determine the slope (placement) of the line which divides a Patterson plot into the two areas, a lower right trapezoid (LRT) and an upper left triangle (ULT). The triangle is defined by the points [0, 0], [actual metric value, max. bio. value], and [0, max. bio. value]. The trapezoid is defined by the points [0, 0], [actual metric value, max. bio. value], [max. metric value, max. bio. value], and [max. metric value, 0]. For a metric to be a valid and useful measure of molecular diversity, the density of points in the lower right trapezoid should be significantly greater than the density in the upper left triangle. To determine the correct placement of the line, the variation in the density of points is used. The line must always pass through (0,0) at the lower left corner of a Patterson plot since no change in any metric must imply no change in the biological activity. As noted earlier, considering a straight line is only a first approximation. A "perfect" metric, which totally describes the structure activity relationship of the biological system, would display a complex line reflecting the biological interaction. As a first approximation, a "useful" straight line can be found which meaningfully reflects the variation in the density of points.

[0114] The preferred search for the correct/useful line tests only those slopes which a particular data set can distinguish; specifically those drawn from [0,0] to each point [actual metric value, max bio. value]. The process starts by drawing the line to a point having the smallest actual metric value [smallest metric value, max. bio. value] and continues for all of the values observed for actual metric value up to the largest [largest metric value, max. bio. value], i.e., subsequent lines are of decreasing slope. (In the limiting case of drawing the line to [largest metric value, max. bio. value] the trapezoid becomes a triangle.) When searching for the correct diagonal, it is defined to be the one which yields the highest density (number of data points/unit graph area) for a lower right triangle, which for this process is defined to have its vertices at [0, 0], [actual metric value, 0], and [actual metric value, max. bio. value]. Thus, the line is identified based on the density of points under this triangle, but the evaluation ratios for the metric are calculated based on the density within the trapezoid compared to the density of the entire plot (sum of triangle and trapezoid areas). The software necessary to implement this procedure (as well as to determine the $X^2$ values to be discussed below) is contained in Appendix "A". There may be other procedures for determining the placement of the line since the line is only a first approximation. Any such procedure must meet two tests: 1) it must consistently distinguish between diversity descriptors; and 2) it must clearly distinguish/recognize meaningless diversity descriptors. The procedure described here clearly meets both tests. (The preferred search for the placement of the line is as described above. However, the lines shown in the figures accompanying this description were found slightly differently. For the figures, the search was started by requiring that the diagonal also pass through the point defined by the largest descriptor difference and the maximum biological activity difference [max. metric value, max. bio. value]. The line was then systematically tilted towards the vertical each of 100 evenly spaced steps (in terms of the $X/Y$ ratio). As in the preferred method, the line yielding the highest density for the LRT was drawn. The line placements yielded by the two methods are not substantially different. All numerical values reported in this specification were obtained from Patterson plots in which the preferred line drawing process was used.)

[0115] The Patterson plot showing the diagonal for an exemplary data set used to validate the topomeric CoMFA descriptor (discussed in Section 4.C. below) is shown in FIG. 3. For comparison, FIGS. 4 and 5 show Patterson plots for two other variations of the same data which would not be expected to be valid molecular "measurements" useful as diversity metrics. For FIG. 4, in place of the actual metric values of FIG. 3, random numbers were generated for the diversity descriptor values of each compound and the Patterson plot generated from the all differences in these random numbers. As expected from a random number assignment, no line can be found by the procedure which enriches the density in the triangle and the best ratio is not significantly different from 1.0. The best line is always reported by the procedure, which in this case corresponds to a nearly vertical line drawn to the point [minimum metric value, max. bio. value]. For randomly distributed values, this line yields the highest density for the test triangle since the X axis value
and, therefore, the area of the tested triangle, is at a minimum. It is possible with some random data sets that this line, although nearly vertical, might include a couple points under the line. The placement of the line at this position is essentially an artifact of the procedure which results from an inability to find any other line which enriches the density in the tested triangle.

[0116] Because random numbers are not “real” metrics, an example of a “real molecular measurement” that is unlikely to be a valid diversity metric was examined. For the Patterson plot of FIG. 5, a force field strain energy (for the topomeric conformations using the standard Tripos force field) was calculated for each of the compounds in the same data set as was used for FIGS. 3 and 4. Because force field strain energy tends to increase with the number of atoms and thus, correlate roughly with the occasionally useful molecular weight, to normalize the value, the force field energy was divided by the number of atoms in each molecule. As expected, just as with random numbers, no optimum line could be found. This is essentially a confirmation that the points in the graph were also distributed randomly. Again, the best ratio is not significantly different from 1.0.

[0117] To objectively quantify the validity/usefulness determination, the ratio of the density of points in the lower right trapezoid to the average density of points is determined. This value can vary from somewhere above 0 but significantly less than 1, through 1 (equal density of points in each area) to a maximum of 2 (all the points in the lower right trapezoid, and the upper triangle and lower trapezoid are equal in area [limiting case of trapezoid merging into triangle]). According to the theoretical considerations discussed above, a ratio very near or equal to 1 (approximately equal densities) would indicate an invalid metric, while a ratio (significantly) greater than 1 would indicate a valid metric. The value of this ratio is set forth next to each Patterson plot in FIGS. 3 (real data), 4 (random numbers substituted), and 5 (force field energy substituted) under the column “Density Ratio”. Clearly, the topomeric CoMFA data of FIG. 3 reflect a valid metric (ratio much larger than 1), while the random numbers of FIG. 4 and force field energies of FIG. 5 reflect a meaningless invalid metric (ratio very near 1). As will be discussed below, a density ratio of 1.1 is a useful threshold of validity/usefulness for a molecular diversity descriptor.

[0118] The statistical significance of the Patterson plot data can also be determined by a chi-squared test at any chosen level of significance. In this case the data are handled as: The chi-squared values for the Patterson plots of FIGS. 3, 4, and 5 are also set forth next to the plots under the column $X^2$. For 95% confidence limits and one degree of freedom, the chi-squared value is 3.84. The chi-squared values confirm the visual inspection and density ratio observations that the CoMFA metric is valid and the other two “constructed” metrics are invalid. A full set of topomeric CoMFA, random number, and force field data are discussed below under validation of the topomeric CoMFA descriptor.

[0119] The analysis of metrics using the difference plot of this invention is a powerful tool with which to examine metrics and data sets. First, the analysis can be used with any system and requires no prior assumptions about the range of activities or structures which need to be considered. Second, the plot extracts all the information available from a given data set since pairwise differences between all molecules are used. The prior art believed that not much information, if any, could be extracted from literature data sets since, generally, there is not a great deal of structural variety in each set. On the contrary, as will be shown below, using the Patterson plot method of this invention, a metric can be validated based on just such a limited data set. As will also be demonstrated below, metrics can be applied to literature data sets to determine the validity of the metrics. This ability opens up vast amounts of pre-existing literary data for analysis. Since in any analysis there is always a risk of making an improper determination due to sampling error when too few data sets are used or too narrow a variety of biological systems (activities) are included, the ability to use much of the available literature is a significant advance in the art. Also, the fact that the validation analysis methodology of this invention is not dependent on the study of a specific biological system, strongly implies that a validated metric is very likely to be applicable to molecular structures of unknown biological activity encountered in designing combinatorial screening libraries or making other diversity based selections. Or stated slightly differently, there is a high degree of confidence that metrics validated across many chemistries and biology can be used in situations where nothing is known about the biological system under study.

4. Topomeric CoMFA Descriptor

[0120] Many of the prior art descriptors are essentially 2D in nature. That this is the case with the prior art probably reflects three underlying reasons. First, the rough general associations between fragments and biological properties were validated statistically decades ago. Second, 2D fragment keys or “fingerprints” are widely available since they are used by all commercial molecular database programs to compare structures and expedite retrieval. Third, no one in the prior art has yet met the challenge of figuring out how to formulate and validate an appropriate three dimensional molecular structural descriptor. The situation in the prior art before the present invention is very similar to the field of QSAR about ten years ago. Then, the prior art had long recognized the desirability of three dimensional descriptors but had not been able to implement any. When a 3D technique (CoMFA) became available, its widespread acceptance and application confirmed the expected importance of 3D descriptors in general.

[0121] It has been discovered that a CoMFA approach to generating a molecular structural descriptor using a specially developed alignment procedure, topomeric alignment, produces a three dimensional descriptor of molecules which is shown to be valid by the method outlined above. In addition, this new descriptor provides a powerful tool with which to design combinatorial screening libraries. It is equally useful any time selection based on diversity from within a congeneric series is required. A full description of CoMFA and the
generation of molecular interaction energies is contained in U.S. Pat. Nos. 5,025,388 and 5,307,287. The disclosures of these patents are incorporated in this Application. The usual challenge in applying CoMFA to a known set of molecules is to determine the proper alignment of the molecular structures with respect to each other. Two molecules of identical structure will have substantially different molecular interaction energies if they are translated or rotated so as to move their atoms more than about 4 Å from their original positions. Thus, alignment is hard enough when applying CoMFA to analyze a set of molecules which interact with the same biological receptor. The more difficult question is how to “align” molecules distributed in multidimensional chemistry space to create a meaningful descriptor with respect to arbitrary and unknown receptors against which the molecules will ultimately be tested. The topomeric alignment procedure was developed to correct the usual CoMFA alignments which often over-emphasize a search for “receptor-bound”, “minimum energy”, or “field-fit” conformations. It has been discovered that, when congenericity exists, a meaningful alignment results from overlaying the atoms that lie within some selected common substructure and arranging the other atoms according to a unique canonical role with any resulting steric collisions ignored. When CoMFA fields are generated for molecules so aligned, it has been discovered that the resulting field differences are a valid molecular structural descriptor.

[0122] Two major advantages are achieved by applying the topomeric CoMFA metric to the reactants proposed for use in a combinatorial synthesis rather than the products resulting from the synthesis. First, the computational time effort is dramatically reduced. Instead of analyzing for diversity a combinatorial matrix of product compounds \( (R_1 \times R_2 \times R_3 \ldots) \) only the values for the sum of the reactants \( (R_1 + R_2 + R_3 \ldots) \) need to be computed. For example, assuming 2000 reactants for \( R_1 \) and 2000 reactants for \( R_2 \), only 4000 calculations need be performed on the reactants versus 2000\(^2\) (4,000,000) if calculations on the combinatorial products were performed. Second, by identifying reactants which explore similar diversity space, it is only necessary to choose one of each reactant representative of each diversity. This immediately reduces the number of combinatorial products which need to be considered and synthesized.

[0123] A. Topomeric Alignment

[0124] Usually a CoMFA modeler seeks low energy conformations. However, if alignment with unknown receptors is desired (such as is the case in designing combinatorial screening libraries for general purpose screening), then the major goal in combinatorial generation must be that molecules having similar topologies should produce similar fields. In fact, topomeric CoMFA fields may be used as a validated diversity descriptor to identify molecules with similar or dissimilar structures. Time and distance there is a problem of having more compounds than can be easily dealt with. Thus, its applicability extends well beyond its use in combinatorial chemistry to all situations where it is necessary to analyze an existing group of compounds or specify the creation of new ones. The topomeric alignment procedure is especially applicable to the design of a combinatorial screening library. Typically, as noted earlier, in the creation of combinatorially derived compounds there is often an invariant central core to which a variety of side chains (contributed by reactants of a particular class) are attached at the open valences. Within the combinatorial products, this central core tethers each of the side chains contributed by any set of reactants into the same relative position in space. In the language of CoMFA alignments, the side chains contributed by each reactant can thus be oriented by overlapping the bond that attaches the side chain to the central core and using a topomeric protocol to select a representative conformation of the side chain. Nowhere does the prior art suggest that a topomeric protocol could possibly yield a meaningful alignment. Indeed, the prior art inherently teaches away from the idea because the topomERICally derived conformers often may be energetically inaccessible and incapable of binding to any receptor.

[0125] The idea of a topomeric conformer is that it is rule based. The exact rules may be modified for specific circumstances. In fact, once it is appreciated from the teaching of this invention that a particular topomeric protocol is useful (yields a valid molecular descriptor), other such protocols may be designed and their use is considered within the teaching of this disclosure.

[0126] The following topologically-based rules will generate a single, consistent, unambiguous, aligned topomeric conformation for any molecule lacking chiral atoms. The software necessary to implement this procedure is contained in Appendix “A”. The starting point for a topomeric alignment of a molecule is a CONCORD generated three dimensional model which is then fit as a rigid body onto a template 3D model by least-squares minimization of the distances between structurally corresponding atoms. By convention, the template model is originally oriented so that one of its atoms is at the Cartesian origin, a second lies along the X axis, and a third lies in the XY plane.

[0127] Torsions are then adjusted for all bonds which: 1) are single and acyclic; 2) connect polyvalent atoms; and 3) do not connect atoms that are polyvalent within the template model structure since adjusting such bonds would change the template-matching geometry. Unambiguous specification of a torsion angle about a bond also requires a direction along that bond and two attached atoms. In this situation, for acyclic bonds the direction “away from the FIT atoms” is always well-defined.

[0128] The following precedence rules then determine the two attached atoms. From each candidate atom, begin growing the “path”, atom layer by atom layer, including all branches but ending whenever another path is encountered (occurrence of ring closure). At the end of the bond that is closer to the FIT atoms, choose the attached atom beginning the shortest path to any FIT atom. If there are several ways to choose the atom, first choose the atom with the lowest X. If there are still several ways to choose the atom, choose next the atom with the lowest Y, and finally, if necessary, the lowest Z coordinate (coordinate values differing by some small value, typically less than 0.1 Angstroms, are considered identical). At the other end of the bond, choose the atom beginning the path that contains any ring. When more than one path contains a ring, choose the atom whose path has the most atoms. If there are several ways to choose the path, in precedence order choose the path with the highest sum of atomic weights, and finally, if still necessary, the atom with the highest X, then highest Y, then highest Z coordinate. The new setting of the torsional value depends only on whether the bonds to the chosen atoms are cyclic or
not. If neither are cyclic, the setting is 180 degrees; if one is cyclic, the setting is 90 degrees; and if both are cyclic, the setting is 60 degrees. Any steric clashes that may result from these settings are ignored.

[0129] As an illustrative example, consider generation of the topomeric conformation for the side chain shown in FIG. 6(A), in which atom 1 is attached to some core structure by the upper left-most bond. Assuming that the alignment template for this fragment involves atom 1 only, there are three bonds whose torsions require adjustment, those connecting atoms pairs 1-3, 5-8, and 10-14. (Adding atom 3 to the alignment template would make atom 1 "polyvalent within the template model structure", so that the 1-3 bond would then not be altered.) The atom whose attached atoms will move (in the torsion adjustment) is the second atom noted in each atom pair. For example, if a torsional change were applied to the 14-10 bond instead of the 10-14 bond as shown in FIG. 6 A, all of the molecule except atoms 10, 14 and 15 (and 13 by symmetry) would move. Correspondingly, if a torsional change were applied to the 10-14 bond instead of the 14-10 bond, only atom 15 would move.

[0130] To define a torsional change, atoms attached to each of the bonded atoms must also be specified. For example, setting torsion about the bond 5-8 to 60 degrees would yield four different conformers depending on whether it is the 6-5-8-0, 6-8-5-0, 5-6-8-0, or 5-8-6-0 dihedral which becomes 60 degrees. To make such a choice, "paths" are grown from each of the candidate atoms, in "layers", each layer consisting of all previously unvisited atoms attached to any existing atom in any path. In choosing among the four attached-atom possibilities of the 5-8 bond, FIG. 6(B) shows the four paths after the first layer of each is grown, and FIG. 6(C) shows the final paths. In FIG. 6(C), notice within the rings that, not only is the bond between 3 and 7 not crossed, but also atom 11 is not visited because the third layer seeks to include 11 from two paths, so both fail. The attached atoms chosen for the torsion definition becomes the ones that begin the highest-ranking paths according to the rules stated above. For example, in FIG. 6(C), attached atom 14 outranks atom 6 because its path is the only one reaching the alignment template, and atom 9 outranks atom 13 because its path has more atoms, so that it is the 4-5-8-9 torsion which is set to a prescribed value. For the same reasons, the other complete torsions become 9-10-14-15, attached 1-3-4, and attached 1-2-16. The other decision rules would need to be applied if atom 9 was, instead of carbon, an aromatic nitrogen (with the consequent loss of the attached hydrogen) so that the 9 and 13 paths have the same number of atoms. In this case, the 9 path still takes priority, since it has the higher molecular weight. If instead atom 14 is deleted, so that the 9 and 13 paths are topologically identical, the 9 path again takes priority because atom 9 has the same X coordinate but a larger Y coordinate than does atom 13.

[0131] As for the dihedral angle values themselves, torsion 4-5-8-9 is set to 60 degrees, because both the 4-5 and 8-9 bonds are within a ring; torsions 9-10-14-15 and attached 1-3-4 become 90°, because only the 3-4 and 9-10 bonds respectively are cyclic; and the attached 1-2-16 dihedral becomes 180° since none of the bonds are cyclic. It should be noted that this topomeric alignment procedure will not work with molecules containing chiral centers since, for each chiral center, two possible three dimensional configurations are possible for the same molecule, and, clearly, each configuration by the above rules would yield a different topomeric conformer.

[0132] However, the critical point is that the use of a single topomERICally aligned conformer in computing a CoMFA three dimensional descriptor has been found to yield a validated descriptor. While other approaches to conformer selection such as averaging many representative conformers or classifying a representative set by their possible interactions with a theoretically averaged receptor (such as in the polypeptide docking) are possible, it has been found that topomERICally aligned conformers yield a validated descriptor which, as will be seen below, produces clustering highly consistent with the accumulated wisdom of medicinal chemistry.

[0133] B. Calculation of CoMFA and Hydrogen Bonding Fields

[0134] The basic CoMFA methodology provides for the calculation of both steric and electrostatic fields. It has been found up to the present point in time that using only the steric fields yields a better diversity descriptor than a combination of steric and electrostatic fields. There appear to be three factors responsible for this observation. First is the fact that steric interactions—classical bioisosterism—are certainly the best defined and probably the most important of the selective non-covalent interactions responsible for biological activity. Second, adding the electrostatic interaction energies may not add much more information since the differences in electrostatic fields are not independent of the differences in steric fields. Third, the addition of the electrostatic fields will halve the contribution of the steric field to the differences between one shape and another. This will dilute out the steric contribution and also dilute the neighborhood property. Clearly, reducing the importance of a primary descriptor is not a way to increase accuracy. However, it is certainly possible that in a given special situation the electrostatic contribution might contribute significantly to the overall "shape". Under these unique circumstances, it would be appropriate to also use the electrostatic interaction energies or other molecular characterizers, and such are considered within the scope of this disclosure. For instance, in some circumstances a topomERICally CoMFA field which incorporates hydrogen bonding interactions, characterized as set forth below, may be useful.

[0135] The steric fields of the topomERICally aligned molecular side chain reactants are generated almost exactly as in a standard CoMFA analysis using an sp3 carbon atom as the probe. As in standard CoMFA, both the grid spacing and the size of the lattice space for which data points are calculated will depend on the size of the molecule and the resolution desired. The steric fields are set at a cutoff value (maximum value) as in standard CoMFA for lattice points whose total steric interaction with any side-chain atom(s) is greater than the cutoff value. One difference from the usual CoMFA procedure is that atoms which are separated from any template-matching atom by one or more rotatable bonds are set to make reduced contributions to the overall steric field. An attenuation factor (1—"small number"), preferably
about 0.85, is applied to the steric field contributions which result from these atoms. For atoms at the end of a long molecule, the attenuation factor produces very small field contributions (ie: \(0.85^N\)) where N is the number of rotatable bonds between the specified atom and the alignment template atom. This attenuation factor is applied in recognition of the fact that the rotation of the atoms provides for a flexibility of the molecule which permits the parts of the molecule furthest away from the point of attachment to assume whatever orientation may be imposed by the unknown receptor. If such atoms were weighted equally, the contributions to the fields of the significant steric differences due to the more anchored atoms (whose disposition in the volume defined by the receptor site is most critical) would be overshadowed by the effects of these flexible atoms.

[0136] The derivation of a hydrogen-bond field is slightly different from the standard CoMFA measurement. The intent of the hydrogen-bonding descriptor is to characterize similarities and differences in the abilities of side chains to form hydrogen-bonds with unknown receptors. Like the successful use of the topomeric conformation to characterize steric interactions, the topomeric conformation is also an appropriate way to characterize the spatial position of a side chain’s hydrogen-bonding groups. However, unlike a steric field, hydrogen-bonding is a spatially localized phenomenon whose strength is also difficult to quantitate. Therefore, it is appropriate to represent a hydrogen-bonding field as a bitset, much like a 2D fingerprint, or as an array of 0 or 1 values rather than as an array of real numbers like a CoMFA field.

[0137] The hydrogen-bonding loci for a particular side chain are specified using the DISCO approach of “extension points” developed by Y. Martin and coworkers, wherein, for example, a carbonyl oxygen generates two hydrogen-bond accepting loci at positions found by extending a line passing from the oxygen nucleus through each of the two “lone-pair” locations to where a complementary hydrogen-bond donating atom on the receptor would optimally be. It is not possible with a bitset representation to attenuate the effects of atoms by the number of intervening rotatable bonds. Instead, uncertainty about the location of a hydrogen-bonding group can be represented by setting additional bits for grid locations spatially adjacent to the single grid location that is initially set for each hydrogen-bonding locus. In other words, each hydrogen-bonding locus sets bits corresponding to a cube of grid points rather than a single grid point. The validation results shown in Table 4 were obtained for a cube of 27 grid locations for each hydrogen bonding locus. The single bitset representing a topomeric hydrogen-bonding fingerprint has twice as many bits as there are lattice points, in order to discriminate hydrogen-bond accepting and hydrogen bond-donating loci. The difference between two topomeric hydrogen-bonding fingerprints is simply their Tanimoto coefficient which now represents a difference in actual field values. Software which implements the hydrogen-bonding field calculations is provided in Appendix “B”.

[0138] C. Validation of Topomeric CoMFA Descriptor

[0139] The validity of topomERICally aligned CoMFA fields as a molecular structural descriptor, which can be used to describe the diversity of compounds, was confirmed on twenty data sets randomly chosen from the recent biochemical literature. The data sets spanned several different types of ligand-receptor binding interactions. The only criteria for the data sets were: 1) the reported biological activities must span at least two orders of magnitude; 2) the structural variation must be "monovalent" (only one difference per molecule); 3) the molecules contain no chiral centers; and 4) no page turning was required for data entry in order to reduce the likelihood of entry errors. Each data set was analyzed independently. The identification of the data sets is set forth in Appendix “C”. The structural variations of the side chains of the core templates were entered as the Sybyl Line Notations of the corresponding thiols. (Sybyl Line Notations [SLNs] define molecular structures.) An —SH was substituted for the larger common template portion of each molecule and provided the two additional atoms needed for 3D orientation. According to the validation method of this invention the Patterson plots constructed as discussed above for the twenty data sets are shown in Figs. 7(a)-7(t).

[0140] In 17 of the 20 cases, visual inspection of the plots suggests that the density of points in the lower right trapezoid is, indeed, greater than the density in the upper left triangle as predicted for a metric descriptor obeying the neighborhood rule. Also, for reasons noted earlier, some points do fall above the line as would be expected for the real world. However, the relative rarity of points in the upper left triangle of the plots indicates that “small steric field differences are not likely to produce large differences in bioactivity”, the neighborhood rule. Thus, the distribution of points in the Patterson plots across all the randomly selected data sets is remarkably consistent with the theoretical prediction for a valid/useful diversity metric. It can be easily seen that the topomERIC CoMFA metric is validated/useful.

[0141] Table 1 contains the density ratios from the quantitative analysis of the twenty data sets. The density ratios of the two test metrics (random number assignments and molecular force field energy divided by number of atoms for the diversity descriptor values) described earlier are presented for comparison. \(X^2\) values reflecting the statistical significance of the ratios are also set forth next to the corresponding ratios.

**TABLE 1**

<table>
<thead>
<tr>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td></td>
<td>X^2</td>
<td>dom-R</td>
<td>dom-R</td>
<td>Ratio</td>
<td>X^2</td>
</tr>
<tr>
<td>1</td>
<td>Uehling</td>
<td>1.71</td>
<td>0.77</td>
<td>0.98</td>
<td>0.01</td>
<td>0.98</td>
<td>0.02</td>
</tr>
<tr>
<td>2</td>
<td>Surpawski</td>
<td>1.39</td>
<td>0.77</td>
<td>1.01</td>
<td>0.02</td>
<td>0.97</td>
<td>0.47</td>
</tr>
<tr>
<td>3</td>
<td>Siddiqi</td>
<td>1.44</td>
<td>0.62</td>
<td>0.92</td>
<td>0.01</td>
<td>*</td>
<td>*</td>
</tr>
<tr>
<td>4</td>
<td>Gurratt-1</td>
<td>1.72</td>
<td>1.03</td>
<td>1.02</td>
<td>0.02</td>
<td>1.00</td>
<td>0.00</td>
</tr>
<tr>
<td>5</td>
<td>Gurratt-2</td>
<td>1.37</td>
<td>0.90</td>
<td>1.04</td>
<td>0.11</td>
<td>0.97</td>
<td>0.07</td>
</tr>
<tr>
<td>6</td>
<td>Heyl</td>
<td>1.04</td>
<td>0.08</td>
<td>0.99</td>
<td>0.01</td>
<td>0.97</td>
<td>0.05</td>
</tr>
<tr>
<td>7</td>
<td>Cristalli</td>
<td>1.40</td>
<td>0.71</td>
<td>0.00</td>
<td>0.00</td>
<td>0.96</td>
<td>0.46</td>
</tr>
<tr>
<td>8</td>
<td>Stevenson</td>
<td>0.95</td>
<td>0.02</td>
<td>0.98</td>
<td>0.00</td>
<td>0.98</td>
<td>0.01</td>
</tr>
<tr>
<td>9</td>
<td>Doberty</td>
<td>0.73</td>
<td>0.02</td>
<td>0.98</td>
<td>0.00</td>
<td>0.96</td>
<td>0.02</td>
</tr>
<tr>
<td>10</td>
<td>Penning</td>
<td>1.45</td>
<td>0.53</td>
<td>0.99</td>
<td>0.01</td>
<td>1.00</td>
<td>0.00</td>
</tr>
<tr>
<td>11</td>
<td>Lewis</td>
<td>0.95</td>
<td>0.04</td>
<td>1.05</td>
<td>0.05</td>
<td>0.97</td>
<td>0.02</td>
</tr>
<tr>
<td>12</td>
<td>Krystek</td>
<td>1.64</td>
<td>1.10</td>
<td>0.00</td>
<td>0.00</td>
<td>0.97</td>
<td>0.49</td>
</tr>
<tr>
<td>13</td>
<td>Yokoyama-1</td>
<td>1.13</td>
<td>1.00</td>
<td>0.00</td>
<td>0.00</td>
<td>0.97</td>
<td>0.41</td>
</tr>
<tr>
<td>14</td>
<td>Yokoyama-2</td>
<td>1.62</td>
<td>2.62</td>
<td>1.02</td>
<td>0.02</td>
<td>0.99</td>
<td>0.01</td>
</tr>
<tr>
<td>15</td>
<td>Svensson</td>
<td>1.37</td>
<td>1.04</td>
<td>0.00</td>
<td>0.00</td>
<td>0.99</td>
<td>0.00</td>
</tr>
<tr>
<td>16</td>
<td>Tsutsumi</td>
<td>1.38</td>
<td>0.65</td>
<td>0.94</td>
<td>0.02</td>
<td>0.96</td>
<td>0.06</td>
</tr>
<tr>
<td>17</td>
<td>Chang</td>
<td>1.34</td>
<td>4.55</td>
<td>1.01</td>
<td>0.12</td>
<td>0.99</td>
<td>0.03</td>
</tr>
</tbody>
</table>
TABLE 1-continued

<table>
<thead>
<tr>
<th>No.</th>
<th>Reference</th>
<th>CoMFA Ratio</th>
<th>CoMFA X²</th>
<th>Random Ratio</th>
<th>Random X²</th>
<th>Energy Ratio</th>
<th>Energy X²</th>
</tr>
</thead>
<tbody>
<tr>
<td>18</td>
<td>Rosovsky</td>
<td>1.71</td>
<td>12.46</td>
<td>0.95</td>
<td>0.10</td>
<td>1.00</td>
<td>0.00</td>
</tr>
<tr>
<td>19</td>
<td>Thompson</td>
<td>1.47</td>
<td>3.96</td>
<td>1.06</td>
<td>0.09</td>
<td>1.00</td>
<td>0.00</td>
</tr>
<tr>
<td>20</td>
<td>Depree1</td>
<td>1.22</td>
<td>10.85</td>
<td>0.08</td>
<td>0.07</td>
<td>*</td>
<td>*</td>
</tr>
<tr>
<td></td>
<td>MEAN</td>
<td>1.38</td>
<td>18.38</td>
<td>1.00</td>
<td>0.03</td>
<td>0.98</td>
<td>0.12</td>
</tr>
<tr>
<td></td>
<td>STND.</td>
<td>0.24</td>
<td>29.43</td>
<td>0.04</td>
<td>0.04</td>
<td>0.02</td>
<td>0.19</td>
</tr>
</tbody>
</table>

* Data sets 3 and 20 are not reported for the force field energy because one of the structures in each data set (in the topomeric conformation) had a very strained energy greater than 10 kcal/mole-atom, which produced a discontinuously large metric difference.

The chi-squared distributions for 1 degree of freedom are:

<table>
<thead>
<tr>
<th>P</th>
<th>X²</th>
</tr>
</thead>
<tbody>
<tr>
<td>.75</td>
<td>1.32</td>
</tr>
<tr>
<td>.90</td>
<td>2.71</td>
</tr>
<tr>
<td>.95</td>
<td>3.84</td>
</tr>
<tr>
<td>.99</td>
<td>6.64</td>
</tr>
<tr>
<td>.999</td>
<td>10.83</td>
</tr>
</tbody>
</table>

Typically, a confidence level of 95% is considered appropriate in statistical measures.

A metric is considered valid/useful for an individual data set if the Patterson plot ratio is greater than 1.1; that is, there is greater than a 10% difference in the density between the ULT and LRT. The use of 1.1 as a decisional criteria is confirmed by an examination of the scatter diagrams of X² values versus their corresponding ratios as shown in FIGS. 8A and 8B. (The value of X is actually plotted in FIG. 8B in order to separate the data points.) FIG. 8A shows the plot of X² having a value of greater than 3.84 (95% confidence limits) versus their corresponding ratios, while FIG. 8B shows the plot of X² (plotted as vX²) having a value less than 3.84 versus their corresponding ratios. A ratio value of greater than 1.1 (FIG. 8A) clearly includes most of the statistically significant ratios, while a ratio value of less than 1.1 clearly includes most of the statistically insignificant ratios. While this is not a perfect dividing point and there is some overlap, there is also some distortion of the X² values due to limited population sizes as discussed below. Overall, the value of 1.1 provides a reasonable decision point.

As noted earlier, the validity of a metric should not be determined on the basis of one data set from the literature. A single literature data set usually presents only a limited range of structure/activity data and examines only a single biological activity. To obtain a proper sense of the overall validity/quality of a metric, its behavior over many data sets representing many different biological activities must be considered. It should be expected for randomly selected data sets that due to biological variability, an otherwise valid metric may appear invalid for some particular set. An examination of the data in Table 1 confirms this observation.

Except for data sets 6, 8, and 11, the ratios in Table 1 clearly confirm for the topomeric CoMFA metric that the density of points in the LRT is greater than in the ULT, and the X² values confirm the significance of the plots. At the same time, the data for the two test metrics clearly demonstrates with great sensitivity that this validation technique yields exactly the results expected for a meaningless metric; specifically, a density ratio substantially equal to 1 and no significance as determined by the X² test. Contrary to accepted notions in the prior art, with the discovery of this invention, random literature data sets can be used to validate metrics. The type of publicly unavailable data set (as will be discussed in relation to the Abbott data set below) where the bioactivity or inactivity for each molecule in the set has been experimentally verified is not required.

[0146] Sets 6, 8, and 11 are the exceptions which help establish the rule. It is realistic to expect that randomly selected data sets would include some where molecular edge (typically a collision with a receptor atom) or other disturbing effects would be present. For set 6, one experimental value was so inconsistent with other reported values that the authors even called attention to that fact. In addition to a problematic experimental value, all the structural changes are rather small but some of the biological changes are fairly large. Something very unusual is clearly happening with this system. For set 8, there is simply not enough data. Only 5 compounds (10 differences) were included and this proved insufficient to analyze even with the sensitivity of the Patterson plot. For data set 11, there were two contributing factors. First, the data set was small (only 7 compounds). Second, this set is a good example of an edge effect where a methyl group protruding from the molecules interacts with the receptor site in a unique manner which dramatically alters the activity.

[0147] Generally, the X² values support the significance (or lack of significance) of the ratio values. However, for data sets 9, 13, 14, and 15 the 95% confidence limit is not met. As with all statistical tests, X² is sensitive to the sample size of the population. For these data sets the N was simply too low. This sensitivity is well demonstrated by the difference in X² for sets 14 and 20. The ratio values of the two sets are virtually identical, but the X² is differ significantly since set 14 has fewer points and set 20 many points. Thus, X² may be used to confirm the significance of a ratio value, but, on the other hand, cannot be used to discredit a ratio value when too few data points are present. It can be clearly seen that the topomeric CoMFA metric appears to define a useful dimensional space (measures chemistry space) better for some of the target sets than for others.

[0148] As was discussed above, a metric need not be perfect to be valid. Even using an imperfect metric significantly increases the probability that molecules can be properly characterized based on structural differences. As the quality of the metric increases, the probability increases. Thus, metrics which appear valid by the above analysis with respect to only a few test data sets are still useful. Metrics, like topomeric CoMFA, which are valid for 85% (17/20) of the data sets yield a higher probability that structurally diverse molecules can be identified.

[0149] Only with respect to data sets 6, 8, and 11 does the topomeric CoMFA metric not appear to provide a useful measure. Considering the fact that some of the data sets have limited samples and that a very wide range of biological interactions is represented, it is not unexpected that random variations like this will appear. The critically important aspect of this analysis is the fact that the metric is valid over
a truly diverse range of types of ligand-substrate interactions. This strongly confirms its generally applicability as a valid measure of the diversity of molecules which can be used to select optimally diverse molecules from large data sets such as for use in combinatorial screening library design.

[0150] Another important aspect of the invention can be derived from these plots. Upon close examination it can be seen that molecules having topomeric CoMFA differences (distances) of less than approximately 80-100 generally have activities within 2 log units of each other. This provides a quantitative definition of the radius of an area encompassing molecules possessing similar characteristics (similarly diverse) in topomeric CoMFA metric space—the neighborhood radius. Because the topomeric CoMFA metric is a valid molecular structural descriptor, it is known that molecules with similar structure and activity will cluster in topomeric CoMFA space. Topomeric CoMFA distances can, therefore, be usefully used as a diversity measure in selecting which molecules of a proposed combinatorial synthesis should be retained in the combinatorial screening library in order to have a high probability that most of the diversity available in that combinatorial synthesis is represented in the library. Thus, for a combinatorial screening library, only one example of a molecular pair having a pairwise distance from the other of less than approximately 80-100 kcal/mole (belonging to the same diversity cluster) would be included. However, every molecule of a pair having a pairwise distance greater than approximately 80-100 would be included.

Of course, the "freeness" of the resolution (the radius of the neighborhood in metric space) can be changed by using a different activity difference. The Patterson plot permits by direct inspection the determination of a neighborhood distance appropriate to any chosen biological activity difference. It is suggested, however, that for a reasonable search of chemistry space for biologically significant molecules, a difference of 2 log units is appropriate. The exact value chosen be adjusted to the circumstances. Clearly, the opportunity for real world perturbing effects to dominate the measure is magnified by using less than 2 log units difference in biological activity. This is another example of the general signal to noise ratio problem often encountered in measurements of biological systems. For more accurate signal detection less perturbed by unusual effects, the data sets would ideally contain biological activity values spread over a wider range than what is usually encountered. The neighborhood radius predicted from an analysis of the topomeric CoMFA metric can now be used to cluster molecules for use in selecting those of similar structure and activity (such as is desired in designing a combinatorial screening library of optimal diversity).

[0151] The teachings of this disclosure so far may be summarized as follows: 1) a generalizable method for validating metric descriptors has been taught; 2) a specific descriptor, topomeric CoMFA, has been described; and 3) the topomeric CoMFA descriptor has been validated over a diverse sampling of different types of biological interactions from published data sets.

[0152] The extraordinary power inherent in the validation method to quantitatively determine a significant neighborhood radius is further demonstrated by a remarkable result obtained in the analysis of a data set of potential reactants for a combinatorial synthesis (all 736 commercially available thiols) from the chemical literature. The results were obtained by “complete linkage” hierarchical cluster analysis of the resulting steric field matrices, using “CoMFA_STD” or “NONE” scaling. (CoMFA_STD implies block standardization of each field, but without rescaling of the individual “columns” corresponding to particular lattice points, which here produces the same clusters as no scaling). For clustering the “distance” between any two molecules is calculated as the root sum of the squared differences in steric field values over all of the lattice intersections defined by the CoMFA “region”.

[0153] In this example, cluster analysis using topomeric CoMFA fields produced a classification of reagents that makes sense to an experienced medicinal chemist. For example, when the topomERICally aligned CoMFA fields of the 736 thiols are clustered, stopping when the smallest distance between clusters is about 91 kcal/mole (within the “neighborhood” distance of 80-100 found for these fields in the validation studies), 231 discrete clusters result differing from each other in steric size by at least a —CH,— group. Upon inspection of the clustering, an experienced analyst will immediately recognize that at this clustering level of 231, a natural break occurs, i.e.: the separation between cluster level 231 and level 232 was greater than any encountered between levels 158 and 682. Further inspection of these results showed that, with perhaps ten exceptions, each cluster contained only compounds having a very similar 2D topology or connectivity, while different clusters always contained compounds having dissimilar 2D topologies. Indeed, so logical was the grouping that it was possible to provide a characteristic and distinctive systematic name for each of the 238 clusters using mostly traditional or 2D chemical nomenclature as shown in Appendix “D”. It is striking that this entirely automatic clustering procedure, based only on differences among the topomERIC steric fields of 3D models of single conformers, generates a classification that coincides so well with chemical experience as embodied in an independently generated 2D nomenclature. From a pragmatic point of view, this result may also be said to validate the validation procedure in the eyes of an experienced medicinal chemist who will tend to judge a metric by whether its assessments of molecular similarity and diversity agree with his/her own experience.

[0154] The critical aspect of this clustering result is that the structurally most logical clustering was generated with a nearest neighbor separation of 91, in the middle of the 80-100 neighborhood distance determined from the validation procedure to be a good measure of similarity among the molecules in topomeric CoMFA metric space. That is, the neighborhood distance of approximately 80-100 (corresponding to an approximate 2 log biological difference) predicted from the topomERIC CoMFA validation, generates, when used in a clustering analysis, logical systematic groupings of similar chemical structures. The exact size of the neighborhood radius useful for clustering analysis will vary depending upon: 1) the log range of activity which is to be included; and 2) the metric used since, in the real world, different metrics yield different distance values for the same differences in biological activity. As seen, the topomeric CoMFA metric can be used to distinguish diverse molecules from one another—the very quantitative definition of diversity lacking in the prior art which is necessary for the rationale construction of an optimally diverse combinatorial screening library.
The discovered validation method of this invention is not limited to the topomeric CoMFA field metric but is generalizable to any metric. Thus, any metric is constructed, its validity can be tested by applying the metric to appropriate literature data sets and generating the corresponding Patterson plots. If the metric displays the neighborhood behavior and is valid/useful according to the analysis of the Patterson plots set forth above, the neighborhood radius is easily determined from the Patterson plots once an activity difference is selected. This neighborhood radius can then be used to stop a clustering analysis when the distance between clusters approaches the neighborhood radius. The resulting clusters are then representative of different aspects of molecular diversity with respect to the clustered property/metric. It should be noted that a metric, by definition, is only used to describe something which has a difference on a measurement scale. This necessarily implies a “distance” in some coordinate system. Mathematical transformations of the distances yielded by any metric are still “distances” and can be used in the preparation of the Patterson plots. For instance, the topomeric CoMFA field distance could be transformed into principal component scores and would still represent the same measure.

Since the validity of the metric is not dependent on the particular chemical/biological assays used to establish its validity, the metric can be applied to assemblies of chemical compounds of unknown activity. Clustering of these assemblies using the validated neighborhood radius for the metric will yield clusters of compounds representative of the different aspects of molecular diversity found in the assemblies. (It should be understood that active molecules for any given assay may or may not reside in more than one cluster, and the cluster(s) containing the active compound(s) in one assay may not include the active compound(s) in a different assay.)

As mentioned above, when designing an efficient combinatorial screening library, one wishes to avoid including more than one molecule which is representative of the same structural diversity. Therefore, if a single molecule is included from each cluster derived as above, a true sample of the diversity represented by all the molecules is achieved without overlap. This is what is meant by designing a combinatorial screening library for optimal diversity. The methodologies of the present invention for the first time enable the achievement of such a design.

5. Tanimoto Fingerprint Descriptor

There are other measures of molecular similarity which are not metrics, that is, they do not correspond to a distance in some coordinate system but for which differences between molecules can be calculated. One such measure is the Tanimoto\textsuperscript{12} fingerprint similarity measure. This is one of the 2D measurements frequently used in the prior art to cluster molecules or to partially construct other molecular descriptors. (Technically descriptors containing a Tanimoto term are not metrics since the Tanimoto is not a metric). 2D fingerprint measures were originally constructed to rapidly screen molecular data bases for molecules having similar structural components. For the present purposes, a string of 988 has been found convenient and sufficiently long. A Tanimoto 2D fingerprint similarity measure (Tanimoto coefficient) between two molecules is defined as:

\[
\text{No. Of Bits Occurring } \in \text{ Both Molecules} \quad \text{No. Of Bits } \in \text{ Either Molecule}
\]

The Tanimoto fingerprint simply expresses the degree to which the substructures found in both compounds is a large fraction of the total substructures.

A Neighborhood Property

At an American Chemical Society meeting in April, 1995, Brown, Martin, and Bures\textsuperscript{6} of Abbott Laboratories presented clustering data generated in an attempt to determine which, if any, of the common descriptors available in the prior art produced “better clustering”. “Better clustering” was defined as a greater tendency for active molecules to be found in the same cluster. One of the measures used was the Tanimoto 2D fingerprint coefficient calculated from the structures of the entire molecules (not just the side chains). Proprietary and publicly unavailable data sets were used by the Abbott group which covered a large number of compounds for which the activity or lack of activity in four assays had been experimentally verified over many years of pharmacological research. Although used as an analytical tool to measure clustering effectiveness and not itself a focus of the presentation, one of the graphs Martin presented plotted the “proportion of molecular pairs in which the second molecule is also active” against the “pairwise Tanimoto similarity between active molecules and all molecules” (hereafter referred to as a “sigmoid plot”). From the resulting graph Martin et al. essentially found that if the Tanimoto coefficient of molecule A (an active molecule) with respect to molecule B is greater than approximately 0.85, then there was a high probability that molecule B will also be active; i.e., the activity of molecule B can be usefully predicted by the activity of molecule A and vice versa. While not recognized or taught by the Abbott group at the time, the present inventors recognized that, for a very restricted data set, the Abbott group had data suggesting that the Tanimoto coefficient displayed a neighborhood property.

B. Applicability of Tanimoto to Different Biological Systems

In order to determine whether the Tanimoto coefficient reflects a neighborhood property over a range of different biological assays, 11,400 compounds from Index Chemicus containing 18 activity measures with 10 or more structures were analyzed. (Index Chemicus covers novel compounds reported in the literature of 32 journals.) Lack of a reported activity was assumed to be an inactivity although, in reality, the absence of a report of activity probably means that the compound was just untested in that system. For comparison purposes, this assumption is a more difficult test in which to discriminate a trend than with the Abbott data base where it was experimentally known whether or not a molecule was active or inactive. However, all that is absolutely needed for this analysis is a high likelihood of having compounds that are “similar enough” in fingerprints to also be “similar enough” in biological activity. The converse, “similar biological activity must have similar fingerprints”, is patently untrue and is not tested. Table 2 shows the structures and activities analyzed.
<table>
<thead>
<tr>
<th>Index Chemicus Activities</th>
<th>Biological Activity</th>
</tr>
</thead>
<tbody>
<tr>
<td>Set No.</td>
<td>No. Anal.</td>
</tr>
<tr>
<td>1</td>
<td>30</td>
</tr>
<tr>
<td>2</td>
<td>12</td>
</tr>
<tr>
<td>3</td>
<td>71</td>
</tr>
<tr>
<td>4</td>
<td>16</td>
</tr>
<tr>
<td>5</td>
<td>55</td>
</tr>
<tr>
<td>6</td>
<td>17</td>
</tr>
<tr>
<td>7</td>
<td>21</td>
</tr>
<tr>
<td>8</td>
<td>13</td>
</tr>
<tr>
<td>9</td>
<td>21</td>
</tr>
<tr>
<td>10</td>
<td>34</td>
</tr>
<tr>
<td>11</td>
<td>18</td>
</tr>
<tr>
<td>12</td>
<td>133</td>
</tr>
<tr>
<td>13</td>
<td>210</td>
</tr>
<tr>
<td>14</td>
<td>12</td>
</tr>
<tr>
<td>15</td>
<td>39</td>
</tr>
<tr>
<td>16</td>
<td>11</td>
</tr>
<tr>
<td>17</td>
<td>13</td>
</tr>
<tr>
<td>18</td>
<td>11</td>
</tr>
</tbody>
</table>

[0164] To convert this data to sigmoid plots, the data lists were examined for everything which was active, and a Tanimoto coefficient calculated (on the whole molecule) between every active molecule and everything else in the list. For plotting, the value of the number of molecules which were a given value (X) away from an active compound was determined. The proportion (frequency of such molecules) was plotted on the vertical axis and the Tanimoto coefficient on the horizontal axis. The bin widths for the X axis were 0.05 Tanimoto difference units wide, and the activity from Index Chemicus was simply “active” or “inactive”. FIGS. 9A and 9B show the resulting plots for the 18 data sets broken down into sets of 9. Many of the curves have a sigmoid shape, but the inflection points clearly differ. Also, it is not clear what effect excluding the differences between active and inactive molecules has on the shape of the curves. To get an overall view, FIG. 9C shows the cumulative plot for both series of 9 activities. This plot generally indicates that, given an active molecule, the probability of an additional molecule, which falls within a Tanimoto similarity of 0.85 of the active, also being active is, itself, approximately 0.85. Stated slightly differently, when a Tanimoto similarity descriptor is summed over an arbitrary assortment of molecules and biological activities, it is clear that molecules having a Tanimoto similarity of approximately 0.85 are likely to share the same activity. Thus, the Tanimoto similarity displays a neighborhood behavior (neighborhood distance of approximately 0.15) when applied to a large enough number of arbitrary sets of compounds. As will be discussed later, one of the more powerful aspects of the Patterson plot validation method is that it can provide a relative ranking of metrics and distinguish on what type of data sets each may be more useful. In this regard, it will be seen that the whole molecule Tanimoto coefficient as a diversity descriptor has unanticipated and previously unknown drawbacks.

[0165] However, one of the principle features of the present invention, neither taught by the Abbott researchers nor recognized by anyone in the prior art, is that the Tanimoto descriptor can be used in a unique manner in the construction of a combinatorial screening library. In fact, as will be seen, it has been discovered that this descriptor can be used to provide an important end-point determination for the construction and merging of such libraries.

[0166] C. Comparison of Sigmoid and Patterson Plots

[0167] It is important to understand the difference in the types of information about descriptors and the neighborhood property which is yielded by the Abbott sigmoid plot and the generalized validation method and Patterson plot of the present invention.

[0168] To make a sigmoid plot, the molecules must be first be divided into two categories, active molecules and inactive molecules, based on a cut off value chosen for the biological activity. One molecule of a pair must be active (as defined by the cut off value) before the pair is included in the sigmoid plot. Pairs in which neither molecule has any activity, as well as those pairs in which neither molecule has an activity greater than the cut off value, do not contribute information to the sigmoid plot. Thus, the sigmoid plot does not use all of the information about the chemical data set under study. In fact, it uses a limited subset of data derivable from the more general Patterson plot described above. As a consequence very large sets of data (or sets for which both the activity and inactivity in an assay are experimentally known) are needed to get statistically significant results from the sigmoid plots.

[0169] By comparison, the Patterson plot clearly displays a great deal more information inherent in the data set which is relevant to evaluating the metric. Most importantly, the validity and usefulness of the metric can be quickly established by examining the Patterson plots resulting from application of the metric to random data sets. As will be shown in the next section, a metric may reflect a neighborhood property (such as in a sigmoid plot), but at the same time may not be a particularly valid/useful metric or may have limited utility. In Patterson plot analysis, all pairs of molecules and their associated activities or inactivities contribute to the validity analysis and to the determinations of the neighborhood radius. Thus, in a Patterson plot, it is easy to see what percentage of the total data set is included when the neighborhood definition is changed by choosing a different biological difference range. This has important consequences for choosing the correct neighborhood radius for clustering.

[0170] To better see the relationship between the information available from each type of plot, FIG. 10A shows a Patterson plot for the Cristalli data set reconstructed under the Abbott sigmoid plot simplification that the 32 molecules were either “active” (activity=1) or “inactive” (activity=0). The cut off value for biological activity was chosen to be 60 μM. Thus, “active” molecules were those with an AI agonist potency of 60 μM or less, and “inactive” molecules were those with a potency greater than 60 μM. With this Abbott simplification, only two differences in bioactivities can occur for a pair of molecules: both active or inactive, difference=0; or one active and the other inactive, difference=1. The result of constructing a Patterson plot for this impoverished data set thus must appear as two parallel lines, as shown in FIG. 10A alongside the Patterson plot for the full Cristalli data set in FIG. 10B. Although a triangle and trapezoid should still be anticipated within such a reduced plot, the active/inactive classification so limits the observable biological differences that no pattern whatsoever is apparent. The very limited nature of the information retained
is clearly seen. In particular, by only looking at molecular pairs in which one molecule is active above a predetermined cut off value, the sigmoid plot totally fails to take into account all the information about the behavior of the metric with respect to non-active pairs (in which one or both molecules have activities less than the cut off value) contained in the distribution of points in the Patterson plot. As a major consequence, the Patterson plot is: 1) able to derive information from much less data; and 2) much more sensitive to all the nuances contained in the data.

6. Comparison of Tanimoto and Topomeric CoMFA Metrics

Having recognized that both the topomeric CoMFA and Tanimoto coefficient metrics display the neighborhood property, a comparison (between Table 1 and columns 3 and 4 of Table 3) of the application of the two metrics to identical data sets yields interesting insights into their respective sensitivities. The prior art practice of using the value of (1–Tanimoto coefficient) as a distance was followed when performing the analysis. For columns 3 and 4 of Table 3, Patterson plots were constructed using the Tanimoto distances of the whole molecules represented in the 20 data sets which had been used for the topomeric CoMFA analysis. Patterson plots were also constructed using the Tanimoto distances of just the side chains (as was done with the topomeric CoMFA metric) of the molecules for the same 20 data sets. In Table 3 are shown the Tanimoto fingerprint density ratios for the whole molecule and side chain Tanimoto metrics and the corresponding $X^2$ values for the 20 data sets.

<table>
<thead>
<tr>
<th>No.</th>
<th>Reference</th>
<th>Col. 1</th>
<th>Col. 2</th>
<th>Col. 3</th>
<th>Col. 4</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>Uelting</td>
<td>1.89</td>
<td>14.22</td>
<td>1.55</td>
<td>6.22</td>
</tr>
<tr>
<td>2</td>
<td>Strupczewski</td>
<td>1.70</td>
<td>143.48</td>
<td>1.41</td>
<td>59.61</td>
</tr>
<tr>
<td>3</td>
<td>Sidiqui</td>
<td>1.04</td>
<td>0.08</td>
<td>1.04</td>
<td>0.07</td>
</tr>
<tr>
<td>4</td>
<td>Garratt-1</td>
<td>1.60</td>
<td>8.10</td>
<td>1.07</td>
<td>0.19</td>
</tr>
<tr>
<td>5</td>
<td>Garratt-2</td>
<td>1.89</td>
<td>36.05</td>
<td>1.08</td>
<td>0.50</td>
</tr>
<tr>
<td>6</td>
<td>Heyl</td>
<td>1.71</td>
<td>13.83</td>
<td>1.01</td>
<td>0.00</td>
</tr>
<tr>
<td>7</td>
<td>Cristalli</td>
<td>1.75</td>
<td>144.54</td>
<td>1.31</td>
<td>30.27</td>
</tr>
<tr>
<td>8</td>
<td>Stevenson</td>
<td>0.94</td>
<td>0.05</td>
<td>1.07</td>
<td>0.04</td>
</tr>
<tr>
<td>9</td>
<td>Doherty</td>
<td>1.73</td>
<td>4.03</td>
<td>1.05</td>
<td>0.04</td>
</tr>
<tr>
<td>10</td>
<td>Penning</td>
<td>1.97</td>
<td>37.03</td>
<td>1.53</td>
<td>12.73</td>
</tr>
<tr>
<td>11</td>
<td>Lewis</td>
<td>1.64</td>
<td>4.80</td>
<td>1.01</td>
<td>0.00</td>
</tr>
<tr>
<td>12</td>
<td>Kryszek</td>
<td>1.01</td>
<td>0.04</td>
<td>1.23</td>
<td>16.31</td>
</tr>
<tr>
<td>13</td>
<td>Yokoyama-1</td>
<td>1.48</td>
<td>9.94</td>
<td>1.01</td>
<td>0.00</td>
</tr>
<tr>
<td>14</td>
<td>Yokoyama-2</td>
<td>1.37</td>
<td>18.94</td>
<td>1.70</td>
<td>16.03</td>
</tr>
<tr>
<td>15</td>
<td>Svensson</td>
<td>1.64</td>
<td>16.61</td>
<td>1.02</td>
<td>0.02</td>
</tr>
<tr>
<td>16</td>
<td>Tsutumi</td>
<td>1.74</td>
<td>21.56</td>
<td>1.58</td>
<td>14.35</td>
</tr>
<tr>
<td>17</td>
<td>Chuang</td>
<td>1.34</td>
<td>145.00</td>
<td>1.13</td>
<td>8.56</td>
</tr>
<tr>
<td>18</td>
<td>Rosowsky</td>
<td>1.04</td>
<td>0.06</td>
<td>1.01</td>
<td>0.00</td>
</tr>
<tr>
<td>19</td>
<td>Thompson</td>
<td>1.72</td>
<td>7.83</td>
<td>1.17</td>
<td>0.68</td>
</tr>
<tr>
<td>20</td>
<td>Depreux</td>
<td>1.60</td>
<td>64.22</td>
<td>1.18</td>
<td>6.73</td>
</tr>
<tr>
<td></td>
<td>MEAN</td>
<td>1.54</td>
<td>34.62</td>
<td>1.21</td>
<td>8.61</td>
</tr>
<tr>
<td></td>
<td>STANDARD DEVIATION</td>
<td>0.32</td>
<td>49.85</td>
<td>0.23</td>
<td>14.57</td>
</tr>
</tbody>
</table>

Surprisingly the whole molecule Tanimoto appears to be a good descriptor for only 50% of the data sets (10/20 data sets with a ratio greater than 1.1). At first glance this is surprising in light of the original Abbott data, but, on second consideration, it is consistent with the observed significant individual variability of the plots obtained from the Index Chemicus analysis in FIGS. 9A and 9B. The Patterson plots confirm that the Tanimoto coefficient does display a neighborhood property for some data sets, but clearly it is less valid/useful for other sets. And it is not as consistent as the topomeric CoMFA or the side chain Tanimoto descriptor which were valid 85% (17/20) and 80% (16/20) of the time respectively. Upon inspection of the whole molecule Tanimoto data, it can be seen that the 10 data sets which do not have ratios greater than 1.1 all have a small Tanimoto range and/or contain relatively few compounds. The $X^2$ values for these data sets also confirm the lack of statistical significance. Essentially, the whole molecule Tanimoto is a less discriminating diversity measurement than the others and would appear to need, at the very least, more data and/or a greater range of values. The method of this invention clearly provides much more information and insight into the validation of the Tanimoto metric than did the Abbott style sigmoid plot.

For the majority of sets, 80% (16/20), the side chain Tanimoto metric also appears to be valid/useful. This is an extraordinarily surprising result since this metric has always been thought of in the prior art as useful only as a measure of whole molecule similarity. Overall, it compares favorably with topomeric CoMFA. A very interesting aspect, however, is that the sets for which validity is not apparent are not identical for the topomeric CoMFA and side chain Tanimoto metrics. The side chain Tanimoto metric does not appear valid with respect to sets 3, 8, 12, and 18. Clearly set 8 had too little data for either the topomeric CoMFA or the side chain Tanimoto descriptors. The most interesting comparison involves sets 3, 12, and 18 which validated the
topomeric CoMFA metric but for which the side chain Tanimoto metric appears invalid. Upon inspection, these sets all contained substituents in which only the position of a particular side chain varied. Since the topomeric CoMFA metric is sensitive to the relative spatial orientations of the side chains, while the Tanimoto metric is only sensitive to the presence or absence of the side chains, the sterically driven topomeric CoMFA metric was sensitive to the differences in these sets while the Tanimoto was insensitive. In certain circumstances the Tanimoto may be a useful descriptor of molecular diversity for use on the reactants in a combinatorial synthesis; a result totally at odds with the wisdom of the prior art. Clearly, however, the differences in sensitivities between the metrics should be considered when applying them.

[0174] Further, considering the five metrics already discussed above (topomeric CoMFA, whole molecule Tanimoto, side chain Tanimoto, random numbers, and force field energy) it is clear that the validation method of this invention can be used to rank the relative quality (validity/usefulness) of the metrics. In addition, when enough metrics have been examined by the method of this invention, it will be possible to choose metrics appropriate to the type of molecular structural differences which it is desired to analyze. Correspondingly, when a metric, which has been validated over a very wide range of data sets and biological activities, yields surprising results (appears invalid) when applied to a new data set, one potential interpretation may be that the data are in error. This highlights another feature of the invention, the ability to reliably suggest that some experimental observations are generating unusual data. Instead of using a data set to validate a metric, the previously validated metric is used to examine the reliability of the data set. By constructing Patterson plots and checking the associated X² value for significance, experimental scientists have another tool with which they may independently assess their data, especially in situations where new biological activities are being investigated.

7. Additional Validation Results

[0175] At the present time, the results of performing validation studies on other possible metrics using the Patterson plot method of this invention and the 20 described data sets result in the following data:

### TABLE 4

<table>
<thead>
<tr>
<th>Patterson Plot Ratios</th>
<th>No. Reference</th>
<th>HB</th>
<th>LOGP</th>
<th>MR</th>
<th>AP</th>
<th>CONN</th>
<th>AUTO</th>
</tr>
</thead>
<tbody>
<tr>
<td>1 Uehling</td>
<td>1.83</td>
<td>1.09</td>
<td>1.07</td>
<td>1.55</td>
<td>1.19</td>
<td>1.66</td>
<td></td>
</tr>
<tr>
<td>2 Strzezewski</td>
<td>1.48</td>
<td>1.00</td>
<td>0.99</td>
<td>1.40</td>
<td>1.05</td>
<td>1.20</td>
<td></td>
</tr>
<tr>
<td>3 Siddiqui</td>
<td>1.47</td>
<td>0.97</td>
<td>0.92</td>
<td>1.00</td>
<td>1.07</td>
<td>1.00</td>
<td></td>
</tr>
<tr>
<td>4 Garattí-1</td>
<td>1.01</td>
<td>1.01</td>
<td>0.90</td>
<td>1.11</td>
<td>1.11</td>
<td>1.14</td>
<td></td>
</tr>
<tr>
<td>5 Garattí-2</td>
<td>1.01</td>
<td>1.00</td>
<td>0.97</td>
<td>1.09</td>
<td>1.09</td>
<td></td>
<td></td>
</tr>
<tr>
<td>6 Heyl</td>
<td>1.24</td>
<td>0.98</td>
<td>0.95</td>
<td>1.11</td>
<td>1.01</td>
<td></td>
<td></td>
</tr>
<tr>
<td>7 Cristalli</td>
<td>1.22</td>
<td>1.06</td>
<td>0.99</td>
<td>1.27</td>
<td>0.98</td>
<td>1.17</td>
<td></td>
</tr>
<tr>
<td>8 Stevenson</td>
<td>1.03</td>
<td>1.03</td>
<td>1.00</td>
<td>1.02</td>
<td>1.02</td>
<td></td>
<td></td>
</tr>
<tr>
<td>9 Doherty</td>
<td>1.07</td>
<td>1.00</td>
<td>1.01</td>
<td>1.18</td>
<td>1.02</td>
<td>1.28</td>
<td></td>
</tr>
<tr>
<td>10 Penning</td>
<td>1.72</td>
<td>1.00</td>
<td>0.97</td>
<td>1.05</td>
<td>1.00</td>
<td>1.36</td>
<td></td>
</tr>
<tr>
<td>11 Lewis</td>
<td>0.97</td>
<td>1.00</td>
<td>0.92</td>
<td>1.07</td>
<td>1.15</td>
<td>1.14</td>
<td></td>
</tr>
<tr>
<td>12 Krystek</td>
<td>1.69</td>
<td>0.88</td>
<td>0.85</td>
<td>1.43</td>
<td>1.01</td>
<td>1.00</td>
<td></td>
</tr>
<tr>
<td>13 Yokoyama-1</td>
<td>*0.71</td>
<td>d</td>
<td>1.01</td>
<td>1.25</td>
<td>1.01</td>
<td>0.99</td>
<td></td>
</tr>
<tr>
<td>14 Yokoyama-2</td>
<td>1.00</td>
<td>0.99</td>
<td>1.25</td>
<td>1.05</td>
<td>0.99</td>
<td></td>
<td></td>
</tr>
<tr>
<td>15 Svensson</td>
<td>*0.31</td>
<td>1.01</td>
<td>0.99</td>
<td>1.31</td>
<td>1.18</td>
<td>1.00</td>
<td></td>
</tr>
<tr>
<td>16 Tidoune</td>
<td>1.67</td>
<td>1.04</td>
<td>0.95</td>
<td>1.18</td>
<td>1.00</td>
<td>0.95</td>
<td></td>
</tr>
</tbody>
</table>

### TABLE 4-continued

<table>
<thead>
<tr>
<th>Patterson Plot Ratios</th>
<th>No. Reference</th>
<th>HB</th>
<th>LOGP</th>
<th>MR</th>
<th>AP</th>
<th>CONN</th>
<th>AUTO</th>
</tr>
</thead>
<tbody>
<tr>
<td>17 Chang</td>
<td>1.35</td>
<td>1.00</td>
<td>1.00</td>
<td>1.00</td>
<td>e</td>
<td>1.20</td>
<td></td>
</tr>
<tr>
<td>18 Rosowsky</td>
<td>1.44</td>
<td>1.03</td>
<td>0.96</td>
<td>1.23</td>
<td>1.08</td>
<td>1.21</td>
<td></td>
</tr>
<tr>
<td>19 Thompson</td>
<td>1.12</td>
<td>0.99</td>
<td>0.87</td>
<td>1.02</td>
<td>1.01</td>
<td></td>
<td></td>
</tr>
<tr>
<td>20 Depreux</td>
<td>*0.44</td>
<td>1.02</td>
<td>0.99</td>
<td>0.99</td>
<td>1.01</td>
<td>0.98</td>
<td></td>
</tr>
<tr>
<td>MEAN</td>
<td>1.43</td>
<td>1.01</td>
<td>0.98</td>
<td>1.15</td>
<td>1.05</td>
<td>1.12</td>
<td></td>
</tr>
<tr>
<td>STANDARD DEVIATION</td>
<td>0.27</td>
<td>0.05</td>
<td>0.05</td>
<td>0.19</td>
<td>0.06</td>
<td>0.17</td>
<td></td>
</tr>
</tbody>
</table>

HB = Topomeric Hydrogen Bonding
LOGP = Calculated Log P
MR = Molar Refractivity
AP = Atom Pairs
AUTO = Autocorrelation
CONN = Connectivity Indices

* Asterisks indicate values are excluded in computing the means. These values are all artifacts, the result of there being no more than two distinguishable values of the molecular descriptor within the particular series; hence only two possible values of the Xi variable in a Patterson plot.

[0176] Combining the data from Table 4 with the data from Tables 1 and 3 permits the relative ranking of some known metrics:

<table>
<thead>
<tr>
<th>VALIDITY/USEFULNESS RANK:</th>
<th>No. Of Ratios &gt;1</th>
</tr>
</thead>
<tbody>
<tr>
<td>USEFUL</td>
<td></td>
</tr>
<tr>
<td>Topomeric Steric CoMFA</td>
<td>17/20</td>
</tr>
<tr>
<td>Tanimoto 2D Fingerprints (Side Chain)</td>
<td>16/20</td>
</tr>
<tr>
<td>Topomeric HBond Spatial Fingerprints</td>
<td>10/12</td>
</tr>
<tr>
<td>LESS USEFUL:</td>
<td></td>
</tr>
<tr>
<td>Tanimoto 2D Fingerprints (Whole Molecule)</td>
<td>10/20</td>
</tr>
<tr>
<td>Atom Pairs (R. Sheridan)</td>
<td>11/20</td>
</tr>
<tr>
<td>Autocorrelation</td>
<td>9/20</td>
</tr>
<tr>
<td>NOT USEFUL - INVALID:</td>
<td></td>
</tr>
<tr>
<td>Connectivity Indices</td>
<td>3/18</td>
</tr>
<tr>
<td>(Health Design Implementation, first 10)</td>
<td></td>
</tr>
<tr>
<td>Partition Coefficient (CLOGP)</td>
<td>1/19</td>
</tr>
<tr>
<td>Molar Refractivity (CMR)</td>
<td>0/20</td>
</tr>
<tr>
<td>Force Field Static Energy</td>
<td>0/18</td>
</tr>
<tr>
<td>Random Numbers</td>
<td>0/20</td>
</tr>
</tbody>
</table>

Note: A denominator of less than 20 indicates that the metric could not be calculated for all 20 data sets.

8. Combinatorial Library Design Utilizing Validated Metrics

[0177] The starting point for any combinatorial screening library is the choice of synthetic reaction scheme involving the selection of the core molecule and the possible reactants which could be used with any specific chemistry. As mentioned earlier, well known and understood organic reactions are generally utilized. Initially, information about the chemical structure of all the reactants (and cores, when appropriate) and the synthetic chemistry involved (what products can be built) is input as a database in the computer in a form recognizable by the computational software. Using the insights gained from the discovery of the
validation method of this invention, it is now possible to design general purpose combinatorial screening libraries of optimal diversity.

Conceptually, the design process may be thought of as a filtering process in which the molecules available in a combinatorially accessible chemical universe are run through consecutive filters which remove different subsets of the universe according to specified criteria. The goal is to filter out (reduce the numbers of) as many compounds as possible while still retaining those compounds which are necessary to completely sample the molecular diversity of the combinatorially accessible universe. The basic design method of this invention along with several ancillary considerations is shown schematically in FIG. 11 using the filter analogy. For this example only two sets of reactants are considered with one reactant of each set being contributed to each final product molecule. The reactants are shown forming the top row and first column of a combinatorial matrix A. Only a portion of the possible combinatorial matrix is shown, the remaining being indicated by the sections connected to the matrix by dots. One set of reactants is represented by circles 1, and the other set by squares 2. Each empty matrix location represents one possible combinatorial product which can be formed from the two sets of reactants. (The matrix of possible products would be a rectangular prism for three sets of reactants, and a multidimensional prism for higher orders of reactant sets.) As the design process is implemented, the number of products to be included in the screening library design is reduced by each filter 4. Beside each filter step is indicated the corresponding text section describing that filter. Also set out opposite each filtering step is an indication of the software and its source required to implement that step.

A. Removal of Reactants for Non-Diversity Reasons

In designing screening libraries derived from combinatorially accessible chemical universes, practical and end use considerations as well as diversity concerns can be used to reduce the number of reactants which will be used to combinatorially specify the product molecules. These practical and end-use criteria can be divided into those of general applicability and those of more specific applicability for a particular type of screening library (such as for drug discovery). The following discussion is not meant to be limiting, but rather is intended to suggest the types of selections which may be made.

i. General Removal Criteria

As a first consideration, reactants with unusual elements (such as the metals) are normally excluded when considering the synthesis of organic molecules. In addition, tautomerization of structures can cause problems when searching a universe of reactants data base either by missing structures that are actually present or by finding a specific functional group which is really not there. The most common example of this is the keto-enol tautomerism. Thus, possible tautomeric reactants must be examined and improper forms eliminated from consideration. Generally, reactants may be provided in solvent, as salts with counter-ions, or in hydrated forms. Before their structures can be analyzed for diversity purposes, the salt counter-ions, solvent, and/or other species (such as water) should be removed from the molecular structure to be used.

Additionally, reactants may contain chemical groups which would interfere with or prevent the synthetic reaction in which it is desired to use them. Clearly, either different reaction conditions must be used or these reactants removed from consideration. Sometimes, while the synthesis may be possible, extraction of the products resulting from some reactants may be difficult using the proposed synthetic conditions. Again, if possible, another synthetic scheme must be used or the reactants removed from consideration. Price and availability are not insignificant considerations in the real world. Some reactants may need to be specially synthesized for the combinatorial synthesis or are otherwise very expensive. In the prior art, expensive reactants would typically be eliminated before proceeding further with the library design unless they were felt to be particularly advantageous. One of the advantages of the method of this invention is that the decision whether to include expensive reactants may be postponed until the molecular structures have been analyzed by a validated descriptor. With confidence that the validated descriptor permits clustering of molecules representing similar diversity, often another, less expensive, reactant can be selected to represent the diversity cluster which also includes the expensive molecule. The specifics of any particular contemplated combinatorial synthesis may suggest additional appropriate filtering criteria at this level. In FIG. 1 the effect on the number of possible products of removing only a few reactants is easily seen in matrix B. For each reactant removed, whole rows and columns of possible products are excluded.

ii. Biologically Based Criteria

A library designed for screening potential pharmacological agents imposes its own limitations on the type and size of molecules. For instance, for drug discovery, toxic or metabolically hazardous reactants or those containing heavy metals (organometallics) would usually be excluded at this stage. In addition, the likely bioavailability of any synthetic compound would be a reasonable selection criteria. Thus, the size of the reactants needs to be considered since it is well known that molecules above a given range of molecular weights generally are not easily absorbed. Accordingly, the molecular weight for each reactant is calculated. Since the final molecular weight for a bioavailable drug typically ranges from 100 to 750 and since, by definition, at least two reactants are used in a combinatorial synthesis, reactants having a size over some set value are excluded. Typically, those above 600 are excluded at this stage at the present time. A lower value could be used, but it is felt that there is no reason to restrict the diversity unduly at this stage in the design process. Once again, of course, this value can be adjusted depending on the chemistry involved.

Another aspect of bioavailability is the diffusion rate of a compound across membranes such as the intestinal wall. Reactants not likely to cross membranes (as determined by a calculated LogP or other measure) would usually be eliminated. At the present time, although the CLOGP for reactants makes only a partial contribution to the product CLOGP, it is believed that if any reactant has a CLOGP greater than 10, it will not make a usable product. Accordingly, the CLOGP is calculated for each reactant and only those with CLOGP ≤ 10 are kept. Again, in any particular case, a different value of CLOGP could be utilized. For those reactants for which it is difficult or impossible to calculate a CLOGP, it is assumed the CLOGP would be less than 10 so
that the reactants are kept in the library design at this point. As will be discussed later, a CLOGP will also be calculated on the products.

[0187] Other reactants are considered undesirable due to the presence of structural groups not considered "bio-relevant". Bio-relevance is judged by comparison with known drugs and by the experience of medicinal chemists involved in the design of the library. It is hoped that a future formal analysis of drug databases will yield further information about which groups should be excluded. Exclusion on this basis should be minimized since one of the goals of the combinatorial library design process is to find biologically active molecules through the exploration of combinatorial chemistry space which might not otherwise be found. Other removal criteria may be based on whether possible reactants involved sugars or had multiple functionalities. At the present time, the compounds shown in Table 5 are believed to be undesirable and are generally excluded at the initial stage of library design.

### TABLE 5

<table>
<thead>
<tr>
<th>GROUP DEFINITION</th>
<th>SYBYL Line Notation (SLN)</th>
<th>Reason(s) For Exclusion</th>
</tr>
</thead>
<tbody>
<tr>
<td>BOC</td>
<td>C(OC(O)N(=O)(CH3))(CH3)CH3</td>
<td>Stability</td>
</tr>
<tr>
<td>FMOC</td>
<td>C{1[12]: C1: C1: CH: CH(=CH2)OC(=O)N}</td>
<td>Stability</td>
</tr>
<tr>
<td>Hydroxylatable acyl groups</td>
<td>Lvg{1[12]: Any}</td>
<td>Stability</td>
</tr>
<tr>
<td>Silicon, Aluminum, Calcium</td>
<td>S, AL Ca</td>
<td>Unfashionable</td>
</tr>
<tr>
<td>Polyhydroxy/sugars</td>
<td>HOC(OH)COH</td>
<td>Extraction Difficulties</td>
</tr>
<tr>
<td>Allyl halides</td>
<td>HaloC(Any)C = Any(Halo: BrCl)</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Benzylic halides</td>
<td>HaloC(Any)C = Any(Halo: BrCl)</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Phenacyl halides</td>
<td>HaloC(Any)C = Any(Halo: BrCl)</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Alpha-halo carbonyls</td>
<td>HaloC(Any)C = Any(Halo: BrCl)</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Acyl halides</td>
<td>Cap(o)OHal(Cap: CS[P])</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Phosphorylating agents</td>
<td>Cap(o)OHal(Cap: CS[P])</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Thio halides</td>
<td>Cap(o)OHal(Cap: CS[P])</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Carboxylates</td>
<td>NorC(=O)OHal(Noro: NO3)</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Chloroformates</td>
<td>NorC(=O)OHal(Noro: NO3)</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Icosyanates</td>
<td>N=C=Het</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Thioscyanates</td>
<td>N=C=Het</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Diimides</td>
<td>N=C=Het</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Sulfonylating agents</td>
<td>Het(O)(=O)O=OHal</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Phosphorylating agents</td>
<td>Het(O)(=O)O=OHal</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Epoxydes, etc.</td>
<td>C[1]HetC@1</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Diazos</td>
<td>Any[=NF]—FF</td>
<td>Stability, toxicity</td>
</tr>
<tr>
<td>Azolene</td>
<td>Any[=NF]—FF—O=O[O=O: ON]</td>
<td>Stability, toxicity</td>
</tr>
<tr>
<td>Nitroso</td>
<td>Any[=NF]—FF—O=O[O=O: ON]</td>
<td>Toxicity</td>
</tr>
<tr>
<td>Mustards</td>
<td>HaloC(Any)C(Any)O=OHal</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>2-halo ethers</td>
<td>HaloC(Any)C(Any)O=OHal</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Quaternary Nitrogenes</td>
<td>Her=Nor=Hev[Y]=Hev=Nor=Hev[Nor=Hev]</td>
<td>Extraction difficulties</td>
</tr>
<tr>
<td>Quaternary Phosphorus</td>
<td>Her=Nor=Hev[Y]=Hev=Nor=Hev[Nor=Hev]</td>
<td>Extraction difficulties</td>
</tr>
<tr>
<td>Acid anhydrides</td>
<td>Het=Any[H]—F=Y—F=Any=Yet</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Aldehyde</td>
<td>CCH=O</td>
<td>Stability, alkylation agent</td>
</tr>
<tr>
<td>Polyetheramines</td>
<td>FC[1]FF</td>
<td>Unfashionable</td>
</tr>
<tr>
<td>Michael acceptor</td>
<td>O=C(Nothet)—C=Any(H)[Nothet]</td>
<td>Toxicity</td>
</tr>
<tr>
<td>Trialkylphosphines</td>
<td>P(C)(C)C</td>
<td>Stability</td>
</tr>
</tbody>
</table>
obtain as complete a sampling of the diversity of chemical space as is possible with the fewest number of molecules, and, coincidentally, at lowest cost. In selecting a subset of a possible combinatorial universe to include in a screening library, there are two opportunities based on diversity considerations to reduce the number of included molecules. The first opportunity occurs when selecting reactants for the combinatorial synthesis. The fewer the number of reactants, the much fewer the number of combinatorial possibilities. The second opportunity occurs after all the combinatorial possibilities from the chosen reactants (and core) have been selected. The method of the present invention utilizes both opportunities by using validated metrics appropriate to each situation.

Any metric which has been shown by the Patterson plot validation methodology to be valid/useful when applied to reactants may be used at this stage of the library design process. However, there are a number of reasons to use a metric which reflects the steric diversity of the combinatorially accessible chemical universe. The principle reason is that the accumulated observation of biological systems is that ligand-substrate binding is primarily governed by three dimensional considerations. Before a reactive side group can get to the active site, before appropriate electrostatic interactions can occur, before appropriate hydrogen bonds can be formed, and before hydrophobic effects can come into play, the ligand molecule must basically “fit” into the three dimensional site of the substrate. Thus a principal consideration in designing screening libraries should be to sample as much of the three dimensional (steric) diversity of the combinatorial universe as is possible. The preferred method of the present invention does this by utilizing the validated topomeric CoMFA metric to analyze the steric properties of the proposed reactants.

A second reason for applying a steric metric to the reactants is that all of the three dimensional variability of the products resulting from a combinatorial synthesis resides in the substituents added by the reactants since the core three dimensional structure is common to all molecules in any particular combinatorial synthesis. In a sense it would be redundant to measure the contribution to each product molecule of a core which is common to all the products. A third reason for applying a three dimensional metric to the reactants is that a sterically sensitive metric distinguishes differences among molecules that are not revealed using other presently known metrics. For instance, the topomeric ComFA metric is more sensitive to the volume and shape of the space occupied by a molecule than is, for instance, either the side chain or whole molecule Tanimoto descriptor. FIG. 12 provides an illustrative example of this feature drawn from the thiol study which confirms what was seen in the Patterson plots of the topomeric CoMFA and Tanimoto whole molecule descriptor. FIG. 12 shows three clusters labeled 24, 25, and 29 for which the Tanimoto whole molecule fingerprint metric does not indicate any substantial difference in molecular structure among the molecules, labeled (a) through (f), making up each of the clusters. The large panel A in the upper right of FIG. 12 shows orthogonal 3D views of the volume differences within clusters 24, 25, and 29 comparing each of the molecules that are not in the majority steric field cluster. For example, the Cluster 24 figure B at the top shows four contours (yellow, green [hidden], red, and blue) indicating the differences in volumes occupied by compounds 24(a), 24(b), 24(c) and 24(f) compared to compounds 24(d) and 24(e) which are found in the same steric field cluster, number 10. The middle C and bottom D figures in the large panel A show similar distinguishable volume differences for Clusters 25 and 29. While the whole molecule Tanimoto metric does not distinguish much difference between the molecules within each of these clusters, it is readily apparent from FIG. 12, even to an untrained eye, that the molecules in the clusters represent very different types of structural diversity; that is, significantly different three dimensional volumes are occupied by the molecules within each whole molecule Tanimoto determined cluster. The topomeric CoMFA metric clearly shows steric differences that are not indicated by the 2D Tanimoto. As seen earlier, a side chain Tanimoto similarity descriptor also does not distinguish steric differences amongst some molecules. A metric responsive to steric differences is, therefore, clearly preferred as a diversity discriminator for reactants.

The preferred method for selecting reactants based on diversity is shown schematically at the third filter in FIG. 11. A diversity selection based on three dimensional steric measures begins by: 1) generating 3D structures for the reactants; 2) aligning the 3D molecular structures according to the topomeric alignment rules; 3) generating CoMFA steric field values for the reactants including, if desired, hydrogen bonding fields, and applying a rotatable bond attenuation factor; and 4) calculating pairwise topomeric CoMFA differences for every pair of reactants. At this point the steric diversity of the reactant space has been mapped into the topomeric CoMFA metric space. From the validation of the topomeric CoMFA metric, it was found that the neighborhood radius for an apparent activity difference of 2 log units was defined by a distance of approximately 80-100 topomeric CoMFA units (kcal/mole). Therefore, at this point, the method of the invention clusters (using hierarchical clustering) the reactants in topomeric CoMFA space so that reactants having a pairwise difference of less than approximately 80-100 units are assigned to the same cluster. Put another way, clustering is continued until the inter-cluster separation is greater than approximately 80-100 units. (If desired, there is some leeway in choosing the exact neighborhood radius in and about the neighborhood range to use for any given biological system. An experienced practitioner of the clustering art will easily be able to determine by noting the natural breaks in the clustering, where about the 80-100 range best clustering is obtained.) This process will produce clusters having reactants whose product activities will only rarely differ by more than approximately 2 log units. If reactant clusters having products activities differing by a greater or lesser amount are desired, the neighborhood distance used may be increased or decreased accordingly. The effect on the neighborhood distance of choosing such other activity range can be seen by viewing the Patterson validating plots for the topomeric CoMFA descriptor.

The clustering process now identifies groups (clusters) of reactants having steric diversity from one another but also having the same steric properties within each cluster. Or put in terms familiar to medicinal chemists, the molecules of each cluster should be biosistas. For purposes of designing a combinatorial screening library which has within it molecules representing the full range of steric diversity present in the universe of reactants, it is now only necessary to select one reactant from each cluster for inclusion in the library. A reasonable way to select the one
reactant from each cluster would be to select the lowest priced or most readily available one. However, additional criteria may be considered. The diverse reactants remaining at matrix D need not be adjacent to each other on the combinatorial matrix and are only shown this way for graphic convenience. At this point the first stage of library design has been completed.

[0194] While the use of a topomeric CoMFA metric to measure the three dimensional structural diversity of the reactants has been discussed, it should be apparent that any metric: 1) reflective of the three dimensional properties of molecules; and 2) validated as taught above, could be applied to the reactants to be used in a combinatorial synthesis in the manner taught above. The teaching of this invention is not limited to the use of the topomeric CoMFA metric, but also includes the use on reactants of all validated three dimensional metrics. As seen earlier, at the present time initial studies of topomeric hydrogen bonding fields indicate that it should be a very useful metric. For those reactants expected to form large number of hydrogen bonds, this may be the metric of choice. The hydrogen bonding metric would be used as an adjunct to the topomeric CoMFA metric in those situations. There may be situations where a sterically sensitive metric is not needed, in which case it should be clear that any valid metric appropriate to reactants could be used.

[0195] C. Identification (Building) of Products

[0196] Once the set of diverse reactants has been identified by the above method, the structures of the product molecules can be combinatorially determined based on the synthetic reaction scheme and any desired cores. The reactants are used to build the structures of the combinatorial products using LEGION and are stored in molecular spread sheets in matrix F. The products which can still be built from the available reactants are shown as asterisks in each matrix location.

[0197] D. Removal of Products for Non-Diversity Reasons

[0198] After the possible product structures have been identified, another opportunity exists to reduce the number of products due to general non-diversity considerations. These considerations will generally be related to the particular chemistry involved and might relate to product instabilities, cyclic structures, etc. (Matrix F)

[0199] During the building of the combinatorial product molecules, the size of the product molecules increase and various combinations of core and substituents will affect the likely diffusion of the molecule (and may even form one of the biologically undesirable molecular groupings). Thus, in order to eliminate molecules which would not be used as drugs, the product molecules should be examined with many of the same selection criteria applied to reactants. In particular, molecular weights should be calculated and those compounds which have molecular weights over a predetermined value should be rejected. Typically, a value of 750 is used at this time as a representative weight above which bioavailability may become a problem. In addition, CLOGP should be calculated and any proposed molecule with a value under -2.5 or over 7.5 rejected. The number of structures eliminated at this point will depend in part both on the chemistry involved and the molecular weight range retained at the reactant stage. These additional product structures which are eliminated are reflected in matrix G.

[0200] E. Removal of Non-Diverse Products

[0201] As noted, a second opportunity based on diversity considerations to reduce the number of molecules to be included in the combinatorial screening library occurs after the products of a proposed combinatorial synthesis have been "built" by the software in the computer. Such an additional reduction is usually necessary since the number of combinatorial products at this stage may still be astronomically large. This is reflected in matrix G. In addition, it makes no sense to screen any more molecules than is absolutely necessary, and redundancy may occur in the products for several reasons. In a simple case, if two diverse reactants may react independently at each of two possible sites on a symmetric core molecule, two identical product molecules will be generated. In a more complex case, it is possible that one combination of core and reactants is similar (due to the similarities of structures contained in the core to the structure of the reactants) to another combination of core and reactants. That is, when the reactants are combined with the core molecule, it is possible that substructures within the core can combine with different substituents to form similar structures. Clearly, it would be redundant to screen both. How to select product molecules has been a vexing problem in the prior art, and this is one reason why the prior art has basically been concerned with clustering criteria. The general approach taken in the prior art to avoid oversampling combinatorial product molecules representing the same diversity has been to cluster the molecules and then maximize the distance between clusters with whatever metric was applied to the products.

[0202] Based upon an understanding developed from the theoretical considerations of validating a metric outlined above, the library design method of this invention again makes use of the neighborhood principle to solve this problem. However, it is important to understand that, unlike some methods of the prior art, the method of this invention specifically does not use a metric to cluster product molecules. Rather, the neighborhood definition may be used to decide which product molecules to retain in the final screening library and, correspondingly, when the appropriate number of product molecules have been selected for inclusion in the library. Essentially, starting with one product molecule, additional molecules are selected as far apart as possible (in the validated metric space) from any molecule already in the library until the next molecule to be selected would fall within the neighborhood distance of a molecule already included. Additional molecules are not included because to do so would include two or more molecules within the library representing the same structural diversity. Therefore, the neighborhood principle is used as a sampling rule to insure that molecules representative of the same diversity or otherwise too similar are not included in the library. The resulting combinatorial screening library is not redundant and has not oversampled the diversity space.

[0203] In the present invention, the Tanimoto 2D whole molecule similarity coefficient is used for the final product selection. As was seen above, this metric possesses the neighborhood property. Accordingly, from the combinatorial products either a first product is arbitrarily chosen for inclusion in the library or an initial seed of one or more
products may be specified. (If an arbitrary product molecule is chosen, Tanimoto coefficients are calculated for all other molecules to the first molecule and a second molecule with the smallest Tanimoto coefficient [greatest distance=least similarity] from the first is chosen for inclusion.) For the efficient selection of additional molecules to be included, the distance (1−Tan. Coeff.) between each additional molecule and all molecules already included in the library is calculated. For each additional molecule, the distance to the closest molecule already in the library is identified. The closest distances for each additional molecule are compared, and the additional molecule whose closest distance is the greatest is selected next for inclusion; that is, the molecule which is farthest away from the closest molecule in the library is selected. A new set of distances is calculated and the process continued, selecting one molecule at a time, until no more molecules remain which are farther away than 0.15 (1−[0.85] the definition of a Tanimoto “distance” using the neighborhood value of 0.85). While this example is presented in terms of the Tanimoto similarity coefficient, any validated whole molecule metric and its neighborhood definition may be used with this sampling procedure.

[0204] As noted earlier, the value of 0.85 for the Tanimoto neighborhood definition originally appeared in the sigmoid plots. To confirm whether this is the correct neighborhood definition for the Tanimoto metric, the Patterson plots for the whole molecule Tanimoto in which the X2 indicated significance were used to calculate the neighborhood value. The metric distances corresponding to 2-log and 3-log biological differences were determined by dividing the slope of the density determined line by the values 2 and 3 respectively. Over the data sets, the average metric distance for a 2-log biological difference was 0.14 and the average metric distance for a 3-log biological difference was 0.21. Since the Tanimoto distance of (1−Tan. Coeff.) is plotted in the Patterson plot, these values correspond to a 2-log similarity of 0.86 and a 3-log similarity of 0.79. This confirms the reasonableness of using 0.85 in the sampling process. Also, as discussed earlier, it is reasonable to have more confidence in the definition of the neighborhood derived from the Patterson plots which utilize all the molecular data. As noted with reference to selection of a neighborhood distance using the topomeric CoMFA metric on reactants, there may be a situation where a different biological activity may be appropriate and a correspondingly different neighborhood used for product selection.

[0205] Conceptually this selection process is reflected in FIG. 13. FIG. 13 shows a plot of the Tanimoto 2D pairwise similarities for a typical combinatorial product universe in which there has been some selection of reactants based on diversity. As can be seen, a very large percentage of the products have similar structures (Tanimoto coefficients>0.85). The sampling process outlined above results in the following. Molecules having pairwise similarities above approximately 0.85 have overlapping neighborhood radii as shown at 1 and one of each pair is excluded from the library. Molecules having pairwise similarities of approximately 0.85 have almost touching but not overlapping neighborhood radii as shown at 2 and are included in the library. Molecules having pairwise similarities significantly less than approximately 0.85 have no overlapping neighborhood radii as shown at 3 and are also included in the library. Excluding molecules with a Tanimoto similarity greater than 0.85 will eliminate a significant number of molecules in this representative product assembly. This reduction is also reflected in matrix F. While the circles of similarity shown in FIG. 13 represent convenient conceptualizations of the neighborhood distance concept, it should be remembered that most metrics will not define a space in which the “distance” corresponds to an area or volume. In particular, a Tanimoto similarity space does not have this property, yet the “similarity” to a neighbor can be defined and is very useful.

[0206] A specific example illustrates the dramatic power of the final selection stage in the design process. A proposed combinatorial screening library was designed using thiols and sulfonyl chlorides as reactants. (Many of the same thiols were considered in the study discussed earlier.) The original 716 thiols and 223 sulfonyl chlorides considered would make 159,668 potential products. Topomeric CoMFA analysis indicated that 170 thiols and 61 sulfonyl chloride reactants represented diverse molecules for the purposes of this design and should be used in further library design. 10,370 combinatorial products were now possible. Graph 1 of FIG. 14 shows the Tanimoto similarity distribution of the 10,370 possible products. It can be seen that a large percentage of the possible products were at least 0.85 similar to each other. Following the final stage selection process of the method of this invention, 1,656 product molecules were selected none of which was 0.85 similar to the other. Graph 2 of FIG. 14 shows the plot of the Tanimoto similarities of the final library design products. (The Y axis of the graph is plotted in fractions per % so that the integrated totals are proportional to 10,370 and 1,656 respectively.) The remarkable selectivity of the sampling process is immediately apparent. The products of the designed library have a clearly different similarity profile than the non-selected products. In addition, there has been a greater than 6:1 reduction in the number of product compounds. Thus, from a possible universe of 159,668 potential combinatorial products; 1,656 have been identified which represent the structural diversity of the large ensemble. An approximate 100:1 reduction has been achieved without sacrificing the diversity of the combinatorially accessible universe. As a result of the library design, only the 1,656 compounds have to be synthesized. In addition, these same 1,656 compounds can be tested in any number of biological assays with a high degree of assurance that even in assays with unknown biological activity requirements, these compounds will present the diversity of compounds accessible through this combinatorial universe to the biological assays. Thus there is not only a savings in time and expense in the synthesis and testing of the identified molecules in the library, but it is not necessary to change library design (with concomitant time and expense) each time it is desired to screen a different biological assay.

Over time, using the library design of this invention and the process for merging libraries discussed below, it will be possible to build up an optimally diverse combinatorial screening library based on many different combinatorially accessible universes, and this combined library will represent the first real general purpose screening library available to the art—a realization of a long sought after, and previously believed unattainable, goal.

[0207] Clearly, other validated whole molecule metrics and their associated neighborhood distances can be used with the sampling process described above to select product molecules for inclusion in a screening library. However, it makes no sense to use the same metric for the products as
was used for the reactants. For instance, in the case of the topometric CoMFA metric, no information would be gained if the metric was used again with the products since all the steric information from the reactants has been transferred to the products. What is critical is that the combinatorial screening library should be constructed by including product molecules which do not fall within the neighborhood radius of other molecules and excluding product molecules which fall within the neighborhood radius of previously chosen molecules. At the end of the design process of this invention, a list of product structures and the reactant sources for each is available in the computer and can be output either in electronically readable or visually discernable form. This data defines the combinatorial screening library. The list of reactants is supplied to synthetic organic chemists. Actual synthesized molecules are then available for testing in the biological assays, typically on multiple well plates. The list of products from each library design can be used to create a definition of a larger combinatorial screening library when merged with other such libraries as discussed below.

The combinatorial screening library designed by the method of this invention is both locally diverse (no two reactants representing the same steric space are present) and globally diverse (no two products having overall similar structures are present). Such a library thus meets the desired combinatorial screening library criteria of being representative of the diversity of the entire combinatorially accessible chemistry universe while at the same time not containing more than one sample of each diversity present (no oversampling). An optimally diverse combinatorial screening library has thus been achieved. By designing an optimally diverse screening library, a reduction in the number of combinatorially generated structures which need to be synthesized and tested of substantially greater than $10^2$-$10^3$ should be possible.

9. Lead Compound Optimization

Unless an entire combinatorially accessible chemical universe is screened, a lead molecule found from screening a library will rarely be the most active or the optimal molecule desired. Therefore, extensive additional work is usually required searching for a related compound possessing the greatest activity or some combination of activity and another desirable feature such as bioavailability. Most of the time, the design of the screening library from which the compound was identified provides little, if any, help in this search. Again, medicinal chemists must resort to traditional methods of lead development. Combinatorial screening libraries based on the methods of this invention provide the means for a directed search of the chemistry space in a way not possible with prior art libraries.

This feature results directly from the fact that the libraries are constructed at each level by selecting molecules which are representative samples of particular molecular diversities. Thus, once a lead is identified, it is a straightforward matter to identify and test compounds representative of the same and/or closely related diversity; i.e., it is known how to identify molecules within the neighborhood of the active lead, as defined by the validated metrics used to construct the screening library. Furthermore, the synthetic chemical methods used to construct the screening library are already known and tested and can be used to synthesize additional molecules of the same or similar molecular structure. Since time is always of the essence, especially in exploring a newly discovered biological target, a rational follow up search through an optimally designed library of this invention permits homing in on crucial molecular structures directly and quickly. Not only does this procedure speed up the development process, but it also avoids wasting the time and effort synthesizing and analyzing large numbers of compounds not in the neighborhood of the lead compound which would be erroneously tried prior to knowledge of this invention.

Because the libraries of this invention have been constructed using two selection steps based on molecular structural differences, each step provides an opportunity to identify and explore compounds having similar structural features.

A. Advantages Resulting from Product Filter

Due to the way the final product molecules were selected for inclusion in the library, all compounds with a Tanimoto similarity of approximately 0.85 or greater to a compound already in the library were excluded. This makes the first place to look for compounds likely to have the same activity as the lead compound is in the group of all compounds in the combinatorial universe from which the lead was identified having a Tanimoto coefficient with respect to the lead compound of approximately 0.85 or greater. Then, since each of these initial compounds will also have an associated group of different compounds within approximately 0.85 Tanimoto similarity of themselves, this larger group forms the second layer of what can be an expanding area of similar compounds to investigate. How far outwards from the lead compound the search is carried (each time searching within a Tanimoto coefficient of approximately 0.85) will be determined by the success of these additional compounds showing activity in the same assay as the lead compound. Thus, the library design itself identifies and permits a directed search for compounds from the utilized combinatorial universe most likely to have activity similar to the lead compound. The same procedure is followed if another valid metric, not the Tanimoto similarity) was used to create the library. Then all compounds within the neighborhood distance to a compound already in the library were excluded and the first place to look would be for compounds which fall within the neighborhood distance. The process is exactly identical to that followed using the Tanimoto descriptor.

B. Advantages Resulting from Reactant Filter

Two consequences flow from the selection of only one reactant from each cluster. First, combinatorial products containing that reactant may or may not be the most active with respect to any particular given biological screening test. There is no way to guarantee that the reactant that yields the most active product will be selected from the cluster. For any reasonably sized cluster, the probabilities of finding the reactant that yields the most active product would not be greatly increased even if two reactants from that cluster were chosen, and, the size of the library to be tested would have been doubled.

However, the second consequence of selecting only one reactant from each cluster presents the flip side of the selection coin. Once a lead compound is identified, the library design immediately indicates from which diverse
clusters the reactant molecules were chosen. All the other possible reactants (in the combinatorial chemical universe under study) representing similar aspects of diversity are included in the clusters from which the reactants were chosen. For lead optimization, compounds containing the other reactants from the identified cluster(s) can be synthesized and tested. The library design itself assures that the exploration of these reactants is likely to yield compounds with similar activity to the lead compound. Thus the reactant selection process not only reduces the number of molecules that need to be screened, but simultaneously identifies the molecular structures which should be subsequently explored to find the compound with the highest activity similar to the identified lead. No other prior art library design process provides so much information for lead optimization.

0217. C. Additional Optimization Methods Using Validated Metrics

0218. The knowledge that a metric is valid, and what that implies for the metric space as discussed earlier, immediately enables methods for lead optimization not previously possible. In particular, knowing that a metric will define a design space where compounds with similar biological properties are found measurable near each other (the definition of a valid metric), now permits for the first time the quantitative examination of the array of molecules used in any screening assay to determine whether any molecules are measurably close to the identified lead compound. One aspect of this approach has already been discussed in sections 9.A and 9.B and certainly works best with an optimal library designed by the method of this invention. In addition, however, validated metrics will permit useful examination of any assemblage of compounds whether or not the lead compound is identified from within the assemblage. There is no restriction on the source of the additional compounds to be examined and they may range from prior art screening libraries to chemical databases. Once a lead is identified, a validated metric would be used to map the lead and all other compounds in the assemblage to be examined into the metric space; i.e., the metric characteristics/values are determined for all possible compounds. For reactants (possible substituents) a metric validated on reactants would be used. For whole molecules, a metric validated on whole molecules would be used. Metric differences between the lead molecule and all the other molecules would then be calculated. All molecules with metric distances to the lead within the neighborhood distance of the validated metric should have similar biological activities. Again, if the metric distances from each molecule thus identified as falling within the neighborhood distance of the lead are then calculated with respect to all other molecules (excluding the lead and each other), a second layer of molecules is identified which should have activity similar to the active neighbors of the lead molecule. Additional layers may be similarly identified and explored experimentally. Depending on the structures involved, at least two layers would normally be explored. Thus, because validated metrics are now available, lead optimization will much less often be the hit or miss procedure characteristic of the prior art.

0219. An extension of this procedure yields yet another major advance. In the prior art it was not possible to tell how far away from the lead (in structural terms) one should explore in the search for a compound more active than the lead. In terms of the two dimensional activity island analogy of FIG. 1, no procedure existed for exploring the shape or extent of the island of activity. Without knowledge of the island’s shape and extent, not only was it impossible to know by how far a compound missed the island, but even when an active compound was found, it was also not possible to know if the island had been sufficiently explored, that is, whether all compounds representing the range of diversity spanned by the activity island had been identified. In other words, had everyplace been explored that should have been?

0220. With the molecules identified by the expansion procedure outlined above, it will now be possible to map the island. Starting with molecules within the neighborhood distance of the lead, molecules would be synthesized and tested for activity. If all the molecules within the neighborhood distance (“nearest neighbors”) show activity, each still falls within the boundary of the island, and the next layer of molecules in the neighborhood distance expansion would be synthesized and tested. If only some of the nearest neighbor molecules show activity, the neighborhood radius of the lead must span an edge of the activity island, and only molecules falling within the neighborhood distance of these nearest neighbor active molecules would be included in the next layer of the expansion and synthesized and tested. Again, some of the newly tested molecules may show activity and some may not. This process of nearest neighbor molecule identification and testing should be repeated until no molecule in the next expansion layer shows any activity. The active molecules determined by this procedure will define the limits and shape of the activity island in terms of structural differences.

0221. The resolution obtainable with this procedure depends upon how well the structural diversity of the activity island is represented by the molecules in the original assemblage. That is, if only a portion of the activity island structural diversity is represented in the assemblage of molecules, that is the only part of the island which can be explored. Alternatively, perhaps only the island’s rough outline can be perceived. Within the constraints of the diversity present in the assemblage, exploration of the full extent of the island and of the space within its boundaries can be accomplished with the guidance of the validated metric with which the island is mapped. To explore the island further it is only necessary to identify molecular structures not included within the original assemblage with which to test the unknown territory. In some cases in order to distinguish particular structural differences, it may be necessary to consider additional sources of structurally diverse molecules and, perhaps, to map the lead and additional compounds in more than one metric space. Thus, possible structures can be proposed and examined with the validated metric. If the proposed structures fall within the neighborhood distance of an active molecule, they can be experimentally tested. If those are active, further structures can be proposed and again examined to determine whether they fall within the neighborhood distance of the newly identified active molecule. If they do, they would be experimentally tested. Repeating this cycle of identification and testing will ultimately yield a higher resolution map of the island and assure the searcher that the island has been thoroughly explored and no activity peak has been missed.

0222. The availability of validated metrics enables yet another method of rationally directed lead optimization from
a knowledge of the structure of a lead molecule which was not identified from screening an optimally diverse combinatorial screening library. Essentially, the reactant screening process is utilized backwards to identify similar molecular structures, and then the product screening process is utilized to confirm structural similarity of proposed products to the lead. Two cases are important. The first involves lead molecules which can be synthesized directly from reactants. In this method, the lead molecule would be analyzed to determine from what constituent reactants it may be synthesized. These reactants would then be characterized using a reactant metric such as topomeric CoMFA. Molecules in databases of potential reactants would be characterized using the reactant metric and searched for reactants falling within the neighborhood radius of each of the original reactants. The identified reactants will provide a basis for building proposed products having the same structural characteristics (diversity) as the original lead compound. However, before the product is synthesized, its similarity in metric space to the lead would be checked using a product appropriate metric to make sure that it falls within the neighborhood radius of the lead.

The second case involves lead compounds in which substituent groups are bonded to a central or core molecule. The reactants which form the basis of the substituents as well as the core molecule would then be characterized using appropriate validated metrics. Again, molecules in databases of possible reactants and core molecules would be characterized with validated metrics and searched for molecules falling within the neighborhood radius of each of the original reactants and core. The molecules thus identified would provide a basis for building proposed products with structural diversity similar to the lead compound. Again, before synthesis, the proposed products would be evaluated with an appropriate metric to confirm that they fall within the neighborhood distance of the lead compound.

Since it is known that molecules resulting from different chemistries and involving different constituents often show activity in the same biological assay, it would be desirable to search as wide a range of molecules as possible when performing the searches outlined above to identify additional molecules that are within the neighborhood distance of some lead compound. Clearly, when contemplating these procedures, it must be recognized that the universe of all accessible chemical substances, even under the constraints of molecular weight that characterize a useful drug, numbers trillions of structures. While such unprecedented directed searches are only now possible with validated metrics, even with today’s powerful computers, the practicality of such large searches depends on reorganizing the trillions of candidate structures in such a way that the vast majority of candidates can be excluded, to the greatest extent possible, at the start of the search.

One such useful reorganization involves dividing the candidates into series of molecules accessible by some common synthetic route, and thus describable in terms of a core and reactants. (Typically, the synthetic route used to create the lead would be the first investigated and other sets of alternative routes explored secondarily.) A combinatorial SYBYL Line Notation (cSLN) affords a useful description of such a series of molecules.

Molecules represented by a cSLN would be considered for overall similarity to an active lead molecule in the manner discussed above. Using validated metrics, it is most efficient to: 1) first identify each of the individual lists of reactants within the cSLN with the most similar side chain within the active lead; 2) next, to consider the similarity of the “core” within the lead (the atoms remaining after the side chains are identified) to the non-variant core within the cSLN; and 3) then, if the “core” similarity is not so low that this series of molecules can immediately be excluded, to order the variation lists by similarity to the corresponding side chains within the lead. The advantage of such a partitioning and preordering by similarity is the ability to break off the search as soon as no remaining member of the series would be likely to be sufficiently similar.

As an overly simplistic example, consider the series of sixteen possible dihalogenated methanes which may be represented by a cSLN as: X2CH2X1{X1:F{Cl[Br]}{X2:F{Cl[Br]}}. If bromobenzene were the “active lead” and the dihalomethanes were the series to be considered, an appropriate metric that indicated the lack of similarity of the aromatic core of bromobenzene to the methylene core of the dihalomethanes would immediately eliminate all dihalomethanes without considering each of the sixteen individual possibilities. However, if ethyl bromide were the “active lead”, an appropriate metric might show that the methylene and ethylene moieties were sufficiently similar to warrant consideration of the individual methylene dihalides, and preordering of the variation list might immediately lead to dibromomethane as the most similar dihalomethane to ethyl bromide (the first bromine atom being identical to the ethyl bromide bromine, and the second bromine atom probably being the most similar to the CH3 of the ethyl bromide). In this hypothetical example only one molecule instead of sixteen would need to be considered in identifying similar molecules most likely to lie within the same neighborhood as the lead. Within actual cSLNs (each possibly representing perhaps millions of structures by including more points of variation and many more and larger variations at each point), the speed enhancement obtainable from this searching strategy would be many orders of magnitude greater than sixteen.

There may be other variations of the applications of the methods outlined above which are not yet recognized at the present time since the concepts and applications of this invention are still so new. However, reasonable extrapolations/techniques of molecular discovery which follow from the disclosure of the present invention and, in particular, from the ability to validate metrics, are considered within the teaching of this application.

10. Merging Libraries

The final selection (sampling) methodology of this invention has broader uses than yet described. So far, this disclosure has been primarily concerned with the design of a combinatorial screening library based upon either sets of reactants or sets of reactants and central cores. Each combinatorial screening library based on these materials only explores the diversity of that part of the chemical universe accessible with those compounds. Unless as much of the diversity of the entire combinatorially accessible chemical universe is explored in a screening library as is possible, there is no assurance that a molecule possessing activity with respect to any particular unknown biological assay will be found. Clearly, the useful diversity of the combinatorially
accessible chemical universe can only be explored with as many sets of reactants attached to as many cores as is possible. Stated slightly differently, there may be large parts of the diversity of the chemical universe not explored by one or even a few combinatorial schemes. Thus, combinatorial screening libraries based on multiple reactants and multiple cores would be desirable. However, even with screening libraries constructed with the method of this invention, the simple addition to each other of many such libraries will quickly increase the total number of molecules which need to be screened. Worse yet, since many of the possible reactants used for combinatorial synthesis with different cores have similar structures, and since many of the possible cores used for combinatorial synthesis may differ little from each other, it is highly likely that much of the same diversity is represented to a greater or lesser extent in each of the libraries generated from these materials. Simply combining the libraries would again result in oversampling of the same diversity space. It would clearly be more useful and economical (efficient) in terms of time, money, and opportunity to use additional screening to explore different aspects of the diversity of the chemical universe.

[0230] Another significant feature of this invention is the recognition that the neighborhood selection (sampling) criteria also provides a method to combine combinatorial screening libraries to avoid this oversampling problem. Starting with an arbitrary first library, using a validated metric which can be applied to whole molecules, each molecule of a second library is added to the first library if the molecule does not fall within the neighborhood radius of any molecule in the first library as supplemented by all the added molecules from the second library. This process is continued until all the molecules in the second library have been examined. In this manner, only molecules representative of a different aspect of diversity are added from the second library to the first. Each successive library is added in the same manner. The molecules in a final combined library formed from smaller libraries selected according to the method of this invention represent diverse molecular compounds and have the optimal diversity which is desired of a general combinatorial screening library. However, even if the groups of molecules to be merged have not been selected by the methods of this invention, they may be merged according to the above procedure if first, a subset of each group of molecules is selected according to the product sampling method of the design process. This will insure that similar molecules within each group are eliminated. The resulting merged library will not be optimally diverse, but it should not redundantly sample the diversity present in the separate groups.

[0231] The 2D Tanimoto fingerprint metric is useful in performing the library additions. The 2D Tanimoto similarity coefficient of each molecule in the first library to all molecules in a subsequent library are calculated. Each molecule of the second library is added to the first library if the molecule does not fall within a 0.85 Tanimoto coefficient (the neighborhood radius) of any molecule in the first library as supplemented by all the added molecules from the second library. As long as the metric used for sampling and endpoint determination is valid (has the neighborhood property), this selection method guarantees a combined library in which all of the accessible diversity space is represented with little likelihood of oversampling. An example of three prior art libraries not designed with the method of this invention which might be merged using the neighborhood sampling criteria is shown in FIG. 15. FIG. 14 shows the distribution of molecules plotted according to their Tanimoto 2D pairwise similarity of the Chapman & Hall Dictionary of Natural Products, Dictionary of Pharmacological Agents, and Dictionary of Organic Compounds (CD ROM Versions). It is immediately clear from FIG. 14 that simply adding the three libraries together would produce a combined library in which most of the compounds would be very similar to each other (Tanimoto similarities<0.85). Further redundant similarity would be expected from a comparison of the similarities between the molecules in the three libraries! The position of the 0.85 similarity point to the bulk of the molecules in each library indicates that, most of the molecules in these databases would be excluded from a combined library formed by merging the databases by the procedure outlined above.

11. Other Advantages of Optimally Diverse Libraries

[0232] There are additional benefits achieved by designing combinatorial libraries according to the method of this invention. For instance, as noted earlier, one of the difficulties of screening several compounds simultaneously is the possibility of non-specific activity being detected due to the contributory effect of the combination of compounds. In fact, the likelihood of this effect is increased when compounds of the same molecular structural and chemical diversity are tested in the same assay. With the libraries of this invention, it will be possible to design the assay combinations so that only compounds representing different aspects of diversity are tested together. While this procedure can not guarantee that no combination effects will occur, it makes it much less likely. Another benefit achieved is that complex deconvolutions will generally be unnecessary. Deconvolution problems are accepted in the prior art as a necessary evil due to the enormous number of molecules which must be synthesized and screened since virtually all combinatorial possibilities are included in the libraries. Clearly, with smaller optimally diverse combinatorial screening libraries covering the same search territory as the larger prior art libraries, it is possible with the aid of computer controlled robots and data bases to individually synthesize and track each compound.

[0233] As mentioned at the beginning of this disclosure, the methods of this invention are also applicable to problems outside the specific area of drug research. The notion of choosing compounds based on diversity is a general concept with many applications and is applicable any time the problem is presented of having more compounds than can usefully be tested/used. The example was given earlier of determining what compounds had the same structural diversity as a previously identified (biologically active) compound. Of course, with the methods of this invention, the activity may be any chemical activity. In addition, the universe of chemicals from which only some are to be selected does not have to result from a combinatorial synthesis, but may result from any synthesis or no synthesis at all. An example of the later would be the solution to the question of selecting molecules of similar diversity from among those in a large corporate or catalog data base. In these cases, an appropriate metric (remembering that different metrics are applicable in different circumstances) would be applied to all the compounds and clustering would result in compounds of the same diversity. The methods of this
invention, including metric validation, topomeric CoMFA metric characterization, end-point neighborhood sampling, lead compound optimization, and library design can all be applied separately and together to solve the selection problem.

Thus, while this invention has been particularly described with reference to the drug lead identification art, it is clear that the validation of molecular structural descriptors and their use in selecting structurally diverse sets of chemical compounds can be applied anywhere a large number of compounds is encountered from which a representative subset is desired. Since the implications and advances in the art provided by the methods of this invention are still so new, the entire range of possible uses for the methods of this invention can not be fully described at the present time. However, such as yet identified uses are considered to fall under the teachings and claims of this invention if validated molecular structural descriptors are employed to characterize the diversity of molecules.

REFERENCES CITED


What is claimed is:

1. A computer implemented method of generating standardized representative three dimensional conformations of molecules having at least one open valence comprising the steps of:

   a) defining a set of topomeric alignment rules; and

   b) applying the topomeric alignment rules to the molecules to generate a representative conformation for each.

2. A computer implemented method of characterizing the three dimensional structure of molecules having at least one open valence, which can assume many conformations, comprising the steps of:

   a) generating standardized representative three dimensional conformations of the molecules comprising the steps of:
(1) defining a set of topomeric alignment rules; and
(2) applying the topomeric alignment rules to the molecules to generate a representative conformation for each; and

b) generating the CoMFA steric fields for each aligned molecule.

3. The method of claim 2 further comprising the addition of topomeric hydrogen bonding fields to the CoMFA steric fields.

4. A computer implemented method of applying a molecular structural descriptor to molecules having at least one open valence to determine similarity of shape comprising the following steps:

a) generating standardized representative three dimensional conformations of the molecules comprising the steps of:
   (1) defining a set of topomeric alignment rules; and
   (2) applying the topomeric alignment rules to the molecules to generate a representative conformation for each; and
b) generating the CoMFA steric fields for each topomerically aligned molecule; and

c) calculating the field differences between all pairs of molecules wherein smaller field differences reflect greater similarity of shape.

5. The method of claim 4 further comprising after step b) the additional step of adding topomeric hydrogen bonding fields to the CoMFA fields.

6. A computer implemented method for configuring molecules having at least one open valence into a standardized representative three dimensional conformation enabling comparison of the shape related properties of the molecules, comprising the following steps:

a) defining topomeric alignment rules;

b) obtaining, or generating from two dimensional (2D) structural information, the three dimensional (3D) configuration of the molecules represented by the three dimensional coordinates of the atoms comprising the molecules; and

c) repositioning the relative positions of the atoms in the molecules by adjusting torsions according to the topomeric alignment rules wherein a standardized aligned topomeric conformation is produced for each molecule.

7. A computer implemented method of characterizing the three dimensional structure of molecules having at least one open valence, which can assume many conformations, comprising the steps of:

a) configuring the molecules into a standardized representative three dimensional conformation comprising the steps of:
   (1) defining topomeric alignment rules;
   (2) obtaining, or generating from two dimensional (2D) structural information, the three dimensional (3D) configuration of the molecules represented by the three dimensional coordinates of the atoms comprising the molecules; and
   (3) repositioning the relative positions of the atoms in the molecules by adjusting torsions according to the topomeric alignment rules; and
b) generating the CoMFA steric fields for each aligned molecule.

8. The method of claim 7 further comprising after step b) the additional step of adding topomeric hydrogen bonding fields to the CoMFA fields.

9. A computer implemented method of applying a molecular structural descriptor to molecules having at least one open valence to determine similarity of shape comprising the following steps:

a) configuring the molecules into a standardized representative three dimensional conformation comprising the steps of:
   (1) defining topomeric alignment rules;
   (2) obtaining, or generating from two dimensional (2D) structural information, the three dimensional (3D) configuration of the molecules represented by the three dimensional coordinates of the atoms comprising the molecules; and
   (3) repositioning the relative positions of the atoms in the molecules by adjusting torsions according to the topomeric alignment rules; and
b) generating the CoMFA steric fields for each topomerically aligned molecule; and

c) calculating the field differences between all pairs of molecules wherein smaller field differences reflect greater similarity of shape.

10. The method of claim 9 further comprising after step b) the additional step of adding topomeric hydrogen bonding fields to the CoMFA fields.

* * * * *