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(57) ABSTRACT 

The present invention relates to a Subscription modeling 
system and methodology. A query processor receives Sub 
Scription query and Subscriber information and transforms 
the query and Subscriber information into data. An index 
component propagates at least one database with the trans 
formed data; and a matching component that associates the 
transformed data with event data to generate a database of 
notification data that can be delivered to subscribers. The 
invention provides for abstracting Subscription and Sub 
scriber information (as well as event information if desired) 
to high-level classes (e.g., data fields)—thus the invention 
provides for modeling such notification related information 
as data. Subscription applications can thus be developed at 
high levels wherein complex subscription queries and Sub 
scriber information can be defined as data fields for example. 
Databases in accordance with the data fields can be propa 
gated with subscription/subscriber specific information. The 
present invention takes advantages of the processing power 
associated with database engines (e.g., SQL server) to 
generate notifications via performing a join operation on the 
databases (e.g., Subscription database(s). Subscriber data 
base(s) and event database(s)). Accordingly, notifications 
are generated en masse as compared to per Subscription per 
subscriber. Thus the present invention provides for a highly 
Scalable and efficient notification system. 
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PROGRAMMING MODEL FOR SUBSCRIPTION 
SERVICES 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

0001. This application is a continuation of U.S. patent 
application Ser. No. 10/180,662, which was filed Jun. 26, 
2002, and entitled, “PROGRAMMING MODEL FOR SUB 
SCRIPTION SERVICES.” The entirety of the aforemen 
tioned application is incorporated herein by reference. 

TECHNICAL FIELD 

0002 The present invention relates generally to computer 
systems, and more particularly to a system and method for 
implementing Subscription applications. 

BACKGROUND OF THE INVENTION 

0003 Empowering people to make well-informed deci 
sions has become increasingly important in today's fast 
paced environment. Providing individuals with relevant and 
timely information is an essential element in facilitating 
such well-informed decisions. However, certain information 
that is noise to some may be very valuable to others. 
Additionally, some information can also be temporally criti 
cal and as such there may be significant value associated 
with timely delivery of such information. Moreover, some 
individuals prefer to stay apprised of information, even 
though not critical. A challenge is to provide information in 
a desired manner notwithstanding vast differences in indi 
viduals information and delivery preferences. 
0004 Many conventional methods of gathering informa 
tion require proactively requesting and searching for the 
information, often mandating sifting through dozens of 
messages, hundreds of articles, or referencing numbers or 
trends in reports. Furthermore, existing technologies assume 
that a person desiring Such information is at a computer and 
has time and ability to retrieve the information. Moreover, 
people are increasingly mobile and cannot always be within 
close proximity of a computer. As a result, Internet-enabled 
mobile devices are becoming increasingly popular and have 
generated demand for services that deliver timely, person 
alized information regardless of location, on whatever Suit 
able device is available and accessible. 

0005 Some have attempted to accommodate such 
demand by building systems that allow individuals to sub 
scribe to an application that automatically delivers informa 
tion of interest. However, most of such information delivery 
systems have been poorly built employing ad-hoc tech 
niques. Additionally, conventional systems have difficulty 
with respect to scaling because of the complexity associated 
with processing meaningful queries in connection with a 
large number of disparate events or publications, and deliv 
ering results to Subscribers given the varying types of 
individual delivery preferences as well as recipient device 
types. Consequently, conventional notification systems are 
inefficient, difficult to maintain and administer, unreliable, 
and are inadequate for hosting large Scale applications. 

SUMMARY OF THE INVENTION 

0006 The following presents a simplified summary of the 
invention in order to provide a basic understanding of some 
aspects of the invention. This Summary is not an extensive 
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overview of the invention. It is not intended to identify 
key/critical elements of the invention or to delineate the 
Scope of the invention. Its sole purpose is to present some 
concepts of the invention in a simplified form as a prelude 
to the more detailed description that is presented later. 
0007. The present invention relates generally to a system 
and methodology for providing a notification system. The 
Subject invention provides for facilitating notification ser 
vices via a notification architecture that is highly scalable 
and can handle a large Volume of queries with respect to a 
plurality of disparate Subscription service providers and 
subscribers. One aspect of the subject invention provides for 
a notification platform that facilitates building and main 
taining reliable, high performance, and scalable applica 
tions. More particularly, the platform of the subject inven 
tion provides for a manner in which to express event 
schema, Subscription schema, notification schema, and 
match rules in a rich manner (e.g., XML) as well as allowing 
a Subscription service provider to express content formatting 
and protocols that will be implemented in connection with 
distributing notifications. The invention includes an execu 
tion engine that integrates information propagated in accor 
dance with the aforementioned schema, formatting and 
protocols to provide highly scalable notification services. 
0008. The invention provides for abstracting subscription 
and subscriber information (as well as event information if 
desired) to high-level classes (e.g., data fields)—thus the 
invention provides for modeling such notification related 
information as data. Subscription applications can thus be 
developed at high levels wherein complex subscription 
queries and Subscriber information can be defined as data 
fields for example. Databases in accordance with the data 
fields can be propagated with Subscription/subscriber spe 
cific information. The present invention takes advantages of 
the processing power associated with database engines (e.g., 
SQL server) to generate notifications via performing a join 
operation on the databases (e.g., Subscription database(s), 
Subscriber database(s) and event database(s)). Accordingly, 
notifications are generated en masse, as compared to per 
Subscription per Subscriber which can consume significant 
computing resources. By modeling the notification related 
information (e.g., Subscription queries, Subscriber informa 
tion, event information . . . ) as data and leveraging the 
power of relational database systems to perform set-oriented 
manipulations on this data efficiently, the present invention 
provides for a highly scalable and efficient notification 
system. 

0009. The notification system architecture in accordance 
with one particular embodiment of the invention is com 
posed of various modular components (e.g., event provider, 
a notification generation engine, and a notification distribu 
tor) that can be decoupled and replicated as necessary and 
run in different configurations to increase system Scalability. 
The event providers collect events and submit the event 
information to the notification generation engine—an appli 
cation can employ standard event providers or create custom 
event providers. Furthermore, the event provider is scalable, 
since many instances can be run on many machines so as to 
accommodate handling of large Volumes of events. 

0010. The notification generation engine, as defined by 
application developers, processes Subscriptions and creates 
notifications based on the various sets of events. Addition 
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ally, the engine Supports immediate subscriptions (e.g., 
triggered when new events arrive) or scheduled Subscrip 
tions (e.g. triggered on a Subscriber defined schedule). 
Further, the notification engine provides for historical or 
state-based services. 

0011. The notification distributor formats notifications 
and provides the formatted notifications to subscriber(s) via 
a delivery service. Application developers via employment 
of the subject invention can define transformation(s) from 
raw data to a formatted notification. Accordingly, the noti 
fication distributor can be configured to accept customized 
delivery routers, although several default routers or proto 
cols can be supported (e.g. email, HTTP Post, Notify.NET, 
SMTP. MSAlerts, FTP and Microsoft MIS). Furthermore, 
since multiple distributors can be executed for each service, 
the notification distributor is also scalable. 

0012 Another aspect of the present invention provides 
for modeling Subscriptions as data as discussed briefly 
above. A significant task associated with a subscription 
application is to match incoming event data with a set of user 
subscriptions to determine what notifications should be sent. 
One challenge in the notification space is matching expedi 
tiously a large number of complex queries (e.g. Subscrip 
tions) with a large number of events (e.g. publications) on a 
particular system. The present invention provides for mod 
eling Subscriptions as data as opposed to conventional 
modeling of Subscriptions as queries. The application devel 
oper defines a few standard queries that are parameterized; 
individual subscriptions provide values for the parameters. 
The notification system of the subject invention can treat 
individual Subscriptions as parameter data—evaluation of 
large numbers of Subscriptions modeled as data becomes a 
set-oriented data processing problem, for which database 
engines are well Suited. As a result, Such implementation in 
accordance with the subject invention provides for highly 
Scalable notification applications. 

0013 Another aspect of the invention relates to a pro 
gramming model for Subscription applications. The present 
invention provides an improved programming model for 
Subscription applications whereby an application developer 
only has to generate a diminimus amount of code to build a 
fully functional and rich Subscription application. This pro 
gramming model reduces development time, facilitates 
application maintenance and increases application efficiency 
by leveraging the power of a server engine (e.g., SQL 
Server) to perform Subscription and event matching. Addi 
tionally, the system achieves Scalability by abstracting simi 
larities between applications so that respective notification 
application(s) need to simply focus on respective implemen 
tation logic. Moreover, once semantics of an application are 
defined, reasoning about application behavior and valid 
implementation technique(s) becomes significantly easier 
for an application developer as compared to conventional 
schemes. 

0014. According to one particular programming model of 
the Subject invention, Subscription applications have various 
components (e.g., Subscriber/Subscription interface, event 
provider, match logic, notification formatter and delivery 
protocol) that facilitate effecting the advantages of the 
subject model. The subscriber/subscription interface pro 
vides a means by which information about subscribers and 
their subscriptions enter the system. An event provider 
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component Submits new events to the system. Match logic 
relates to rules for matching events with subscriptions, while 
the notification formatter component transforms raw notifi 
cation data into a form presentable to a recipient. Addition 
ally, a delivery protocol is defined as an implementation of 
the network protocol required to deliver the formatted 
notification to it intended recipient. 
0015 The programming model provides for the afore 
mentioned components to be implemented via simply speci 
fying customizing information regarding Subscription 
schema, event schema, event source, match rules, formatting 
transforms, and protocol headers. The Subscription schema 
is the structure and form of the data that is maintained for the 
respective Subscriptions (e.g. for a stock alerting application 
the system would store the name of the stock symbol). Event 
schema is the structure and form of the events that enter the 
system (e.g. in the stock alert application each event would 
contain a stock symbol and its current price). Additionally, 
there can also be a notification scheme which can describe 
size and shape of outgoing notifications. The event Source is 
simply the location from which events should be read, while 
the match rules are a set of rules for matching events with 
Subscriptions. Formatting transforms are a set of transforms 
for formatting raw notification data. Finally, protocol head 
ers are a set of configuration parameters for the set of 
delivery protocols that the notification system Supports. 

0016. In accordance with another aspect of the present 
invention, a priority for a file such as text can be generated 
based on a classifier, Such as by determining the likelihood 
that the text is of high or some other priority, for example. 
The classifier may be a Bayesian classifier, a Support vector 
machine, and/or other type of classifier. The classifier can 
consider data features such as the structural relationship 
between the user and the sender of the text, as well as the 
time of events referenced in the text. Other considerations 
Such as an expected loss of non-review of the text at a 
current time can be determined based on the priority, as well 
as an expected cost of outputting the text at the current time. 
The user can also be alerted on a mobile device, for example, 
in response to determining that the expected loss is greater 
than the expected cost, in accordance with a profile (e.g., 
information store of user preferences). 

0017. A current profile can be selected from a number of 
profiles, which can be editable by the user to reflect a 
different context (e.g., at home, at work, leisure time, busy, 
vacation, traveling). The profiles are schedulable on a per 
day and by-time basis, and can be locked to remain active 
unless Subsequently unlocked. The profile can have a pri 
ority threshold settable by the user thus controlling the 
amount and/or types of messages received, for example. A 
chunk setting associated with the profile can control delivery 
of the text. For example, text or other data may be delivered 
to a mobile or other communications device in conjunction 
with one or more other related texts or data. Alternatively, 
the text may be delivered to the communications device 
when a specified period has expired. Furthermore, the text 
may be delivered or diverted to a subsequent or alternative 
device, for example, if a primary device of the user, such as 
a desktop computer, is determined to be idle for a specified 
period of time. 

0018. The text or other data may be formatted prior to 
delivery to a receiving modality such as mobile device, for 
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example. Formatting can include compression and fragmen 
tation. In the case of the former, the text can be compressed 
according to a specified compression setting that is settable 
by the user. In the case of the latter, there is also a 
user-settable fragmentation setting. If the text or other data 
is an e-mail, the sender of the text may be sent an indication 
that the text has been delivered to the receiving device of the 
user. Furthermore, the sender may be sent an indication that 
the user is away from his or her primary device. Alerting the 
user may also consider the user's calendar and time of day. 
Events on the calendar can have an associated tag that 
specifies the degree to which the user is amenable to being 
interrupted during the event. 

0019. Thus, the subject invention provides for a platform 
that affords for Subscription providers to design customized 
Subscription services in an easy manner, and the invention 
provides for a powerful notification architecture that is 
highly scalable and powerful in that the data modeling in 
accordance with the present invention leverages the power 
of database engines to process highly complex Subscriptions 
for large numbers of subscribers in an efficient and rich 
a. 

0020. To the accomplishment of the foregoing and related 
ends, certain illustrative aspects of the invention are 
described herein in connection with the following descrip 
tion and the annexed drawings. These aspects are indicative 
of various ways in which the invention may be practiced, all 
of which are intended to be covered by the present invention. 
Other advantages and novel features of the invention may 
become apparent from the following detailed description of 
the invention when considered in conjunction with the 
drawings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0021 FIG. 1 is schematic block diagram of a notification 
application architecture in accordance with one aspect of the 
present invention. 

0022 FIG. 2 is a schematic block diagram of a notifica 
tion creation and distribution system in accordance with an 
aspect of the present invention. 

0023 FIG. 3 is a schematic block diagram illustrating a 
notification service architecture in accordance with an aspect 
of the present invention. 

0024 FIG. 4 is an illustration of an exemplary event 
table. 

0.025 FIG. 5 is a schematic block diagram of system for 
generating notifications according to an aspect of the present 
invention. 

0026 FIG. 6 is an illustration of an exemplary notifica 
tion table. 

0027 FIG. 7 is an illustration of an exemplary use a 
chronicle table. 

0028 FIG. 8 is a block diagram illustrating a notification 
distributor in accordance with an aspect of the present 
invention. 

0029 FIG. 9 is a graph depicting a facet of the publica 
tion Subscription problem. 
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0030 FIG. 10 is a block diagram depicting a subscription 
application in accordance with an aspect of the present 
invention 

0031 FIG. 11 is a high-level flow diagram relating to 
generating notifications in connection with one specific 
aspect of the Subject invention. 
0032 FIG. 12 is a high-level flow diagram of relating to 
generating notifications in connection with one specific 
aspect of the Subject invention. 

0033 FIG. 13 illustrates a system for producing notifi 
cations in accordance with an aspect of the present inven 
tion. 

0034 FIG. 14 is a block diagram depicting an ADF and 
its components in accordance with an aspect of the present 
invention. 

0035 FIG. 15 is a block diagram of a system for updating 
Subscription information in accordance with an aspect of the 
present invention. 
0036 FIG. 16 is a block diagram illustrating the use of 
event submission APIs to implement event provider func 
tionality in accordance with an aspect of the present inven 
tion. 

0037 FIG. 17 is a schematic block diagram of a priorities 
system in accordance with an aspect of the present inven 
tion. 

0038 FIG. 18 is a block diagram illustrating a classifier 
in accordance with an aspect of the present invention. 
0039 FIG. 19 is a schematic block diagram illustrating 
message classification in accordance with an aspect of the 
present invention. 

0040 FIG. 20 is a schematic block diagram illustrating a 
Scalar classifier output in accordance with an aspect of the 
present invention. 

0041 FIG. 21 is a schematic block diagram illustrating 
texts classified according to a class and scalar output in 
accordance with an aspect of the present invention. 
0042 FIG. 22 is a diagram illustrating linear priorities 
models in accordance with an aspect of the present inven 
tion. 

0043 FIG. 23 is a diagram illustrating a non-linear pri 
orities model in accordance with an aspect of the present 
invention. 

0044 FIG. 24 is a diagram illustrating a model for 
determining user activity in accordance with an aspect of the 
present invention. 

0045 FIG. 25 is a diagram illustrating an inference-based 
model for determining current user activity in accordance 
with an aspect of the present invention. 

0046 FIG. 26 is a diagram illustrating an inference-based 
model for determining alerting costs in accordance with an 
aspect of the present invention. 

0047 FIG. 27 is a diagram illustrating a more detailed 
inference-based model for determining alerting costs in 
accordance with an aspect of the present invention. 
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0.048 FIG. 28 is a diagram illustrating a more detailed 
inference-based model for determining alerting costs in view 
of a fidelity loss in accordance with an aspect of the present 
invention. 

0049 FIG. 29 is a flow chart diagram illustrating a 
methodology for generating and determining priorities in 
accordance with an aspect of the present invention. 
0050 FIG. 30 is a diagram illustrating a text generation 
program and classifier in accordance with an aspect of the 
present invention. 
0051 FIG. 31 is a schematic block diagram illustrating 
systematic cooperation between a notification engine and a 
context analyzer according to an aspect of the present 
invention. 

0.052 FIG. 32 is a block diagram illustrating a context 
analyzer in accordance with one aspect of the present 
invention. 

0053 FIG.33 is a block diagram illustrating notification 
Sources in accordance with an aspect of the present inven 
tion. 

0054 FIG. 34 is a graph depicting the utility of a noti 
fication mapped over time. 
0055 FIG.35 is an illustration of an exemplary interface 
in accordance with an aspect of the present invention. 
0056 FIG. 36 illustrates methodologies for determining a 
user context by direct measurement in accordance with an 
aspect of the present invention. 
0057 FIG. 37 is a block diagram illustrating an exem 
plary hierarchical ordered set of rules in accordance with an 
aspect of the present invention. 
0.058 FIG. 38 is a schematic block diagram of a system 
illustrating inferential analysis being performed by an infer 
ential engine to determine a user's context, according to an 
aspect of the present invention. 
0059 FIG. 39 illustrates an exemplary Bayesian network 
for inferring a users focus of attention for a single time 
period in accordance with an aspect of the present invention. 
0060 FIG. 40 illustrates a Bayesian model of a user's 
attentional focus among context variables at different peri 
ods of time in accordance with an aspect of the present 
invention. 

0061 FIG. 41 is a flowchart diagram illustrating how a 
user's context is determined in accordance with the present 
invention. 

0062 FIG. 42 is a flowchart diagram illustrating a deci 
sion process for a notification engine in accordance with an 
aspect of the present invention. 
0063 FIG. 43 is a schematic block diagram illustrating a 
Suitable operating environment in accordance with an aspect 
of the present invention. 
0064 FIG. 44 is a schematic block diagram of a sample 
computing environment with which the present invention 
can interact. 

DETAILED DESCRIPTION OF THE 
INVENTION 

0065. The present invention is now described with ref 
erence to the drawings, wherein like reference numerals are 
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used to refer to like elements throughout. In the following 
description, for purposes of explanation, numerous specific 
details are set forth in order to provide a thorough under 
standing of the present invention. It may be evident, how 
ever, that the present invention may be practiced without 
these specific details. In other instances, well-known struc 
tures and devices are shown in block diagram form in order 
to facilitate describing the present invention. 
0066. As used in this application, the terms “component' 
and “system are intended to refer to a computer-related 
entity, either hardware, a combination of hardware and 
Software, Software, or Software in execution. For example, a 
component may be, but is not limited to being, a process 
running on a processor, a processor, an object, an executable, 
a thread of execution, a program, and/or a computer. By way 
of illustration, both an application running on a server and 
the server can be a component. One or more components 
may reside within a process and/or thread of execution and 
a component may be localized on one computer and/or 
distributed between two or more computers. 
0067. As used herein, the term “inference” refers gener 
ally to the process of reasoning about or inferring states of 
the system, environment, and/or user from a set of obser 
Vations as captured via events and/or data. Inference can be 
employed to identify a specific context or action, or can 
generate a probability distribution over states, for example. 
The inference can be probabilistic—that is, the computation 
of a probability distribution over states of interest based on 
a consideration of data and events. Inference can also refer 
to techniques employed for composing higher-level events 
from a set of events and/or data. Such inference results in the 
construction of new events or actions from a set of observed 
events and/or stored event data, whether or not the events are 
correlated in close temporal proximity, and whether the 
events and data come from one or several event and data 
SOUCS. 

0068 Referring initially to FIG. 1, a system 100 illus 
trates a notification application architecture in accordance 
with one aspect of the present invention. The notification 
system 100 facilitates delivery of information to entities that 
have subscribed to an application. The system 100 provides 
for high-scalability and affords for disseminating informa 
tion to Subscribers in a desired manner according to specific 
Subscriber preferences. A Subscriber is an entity (e.g., a 
person or application) that has Subscribed to the notification 
system 100. A subscription in accordance with the present 
invention can be an expressed interest in certain information 
(e.g., stock price or results of a sporting event), and the 
specification of a delivery mode (e.g., e-mail, Voice mail, 
delivery via PDA, desktop computer, cellular telephone, 
television . . . ). Moreover, the present invention also 
provides for taking into consideration an individuals 
present state and associated delivery preferences according 
to present state. Thus, the notification system provides for 
dynamically modifying deliver modes given the type of 
information to be delivered, the criticality associated with 
the information, the subscriber's present state, and the 
deliver preferences given the aforementioned other param 
eters. One aspect of the invention that facilitates the system 
100 providing such highly scalable notification services is 
the employment of modeling Subscriptions as data. Such 
Subscription modeling mitigates the need to run queries 
individually per event per Subscriber. Accordingly, numer 
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ous events can be concurrently processed with respect to a 
plurality of subscribers and relevant notifications provided 
to the respective subscribers in a meaningful manner in 
accordance with individual subscriber preferences. 
0069. Information that subscribers are interested in is 
collected as events. For example, a stock price at a specific 
time can be an event, as is a sports score, or a product 
delivery message—almost any suitable real world “happen 
ing can be expressed as one or more events in accordance 
with the Subject invention. A notification is a message 
delivered to a subscriber-specific device that contains infor 
mation related to a subscription. A notification might contain 
a message about a new high value for a specific Stock or the 
final score for a sporting event for example. The server 
notification services provide interfaces for gathering Sub 
Scriptions and events, and then produces notifications based 
on this data. 

0070 Instead of treating individual subscriptions as que 
ries, the notification system 100 treats individual subscrip 
tions as parameter data (e.g., an application developer can 
define a set of parameterized queries, each of which can be 
a Subscription class)—evaluation of large numbers of Sub 
Scriptions becomes a set-oriented data processing problem, 
for which database engines (e.g., SQL server) are well 
suited. This is a foundation of the notification system 
programming framework of the present invention. In this 
model, event-triggered Subscriptions are evaluated by sim 
ply executing a database join between events and a poten 
tially large set of Subscriptions. In general, the notion of 
modeling Subscriptions as data is based on an assumption 
that if the notification system 100 defines various domains, 
then many queries will have a common structure. For 
instance, many Subscribers are interested in Stock values, but 
at a finer granularity respective Subscribers desire informa 
tion about different stocks at different values. Thus, an 
interest in a particular stock can be expressed as 
“STOCKSYMBOL and “TRIGGERPRICE so as to pro 
vide a common framework or parameter(s) for Such infor 
mation. The semantics of how these parameter values are 
interpreted in relation to the event data can be are defined by 
the application. Thus, the application fixes the logic of how 
Subscription parameters are interpreted (e.g., one app may 
want to alert when current price>trigger price and another 
may want to alert when current pree.<trigger price)—Such 
semantics can be resolved in advance by the application 
developer, and designed Such that a Subscriber cannot intro 
duce new semantics. 

0071. As discussed in greater detail below, the subject 
invention also encompasses a programming model for build 
ing Subscription applications. In Subscription applications a 
user establishes Subscriptions or declarations of interest in 
certain kinds of targeted information. Thereafter, when the 
information becomes available, the Subscription application 
sends a notification to the subscriber. A function of a 
Subscription application is to match incoming data with the 
set of user Subscriptions to determine what notifications 
need to be delivered. The Subject programming model 
allows an application developer to write a small amount of 
application specific code (e.g. a mix of XML, SQL, C#, 
C++, VB and other languages suitable for support by the 
.NET framework) to build a fully-functional, rich subscrip 
tion application. To enable such functionality, an execution 
engine can be built on top of SQL Server and the .NET 
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frameworks, for example, that implements fundamental data 
constructs and execution semantics common to Subscription 
applications. Thus, the Subject programming model reduces 
development time, facilitates application maintenance and 
increases application efficiency by leveraging the power of 
a server, for instance SQL Server, to do subscription and 
event matching. 
0072 The subject invention includes a declarative pro 
gramming model for building Subscription applications. The 
programming model provides a base framework for the 
structure of applications; and a developer can adapt the base 
framework to build a specific application. 
0073 With respect to the high-level schematic illustra 
tion of the system 100, five components of notification 
services cooperate to provide the functionality described 
above. A subscription management application 110 provides 
an interface for Subscribers to Submit Subscriptions as input 
to the system 100. In particular, the Subscription manage 
ment application 110 provides numerous application pro 
grammer interfaces (APIs) that facilitate entities to provide 
subscription services via the system 100—the APIs are 
discussed in greater detail infra. Event data can also gathered 
from external sources via an event provider 120. For 
example, an event provider in accordance with the present 
invention can gather or be pushed relevant events from a 
plurality of resources (e.g., newspapers, magazines, web 
sites, libraries, individuals, employers, government(s), etc.). 
A database engine 140 stores events and/or subscriptions in 
a data store 142, and also runs statements, like Transact-SQL 
statements, and stored procedures. It is to be appreciated that 
the database engine 140 can also process events versus 
Subscriptions in real-time without persistently storing infor 
mation. A notification application server 130 processes 
Subscriptions based on a set of events and ultimately gen 
erates notifications that are delivered to subscribers, and 
which can be stored in the database 142 if desired. Finally, 
delivery channels 150 route the generated notifications to 
delivery services 160, which can include, but are not limited 
to, Exchange servers, SMS servers, and .NET Alert Web 
services. The deliver channels 150 and delivery services 160 
are discussed in greater detail below. 
0074 FIG. 2 illustrates a notification creation and distri 
bution system 200 in accordance with an aspect of the 
present invention. The system 200 includes a subscription 
management system (one or more Subscription management 
applications) 210, notification services 220, a data engine 
230, database(s) 232, delivery services 240, and one or more 
subscription services 250 hosted by the notification system 
200. The server database engine 230 provides for processing 
and storing instance and application data. In particular, the 
server database engine 230 stores and retrieves instance and 
application information from database(s) 232. The data 
engine 230 also provides other services employed by the 
notification services 220. For example, the notification ser 
vices 220 can employ Transact-SQL language to join event 
and Subscription data via the data engine 230. Such integra 
tion provides Scalable performance gains, because the data 
engine 230 is likely to be highly optimized for joins as a 
result of the information processing capabilities afforded by 
SQL Services. The Subscription management system 210, 
provides a hosting environment for user interfaces that 
collect Subscriber and Subscription data as well as accom 
modate a variety of unique subscription services 250. The 
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Subscription management system can employ a Window SR 
application for Submitting Subscriber and Subscription data, 
or can use an automated process for loading Subscriber and 
subscription data from another system. The delivery services 
240 (e.g., .NET Alerts and Microsoft Exchange Server) 
receive notifications from the notification services 220 and 
send the notifications to appropriate Subscribers. 
0075) Functionally, events are submitted to the server 
data engine 230 through a hosted event provider in notifi 
cation services 220, or through a non-hosted event provider 
outside of notification services. If employing a non-hosted 
event provider, another system may be used that Supports the 
event provider, such as a Web server. In addition, it is 
appreciated that the notification services 220 can be 
deployed on a single server or scaled across multiple servers. 
0.076 Referring next to FIG. 3, a notification service 
architecture 300 is illustrated in accordance with an aspect 
of the present invention. The architecture 300 includes a 
notification services system 302, which includes an event 
provider 304, a central database 306, an application-specific 
database 308, notification engine 310, context analyzer 312, 
notification distributor 314, and subscribers 316. The noti 
fication services system 302 receives input in the form of 
events and Subscriber data, and Supplies output or notifica 
tion to subscribers 316. 

0077. The event provider 304 acquires events from event 
sources for the notification services system 302. Events 
represent data changes in the external world. For example, 
a stock price at a specific time is an event, as is a sports 
score, or a product delivery message. Stated differently, 
events are items that are potentially interesting to some set 
ofusers, and Such set of users define the particular input data 
via subscriptions. The event provider 304 is employed to 
collect selected events from event sources for the notifica 
tion services 302. Moreover, the event provider 304 can 
collect event data from a plurality of different sources 
including but not limited to communications, such as Inter 
net and network-based communications, and telephony 
communications, as well as Software services, XML files, 
applications, and databases. 
0078 Event sources are defined generally herein as that 
which generates events, which can also be referred to as 
notifications or alerts, intended to alert a user, or a proxy for 
the user, about information, services, and/or a system or 
world event. An event source can also be referred to as a 
notification source. Furthermore, the event provider 304 can 
monitor and gather data through various methods. Exem 
plary methods of gathering data include but are not limited 
to, monitoring directories for file additions, checking system 
and application log files for certain types of entries, trapping 
alerts from applications, monitoring web pages, tracking 
changes in database tables, and reviewing data provided by 
web services. In most cases, an event provider can gather 
data from any Suitable resource, provided that an application 
is prepared that retrieves events from the resource. In 
general, there are a variety of different models that can be 
employed by the event provider 304 to collect data. These 
models can influence how often and under what circum 
stances the event provider 304 will collect events from event 
SOUCS. 

0079. In addition, the event provider 304 can be notified 
or provided with data in at least one of two manners. The 
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event provider 304 may wait for information to be “pushed 
or sent to it, or it can “pull information from a source by 
polling the source and gathering any new or updated data. 
For example, if a user desires to be notified each time a 
headline story on a favorite news page changes, the event 
provider 304 can be implemented so that it monitors that 
page and searches for changes to the headline text, for 
example. When the text changes, the event provider 304 can 
extract the new headline data for the notification services 
system 302. In the above example, the event provider 304 is 
responsible for gathering needed data, because the data is 
not provided to the event provider from the event source as 
would be the case with employment of a push methodology. 
0080) Furthermore, the event provider 304 can obtain 
new data for the notification system 302 based on either a 
schedule or on the occurrence of an event that meets 
predefined criteria. A scheduled event provider can run 
periodically, based on settings implemented by an applica 
tion developer. The scheduled event provider will start 
running, retrieve and Submit new event data and then 
hibernate until a next scheduled trigger time. An event 
driven event provider can monitor an event source by 
running continuously. Thereafter, when data that meets a 
particular criteria for collection is made available the event 
provider will collect and submit the event. Alternatively, an 
event-driven event provider may only run in response to a 
callback function or some other external stimulus. This 
external function would then determine whether there is 
valid event data to collect, and use the event provider as the 
means of collecting such data. Once the event provider 304 
collects data from an external event source, it writes the data 
to an event table in batches and saves the event table to 
database 308. 

0081 Data is preferably handled in batches for the sake 
of efficiency—event data and notification data are both 
batched. Abatch, as generally defined herein, can be a set of 
data processed as a group. For example, an event batch can 
be a set of events that are submitted to notification services 
302 at one time. Events can be written to the system either 
individually or as a group. When a single event is written to 
the system and there is not an event batch open, one can be 
created automatically. The new event and Subsequent events 
are then associated with this automatically created batch. 
The event provider that is providing these events is pro 
grammed to close the current event batch periodically, which 
Submits this batch of events for use in notification genera 
tion. A new event batch is then created with the first new 
event Submission, and the cycle starts again. Furthermore, 
when events are written to the system as a group, each group 
is automatically assigned an event batch. When the writing 
process is completed, the event batch is closed so that these 
events are available for notification generation processes. In 
one particular embodiment of the invention, the batches are 
atomic (e.g., either the entire batch or none of it is Submit 
ted). 
0082 Referring briefly to FIG. 4, an exemplary event 
table 400 is illustrated. As shown each row in the event table 
400 contains TIME IN, STOCK SYMBOL, and STOCK 
PRICE. After events are collected in the event table, Sub 
Scriptions can be processed by evaluating Subscriptions 
against collected events, current time, and Subscription 
schedule, which is a task for the notification engine 310 
(FIG. 3). 
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0083) Turning back to FIG.3, subscribers 316 are shown. 
Subscribers are entities like persons or applications, that 
have subscribed to an application. By Subscribing to an 
application, a Subscription is created which is an expressed 
interest in specific information, Such as a stock price or 
sports team, and the specification of a delivery device as 
well as a delivery schedule for example. The data about 
subscribers and their delivery preferences is called sub 
scriber data. The data about the individual events the sub 
scriber is interested in is deemed subscription data. Notifi 
cation services 302 stores subscriber data and in a central 
database 306, and it stores individual subscriptions, or 
Subscription data in an application-specific database 308. 
This allows applications to share the global subscriber data 
while separately storing Subscriptions for each application. 
Subscription management is handled by a custom Subscrip 
tion management application described in greater detail 
below. 

0084 Turning now to FIGS. 5 and 6, a system 500 for 
generating a notification and an exemplary notification table 
600 are illustrated. As noted above, the notification services 
system 220 (FIG. 2) generates notifications based on the 
Subscriptions and events that are entered into the system. It 
does so by employing a notification generation rule, which 
matches subscription information to event data. If the event 
data fulfills the Subscription requirements, a notification 
record is created. To generate notifications, an application 
developer creates an event Subscription rule based on Sub 
scriber/user input. In particular, a rule is created to imple 
ment a portion of application logic—user input in a general 
sense can drive requirements for what rules to implement. 
This rule specifies how events and subscriptions relate and 
any other conditions that must be met to generate a notifi 
cation. In a simple application, when a single event matches 
a single Subscription, a notification engine 504 creates an 
entry in a notification table 508. Data in a notification table, 
like exemplary table 600 (FIG. 6), is organized as a table of 
records. Specifically, the notification table 600 contains data 
about the event (e.g., Stock alert) and references data about 
the Subscriber (e.g., Jim Smith), the delivery devices (e.g., 
email, PDA, home phone, office phone, car phone, mobile 
phone), and could also contain other information required 
for distribution. Creation of a notification table or an entry 
therein does not however mean that the notification is 
actually sent—the generator can write the notification to the 
internal notification table 508 and store it in system memory 
for further processing. 
0085. Notifications are processed in batches; unlike event 
batches (which are explicitly closed by the event provider), 
notification batches are automatically generated and closed 
by a generator function, so no application programmer 
interface (API) access is provided to them. However, devel 
opers can configure the notification batch size to meet 
specific application requirements. 

0086. In one particular embodiment of the invention, 
each time the notification generation process is started, a 
new notification batch record is created. Each notification 
record generated from that point in time until the process has 
finished will be associated with this batch. When processing 
is complete, the current notification batch is closed. This 
makes the notifications in this batch available for processing 
by other notification services components like the context 
analyzer 312 and the notification distributor 314 (FIG. 3). A 
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new notification batch record is then created the next time 
the notification generation process is started, and the cycle 
starts again. 

0087. In many implementations, notification generation 
is likely to be more complex than simply matching an event 
to a subscription. For example, the notification engine 504 
might generate a notification only if a new stock price is at 
least 5% more or less than the price in the subscribers 
previous notification. To Support state-based notifications 
Such as this, the notification engine 504 employs at least one 
chronicle table 510 and multiple rules 512. The notification 
engine 504 may be used to store information such as 
previous events and notifications in a chronicle table 510. 
The notification engine then uses additional rules to either 
check or update the chronicle table 510. These rules should 
fire when events arrive or according to a pre-defined sched 
ule. 

0088 Chronicle rules are sets of one or more queries that 
manipulate data in an event chronicle table 510. An event 
chronicle rule is processed for an event batch that contains 
events of the event class for which the rule is defined. Event 
chronicle rules are executed when the notification engine 
504 processes an event batch. Furthermore, where an event 
batch is processed, the event chronicle rules are processed 
first, followed by the subscription event rules. If an event 
chronicle rule fails during execution, Subscription event 
rules associated with the same event class are marked as 
failed. Further, the subscription scheduled rules, which 
processes information for scheduled Subscriptions and may 
contain notification generation rules or chronicle update 
rules, operate independently of the event chronicle and 
subscription event rules. Therefore, the success or failure of 
the event-related rules will not affect the processing of the 
Subscription scheduled rules. After the notification engine 
504 executes the generation rules, resulting notifications are 
written to the notification table 508 from this table, the 
notifications are ready to be processed by the other notifi 
cation services components. 

0089 FIG. 7 illustrates an exemplary use of chronicle 
tables—an event chronicle table 700 can be employed to 
prevent duplicate notifications. Assume an event-driven 
subscription is defined to provide a subscriber with a noti 
fication any time a new headline is posted to a news site. 
Event chronicle table 700 is empty at Time 0 (T). Then at 
T, the system receives an event and a notification is sent to 
the subscriber based on the 09:00 GMT data, containing the 
current headline, “Political Gridlock in Olympia.” After the 
event batch is processed and a notification is generated, a 
row in the current headline is inserted in the event chronicle 
table 700 by an event chronicle rule that is defined for this 
application to prevent duplicate notifications. The rule pre 
vents duplicate notifications by simply excluding any events 
whose headline value already exists in the event chronicle 
table 700. As the processes proceeds to T, a second head 
line, “Political Gridlock in Olympia' is received by the 
system. Because this headline is identical to the existing 
record from the first headline in the chronicle table, it is not 
written to the chronicle table and a notification is not sent to 
the subscriber. However, ifa third headline is received by the 
system at T that is not already in the chronicle table 700 like 
“Wildfire in the Cascades then the table is updated and a 
notification is generated. 
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0090 Returning to FIG. 3, the notification engine 310 can 
also access information stored in a user profile by the context 
analyzer 312 in lieu of or to support a personalized decision 
theoretic analysis. For example, the user profile can indicate 
that at a given time, the user prefers to be notified via a 
pager, and only if the notification has a predetermined 
importance level. Such information can be utilized as a 
baseline from which to start a decision-theoretic analysis, or 
can be the manner by which the notification engine 310 
determines how and whether to notify the user. Decision 
theoretic analysis is discussed in further detail infra. 
0091 Referring to FIG. 8, a system 800 is illustrated 
depicting the notification distributor of FIG.3 in more detail. 
System 800 components include notification distributor 802. 
context formatter 804, and delivery protocols 806. The 
notification distributor 802 receives raw notification data as 
input and outputs formatted notifications that ultimately 
arrive at subscriber devices 810. After raw notification data 
812 is written to notification tables, notifications are trans 
formed into a readable notification that is formatted for the 
destination device, and possibly for the subscriber's pre 
ferred language and then sent to the device via the delivery 
protocols(s) 806. Content formatting is a task handled by the 
content formatter component 804. The content formatter 804 
can be implemented as a class in a managed code assembly. 
Furthermore, respective notification classes can use respec 
tive content formatter(s) to handle the display formatting of 
data. The selected content formatter 804 can be specified in 
a section of an application definition file (ADF) described in 
detail below. 

0092. More specifically, the content formatter 804 takes 
notification data, packaged into an array, as input. For 
standard delivery, there should be only one element in the 
array, which contains the information for a single notifica 
tion record. For digest delivery, where multiple notifications 
are sent to a Subscriber in a single message, there should be 
multiple elements in the array, each of which contains the 
data from one of the component notifications. The content 
formatter 804 then formats the notification fields for display, 
using the recipient information included in the notification 
data to determine the appropriate formatting. If digest deliv 
ery is employed, the content formatter 804 is also respon 
sible for appropriately aggregating the component notifica 
tion information. When the content formatter is completed 
with its task, it outputs a string containing the formatted 
data. The notification distributor 802 passes this string, 
along with some notification header information that it 
generates, to a delivery protocol. Internally, the content 
formatter 804 may use any suitable scheme to format the 
notification fields. For example, such scheme can be as 
simple as employing basic string manipulation, or it can be 
more complex, like using for example Extensible Stylesheet 
Language (XSL) transforms or ASP.NET rendering. 
0093 Generally, notification formatting is customizable 
and therefore can be left to the application developer to 
design. The notification system of the Subject invention 
empowers developers by defining an interface to facilitate 
defining a notification services system object. The system 
will Subsequently host, load, and call proper procedures for 
objects defined by an application developer. However, noti 
fication services system may provide a content formatter 
804, such as for example XSL Transformations (XSLT), to 
assist application developers in quickly developing an appli 
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cation. The format can be utilized in an application after 
specifying some basic information about it in the ADF. 
Additionally, as noted developers are also free to develop a 
custom content formatter. A notification services API 
(described Supra) provides an interface to assist developers 
with this matter. 

0094) Notification delivery is accomplished via the deliv 
ery protocols 806. When a batch of notifications becomes 
available, the notification distributor 802 reads the sub 
scriber data in notification(s) to determine proper format 
ting. The distributor 802 then sends notification(s) by way of 
a delivery protocol 806 to a delivery service, such as a .NET 
Alerts or SMTP server, for example. More specifically, when 
the application is running, the distributor 802 reads each 
notification to obtain the subscriber delivery device and 
locale. The distributor then matches the combination of 
device and locale to a specific formatter object to generate 
the final notification. The notification itself can contain a 
combination of the raw notification data, data that is com 
puted at formatting time, and text specified by the content 
formatter. These options allow for professional and user 
friendly notification text and the inclusion of Web links and 
branding information. 
0095 The notification services system does not itself 
handle have to handle final delivery of notifications. Instead, 
the system uses delivery channels, which can be thought of 
as pipes to delivery services Such as e-mail gateways or 
.NET Alerts servers. Specifically, a delivery channel consists 
of a protocol and an end point address. The administrator 
configures a delivery protocol 806 to provide a pipeline from 
the distributor 802 to the external delivery system that 
transmits the notification to the recipient. The distributor 
then packages notifications into a protocol packet and sends 
the notifications to one or more delivery protocols 806. The 
delivery channels 806 subsequently present the packets to an 
external delivery service, which ultimately sends the noti 
fication to the recipient. 
0096) The notification services system 302 (FIG. 3) 
includes but is not limited to the following “well-known 
protocols, which Support a standard set of delivery channels/ 
protocols 806 for notification applications. Multiple delivery 
channels can be configured for each of these protocols: 
0097. Simple Mail Transfer Protocol (SMTP) for sending 
notifications to Exchange or other SMTP servers. 

0098) Notify.NET protocol for sending notifications via 
.NET Alerts servers (e.g., Microsoft Alerts) 

0099 Referring back to FIG. 3, for performance moni 
toring and troubleshooting, the notification system 302 can 
retain information about the delivery of notifications in the 
previously described notification table 508 (FIG. 5). The 
status of notification delivery can thereby be maintained by 
the distributor 314 by means of the notification table. 
Accordingly, delivery protocols can be enabled to invoke a 
callback to report delivery success or failures for individual 
notifications to the notification service. The callback there 
after updates the notification table, via the notification 
distributor 314, to reflect the success or failure of respective 
notifications. 

0.100 Furthermore, digest delivery and multicast are two 
examples of methods available for notification delivery. In 
the digest system, multiple notifications within a batch are 
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combined and sent to one subscriber as a single message. 
Thus, digest delivery could be employed if multiple notifi 
cations are likely to be sent to individual subscribers. This 
delivery method would be useful, for example, if the system 
needed to send a single Subscriber three messages to his 
pager. In this case, it would be better to page the Subscriber 
once with three messages than to page him/her three times 
with each individual message. Similarly, multicast delivery 
could be employed if multiple recipients would be receiving 
exactly the same message, for example a sports score, or 
news headline. In the multicast system, a single notification 
is formatted only once and then sent to two or more 
subscribers. Multicast is an optimization of the formatting 
step and can be used even if the protocol does not support 
true multicast delivery e.g., the formatting can be done once 
and the formatted message plus a list of recipients given to 
the protocol the protocol could then send these out as 
multiple messages, but the formatting benefit is still realized. 
With respect to the distributor, it should be noted that retry 
functionality can be provided wherein the platform allows 
application developers to specify a pattern of retry attempts 
for failed notifications and retry's are implemented accord 
ingly without requiring an application developer to specificy 
an inordinate amount of extra logic. 
0101 There is increasing interest in the class of applica 
tions broadly referred to as “publication-subscribe' (or 
pub-Sub for short) applications. The basic idea of a pub-sub 
application is that data published by a publisher entity is sent 
to all Subscriber entities that subscribed to the data. There are 
several properties of pub-Sub applications that provide a 
simple taxonomy. 

0102 First, there is a difference between direct and 
brokered subscriptions. When subscribers set up subscrip 
tions directly with publishers, this is deemed direct subscrip 
tions. The alternative is allowing subscribers and publishers 
to register with a broker that acts as an intermediary between 
the parties. The broker model is advantageous especially 
with regard to scale and trust, but requires a large infra 
Structure. 

0103) Another distinguishing property of pub-Sub appli 
cations is the distinction between topic-based and content 
based subscriptions. This property is used to describe the 
richness of the Subscriptions. Specifically, in topic-base or 
group-based applications, all the published data belongs to 
Some specific topic area, and Subscriptions are simply to a 
topic or channel of information. Content-based Subscriptions 
are richer in that individual Subscriptions may specify predi 
cates or conditions that act as filters on the delivery of a 
particular data item generated by the publisher for the 
specific subscriber. 
0104. The final broad property of pub-Sub applications 
also describes the richness of subscriptions. The distinction 
is between stateless and stateful Subscriptions. In stateless 
systems, Subscriptions specify simple (e.g., topic-based) or 
complex (e.g., content-based) filters on individual data 
items. In Stateful systems, the Subscription can involve data 
histories as well as application histories in deciding whether 
to send data to the Subscriber, what data to send, and when 
to send it. 

0105 The following discussion relates to three examples 
of pub-Sub applications. Each example involves human 
Subscribers establishing up Subscriptions and receiving noti 
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fications. There are a wide variety of other applications as 
well, but the following examples are illustrative of interac 
tive schemes for ease of understanding. Additionally, it is 
important to note that in a business-to-business space, a 
number of applications may involve a program acting as the 
“Subscriber setting up Subscriptions and receiving notifi 
cations rather than an individual. 

0.106) One common and easily understood example is in 
the area of stock market alerts. In a stock typical market alert 
system, a customer purchasing stocks through an online 
trading site requests to be alerted when the stock being 
purchased crosses a particular value. The customer may then 
specify particulars for example: 

0107 a. Alert me when the price of MSFT moves 
above S85 

0108) b. Send the alert to my phone 
0.109 c. If I have been alerted once in a day about 
MSFT already, do not send the message again. 

0110 d. Send me an email with the value of my 
portfolio every weekday at the close of the NYSE. 

0.111) Another example of a pub-Sub application may be 
in the context of a business-to-customer environment. For 
instance, a delivery company may currently offer a delivery 
tracking service whereby a customer can proceed to a web 
site, type in a tracking number, and learn status of delivery. 
From the customer's point of view, a better service might 
allow the customer to receive an email alert with the name 
of the receiving party upon delivery of a parcel. Addition 
ally, if the parcel has been delayed, an email might be sent 
to the customer notifying them of this fact and provide them 
with a link to a site that provides additional details. 
0112 Additionally, a sub-sub application could involve 
business-employee relations. For example, many corpora 
tions maintain internal web applications for their employees 
(e.g., payroll, benefits). In order to improve employee pro 
ductivity, a corporation looks for mechanisms to educate its 
employees about their business and technical areas. In 
furtherance of this goal. Some corporations could provide a 
library news alerting service that filters large volumes of 
news articles from a variety of sources and sends appropriate 
articles to each employee. Additionally the system might 
allow each employee to specify the following requests: 

0113 a. Let me know about articles about databases 
and messaging. 

0114 b. Let me know about earnings reports for tech 
nology companies. 

0115 c. Send me this information consolidated into a 
single message once a day at 5 PM. 

0.116) Some observations can be drawn from the above 
examples of pub-Sub applications. First, the examples are 
specific instances of a broad class of applications that share 
similarities. Currently, most of these applications are either 
constructed in a one-off fashion, or built using proprietary 
technology. Clearly there is value in a common, well under 
stood platform that abstracts similarities between applica 
tions, so that respective application(s) simply focus on 
specific implementation logic. Second, there is significant 
value in a rigorous definition of the platform and of the 
application semantics, rather than the loose definition that 
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currently exists with many conventional systems and meth 
ods. Once semantics of the application are defined, it 
becomes easier for the application developer to reason about 
its behavior and for the system developer to reason about 
valid implementation techniques. As an analogy, the devel 
opment of the relational model and transaction theory added 
significant value to the development and adoption of data 
base systems. Furthermore. In order to span the full rich 
range of pub-Sub applications of interest, any supporting 
infrastructure will need to support brokered, content-based 
and stateful applications. In addition, while Some applica 
tions need to support rich expressive Subscriptions, others 
need to be very scalable (e.g., Support large numbers of 
Subscriptions). Some applications need to both Support rich 
subscriptions as well as be very scalable. As described 
below, many pub-Sub frameworks are oriented towards 
either scalability or richness, but not both. Finally, many 
pub-Sub applications are data-centric applications. Conse 
quently, one expects that the principles of pub-Sub applica 
tions should share some similarity with the principles of 
database systems. 
0117. In notification applications, a basic requirement is 
to evaluate Subscriptions at correct times. Some Subscrip 
tions are event-triggered, meaning they are evaluated when 
events arrive. Other subscriptions are schedule-based, mean 
ing that the Subscriptions are evaluated at specific times. For 
Small systems, such requirements can be met by simply 
defining each Subscription as its own query, and running the 
queries at appropriate times. However, when there are large 
numbers of Subscriptions, running thousands or millions of 
individual queries evaluation thereof does not scale well. 
0118 Referring to FIG. 9, a graph 900 depicts one facet 
of the publication subscription (Pub-Sub) problem. This 
problem is difficult to resolve with respect to scalability for 
at least several reasons. First, a trivial query yields less value 
than a complex query. Second, an application does not have 
unlimited time and resources. Third, there will be a large 
number of queries due to a natural diversity of interests 
among Subscribers and their respective information needs 
and delivery preferences. Thus, to increase the number of 
queries necessitates a lower level of query complexity and 
vise-versa, as shown by graph900. Consequently, a problem 
becomes how does one match a large number of complex 
queries, represented by Subscriptions, with a large number of 
events or publications in an rapid and efficient manner? 
0119) To solve this problem the subject notification sys 
tem takes advantage of the realization that Subscriptions 
typically share a common structure. Millions of users may 
want to receive urgent news notifications. Thousands of 
users may want to know the result of a business event. If 
Subscriptions share a common structure, the Subscriptions 
can be parameterized. The subject invention leverages off of 
this observation via employment of Subscription templates 
based at least in part upon common structures associated 
with Subsets of queries; and Subscribers can simply propa 
gate various parameters to customize respective template. 
Instead of treating individual Subscriptions as queries, the 
notification system treats individual Subscriptions as param 
eter data. The evaluation of large numbers of subscriptions 
becomes a set-oriented data processing problem, for which 
database engines like SQL are well suited. This is the 
foundation of the notification system-programming frame 
work. In this model, event-triggered Subscriptions are evalu 
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ated by simply executing a database join between new 
events that have arrived and a large set of Subscriptions. 
0.120. In general, the notion of modeling subscriptions as 
data is based on an assumption that if the notification system 
defines various domains, then many queries will be com 
mon. For instance, many subscribers are interested in urgent, 
but at a finer granularity respective subscribers desire infor 
mation about different types of news. Thus, an interest in a 
particular news item can be expressed as "BREAKING 
NEWS” and “BUSINESSNEWS” so as to provide a com 
mon framework or parameter(s) for Such information. 
0121 The subject invention also encompasses a pro 
gramming model for building Subscription applications. In 
Subscription applications a user establishes Subscriptions or 
declarations of interest in certain kinds of targeted informa 
tion. Thereafter, when the information becomes available, 
the Subscription application sends a notification to the Sub 
scriber. A function of a Subscription application is to match 
incoming data with the set of user Subscriptions to determine 
what notifications need to be delivered. 

0.122 The subject programming model allows an appli 
cation developer to write a small amount of application 
specific code (e.g. a mix of XML, SQL, and possibly Cii) to 
build a fully-functional, rich subscription application. To 
enable Such functionality, an execution engine can be built 
on top of SQL Server and the .NET frameworks, for 
example, that implements the fundamental data constructs 
and execution Semantics common to Subscription applica 
tions. Thus, the Subject programming model reduces devel 
opment time, facilitates application maintenance and 
increases application efficiency by leveraging the power of 
a server, for instance SQL Server, to do subscription and 
event matching. The Subject invention is a declarative pro 
gramming model for building Subscription applications. The 
programming model provides a base framework for the 
structure of applications; and a developer can adapt the base 
framework to build a specific application. 
0123 Turning to FIG. 10, a system 1000 depicts a 
Subscription application in accordance with an aspect of the 
present invention. The system 1000 is illustrated and dis 
cussed with respect to five components: a subscriber/sub 
scription interface 1002, event provider 1004, match logic 
1006, notification formatter 1008, and delivery protocol 
1010. It is to be appreciated that functionality associated 
with the various components can be combined into lesser 
components or extended across a larger number of compo 
nents, and the description herein is intended to simply 
provide one particular scheme for carrying out the principles 
of the subject invention. Broadly speaking, the subscriber/ 
subscription interface 1002 provides a means by which 
information about subscribers and their subscriptions enter 
the system 1000. The event provider 1004 is the component 
that submits new events into the system. Match logic 1006 
provides rules for matching events with subscriptions. The 
notification formatter 1008 transforms raw notification data 
from match logic component 1006 into a form presentable to 
the end recipient. The delivery protocol 1010 is an imple 
mentation of network protocol necessary to deliver the 
formatted notification to its intended recipient. 
0.124. Each of the above components of a subscription 
application can be constructed on entities provided by the 
programming model simply by Supplying customizing infor 
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mation. Such customizing information is Supplied by an 
application developer in the form of a Subscription Schema, 
an event schema, an event source, match rules, formatting 
transforms, and event protocols. The Subscription schema 
specifies the structure and form of the data that needs to be 
kept for each Subscription. For example, in a stock alerting 
application, each Subscription would store the name of each 
stock symbol. Event schema indicates the structure and form 
of the events that enter the system. For instance, in the stock 
alert application, each event would contain a stock symbol 
as a string, and its current price, represented as a floating 
point number, for example. The event source identifies the 
location from which events should be read. Match rules are 
a set of rules, possibly specified in T-SQL, for matching 
events with Subscriptions. For example, the match rules can 
be SQL joins that match respective tables of information 
relating to providing notification services in accordance with 
the Subject invention. Formatting rules are a set of trans 
forms, e.g. XSL Transforms, for formatting raw notification 
data provided by the matching logic. Protocol headers are a 
set of configuration parameters for the set of delivery 
protocols that are Supported by the notification services 
engine. 
0125. In view of the foregoing structural and functional 
features described above, methodologies in accordance with 
various aspects of the present invention will be better 
appreciated with reference to FIGS. 11 and 12. While, for 
purposes of simplicity of explanation, the methodologies of 
FIGS. 11 and 12 is depicted and described as executing 
serially, it is to be understood and appreciated that the 
present invention is not limited by the illustrated order, as 
Some aspects could, in accordance with the present inven 
tion, occur in different orders and/or concurrently with other 
aspects from that depicted and described herein. Moreover, 
not all illustrated features may be required to implement a 
methodology in accordance with an aspect the present 
invention. 

0126 FIG. 11 illustrates a high-level methodology for 
generating notifications in connection with one aspect of the 
subject invention. At 1100, subscriptions are stored as data. 
In particular, as described herein, the Subject invention 
provides for modeling Subscriptions as data. For example, 
Subscriptions queries can be abstracted to high-level data 
fields and databases storing the data fields propagated with 
Subscription specific data. Such modeling of subscriptions as 
data mitigates the need to perform notifications on a Sub 
Scription by Subscription basis as in many conventional 
notification schemes. At 1110, event information is stored, 
and at 1120 a determination is made as to whether or not a 
notification event has occurred. If NO, the process returns to 
1120, but if YES a join operation is preformed at 1130. 
Although, this act is described at a high level for ease of 
understanding, it is to be appreciated that as an option a join 
can always be performed when a batch of events enters the 
system, but that join may yield no notifications The join 
operation joins data classes of information (Subscription 
classes, Subscriber classes) relevant to the particular notifi 
cation event to generate notifications in connection with the 
Subject invention. The notifications can be generated ini 
tially as a notification table that is Subsequently propagated 
with notification information at 1140. At 1150, a determi 
nation is made as to whether or not a notification is to be 
delivered. If NO, the process returns to 1150; if YES, at 1160 
the notification(s) are formatted and delivered in accordance 
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with recipient delivery preferences, recipient and device 
state(s) as well as in accordance with recipient device/mode 
capabilities. 
0.127 FIG. 12 illustrates in greater detail one particular 
join operation in connection with the Subject invention. At 
1210, a determination is made as to whether or not a 
notification event has occurred. For example, a notification 
event can be a stock price increase. If a notification event has 
occurred, at 1220 and 1230 classes of data (e.g., type of 
stock, price, Subscriber(s)...) and specific data correspond 
ing to the classes relevant to the notification event are 
identified. At 1240 a join operation is performed pursuant to 
match rules in accordance with the present invention. The 
join operation can be performed by a database engine (e.g., 
SQL server) and tables corresponding to the relevant classes 
are joined via a database join function. The join function can 
be controlled by pre-defined match rules that govern how 
various data classes are to be associated. The join operation 
results in notification data being generated relevant to the 
particular notification event. As can be appreciated the 
Subject methodology mitigates the need to individually 
process independent Subscriptions per Subscriber per noti 
fication event. By performing a join operation at a data class 
level, batches of common Subscriptions can be processed 
concurrently thus providing for increased scalability as 
compared to many conventional notification schemes. 
0.128 Turning to FIG. 13, a system 1300 for producing 
notifications is illustrated in accordance with an aspect of the 
subject invention. Database base 1302 may house both 
Subscription and event data in well organized and indexed 
tables. It should be understood that although a single data 
base 1302 is being shown for exemplary purposes, multiple 
databases are contemplated by the subject invention. More 
over, events 1304 and subscriptions 1306 are extracted from 
the database and matched by a standard transactional data 
base joining operation to produce a table of individual 
notifications 1308. For example, assuming the invention is 
being used for a stock alert application, a user is interested 
in knowing when a particular stock price is equal to or 
greater than a specified price, for example when Company A 
is higher than 120. In this case an event 1304 is made of 
Company A, the stock symbol, and the current price 
“STOCKVALUE.” A subscription 1306 is then established 
including Company A(STOCKSYMBOL) and 120 (TRIG 
GERPRICE). Then, using a database join operation the 
events 1304 are joined with the subscriptions 1306 on 
Company A(STOCKSYMBOL) with the condition that 
“STOCKVALUE' is greater than or equal to “TRIGGER 
PRICE. The resulting rows in the joined table represent the 
matches 1308 for which individual notifications should be 
Sent. 

0.129 Expanding this model, notification services can 
implement the following broad categories of Subscriptions: 
0.130. The simple event-triggered subscriptions described 
above. 

0131 Subscriptions that are evaluated according to a 
schedule. 

0132) Subscriptions based on event history. 
0.133 Subscriptions based on application state (e.g., 
event history, Subscriber-specific state, Subscription-spe 
cific state, and other state(s) associated with the applica 
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tion, independent of any of the aforementioned—for 
example, total number of events processed). 

0134) Subscriptions that utilize external databases. 
Using the set-based notification services model, application 

developers can quickly create a robust and Scalable noti 
fication application. Application development is relatively 
easy, and performance gains are large. 

0135 The application developer is responsible for creat 
ing the programmatic elements of a notification services 
application; whereas the system administrator is responsible 
for installing, configuring and managing notification ser 
vices. The individuals serving in these roles should work 
together when planning a system, to ensure that the system 
is written and configured to be optimal for their environment 
and business purposes. 
0136. The notification services platform (comprising the 
notification services service and the system databases), 
stores system data and provides functions for notification 
generation and distribution. The application developer is 
responsible for completing the following items: 
0137) 1. Creating an application definition file (ADF), 
and filling out metadata nodes. 

0138 2. Specifying one or more event classes in the 
application definition file. Event class(es) corresponding 
to particular event types accepted by the application. 

0139 3. Specifying one or more notification classes in 
the application definition file. Notification class(es) cor 
responding to one particular kind of notification generated 
by the application. 

0140 4. Specifying one or more subscription classes in 
the application definition file. Subscription class(es) cor 
responding to one particular kind of subscription accepted 
by the application. Specifying a Subscription class 
includes writing rules, which are Transact-SQL state 
ments that either generate notifications, or update 
chronicle tables. These rules can be invoked when an 
event provider submits a new batch of events, or on a 
scheduled basis, or both. 

0141 5. Completing the application settings in the ADF. 
0142 6. Writing a subscription management application 
that allows users to subscribe to the service and receive 
notifications. Many Subscription management applica 
tions are web based. The Subscription management appli 
cation accepts and validates information about the Sub 
scriber, the target devices that the subscriber is using for 
notification delivery, and the subscriptions that specify the 
information that the subscriber would like to receive. 
Notification Services APIs are used to add, update, or 
delete this information in the system databases. 

0143 7. Define an event provider that monitors an exter 
nal entity and generates an event each time something 
noteworthy happens. You may use one of the standard 
event providers included with Notification Services, or 
you may develop a custom event provider tailored to your 
specific business needs. 

0144 8. Optionally, creating one or more XSLT files for 
use by the standard XSLT content formatter. These XSL 
transforms will be used to format the raw notification data 
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appropriately for display, based on the language, locale, 
and device type of the recipient. Alternatively, you may 
develop a custom content formatter tailored to your 
specific business needs. 

0145 9. Build a custom delivery protocol if one is desired 
or needed. 

0146 The application developer creates an application by 
producing an application definition file (ADF), among other 
things. Specifically, the developer should include as input 
into the notification services system Subscription Schema, 
event schema, event source, match rules, formatting trans 
forms and protocol headers, as defined above. The applica 
tion developer should provide the aforementioned informa 
tion in the ADF, which can be in formatted as an Extensible 
Markup Language (XML) document, for example. The 
schema of the ADF is defined as part of the programming 
model. More particularly, the XML schema defines XML 
elements, which enables the developer to specify the 
required information. The system then processes or com 
piles the ADF and saves its contents to the configuration 
database. Thereafter, the notification services system builds 
application specific database tables from the schema infor 
mation provided. After these database tables are created, the 
application can be run by invoking a service (e.g., Win32) 
service provided by the programming model. This service 
employs the configuration information Supplied in the ADF 
to customize components provided by the programming 
model. Additionally, the system provides a generic matching 
component that applies match rules provided in the ADF to 
the incoming event and Subscription data. Furthermore, the 
system may implement a set of generic delivery protocols 
that deliver notifications for a specific application by reading 
the provided information into the application’s ADF and 
tailoring their behavior accordingly. Thus, both static (data 
base tables and structures) as well as dynamic (running 
code) parts of the application can be built from components 
of the system, and customized through the ADF Turning to 
FIG. 14, a block diagram depicting an ADF 1400 and its 
components is illustrated in accordance with an aspect of the 
present invention. The ADF 1400 defines central logic of the 
application and contains schemas for events, Subscriptions, 
and notifications; the rules for matching events with Sub 
Scriptions; and may provide the name of the file used to 
format generated notifications. The ADF 1400 generally 
includes five components: event definitions 1410, notifica 
tion definitions 1420, subscription logic 1430, subscription 
schema 1440 and execution settings 1450. It is to be 
appreciated that the functionality of the various components 
can be combined into a lesser number of components or 
extrapolated into a larger set. 
0147 The event definitions 1410 specify structure of 
event data, the event providers that collect the data, and the 
structure of any event chronicles used by the application. 
The notification definitions 1420 specify the structure of raw 
notification data, the formatting for the messages that will be 
sent to subscribers, and the delivery protocols used to send 
the messages. The subscription logic 1430 defines how 
Subscriptions are evaluated. Transact-SQL statements, for 
example, may match Subscriptions to events, or evaluate 
Subscriptions at certain recurring times. Additionally, Sub 
scription logic 1430 can be parameterized in a well-defined 
manner, so that individual Subscriptions can personalize the 
subscription logic. Further, the subscription schema 1440 
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defines the structure of the Subscription parameters, and 
evaluation times define when subscriptions are to be evalu 
ated. Finally, the execution settings 1450 allow an applica 
tion developer to enhance behavior and performance of the 
application when executed by notification services. 
0148. Additionally, the application developer may define 
application settings in several sections of the application 
definition file (ADF). These settings specify such items as 
the machines that host notification services, and execution 
schedules for notification services functions—they also 
document metadata about the ADF itself. This includes the 
structure of the events and Subscriptions that the application 
accepts as input, and the structure of the notifications it 
produces. Examples of Such metadata, described in detail 
below, include but are not limited to generator settings, 
distributor settings, vacuuming, version settings, notification 
history, application database information, application 
executing settings, and distributor information. 
014.9 The notification services component 220 (FIG. 2) 
includes a generator component (not shown) within the 
notification engine 310 (FIG. 3) that matches events to 
Subscriptions and ultimately produces notifications. Genera 
tor setting considerations may be defined in a <Generatord 
node in the ADF. One consideration that should be taken into 
account is how many threads the generator may use to 
process event batches. Such a factor can be considered a 
trade-off between improving application speed and monopo 
lizing system resources. Part of Such consideration is evalu 
ating how much benefit can be gained by adding more 
threads. It is appreciated that Some operations do not lend 
themselves to better efficiency through parallelism and may 
sometimes become less efficient. To indicate this informa 
tion, a value can be specified for in a <ThreadPoolSize> 
element in the <Generatore node. 

0150. Functionally, the notification services generator 
attempts to execute event chronicle rules in parallel, fol 
lowed by subscription rules (both event rules and scheduled 
rules). The generator will attempt to utilize threads available 
within the thread pool while executing rules. However, it 
should be noted that the generator should not execute event 
chronicle rules in parallel with subscription rules, since the 
chronicle table 510 (FIG. 5) data that the event chronicle 
rules maintain must be updated before the subscription rules 
that might reference it are processed. 
0151. The generator may then use the <ThreadPoolSize> 
value, if specified, to determine how many operating system 
threads it can use in this parallel processing. If no value is 
specified, the system may default, for example, to an allo 
cation of up to 25 threads per processor for parallel rule 
execution. The default value is meant to make sure there is 
always a dedicated thread for each rule that is processed, 
thereby ensuring maximum throughput. Specifying a higher 
value for <ThreadPoolSize> would burden the system with 
thread-switching overhead without improving application 
performance. However, developers may be inclined to pro 
vide a lower value for the <ThreadPoolSize> element if the 
consumption of processor time is a concern of the system. 
By lowering the thread pool size, generator processing speed 
will decrease, but the generator's demand for system 
resources will also decrease. 

0152 The following example indicates that the generator 
for an application runs on the server SIF (Source Interme 
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diate Format), and may process notification services 
requests on up to 5 threads. The machine name of the server 
that hosts the notification services instance that provides the 
generator function is provided in the <SystemName> ele 
ment. 

<Generators 
<SystemName>SIF&/SystemName> 
&ThreadPoolSize>5&ThreadPoolSizes 
<f Generators 

0153. A value specified for distributor settings should 
also be considered in terms of a trade-off between improving 
application speed and monopolizing system resources. 
0154) A quantum is a block of time used by the notifi 
cation services 302 (FIG. 3) to determine how frequently to 
trigger system functions. A <Quantum Duration> element 
may be used in a <Distributor> node to determine how 
frequently the distributor 314 checks for available work 
items. The <Ouantum Duration> value can be employed to 
optimize distributor performance relative to the workload on 
the server. Smaller quantum durations can cause more 
frequent firing of the distributor, which can mean faster 
notification formatting and delivery for the application, or 
less latency in picking up new work items. Smaller quantum 
durations also mean that the distributor 314 can be occupy 
ing more processor time overall, and will therefore require 
more server resources. Application developers can therefore 
employ the <Quantum Duration> value to trade off between 
application speed and resource consumption, based on sys 
tem specifics. 
0.155. Notification services stores event and notification 
data in server tables. Data becomes obsolete once the 
notifications related to it are delivered. Therefore, a vacu 
luming function may be used to identify and delete obsolete 
data. The vacuuming function of notification services is 
called the vacuumer. The vacuumer is important, because it 
reclaims disk space and enhances application performance 
by keeping the number of records in the system to a 
minimum, thereby improving the speed with which a server, 
Such as SQL Server, can search application tables. 
0156 The vacuumer may run based on a schedule defined 
in a <Vacuum> element of an <ApplicationExecutionSet 
tings> node (discussed in further detail infra). 
0157 Functionally, the vacuumer may operate by reading 
the system clock on the database server when it first starts 
executing. It can then identify all expired data, by determin 
ing if it is older than an interval specified in a <Retention 
Age> element, based on the current time. For example, 
assume the following is true: 

0158. The current time is 22:00:00 on January 28 
0159. The retention age is set to three days 

0160 There is event data that is timestamped at 19:00:00 
on January 25 In this case, the vacuumer will identify and 
delete the event data that expired at 19:00:00 on January 
28. 

0.161 Generally, the vacuumer can operate to limit the 
number of records it deletes in one unit of work, based on 
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a maximum number of records per table, thereby limiting the 
duration of each unit of work. This allows the vacuumer to 
function without taxing system resources and slowing appli 
cation processing too much. Each time the vacuumer com 
pletes a unit of work, it can check the system clock to see if 
it has exceeded a particular duration, if one is actually 
specified. It also can check the database to determine if the 
application, with which it is associated, has been disabled. If 
either of these events has occurred, the vacuumer shall stop, 
log a message in an event log, and sleep until the next event. 

0162 Version information records provide a simple audit 
trail of application changes, if application developers desire 
to associate version numbers with the application definition 
file, or ADF. Developers can document such information by 
creating a <Version> node in the ADF. Documenting version 
information in the ADF allows developers to easily deter 
mine which version of notification services the ADF was 
written to work with. Even though notification services may 
not verify or require the version information in the ADF, 
maintaining version information is recommended. The 
<Version> node can include four child elements: <Major>. 
<Minor>, <Build>, and <Revisions. The following example 
depicts how a developer may set a version number of 
1.0.24.8 for the application version: 

<Versions 
<Majors14/Majors 
<Minor 0</Minors 
<Build>24</Build> 
<Revision 8&Revisions 

</Versions 

0163 Application developers may also wish to maintain 
history information about the creation and Subsequent 
updates to your application definition file, or ADF. Devel 
opers can document this information by creating a <His 
tory> node in the ADF. 

0164 Documenting history information allows develop 
ers to easily see when the ADF was created, and when it was 
last modified. This information is for the developer's own 
use, and as such may not be referenced or validated in any 
way by notification services. Furthermore, if decided that 
document history information is not going to be specified, 
then the <History> node must not be included in the ADF. 
0165. The following exemplary code sets the application 
creation time as 10:30 GMT on Sep. 22, 2001, and the 
application last update time as 22:30 GMT on Oct. 25, 2001: 

<History> 
<CreationDate-2001-09-22</CreationDates 
<CreationTimes 10:30:00</CreationTimes 
<LastModified Date-2001-10-25</LastModifiedDates 
<LastModifiedTimes 22:30:00</LastModifiedTimes 

</History> 

0166 Developers may also specify information about an 
application database in a <Databases node of the ADF. 
However, if the developer chooses not to specify application 
database information, the <Databases node should not be 
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included in the ADF. In the absence of such information, 
server defaults can be employed when creating the applica 
tion database. 

0.167 For example, a <Database> node may be defined to 
include four optional child elements: 

<Named FileGroup> 
<LogFiles 
<DefaultFileGroup> 
<CollationName> 

0.168. The <NamedFileGroup> node might contain infor 
mation about the application database data files on a par 
ticular server filegroup. One or more <NamedFileGroup> 
nodes could then be specified in the <Databased node. If the 
developer then chooses to create one or more <NamedFile 
Group> nodes, then one of these nodes could represent the 
primary filegroup for the application, and named “Primary'. 
The primary filegroup might then be used as the default for 
the application database files if no <DefaultFileGroup> 
setting is specified. It should be noted that servers, such as 
SQL Server, provide such filegroups to simplify database 
administration, as well as to allow for optimal allocation of 
system data across multiple physical disks. 
0169. The <NamedFileGroup> element might contain 
two child elements: <FileGroupName> and <File:Specs. 
Both of these elements of which could be required. Further 
more, the application developer may specify the name of a 
SQL Server filegroup they are referencing in this <Named 
FileGroup> node in the <FileGroupName> element. 
0170 A <FileSpeci> node might contain information 
about an application database data file that resides on the 
filegroup specified in the <FileGroupName> element. 
Developers may specify one or more <FileSpeci> nodes in 
the <NamedFileGroup> node. 

The <File:Speca node could contains five child elements 
itself: <LogicalName>, <FileName>, <Size>, <MaxSize>, 
and <GrowthIncrement> 

Application developers would then specify the logical name 
of the application database data file in the <LogicalName> 
element. The logical name could then be used to refer to the 
file in all Transact-SQL statements, for example. 
0171 The full path and physical file name of the data file 
might be specified in a <FileName> element. Further, devel 
opers may specify the initial size of the data file in the 
<Size> element. The value of this element might be a 
non-negative integer indicating the database size, with an 
optional suffix to indicate the unit of measure. The kilobyte 
(KB), megabyte (MB), gigabyte (GB), or terabyte (TB) 
suffixes may be used. If the suffix is not specified, the unit 
of measure may default to megabytes (MB), and the 
<File:Spec should be excluded from the ADF. 
0172 Developers may also specify a maximum size of 
the data file in the <Max.Size> element. The value of this 
element could be a non-negative integer indicating the 
database size, with an optional suffix to indicate the unit of 
measure. The kilobyte (KB), megabyte (MB), gigabyte 
(GB), or terabyte (TB) suffixes may be used. If the suffix is 
not specified, the unit of measure will default to megabytes 
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(MB). Moreover, if the <MaxSize> element is not specified, 
the element should be excluded from the <FileSpec node. 
0173 Application developers may optionally specify the 
growth increment of the data file in a <GrowthIncrement> 
element. The value of this element could either be the 
increment size, or a percentage. If the developer chooses to 
indicate the increment size, the value should be specified as 
a non-negative integer, with an optional Suffix to indicate the 
unit of measure. The kilobyte (KB), megabyte (MB), 
gigabyte (GB), or terabyte (TB) suffixes may be used. If the 
suffix is not specified, the unit of measure might default to 
megabytes (MB). If developerS Specify a percentage, the 
database will grow by that percentage of the current data 
base size if it runs out of room and needs to expand. This 
element must be excluded from the <File:Speci> node if is not 
going to be used. 
0174 Furthermore, one or more <LogFile> nodes may be 
specified in the <Database> node. The <LogFile> node 
contains information about an application database log file. 
In particular, a <LogFile> node contains exactly the same 
elements as the <FileSpeci> portion of the <NamedFile 
Group> node. The only difference is that it is describing a 
log file rather than a data file. 
0175 Additionally, developers may specify the name of 
the default server filegroup that they wish to use for appli 
cation database data files in a <DefaultFileGroup> element. 
This filegroup must be one of those specified in a <Named 
FileGroup> node. Developers must exclude this element 
from the <Databased node if they choose not to use it. 
0176) Developers may specify the name of the default 
collation that they wish to use for their application database 
in the <CollationName> element. The collation of a database 
determines the languages it supports, and the sort order with 
which query results are returned. The value of this element 
could be the full collation name of either a Windows(R or a 
SQL Server collation, for example. If the developer chooses 
do not provide a <CollationName> value, the application 
database collation will be the same as the default collation 
of the server instance that hosts the database. Moreover, 
developers must exclude this element from the <Databased 
node if they choose not to use it. 
0177. The following example depicts an application that 
has two named file groups, Primary and Secondary, and a log 
file named StockLog. It uses the Secondary filegroup as its 
default filegroup, and uses the SQL Latin1 General Cp437 
BIN collation: 

<Databases 
<Named FileGroup> 

<FileGroupName>Primary</FileGroupName> 
<File:Speci> 

<LogicalName>StockPrimary.</LogicalName> 
<FileName>C:\SQLData\StockPrimary.mdf&/FileName> 
&Size>2GB&Size> 
<MaxSize>5GB& Max.Size> 
<GrowthIncrement>500MB& Growthncrement> 

</File:Spec> 
</Named FileGroup> 
<Named FileGroup> 

<FileGroupName>Secondary</FileGroupName> 
<File:Speci> 

<LogicalName>StockSecondary 1</LogicalName> 
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<FileName>D:\Data\StockSecondary 1..ndf-fFileName> 
&Size>1000MB&Size> 
<MaxSize>5000MB& MaxSize> 
<Growthncrement>25% <f GrowthIncrement> 

</File:Speci> 
<File:Speci> 

<LogicalName>StockSecondary2</LogicalName> 
<FileName>D:\Data\StockSecondary2.ndf-fFileName> 

</File:Speci> 
</Named FileGroup> 
<LogFiles 

<LogicalName>StockLoggi LogicalName> 
<FileName>E:\Logs\StockLog.ldfs/FileName> 

</LogFiles 
<DefaultFileGroup>Secondary.</DefaultFileGroup> 
<CollationName>SQL Latin1 General Cp437 BIN 
<f CollationName> 

</Databases 

0.178 Developers are required to maintain information 
about the machines that host the notification services 
instances that provide the one or more distributor functions 
that service the application. This information may be stored 
in the <Distributors> node of the application definition file. 
0179. Within the <Distributors> node, developers may 
create a <Distributor> node for each distributor that services 
the application. The <Distributor> node can then be defined 
further as comprising three child elements: 

<SystemName> 
<ThreadPoolSize> 
<Quantum Duration> 

Additionally, it should be noted that <ThreadPoolSize> and 
<Quantum Duration> elements are optional and are 
described supra. Developers should, however, specify the 
machine name of the server that hosts the notification 
services instance that provides the given distributor function 
in the <SystemName> element. 

0180. The value of the <ThreadPoolSize> element will 
determine the amount of work the distributor can perform in 
parallel, and will affect the overall speed of the notification 
services system. Also, the number of distributors specified in 
the <Distributors> node will affect system performance. 
0181. The following is an exemplary application that has 
two distributors. The first runs on the server THORFINN, 
uses a distributor quantum period of 30 seconds, and uses 
the default thread pool size. The second runs on the server 
HARALD, uses the default distributor quantum period of 1 
minute, and may process notification services requests on up 
to 5 threads: 

<Distributors 
<Distributors 

<SystemName>THORFINNs/SystemName> 
<Quantum Duration>PODTOOHOOM30Sz/Quantum Duration> 

</Distributors 
<Distributors 

<SystemName>HARALD&/SystemName> 
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-continued 

&ThreadPoolSize>5&ThreadPoolSizes 
</Distributors 

</Distributors 

0182. It may also be desirable to maintain execution 
information about an application. This may includes Such 
things as: 

0183 How frequently the generator fires. The period 
between each firing of the generator being referred to as 
a quantum. 

0184 How the application handles processing backups. 

0185. Whether rules are fired based on event batch arrival 
times or on quantum periods. 

0186. How frequently the performance query is pro 
cessed. 

0187. How frequently expired event, notification, and 
batch header data is removed from the system. 

0188 An <ApplicationExecutionSettings> node may be 
created in the application definition file (ADF) in order to 
specify values for these settings. However, Such a node 
should be excluded from the ADF if the developer chooses 
not to specify application setting. System defaults could then 
be used in that case. 

0189 An exemplary <ApplicationExecutionSettings> 
node might include the following six optional child ele 
ments: 

<Quantum Duration> 
<ChronicleOuantumLimits 
<SubscriptionQuantum Limite 
<ProcessEventsInCorders 
<PerformanceGueryIntervals 
<Vacuum-> 

0190. Developers might subsequently specify the value 
of the <Quantum Duration> element as defined previously. 
0191) Developers may also specify the number of quan 
tums that the logical generator clock can fall behind the real 
time clock before processing of event chronicle rules is 
skipped in order to catch up. Developers could use the 
<ChronicleOuantum Limits element to document this value. 
If a value for the <ChronicleOuantum Limits element is not 
specified, then the system could default to a chronicle 
quantum limit of 1440 minutes (1 day, assuming a quantum 
interval of 1 minute) in this case. 
0192 Additionally, developers may specify the number 
of quantums that the logical generator clock can fall behind 
the real time clock before processing of Subscription rules 
(both event and scheduled) is skipped in order to catch up. 
Developers should use the <SubscriptionQuantum Limitd. 
element to document this value. If a value for the <Sub 
ScriptionQuantum Limit> element is not specified, then the 
system could default to a subscription quantum limit of 30 
minutes (assuming a quantum interval of 1 minute). 
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0193 Application developers may also indicate whether 
event and subscription rules are fired when an event batch 
comes in (known as Sub-quantum sequencing), or whether 
they are fired once per quantum period, regardless of event 
batch arrival time (known as quantum sequencing). Devel 
opers should use the <ProcessEventsInOrdered element to 
document this information. A Boolean value should be 
specified for this element, with “true’ indicating that sub 
quantum sequencing has been selected and “false' indicat 
ing that quantum sequencing has been selected. If a value for 
the <ProcessEventsInOrdered element is not specified, the 
system could default to quantum sequencing. 
0.194. A <PerformanceGuerylntervald element may be 
specified to denote how frequently the high-overhead per 
formance counters get updated. The <PerformanceGue 
rylintervald element value should be specified as an XML 
duration data type. If a value for the <PerformanceGue 
rylintervald element is not specified, the element must be 
excluded from the <ApplicationExecutionSettings> node. In 
Such a case, the performance query interval will default to 1 
minute. 

0.195 Developers may specify how frequently old event, 
notification, and batch header data is removed from the 
system in the <Vacuum> element, as discussed above. The 
<Vacuum> element may comprise two optional child ele 
ments: <RetentionAge> and <VacuumSchedule>. 
0196. The minimum retention period for system data may 
be specified in the <Retention Ages element. Data will not 
be vacuumed any earlier than the period specified by this 
element, although it will not necessarily be vacuumed 
immediately upon expiration of the specified period. The 
<Retention Aged element value could be specified as an 
XML duration data type. Please refer to the information 
about the <Ouantum Duration> element, above, for details 
on this format. 

0.197 Scheduling information for the vacuuming process 
may be specified in the <VacuumSchedule> element. The 
<VacuumSchedule> element has one required child element, 
<Schedule>. Developers may specify multiple <Schedule> 
elements, one for each vacuuming period they would like to 
specify. The <Schedule> element has two child elements: 
<StartTimes and <Duration>. The <StartTimes element is 
required, while the <Duration> element is optional. 
0198 Information about when the vacuuming period will 
begin should be specified in the <StartTime> element. 
Coordinated Universal Time (UTC) notation should be used 
when indicating the <StartTime> value. If a date is indicated 
as well as a time for this value, only the time portion will be 
used. Vacuuming will start at the specified time on the 
current day. 
0199 Developers may optionally specify information 
about the length of the vacuuming period in the <Duration> 
element. Because vacuuming may occur daily, one must 
ensure that the value of the <Duration> element does not 
exceed 24 hours. The <Duration> element value must also 
be specified as an XML duration data type. Please refer to 
the information about the <Quantum Duration> element, 
above, for details on this format. If a value for the <Dura 
tion> element is not specified, the element must be excluded 
from the <Schedule> node. The vacuuming duration will 
default to 6 hours in this case. 
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0200 Furthermore, vacuuming intervals cannot overlap. 
Notification services will determine when they would over 
lap, and will stop the earlier one at the start of the later one. 
For example, these intervals: 
0201 <StartTime>: 1 pm, <Duration>: 2 hours 
0202 <StartTime>: 2 pm, <Duration>: 2 hours 
would translate to: 

0203 <StartTime>: 1 pm, <Duration>: 1 hour 
0204 <StartTime>: 2 pm, <Duration>: 2 hours 
0205 The following exemplary code illustrates creation 
of an <ApplicationExecutionSettings> element. The 
example indicates that this application has a generator 
quantum period of 5 minutes, with a chronicle quantum limit 
of 25 quantums (125 minutes, or just over 2 hours), and a 
Subscription quantum limit of 12 quantums (60 minutes, or 
1 hour). It will use Sub-quantum sequencing, and will run the 
performance query once every hour. Vacuuming will run 
from 3:00 AM to 5:00 AM. and from 11:00 PM to 1:00 AM 
every day, removing data older than 3 days: 

<ApplicationExecutionSettings 
<Quantum Duration>PODTOOHO5MOOSC/Quantum Duration> 
<ChronicleOuantum Limits 25</ChronicleOuantum Limits 
<SubscriptionQuantumLimits 12<SubscriptionQuantumLimits 
<ProcessEventsInOrderstrue.</ProcessEventsInOrders 
<PerformanceCueryIntervals PODTO1 HOOMOOS 
</PerformanceGueryIntervals 
<Vacuum-> 

<Retention AgesP3DTOOHOOMOOSC/RetentionAges 
<VacuumSchedules 

<Schedules 
&StartTimes23:00:00&StartTimes 
<DurationsPODTO2HOOMOOS&Durations 

</Schedules 
<Schedules 

&StartTimes03:00:00&StartTimes 
<DurationsPODTO2HOOMOOS&Durations 

</Schedules 
<VacuumSchedules 

</Vacuum-> 
</ApplicationExecutionSettings 

0206. An additional responsibility of the application 
developer is specifying one or more event classes in the 
application definition file. Each event class corresponds to 
one particular kind of event accepted by an application. 
0207. The following six acts combine to define an event: 
0208 1. Naming the event class. 
0209 2. Defining the fields in the event class. Event 
providers that gather events of this class use these field 
definitions to validate their event data. These fields are 
also used to automatically create the server table that 
stores the event data. 

0210 3. Designating the server filegroup on which the 
event table should be created. This step is optional, as 
the event table is automatically created on the default 
filegroup for the application database if no other is 
specified. 

02.11 4. (Optionally) Providing statements, such as 
Transact-SQL statements, to create one or more 
indexes on your event table. 
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0212 5. (Optionally) Defining a chronicle rule associ 
ated with the event class. The chronicle rule defines 
queries that manipulate data in one or more event 
chronicle tables. 

0213 6. (Optionally) Defining one or more event 
chronicle tables associated with this event class. 

0214) All of the above information can be stored in 
particular section of the ADF. Additionally, note that one 
<EventClass> node will need to be created for each event 
class that is ultimately defined. Below is an example of an 
event class definition. 

<EventClassess 
<!-Sample Definition of a Stock Event Class. --> 
<EventClassis 
<-Name of the event class. --> 
<EventClassName>Stock</EventClassName>% 
<-Event fields are defined in the Schema section. --> 
<Schemas 
<!-Define the stock symbol field. --> 
<Fields 

<FieldName>StockSymbol</FieldName> 
<FieldTypeschar(10)</FieldTypes 
<FieldTypeMods' not null&/FieldTypeMods: 

& Fields 
<!-Define the stock value field. --> 
<Fields 

<FieldName>StockValue.</FieldName> 
<FieldTypesmoney</FieldTypes 
<FieldTypeMods>not nulla/FieldTypeMods.> 

& Fields 
</Schemas 
<!-Name of the SQL Server filegroup 
upon which the event table will be created. --> 
<FileGroup>Primary.</FileGroup> 
<!-The Transact-SQL statement that creates 
an index on the event table. --> 
<IndexSqlSchemas 

<SqStatement> 
IF EXISTS (SELECT name FROM sysindexes 
WHERE name = StockIndex) 
DROPINDEX StockIndex 
< SalStatement> 
<SqStatement> 
CREATE CLUSTERED INDEX StockIndex 
ON StockEvents (StockSymbol) 
< SalStatement> 

</IndexSqlSchemas 
<!-The rules that determine the state of the data 
in the event chronicle table. --> 
<ChronicleRules 

<RuleName>StockEventChronRule.</RuleName> 
<Action> 
INSERT StockEventChron 
(StockSymbol, StockHigh Value) 
SELECT StockEvents.StockSymbol, StockEvents.StockValue 
FROM StockEvents 
WHERE StockEvents.StockSymbol 
NOT IN (SELECT StockSymbol FROM StockEventChron); 
UPDATE StockEventChron 
SET StockEventChron. StockHigh Value = StockEvents.StockValue 
FROM StockEvents JOIN StockEventChron 
ON StockEvents.StockSymbol = StockEventChron. StockSymbol 
WHERE StockEvents.StockValues 
StockEventChron. StockHigh Value 
</Action> 
<ActionTimeOuts-PODTOOHOSMOOS&ActionTimeOuts 

<f ChronicleRules 
<Chronicles 

<!-The Transact-SQL statement that determines the 
structure of the event chronicle table. --> 
<Chronicles 

<ChronicleName>StockEventChron<f ChronicleName> 
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<SqlSchemas 
<SqStatement> 
IF EXISTS (SELECT name FROM sysobjects 
WHERE name = StockEventChron 
AND Xtype = U) 
DROP TABLE StockEventChron 
</SqStatement> 
<SqStatement> 
CREATE TABLE StockEventChron 
( 
StockSymbol char(10), 
StockHigh Value money 
PRIMARY KEY (StockSymbol) 

</SqStatement> 
<SqlSchemas 

<f Chronicles 
<f Chronicles 

</EventClass 
</EventClassess 

0215) To define field events a determination must first be 
made as to what fields are needed to store the event data. 
These fields may be documented in the <Schemad section of 
the <EventClass> node. One <Field> node should be created 
within the <Schemad section for each field you define. 
0216. An exemplary <Field> node may comprise three 
child elements: 

<FieldName> 
<FieldTypes 
<FieldTypeMods: 

0217. A <FieldName> element may then be defined by 
documenting the field name in the <FieldName> element. 
Similarly, to define the <FieldTypes element, the developer 
may document the field data type in the <FieldTypes ele 
ment. 

0218. The <FieldTypeMods> element might allow the 
developer to specify null and default settings for this field. 
These settings could be specified using SQL Server Trans 
act-SQL syntax conventions, for example. Furthermore, if 
this element is not used, it should be excluded from the 
<Field> node. 

0219. The following illustrates an exemplary code sec 
tion for defining filed events. For purposes of this example, 
assume two event fields are defined: a 10-character stock 
symbol field, and a stock value field that accepts monetary 
data: 

<Schemas 
<Fields 

<FieldName>StockSymbol</Field Name> 
<FieldTypeschar(10)</FieldTypes 
<FieldTypeMods NOT NULL</FieldTypeMods 

& Fields 
<Fields 

<FieldName>StockValue.</FieldName> 
<FieldTypesmoney</FieldTypes 
<FieldTypeMods NOT NULL DEFAULT 10</FieldTypeMods 

18 
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& Fields 
</Schemas 

0220 Another action needed to define an event class is 
designating the filegroup. Servers, like Microsoft's SQL 
ServerTm, provide filegroups to simplify database admin 
istration, as well as to allow optimal allocation of system 
data across multiple physical disks. Optimized data alloca 
tion can be critical to the performance of high-volume SQL 
Server notification services applications. 
0221) Developers may specify the name of the filegroup 
upon which they wish their event table to be created as the 
value for this element. Additionally, if this element is not 
used, it should be excluded from the <EventClass> node. 
The event table will be created on the default filegroup for 
the application database in this case. 
0222. The following is exemplary code for designating 
filegroups. In this example, the “NSFiles' filegroup is 
selected as the default filegroup for the event table: 

<FileGroup>Primary.</FileGroup> 

0223) An optional action in defining an event class is 
providing statements, like Transact-SQL statements, to cre 
ate one or more indexes on your event table. Indexes speed 
the location of particular records based on the data in a 
specified field. An index is automatically used when pro 
cessing a Transact-SQL query that uses the table that the 
index is created on, provided that using the index improves 
query performance. The performance of an application can 
be significantly enhanced by creating appropriate indexes. 
0224 Developers may use one or more indexes on their 
event table by defining Transact-SQL statements to create 
them in the <IndexSqlSchemad node, for example. If devel 
opers do not use an index, they should exclude this node 
from the <EventClass> node. 

0225. The <IndexSqlSchemad node consists of one or 
more <SqlStatement> elements. Each <SqlStatement> will 
contain a Transact-SQL CREATE INDEX statement that 
defines an index on the event table. The event table name 
you will use in the CREATE INDEX statement is the 
concatenation of the event class name and the word 
Events. 

0226. An initial <SqlStatement> element with a state 
ment to drop the index if it exists should always be included, 
prior to the <SqlStatement> element that creates the index. 
Without this statement, NSControl Update may raise errors 
related to attempting to create duplicate SQL Server objects 
if you ever run it against this application. 

0227 Furthermore, it should be noted that indexes speci 
fied in the <IndexSqlSchemad node of a <Subscription 
Class> are created against the Subscription table itself. 
Indexes specified in the <IndexSqlSchemad node of an 
<EventClass> are created against a view that bears an 
identical name to the event table. This view contains only the 
most recent events, rather than the full set of all of the events 
in the system. Using this Subset of events in a view signifi 
cantly improves rule processing time by reducing the num 
ber of records involved. 
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0228. The following is exemplary code illustrating the 
creation of an index. In this example a clustered index 
named “StockIndex' will be created on the StockSymbol 
field of the StockFvents table in the application database: 

<IndexSqlSchemas 
<SqStatement> 
IF EXISTS (SELECT name FROM sysindexes 
WHERE name = StockIndex) 
DROPINDEX StockIndex 
</SqStatement> 
<SqStatement> 
CREATE CLUSTERED INDEX StockIndex 
ON StockEvents (StockSymbol) 
</SqStatement> 

</IndexSqlSchemas 

0229 Optional act five in creating an event class is 
defining chronicle rules associated with the event class. If 
the application uses event chronicle tables, chronicle rules 
must be defined. The chronicle rules contain the queries, for 
instance Transact-SQL queries, which manipulate the data in 
the event chronicle tables. Chronicle rule information is 
specified in the <ChronicleRule> node. If a chronicle rule is 
not defined, then the <ChronicleRule> node must be 
excluded from the <EventClass> node. An exemplary 
<ChronicleRule> node comprises three child elements: 

<RuleName> 
<Action> 
<ActionTimeouts 

0230 Developers can record the rule name in the <Rule 
Name> element, which is a string value. 
0231. The <Action> element may be used to define 
queries. In particular, Transact-SQL queries, for example, 
may establish the actions that a chronicle rule should take. 
Developers define these queries in the <Action> element. 
The <Action> element may contain one or more Transact 
SQL statements specifying the actions that this rule should 
take. Developers can either define a Transact-SQL query, or 
call a stored procedure that provides the same functionality. 
In addition, all statements that are defined in the <Action> 
element can be treated as part of the same transaction, so 
either they will all complete successfully or they all will be 
rolled back. If the event chronicle rule fails, an error will be 
logged to the system log. Also, any event Subscription rules 
that are associated with events of this class will not be fired. 

0232 The <ActionTimeouts element specifies the per 
mitted length of time for queries in the <Action> element to 
complete their task. If they are not completed during this 
time, the transaction containing them is rolled back, and an 
error is written to the system log. 

0233. The value of the <ActionTimeouts element should 
be specified in the format of an XML duration data type. The 
notation “PODTOOHOOMOOS' should be used, where P is the 
designator for the data type, D represents days, T is the 
designator for the time portion of the value, H represents 
hours, M represents minutes, and S represents seconds. 
Except for the P and T designators, unused duration ele 
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ments may be skipped. For example, a timeout period of 2 
minutes and 30 seconds may be represented as 
“PODTOOHO2M30S or “PT2M30S. Furthermore, this ele 
ment is not used, it should be excluded from the <Chroni 
cleRule> node. The timeout interval defaults to 30 minutes 
in Such a case. 

0234. The following exemplary code illustrates the cre 
ation of a chronicle rule. In this instance, event chronicle 
rule “StockFventChronRule' is being created. The rule first 
inserts new stock data into the chronicle table, then updates 
existing stock records in the chronicle table. Additionally, 
this rule is permitted five minutes to complete successfully. 

<ChronicleRules 
<RuleName>StockEventChronRule.</RuleName> 
<Action> 
<!-This statement inserts stock records 
into the chronicle if it cannot find 
an existing record with the same stock symbol --> 
INSERT StockEventChron 
(StockSymbol, StockHigh Value) 
SELECT StockEvents.StockSymbol, StockEvents.StockValue 
FROM StockEvents 
WHERE StockEvents.StockSymbol 
NOT IN (SELECT StockSymbol FROM SStockEventChron); 

<!-This statement updates stock records in the 
chronicle based on matching the new data to 
the chronicle records based on Stock symbol --> 
UPDATE StockEventChron 
SET StockEventChron. StockHigh Value = StockEvents.StockValue 
FROM StockEvents JOIN StockEventChron 
ON StockEvents.StockSymbol = StockEventChron. StockSymbol 
WHERE StockEvents.StockValues 
StockEventChron. StockHigh Value 
</Action> 
<ActionTimeOuts-PODTOOHOSMOOS&ActionTimeOuts 

<f ChronicleRules 

0235. The final optional action that contributes to the 
definition of an event class is defining one or more event 
chronicle tables associated with the event class. In general 
developers may want to define one or more event chronicle 
tables for use by an application. These tables can cache event 
data for use by scheduled subscriptions, or for some other 
purpose. 

0236) Developers may document chronicle table infor 
mation in a particular section of the ADF, for example 
/EventClasses/EventClass/Chronicles. One <Chronicle> 
node exists in the <Chronicles> section for each event 
chronicle table to be defined. If no event chronicle tables are 
to be described, then the <Chronicles> node from the 
<EventClass> node should be excluded. 

0237 An exemplary <Chronicle> node may comprise 
two child elements: 

<ChronicleName> 
<Sq|Schemas 

0238. The chronicle name should be indicated in the 
<ChronicleName> element. This can be a unique string 
value, for example. For consistency, the chronicle name 
defined here and the name of the chronicle table created in 
the <SqlSchemad element should probably be the same. 
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0239). The schemas for creating event chronicle tables can 
be specified in the <SqlSchemad node. The <SqlSchemad 
node comprises one or more <SqlStatement> elements. Each 
<SqlStatement> may contain a Transact-SQL CREATE 
TABLE statement that defines an event chronicle table. It 
should include the table name, and the field names and their 
data types. It may include arguments for constraints, and any 
other optional CREATE TABLE parameters that the devel 
oper wishes to specify. The application developer may also 
choose to include a CREATE INDEX statement to create an 
index on your event chronicle table. 
0240 Specifically, the schema may be developed with 
any text editor, although SQL Query Analyzer, which 
installs with Microsoft(R) SQL Server'TM, is recommended for 
ease of use. This tool provides templates for creating tables 
and other objects in the Templates tab of its Object Browser. 
0241 An initial <SqlStatement> element should be 
included with a statement to drop the table if it exists, prior 
to the <SqlStatement> element that creates the table. With 
out this statement, NSControl Update may raise errors 
related to attempting to create duplicate SQL Server objects 
if you ever run it against this application. 
0242. The following is exemplary code illustrating the 
creation of a chronicle table. In particular, this example 
creates the event chronicle table “StockEventChron', which 
consists of the StockSymbol and StockValue fields. 

<Chronicles 
<Chronicles 

<ChronicleName>StockEventChron<f ChronicleName> 
<SqlSchemas 

<SqStatement> 
IF EXISTS (SELECT name FROM sysobjects 
WHERE name = StockEventChron 
AND Xtype = U) 
DROP TABLE StockEventChron 
</SqStatement> 
<SqStatement> 
CREATE TABLE StockEventChron 
( 
StockSymbol char(10), 
StockHigh Value money 
PRIMARY KEY (StockSymbol) 

</SqStatement> 
</SqlSchemas 

<f Chronicles 
<f Chronicles: 

0243 In addition to defining event classes, the applica 
tion developer is responsible for specifying one or more 
notification classes in the application definition file. Each 
notification class corresponds to one particular kind of 
notification generated by the application. Additionally, there 
may be one or more notification classes defined for each 
notification services application developed. In general, there 
are nine acts that define a notification: 

0244 1. Naming the notification class. 
0245 2. Defining the fields in the notification class. 
These fields provide the data that may be sent to your 
subscribers. These fields are also used to automatically 
create the table that stores the notification data. 

0246 3. Designating the server filegroup on which the 
notification table should be created. This step is 
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optional, as the notification table is automatically cre 
ated on the default filegroup for the application data 
base if no other is specified. 

0247. 4. Documenting the content formatter that this 
notification class will use. The content formatter takes 
the raw notification data and formats it appropriately 
for display. 

0248 5. Indicating whether this notification class uses 
digest delivery. Digest delivery means that all notifi 
cations generated by one execution of the notification 
generation rule that are destined for the same subscriber 
are grouped and handled as a single notification. 

0249 6. Indicating whether this notification class uses 
multicast delivery. Multicast delivery means that all 
notifications generated by one execution of the notifi 
cation generation rule that share identical data are 
formatted just once, then this formatted data is sent out 
to all subscribers. 

0250) 7. Specifying a notification batch size for noti 
fications of this class. 

0251 8. Specifying one or more delivery protocols that 
this notification class will use for notification delivery. 
This consists of specifying header or other notification 
specific information required for messages created by 
this delivery protocol. 

0252 9. Specifying an expiration age for notifications 
of this class. 

0253) The aforementioned information is stored in a 
section of the ADF, for example /NotificationClasses/Noti 
ficationClass. Further, the application developer needs to 
create one <NotificationClass> node for each event class 
that they have defined. The following is an exemplary code 
defining a notification class. 

<NotificationClasses 
<NotificationClass 

<NotificationClassName>Stock</NotificationClassName> 
<Schemas 

<Fields 
<Fields 

<FieldName>StockSymbol</FieldName> 
<FieldTypeschar(10)</FieldTypes 

& Fields 
<Fields 

<FieldName>StockValue.</FieldName> 
<FieldTypesmoney</FieldTypes 

& Fields 
</Fields 

</Schemas 
<FileGroup>Secondary.</FileGroup> 
<ContentFormatters 

<ClassName>Stock. StockFormatter</ClassName> 
<AssemblyName>C:\CustomCFs StockFormatter.dllzf 
AssemblyName> 
<Arguments 
<Argument> 
<Name>OutputHTML</Name> 
<Values true.</Values 

</Argument> 
</Arguments 

<f ContentFormatters 
<DigestDelivery>true</DigestDelivery> 
<NotificationBatch.Size>100</NotificationBatch.Size> 
<Protocols 
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-continued 

<Protocols 
<Protoco 
<Fields: 

<Fields 
<FieldName>Subject</FieldName> 
<SqlExpressions 
%SubjectLine% 
</SqlExpressions 
& Fields 

<Fields 
&Fie 
<So 

& Fiel 
&Fiel 

3. 

<Fi 
& Fields 

NamesSMTP& ProtocolName> 

Name>From</FieldName> 
Expressions%from Address%</SqlExpressions 
> 

Name>To</FieldName> 
Reference-DeviceAddress.</FieldReferences e 

Name>Priority.</FieldName> 
Expressions%mailPriority%4/SqlExpressions 
> 

<Fields 
&Fie 
<So 

Name>Body Format</FieldName> 
Expressions &quot;html&quot:</SqlExpressions 

& Fields 
</Fields 
<ProtocolExecutionSettings.> 

<Retry Schedules 
<RetryDelays PODTOOH15MOOS </RetryDelays 
<RetryDelays PODTOOH3OMOOS </RetryDelays 
<RetryDelays PODTO1 HOOMOOS </RetryDelays 

</Retry Schedules 
<FailuresBeforeAbort-20</FailuresBeforeAborts 
<MulticastRecipientLimits 10</MulticastRecipientLimits 
&WorkItemTimeoutsPODTOOH3OMOOS&WorkItemTimeouts 

</ProtocolExecutionSettings> 
</Protocols 

</Protocols.> 
<ExpirationAges PODTO2H3OMOOS</ExpirationAges 

</NotificationClass 
</NotificationClassess 

0254 Turning specifically to the first action, the applica 
tion developer must name the notification class. The name 
for the notification class being defined should be a unique 
string value. Moreover, this name should be entered in the 
<NotificationClassName> element. For example, the fol 
lowing creates a notification class with a name of "Stoc 
kNotification. 

<NotificationClassName>StockNotification<. NotificationClassName 

0255 Another action necessary to define a notification 
class is defining notification fields. These fields could be 
defined in the <Schemad section of the <NotificationClass> 
node. The <Schemad node perhaps comprising two child 
nodes: <Fields> and <ComputedFields>, where fields that 
store data within a database table are defined in the <Fields> 
node, and fields whose data should be computed at notifi 
cation generation time are defined in the <ComputedFields> 
node. 

0256 In accordance with the above, the <Fields> and 
<ComputedFields> nodes might have subordinate <Field> 
and <ComputedField> nodes, each of which defines a single 
field for this notification class. 

21 
Jul. 5, 2007 

0257 An exemplary <Field> node might comprise three 
child elements: 

<FieldName> 
<FieldTypes 
<DigestGrouping>. 

0258. The <FieldName> element specifies the name of 
the field and should probably be a unique string value. The 
<FieldTypes element specifies the data type of the field. 
While, the <DigestGrouping> element can specify the field 
to be used for matching when grouping notifications. Noti 
fications with the same SubscriberDeviceID and matching 
values in any <DigestGrouping> fields can Subsequently be 
grouped into a single notification. In one particular embodi 
ment, SubscriberId, DeviceId, SubscriberLocale, plus any 
<DigestGrouping> fields can be set to have to match, and 
notifications required to all be in the same batch—thus in 
Such implementation digesting is not peformed across batch 
boundaries. 

0259 An exemplary <Computed field> node may com 
prise the following three child elements: 

<FieldName> 
<SqlExpression 
<DigestGrouping>. 

0260 The <Fieldname> and <DigestGrouping> elements 
of a <ComputedField> node can be handled the same way as 
those in a <Field> node, as discussed above. The <SqlEx 
pression> element may contain Transact-SQL expressions 
that compute the data for this field. Any Transact-SQL 
expression that can be evaluated as part of a SELECT query 
in the application database may be referenced in an <SqlEx 
pression> element. This includes use of arbitrary constants, 
making SQL function calls, referring to data in chronicle 
tables, and so forth. 

0261) The following is an exemplary code section illus 
trating how a field is defined in a notification class. In this 
example, two notification fields are defined: a 10-character 
stock symbol field, and a stock value field that accepts 
monetary data. Additionally, a computed field is defined that 
determines how much the stock price has changed. 

<Schemas 
<Fields 

<Fields 
<FieldName>StockSymbol</FieldName> 
<FieldTypeschar(10)</FieldTypes 
<DigestGrouping>true.<DigestGrouping> 

& Fields 
<Fields 

<FieldName>StockValue.</FieldName> 
<FieldTypesmoney </FieldTypes 

& Fields 
</Fields 
<Computed Fields.> 
<Computed Field> 

<FieldName>StockPriceChange.</FieldName> 
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-continued 

<SqlExpressions 
<!--The event table name is the combination 
of the event class name (“Stock) and the word “Events'--> 
<!--The event chronicle name is the name you gave the 
chronicle table when you created it in the event class 
definition in the ADF--> 
(StockEvents.StockValue - StockEventChron. StockLastValue) 
</SqlExpressions 

</Computed Field> 
</Computed Fields.> 

</Schemas 

0262 The fourth action that contributes to defining a 
notification class is designating a server filegroup on which 
the notification table should be created. Servers, such as 
Microsoft(R) SQL ServerTM provide filegroups to simplify 
database administration, as well as to allow optimal alloca 
tion of system data across multiple physical disks. Opti 
mized data allocation can be critical to the performance of 
high-volume notification services applications. 
0263. In particular, developers may specify the name of 
the filegroup upon which they wish the notification table to 
be created as the value for this element. Additionally, the 
filegroup named should be one of the filegroups defined as 
a <NamedFileGroup> in the <Databased node. Further, if 
this element is not used, it should be excluded from the 
<NotificationClass> node. In Such a situation, a notification 
table will be created on the default filegroup for the appli 
cation database. 

0264. The following is an exemplary code illustrating 
how a field group is specified. In this example, the “NSFiles' 
filegroup is selected as the default filegroup for the notifi 
cation table. 

<FileGroup>Secondary.</FileGroup> 

0265 According to the action numbered four above, 
documenting the content formatter that the notification class 
will use is required to define a notification class. A <Con 
tentFormatters node of the ADF may be used to specify 
information about the class that provides content formatting 
functionality to a notification class. This class can be part of 
a managed code assembly that contains all of the functions 
necessary to take raw notification data and format it appro 
priately for the locales, languages, and devices desired to be 
Supported by the Subscription application. 

0266 An exemplary <ContentFormatters node might 
include three child elements: 

<ClassName> 
<AssemblyName> 
<ArgumentLists 

0267 Class name information can be stored in the 
<ClassName> element. Additionally, it is important that 
developers define a class name for any custom content 
formatters they create. 
0268 Class assembly information is stored in the 
<AssemblyName> element. Developers should specify the 
full path and assembly file name for any custom content 
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formatters they create. In addition developers may use a 
parameter in the ADF and/or configuration file to represent 
the path to the file. This allows the application developer or 
the system administrator to control the physical location of 
the files without hard-coding a specific path in this element. 

0269. Any arguments that need to be passed to the 
content formatter when it is initialized ought to be docu 
mented in the <Arguments> section of the <ContentFormat 
terd node. Each argument will have its own <Argument> 
node within the <Arguments> section. 

0270 Furthermore, each <Argument> node might com 
prise two child elements: <Name> and <Values. In this case, 
the argument name should be defined in the <Name> ele 
ment, while the argument value should be defined in the 
<Values element. Individual content formatter implementa 
tions can define what the recognized arguments are, and 
which of these are required or optional. 

0271 The following is exemplary code illustrates one 
technique of documenting a content formatter. In this 
example, the Stock. StockFormatter class provides the con 
tent formatting functionality, and is implemented in the 
StockFormat.dll file. It takes a single argument that tells it to 
output the content in an HTML format: 

<ContentFormatters 
<ClassName>Stock.StockFormatter</ClassName> 
<AssemblyName>C:\CustomCFs StockFormat.dll-AssemblyName> 
<Arguments 
<Name>OutputHTML</Name> 
<Values true.</Values 

</Arguments 
<f ContentFormatters 

0272 Defining a notification class also entails indicating 
whether the notification class uses digest delivery or multi 
cast delivery. A <DigestDelivery> element might be used to 
indicate if notifications of this class are digested. Subse 
quently, developers can specify “true’ as the value of the 
element if they wish to enable digest delivery. Similarly, 
specifying “false', or excluding this element from the <Noti 
ficationClass> node, might provide for disabling digest 
delivery. For example, the following statement might be 
provided to enable digest delivery for this notification class: 

<DigestDelivery>true</DigestDelivery> 

0273) If the notification class uses multicast delivery, a 
<MulticastDelivery> element can be employed to indicate 
that notifications are to be multicasted. Similar to the above, 
a developer could specify “true’ as the value if they wish to 
enable multicast delivery and either specify “false', or 
exclude the element from the <NotificationClass> node, to 
disable multicast delivery. The following exemplary state 
ment may be used to enable multicast delivery for this 
notification class: 

<MulticastDelivery>true</MulticastDelivery> 

0274 For example with respect to defining conditions for 
multicast grouping, notifications can have the same values 
for DeviceType, SubscriberLocale, and ALL of the notifi 
cation and computed fields (e.g., and they should be in the 
same batch for one particular implantation). 
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0275. In accordance with the above regarding defining a 
notification class, the act of specifying a notification batch 
size for notifications of this class is now described in more 
detail. In particular, a <NotificationBatch.Size> element 
might be used to indicate the maximum number of notifi 
cations that may be included in a batch for the notification 
class. Furthermore, the <NotificationBatch.Size> node 
should not be included in the <NotificationClass> node if it 
is not utilized. In such a case, there will be no limit to the 
number of notifications that can be included in a single 
batch. The following may be used to set the notification 
batch size for a notification class to 100: 

<NotificationBatch.Size>100</NotificationBatch.Size> 

0276. If digest is not enabled, then the value is used as 
described. If digest is enabled, if NotificationBatch.Size is N. 
the generator creates N batches, and inserts notifications into 
them in a round-robin—like fashion. In so doing, notifica 
tions going to the same Subscriber together are kept together 
so that they can be placed into digest groups (e.g., for 
implementations where digesting is not performed across 
batch boundaries). Specifying one or more delivery proto 
cols that a notification class will use for notification delivery 
is also necessary to define a notification class. Generally, this 
consists of specifying header or other notification-specific 
information required for messages created by this delivery 
protocol. A <Protocols> node can be used to document the 
delivery protocols that are valid for the notification class. 
Each delivery protocol could possibly include a <Protocold 
child node within the <Protocols.> node., the <Protocold 
node comprising a <ProtocolName> element, and two addi 
tional child nodes: <Fields> and <ProtocolBxecutionSet 
tings>. 

0277. A developer must determine the name of the deliv 
ery protocol the application will use. This could be either a 
well-known protocol (like SMTP), or the name of a custom 
delivery protocol that documented in the <Protocols> node 
of the configuration file. The developer must enter this name 
in the <ProtocolName> element. The configuration file entry 
provides the mapping between an application developer 
assigned delivery protocol name, and the class name of its 
implementation. 

0278. The <Fields> node documents the header fields that 
are required for a message that is to be created and routed by 
this delivery protocol. Each header field will have a <Field> 
child node within the <Fields> node. These fields can 
subsequently be provided to a deliver notification method of 
the class that implements the delivery protocol as a set of 
name/value pairs, for example, where the values are com 
puted at notification delivery time. 

0279 Additionally, a field node may comprise two 
child elements: <FieldName>, and either a <FieldRef 
erence> element or an <SqlExpressional element. The 
<FieldName> element can be utilized to document the 
name of the header field. 

0280 A <FieldReference> element could be used if the 
value of the header field already exists within one of the 
notification fields or computed fields. The <FieldReference> 
element specifies the name of the notification or computed 
field whose value should be used in this header field. Both 
static and computed notification fields can be used to pro 
vide this value. 
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0281 An <SqlExpressional element could be used if the 
value of the header field does not already exist within one of 
the notification fields. The <SqlExpressional element might 
contain a Transact-SQL expression that computes the data 
for this field. Any Transact-SQL expression that can be 
evaluated as part of a SELECT query in the application 
database may be referenced in an <SqlExpression> element. 
This includes use of arbitrary constants, making SQL func 
tion calls, referring to data in chronicle tables, and so forth. 
An <SqlExpression> element may also take an application 
parameter as a value, possibly defined in a <ParameterDe 
faults> node of the ADF. 

0282 An exemplary <ProtocolExecutionSettings> sec 
tion may include the follwoing six child elements: 

<Retry Schedules 
<FailuresBeforeLoggingEvent> 
<FailureEventLogIntervals 
<FailuresBefore Aborts 
<MulticastRecipientLimits 
<WorkItemTimeouts 

0283 The <Retry Schedule> node might be comprised of 
one or more <Retry Delay> elements, each element defining 
a period of time after a failed notification delivery attempt 
that a retry should be attempted. For instance, if the retry 
attempted at the time specified by the first <RetryDelay> 
element fails, then another retry attempt will be made at the 
time specified by the second <Retry Delays element, and so 
forth. It is to be appreciated that these are relative times, and 
not absolute. Thus, if the first attempt fails, the distributor 
waits the amount of time specified in the first <RetryDelay> 
element, then tries again, and so on thereafter. 
0284. The <FailuresBeforeLoggingEvent> element can 
be used to define the number of failures that may occur 
before a system event log entry is created to document the 
failure. The value of this element should be a non-negative 
integer. If a value is not specified for this element, the default 
is to allow five failures before logging an event. 
0285) The <FailureEventLogIntervald element specifies 
the minimum amount of time that must pass before con 
secutive failure events are logged. The value of the <Failu 
reEventLogIntervald element should be specified in the 
format of an XML duration data type. Please refer to the 
<Retry Delay> element, above, for more information on this 
format. If a value is not specified for this element, the default 
interval is five minutes, for example. However, it is to be 
appreciated that the default can be “no limit” log as often 
aS COS OCCU. 

0286 The <FailuresBefore Aborted element might be used 
to define the number of retry attempts that are permissible 
before aborting any further attempts. Moreover, it controls 
the number of consecutive delivery failures within a batch 
that are allowed before the entire batch is aborted (and might 
be retried later). If, for example, 20 notifications are 
attempted to be delivered in a row and they all fail, trying for 
that batch thereafter can be ceased. 

0287. The value of this element should be a non-negative 
integer. If a value is not specified for this element, the default 
is to allow 20 failures before aborting the distributor process. 
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0288 The <MulticastRecipientLimits element can be 
used to limit the number of recipients allowed for each 
multicasted notification. The value of this element should be 
a non-negative integer. If a value is not specified for this 
element, the default is to allow 100 recipients per multi 
casted notification. 

0289. The <WorkItemTimeout> element specifies the 
amount of time a distributor thread may take in order to 
complete a work item assigned to it. If the <WorkItemTim 
eoute value is exceeded, the work item is cancelled for that 
thread. The work item is then returned to the pool of 
available work items, so that it can be picked up by another 
thread and processed. This prevents a work item from being 
“lost', by being assigned for processing by a thread, but not 
actually being completed because of some error. 
0290 The following example specifies SMTP as a valid 
delivery protocol for creating and routing notifications of 
this class, and provides values for the fields required to 
create an SMTP message. Notifications sent using this 
protocol are allowed three redelivery attempts if initially 
unsuccessful: one at 15 minutes after the first attempt, the 
second half an hour after that, and the final attempt yet an 
hour later. If multicast delivery is being employed, it will 
limit each multicast notification to 10 recipients. Work items 
will time out after 10 minutes. 

<Protocols.> 
<Protocols 
<ProtocolNamesSMTP& ProtocolNames 
<Fields: 

<Fields 
<FieldName>Subject</FieldName> 
<SqlExpressions 
%SubjectLine% 
</SqlExpressions 

& Fields 
<Fields 
<FieldName>From</FieldName> 
<SqlExpressions%from Address%</SqlExpressions 

& Fields 
<Fields 

dName>To</FieldName> 
eldReferences DeviceAddress.</FieldReferences 
d 
> 

ieldName>Priority.</Field Name> 
SqlExpressions%mailPriority%4/SqlExpressions 

& Fields 
<Fields 

<FieldName>BodyFormat</FieldName> 
<SqlExpressions &quot;html&quot:</SqlExpressions 
Fields 

<Fields: 
<ProtocolExecutionSettings> 

<Retry Schedules 
<RetryDelays PODTOOH15MOOS&/RetryDelays 
<RetryDelays PODTOOH3OMOOS&/RetryDelays 
<RetryDelays PODTO1 HOOMOOS&/RetryDelays 

</Retry Schedules 
<FailuresBefore Abort-20<FailuresBefore Aborts 
<MulticastRecipientLimits 10</MulticastRecipientLimits 
&WorkItemTimeoutsPODTOOH1OMOOS&WorkItemTimeouts 

</ProtocolExecutionSettings.> 
</Protocols 

</Protocols.> 

: 

0291. The final action necessary to defining a notification 
class is specifying an expiration age for notifications of the 
class. The <Expiration Ages element allows developers to 
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specify the length of time permitted for notification re-sends 
before the notification data is determined to be out of date. 
If notification services cannot deliver a notification before it 
expires, it abandons the notification without delivering it. If 
an expiration age is not specified, notifications can be set to 
never expire, for example. 
0292 Further, the value of the <Expiration Ages element 
can be specified in the format of an XML duration data type. 
Developers might use the notation “PODTOOHOOMOOS', 
where P is the designator for the data type, D represents 
days, T is the designator for the time portion of the value. H 
represents hours, M represents minutes, and S represents 
seconds. Except for the Pand T designators, unused duration 
elements may be skipped. For example, an expiration age of 
1 hour and 45 minutes may be represented as 
“PODTO1H45MOOS, or “PTO1H45M30S. 
0293. The following exemplary code sets the expiration 
age of this notification class to 1 hour and 45 minutes: 

<ExpirationAges PTO1H45M30S</Expiration Ages 

0294 Returning to the developer's responsibilities, the 
act numbered four states that the developer is responsible for 
specifying one or more Subscription classes in the applica 
tion definition file. Each Subscription class corresponds to 
one particular kind of Subscription accepted by the applica 
tion. Specifying a subscription class includes writing rules, 
which are Transact-SQL statements that either generate 
notifications, or update chronicle tables. These rules can be 
invoked when an event provider submits a new batch of 
events, or on a scheduled basis, or both. In particular, seven 
acts define a Subscription: 

0295) 
0296 2. Defining the fields that make up your sub 
scription class. The field definitions are used to validate 
any Subscription data Supplied by a Subscription man 
agement application. They are also used to automati 
cally create the table that stores the subscription data. 

1. Naming the Subscription class. 

0297 3. Designating the SQL Server filegroup for the 
Subscription table. This step is optional, as the Sub 
Scription table may be automatically created on the 
default filegroup if no other is specified 

0298 4. Providing Transact-SQL statements to create 
one or more indexes on your Subscription table. This 
step is also optional, as the system does not require an 
index on the subscription table. 

0299 5. Defining the event rules associated with this 
Subscription class. Event rules are named sets of one or 
more queries, such as Transact-SQL queries, that either 
create notifications or manipulate the data in a Sub 
scription chronicle table. Event rules are processed 
each time a new event batch is processed. This step is 
conditionally optional: developers are not required to 
have an <EventRules> node, but they need to have a 
notification generation rule defined in either this node 
or a <Scheduled Rules> node. 

0300 6. Defining the scheduled rules associated with 
this subscription class. Scheduled rules are named sets 
of one or more queries, such as Transact-SQL queries, 
that create notifications or manipulate the data in a 
subscription chronicle table. 
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0301 Scheduled rules are processed each time notifica 
tions are generated for Scheduled Subscriptions of this class. -continued 
This step is conditionally optional. Developers are not 
required to have a <Scheduled Rules> node, but they must S.SubscriberDeviceName, S. SubscriberLocale, E.StockSymbol, E.StockValue) 
have a notification generation rule defined in either this node FROM StockSubscriptions S JOIN StockEvents E 
or an <EventRules> node. ON S.StockSymbol = E.StockSymbol 

JOIN StockEventChron C 
0302 7. Defining one or more subscription chronicle ON S.StockSymbol = C.StockSymbol 
tables associated with this subscription class. The sub- WHERE S.StockTriggerValue < E. Stockvalue AND S.StockTriggerValues C.StockHigh Value Scription chronicle tables store subscription data for use </Action> 
1. your application. For instance, you might US a <Action TimeoutsPODTOOHO1MOOS&ActionTimeOuts 
subscription chronicle table to store information about <EventClassName>Stock</EventClassName> 
the last notification delivered to a subscriber, and Estyle 

<Welle 

generate the next notification based only O data that <RuleName>StockSubscriptionEventChronRule.</RuleName> 
has come in during the intervening time. This step is <Action> 
optional, as you may not need subscription chronicle INSERT StockEventChron 
tables in your application. (StockSymbol, StockHigh Value) 

SELECT StockEvents.StockSymbol, StockEvents.StockValue 

0303 All of the above information may be stored in a WESS; StockSymbol NOT IN E tock}vents.StockSymbo 
specific section of the ADF for the application that uses the (SELECT StockSymbol FROM StockEventChron); 
Subscription class. Furthermore, the application developer UPDATE StockEventChron 
may create one <SubscriptionClass> node for each Subscrip- SET StockEventChron. StockHigh Value = 
tion class that the developer defines. The following is an StockEvents.StockValue 
example of a subscription class definition FROM StockEvents JOIN StockEventChron 

p p ON StockEvents.StockSymbol = StockEventChron. StockSymbol 
WHERE StockEvents.StockValues 
StockEventChron. StockHigh Value 
</Action> 

<SubscriptionClassess <Action TimeoutsPODTOOHO1MOOS&ActionTimeOuts 
<SubscriptionClass <EventClassName>Stock</EventClassName> 

<SubscriptionClassName>Stock</SubscriptionClassName> </EventRules 
<Schemas </EventRules 

<Fields <ScheduledRules: 
<FieldName>StockSymbol</Field Name> <ScheduledRules 
<FieldTypeschar(10)</FieldTypes <RuleName>StockSubScheduled Notify Rule.</RuleName> 
<FieldTypeMods NOT NULL</FieldTypeMods <Action> 

& Fields SELECT db.o.StockNotificationNotify 
<Fields (S. SubscriberID, S.SubscriberDeviceName, S.SubscriberLocale, 

<FieldName>StockTriggerValue.</FieldName> C.StockSymbol, C.StockValue) 
<FieldTypesmoney</FieldTypes FROM StockSubscriptions S JOIN StockEventChron C 
<FieldTypeMods NOT NULL DEFAULT 10</FieldTypeMods ON S.StockSymbol = C.StockSymbol 

& Fields WHERE S.StockTriggerValue <= C.StockValue 
<Fields GROUP BY S.StockSymbol, C.StockValue 

<FieldName>SubscriberID</FieldName> </Action> 
<FieldTypeschar(10)</FieldTypes <Action TimeoutsPODTOOHOOM45S&ActionTimeOuts 
<FieldTypeMods NOT NULL</FieldTypeMods </ScheduledRules 

& Fields </ScheduledRules.> 
<Fields <Chronicles 

<FieldName>SubscriberDeviceName</FieldName> <Chronicles 
<FieldTypesnvarchar(255)</FieldTypes <ChronicleName>StockSubscriptionChron</ChronicleName> 
<FieldTypeMods NOT NULL</FieldTypeMods <SqlSchemas 

& Fields <SqStatement> 
<Fields IF EXISTS (SELECT name FROM sysobjects 

<FieldName>SubscriberLocale</FieldName> WHERE name = StockSubscriptionChron 
<FieldTypesnvarchar(10)</FieldTypes AND Xtype = U) 
<FieldTypeMods NOT NULL</FieldTypeMods DROP TABLE StockSubscriptionChron 

& Fields </SqStatement> 
</Schemas <SqStatement> 
<FileGroup>Secondary.</FileGroup> CREATE TABLE StockSubscriptionChron 
<IndexSalSchemas ( 

<SqStatement> SubscriberId bigint, 
IF EXISTS (SELECT name FROM sysindexes EventId bigint, 
WHERE name = StockSubIndex) StockSymbol char(10), 
DROPINDEX StockSubindex StockValue money 
< SalStatement> PRIMARY KEY (SubscriberID) <SqStatement> 
CREATE INDEX StockSubndex ); 
ON StockSubscriptions (SubscriberID) </SqStatement> 
< SalStatement> <fSqlSchemas 

</IndexSqlSchemas <FileGroup>Secondary.</FileGroup> 
<EventRules <f Chronicles 

<EventRules <f Chronicles 
<RuleName>StockSubscriptionNotifyRule.</RuleName> </SubscriptionClass> 
<Action> </SubscriptionClassess 
SELECT db.o.StockNotificationNotify (S.SubscriberID, 
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0304 Defining a subscription necessitates naming the 
Subscription class. Specifically, the name for the Subscrip 
tion class can be entered as a string value in a <Subscrip 
tionClassName> element. For example, the following code 
can be used to create a subscription class with a name of 
“Stock. 

<SubscriptionClassName>Stock</SubscriptionClass 
Name> 

0305 Additionally, to define a subscription class the 
fields that make up the subscription class should be defined. 
As mentioned above, the field definitions can be used to 
validate any Subscription data Supplied by a subscription 
management application, for example XML code. They may 
also be used to automatically create the server table that 
stores the subscription data. The server table creation occurs 
when the application is added to notification services by the 
system administrator, using the NSControl Create or 
NSControl Update commands, for example. 

0306 In order to define subscription fields, a determina 
tion should be made about what fields are needed to store 
your Subscription data. Application developers should docu 
ment these fields in the <Schemad section of the <Subscrip 
tionClass> node. 

0307 An exemplary <Field> node may be comprised of 
the following three child elements: 

<FieldName> 
<FieldTypes 
<FieldTypeMods: 

The field name is indicated in the <FieldName> element 
probably as a string. Additionally, the application developer 
should designate the field type in the <FieldTypes element. 
Field types must be indicated using server data types, for 
example SQL Server data types. 

0308 The <FieldType Mods> element can be used to 
enable developers to specify null and default settings for this 
field. Developers could specify these settings using SQL 
Server Transact-SQL syntax conventions, for example. 
0309 The following exemplary code illustrates how a 
subscription filed may be defined in accordance with the 
Subject invention. In this example, two Subscription fields 
are defined: a 10-character Stock symbol field, a stock trigger 
value field that accepts monetary data, a 10-character Sub 
scriber ID field, a 25-character subscriber device name field, 
and a 5-character subscriber locale field: 

<Schemas 
<Fields 

<FieldName>StockSymbol</Field Name> 
<FieldTypeschar(10)</FieldTypes 
<FieldTypeMods NOT NULL</FieldTypeMods 

& Fields 
<Fields 

<FieldName>StockTriggerValue.</FieldName> 
<FieldTypesmoney</FieldTypes 
<FieldTypeMods NOT NULL DEFAULT 10</FieldTypeMods 

& Fields 
<Fields 
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<FieldName>SubscriberID</FieldName> 
<FieldTypeschar(10)</FieldTypes 
<FieldTypeMods NOT NULL</FieldTypeMods 

& Fields 
<Fields 

<FieldName>SubscriberDeviceName</FieldName> 
<FieldTypesnvarchar(255)</FieldTypes 
<FieldTypeMods NOT NULL</FieldTypeMods 

& Fields 
<Fields 

<FieldName>SubscriberLocale.</FieldName> 
<FieldTypesnvarchar(10)</FieldTypes 
<FieldTypeMods NOT NULL</FieldTypeMods 

& Fields 
</Schemas 

0310. The third act listed in defining a subscription 
application is designating the server filegroup for the Sub 
Scription table. As mentioned above, this step is optional, as 
the subscription table may be automatically created on the 
default filegroup if no other is specified. 
0311 Servers, like Microsoft's SQL ServertM, provide 
filegroups to simplify database administration, as well as to 
allow optimal allocation of system data across multiple 
physical disks. Optimized data allocation can be critical to 
the performance of high-volume notification services appli 
cations. 

0312 Developers may specify the name of the filegroup 
upon which they wish the subscription table to be created as 
the value for this element. The following exemplary code 
demonstrate a simple method used to specify the name of a 
filegroup. 

<FileGroup>Secondary.</FileGroup> 

0313 Defining a subscription class may optionally 
involve providing statements, like Transact-SQL statements, 
to create one or more indexes on your event table. Indexes 
speed the location of particular records based on the data in 
a specified field. Furthermore, an index may be automati 
cally employed when processing a query that uses the table 
that the index is created on, provided that using the index 
improves query performance. In brief, application perfor 
mance can be significantly enhanced by creating appropriate 
indexes. 

0314. The following exemplary code illustrates the cre 
ation of an index. This example specifies that a clustered 
index named “StockSublindex' will be created on the Sub 
scriberId field of the StockSubscriptions table in the appli 
cation database: 

<IndexSqlSchemas 
<SqStatement> 
IF EXISTS (SELECT name FROM sysindexes 
WHERE name = StockSubIndex) 
DROPINDEX StockSubLindex 
</SqStatement> 
<SqStatement> 
CREATE INDEX StockSubindex 
ON StockSubscriptions (SubscriberID) 
</SqStatement> 

</IndexSqlSchemas 
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0315. In defining a subscription class, the event rules 
associated with the subscription class should be specified. 
Event rules are named sets of one or more queries, for 
example Transact-SQL queries, that either create notifica 
tions or manipulate the data in a Subscription chronicle table. 
Event rules are processed each time a new event batch is 
processed. This step is conditionally optional: developers 
are not required to have an <EventRules> node, but the must 
have a notification generation rule defined in either this node 
or a <Scheduled Rules> node. 

0316 Developers may use the <EventRules> section to 
document any rules associated with the Subscription class 
that should be executed each time a new event batch is 
processed. Developers might create one <EventRule> node 
within the <EventRules> section for each event rule they 
define. 

0317. In addition, if event-driven subscriptions are pro 
vided, an <EventRule> node must be used to specify the 
notification generation rule. The notification generation rule 
can be, for example, a Transact-SQL query consisting of a 
SELECT Statement and a WHERE clause. The rule matches 
the most recent batch of events from the event table with the 
Subscription information, based on the comparisons speci 
fied by the application developer. This query also contains a 
notification function. Calling this function triggers a notifi 
cation. 

0318. Furthermore, if any subscription chronicle tables 
are being used to store subscription data, developers may 
want to define one or more rules that operate upon them as 
well. These queries can add, change, and delete Subscription 
data in the chronicle tables, so that it is in the correct state 
for use by the application. 
0319. An exemplary <EventRule> node may be com 
prised of the following four child elements: 

<RuleName> 
<Action> 
<ActionTimeouts 
<EventClassName> 

0320 The <RuleName> element might be a string value 
indicating the name of the rule. The <Action> element may 
contain one or more Transact-SQL statements, for example, 
specifying the actions that this rule should take. Developers 
may either define a Transact-SQL query, or call a stored 
procedure that provides the same functionality. Additionally, 
all queries in the <Action> element are part of the same 
transaction, so they either all complete Successfully or they 
all are rolled back. If the event rule fails, an error is logged 
to the system log. 

0321) The <ActionTimeouts element specifies the length 
of time permitted for the queries in the <Action> element to 
complete. If they are not completed during this time, the 
transaction containing them is rolled back, and an error is 
written to the system log. Additionally, the value of the 
<ActionTimeouts element could be specified in XML dura 
tion data type format. In Such a case, the notation 
“PODTOOHOOM00S might be used, where P is the desig 
nator for the data type, D represents days, T is the designator 
for the time portion of the value, H represents hours, M 
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represents minutes, and S represents seconds. Except for the 
P and T designators, unused duration elements may be 
skipped. For example, a timeout period of 2 minutes and 30 
seconds may be represented as “PODTOOH02M30S, or 
“PT2M3OS. 

0322 The <EventClassName> element may be employed 
to specify the event class associated with the execution of 
these rules. Only the processing of event batches of the 
specified event class causes execution of the rules. 

0323 The following exemplary code illustrates how an 
event Subscription rule is created. This example specifically 
creates the subscription event rule “StockSubscriptionNoti 
fyRule', which creates event-driven notifications, based on 
the processing of event batches containing events of the 
Stock class. This rule is permitted one minute to complete 
Successfully. 

<EventRules 
<EventRules 

<RuleName>StockSubscriptionNotify Rule.</RuleName> 
<Action> 
SELECT db.o.StockNotificationNotify(S.SubscriberID, 
S.SubscriberDeviceName, S.SubscriberLocale, 
E.StockSymbol, E.StockValue) 
FROM StockSubscriptions S JOIN StockEvents E 
ON S.StockSymbol = E. StockSymbol 
JOIN StockEventChron C 
ON S.StockSymbol = C.StockSymbol 
WHERE S.StockTriggerValue <= E.StockValue 
AND S.StockTriggerValues C.StockHigh Value 
</Action> 
<ActionTimeOuts-PODTOOHO1MOOS&ActionTimeOuts 
<EventClassName>Stock</EventClassName> 

</EventRules 
<EventRules 

<RuleName>StockSubscriptionEventChronRule.</RuleName> 
<Action> 
INSERT StockEventChron 
(StockSymbol, StockHigh Value) 
SELECT StockEvents.StockSymbol, StockEvents.StockValue 
FROM StockEvents 
WHERE StockEvents.StockSymbol NOT IN 
(SELECT StockSymbol FROM StockEventChron); 
UPDATE StockEventChron 
SET StockEventChron. StockHigh Value = StockEvents.StockValue 
FROM StockEvents JOIN StockEventChron 
ON StockEvents.StockSymbol = StockEventChron. StockSymbol 
WHERE StockEvents.StockValues 
StockEventChron. StockHigh Value 
</Action> 
<ActionTimeOuts-PODTOOHO1MOOS&ActionTimeOuts 
<EventClassName>Stock</EventClassName> 

</EventRules 
</EventRules 

0324 Act six in defining a subscription class is defining 
schedule rules associated with the Subscription class. Spe 
cifically, the <Scheduled Rules> section may be used to 
document any rules associated with this subscription class 
that should be executed each time notifications for scheduled 
subscriptions are generated. One <ScheduledRule> node 
should be created within the <ScheduledRules> section for 
each event rule defined. 

0325 If scheduled subscriptions are being provided for, a 
<ScheduledRule> node can be used to specify the notifica 
tion generation rule. The notification generation rule may be 
a Transact-SQL query consisting of a SELECT statement 
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with a WHERE clause. In such a case, the rule matches the 
events information from an event chronicle table with the 
Subscription information, based on the comparisons desired 
by the application developer. This query also contains a 
notification function. Furthermore, calling this function trig 
gers a notification. 
0326 If any subscription chronicle tables are being 
employed to store Subscription data for use in the applica 
tion, then the application developer may want to define one 
or more rules that operate upon them as well. These queries 
can add, change, and delete Subscription data in the 
chronicle tables, so that it is in the correct state for use the 
application. 

0327. An exemplary <ScheduledRule> node comprises 
four child elements: 

<RuleName> 
<Action> 
<ActionTimeouts 

The <RuleName> element could be a string value that indicates the 
name of the rule. 

0328. The <Action> element may contain one or more 
Transact-SQL statements specifying the actions that this rule 
should take. Developers may either define a Transact-SQL 
query, or call a stored procedure that provides the same 
functionality. Furthermore, all queries that are defined in the 
<Action> element are part of the same transaction, so they 
either all complete successfully or they all are rolled back. 
In addition, if the scheduled rule fails, an error is logged to 
the system log. 

0329. The <ActionTimeouts element specifies the length 
of time permitted for the queries in the <Action> element to 
complete. If they are not completed during this time, the 
transaction containing them is rolled back, and an error is 
written to the system log. Additionally, the value of the 
<ActionTimeouts element should be specified in XML 
duration data type format. In Such a case, the notation 
“PODTOOHOOM00S must be used, where P is the designa 
tor for the data type, D represents days, T is the designator 
for the time portion of the value, H represents hours, M 
represents minutes, and S represents seconds. Except for the 
P and T designators, unused duration elements may be 
skipped. For example, a timeout period of 2 minutes and 30 
seconds may be represented as “PODTOOH02M30S, or 
“PT2M3OS. 

0330. The following exemplary code illustrates how 
scheduled rules are defined. This example creates the sub 
scription schedule rule “StockSubScheduled NotifyRule, 
which creates scheduled notifications. This rule sends a 
stock notification according to a user-defined schedule. The 
notification contains information about stocks whose value 
exceeds the trigger value that the user selected. This rule is 
permitted 45 seconds to complete Successfully: 

<ScheduledRules: 
<ScheduledRules 

<RuleName>StockSubScheduled Notify Rule.</RuleName> 
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<Action> 
SELECT db.o.StockNotificationNotify 
(S. SubscriberID, S.SubscriberDeviceName, 
S.SubscriberLocale, C.StockSymbol, C.StockValue) 
FROM StockSubscriptions S JOIN StockEventChron C 
ON S.StockSymbol = C.StockSymbol 
WHERE S.StockTriggerValue <= C.StockValue 
GROUP BY S.StockSymbol, C.StockValue 
</Action> 
<Action TimeoutsPODTOOHOOM45S&ActionTimeOuts 

</ScheduledRules 
</ScheduledRules.> 

0331 Finally, to define a subscription class one or more 
subscription chronicle tables associated with this subscrip 
tion class should be defined. Application developers may 
want to define one or more subscription chronicle tables for 
use in their application. These tables can be used to store 
Subscription data in order to avoid duplications, to condi 
tionally generate notifications based on those previously 
sent, or for any other reason. Furthermore, Subscription 
chronicle table information may be documented in a par 
ticular section of the ADF, for example 
0332 SubscriptionClasses/SubscriptionClass/ 
Chronicles. In addition, developers should create one 
<Chronicle> node in the <Chronicles> section for each 
chronicle table they define. However, if chronicle tables are 
not going to be used, then the <Chronicles> node should be 
excluded from the <SubscriptionClass> node. 

0333 An exemplary <Chronicle> node includes the fol 
lowing two child elements: 

<ChronicleName> 
<Sq|Schemas 

The <ChronicleName> element identifies the chronicle 
name as a string value. The schemas for creating Subscrip 
tion chronicle tables are specified in the <SqlSchemad node. 
The <SqlSchema> node may consist of one or more <Sql 
Statement> elements. In Such a case, each <SqlStatement> 
will contain a Transact-SQL CREATE TABLE statement 
that defines a subscription chronicle table. It must include 
the table name, and the field names and their data types. It 
may also include arguments for constraints, and any other 
optional CREATE TABLE parameters that the developer 
wishes to specify. Developers may also choose to include a 
CREATE INDEX Statement to create an index on their 
subscription chronicle table. 

0334 The schema may be developed with any text editor, 
although SQL Query Analyzer, which installs with 
Microsoft(R) SQL ServertM, is recommended for ease of use. 
This tool provides templates for creating tables and other 
objects in the Templates tab of its Object Browser. 

0335) Furthermore, in this illustrative example, develop 
ers should always include an initial <SqlStatement> element 
with a statement to drop the table if it exists, prior to the 
<SqlStatement> element that creates the table. Without this 
statement, NSControl Update may raise errors related to 



US 2007/015665.6 A1 

attempting to create duplicate SQL Server objects if devel 
opers ever run it against this application. 

0336. The following exemplary code shows how a 
chronicle event table is defined. This example creates the 
subscription chronicle table “StockFventChron”, which 
consists of the SubscriberID, EventID, StockSymbol and 
StockValue fields: 

<Chronicles 
<Chronicles 

<ChronicleName>StockSubscriptionChron</ChronicleName> 
<SqlSchemas 

<SqStatement> 
IF EXISTS (SELECT name FROM sysobjects 
WHERE name = StockSubscriptionChron 
AND Xtype = U) 
DROP TABLE StockSubscriptionChron 
</SqStatement> 
<SqStatement> 
CREATE TABLE StockSubscriptionChron 
( 
SubscriberId bigint, 
EventId bigint, 
StockSymbol char(10), 
StockValue money 
PRIMARY KEY (SubscriberID) 
); 
</SqStatement> 

<SqlSchemas 
<f Chronicles 

<f Chronicles 

The application developer's fifth responsibility, listed above, 
in creating an application is completing the application 
setting in the ADF. Application settings are described in 
great detail Supra. 

0337 The last components that need to be created by the 
application developer to define an application are a Sub 
Scription management application and, optionally, custom 
event providers, content formatters, or delivery protocols. 
Referring to FIG. 15, a system for updating subscriber 
information is depicted. A Subscription management appli 
cation 1520 is an application that subscribers use to submit 
and manage their subscriptions. More specifically, the Sub 
Scription management application 1520 provides the user 
with an interface for subscribers to update their information 
1560, for one or more applications. The subscription man 
agement application 1520 updates subscriber information by 
invoking a notification services API 1540. Notification ser 
vices API 1540 uses managed code classes to allow users to 
add, update, and delete information 1560, such as subscrib 
ers, Subscriber devices, and Subscriptions, which is stored in 
the notification services database 1580. 

0338 Finally, the application developer may optionally 
create custom event providers, content formatters, or deliv 
ery protocols. For many applications, however, these custom 
objects are not always necessary because standard event 
providers, content formatters, and delivery channels are 
provided with notification services. 

0339. As described above regarding notification services 
architecture, event collection is the process of obtaining 
event data from one or more sources such as XML files, 
applications, or databases and making this information 
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available to a notification application. In the notification 
services system, event collection is the responsibility of an 
event provider. 
0340 An event provider obtains event data from an 
external event Source and Submits the data to notification 
services using an event interface. The event provider writes 
the data to an event table in batches. When the provider 
commits a batch of data to the event table, the notification 
generator can then process the batch and create notifications, 
either as soon as the batch of events arrives or according to 
a schedule. 

0341 Referring to FIG. 16, a system 1600 illustrates a 
high-level view of the use of event submission APIs to 
implement event provider functionality. An application pro 
gramming interface (API) is a virtual interface implemented 
via software to facilitate data exchange between two or more 
different applications. The notification services system uses 
event submission APIs to facilitate communication of events 
to the system by converting external multi-format data to a 
recognizable system object. Four APIs are generally made 
available by notification services for submitting events 
1610: a managed API 1630, an XML API 1630, a SQL API 
1640, and a COM API that uses the managed API 1630. 
0342. The managed API 1630 uses event object 1622 and 
event collector object 1624 to submit events 1602 to the 
event table 1550. Using the name of the fields in the event 
table 1650, an application submits data, which is converted 
to an event object 1622, and then commits the data to the 
event table 1650 using the event collector object interface. 
Alternatively, the COM API uses COM interop to expose the 
subscriber, subscription, and event classes as COM inter 
faces. 

0343. The XML API 1630 provides a means to bulk-load 
XML data. The XML event provider collects an XML 
document or stream from an event source and Submits the 
data to the XMLLoader interface 1632, which then writes 
the events to the event table. 

0344) The SQL API 1640 uses stored procedures to load 
event data from database objects. Typical ways of using the 
SQL event provider are to invoke the provider using a stored 
procedures 1642 or to run a query according to a schedule. 
The event provider receives a result set and writes it to the 
event table using the API stored procedures. This API is 
helpful because if a user already has data stored in a SQL 
database, there is no need to remove and create a new object 
for each entry of data, as the managed API 1620 does above. 
The SQL API 1640 simply needs to load the formatted 
information into the event table. It is to be appreciated that 
a join operation does not have to be coincident with an event 
Submission, and that Such join operation can occur Substan 
tially after events are submitted. 
0345 When deploying the notification system applica 
tion, more than notification services components must be 
configure and Supported. The data storage system, the Sub 
Scription collection systems, and the delivery systems must 
all be deployed or configured. Additionally, instances and 
versions are two important factors to consider when deploy 
ing a notification system such as the system described 
herein. Depending on application requirements and optimal 
configurations, one may run multiple instances and multiple 
versions on a single system, or instances may span multi 
machine configurations. 
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0346) The subject notification system is based on 
instances. An instance is a single, named configuration of 
notification services that hosts a set of applications. The 
applications hosted by an instance use the same configura 
tion and can be administered as a group. Instances also 
provide many benefits. First, because each instance has its 
own registry entries and service, one instance may run 
separately from other instances. In addition, all applications 
hosted by an instance share the same set of Subscriber data, 
which may influence which applications you want to group 
under a single instance. Finally, instances can be scaled 
across multiple servers, providing flexible configuration and 
allowing a higher throughput of data and notifications. 

0347 When administrators deploy notification services, 
they create a configuration file that specifies the instance 
name, database system, database settings, applications, pro 
tocols, and delivery channels. The administrator then creates 
the instance using a command-line utility like NSControl. In 
the single-server scenario, the event provider, generator, and 
distributor processes are all hosted by a single service. The 
event provider collects data, the notification engine pro 
cesses subscriptions, the context formatter formats notifica 
tions, and the distributor distributes them to the delivery 
service(s). Administrators may configure this system by 
creating the instance and registering the instance on that 
server. When an instance must be scaled out to Support larger 
applications, the event provider, notification engine, and 
distributor processes can be scaled out across multiple 
SWCS. 

0348. Additionally, the subject notification system allows 
installation of multiple versions of notification services on a 
single system. This allows multiple instances to each run a 
different version of notification services if required. It also 
allows a single instance to be upgraded or downgraded 
easily. 

0349 Applications are deployed through instances. 
Deploying an application requires administrators to have all 
of its Supporting files, such as the ADF and any custom 
objects, and the administrator specify application informa 
tion in the instance configuration file. When administrators 
create the instance, the hosted applications are deployed 
with the instance. 

0350. The system administrator is also responsible for 
implementing applications in production. Ensuring that 
applications operate optimally requires careful planning, 
installation, configuration, management, and monitoring. 
Planning and installation is the process of defining what 
infrastructure is necessary for applications, planning the 
system architecture, and then installing system components 
on each server. Configuration is the process of creating 
notification services instances. This requires version man 
agement and careful planning so that system maintenance 
and upgrades cause minimal service interruptions. Manage 
ment is similar to the management of SQL Server databases. 
This involves defining security, performing backups, and 
running maintenance jobs. Monitoring is extremely impor 
tant for proper system operation. When an application is in 
production, the system administrator must monitor the appli 
cation to ensure that the notification services system is 
receiving events and also generating and distributing noti 
fications. It is also very important to make Sure the delivery 
service is delivering the notifications. Through the afore 
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mentioned tasks, the system administrator defines the sys 
tem configuration and ensures the system is operating as 
planned. 

0351. The notification services framework allows one to 
create and deploy notification applications quickly and eas 
ily. The notification services APIs streamline input of event, 
subscriber, and subscription data. The notification services 
engine provides functions to seamlessly generate, format, 
and route notifications to external delivery systems based on 
this information. 

0352. Notification services is intended to integrate with 
existing notification delivery services. Notification services 
will hand notification messages to these services for trans 
portation to the subscriber's target device. .NET Alerts and 
SMS phone delivery are good examples of external delivery 
services, although neither of these services are required for 
a notification services application. Some of the benefits of 
programming with the notification services framework are: 
0353 Speed of development: An application can be pro 
totyped in days. 

0354 Cost of development: Most of the underlying appli 
cation requirements are provided by the notification ser 
vices infrastructure, so you can concentrate on the details 
of your applications. 

0355 Ability to leverage existing knowledge: Notifica 
tion Services may use popular technologies like Transact 
SQL, XML, and the Microsoft .NET Framework to imple 
ment its components. Therefore, a user does not have to 
learn a proprietary language to create notification services 
applications. 

0356. Programmability: Event providers, subscription 
management applications, and notification formatting and 
delivery mechanisms can be tailored to a subscribers 
business needs. The notification services APIs can be used 
to capture data from any new or existing application that 
you create. 

0357. A notification services application runs on a plat 
form based on the notification services engine and a server 
Such as SQL Server. A notification services application is 
comprised of six primary components: 

0358. The notification services platform, consisting of the 
Notification Services service and the system databases. 
The platform stores system data and provides functions 
for notification generation and distribution. 

0359 The configuration and application definition (ADF) 
metadata files. These files describe the configuration 
information for a notification services instance, and the 
data and structure of a notification services application, 
respectively. 

0360 The subscription management application, which 
manages Subscriber and Subscription information and 
adds, updates, and deletes it in Notification Services. 

0361. One or more event providers, which gather event 
data and input it into notification services. 

0362 One or more content formatters, which take raw 
notification data after it has been generated, and format it 
appropriately for display on the target device. 
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0363. One or more delivery protocols, which create a 
notification message, and then route it to the external 
delivery service that delivers the message to the target 
device. 

0364 The application developer should create the ADF 
and the Subscription management application. The configu 
ration file should also be created, but this task may fall to a 
person like the system administrator. 
0365. The subscription management application is exter 
nal to the notification services system, and must be tailored 
specifically for use with the notification service offered. 
Furthermore, the notification services system provides APIs 
to assist in the development of this component. 
0366 The subscription management application is the 
application that Subscribers use to Submit and manage their 
Subscriptions. More specifically, this component collects 
Subscriber, Subscription, and device information. This appli 
cation may be designed either using managed or unmanaged 
code. If Subscription management applications are designed 
in managed code, or code that is under control of the 
runtime, Subscription-related classes provided by the noti 
fication API may be used to write data to the database. If the 
Subscription management application is designed in unman 
aged code, or code that runs outside runtime, COM (Com 
ponent Object Model) interoperability interfaces, provided 
by the notification API may be used to write data to the 
database. 

0367. Notably, the generator function of the notification 
engine matches the event and Subscription data using a 
query, known as a rule, and produces notification databased 
on the results. The generator is run on a scheduled basis, 
which is determined by the developer or system adminis 
trator and specified in the ADF. 
0368. The context formatter component of the delivery 
system formats the notification data and then distributes the 
resulting notifications. It is run on a scheduled basis, deter 
mine by the system administrator and specified in the ADF. 
0369 Finally, the notification services system provides 
for data and Subscription security. The system security 
encompasses securing data and systems from unauthorized 
access, assigning permissions to users to perform necessary 
tasks, and ensuring that applications can read and write data 
as necessary. Securing notification services primarily 
involves securing the databases used by the notification 
services system. All access to read and write events, Sub 
Scriptions, and notifications is controlled through database 
security. Any application or user that must read or write data, 
including the notification services system, must have per 
missions granted on the appropriate database objects. For 
example: 

0370. The Windows service for each instance uses either 
integrated security or a SQL Server account to execute 
stored procedures that process Subscriptions and generate 
notifications. 

0371 Event providers must be able to execute stored 
procedures to execute stored procedures that Submit 
events to the application databases. 

0372 Subscription management applications must have 
access to read and update the instance and application 
databases. 
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0373 Administrators must be able to manage applica 
tions and instances, including running reports, monitoring 
performance, and running NSControl commands. 

0374. To simplify the administration of permissions on 
database objects, the notification services system includes a 
set of pre-defined database roles in each database. Admin 
istrators assign user accounts used by services to these roles. 
Database roles are divided into two categories: instance 
database roles and application database roles. The instance 
database is used primarily for Subscriber management and 
message delivery. The application database is used for 
processing Subscriptions and generating notifications. 
Therefore, users and applications perform different task in 
these two types of databases. Most accounts require permis 
sions in both databases. In the instance database, you 
typically add administrators, the service account, and Sub 
Scription management application accounts to the roles. In 
the application database, you typically add administrators, 
the service account, non-hosted event providers, and Sub 
Scription management application accounts to the roles. The 
primary differences between the permissions in the instance 
and application databases are the sets of objects each role 
provides access to. 

0375 Additional security issues arise because the notifi 
cation services system must be able to access resources on 
the local system, as well as over the network if applications 
are distributed across multiple servers. Once the notification 
system is run an instance of notification services is created. 
Developers may then assign two accounts to this service for 
security purposes. One is a service account and the other is 
a server account, for example a SQL Server account. The 
service account gives the service permissions on the local 
system and on the network, while the server account gives 
the service permissions only for the server. 

0376 The following discussion relates to a system and 
methodology to enable a plurality of information associated 
with generated notifications or messages, for example, to be 
automatically prioritized by a priorities system for transmit 
tal to a user or system. The priorities system can utilize 
classifiers that can be explicitly and/or implicitly trained to 
prioritize one or more received messages according to a 
learned importance to the user. As an example, notifications 
can be classified as high, medium, low or other degrees of 
importance via a training set of examples or types of 
notifications having similar degrees of importance. A back 
ground monitor can be provided to monitor a user's activi 
ties regarding message processing to further refine or tune 
the classifier according to the user's personal decisions 
relating to message importance. Other priorities classifica 
tions can involve determinations relating to a loss associated 
with a time for delayed review or processing of the message. 

0377. After messages or other notifications have been 
automatically prioritized, users can review more important 
messages without having to sort through a plurality of lesser 
important and/or non-relevant messages. Messages can fur 
ther be collected into one or more folders in terms of 
importance, wherein users can review messages of similar 
categorized importance at a desired time. Other systems 
Such as a notification platform can direct the messages to one 
or more notification sinks (e.g., mobile phone, hand held 
computer) based upon the determined priority. For example, 
if an e-mail message were determined to be of high impor 
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tance, the notification platform can determine if the user is 
presently at their desk to receive the message. If not, the 
notification platform can re-direct the message to a most 
likely communications device currently at the disposal of the 
user Such as a cell phone or home laptop computer, wherein 
the user can be notified of the important or urgent message. 
0378 Referring to FIG. 17, a system 1710 illustrates a 
priorities system 1712 and notificationarchitecture in accor 
dance with an aspect of the present invention. The priorities 
system 1712 receives one or more messages or notifications 
1714, generates a priority or measure of importance (e.g., 
probability value that the message is of a high or low 
importance) for the associated message, and provides the 
one or more messages with an associated priority value at an 
output 1716. As will be described in more detail below, 
classifiers can be constructed and trained to automatically 
assign measures of priorities to the messages 1714. For 
example, the output 1716 can be formatted such that mes 
sages are assigned a probability that the message belongs in 
a category of high, medium, low or other degree category of 
importance. The messages can be automatically sorted in an 
in box of an e-mail program (not shown), for example, 
according to the determined category of importance. The 
sorting can also include directing files to system folders 
having defined labels of importance. This can include having 
folders labeled with the degree of importance such as low, 
medium and high, wherein messages determined of a par 
ticular importance are sorted to the associated folder. Simi 
larly, one or more audio Sounds or visual displays (e.g., icon, 
symbol) can be adapted to alert the user that a message 
having a desired priority has been received (e.g., three beeps 
for high priority message, two beeps for medium, one beep 
for low, red or blinking alert symbol for high priority, green 
and non-blinking alert symbol indicating medium priority 
message has been received). 
0379 According to another aspect of the present inven 
tion, a notification platform 1517 can be employed in 
conjunction with the priorities system 1712 to direct priori 
tized messages to one or more notification sinks accessible 
to users. As will be described in more detail below, the 
notification platform 1717 can be adapted to receive the 
prioritized messages 1716 and make decisions regarding 
when, where, and how to notify the user, for example. As an 
example, the notification platform 1717 can determine a 
communications modality (e.g., current notification sink 
1718 of the user such as a cell phone, or Personal Digital 
Assistant (PDA)) and likely location and/or likely focus of 
attention of the user. If a high importance e-mail were 
received, for example, the notification platform 1717 can 
determine the users location/focus and direct/reformat the 
message to the notification sink 1718 associated with the 
user. If a lower priority message 1716 were received, the 
notification platform 1717 can be configured to leave the 
e-mail in the user's in-box for later review as desired, for 
example. As will be described in more detail below, other 
routing and/or alerting systems 1719 may be utilized to 
direct prioritized messages 1716 to users and/or other sys 
temS. 

0380. In the following section of the description, the 
generation of a priority for text files Such as an e-mail is 
described via an automatic classification system and pro 
cess. The generation of priorities for texts as described can 
then be employed in other systems, such as a notification 
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platform that are described in more detail below. The 
description in this section is provided in conjunction with 
FIG. 18 and FIG. 19, the former which is a diagram 
illustrating explicit and implicit training of a text classifier, 
and the latter which is a diagram depicting how a priority for 
a text is generated by input to the text classifier. The 
description is also provided in conjunction with FIGS. 20 
and 21, which are diagrams of different schema according to 
which the priority of a text can be classified, and in con 
junction with FIGS. 18 and 21, which are graphs illustrating 
cost functions that may be applicable depending on text 
type. 

0381 Referring now to FIG. 18, a text/data classifier 
1820 can be trained explicitly, as represented by the arrow 
1822, and implicitly, as represented by the arrow 1824 to 
perform classification in terms of priority. Explicit training 
represented by the arrow 1822 is generally conducted at the 
initial phases of constructing the classifier 1820, while the 
implicit training represented by the arrow 1824 is typically 
conducted after the classifier 1820 has been constructed to 
fine tune the classifier 1820, for example, via a background 
monitor 1834. Specific description is made herein with 
reference to an SVM classifier, for exemplary purposes of 
illustrating a classification training and implementation 
approach. Other text classification approaches include Baye 
sian networks, decision trees, and probabilistic classification 
models providing different patterns of independence may be 
employed. Text classification as used herein also is inclusive 
of statistical regression that is utilized to develop models of 
priority. 

0382. According to one aspect of the invention Support 
Vector Machines (SVM) which are well understood are 
employed as the classifier 1820. It is to be appreciated that 
other classifier models may also be utilized such as Naive 
Bayes, Bayes Net, decision tree and other learning models. 
SVMs are configured via a learning or training phase within 
a classifier constructor and feature selection module 1826. A 
classifier is a function that maps an input attribute vector, 
X=(X1, X2, X3, X4, Xin), to a confidence that the input belongs 
to a class—that is, f(X)=confidence(class). In the case of text 
classification, attributes are words or phrases or other 
domain-specific attributes derived from the words (e.g., 
parts of speech, presence of key terms), and the classes are 
categories or areas of interest (e.g., levels of priorities). 

0383 An aspect of SVMs and other inductive-learning 
approaches is to employ a training set of labeled instances to 
learn a classification function automatically. The training set 
is depicted within a data store 1830 associated with the 
classifier constructor 1826. As illustrated, the training set 
may include a Subset of groupings G1 through GN that 
indicate potential and/or actual elements or element combi 
nations (e.g., words or phrases) that are associated with a 
particular category. The data store 1830 also includes a 
plurality of categories 1 through M, wherein the groupings 
can be associated with one or more categories. During 
learning, a function that maps input features to a confidence 
of class is learned. Thus, after learning a model, categories 
are represented as a weighted vector of input features. 

0384 For category classification, binary feature values 
(e.g., a word occurs or does not occur in a category), or 
real-valued features (e.g., a word occurs with an importance 
weight r) are often employed. Since category collections 
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may contain a large number of unique terms, a feature 
selection is generally employed when applying machine 
learning techniques to categorization. To reduce the number 
of features, features may be removed based on overall 
frequency counts, and then selected according to a smaller 
number of features based on a fit to the categories. The fit to 
the category may be determined via mutual information, 
information gain, chi-square and/or Substantially any other 
statistical selection technique. These Smaller descriptions 
then serve as an input to the SVM. It is noted that linear 
SVMs provide suitable generalization accuracy and provide 
suitably fast learning. Other classes of nonlinear SVMs 
include polynomial classifiers and radial basis functions and 
may also be utilized in accordance with the present inven 
tion. 

0385) The classifier constructor 1826 employs a learning 
model 1832 in order to analyze the groupings and associated 
categories in the data store 1830 to “learn' a function 
mapping input vectors to confidence of class. For many 
learning models, including the SVM, the model for the 
categories can be represented as a vector of feature weights, 
w, wherein there can be a learned vector of weights for each 
category. When the weights w are learned, new texts are 
classified by computing the dot product of X and w, wherein 
w is the vector of learned weights, and X is the vector 
representing a new text. A sigmoid function may also be 
provided to transform the output of the SVM to probabilities 
P. Probabilities provide comparable scores across categories 
or classes from which priorities can be determined. 
0386 The SVM is a parameterized function whose func 
tional form is defined before training. Training an SVM 
generally requires a labeled training set, since the SVM will 
fit the function from a set of examples. The training set can 
consist of a set of N examples. Each example consists of an 
input vector, Xi, and a category label, y, which describes 
whether the input vector is in a category. For each category 
there can be N free parameters in an SVM trained with N 
examples. To find these parameters, a quadratic program 
ming (QP) problem is solved as is well understood. There is 
a plurality of well-known techniques for solving the QP 
problem. These techniques may include a Sequential Mini 
mal Optimization technique as well as other techniques. As 
depicted in FIG. 19, a text input 1936 that has been trans 
formed into an input vector x is applied to the classifier 1920 
for each category. The classifier 1920 utilizes the learned 
weight vectors w determined by classifier constructor 1926 
(e.g., one weight vector for each category) and forms a dot 
product to provide a priority output 1938, wherein prob 
abilities P may be assigned to the input text 1936 indicating 
one or more associated priorities (e.g., high, medium, low). 
0387 Referring back to FIG. 18, training of the text 
classifier 1820 as represented by the arrow 1822 includes 
constructing the classifier in 1826, including utilizing fea 
ture selection. In the explicit training phase, the classifier 
1820 can be presented with both time-critical and non-time 
critical texts, so that the classifier may be able to discrimi 
nate between the two, for example. This training set may be 
provided by the user, or a standard or default training set 
may be utilized. Given a training corpus, the classifier 1820 
first applies feature-selection procedures that attempt to find 
the most discriminatory features. This process employs a 
mutual-information analysis. Feature selection can operate 
on one or more words or higher-level distinctions made 
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available, such as phrases and parts of speech tagged with 
natural language processing. That is, the text classifier 1820 
can be seeded with specially tagged text to discriminate 
features of a text that are considered important. 
0388 Feature selection for text classification typically 
performs a search over single words. Beyond the reliance on 
single words, domain-specific phrases and high-level pat 
terns of features are also made available. Special tokens can 
also enhance classification. The quality of the learned clas 
sifiers for e-mail criticality, for example, can be enhanced by 
inputting to the feature selection procedures handcrafted 
features that are identified as being useful for distinguishing 
among e-mail of different time criticality. Thus, during 
feature selection, one or more words as well as phrases and 
symbols that are useful for discriminating among messages 
of different levels of time criticality are considered. 
0389. As the following examples illustrate, tokens and/or 
patterns of value in identifying the criticality of messages 
include Such distinctions as, and including Boolean combi 
nations of the following: 
0390 Information in a Message Header 
0391) For example: 
0392 To: field (Recipient information) 
0393 Addressed just to user, 
0394 Addressed to a few people including user, 
0395 Addressed to an alias with a small number of 
people, 

0396 Addressed to several aliases with a small number 
of people, 

0397) 
0398 
0399) 
0400 Names on pre-determined list of important people, 
potentially segmented into a variety of classes of indi 
viduals, (e.g., Family members, Friends) 

Cc:’d to user, 
Bcc:’d to user. 

From: field (Sender information) 

0401 Senders identified as internal to the user's com 
pany/organization, 

0402 Information about the structure of organizational 
relationships relative to the user drawn from an online 
organization chart such as: 
0403. Managers user reports to, 
0404 Managers of the managers of users, 
0405 People who report to the user, 

04.06 External business people. 
04.07 Past tense Information 
0408. These include descriptions about events that have 
already occurred such as: 

04.09 We met, 
0410 
0411 happened, 
0412 got together, 

meeting went, 
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0413 took care of 
0414 meeting yesterday. 
0415 Future tense Information 
0416) Tomorrow, 
0417. This week, 
0418 Are you going to, 
0419 When can we, 
0420 Looking forward to, 
0421) Will this, 
0422) Will be. 
0423 Meeting and coordination Information 
0424 Get together, 
0425 Can you meet, 
0426 Will get together, 
0427 Coordinate with, 
0428 Need to get together, 
0429 See you, 
0430 Arrange a meeting, 
0431. Like to invite, 
0432 Be around. 
0433) Resolved dates 
0434 Future vs. past dates and times indicated from p 
patterns of text to state dates and times explicitly or 
typical abbreviations such as: 

0435. On May 2, 
0436. At 12:00. 
0437. Questions 
0438 Words, phrases adjacent to questions marks (?) 
0439 Indications of personal requests: 
0440 Can you, 
0441 Are you, 
0442 Will you, 
0443 you please, 
0444 Can you do, 
0445 Favor to ask, 
0446. From you. 
0447 Indications of need: 
0448 I need, 
0449) He needs, 
0450 She needs, 
0451) I'd like, 
0452. It would be great, 
0453 I want, 
0454. He wants, 
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0455 She wants, 
0456) Take care of. 
0457 Time criticality 
0458 happening soon, 
0459 right away, 
0460 deadline will be, 
0461 deadline is, 
0462 as soon as possible, 
0463 needs this soon, 
0464 to be done soon, 
0465 done right away, 
0466 this soon, 
0467 by date), 
0468 by time). 
0469 Importance 
0470 is important, 
0471) is critical, 
0472 Word, phrase+!, 
0473 Explicit priority flag status (low, none, high). 
0474 Length of message 
0475 Number of bytes in component of new message. 
0476 Signs of Commercial and Adult-Content Junk 
e-mail 

0477 Free!!, 
0478 Word+!!!, 
0479. Under 18, 
0480 Adults only, 
0481 Percent of capitalized words, 
0482 Percent non-alphanumeric characters. 
0483. It is noted that the word or phrase groupings 
depicted above illustrate exemplary words, groupings, or 
phrases that may be utilized from which to conduct classifier 
training. It is to be appreciated that other similar words, 
groups, or phrases may be similarly employed and thus the 
present invention is not limited to the illustrated examples. 
0484 Furthermore, still referring to FIG. 18, implicit 
training of the classifier 1820, as represented by the arrow 
1824, can be conducted by monitoring the user work or 
usage patterns via the background monitor 1834 that can 
reside on the user's desktop or mobile computer, for 
example. For example, as users work, and lists of mail are 
reviewed, it can be assumed that time-critical messages are 
read first, and lower-priority messages are reviewed later, 
and/or deleted. That is, when presented with a new e-mail, 
the user is monitored to determine whether he or she 
immediately opens the e-mail, and in what order, deletes the 
email without opening, and/or replies to the e-mail relatively 
in a short amount of time. Thus, the classifier 1820 is 
adapted Such that a user is monitored while working or 
operating a system, the classifier is periodically refined by 
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training in the background and updated for enhancing real 
time decision-making. Background techniques for building 
classifiers can extend from those that update the classifier 
1820 with new training messages. 
0485 Alternatively, larger quantities of messages can be 
gathered, wherein new filters are created in a batch process, 
either per a daily schedule, per the number of new quantities 
of messages admitted to the training set, and/or combina 
tions. For each message inputted into the classifier, for 
example, a new case for the classifier can be created. The 
cases are stored as negative and positive examples of texts 
that are either high or low priority, for example. As an 
example, one or more low, medium, and high urgency 
classes can be recognized Such that the probabilities of 
membership in each of these classes are utilized to build an 
expected criticality. Larger numbers of criticality classes can 
be utilized to seek higher resolution. For example, as illus 
trated in FIG. 19, a training set of messages 1940 (e.g., very 
high, high, medium, normal, low, very low, etc.) can be 
initially employed to train a classifier 1942, such that 
real-time classification is achieved, as indicated at 1944, 
wherein new messages are classified according to the num 
ber of examples resolved by the training set 1940. In FIG. 
19, three such categories are illustrated for exemplary pur 
poses, however, it is to be appreciated that a plurality of Such 
categories may be trained according to varying degrees of 
desired importance. As illustrated, the new messages 1944 
may be labeled, tagged and/or sorted into one or more 
folders 1946, for example, according to the priorities 
assigned by the classifier 1942. As will be described in more 
detail below, the assigned priorities may further be utilized 
by Subsequent systems to make message format, delivery 
and modality determinations to/for the user. 
0486 According to another aspect of the invention, an 
estimation of a number or value can be achieved by moni 
toring a user interact with e-mail, for example, rather than 
labeling the case or message as one of a set of folders. Thus, 
a classifier can be continued to be updated but have a 
moving window, wherein cases of messages or documents 
that are newer than some age are considered, as specified by 
the user. 

0487. For example, a constant rate of loss associated with 
the delayed review of messages is referred to as the expected 
criticality (EC) of the message, wherein, 

wherein C is a cost function, d is a delay, E is an event, H 
is the criticality class of the e-mail, and EC is expressed as 
the sum over the likelihood of the class(es) weighted by the 
rate of loss described by the cost function C for the potential 
class(es). 
0488. As an example, still referring to FIG. 19, the text, 
Such as an e-mail message, 1936 is input into the classifier 
1920, which based thereon generates the priority 1938 for 
the text 1936. That is, the classifier 1920 generates the 
priority 1938, measured as a percentage from 0 to 100%, for 
example. This percentage can be a measure of the likelihood 
that the text 1936 is of high or some other priority, based on 
the previous training of the classifier 1920. 
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0489. It is noted that the present invention as has been 
described above, the classifier 1920 and the priority 1938 
can be based on a scheme wherein the e-mails in the training 
phase are construed as either high priority or low priority, for 
example. This scheme is illustrated in reference to FIG. 18. 
wherein the text classifier 1820 is trained by a group of texts 
1847 that are predetermined to be high priority and a group 
of texts 1847 that are predetermined to be low priority. The 
text 1836 to be analyzed is input into the classifier 1820, 
which outputs a scalar number 1849, for example, measur 
ing the likelihood that the text being analyzed is of high or 
low priority. 

0490 For example, referring to FIGS. 20 and 21, dia 
grams illustrates a scheme wherein texts 2036, 2136 are 
categorized into low, medium, and high priority. As 
described above, a plurality of other training sets may be 
employed to provide greater or higher resolution distinctions 
of priorities. The text classifier 2020, 2120 is trained by a 
group of texts 2047, 2147 that are high priority and a group 
of texts 2048, 2148 that are low priority, and by a group of 
texts 2150 that are medium priority. Thus, the text 2036, 
2136 to be analyzed is input into the classifier 2020, 2120. 
which outputs a scalar number 2049, 2149, that can measure 
the likelihood that the text being analyzed is of high priority, 
if so desired, or medium priority or low priority, for 
example. The classifier 2020, 2120 is also able to output a 
class 2152, which indicates the class of low, medium, or 
high priority that the text 2136 most likely falls into. Further 
classes can also be added if desired. 

0491. The present invention is not limited to the defini 
tion of priority as this term is employed by the classifier 
2020, 2120 to assign such priority to a text such as an e-mail 
message. Priority can be defined in terms of a loss function, 
for example. More specifically, priority can be defined in 
terms of the expected cost in lost opportunities per time 
delayed in reviewing the text after it has be received. That 
is, the expected lost or cost that will result for delayed 
processing of the text. The loss function can further vary 
according to the type of text received. 

0492 For example, a general case is illustrated in FIG. 
22, which is a graph 2254 of linear cost functions dependent 
on the priority of a text. In the graph 2254, as time increases, 
the cost of not having reviewed a text also increases. 
However, the cost increases more for a high priority mes 
sage, as indicated by the line 2256, as compared to a medium 
priority message, as indicated by the line 2258, or a low 
priority message, as indicated by the line 2260. For example, 
the high priority line 2256 may have a slope of 100, the 
medium priority line 2258 may have a slope of 10, and the 
low priority line 2260 may have a slope of one. These slope 
values can then be utilized by the classifier 22 in assigning 
a priority to a given text, for example, by regression analy 
S1S. 

0493 Some messages, however, do not have their priori 
ties well approximated by the use of a linear cost function. 
For example, a message relating to a meeting will have its 
cost function increase as the time of the meeting nears, and 
thereafter, the cost function rapidly decreases. That is, after 
the meeting is missed, there is not much generally a user can 
do about it. This situation is better approximated by a 
non-linear cost function, as depicted in FIG. 23. In a graph 
2362, a cost function 2364 rapidly increases until it reaches 
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the time of the meeting demarcated by the line 2366, after 
which it rapidly decreases. Depending on a message's type, 
the cost function can be approximated by one of many 
different representative cost functions, both linear and non 
linear. 

0494 Thus, as has been described, the priority of a text 
can be just the likelihood that it is of one of a plurality of 
priorities based on the output of a classifier, or the most 
likely priority class the text applies to, also based on the 
output of the classifier. Alternatively, an expected time 
criticality of the text, such as an e-mail message, can 
determined. This can be written as: 

EL = X. p(critical)C(critical) 
i 

wherein EL is the expected loss, p(criticali) is the probability 
that a text has the criticality i, C(critical) is the cost function 
for text having the criticality i, and n is the total number of 
criticality classes minus one. The cost functions may be 
linear or non-linear, as has been described. In the case where 
the function is linear, the cost function defines a constant rate 
of loss with time. For non-linear functions, the rate of loss 
changes with delayed review or processing of the text and 
can increase or decrease, depending on the amount of delay. 

0495. In the case where n=1, specifying that there are 
only two priority classes low and high, the expected loss can 
be reformulated as: 

EC=p(criticalis)C(criticalisi)+1-p(criticallow) 
C(critical) 

wherein EC is the expected criticality of a text. Furthermore, 
if the cost function of low criticality messages is set to Zero, 
this becomes: 

EC=p(criticallish)C(criticalhil) 
The total loss until the time of review of a text can be 
expressed as the integration of the expressed criticality, or, 

t 

EL = ? p(criticalhigh) C(criticalhigh, t)dt 
O 

whereint is the time delay before reviewing the document. 

0496 Other measures that accord a value metric for 
ranking documents, such as e-mail messages, by impor 
tance. While the discussion above focused on priority as 
time criticality, other notions of “importance' can also be 
trained. For example, this can be accomplished by labeling 
a set of training folders: “High Importance' all the way 
down to “Low Importance' wherein a measure of “expected 
importance' can be determined. Another metric can be based 
on a semantic label, “messages that I would wish to hear 
about within 1 day while traveling” and to determine a 
measure for prioritizing messages for forwarding to a trav 
eling user. Furthermore, one utilized metric is urgency or 
time-criticality, as it has clear semantics for decision-mak 
ing, triage, and routing. In this case, the classes are labeled 
according to different levels of urgency and computed as an 
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expected urgency for each message from the probabilities 
inferred that the message is in each class. 
0497 Extensions to criticality classification, as described 
in the previous section, can also be provided in accordance 
with the present invention. For instance, classification can 
include an automatic search for combinations of high-payoff 
features within or between classes of features. As an 
example, combinations of special distinctions, structures, 
and so forth, with words that have been found to be 
particularly useful for certain users can be searched for and 
utilized in the classification process. A combination of two 
features is referred as a doublet, whereas a combination of 
three features is referred to as a triplet, and so forth. The 
combination of features can enable improved classification. 
0498 Classification can also be improved with the use of 
incremental indexing that employs a moving window in the 
classifier. This enables the classifier to be routinely 
refreshed, as old data is timed out, and new data is brought 
1. 

0499 Classification can also be based on the determina 
tion of the date and time of an event specified in a message. 
This determination can assign features to the message that 
can be utilized by the classifier. For example, the features 
assigned may include: today within four hours, today within 
eight hours, tomorrow, this week, this month, and next 
month and beyond. This enables the classifier to have 
improved accuracy with respect to the messages that are 
classified. In general, classification can be based on the time 
of the referenced event, considering whether the event is in 
the future or has past. With respect to future events, classi 
fication thus considers the sender's reference to a time in the 
future when the event is to occur. 

0500 Other new features can also be integrated into the 
classification process. For example, an organization chart 
can be utilized to determine how important a message is by 
the sender's location within the chart. Linguistic features 
may be integrated into the classifier. To accommodate dif 
ferent languages, the features may be modified depending on 
the origin of the sender, and/or the language in which the 
message is written. Classification may vary depending on 
different folders in which messages are stored, as well as 
other scaling and control rules. In addition to e-mail and 
other sources, classification can be performed on instant 
messages, and other sources of information, such as stock 
tickers, and so forth. 

0501. In general, a sender-recipient structural relation 
ship may be considered in the classification process. If the 
user is Substantially the only recipient of a message, for 
example, then this message may be considered as more 
important than a message sent to a small number of people. 
In turn, a message sent to a small number of people may be 
more important than a message on which the user is blind 
copied (bcced) or carbon-copied (cced). With respect to the 
sender, criticality may be assigned based on whether the 
sender's name is recognized. Criticality may also be 
assigned depending on whether the sender is internal or 
external to the organization of which the user is associated. 
0502. Other distinctions that may be considered in clas 
sification include the length of the message, whether ques 
tions have been detected, and whether the user's name is in 
the message. Language associated with time criticality may 
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increase the message’s importance. For example, phrases 
Such as “happening soon."right away.'"as soon as possible, 
"ASAP and “deadline is.” may render the message more 
critical. Usage of past tense as compared to future tense may 
be considered, as well as coordinative tasks specified by 
phrases such as 'get together,”“can we meet, and so on. 
Evidence of junk mail may lower the priority of a message. 
Predicates representing combinations, such as a short ques 
tion from a sender proximate to the user in the organization 
chart, may also be considered in the classification process. 
0503. In the next section of the description, processes are 
described that provide a determination when to alert the user 
of a high-priority text, for example, a text that has a 
likelihood of being high priority greater than a user-set 
threshold, or greater than a threshold determined by deci 
Sion-theoretic reasoning. That is, beyond knowing about 
time-critical messages, it is also important to decide when to 
alert a user to time-critical messages if the user is not 
directly viewing incoming e-mail, for example. In general, 
a cost of distracting the user from the current task being 
addressed to learn about the time-critical message is deter 
mined. 

0504 Alternatively, various policies for alerting and noti 
fication can be employed. These policies can be imple 
mented within a notification platform architecture, for 
example, that is described in more detail below. Some of 
these policies include: 

0505 Setting a user-specified upper bound on the total 
loss. This policy would specify that a system should 
generate an alert when the total loss associated with the 
delayed review of a message exceeds some pre-specified 
“tolerable loss ''x''. 

0506 Another policy can be a cost-benefit analysis based 
on more complete decision-theoretic analysis, such as 
NEVA=EVTA-ECA-TC, wherein NEVA is the net-ex 
pected value of alerting, EVTA is the expected value of 
alerting, ECA is the expected cost of alerting, and TC is 
the transmission cost associated with communicating a 
message. 

0507. In general, a user should be alerted when a cost 
benefit analysis suggests that the expected loss the user 
would incur in not reviewing the message at time t is greater 
than the expected cost of alerting the user. That is, alerting 
should be conducted if: 

wherein EL is the expected loss of non-review of the text at 
a current time t, and EC is the expected cost of alerting the 
user of the text at the current time t. The expected loss is as 
described in the previous section of the description. 

0508) However, the above formulation may not be the 
most accurate, since the user will often review the message 
on his or her own in the future. Therefore, in actuality, the 
user should generally be alerted when the expected value of 
alerting, referred to as EVTA, is positive. The expected 
value of alerting should thus consider the value of alerting 
the user of the text now, as opposed to the value of the user 
reviewing the message later on their own, without alert, 
minus the cost of alerting. This can be stated as: 

EVA=EL alert-ELealert-EC 
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wherein EL is the expected loss of the user reviewing the 
message if he or she were to review the message now, upon 
being alerted, as opposed to EL, which is the expected 
loss of the user reviewing the message on his or her own at 
Some point, without being alerted, minus EC, the expected 
cost of alerting based on a consideration of distraction and 
on the direct cost of the transmitting the information. 
0509 Furthermore, information from several messages 
can be grouped together into a single compound alert. 
Reviewing information about multiple messages in an alert 
can be more costly than an alert relaying information about 
a single message. Such increases in distraction can be 
represented by making the cost of an alert a function of the 
its informational complexity. It can be assumed that the EVA 
of an e-mail message is independent of the EVA of other 
e-mail messages. EVA(Mt), for example, refers to the value 
of alerting a user about a single message M, at time t and 
ECACn) refers to the expected cost of relaying the content of 
in messages. Thus, multiple messages can be considered by 
Summing together the expected value of relaying informa 
tion about a set of n messages, wherein: 

NEWA = X. EVA (M, t) - ECA(n). 
i=l 

0510. It is also noted that in order to determine the expect 
cost of alerting, it is useful to infer or directly access 
information about whether the user is present or is not 
present. Sensors can be employed that indicate when a user 
is in the office. Such as infrared sensors and pressure sensors. 
However, if such devices are not available, a probability that 
a user is in the office can be assigned as a function of user 
activity on the computer, for example, such as the time since 
last observed mouse or keyboard activity. Furthermore, 
scheduling information available in a calendar can also be 
employed to make inferences about the distance and dispo 
sition of a user and to consider the costs of forwarding 
messages to the user by different processes. 
0511. It is also important to know how busy the user is in 
making decisions about interrupting the user with informa 
tion about messages with high time criticality. It can be 
reasoned (e.g., inferential decision-making) about whether 
and the rate at which a user is working on a computer, or 
whether the user is on the telephone, speaking with some 
one, or at a meeting at another location. Several classes of 
evidence can be employed to assess a user's activity or his 
or her focus of attention, as illustrated in FIG. 24. A 
Bayesian network can then be utilized for performing an 
inference about a user's activity. An example of Such a 
network is depicted in FIG. 25. 
0512. In general, a decision should be made as to when 
and how to alert users to messages and to provide services 
based on the inference of expected criticality and user 
activity. Decisions can be performed by utilizing decision 
models, for example. FIGS. 26-28 are influence diagrams 
illustrating how Such decision models can be utilized to 
make alerting decisions. FIG. 26 displays a decision model 
for decisions about interrupting a user, considering current 
activity, expected time criticality of messages, and cost of 
alerting depending on the communications modality. FIG. 
27 also includes variables representing the current location 
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and the influence of that variable on activity and cost of 
alternate messaging techniques. Furthermore, FIG. 28 is 
expanded to consider the costs associated with losses in 
fidelity when a message with significant graphics content is 
forwarded to a user without the graphical content being 
present. 

0513. Alternatively, decisions as to when and how to alert 
users can be made by employment of a set of user-specified 
thresholds and parameters defining policies on alerting. User 
presence can be inferred based on mouse or keyboard 
activity, for example. Thus, a user can be enabled to input 
thresholds on alerting for inferred states of activity and 
non-activity, for example. Users can also input an amount of 
idle activity following activity wherein alerting will occur at 
lower criticalities. If it is determined that the user is not 
available based on the time that substantially no computer 
activity is detected, then messages can be stored, and are 
reported to the user in order of criticality when the user 
returns to interact with the computer. Furthermore, users can 
specify routing and paging options as a function of quanti 
ties including expected criticality, maximum expected loss, 
and value of alerting the user. 
0514) A notification and/or alerting system may also 
estimate when the user is expected to return, such that it 
transmits priorities that are expected to be important before 
the user is expected to return. This can be achieved by 
learning user-present and user-away patterns over time. The 
user can then set suitable policies in terms of when he or she 
is expected to return to the system to review the priorities 
without being alerted to them. The expected time to return 
determination by the system may be automatically conveyed 
to senders of highly urgent messages, for example. In this 
manner, message senders receive feedback when the user is 
expected to return such that he or she can reply to the 
messages. The sender may also be informed that his or her 
message has been conveyed to the user's mobile device, and 
so forth. 

0515 FIG. 29 illustrates a methodology for generating 
priorities and performing alerting decisions based on the 
priorities in accordance the present invention. While, for 
purposes of simplicity of explanation, the methodology is 
shown and described as a series of acts, it is to be understood 
and appreciated that the present invention is not limited by 
the order of acts, as Some acts may, in accordance with the 
present invention, occur in different orders and/or concur 
rently with other acts from that shown and described herein. 
For example, those skilled in the art will understand and 
appreciate that a methodology could alternatively be repre 
sented as a series of interrelated States or events, such as in 
a state diagram. Moreover, not all illustrated acts may be 
required to implement a methodology in accordance with the 
present invention. 
0516 Referring to FIG. 29, a flowchart diagram 2974 
illustrates a methodology wherein priorities are generated 
and utilized in accordance with the present invention. At 
2980, a data, such as text to have a priority thereof assigned 
is received. The data can be an e-mail message, or Substan 
tially any other type of data or text. At 2982, a priority for 
the data is generated, based on a classifier, as has been 
described. Additionally, 2982 can include initial and subse 
quent training of the classifier, as has been described. 
0517. The priority of the data is then output at 2984. As 
indicated in FIG. 29, this can include processing at 2986, 
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2988, 2990, 2992, and 2994. At 2986, an expected loss of 
non-review of the data at a current time t is determined. This 
determination considers the expected loss of now-review of 
the text at a future time, based on an assumption that the user 
will review the text him or herself, without being alerted, as 
has been described. At 2988, an expected cost of alerting is 
determined, as has also been described. If the loss is greater 
than the cost at 2990, then no alert is made at the time t 2992, 
and the process proceeds back to 2986, at a new current time 
t. Proceeding back to 2986 may be performed since as time 
progresses, the expected loss may at Some point outweigh 
the alert cost, such that the calculus at 2990 can change. 
Upon the expected loss outweighing the alert cost, then an 
alert to the user or other system is performed at 2994. 

0518. The output of the alert to a user or other system is 
now described. A user can be alerted on an electronic device 
based on alert criteria, which indicates when the user should 
be alerted of a prioritized text. The electronic device on 
which the user is alerted can be a pager, cellular telephone, 
or other communications modality as described in more 
detail below. Alerts to a user on an electronic device, such 
as a pager or a cellular phone, can be based on alert criteria 
that can be adapted to be sensitive to information about the 
location, inferred task, and/or focus of attention of the user, 
for example. Such information can be inferred under uncer 
tainty or can be accessed from online information sources. 
The information from an online calendar, for example, can 
be adapted to control criteria employed to make decisions 
about relaying information to a device, such as a notification 
sink which is described in more detail below. 

0519 Alerts can be performed by routing the prioritized 
text or other data based on routing criteria. Routing of the 
text can include forwarding the text, and/or replying to the 
sender of the text, in the case where the text is e-mail. For 
example, a Sound can be played to alert the user to a 
prioritized document. Alternatively, an agent or automated 
assistant can be opened (e.g., interactive display wizard). 
That is, the agent can appear on a display Screen, to notify 
the user of the prioritized document. Furthermore, the pri 
oritized document can be opened, such as being displayed on 
the screen. The document can receive focus. This can also 
include sizing the document based on its priority, Such that 
the higher the priority of the document, the larger the 
window in which it is displayed, and/or centrally locating 
the document on the display based on its priority. 

0520 Referring now to FIG. 30, a diagram of a text 
generation and priorities system 3000 in accordance with an 
aspect of the present invention. The system 3000 includes a 
program 3002 and a classifier 3004. It is noted that the 
program 3000 and the classifier 3002 can include a computer 
program executed by a processor of a computer from a 
computer-readable medium thereof. 

0521. The program 3002 generates a text for input into 
the classifier 3004. The program includes an electronic mail 
program that receives e-mail, which then serve as the text. 
The classifier 3004 generates a priority for the associated 
message. As described above, the classifier 3004 can be a 
Bayesian classifier, a Support Vector Machine classifier, or 
other type of classifier. The priority of the text output by the 
classifier 3004 can then be utilized in conjunction with a 
cost-benefit analysis, as has been described, to effectuate 
further output and/or alerting based thereon. 
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0522 Turning now to FIG. 31, a system 3100 illustrates 
how the notification engine and context analyzer function 
together according to an aspect of the present invention. The 
system 3100 includes a context analyzer 3122, a notification 
engine 3124, one or more notification Sources 1 through N. 
3126, 3127, 3128, a priorities system 3130, which can 
operate as a notification source, and one or more notification 
sinks, 1 through M, 3136, 3137, 3138, wherein Nan Mare 
integers, respectively. The sources are also referred to as 
event publishers, while the sinks are also referred to as event 
Subscribers. There can be any number of sinks and Sources. 
In general, the notification engine 3124 conveys notifica 
tions, which are also referred to as events or alerts, from the 
sources 3126-3128 to the sinks 3136-3138, based in part on 
parametric information stored in and/or accessed by the 
context analyzer 3122. 
0523 The context analyzer 3122 stores/analyzes infor 
mation regarding variables and parameters of a user that 
influence notification decision-making. For example, the 
parameters may include contextual information, such as the 
users typical locations and attentional focus or activities per 
the time of day and the day of the week, and additional 
parameters conditioned on Such parameters, such as the 
devices users tend to have access to in different locations. 
Such parameters may also be functions of observations 
made autonomously via one or more sensors. For example, 
one or more profiles (not shown) may be selected or modi 
fied based on information about a user's location as can be 
provided by a global positioning system (GPS) subsystem, 
on information about the type of device being used and/or 
the pattern of usage of the device, and the last time a device 
of a particular type was accessed by the user. Furthermore, 
as is described in more detail below, automated inference 
may also be employed, to dynamically infer parameters or 
states such as location and attention. The profile parameters 
may be stored as a user profile that can be edited by the user. 
Beyond relying on sets of predefined profiles or dynamic 
inference, the notification architecture can enable users to 
specify in real-time his or her state. Such as the user not 
being available except for important notifications for the 
next 'x' hours, or until a given time, for example. 
0524. The parameters can also include default notifica 
tion preference parameters regarding a user's preference as 
to being disturbed by notifications of different types in 
different settings, which can be used as the basis from which 
to make notification decisions by the notification engine 
3124, and upon which a user can initiate changes. The 
parameters may include default parameters as to how the 
user wishes to be notified in different situations (e.g., Such 
as by cellphone, by pager). The parameters can include Such 
assessments as the costs of disruption associated with being 
notified by different modes in different settings. This can 
include contextual parameters indicating the likelihoods that 
the user is in different locations, the likelihoods that different 
devices are available, and the likelihoods of his or her 
attentional status at a given time, as well as notification 
parameters indicating how the user desires to be notified at 
a given time. 
0525) Information stored by the context analyzer 3122. 
according to one aspect of the present invention is inclusive 
of contextual information determined by the analyzer. The 
contextual information is determined by the analyzer 3122 
by discerning the user's location and attentional status based 
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on one or more contextual information sources (not shown), 
as is described in more detail in a later section of the 
description. The context analyzer 3122, for example, may be 
able to determine with precision the actual location of the 
user via a global positioning system (GPS) that is a part of 
a user's car or cell phone. The analyzer may also employ a 
statistical model to determine the likelihood that the user is 
in a given state of attention by considering background 
assessments and/or observations gathered through consider 
ing Such information as the type of day, the time of day, the 
data in the user's calendar, and observations about the user's 
activity. The given state of attention can include whether the 
user is open to receiving notification, busy and not open to 
receiving notification, and can include other considerations 
Such as weekdays, weekends, holidays, and/or other occa 
sions/periods. 

0526. The sources 3126-3128, 3130 generate notifica 
tions intended for the user and/or other entity. For example, 
the sources 3126-3128 may include communications, such 
as Internet and network-based communications, and tele 
phony communications, as well as Software services. Noti 
fication sources are defined generally herein as that which 
generates events, which can also be referred to as notifica 
tions and alerts, intended to alert a user, or a proxy for the 
user, about information, services, and/or a system or world 
event. A notification source can also be referred to as an 
event SOurce. 

0527. For example, e-mail may be generated as notifica 
tions by the priorities system 3130 such that it is prioritized, 
wherein an application program or system generating the 
notification assigns the e-mail with a relative priority cor 
responding to the likely importance or urgency of the e-mail 
to the user. The e-mail may also be sent without regard to the 
relative importance to the user. Internet-related services can 
include notifications including information that the user has 
Subscribed to. Such as headlines of current news every so 
often, and stock quotes, for example. 
0528 Notification sources 3126-3128 can themselves be 
push-type or pull-type sources. Push-type sources are those 
that automatically generate and send information without a 
corresponding request, such as headline news and other 
Internet-related services that send information automatically 
after being subscribed to. Pull-type sources are those that 
send information in response to a request. Such as e-mail 
being received after a mail server is polled. Still other 
notification sources include the following: 
0529 e-mail desktop applications such as calendar sys 
tems; 

0530 computer systems (e.g., that may alert the user with 
messages that information about alerts about system 
activity or problems); 

0531 Internet-related services, appointment information, 
scheduling queries; 

0532 changes in documents or numbers of certain kinds 
of documents in one or more shared folders; 

0533 availability of new documents in response to stand 
ing or persistent queries for information; and/or, 

0534 information sources for information about people 
and their presence, their change in location, their proX 
imity (e.g., let me know when I am traveling if another 
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coworker or friend is within 10 miles of me”), or their 
availability (e.g., let me know when Steve is available for 
a conversation and is near a high-speed link that can 
support full video teleconferencing). 

0535 The notification sinks 3136-3138 are able to pro 
vide notifications to the user. For example, Such notification 
sinks 3136-3138 can include computers, such as desktop 
and/or laptop computers, handheld computers, cell phones, 
landline phones, pagers, automotive-based computers, as 
well as other systems/applications as can be appreciated. It 
is noted that some of the sinks 3136-3138 can convey 
notifications more richly than other of the sinks. For 
example, a desktop computer typically has speakers and a 
relatively large color display coupled thereto, as well as 
having a higher bandwidth for receiving information when 
coupled to a local network or to the Internet. Thus, notifi 
cations can be conveyed by the desktop computer to the user 
in a relatively rich manner. Conversely, many cell phones 
have a smaller display that can be black and white, and 
receive information at a relatively lower bandwidth, for 
example. Correspondingly, the information associated with 
notifications conveyed by cell phones may generally be 
shorter and geared towards the phone's interface capabili 
ties, for example. Thus, the content of a notification may 
differ depending on whether it is to be sent to a cell phone 
or a desktop computer. According to one aspect of the 
present invention, a notification sink can refer to that which 
Subscribes, via an event Subscription service, for example, to 
events or notifications. 

0536 The notification engine 3124 accesses the informa 
tion stored and/or determined by the context analyzer, and 
determines which of the notifications received from the 
sources 3126-3128 to convey to which of the sinks 3136 
3138. Furthermore, the notification engine 3124 can deter 
mine how the notification is to be conveyed, depending on 
which of the sinks 3136-3138 has been selected to send the 
information to. For example, it may be determined that 
notifications should be summarized before being provided to 
a selected sinks 3136-3138. 

0537) The invention is not limited to how the engine 3124 
makes its decisions as to which of the notifications to convey 
to which of the notification sinks, and in what manner the 
notifications are conveyed. In accordance with one aspect, a 
decision-theoretic analysis can be utilized. For example, the 
notification engine 3124 can be adapted to infer important 
uncertainties about variables including a user's location, 
attention, device availability, and amount of time until the 
user will access the information if there were no alert. The 
notification engine 3124 can then make notification deci 
sions about whether to alert a user to a notification, and if so, 
the nature of the summarization and the suitable device or 
devices to employ for relaying the notification. In general, 
the notification engine 3124 determines the net expected 
value of a notification. In doing so, it can consider the 
following: 
0538 the fidelity and transmission reliability of each 
available notification sink; 

0539 
0540) 
0541 the time until the user will review the information 
on his or her own; 

the attentional cost of disturbing the user; 
the novelty of the information to the user; 
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0542 the potentially context-sensitive value of the infor 
mation; and/or, 

0543 the increasing and/or decreasing value over time of 
the information contained within the notification. 

0544) Inferences made about uncertainties thus may be 
generated as expected likelihoods of values such as the cost 
of disruption to the user with the use of a particular mode of 
a particular device given some attentional state of the user, 
for example. The notification engine 3124 can make deci 
sions as to one or more of the following: 
0545 what the user is currently attending to and doing 
(based on, for example, contextual information); 

0546 where the user currently is: 
0547 how important the information is: 
0548 what is the cost of deferring the notification; 
0549 how distracting would a notification be: 
0550 what is the likelihood of getting through to the 
user; and, 

0551 what is the fidelity loss associated with the use of 
a specific mode of a given notification sink. 

Therefore, the notification engine 3124 can perform an 
analysis, Such as a decision-theoretic analysis, of pending 
and active notifications, evaluates context-dependent 
variables provided by information sinks and sources, and 
infers selected uncertainties, such as the time until a user 
is likely to review information and the user's location and 
current attentional state. 

0552. Furthermore, the notification engine 3124 can 
access information stored in a user profile by the context 
analyzer 3122 in lieu of or to support a personalized deci 
Sion-theoretic analysis. For example, the user profile may 
indicate that at a given time, the user prefers to be notified 
via a pager, and only if the notification has a predetermined 
importance level. Such information can be utilized as a 
baseline from which to start a decision-theoretic analysis, or 
can be the manner by which the notification engine 3124 
determines how and whether to notify the user. 
0553 According to one aspect of the present invention, 
the notification platform architecture 3100 can be configured 
as a layer that resides over an eventing or messaging 
infrastructure. However, the invention is not limited to any 
particular eventing infrastructure. Such eventing and mes 
saging systems and protocols can include: 
0554) HyperText Transport Protocol (HTTP), or HTTP 
extensions as known within the art; 

0555. Simple Object Access Protocol (SOAP), as known 
within the art; 

0556 Windows Management Instrumentation (WMI), as 
known within the art; 

0557. Jini, as known within the art; and, 
0558 substantially any type of communications proto 
cols, such as those based on packet-switching protocols, 
for example. 

Furthermore, the architecture can be configured as a layer 
that resides over a flexible distributed computational 
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infrastructure, as can be appreciated by those of ordinary 
skill within the art. Thus, the notification platform archi 
tecture can utilize an underlying infrastructure as a man 
ner by which sources send notifications, alerts and events, 
and as a manner by which sinks receive notifications, 
alerts and events, for example. The present invention is 
not so limited, however. 

0559) Referring now to FIG. 32, the context analyzer 
3122 of the notification architecture described in the previ 
ous section of the description is depicted in more detail here 
in system 3200. The context analyzer 3222 as illustrated in 
FIG. 32 includes a user notification preferences store 3240, 
a user context module 3260 that includes a user context 
profile store 3262, and a whiteboard 3264. The context 
analyzer 3222 according to one aspect of the invention can 
be implemented as one or more computer programs execut 
able by a processor of a computer from a machine-readable 
medium thereof. Such as a memory. 
0560. The preferences store 3262 stores notification 
parameters for a user, Such as default notification prefer 
ences for the user, such as a user profile, which can be edited 
and modified by the user. The preferences store 3262 can be 
considered as that which stores information on parameters 
that influence how a user is to be notified. The user context 
module 3260 determines a user's current context, based on 
one or more context information sources 3280 as published 
to the whiteboard 3264, for example. The user context 
profile store 3262 stores context parameters for a user, such 
as the default context settings for the user, which can be 
edited and modified by the user. That is, the user context 
module 3260 provides a best guess or estimate about a user's 
current context information by accessing information from 
the profile store 3262 and/or updating a prior set of beliefs 
in the store 3262 with live sensing, via the one or more 
context sources 3280. The profile store 3262 can be consid 
ered as that which stores a priori where a user is, and what 
the user is doing, for example. 

0561. The user context profile store 3262 can be a pre 
assessed and/or predefined user profile that captures Such 
information as a deterministic or probabilistic profile. The 
profile can be of typical locations, activities, device avail 
abilities, and costs and values of different classes of notifi 
cation as a function of Such observations as time of day, type 
of day, and user interactions with one or more devices. The 
type of day can include weekdays, weekends and holidays, 
for example. The user context module 3260 can then 
actively determine or infer aspects of the user's context or 
state. Such as the user's current or future location and 
attentional state. Furthermore, actual states of context can be 
accessed directly from the context information sources 3280 
via the whiteboard 3264, and/or, can be inferred from a 
variety of such observations through inferential methods 
Such as Bayesian reasoning as is described in more detail 
below. 

0562. The context information sources 3280 may provide 
information to the context module 3260 via the whiteboard 
3264 regarding the users attentional state and location, from 
which the module 3260 can make a determination as to the 
user's current context (e.g., the user's current attentional 
state and location). Furthermore, the invention is not limited 
to a particular number or type of context sources 3280, nor 
the type of information inferred or accessed by the user 
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context module 3260. However, the context sources 3280 
can include multiple desktop information and events, such 
as mouse information, keyboard information, application 
information (e.g., which application is currently receiving 
the focus of the user), ambient Sound and utterance infor 
mation, text information in the windows on the desktop, for 
example. The whiteboard 3264 can include a common 
storage area, to which the context information sources 3280 
can publish information, and from which multiple compo 
nents, including sources and the context module 3260 can 
access this information. An event, also referred to as a 
notification or alert, generally can include information about 
an observation about one or more states of the world. Such 
states can include the status of system components, the 
activity of a user, and/or a measurement about the environ 
ment. Furthermore, events can be generated by an active 
polling of a measuring device and/or source of events, by the 
receipt of information that is sent on a change, and/or per a 
constant or varying event heartbeat. 
0563. Other types of context sources 3280 includes per 
sonal-information manager (PIM) information of the user, 
which generally can provide scheduling information regard 
ing the schedule of the user, for example. The current time 
of day, as well as the user's location—for example, deter 
mined by a global positioning system (GPS), and/or a user's 
access of a cell phone, PDA, or a laptop that can be 
locationally determined—are also types of context sources 
3280. Furthermore, real-time mobile device usage is a type 
of context source 3280. For example, a mobile device such 
as a cell phone may be able to determine if it is currently 
being accessed by the user, as well as device orientation and 
tilt (e.g., indicating information regarding device usage as 
well), and acceleration and speed (e.g., indicating informa 
tion as to whether the user is moving or not). 
0564) Referring now to FIG. 33, the notification sources 
described above are illustrated in more detail. The notifica 
tion sources 3326-3328, generally generate notifications that 
are conveyed to the notification engine 3324, which deter 
mines when notifications should occur, and, if so, which of 
the notifications should be conveyed to which of the noti 
fication sinks 3336-3338 and in what order. 

0565 According to one aspect of the present invention, 
notification sources 3326-3328 can have one or more of the 
following parameters within a standard description of 
attributes and relationships, referred to herein as a notifica 
tion source Schema or source schema. It is noted that schema 
can be provided for sources, for sinks, and for context 
information sources, described above. Such schemas pro 
vide declarative information about different components and 
can enable the sources 3326-3328, the notification engine 
3324, the sinks 3336-3338, and the context analyzer 3322 to 
share semantic information with one another. Thus, different 
schemas provide information about the nature, urgency, and 
device signaling modalities associated with notification. 
That is, Schema can be defined generally as a collection of 
classes and relationships among classes that defines the 
structure of notifications and events, containing information 
including event or notification class, source, target, event or 
notification semantics, ontological content information, 
observational reliability, and Substantially any quality-of 
service attributes, for example. 
0566 Parameters (not shown) for notification source 
schema can include one or more of message class; rel 
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evance; importance; time criticality; novelty; content 
attributes; fidelity tradeoffs, and/or source information sum 
mary information. The message class for a notification 
generated by a notification source indicates the type of 
communication of the notification, such as e-mail, instant 
message, numerical financial update, and desktop service, 
for example. The relevance for a notification generated by 
notification sources indicates a likelihood that the informa 
tion contained within the notification is relevant, for one or 
more specified contexts. For example, the relevance can be 
provided by a logical flag, indicating whether the Source is 
relevant for a given context or not. The novelty of the 
notification indicates the likelihood that the user already 
knows the information contained within the notification. 
That is, the novelty is whether the information is new to the 
user, over time (indicating if the user knows the information 
now, and when, if ever, the user will learn the information 
in the future without being alerted to it). 
0567 Fidelity tradeoffs associated with the notification 
indicate the loss of value of the information within the 
notification that can result from different forms of specified 
allowed truncation and/or Summarization, for example. Such 
truncation and/or Summarization may be required for the 
notification to be conveyed to certain types of notification 
sinks 3336-3338 that may have bandwidth and/or other 
limitations preventing the sinks from receiving the full 
notification as originally generated. Fidelity in general refers 
to the nature and/or degree of completeness of the original 
content associated with a notification. For example, a long 
e-mail message may be truncated, or otherwise Summarized 
to a maximum of 100 characters allowed by a cell phone, 
incurring a loss of fidelity. Likewise, an original message 
containing text and graphics content Suffers a loss in fidelity 
when transmitted via a device that only has text capabilities. 
In addition, a device may only be able to depict a portion of 
the full resolution available from the source. Fidelity 
tradeoffs refer to a set of fidelity preferences of a source 
stated either in terms of orderings (e.g., rendering impor 
tance in order of graphics first, then Sound) and/or costs 
functions that indicate how the total value of the content of 
the notification diminishes with changes in fidelity. For 
example, a fidelity tradeoff can describe how the full value 
associated with the transmission of a complete e-mail mes 
sage changes with increasingly greater amounts of trunca 
tion. Content attributes, for example, can include a Summary 
of the nature of the content, representing such information as 
whether the core message includes text, graphics, and audio 
components. The content itself is the actual graphics, text, 
and/or audio that make up the message content of the 
notification. 

0568. The importance of a notification refers to the value 
of the information contained in the notification to the user, 
assuming the information is relevant in a current context. 
For example, the importance can be expressed as a dollar 
value of the information’s worth to the user. Time criticality 
indicates time-dependent change in the value of information 
contained in a notification—that is, how the value of the 
information changes over time. In most but not all cases, the 
value of the information of a notification decays with time. 
This is illustrated in the diagram of FIG. 34. A graph 3400 
depicts the utility of a notification mapped over time. At the 
point 3402 within the graph, representing the initial time, the 
importance of the notification is indicated, while the curve 
3404 indicates the decay of the utility over time. 
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0569. Referring back to FIG. 33, default attributes and 
schema templates for different notification Sources or source 
types may be made available in notification source profiles 
stored in the user notification preferences store, Such as the 
store 3240 of FIG. 32. Such default templates can be 
directed to override values provided by notification sources 
or to provide attributes when they are missing from schema 
provided by the sources. Source Summary information 
enables a source to post general Summaries of the status of 
information and potential notifications available from a 
Source. For example, source Summary information from a 
messaging Source may include information about the total 
number of unread messages that are at least some priority, 
the status of attempts by people to communicate with a user, 
and/or other Summary information. 
0570) The notification sinks 3336-3338 can be substan 
tially any device or application by which the user or other 
entity can be notified of information contained in notifica 
tions. The choice as to which sink or sinks are to be 
employed to convey a particular notification is determined 
by the notification engine 3324. 
0571. Notification sinks 3336-3338 may have one or 
more of the following parameters provided within a schema. 
These parameters may include a device class; modes of 
signaling (alerting); and, for the associated mode, fidelity/ 
rendering capabilities, transmission reliability, actual cost of 
communication, and/or attentional cost of disruption, for 
example. For devices that are adapted for parameterized 
control of alerting attributes, the schema for the devices can 
additionally include a description of the alerting attributes 
and parameters for controlling the attributes, and functions 
by which other attributes (e.g., transmission reliability, cost 
of distribution) change with the different settings of the 
alerting attributes. The schema for notification sinks pro 
vides for the manner by which the notification devices 
communicate semantic information about their nature and 
capabilities with the notification engine 3324 and/or other 
components of the system. Default attributes and schema 
templates for different device types can be made available in 
device profiles stored in the user notification preferences 
store, such as the store 3240 of FIG. 32 as described in the 
previous section. Such default templates can be directed to 
override values provided by devices or to provide attributes 
when they are missing from schema provided by Such 
devices. 

0572 Each of the schema parameters is now described in 
term. The class of the device refers to the type of the device 
Such as a cell phone, a desktop computer, and a laptop 
computer, for example. The class can also be more general, 
such as a mobile or a stationery device. The modes of 
signaling refer to the manner in which a given device can 
alert the user about a notification. Devices may have one or 
more notification modes. For example, a cell phone may 
only vibrate, may only ring with some Volume, and/or it can 
both vibrate and ring. Furthermore, a desktop display for an 
alerting system can be decomposed into several discrete 
modes (e.g., a small notification window in the upper right 
hand of the display vs. a small thumbnail at the top of the 
screen with or without an audio herald). Beyond being 
limited to a set of predefined behaviors, a device can enable 
modes with alerting attributes that are functions of param 
eters, as part of a device definition. Such continuous alerting 
parameters for a mode represent such controls as the Volume 
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at which an alert is played at the desktop, rings on a cell 
phone, and the size of an alerting window, for example. 
0573 The transmission reliability for a mode of a noti 
fication sink 3336-3338 indicates the likelihood that the user 
will receive the communicated alert about a notification, 
which is conveyed to the user via the sink with that mode. 
As transmission reliability may be dependent on the device 
availability and context of the user, the transmission reli 
ability of different modes of a device can be conditioned on 
Such contextual attributes as the location and attention of a 
user. Transmission reliability for one or more unique con 
textual states, defined by the cross product of such attributes 
as unique locations and unique attentional states, defined as 
disjunctions created as abstractions of Such attributes (e.g., 
for any location away from the home, and any time period 
after 8 am and before noon), can also be specified. For 
example, depending on where the user currently is, infor 
mation transmitted to a cell phone may not always reach the 
user, particularly if the user is in a region with intermittent 
coverage, or where the user would not tend to have a cell 
phone in this location (e.g., family holiday). Contexts can 
also influence transmission reliability because of ambient 
noise and/or other masking or distracting properties of the 
COInteXt. 

0574. The actual cost of communication indicates the 
actual cost of communicating the information to the user 
when contained within a notification that is conveyed to the 
sink. For example, this cost can include the fees associated 
with a cell phone transmission. The cost of disruption 
includes the attentional costs associated with the disruption 
associated with the alert employed by the particular mode of 
a device, in a particular context. Attentional costs are 
typically sensitive to the specific focus of attention of the 
user. The fidelity/rendering capability is a description of the 
text, graphics, and audio/tactile capabilities of a device, also 
given a mode. For example, a cell phone's text limit may be 
100 characters for any single message, and the phone may 
have no graphics capabilities. 
0575 Turning now to FIG. 35, an exemplary interface 
3500 illustrates context specifications selectable by a user 
that can be utilized by the context analyzer 312 (FIG. 3) in 
determining a user's current context. The determination of 
user context by direct specification by the user, and/or a 
user-modifiable profile, is described. The context of the user 
can include the attentional focus of the user—that is, 
whether the user is currently amenable to receiving notifi 
cation alerts—as well as the user's current location. The 
present invention is not so limited, however. 
0576 Direct specification of context by the user enables 
the user to indicate whether or not he or she is available to 
receive alerts, and where the user desires to receive them. A 
default profile (not shown) can be employed to indicate a 
default attentional state, and a default location wherein the 
user can receive the alerts. The default profile can be 
modified by the user as desired. 
0577 Referring to FIG. 35, the interface 3500 illustrates 
how direct specification of context can be implemented, 
according to an aspect of the present invention. A window 
3502, for example, has an attentional focus section 3520 and 
a location section 3540. In the focus section 3520, the user 
can check one or more check boxes 3522, for example, 
indicating whether the user is always available to receive 
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alerts; whether the user is never available to receive alerts; 
and, whether the user is only available to receive alerts that 
has an importance level greater than a predetermined thresh 
old. It is to be appreciated that other availability selections 
can be provided. As depicted in FIG. 35, a threshold can be 
measured in dollars, but this is for exemplary purposes only, 
and the invention is not so limited. The user can increase the 
threshold in the box 3524 by directly entering a new value, 
or by increasing or decreasing the threshold via arrows 3526. 
0578. In the location section 3540, the user can check one 
or more of the checkboxes 3542, to indicate where the user 
desires to have alerts conveyed. For example, the user can 
have alerts conveyed at the desktop, by e-mail, at a laptop, 
on a cellphone, in his or her car, on a pager, or on a personal 
digital assistant (PDA) device, and so forth. It is to be 
appreciated that these are examples only, however, and the 
invention itself is not so limited. 

0579. The window 3502, wherein there can be preset 
defaults for the checkboxes 3522 and the box 3524 of the 
section 3520 and the checkboxes 3542 of the section 3540, 
can be considered a default user profile. The profile is user 
modifiable in that the user can override the default selections 
with his or her own desired selections. Other types of 
profiles can also be utilized in accordance with the inven 
tion. 

0580 Referring at this time to FIG. 36, a determination of 
user context by direct measurement, for example, using one 
or more sensors, is illustrated in accordance with the present 
invention. The context of the user can include the user's 
attentional focus, as well as his or her current location. The 
invention itself is not so limited, however. Direct measure 
ment of context indicates that sensor(s) can be employed to 
detect whether the user is currently amenable to receiving 
alerts, and to detect where the user currently is. According 
to one aspect of the present invention, an inferential analysis 
in conjunction with direct measurement can be utilized to 
determine user context, as is described in a later section of 
the description. 

0581 Referring to FIG. 36, a system 3600 in which direct 
measurement of user context can be achieved is illustrated. 
The system 3600 includes a context analyzer 3602, and 
communicatively coupled thereto a number of sensors 3604 
3616, namely, a cell phone 3604, a video camera 3606, a 
microphone 3608, a keyboard 3610, a PDA3612, a vehicle 
3614, and a GPS3616, for example. The sensors 3604-3616 
depicted in FIG. 36 are for exemplary purposes only, and do 
not represent a limitation or a restriction on the invention 
itself. The term sensor as used herein is a general and overly 
encompassing term, meaning any device or manner by 
which the context analyzer 3602 can determine what the 
user's current attentional focus is, and/or what the user's 
current location is. 

0582 For example, if the user has the cellphone 3604 on, 
this can indicate that the user can receive alerts on the cell 
phone 3604. However, if the user is currently talking on the 
cell phone 3604, this can indicate that the user has his or her 
attentional focus on Something else (namely, the current 
phone call), such that the user should not presently be 
disturbed with a notification alert. The video camera 3606 
can, for example, be in the user's office, to detect whether 
the user is in his or her office (viz., the user's location), and 
whether others are also in his or her office, Suggesting a 
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meeting with them, such that the user should not be dis 
turbed (viz., the user's focus). Similarly, the microphone 
3608 can also be in the users office, to detect whether the 
user is talking to someone else. Such that the user should not 
be disturbed, is typing on the keyboard (e.g., via the sounds 
emanating therefrom). Such that the user should also not be 
presently disturbed. The keyboard 3610 can also be 
employed to determine if the user is currently typing 
thereon, such that, for example, if the user is typing very 
quickly, this may indicate that the user is focused on a 
computer-related activity, and should not be unduly dis 
turbed (and, also can indicate that the user is in fact in his 
or her office). 
0583. If the PDA device 3612 is being accessed by the 
user, this can indicate that the user is able to receive alerts 
at the device 3612 that is, the location at which notifica 
tions should be conveyed is wherever the device 3612 is 
located. The device 3612 can also be utilized to determine 
the user's current attentional focus. The vehicle 3614 can be 
utilized to determine whether the user is currently in the 
vehicle—that is, if the vehicle is currently being operated by 
the user. Furthermore, the speed of the vehicle can be 
considered, for example, to determine what the users focus 
is. If the speed is greater than a predetermined speed, for 
instance, then it may be determined that the user is focused 
on driving, and should not be bothered with notification 
alerts. The GPS device 3616 can also be employed to 
ascertain the user's current location, as known within the art. 

0584) In the following section of the detailed description, 
a determination of user context according to user-modifiable 
rules is described. The context of the user can include the 
users attentional focus, as well as his or her current location. 
The invention is not so limited, however. Determining 
context via rules indicates that a hierarchical set of if-then 
rules can be followed to determine the user's location and/or 
attentional focus. 

0585) Referring to FIG. 37, a diagram illustrates an 
exemplary hierarchical ordered set of rules 3700. The set of 
rules 3700 depicts rules 3702, 3704,3706,3708, 3710,3712 
and 3714, for example. It is noted that other rules may be 
similarly configured. As illustrated in FIG. 37, rules 3704 
and 3706 are subordinate to 3702, while rule 3706 is 
subordinate to rule 3704, and rule 3714 is subordinate to rule 
3712. The rules are ordered in that rule 3702 is first tested; 
if found true, then rule 3704 is tested, and if rule 3704 is 
found true, then rule 3706 is tested, and so forth. If rule 3704 
is found false, then rule 3708 is tested. If rule 3702 is found 
false, then rule 3710 is tested, which if found true, causes 
testing of rule 3712, which if found true causes testing of 
rule 3714. The rules are desirably user creatable and/or 
modifiable. Otherwise-type rules can also be included in the 
set of rules 3700 (e.g., where if an if-then rule is found false, 
then the otherwise rule is controlling). 

0586 Thus, a set of rules can be constructed by the user 
such that the user's context is determined. For example, with 
respect to location, the set of rules can be such that a first rule 
tests whether the current day is a weekday. If it is, then a 
second rule subordinate to the first rule tests whether the 
current time is between 9 a.m. and 5 p.m. If it is, then the 
second rule indicates that the user is located in his or her 
office, otherwise the user is at home. If the first rule is found 
to be false—that is, the current day is a weekend and not a 
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weekday—then an otherwise rule may state that the user is 
at home. It is noted that this example is not meant to be a 
restrictive or limiting example on the invention itself. 
wherein one or more other rules may also be similarly 
configured. 

0587. In the following section of the description, a deter 
mination of user context by inferential analysis, such as by 
employing a statistical and/or Bayesian model, is described. 
It is noted that context determination via inferential analysis 
can rely in some aspects on other determinations, such as 
direct measurement via sensor(s), as has been described. 
Inferential analysis as used herein refers to using an infer 
ence process(es) on a number of input variables, to yield an 
output variable(s), namely, the current context of the user. 
The analysis can include in one aspect utilization of a 
statistical model and/or a Bayesian model. 
0588 Referring to FIG. 38, a diagram of a system 3800 
is illustrated in which inferential analysis is performed by an 
inferential engine 3802 to determine a user's context 3804. 
according to an aspect of the present invention. The engine 
3802 is in one aspect a computer program executed by a 
processor of a computer from a computer-readable medium 
thereof, such as a memory. The user context 3804 can be 
considered the output variable of the engine 3802 The 
engine 3802 can process one or more input variables to make 
a context decision. Such input variables can include one or 
more sensor(s) 3808, such as the sensor(s) that have been 
described in conjunction with a direct measurement 
approach for context determination in a previous section of 
the description, as well as the current time and day, as 
represented by a clock 3810, and a calendar 3812, as may be 
accessed in a user's scheduling or personal-information 
manager (PIM) computer program, and/or on the user's 
PDA device, for example. Other input variables can also be 
considered besides those illustrated in FIG. 38. The vari 
ables of FIG. 38 are not meant to be a limitation or a 
restriction on the invention itself. 

0589 Referring now to FIGS. 39 and 40, an exemplary 
inferential model. Such as provided by a statistical and/or 
Bayesian model that can be executed by the inferential 
engine described above is illustrated in accordance with the 
present invention. In general, a computer system can be 
Somewhat uncertain about details of a user's state. Thus, 
probabilistic models can be constructed that can make 
inferences about a users attention or other state under 
uncertainty. Bayesian models can infer a probability distri 
bution over a user's focus of attention. Such states of 
attention can be formulated as a set of prototypical situations 
or more abstract representations of a set of distinct classes of 
cognitive challenges being addressed by a user. Alterna 
tively, models can be formulated that make inferences about 
a continuous measure of attentional focus, and/or models 
that directly infer a probability distribution over the cost of 
interruption for different types of notifications. 

0590 Bayesian networks may be employed that can infer 
the probability of alternate activity contexts or states based 
on a set of observations about a user's activity and location. 
As an example, FIG. 39 displays a Bayesian network 3900 
for inferring a users focus of attention for a single time 
period. States of a variable, Focus of Attention 3920, refer 
to desktop and non-desktop contexts. Exemplary attentional 
contexts considered in the model include situation aware 
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ness, catching up, nonspecific background tasks, focused 
content generation or review, light content generation or 
review, browsing documents, meeting in office, meeting out 
of office, listening to presentation, private time, family time, 
personal focus, casual conversation and travel, for example. 
The Bayesian network 3900 indicates that a user's current 
attention and location are influenced by the user's scheduled 
appointments 3930, the time of day 3940, and the proximity 
of deadlines 3950. The probability distribution over a user's 
attention is also in influenced by Summaries of the status of 
ambient acoustical signals 3960 monitored in a user's office, 
for example. Segments of the ambient acoustical signal 3960 
over time provide clues/inputs about the presence of activity 
and conversation. Status and configuration of software 
applications and the ongoing stream of user activity gener 
ated by a user interacting with a computer also provide 
Sources of evidence about a user's attention. 

0591. As portrayed in the network 3900, a software 
application currently at top-level focus 3970 in an operating 
system or other environment influences the nature of the 
users focus and task, and the status of a user's attention and 
the application at focus together influence computer-centric 
activities. Such activity includes the stream of user activity 
built from sequences of mouse and keyboard actions and 
higher-level patterns of application usage over broader time 
horizons. Such patterns include e-mail-centric and Word 
processor centric, and referring to prototypical classes of 
activity involving the way multiple applications are inter 
leaved. 

0592 FIG. 40 illustrates a Bayesian model 4000 of a 
users attentional focus among context variables at different 
periods of time. A set of Markov temporal dependencies is 
illustrated by the model 4000, wherein past states of context 
variables are considered in present determinations of the 
user's state. In real-time, such Bayesian models 4000 con 
sider information provided by an online calendar, for 
example, and a stream of observations about room acoustics 
and user activity as reported by an event sensing system (not 
shown), and continues to provide inferential results about 
the probability distribution of a user's attention. 

0593 FIGS. 41 and 42 illustrate methodologies for pro 
viding portions of a notification architecture Such as a 
context analyzer and a notification engine in accordance the 
present invention. While, for purposes of simplicity of 
explanation, the methodologies are shown and described as 
a series of acts, it is to be understood and appreciated that the 
present invention is not limited by the order of acts, as some 
acts may, in accordance with the present invention, occur in 
different orders and/or concurrently with other acts from that 
shown and described herein. For example, those skilled in 
the art will understand and appreciate that a methodology 
could alternatively be represented as a series of interrelated 
states or events, such as in a state diagram. Moreover, not all 
illustrated acts may be required to implement a methodology 
in accordance with the present invention. 
0594) Referring to FIG. 41, a flowchart diagram 4100 
illustrates determining a user's context in accordance with 
the present invention. The process includes determining the 
user's location in 4102, and the user's focus in 4104. These 
acts can be accomplished by one or more of the approaches 
described previously. For example, a profile can be 
employed; a user can specify his or her context: direct 
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measurement of context can be utilized; a set of rules can be 
followed; an inferential analysis, such as via a Bayesian or 
a statistical model, can also be performed. It is to be 
appreciated that other analysis can be employed to deter 
mine a user's context. For example, there can be an inte 
grated video camera source that notes if someone is front of 
the computer and whether or not he or she is looking at the 
computer. It is noted, however, that the system can operate 
with or without a camera. For all of the sources, the system 
can operate with Substantially any input source available, 
not requiring any particular source to inference about con 
text. Furthermore, in other aspects, there can be integrated 
accelerometers, microphones, and proximity detectors on 
small PDAs that give a sense of a user's location and 
attention. 

0595 Referring now to FIG. 42, a flowchart diagram 
4200 illustrates a decision process for a notification engine 
in accordance with an aspect of the present invention. At 
4202, one or more notification Sources generate notifica 
tions, which are received by a notification engine. At 4204, 
a context analyzer generates/determines context information 
regarding the user, which in 4206 is received by the notifi 
cation engine. That is, according to one aspect of the present 
invention, at 4204, the context analyzer accesses a user 
contextual information profile that indicates the user's cur 
rent attentional status and location, and/or assesses real-time 
information regarding the user's current attentional status 
and location from one or more contextual information 
sources, as has been described in the previous sections of the 
description. At 4208, the notification engine determines 
which of the notifications to convey to which of the notifi 
cation sinks, based in part on the context information 
received from the context analyzer. The notification engine 
also makes determinations based on information regarding 
notification parameters of the user as stored by the context 
analyzer. That is, according to one aspect, in 4208, the 
engine performs a decision-theoretic analysis as to whether 
a user should be alerted for a given notification, and how the 
user should be notified. As will be described in more detail 
below, decision-theoretic and/or heuristic analysis, determi 
nations and policies may be employed at 4208. Notification 
parameters regarding the user can be utilized to personalize 
the analysis by filling in missing values or by overwriting 
parameters provided in the schema of Sources or sinks. 
Notification preferences can also provide policies (e.g., 
heuristic) that are employed in lieu of the decision-theoretic 
analysis. Based on this determination, the notification engine 
conveys the notifications to the distributor at 4210. 
0596) In order to provide a context for the various aspects 
of the invention, FIGS. 43 and 44 as well as the following 
discussion are intended to provide a brief, general descrip 
tion of a suitable computing environment in which the 
various aspects of the present invention may be imple 
mented. While the invention has been described above in the 
general context of computer-executable instructions of a 
computer program that runs on a computer and/or comput 
ers, those skilled in the art will recognize that the invention 
also may be implemented in combination with other pro 
gram modules. Generally, program modules include rou 
tines, programs, components, data structures, etc. that per 
form particular tasks and/or implement particular abstract 
data types. Moreover, those skilled in the art will appreciate 
that the inventive methods may be practiced with other 
computer system configurations, including single-processor 
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or multiprocessor computer systems, mini-computing 
devices, mainframe computers, as well as personal comput 
ers, hand-held computing devices, microprocessor-based or 
programmable consumer electronics, and the like. The illus 
trated aspects of the invention may also be practiced in 
distributed computing environments where task are per 
formed by remote processing devices that are linked through 
a communications network. However, some, if not all 
aspects of the invention can be practices on stand alone 
computers. In a distributed computing environment, pro 
gram modules may be locate in both local and remote 
memory storage devices. 

0597. With reference to FIG. 43, an exemplary environ 
ment 4310 for implementing various aspects of the invention 
includes a computer 4312. The computer 4312 includes a 
processing unit 4314, a system memory 4316, and a system 
bus 4318. The system bus 4318 couples system components 
including, but not limited to, the system memory 4316 to the 
processing unit 4314. The processing unit 4314 can be any 
of various available processors. Dual microprocessors and 
other multiprocessor architectures also can be employed as 
the processing unit 4314. 

0598. The system bus 4318 can be any of several types of 
bus structure(s) including the memory bus or memory 
controller, a peripheral bus or external bus, and/or a local bus 
using any variety of available bus architectures including, 
but not limited to, 11-bit bus, Industrial Standard Architec 
ture (ISA), Micro-Channel Architecture (MSA), Extended 
ISA (EISA), Intelligent Drive Electronics (IDE), VESA 
Local Bus (VLB), Peripheral Component Interconnect 
(PCI), Universal Serial Bus (USB), Advanced Graphics Port 
(AGP), Personal Computer Memory Card International 
Association bus (PCMCIA), and Small Computer Systems 
Interface (SCSI). 
0599. The system memory 4316 includes volatile 
memory 4320 and nonvolatile memory 4322. The basic 
input/output system (BIOS), containing the basic routines to 
transfer information between elements within the computer 
4312. Such as during start-up, is stored in nonvolatile 
memory 4322. By way of illustration, and not limitation, 
nonvolatile memory 4322 can include read only memory 
(ROM), programmable ROM (PROM), electrically pro 
grammable ROM (EPROM), electrically erasable ROM 
(EEPROM), or flash memory. Volatile memory 4320 
includes random access memory (RAM), which acts as 
external cache memory. By way of illustration and not 
limitation, RAM is available in many forms such as Syn 
chronous RAM (SRAM), dynamic RAM (DRAM), syn 
chronous DRAM (SDRAM), double data rate SDRAM 
(DDR SDRAM), enhanced SDRAM (ESDRAM), Syn 
chlink DRAM (SLDRAM), and direct Rambus RAM 
(DRRAM). 
0600 Computer 4312 also includes removable/non-re 
movable, Volatile/non-volatile computer storage media. 
FIG. 43 illustrates, for example a disk storage 4324. Disk 
storage 4324 includes, but is not limited to, devices like a 
magnetic disk drive, floppy disk drive, tape drive, JaZ drive, 
Zip drive, LS-100 drive, flash memory card, or memory 
Stick. In addition, disk storage 4324 can include storage 
media separately or in combination with other storage media 
including, but not limited to, an optical disk drive such as a 
compact disk ROM device (CD-ROM), CD recordable drive 
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(CD-R Drive), CD rewritable drive (CD-RW Drive) or a 
digital versatile disk ROM drive (DVD-ROM). To facilitate 
connection of the disk storage devices 4324 to the system 
bus 4318, a removable or non-removable interface is typi 
cally used such as interface 4326. 

0601. It is to be appreciated that FIG. 43 describes 
Software that acts as an intermediary between users and the 
basic computer resources described in Suitable operating 
environment 4310. Such software includes an operating 
system 4328. Operating system 4328, which can be stored 
on disk storage 4324, acts to control and allocate resources 
of the computer system 4312. System applications 4330 take 
advantage of the management of resources by operating 
system 4328 through program modules 4332 and program 
data 4334 stored either in system memory 4316 or on disk 
storage 4324. It is to be appreciated that the present inven 
tion can be implemented with various operating systems or 
combinations of operating systems. 

0602. A user enters commands or information into the 
computer 4312 through input device(s) 4336. Input devices 
4336 include, but are not limited to, a pointing device such 
as a mouse, trackball, stylus, touch pad, keyboard, micro 
phone, joystick, game pad, satellite dish, Scanner, TV tuner 
card, digital camera, digital video camera, web camera, and 
the like. These and other input devices connect to the 
processing unit 4314 through the system bus 4318 via 
interface port(s) 4338. Interface port(s) 4338 include, for 
example, a serial port, a parallel port, a game port, and a 
universal serial bus (USB). Output device(s) 4340 use some 
of the same type of ports as input device(s) 4336. Thus, for 
example, a USB port may be used to provide input to 
computer 4312, and to output information from computer 
4312 to an output device 4340. Output adapter 4342 is 
provided to illustrate that there are some output devices 
4340 like monitors, speakers, and printers, among other 
output devices 4340, that require special adapters. The 
output adapters 4342 include, by way of illustration and not 
limitation, video and Sound cards that provide a means of 
connection between the output device 4340 and the system 
bus 4318. It should be noted that other devices and/or 
systems of devices provide both input and output capabili 
ties such as remote computer(s) 4344. 

0603 Computer 4312 can operate in a networked envi 
ronment using logical connections to one or more remote 
computers, such as remote computer(s) 4344. The remote 
computer(s) 4344 can be a personal computer, a server, a 
router, a network PC, a workstation, a microprocessor based 
appliance, a peer device or other common network node and 
the like, and typically includes many or all of the elements 
described relative to computer 4312. For purposes of brev 
ity, only a memory storage device 4346 is illustrated with 
remote computer(s) 4344. Remote computer(s) 4344 is 
logically connected to computer 4312 through a network 
interface 4348 and then physically connected via commu 
nication connection 4350. Network interface 4348 encom 
passes communication networks Such as local-area networks 
(LAN) and wide-area networks (WAN). LAN technologies 
include Fiber Distributed Data Interface (FDDI), Copper 
Distributed Data Interface (CDDI), Ethernet/IEEE 1102.3, 
Token Ring/IEEE 1102.5 and the like. WAN technologies 
include, but are not limited to, point-to-point links, circuit 
switching networks like Integrated Services Digital Net 
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works (ISDN) and variations thereon, packet switching 
networks, and Digital Subscriber Lines (DSL). 
0604 Communication connection(s) 4350 refers to the 
hardware/software employed to connect the network inter 
face 4348 to the bus 4318. While communication connection 
4350 is shown for illustrative clarity inside computer 4312. 
it can also be external to computer 4312. The hardware/ 
Software necessary for connection to the network interface 
4348 includes, for exemplary purposes only, internal and 
external technologies Such as, modems including regular 
telephone grade modems, cable modems and DSL modems, 
ISDN adapters, and Ethernet cards. 
0605 FIG. 44 is a schematic block diagram of a sample 
computing environment 4400 with which the present inven 
tion can interact. The system 4400 includes one or more 
client(s) 4410. The client(s) 4410 can be hardware and/or 
Software (e.g., threads, processes, computing devices). The 
system 4400 also includes one or more server(s) 4430. The 
server(s) 4430 can also be hardware and/or software (e.g., 
threads, processes, computing devices). The servers 4430 
can house threads to perform transformations by employing 
the present invention, for example. One possible communi 
cation between a client 4410 and a server 4430 may be in the 
form of a data packet adapted to be transmitted between two 
or more computer processes. The system 4400 includes a 
communication framework 4450 that can be employed to 
facilitate communications between the client(s) 4410 and the 
server(s) 4430. The client(s) 4410 are operably connected to 
one or more client data store(s) 4460 that can be employed 
to store information local to the client(s) 4410. Similarly, the 
server(s) 4430 are operably connected to one or more server 
data store(s) 4440 that can be employed to store information 
local to the servers 4430. 

0606 What has been described above includes examples 
of the present invention. It is, of course, not possible to 
describe every conceivable combination of components or 
methodologies for purposes of describing the present inven 
tion, but one of ordinary skill in the art may recognize that 
many further combinations and permutations of the present 
invention are possible. Accordingly, the present invention is 
intended to embrace all Such alterations, modifications and 
variations that fall within the spirit and scope of the 
appended claims. Furthermore, to the extent that the term 
“includes is used in either the detailed description or the 
claims, such term is intended to be inclusive in a manner 
similar to the term "comprising as "comprising is inter 
preted when employed as a transitional word in a claim. 

What is claimed is: 
1. A subscription modeling system, comprising: 
a query processor that receives Subscription query and 

Subscriber information and transforms the query and 
Subscriber information into data; 

an index component that propagates at least one database 
with the transformed data; and 

a matching component that associates the transformed 
data with event data to generate a database of notifi 
cation data that can be delivered to subscribers, the 
matching component comprising an inference engine 
that facilitates inferring how data should be joined 
pursuant to Subscriber preferences. 
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2. The system of claim 1, the matching component 
employing a set of match rules to associate the transformed 
data. 

3. The system of claim 1, employing a SQL server that 
performs a data join operation in connection with generation 
of the notification data. 

4. The system of claim 1, the query processor parsing the 
information and abstracting at least portions of the parsed 
information into data fields. 

5. The system of claim 4, the data fields being propagated 
with subscriber or event specific data. 

6. A method that facilitates providing notifications of 
information to recipients comprising: 

storing Subscription queries as data; 

storing event information as data; 
upon a notification event occurring performing a join 

operation on the Subscription query data and the event 
data to produce notification data; 

formatting the notification data; and 

delivering the formatted notification data, the formatted 
notification data being delivered via a delivery channel, 
the delivery channel being an intermediary between a 
notification services application and a delivery service. 

7. The method of claim 6, further comprising propagating 
a notification database with the notification data. 

8. The method of claim 6, the join operation being a SQL 
join of a Subscription query data table and an event data 
table. 

9. The method of claim 6 further comprising employing 
match rules to effect the join operation. 

10. A method of Subscription modeling, comprising: 

providing an interface for an application developer to 
create an application definition file (ADF) in connec 
tion with modeling a subscription application; 

providing for an application developer to define metadata 
nodes; and 

providing for an application developer to prepare a Sub 
Scription management application that allows users to 
subscribe to a subscription service and receive notifi 
cations, the Subscription management application 
accepts and validates information about a Subscriber, 
target devices that the Subscriber is using for notifica 
tion delivery, and Subscriptions that specify informa 
tion that the subscriber would like to receive. 

11. The method of claim 10, further comprising specify 
ing one or more event classes in the application definition 
file, the event class(es) corresponding to particular event 
types accepted by the application. 

12. The method of claim 10, further comprising specify 
ing one or more notification classes in the application 
definition file, the notification class(es) corresponding to one 
particular kind of notification generated by the application. 

13. The method of claim 10, further comprising specify 
ing one or more Subscription classes in the application 
definition file, the Subscription class(es) corresponding to 
one particular kind of Subscription accepted by the applica 
tion. 
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14. The method of claim 13, wherein specifying the 
Subscription class(es) includes writing rules, which are 
Transact-SQL statements that either generate notifications, 
or update chronicle tables. 

15. The method of claim 14, the rules being invoked when 
an event provider submits a new batch of events or on a 
scheduled basis. 

16. The method of claim 10, further comprising defining 
an event provider that monitors an external entity and 
generates an event upon an action occurring. 

17. The method of claim 10, wherein the ADF comprises 
event definitions that specify structure of at least one of: 
event data, event providers that collect data, and structure 
event chronicles used by a notification Subscription appli 
cation. 
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18. The method of claim 10, wherein the ADF comprises 
notification definitions that specify structure of at least one 
of structure of raw notification data, formatting for mes 
sages that will be sent to subscribers, and delivery protocols 
used to send the messages. 

19. The method of claim 10, wherein the ADF comprises 
Subscription logic that defines how Subscriptions are evalu 
ated. 

20. The method of claim 19, wherein the subscription 
logic being parameterized so that individual Subscriptions 
can personalize the Subscription logic. 


