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(57) ABSTRACT 

An advertising system determines the context of a user 
accessing a publication media (e.g., an online web site). The 
advertising system retrieves candidate advertisements from 
one or more databases based on the user's context (e.g., a user 
search request). The advertising system selects particular 
advertisements and then sends them to the user (e.g. for 
display on the user's terminal or device). 
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SELECTING ADVERTISEMENTS FROM ONE 
ORMORE DATABASES FOR SENDING TO A 

PUBLISHER 

FIELD OF THE TECHNOLOGY 

0001. At least some embodiments disclosed herein relate 
to advertising systems in general, and more particularly, but 
not limited to, selecting one or more advertisements from one 
or more databases for sending at least one advertisement to a 
publisher. 

BACKGROUND 

0002 The Internet, cellular communication systems, tele 
vision, newspaper, etc., provide diverse communication 
media channels through which people may receive informa 
tion and/or communicate with one another. 
0003 For example, people may use a website to chrono 
logically publish personal thoughts and web links. Such a 
web site may be referred to as a blog. Another website may be 
used to search for information (e.g., Google's search web 
site). Yet other websites may be used for interacting with 
online Social networks (e.g., Facebook's Social website). 
0004. When a user interacts with one of the foregoing 
websites, or others, using a user terminal or user device (e.g., 
a laptop computer or an iPhone telecommunication device), 
advertisements (sometimes referred to herein as simply 
“ads') are often presented for display to the user. These ads 
are sometimes presented in response to a user request (e.g., a 
search request), and in other cases are presented even without 
any particular request or action by the user (e.g., an ad pre 
sented when an webpage is first loaded onto a user's device). 
0005 Advertisements may also be presented to users (e.g., 
potential customers) that communicate using other forms of 
media. In addition to websites, users may receive information 
and communicate, for example, via cellular phones or other 
mobile devices, television or video devices, and even through 
traditional print media (e.g., where the user is a reader of the 
print media, and then later takes an action online using infor 
mation found in the print media). 
0006 Publishers of the various foregoing forms of media 
often make decisions to select particular ads for particular 
users or readers. A publisher usually selects ads that will be 
most effective for attracting business from the user to the 
service or product provider that has sponsored an advertise 
ment accompanying or presented during the user's interaction 
on or with the media. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0007. The embodiments are illustrated by way of example 
and not limitation in the figures of the accompanying draw 
ings in which like references indicate similar elements. 
0008 FIG. 1 shows a system for selecting an advertise 
ment using an advertising platform and presenting the adver 
tisement to a user according to one embodiment. 
0009 FIG. 2 shows the structure of an advertising plat 
form according to one embodiment. 
0010 FIG. 3 shows an example of a web page having 
advertisements according to one embodiment. 
0011 FIG. 4 shows the sorting of advertisements prior to 
sending to publishers according to one embodiment. 
0012 FIG.5 shows an example of weighted advertisement 
rotation according to one embodiment. 
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0013 FIG. 6 shows a system for communications between 
user terminals, publishers, and the advertising platform of 
FIG. 1 according to one embodiment. 
0014 FIG. 7 shows a block diagram of a data processing 
system which can be used in various embodiments. 
0015 FIG. 8 shows a block diagram of a user terminal or 
device according to one embodiment. 
0016 FIG. 9 shows a method to select an advertisement 
from at least one database using the advertising system of 
FIG. 1 according to one embodiment. 

DETAILED DESCRIPTION 

0017. The following description and drawings are illustra 
tive and are not to be construed as limiting. Numerous specific 
details are described to provide a thorough understanding. 
However, in certain instances, well known or conventional 
details are not described in order to avoid obscuring the 
description. References to one or an embodiment in the 
present disclosure are not necessarily references to the same 
embodiment; and, Such references mean at least one. 
0018 Reference in this specification to “one embodiment' 
or “an embodiment’ means that a particular feature, structure, 
or characteristic described in connection with the embodi 
ment is included in at least one embodiment of the disclosure. 
The appearances of the phrase “in one embodiment” in vari 
ous places in the specification are not necessarily all referring 
to the same embodiment, nor are separate or alternative 
embodiments mutually exclusive of other embodiments. 
Moreover, various features are described which may be 
exhibited by some embodiments and not by others. Similarly, 
various requirements are described which may be require 
ments for some embodiments, but not other embodiments. 
0019. As used herein a "pay-per-call advertisement” is an 
advertisement for which some form of compensation is pro 
vided on a per call basis (e.g., a payment by a service provider 
for each call made to the service provider in response to an 
online advertisement seen by a user on a user terminal). For 
example, the compensation may be in the form of a cash 
payment or credit (e.g., made online via a computer system). 
Examples of pay-per-call advertisements and systems there 
for are described in U.S. Patent Application Publication No. 
2007/0162334, published Jul. 12, 2007 (titled “SYSTEMS 
AND METHODS TO CONVERTA CALL GENERATED 
FROMAN ADVERTISEMENT by Altberg et al.), which is 
hereby incorporated by reference in its entirety. 
0020 Systems and methods to select one or more adver 
tisements from one or more databases for sending at least one 
advertisement (e.g., as a set of advertisement units) to a pub 
lisher (e.g., through an application programming interface 
accessed by a computer server of the publisher) are described 
below. In one embodiment, a method implemented in a data 
processing system includes: determining a user context; 
retrieving, via the data processing system, candidate adver 
tisements from at least one advertisement database to create 
an advertisement candidate pool, the retrieving based on the 
user context; selecting, via the data processing system, a set of 
advertisements from the advertisement candidate pool; and 
sending the set of advertisements. 
0021. The determining the user context may include iden 
tifying a user as belonging to a demographic category (e.g., a 
young mother), and the retrieving may be based on the demo 
graphic category (e.g., selecting advertisements for baby 
products or services). In one example, the set of advertise 
ments are provided in reply to an ad request (also referred to 
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Sometimes as a specific ad call). The ad request may include 
a search term, location, and a number of ads requested. The 
location may be the user location, or may be another location 
provided by the publisher for other business reasons or goals. 
0022. In one embodiment, the determining the user con 
text comprises receiving a first advertisement request com 
prising user search data corresponding to a search request of 
a user, where the user search data includes a search term. The 
retrieving is based on the search term, and the sending of the 
set of advertisements is in reply to the first advertisement 
request. In one embodiment, the user search data further 
includes a search location, and the retrieving is further based 
on the search location. 

0023. In one embodiment, the method further comprises 
logging performance data regarding user interactions with the 
set of advertisements, and adding the performance data to an 
historical performance database. The retrieving is performed 
further based on the data in the historical performance data 
base (e.g., to improve advertisement effectiveness based on 
feedback from actual user purchases or contacts with adver 
tisers). The method may include providing an annotation to 
each advertisement in the set of advertisements for use in 
tracking each respective advertisement, and receiving track 
ing data corresponding to each respective advertisement. 
0024. In one embodiment, the selecting of the set of adver 
tisements comprises scoring advertisements in the advertise 
ment candidate pool according to a ranking function. In one 
embodiment, the selecting the set of advertisements com 
prises selecting the set of advertisements using weighted 
advertisement rotation. In one embodiment, the selecting the 
set of advertisements comprises sorting advertisements in the 
advertisement candidate pool into at least a first bucket and a 
second bucket, and the selecting further comprises associat 
ing the first bucket with a higher advertisement selection 
priority than the second bucket. 
0025. In one embodiment, the at least one advertisement 
database comprises a first database and a second database, the 
first database storing Subscription advertisements and the 
second database storing pay-per-call advertisements. The 
first advertisement request may be a request for a subscription 
advertisement from a first publisher. The method may further 
comprise receiving a second advertisement request for a pay 
per-call advertisement from a second publisher, wherein the 
first and second requests are received using a common appli 
cation programming interface (API) Supported by the data 
processing system. This is in contrast to prior systems that use 
multiple APIs, one for each type of advertisement desired by 
a publisher. 
0026. In one embodiment, the sending the set of advertise 
ments comprises sending the set of advertisements to a pub 
lisher, and the method further comprises eliminating adver 
tisement candidates from consideration for the advertisement 
candidate pool that are not in compliance with business rules 
provided by the publisher prior to the retrieving. For example, 
aparticular publisher may require that no adult product adver 
tisements, or advertisements from particular competitors, be 
sent to the publisher. 
0027. In one embodiment, the method may further com 
prise receiving, via the data processing system, advertise 
ments from an advertiser, and storing the advertisements from 
the advertiser in the at least one database. The first advertise 
ment requestis received through an application programming 
interface, and the advertisements from the advertiser are 
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received, via a data processing system (e.g., a web server) of 
the publisher, through the application programming inter 
face. 

0028. In another system embodiment, a data processing 
system includes memory (e.g., hard drives or flash memory) 
storing at least one advertisement database (e.g., two or more 
databases, each storing a particular format or type of adver 
tisement record). The data processing system includes at least 
one processor coupled to access the memory (e.g. via local 
addressing, a local area network, or via a link over the Inter 
net). The at least one processor is configured to determine a 
user context; retrieve candidate advertisements from the at 
least one advertisement database to in order to create an 
advertisement candidate pool, the retrieving based on the user 
context; select a set of advertisements from the advertisement 
candidate pool; and send the set of advertisements. 
0029. The disclosure below includes various methods and 
apparatuses which perform these methods, including data 
processing systems which perform these methods, and com 
puter readable media containing instructions which when 
executed on data processing systems cause the systems to 
perform these methods. Other features will be apparent from 
the accompanying drawings and from the detailed description 
which follows. 

0030 FIG. 1 shows a system 101 for selecting one or more 
advertisements using an advertising platform 102 and pre 
senting the advertisement(s) to a user (e.g., via a social media 
publisher's website) according to one embodiment. Publish 
ers 104,106 each may access advertising platform 102 via an 
application programming interface (API) 108. Publishers 
104, 106 may send requests for advertisements to platform 
102. These requests may relate in this embodiment to user 
requests by users operating user terminals 141,143, in which 
one of the users makes a search request to a server of publisher 
104 or 106. One example of a user request is a search request 
by a user seeking information about a particular topic (e.g., 
the user enters a text search term into an input device of a user 
terminal, which search term is sent by the publisher to adver 
tising platform 102). 
0031. In response to the ad request sent to platform 102, 
one or more databases 110, 116 are queried in order to retrieve 
ads that may be suitable for responding to thead request. Each 
database 110, 116 may store ad units 114, 116. Alternatively, 
only a portion of an ad unit may be stored in database 110. 
116, and the ad units 114, 116 may be finally assembled by 
platform 102 just before sending to publishers 104, 106. In 
one example, database 110 stores pay-per-call advertise 
ments, and database 112 stores Subscription advertisements. 
0032. In one embodiment, database 116 stores a list of ads 
for each category/geographic combination associated with ad 
requests. This database provides, for example, candidate Sub 
scription ads for the advertising candidate pool 210 (see FIG. 
2) discussed in more detail below. The user search data 
received from a publisher in an ad request includes a search 
location of a user on a user terminal. These ads are retrieved 
from the database at least in part based on this search location. 
The ad request also further includes the number of ads desired 
by the publisher. 
0033. The advertisements stored in databases 110, 116 
may be provided from advertisers 118, 120. Advertisers 118, 
120 may access platform 102 directly (e.g., via an API), or 
publishers 104,106 may accept desired ads from advertisers 
118, 120, and then publishers 104,106 may provide the ads to 
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platform 102 on behalf of advertisers 118, 120. Ads may also 
be provided from other sources. 
0034. In reply to the ad request, selected advertisements 
(e.g., in the form of ad units 114, 116) are sent to the request 
ing publisher 104 or 106. The selected ads are assembled by 
publishers 104,106 into, for example, a web page that will be 
provided to a user in response to a user search request. 
0035. In general, publishers 104,106 may maintain media 
channels of many various types including websites selling 
products or services, or Social network websites, mobile 
media, cable and satellite television, video distribution, and 
print (e.g., newspapers and magazines). Advertising platform 
102 may select advertisements from databases 114, 116 that 
are most appropriate for the media type of a publisher. 
0036. The advertisements sent to a publisher may corre 
spond to various types of ad products including, for example, 
pay-per-call ads, presence ads, cost per click, or cost per 
impression. In one embodiment, advertising platform 102 is 
able to serve ad products (e.g., display ads, Internet Yellow 
Pages Subscription ads, pay-per-call ads, cost-per-click/im 
pression products) in different types of medium (e.g., print, 
web, mobile, video, television, and social) across multiple 
platforms (e.g., vendors, publishers, YP.com, and pay-per 
callads). 
0037 FIG. 2 shows the structure of advertising platform 
102 according to specific one embodiment. Ads retrieved 
from databases 110 and 112 are assembled into an initial 
candidate pool 210. These are ads that are expected to be 
eligible for use with the ad request from publisher 104,106. 
0038 An advertisement filtering process 218 runs on plat 
form 102, and may use logic stored on platform 102 to narrow 
or reduce the size of the initial candidate pool. For example, 
filtering process 218 may narrow the pool based on particular 
configuration requests or characteristics of a given publisher. 
The narrowed ad pool thereby provides a set of ad listings that 
will be the final candidate pool from which ads are selected 
for sending to a requesting publisher 104,106. 
0039. An advertisement selection process 212 runs on 
platform 102 and is applied to the final candidate pool that 
was obtained from the filtering process 218 above. In one 
embodiment, selection process 212 sorts and rotates candi 
date ads in candidate pool 210 with varying algorithms. This 
sorting, rotation, and particular algorithms may be configured 
for each particular publisher that interacts with platform 102. 
0040 Selection process 212 may use user search data 216, 
which is obtained from a publisher based on a search request 
from a user, to customize the particular ads that will be sent to 
a publisher. Also, business rules 214 may be used by selection 
process 212 in order to determine an ordering or priority with 
which ads will be sent from candidate pool 210 to a publisher. 
These business rules 214 may be provided by a publisher, for 
example, when configuring an account for the publisher with 
advertising platform 102, and also may be periodically 
updated by the publisher. Business rules 214 may place 
restrictions on the types or categories of ads that may be sent 
to a publisher in response to ad requests. 
0041. In one embodiment, advertisement selection pro 
cess 212 chooses which, if any, of the available ads in candi 
date pool 210 should be shown for a given ad request. The 
considerations may include relevance (e.g., what is the appli 
cable user looking for or interested in), as well as business 
rules 214 (e.g., rules related to the amount paid by a certain 
advertiser for the showing of its ads). 
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0042. In this embodiment, when a large ad pool 210 is 
present, the pool 210 is narrowed down to minimize the 
amount of processing required by platform 210. In some 
embodiments, to all of the candidate ads are scored according 
to some ranking function, the list of all ads is sorted by that 
score, and then ads are selected from the top of this list as 
needed to satisfy an ad request. In some embodiments, further 
details may be used to narrow the list of ads, including elimi 
nating ads that have already been shown to the specific user 
associated with the ad request. 
0043. An example of a scoring algorithm is one based on 
the cost that the advertiser is willing to pay for advertise 
ments. The advertisers that pay the highest amount will have 
their ads appear most often. For a cost-per-impression (CPM) 
ad product, this is readily implemented. For a performance 
product (e.g., a pay-per-click advertising model, etc.), the 
business value depends on the likelihood that the user will 
click on thead, multiplied by the revenue value of the click. In 
Such a scenario, identifying ads that the user is most likely to 
click may be a key part of the scoring function. As platform 
102 is better able to predict click-through rates, the more 
readily platform 102 can optimize ad impressions to increase 
CWU 

0044 A logging process 220 may also run on platform 
102. Performance data may be received and logged that indi 
cates and records (in historical data records for future refer 
ence) the manner in which a user interacts with the advertise 
ments that were sent to the publisher (and that are ultimately 
viewed by the user). This data may be added to an historical 
performance database storedator accessible by platform 102. 
The retrieving of ads from databases 110, 112 may further be 
based on the data in the historical performance database. An 
annotation may be provided on each advertisement in the set 
of advertisements sent to the publisher for use in tracking 
each advertisement. The tracking data corresponding to each 
advertisement may be received directly by advertising plat 
form 102 or via data from a publisher. 
0045 AS examples of tracking and logging, tracking data 
may be provided to platform 102 in call-backs from a pub 
lisher's server (e.g., including information about which ads 
the publisher decided to show to users), or in call-backs from 
an end user's Internet browser (e.g., when a tracking pixel is 
rendered on a display of the user terminal, or when the user 
clicks on a link having a click wrapper, the user's request is 
routed through a server of platform 102 before being for 
warded to its final destination so that platform 102 is able to 
count and log the click). 
0046 For pay-per-callads, calls may be logged in to a call 
center in communication with platform 102. Based on the 
phone number that was dialed by a user, platform 102 is able 
to track the call back to a publisher and advertiser. Historical 
tracking data may be used, for example, to determine user 
preferences such as that people don’t like certain ads (maybe 
for unknown reasons). Future ad delivery and distribution 
curves may be adjusted based on this feedback. 
0047 FIG. 3 shows an example of a web page 302 having 
advertisements displayed to a user on a user terminal accord 
ing to one embodiment. An advertising area 304 presents a 
listing of the set of advertisements sent from platform 102 to 
publisher 104, 106. Advertising area 304 includes a number 
of ad units 308. These correspond to, but are not necessarily 
identical to, ad units 114, 116 retrieved by, or finally 
assembled at, advertising platform 102. A set of listings 306 
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are non-sponsored (e.g., free) search results presented in 
response to a search request of a user viewing web page 302 
on a user terminal 141. 
0048 FIG. 4 shows the sorting of advertisements prior to 
sending to publishers according to one embodiment. The final 
ads in candidate pool 210 (after any use of filtering process 
218) are sorted. In particular, layering is applied to the final 
ads in pool 210. The ads in pool 210 are sorted into different 
buckets (or layers) for each publisher. For example (Buckets 
1,2,3 for publisher 104; or Buckets 1,2,3 for publisher 106). 
0049. Different priority levels are created (corresponding 

to each bucket) as to which ads should be sent to a publisher 
before other ads. For example, if it is desired that pay-per-call 
ads are sent first, then the pay-per-call (PPC) ads in the can 
didate pool 210 would be sorted into the first bucket (Bucket 
1), and all other ads in pool 210 may be sorted into Bucket 2. 
Bucket 3 may be used for yet further sorting by another type 
of ad. In one embodiment, this sorting into buckets will 
always take precedence over any other rules when selecting 
ads to send in response to an ad request. 
0050. Now, within a particular bucket (e.g., Bucket 1), an 
intermediate sorting algorithm may be applied to further 
select a set of advertisements. The algorithm may be, for 
example, a weighted ad rotation algorithm (discussed in more 
detail below), or the assigning of tiers and points to the ads in 
candidate pool 210. Other sorting criteria may include sorting 
by yield or based on predictions of revenue for a particular 
advertisement. 
0051. Then, ads are selected primarily from the highest 
priority bucket (obtained from the intermediate sorting 
above) and used in a priority order. As one example, if three 
ads are needed for an ad request, and there are two buckets 
from the sorting above, then two ads may be taken from the 
first bucket and one ad from the second bucket in order to 
fulfill the ad request. The one ad from the second bucket 
would be based on the intermediate sorting logic being 
applied in that bucket (note that the intermediate Sorting logic 
may be different for each bucket). 
0052. After the final ads for delivery are selected per the 
above approach, then a final sort may be done based on the 
particular business requirements of the publisher. These 
requirements may relate to any one of several Sorting mecha 
nisms. For a given publisher, the ads from a bucket may 
merely be randomized, or ads may be sorted by tiers and 
points (e.g., a point score based on certain business factors 
Such as product features purchased) for contractual reasons, 
or there may be some other final sort order imposed on the set 
of advertisements sent to the publisher. In some embodi 
ments, this final sorting may also include sorting by distance 
of a service (e.g., a restaurant) from a user's current location, 
or by spending data (e.g., higher spending by a particular 
publisher, thus providing higher revenues), or other factors 
Such as conversion probability. 
0053 FIG.5 shows an example of weighted advertisement 
rotation according to one embodiment, which may be applied 
to advertisements in a given bucket (e.g., Bucket 1) as 
described above. A fixed sort 502 and a weighted sort 504 are 
illustrated—each sort may correspond to ads in a bucket from 
the sorting discussed above. In fixed sort 502, advertisers 118 
and 120 are sorted based on a points score. In weighted sort 
504 a weighted advertisement rotation is used that assigns 
weights to the ads based on relative spending by each adver 
tiser, and rotates ad impressions based on that assigned 
weight (i.e., ads with higher weights receive more impres 
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sions). In one embodiment, ads that receive more (or less) 
total traffic relative to their assigned weights are sent to pub 
lishers in a manner so that they are given less (or more) 
impressions to users. 
0054. In one embodiment, the weights are based upon 
points, and the churn propensity for a given advertiser and the 
total click Volume (across all traffic sources) can be used to 
vary the assigned weights up or down. Platform 102 may also 
segment advertising traffic by algorithm and/or by publisher 
to test the impact on traffic distribution curves across different 
configurations. 
0055. In another embodiment, ads from candidate pool 
210 are sorted into different buckets. Based upon the spin of 
an ad and other factors, the ads are all weighted and then 
randomly picked from a bucket based upon these weights. For 
example, a given bucket may include both pay-per-call and 
Subscription ads. Further, this approach can be turned on or 
off for each publisher. 
0056. In one embodiment, for fixed sort 502 each adver 
tiser has a number of points based on the amount it is paying 
for its advertisement. For weighted sort 504 the order of the 
ads will be shifted around for various reasons (e.g., various 
reasons as discussed herein). Here, advertiser 4 is placed in 
the top slot for this particular search request. Advertiser 1 has 
already been delivered all of the impressions that were prom 
ised, so a lower ordering is used for this ad request. 
0057. In one embodiment, advertising platform 102 
handles publisher and ad specific rules without requiring code 
changes by use of a configuration mechanism. At the configu 
ration level rules may be defined on platform 102 for each 
publisher, for example, using JavaScript object notation 
(JSON). Some publishers may always place pay-per-callads 
first because these achieve the best monetization. Other pub 
lishers may place Subscription or other ads into thead rotation 
so that there is rotation between two types of ads. Platform 
102 lets each publisher control whether certain types of ads 
are boosted in priority over other types of ads. For example, 
ads from competitors may be placed fairly low into the admix 
(e.g., by putting these ads into a lower priority bucket, or 
mixing the ads in a bucket in with a lower weight). This may 
be handled through this configuration mechanism. In some 
embodiments, a publisher may only prefer ads which have 
phone numbers, or physical addresses, as the publisher may 
believe that these types of ads create more value for users 
visiting its website. 
0.058 FIG. 6 shows a system for communications between 
user terminals, publishers, and the advertising platform 102 
according to one embodiment. In FIG. 6, the user terminals 
(e.g., 141, 143, . . . , 145) are used to access websites of 
publishers 104 and 106 over a communication network 121 
(e.g., the Internet, a local area network, or a wide area net 
work). 
0059. The user terminals may also access other websites, 
for example an online social network site 123 over commu 
nication network 121. The user terminals may access yet 
other websites (not shown). Publishers 104 and/or 106 also 
communicate with advertising platform 102 over communi 
cation network 121. Advertising platform 102 may also com 
municate with ad databases 110, 112 over communication 
network 121. Advertising platform 102 sends advertisements 
to publishers 104, 106, which send a web page to a user 
terminal for display of the web page to the user, which 
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includes one or more of these advertisements as determined 
by the publisher when rendering the web page for sending to 
the user terminal. 
0060. The publishers 104 and 106 and/or online social 
network site 123 may include one or more web servers (or 
other types of data communication servers) to communicate 
with the user terminals (e.g., 141, 143, ..., 145). The online 
Social network site 123 is connected to a data storage facility 
to store user provided content 129, such as multimedia con 
tent 131, preference data 135, etc. 
0061. In FIG. 6, the users may use the terminals (e.g., 141, 
143, . . . , 145) to make implicit or explicit search or other 
requests for services. The user selections can be used as 
implicit recommendations. The publishers 104 or 106 may 
send information related to these requests to advertising plat 
form 102. A search request may be seeking information 
regarding services at a certain location. 
0062. In one embodiment, the user terminal (e.g., 141, 
143, ..., 145) can also be used to submit multimedia content 
(e.g., 131). For example, in one embodiment, the user termi 
nal includes a digital still picture camera, or a digital video 
camera. At a transition point, the user terminal can be used to 
create multimedia content for sharing with friends in the 
online social network 123. 
0063 Alternatively, the multimedia content can be created 
using a separate device and loaded into the online Social 
network 123 using the user terminal (e.g., 141,143,..., 145). 
The users may manually tag the multimedia content with 
personal data or data related to the user's current experience at 
a location. 
0064. Although FIG. 6 illustrates an example system 
implemented in client server architecture, embodiments of 
the disclosure can be implemented in various alternative 
architectures. For example, the publishers 104 and 106, and 
online social network 123 can be implemented via a peer to 
peer network of user terminals, where the multimedia content 
and other data are shared via peer to peer communication 
connections. 
0065. In some embodiments, a combination of client 
server architecture and peer to peer architecture can be used, 
in which one or more centralized server may be used to 
provide some of the information and/or services and the peer 
to peer network is used to provide other information and/or 
services. Thus, embodiments of the disclosure are not limited 
to a particular architecture. 
0066 FIG. 7 shows a block diagram of a data processing 
system which can be used in various embodiments. While 
FIG. 7 illustrates various components of a computer system, 
it is not intended to represent any particular architecture or 
manner of interconnecting the components. Other systems 
that have fewer or more components may also be used. 
0067. In FIG. 7, the system 201 includes an inter-connect 
202 (e.g., bus and system core logic), which interconnects a 
microprocessor(s) 203 and memory 208. The microprocessor 
203 is coupled to cache memory 204 in the example of FIG. 
7 

0068. The inter-connect 202 interconnects the micropro 
cessor(s) 203 and the memory 208 together and also inter 
connects them to a display controller and display device 207 
and to peripheral devices such as input/output (I/O) devices 
205 through an input/output controller(s) 206. Typical I/O 
devices include mice, keyboards, modems, network inter 
faces, printers, Scanners, video cameras and other devices 
which are well known in the art. 

May 10, 2012 

0069. The inter-connect 202 may include one or more 
buses connected to one another through various bridges, con 
trollers and/or adapters. In one embodiment the I/O controller 
206 includes a USB (Universal Serial Bus) adapter for con 
trolling USB peripherals, and/or an IEEE-1394 bus adapter 
for controlling IEEE-1394 peripherals. 
(0070. The memory 208 may include ROM (Read Only 
Memory), and volatile RAM (Random Access Memory) and 
non-volatile memory. Such as hard drive, flash memory, etc. 
0071 Volatile RAM is typically implemented as dynamic 
RAM (DRAM) which requires power continually in order to 
refresh or maintain the data in the memory. Non-volatile 
memory is typically a magnetic hard drive, a magnetic optical 
drive, oran optical drive (e.g., a DVD RAM), or other type of 
memory system which maintains data even after power is 
removed from the system. The non-volatile memory may also 
be a random access memory. 
0072 The non-volatile memory can be a local device 
coupled directly to the rest of the components in the data 
processing system. A non-volatile memory that is remote 
from the system, such as a network storage device coupled to 
the data processing system through a network interface Such 
as a modem or Ethernet interface, can also be used. 
0073. In one embodiment, a data processing system as 
illustrated in FIG. 7 is used to implement advertising platform 
102, servers for publishers 104, 106, online social network 
site 123, and/or other servers, such as a server to Support 
various advertisement databases. 
0074. In one embodiment, a data processing system as 
illustrated in FIG. 7 is used to implement a user terminal. A 
user terminal may be in the form of a personal digital assistant 
(PDA), a cellular phone, a notebook computer or a personal 
desktop computer. 
0075. In some embodiments, one or more servers of the 
system can be replaced with the service of a peer to peer 
network of a plurality of data processing systems, or a net 
work of distributed computing systems. The peer to peer 
network, or a distributed computing system, can be collec 
tively viewed as a server data processing system. 
0076 Embodiments of the disclosure can be implemented 
via the microprocessor(s) 203 and/or the memory 208. For 
example, the functionalities described can be partially imple 
mented via hardware logic in the microprocessor(s) 203 and 
partially using the instructions stored in the memory 208. 
Some embodiments are implemented using the microproces 
sor(s) 203 without additional instructions stored in the 
memory 208. Some embodiments are implemented using the 
instructions stored in the memory 208 for execution by one or 
more general purpose microprocessor(s) 203. Thus, the dis 
closure is not limited to a specific configuration of hardware 
and/or software. 
0077 FIG. 8 shows a block diagram of a user terminal or 
device according to one embodiment. In FIG. 8, the user 
device includes an inter-connect 221 connecting the presen 
tation device 229, user input device 231, a processor 233, a 
memory 227, a position identification unit 225 and a commu 
nication device 223. 
(0078. In FIG. 8, the position identification unit 225 is used 
to identify a geographic location of the user (e.g., a location 
may be provided to publisher 104 from user terminal 141 
when a user makes a search request). The position identifica 
tion unit 225 may include a satellite positioning system 
receiver, such as a Global Positioning System (GPS) receiver, 
to automatically identify the current position of the user 
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device. Alternatively, an interactive map can be displayed to 
the user; and the user can manually select a location from the 
displayed map. 
0079. In FIG. 8, the communication device 223 is config 
ured to communicate with publisher 104 or 106, or an online 
Social network 123 to provide user data content tagged with 
other data provided by the user or automatically provided by 
the user terminal. The user input device 231 may include a 
text input device, a still image camera, a video camera, and/or 
a sound recorder, etc. 
0080 FIG. 9 shows a method 902 to select an advertise 
ment from at least one database using advertising system 102 
of FIG. 1 according to one embodiment. In block 904, a user 
context is determined. In block 906, advertising platform 102 
retrieves candidate advertisements from one or more adver 
tisement databases to create an advertisement candidate pool. 
The user context is used in this retrieving. 
0081. In block 908, a set of advertisements is selected 
from the advertisement candidate pool (e.g., the ads are 
selected in order to reply to an ad request from a publisher 
prompted by a user search request). In block 910, the set of 
advertisements is sent from advertising platform 102 to pub 
lisher 104 or 106. 
0082 In one embodiment, in addition to selecting ads 
based on user context, the ad selection may be further based 
on user location. As an example of geographic relevance, 
consideration is given to how ads will perform for a given ad 
request in part based on the location of the user. For example, 
a distinction is made between direct and indirect matches so 
that if a user is searching for pizza in Glendale, then an ad for 
a pizza place in Glendale will perform better than an ad for a 
pizza place in a nearby city. So, a direct match (e.g., either a 
city name or a Zip code) is given a higher priority over factors 
that are only an indirect match (this is direct and indirect 
layering). 
0083. In one embodiment, ads are generally selected so 
that the advertiser's location is closer to what the user is 
searching for. Advertisers only pay for presence when using 
Subscription ad products, and not for specific impressions or 
specific value of any kind. So, the advertising space is 
expanded somewhat in order to distribute the ad traffic better 
for these particular advertisers. Although a pure distance sort 
might be best for conversions, it is not the most ideal for 
distributing advertising value. 
0084. One specific example of preparing a reply to an 
advertisement request from a publisher is now described. In 
this example, there are two types of ads (Subscription and 
pay-per-call). A search request is received from a publisher, 
and the request includes some context about the ad that the 
publisher desires to show. Here, a user has made a request 
related to a terminal location using keywords such as "pizza'. 
“restaurant, and “Glendale'. These keywords are next 
turned into candidate ads as discussed above. 
0085. In this example, platform 102 implements processes 
related to its subscription ad listings. These keywords are run 
through a categorization process in which the word "pizza' is 
mapped into a category of "pizza restaurants', and may be 
further mapped to secondary categories of “Italian restau 
rants', etc. The location key word is mapped into a geography 
category. 
0.086. Some ads are sold for limited service areas, and 
Some ads are sold nationally. These categories and locations 
are used to do a reverse index search in order to retrieve ads 
that match the categories and locations. So, all ads under the 
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category "pizza restaurants' becomes the initial candidate 
pool (i.e., this provides ad candidates for Subscription ads). 
For pay-per-call ads, the keywords and the location are used 
to select pay-per-callads (e.g., within a predetermined diam 
eter or distance of a user location, or in a Zip code associated 
with a particular business location). For example, further 
candidate ads are retrieved for an advertiser wanting cus 
tomer calls within five miles of its business, and where the 
customer has used the word "pizza” in its search. These ads 
are added to the candidate pool. 
I0087. In this example, a normalization process is applied 
to put all of the ads in the candidate pool on an equal footing 
so that any of the sorting/selection algorithms can work on 
any of the ad types in the ad candidate pool. Some de-duping 
may be applied to filter the results and other filtering per 
formed as discussed above. For example, filtering may be 
done based on rules in which a publishers states it does not 
want any ads of a mature/adult nature, or it only wants ads 
with phone numbers because the publisher's business relies 
on mobile phone communications with customers. After fil 
tering, a final ad candidate pool is obtained. The ad selection 
processes and algorithms described above are then applied to 
select a final set of advertisements for sending in reply to an 
advertisement request. 
I0088 Prior to sending the final ads, the ad may go through 
a final step of preparing them for display. For example, for 
pay-per-callads, theads may go to another system in platform 
102 that generates a call-tracking number that is appropriate 
for the publisher requesting the ads. 
I0089. In this description, various functions and operations 
may be described as being performed by or caused by soft 
ware code to simplify description. However, those skilled in 
the art will recognize what is meant by Such expressions is 
that the functions result from execution of the code by a 
processor, such as a microprocessor. Alternatively, or in com 
bination, the functions and operations can be implemented 
using special purpose circuitry, with or without Software 
instructions, such as using an Application-Specific Integrated 
Circuit (ASIC) or a Field-Programmable Gate Array (FPGA). 
Embodiments can be implemented using hardwired circuitry 
without software instructions, or in combination with soft 
ware instructions. Thus, the techniques are limited neither to 
any specific combination of hardware circuitry and software, 
nor to any particular source for the instructions executed by 
the data processing system. 
0090 While some embodiments can be implemented in 
fully functioning computers and computer systems, various 
embodiments are capable of being distributed as a computing 
product in a variety of forms and are capable of being applied 
regardless of the particular type of machine or computer 
readable media used to actually effect the distribution. 
0091 At least some aspects disclosed can be embodied, at 
least in part, in Software. That is, the techniques may be 
carried out in a computer system or other data processing 
system in response to its processor, such as a microprocessor, 
executing sequences of instructions contained in a memory, 
such as ROM, volatile RAM, non-volatile memory, cache or 
a remote storage device. 
0092 Routines executed to implement the embodiments 
may be implemented as part of an operating system, middle 
ware, service delivery platform, SDK (Software Develop 
ment Kit) component, web services, or other specific appli 
cation, component, program, object, module or sequence of 
instructions referred to as “computer programs. Invocation 
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interfaces to these routines can be exposed to a software 
development community as an API (Application Program 
ming Interface). The computer programs typically comprise 
one or more instructions set at various times in various 
memory and storage devices in a computer, and that, when 
read and executed by one or more processors in a computer, 
cause the computer to perform operations necessary to 
execute elements involving the various aspects. 
0093. A machine readable medium can be used to store 
Software and data which when executed by a data processing 
system causes the system to perform various methods. The 
executable Software and data may be stored in various places 
including for example ROM, volatile RAM, non-volatile 
memory and/or cache. Portions of this software and/or data 
may be stored in any one of these storage devices. Further, the 
data and instructions can be obtained from centralized servers 
or peer to peer networks. Different portions of the data and 
instructions can be obtained from different centralized serv 
ers and/or peer to peer networks at different times and in 
different communication sessions or in a same communica 
tion session. The data and instructions can be obtained in 
entirety prior to the execution of the applications. Alterna 
tively, portions of the data and instructions can be obtained 
dynamically, just in time, when needed for execution. Thus, it 
is not required that the data and instructions be on a machine 
readable medium in entirety at a particular instance of time. 
0094. Examples of computer-readable media include but 
are not limited to recordable and non-recordable type media 
Such as Volatile and non-volatile memory devices, read only 
memory (ROM), random access memory (RAM), flash 
memory devices, floppy and other removable disks, magnetic 
disk storage media, optical storage media (e.g., Compact 
Disk Read-Only Memory (CD ROMS), Digital Versatile 
Disks (DVDs), etc.), among others. 
0095. In general, a machine readable medium includes any 
mechanism that provides (e.g., stores) information in a form 
accessible by a machine (e.g., a computer, network device, 
personal digital assistant, manufacturing tool, any device 
with a set of one or more processors, etc.). 
0096. In various embodiments, hardwired circuitry may 
be used in combination with software instructions to imple 
ment the techniques. Thus, the techniques are neither limited 
to any specific combination of hardware circuitry and soft 
ware nor to any particular source for the instructions executed 
by the data processing system. 
0097 Although some of the drawings illustrate a number 
of operations in a particular order, operations which are not 
order dependent may be reordered and other operations may 
be combined or broken out. While some reordering or other 
groupings are specifically mentioned, others will be apparent 
to those of ordinary skill in the art and so do not present an 
exhaustive list of alternatives. Moreover, it should be recog 
nized that the stages could be implemented in hardware, 
firmware, software or any combination thereof. 
Advertising Platform Example 
0098. An example in one specific embodiment of adver 
tising platform 102 is now discussed below. This example 
describes certain high-level aspects of the logic and flow used 
for ad delivery. Platform 102 may implement its logic in Java. 
Initial Inputs 
0099. This section describes ways that advertising plat 
form 102 may be called. This corresponds generally to a 
publisher passing a search term and search location in to 
platform 102. 
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0100. After resolving parameters associated with these 
inputs, the following are obtained: 

0101 Publisher partner code 
01.02 User search term 
0.103 User search location 
0.104 Search type: Name, Category, or Term. A “name’ 
search term is interpreted as a business name. A "cat 
egory search term is interpreted as a category or key 
word. A “term' search will be interpreted by platform 
102 according to the “most likely” meaning 

Retrieving Candidate Ads 
0105. This section describes the initial step of collecting 
candidate ads from different ad sources. In this case, this 
includes details on how to take the search term and search 
location, and to get a list of the ads which are eligible for 
display. There are two sources (subscription and pay-per-call) 
described in more detail in each of the sections below. For a 
given publisher/ad request, one or both of the sources will be 
called to find candidate ads. If no candidate ads are returned, 
then no ads are sent to the publisher. 
0106 The first step is to find a set of candidate ads, which 
can be selected from. Based on the user search term and 
geography, candidates can be identified. There are two paths, 
which may be run in parallel: retrieving Subscription ads and 
PPC ads. The two paths are described below. Note that 
depending on the publisher configuration, only one of the 
paths may be used. 

Retrieving Subscription Ads 
0107 This section describes how to determine eligible 
Subscription ads (listings). 
0.108 First, an internal system is used to resolve the plain 
text search term and location into machine-usable informa 
tion. Locations will be mapped into either lat/lon positions, or 
other common things like city and State, neighborhoods, or 
points of interest (e.g., major airports or landmarks). 
0109 The search term will be matched against both busi 
ness names and categories, with the most likely interpretation 
being chosen. After analyzing the search term, it will be 
classified as either a category search, with a list of associated 
categories, or as a name search, with a list of associated 
businesses, or as an unknown term (in which case no ads will 
be returned). 
0110 Based on the determined geographies and catego 
ries, a list of relevant ads are retrieved from a high perfor 
mance index which has been prepared to make Such retrieval 
highly efficient. 

Retrieving PPC Ads 
0111. This works in a similar fashion to the subscription 
ads, but using a system which has been tuned towards the 
pay-per-call model. For example, this will enforce hours of 
operation, so ads are not shown for businesses where the 
phones are not currently being manned, as calls to these 
numbers will generate no revenue. Furthermore, there may be 
budget issues where an advertiser only wants to spend a fixed 
amount of money, so their listings would not be available after 
they received a sufficient amount of calls. 

Filtering Ads 
0112. Once the list of eligible ads is obtained from each 
Source, there is extra business logic that may depend on the 
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specific publisher that is requesting the ads. These filtering 
rules narrow the set of listings to the final candidate pool. 
0113 Filtering may occur during the retrieval step, if the 

filter is specific to subscription or PPC listings, or may occur 
after the ads have been combined into a single list. Platform 
102 may support the following filtering options: 

0114 address required will filter out ads with no visible 
address. 

0115 phone required will filter out ads with no visible 
phone number. 

0116 business names will filter out ads with matching 
business names (this might be used to blacklist competi 
tors from a specific publisher's sites). 

0117 strict geo matching will filter out SUB ads if 
there was an explicit city or Zip in the search, and the ad 
does not contain the same city or Zip. 

Selecting Ads 

0118. This section describes the step where the ads are put 
in the candidate pool, and chooses the ads that will be pro 
vided for this specific ad call (i.e., ad request). First, normal 
ization is done to make Sure that the business rules can be run 
regardless of the Source of the ads. Next, bucketing, scoring, 
and sorting logic is used to obtain the final set of ads. 
0119 The first step in ad selection is normalizing the sub 
scription and PPC ads. This includes analyzing PPC perfor 
mance and bid prices, and deciding how these should be 
handled relative to subscription products. 
0120 Additional Filtering: Ad Selection may perform 
additional filtering steps: 

I0121 De-duping. If any ads share the same business 
identifier, then only one of each matching listing will be 
kept. The one kept may be chosen randomly, to distribute 
traffic across the listings. 

0.122 Backfill logic. For name searches, depending on 
the name searches configuration option, name matches 
or category matches may be supported. 

0123. After normalization, the ad selection process is run. 
0124. The final set of selected ads will be annotated for 
tracking and logging purposes. By recording information 
about how decisions were made, one can do buckettests to see 
how different algorithms are performing, or measure nuances 
in how the system is behaving. 

Formatting Ads 

0125. This is the final detail after the ads are selected that 
will be shown—anything necessary to show the actual listing 
is retrieved to assemble the final ads. This includes all the 
metadata (e.g., tag lines, image URLs, etc.) as well as allo 
cating call-tracking numbers. 
0126 Once the final set of ads is obtained for display, 
additional information is retrieved to include in the reply to 
the ad request. The method to get this information is different 
for subscription and PPC listings platform 102 may per 
form these calls in parallel. 

Logging 

0127. This is how data is logged about what happened with 
respect to the ads—it becomes the core of the feedback loop 
where platform 102 can learn and improve over time (as well 
as use for basic details like reporting results to advertisers and 
paying publishers). 
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I0128 First, all requests and information about those 
requests gets logged by writing a record describing the 
request to disk. This record includes a unique identifier 
(UUID) which will be used to join subsequent user activity to 
the initial request. For a system more similar to being real 
time, these records may also broadcast events over UDP 
which can be monitored by other systems. The request record 
will be associated with a list of all the impressions which are 
being shown: either subscription or PPC. 
I0129. Next, all user activity which can be tracked should 
also record that information. Clicks will generally go through 
a special "click wrapper, which records the information 
about the click, and forwards the user to the destination URL. 
Information about each click will be associated with the origi 
nal request via the UUID which was created to identify the 
request. 
0.130 Information about phone calls is tracked via CTNs 
(call tracking numbers). This can be used to measure the 
performance of the system as a whole. 
I0131. In the foregoing specification, the disclosure has 
been described with reference to specific exemplary embodi 
ments thereof. It will be evident that various modifications 
may be made thereto without departing from the broader 
spirit and scope as set forth in the following claims. The 
specification and drawings are, accordingly, to be regarded in 
an illustrative sense rather than a restrictive sense. 

What is claimed is: 
1. A method, comprising: 
determining a user context; 
retrieving, via a data processing system, candidate adver 

tisements from at least one advertisement database to 
create an advertisement candidate pool, the retrieving 
based on the user context; 

selecting, via the data processing system, a set of adver 
tisements from the advertisement candidate pool; and 

sending the set of advertisements. 
2. The method of claim 1, wherein: 
the determining the user context comprises receiving a first 

advertisement request comprising user search data cor 
responding to a search request of a user, the user search 
data including a search term; 

the retrieving is based on the search term; and 
the sending the set of advertisements is in reply to the first 

advertisement request. 
3. The method of claim 2, wherein the user search data 

further includes a search location, and the retrieving is further 
based on the search location. 

4. The method of claim 2, further comprising logging per 
formance data regarding user interactions with the set of 
advertisements, adding the performance data to an historical 
performance database, and wherein the retrieving is further 
based on data in the historical performance database. 

5. The method of claim 2, wherein the selecting the set of 
advertisements comprises scoring advertisements in the 
advertisement candidate pool according to a ranking func 
tion. 

6. The method of claim 5, wherein the selecting the set of 
advertisements comprises selecting the set of advertisements 
using weighted advertisement rotation. 

7. The method of claim 2, wherein the selecting the set of 
advertisements comprises sorting advertisements in the 
advertisement candidate pool into at least a first bucket and a 
second bucket, and the selecting further comprises associat 
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ing the first bucket with a higher advertisement selection 
priority than the second bucket. 

8. The method of claim 2, further comprising providing an 
annotation to each advertisement in the set of advertisements 
for use intracking the respective advertisement, and receiving 
tracking data corresponding to each respective advertise 
ment. 

9. The method of claim 2, wherein the at least one adver 
tisement database comprises a first database and a second 
database, the first database storing Subscription advertise 
ments and the second database storing pay-per-call advertise 
mentS. 

10. The method of claim 9, wherein the first advertisement 
request is a request for a Subscription advertisement from a 
first publisher, and the method further comprising receiving a 
second advertisement request for a pay-per-call advertise 
ment from a second publisher, wherein the first and second 
requests are received using a common application program 
ming interface Supported by the data processing system. 

11. The method of claim 1, wherein the determining the 
user context comprises identifying a user as belonging to a 
demographic category, and wherein the retrieving is based on 
the demographic category. 

12. The method of claim 7, wherein the sending the set of 
advertisements comprises sending the set of advertisements 
to a publisher, and the method further comprising eliminating 
advertisement candidates from consideration for the adver 
tisement candidate pool that are not in compliance with busi 
ness rules provided by the publisher prior to the retrieving. 

13. The method of claim 12, further comprising receiving, 
via the data processing system, advertisements from an adver 
tiser, and storing the advertisements from the advertiser in the 
at least one database. 

14. The method of claim 13, wherein the first advertise 
ment requestis received through an application programming 
interface, and the advertisements from the advertiser are 
received, via a data processing system of the publisher, 
through the application programming interface. 

15. A non-transitory computer-readable storage medium 
for tangibly storing thereon computer readable instructions, 
the instructions causing a data processing system to perform 
a method, the method comprising: 

determining a user context; 
retrieving, via the data processing system, candidate adver 

tisements from at least one advertisement database to 
create an advertisement candidate pool, the retrieving 
based on the user context; 
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selecting, via the data processing system, a set of adver 
tisements from the advertisement candidate pool; and 

sending the set of advertisements. 
16. The storage medium of claim 15, wherein: 
the determining the user context comprises receiving a first 

advertisement request comprising user search data cor 
responding to a search request of a user, the user search 
data including a search term; 

the retrieving is based on the search term; and 
the sending the set of advertisements is in reply to the first 

advertisement request. 
17. The storage medium of claim 16, wherein the user 

search data further includes a search location, and the retriev 
ing is further based on the search location. 

18. The storage medium of claim 17, wherein the selecting 
the set of advertisements comprises sorting advertisements in 
the advertisement candidate pool into at least a first bucket 
and a second bucket, the first bucket having a higher adver 
tisement selection priority than the second bucket, and the 
selecting further comprises selecting the set of advertise 
ments using weighted advertisement rotation. 

19. A data processing system, comprising: 
memory storing at least one advertisement database; 
at least one processor coupled to access the memory, the at 

least one processor configured to: 
determine a user context; 
retrieve candidate advertisements from the at least one 

advertisement database to in order to create an adver 
tisement candidate pool, the retrieving based on the 
user context; 

select a set of advertisements from the advertisement 
candidate pool; and 

send the set of advertisements. 

20. The data processing system of claim 19, wherein: 
the user context is determined by receiving a first adver 

tisement request comprising user search data corre 
sponding to a search request of a user, the user search 
data including a search term; 

the candidate advertisements are retrieved based on the 
search term; and 

the set of advertisements is sent in reply to the first adver 
tisement request. 


