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SYSTEM AND METHOD FOR SYNCHRONIZING COUNTERS ON AN
ASYNCHRONOUS PACKET COMMUNICATIONS NETWORK

BACKGROUND

Communications networks are used for a wide variety of purposes, including

communicating voice and data. There are many types of communications networks that

are capable of communicating voice and data, including synchronous communications

networks, which often use time division multiplexing (l'UM) as a communications protocol

to maintain timing synchronization at each circuit in the network, and asynchronous

communications networks, which do not use a communications protocol that maintains

timing synchronization. Performance Management (PM) tracking may be enabled by the

nature of the communications network itself. In TDM communications networks, the base

functionality of the synchronous "time division multiplexing" at a known rate provides

measurable increments. In other words, the amount of data sent and received in a given

time period is known by virtue of the rate of a TDM circuit and time period or window of

the measurement. The time window between the ends of a circuit is synchronized by a

time of day clock signal for data correlation of events in time. Each clock tick contains one

and only one packet, and each packet may be checked for integrity so that over any time

frame the errors may be recorded in any multiple of the timing clock desirable.

With non-synchronous packet systems, however, there are multiple system

fundamental elements missing that impede accurate PM monitoring.

First, there is no end-to-end timing synchronization with Ethernet, although time-

of-day synchronization may be provided by a network time protocol (NTP), which is the

oldest time protocol operating on the Internet.

Second, packet sizes and transmission utilization (i.e., bandwidth use) may both vary

and can be zero, while TDM bit rates are constant and, by definition, cannot be zero.

Third, packet switching and switching systems can be impacted by the over

subscription of traffic placed on them, whereas TDM systems are synchronized in a non-

blocking way so as to not add transmission delay or drop data in nodes between physical

media segments (e.g., fiber or copper). Furthermore, a packet communications system can

experience variable data rates and lost packets as a normal system performance

characteristic. Additionally, heavy over-subscription invokes QOS (Quality of Service) to

manage congestion, which causes packet discard as a known characteristic.



Fourth, TDM packets contain no routing or switching information so they are

passed through the TDM elements at line rate. In a packet based communications network,

each packet may be evaluated by a routing or switching engine and transmitted at a packet

matrix transmission rate. Because of the evaluation of each packet, line delay may be added

during communication. The net effect of the added delay creates a situation where packets

between the ends of the circuit are "in-flight" and do not arrive at known intervals. An

analogous problem occurs in counting sporadic vehicles in traffic passing by two bridges

that are located five miles apart. If, for example, a tally is made of the number of cars

passing each bridge every 30 seconds, but without correlation as to which car the count

started, there are typically some cars "in flight" between the bridges that are not counted at

the second bridge. This same "in flight" problem exists with asynchronous networks and is

compounded when considering distance and the fact that an Internet protocol (IP) network

may be used to retrieve performance manager (PM) counters from the far ends of a circuit.

Even if an element management system (EMS) or call control manager (CCM) that issues a

request for a PM measurement to the ends of the circuit may be equidistant from each end,

there may be no guarantee that the data time in flight may be the same on both ends of the

network. This time difference may be nearly assured when the EMS system may be located

much closer to one end of a circuit than it may be to the other and the measurement

request experiences different transit times.

Fifth, service level agreement metrics are currently obtained by correlating the

Ethernet or EP frames transmitted from one end of a customer circuit to a far end, which

occurs in both directions as Ethernet and BP are uni-directional. Managing service level

agreement metrics creates a load to a central processing unit (CPU) in the EMS system that

may be correlating the transmitted and received packets from both ends of each circuit.

Accurate transmission performance management includes the ability to (i) track the

amount of data received during a time window that correlates to the amount of data that

the far end transmitted using performance counters, (ii) determine amount of data that the

far end transmitted over a time window over which the data measurement occurred, and

(iii) record those time windows into larger performance incremental counters. Managing

these performance counters at a centralized system can be challenging given the number of

network nodes and user network interfaces involved in a large scale network, such as the

Internet.



SUMMARY

To enable a performance management system of large scale networks to monitor

performance of data packets being communicated over an asynchronous network, the

principles of the present invention provide for specially marked packets to be

communicated over an asynchronous network thereby enabling network nodes when to

start and stop counting. In addition, PM counters at each network node may be

synchronized, thereby providing for accurate counting of network performance and the

ability to prevent counter rollover.

One embodiment of a system for monitoring performance of an asynchronous

network may include a first network node including at least one first performance manager

counter for counting data packets communicated over an asynchronous communications

network and a second network node including at least one second performance manager

counter for counting data packets communicated over the asynchronous communications

network. The first network node may be configured to communicate (t) a first network

performance data packet including a first indicia to the second network node, (ii) a second

network performance data packet including a second indicia to the second network node,

and (iii) at least one communications data packet to the second network node between the

first and second network performance data packets. The second network node may

increment the second performance manager counter(s) in response to receiving each

communications data packet between the first and second network performance data

packets.

One embodiment of a method for monitoring performance of an asynchronous

network may include communicating a first network performance data packet including a

first indicia over an asynchronous network from a first network node to a second network

node. A second network performance data packet including a second indicia may be

communicated from the first network node to the second network node. At least one

communications data packet may be communicated from the first network node to the

second network node between communicating the first and second network performance

data packets. At least one performance manager counter at the second network node may

be incremented in response to receiving each communications data packet between the first

and second network performance data packets.



BRIEF DESCRIPTION OF THE DRAWINGS

Illustrative embodiments of the present invention are described in detail below with

reference to the attached drawing figures, which are incorporated by reference herein and

wherein:

FIG. 1 is a block diagram of an exemplary asynchronous communications network;

FIG. 2 is an illustration of an exemplary data packet stream including NPP data

packets and communications data packets, the latter including a packet payload of either

real-time or non-real-time content;

FIG. 3 is a block diagram of an exemplary network node in communication with

the asynchronous communications network and configured to perform functionality in

accordance with the principles of the present invention;

FIG. 4 is a block diagram of the software of FIG. 3 and exemplary modules

configured to determine and collect network performance information in accordance with

the principles of the present invention;

FIG. 5 is an illustration of multiple exemplary data packet networks having

exemplary network nodes configured within the networks to determine and collect

network performance information;

FIG. 6 is a flow diagram of an exemplary process for monitoring performance of an

asynchronous network; and

FIG. 7 is a flow chart describing another exemplary process for implementing the

principles of the present invention

DETAILED DESCRIPTION OF THE DRAWINGS

FIG. 1 is a block diagram of an exemplary communications network 100. The

communications network 100 is configured to communicate both voice and data. The

communications network 100 may include an asynchronous packet network 102 and may

include media gateways 104a-104n (collectively 104) that are configured to translate data

from a first protocol to a second communications protocol to enable data to be

communicated between different networks or devices that use different communications

protocols. Each media gateway 104 may execute a respective transmission performance

unit 106a-106n (collectively 106) that is used to generate transmission performance

information from data packets being received at a respective media gateway. Other



network nodes, such as routers, may also operate on the packet network 102 and utilize

transmission performance units for generating transmission performance information.

The media gateways 104 may be in communication with class 5 switches 108a-108n

(collectively 108). The class 5 switches 108 are local switches maintained by local telephone

communications service providers to provide local telephone communications services.

The class 5 switches 108 may communicate data packets in a first communications protocol,

such as time division multiplexing, and the media gateways 104 may convert the data

packets in the first communications protocol into a second communications protocol, such

as an asynchronous transfer mode (ATM) protocol for communication over the packet

network 102.

A call control manager 110 may be in communication with the media gateways 104

and other network nodes via communication paths 11Ia-I H n t o manage packet

communications over the packet network 102. Signaling system #7 (SS7) communications

may be utilized to provide control of communications using out-of-band (i.e., not in a voice

band) communications of control commands between the class 5 switches 108 and call

control manager 110. Signaling transfer points (STPs) 112a-112n (collectively 112) may be

in communication with the class 5 switches 108 and CCM 110 via communication paths

114a-114n. The STPs 112 may be utilized to enable SS7 communications between the class

5 switches 108 and CCM 110 to enable the CCM 110 to manage packet communications

over the packet network 102 faster than using in-band control signaling.

Data packet 116 may include a header portion 118 and a payload portion 120. The

header portion may include a destination address and an origination address, where each of

the addresses represents an address of an end user communication device (e.g., telephone).

The payload portion 120 may include digitized voice information or music information, for

example. As understood in the art, the data packet 116 is communicated asynchronously

amongst other data packets being communicated over the packet network 102. As further

understood in the art, the payload portion may include real-time content and non-real-time

content.

Real-time content is data produced by applications that use real-time and near-real-

time data packet communications (e.g., VoIP telephone calls). Data packets including real

time content (i.e., real-time data packets) may include payload data representative of speech

during a telephone call, video data stream during a live event, music stream during a live



concert or live radio broadcast, or gaming data, possibly including embedded voice, during

a competitive live gaming session, for example. Non-real-time data packets may include

payload data representative of content that does not need to be communicated in real-time

(e.g., music download, webpage content, program update download, etc.).

To enable the packet network 102 to generate performance information of

communications over the packet network 102, network performance data packets or

network performance packets (NPP) 122a and 122b (collectively 122) may be generated and

communicated over the packet network 102. The NPP packets 122 shown are data packets

that may be communicated in-band along a bearer path of the packet network 102.

However, the NPP packets 122 may also be communicated out-of-band between network

elements of the packet network to provide network performance information to other

switching and control systems via control signaling over an operational support network or

other operations or maintenance network.

NPP packets 122 may be communicated between nodes of the packet network 102

to establish windows of time in which a node collects or determines network performance

information, which may be any information that describes packet utilization and

performance of a node, node segment, transmission path, or network element. More

particularly, each NPP packet may have a timestamp, counter, sequence number, or other

identifier to enable the use of the NPP packet by a network node to establish a sampling

window of time for collecting or determining network performance information.

Alternatively, NPP packets may not include such identifier and may instead be generated at

regular intervals between nodes of the packet network 102. Each network node or path

transmission point may transmit NPP packets to a far-end element via the packet

transmission path and the far-end element may receive, calculate performance, and store the

information for use as utilization and performance measurement or network performance

information. Each communication path may contain information from its transmission to

receive paths. The end-points may exchange and track the measures of the bi-directional

path via relaying those measures at either given intervals or any other mechanism so that at

least one end of the communication path has both the transmit and receive path utilization

and performance measurements. The NPP packet 116 may provide a "heartbeat" between

network nodes, such as MG 104a and MG 104n, by which the network nodes may use to

determine the network performance. NPP packets 122 may also be used to communicate

the collected or determined network performance information between nodes of the



net work by, for example, including the network performance information in the header or

payload portion of the NPP packets 122. In one embodiment, an NPP packet is an

Ethernet Connectivity Fault Management (CFM) packet, such as an 802. lag packet, and a

receiving utilization and performance tracking mechanism may be an ITU Y.1731 protocol

stack. However, any packet of data may be utilized under any suitable protocol, as well as

calculation methodology to track and store the network performance information.

The NPP packets 122 may be formatted to include any information capable of

providing information to network nodes to determine network performance information,

where the network performance information may include transmission rate, transmission

quality, and/or transmission connectivity. Other network performance information, such

as communication path utilization, may additionally be determined.

NPP packets 122 may enable network nodes at the far-end (i.e., receiving end) to

generate network performance information. The NPP packets 122 may be communicated

every TNPP seconds, where TNPP may be less than, equal to, or higher than one second and

include a timestamp of the time of communication and a counter value indicating the

number of packets previously sent to enable a receiving network node to determine

whether any data packets were lost between successive NPP packets 122.

Transmission rate is an indication of the number of data packets communicated over

a time period and can be determined by counting data packets, such as data packet 116,

communicated over a network segment during a time period, for example. The NPP data

packets 122 may be used in determining or otherwise establishing a time period over which

to measure the transmission rate.

Transmission quality is a measure of link state and may include various link state

parameters, including bandwidth utilization, packet loss, jitter, and delay, for example. In

one embodiment, the NPP packets 122 may be communicated over Layer 2 of the OSI

model and the network performance information may be determined in Layer 2.

Transmission connectivity is an indication of communications between two devices

on a network. The connectivity may be indicative of signal strength of communications

between the devices, an on/off indication of a device being off or otherwise incapable of

communicating, or other suitable performance measures. The transmission performance

units 106 may generate network performance information in association with the NPP data

packets 122.



N et work performance information may also include information associated with

non-packet networks, such as cable DOCSIS, wireless CDMA, TDMA, WiMax, or circuit

based networks. Without limiting the foregoing, network performance information may

include any data that is associated with any wired or wireless network that may be

indicative of or otherwise suitable for use in determining the operation or general health of

the network. Network performance information may also include information that is not

associated with the communication of data between network elements along connection

paths, but is instead associated with the performance of network devices themselves located

at a particular node of the network. For example, network performance information may

indicate buffer utilization levels, buffer overflows, errors experienced in caching or queuing

data, latency introduced by a lack of processing, packet loss across a switching fabric of a

particular network device such as a switch and router, or any other performance issue

associated with a particular network device. It should be understood that different network

types and different connection paths may have different indicia of network performance

issues. For example, a T l line may not have data associated with packet loss, jitter, or

latency but may instead only present alarms of red, yellow, or green associated with the

perceived performance along a T l connection path. Similarly, there may be a large amount

of data associated with wireless networks that are indicative of network performance such

as signal to noise ratio, levels of interference, signal strength, or any other suitable data

regarding the performance of the wireless network that may be useful and utilized as

network performance information.

Continuing with FIG. 1, in addition to generating network performance

information based on NPP data packets, the principles of the present invention provide for

the network nodes, such as MGs 104, to determine real-time transmission rate or real-time

traffic utilization (i.e., a number of kbits per second, or a number of data packets including

real-time content being communicated over network segments during a time period). Real

time bandwidth use may be determined by tracking the summation of the size of each real

time packet that is transmitted in a given time period, collectively. Alternatively, a real

time packet transmission rate may be equal to the number of real-time packets multiplied

by the, average packet size with the product divided by the given time period. As described

above, real-time content is data produced by applications that use real-time and near-real

time data packet communications (e.g., VoIP telephone calls).



Determining bandwidth usage, both real-time and total bandwidth usage, can be

accomplished by tracking either individual data packets and packet flows or internal

network element traffic statistics. Collecting the amount of real-time and or total

bandwidth usage may be performed in a number of ways, including examining a priority

bit marking ('P' bit), type of service (TOS) bit marking, virtual local area network Class of

Service (COS) marking, Virtual Circtuit (layer 2 addressing), IP address and/or port.

Additionally, probes, queuing, schedulers, buses, or path metrics may also be used with any

other information associated with a data packet that is capable of indicating whether one or

more data packets are real-time or non-real-time to collect real-time and non-real-time

bandwidth usage. For example, accessing other in-use protocol stacks via probes or "cross

stack" communication can provide information from real-time control protocols, such as

Real Time Protocol (RTP) and Real Time Control Protocol (RTCP). Real-time protocol

packets may be used to identify real-time bandwidth rate of communication sessions data

packets. By determining bandwidth of real-time and total data packets, and optionally

other network performance information, call control manager 110 may manage network

communications sessions in a more intelligent manner. Determining transmission rates

may be performed at Layer 1 or Layer 2 of the OSI model. However, it should be

understood that determining the network performance information may be performed on a

different layer if information is available on the different layers to provide enough

information to determine bandwidth utilization of real-time and total data packets being

communicated over a node segment. These segments may be a shared path resource as in a

media gateway to media gateway path, pin-hole firewall access node path, or they could be

to a single subscriber end-point or intermediate trunking point. It is understood that

multiple communications devices share the same transmission path and no single session

controller may have knowledge of the in-use real-time data packet counts or bandwidth

state without this information being derived from the use of NPP packets 122.

Continuing with FIG. 1, the transmission performance collection units 106 may

include one or more modules to determine the network performance information, both

with respect to the communication of real-time content and non-real-time content, number

of real-time sessions, packet loss rate, jitter, delay, etc. The module(s) may be in the form of

software executed by one or more processors, hardware (e.g., ASIC chips), external probes,

firmware, or a combination of hardware and software, as understood in the art. The

modules may be configured to count the number of bits, or the number and size of total



data packets and bandwidth of real-time data packets and non-real-time data packets that are

being communicated over a node segment (i.e., one or more communications links between

two network nodes or connections, processes, or components within a network node), also

referred to herein as a network segment. A communications path may include one or more

node segments. Counts may include data packets and real-time packets with and/or

without error rate. It should be understood that counting non-real-time data packets is

equivalent to counting real-time data packets and total bandwidth because real-time data

packets may be determined by subtracting non-real-time data packets from total data

packets and bandwidth. In one embodiment, multiple channels may be utilized to

communicate real-time data packets and non-real-time data packets along different paths

through one or more devices and communications paths. Channels may include virtual or

physical paths constructed of ports, buses, schedulers, shift registers, cards, and chips used

to transfer or move packets through the device.

Real-time packet flows may be separated by assigning ports, markings, size, type,

and/or other sorting and scheduling methods to map specific traffic to a specific route or

path. Using different channels for real-time and non-real-time data packets may enable

counting real-time data packets and non-real-time data packets faster than having to analyze

information contained within the data packets (e.g., P-bit in data packet header).

Alternatively, real-time and non-real-time ports may be configured at a network node to

monitor and measure real-time and non-real-time data packets, transmission times, or given

path or resource utilization. Real-time and non-real-time bandwidth utilization can also be

measured by the amount of time the resource is not in use by multiplying the transmission

rate of the path or resource. In addition to measuring the amount of real-time and non-real

time bandwidth utilization, a second measurement to characterize the burst nature

(burstiness) of the data flows may be performed. When multiple packet flows of different

packetization rates and different bandwidth utilization rates are combined, an average and

peak utilization occurs. One example of a measurement t o characterize the burstiness of

combined real-time flows includes using standard deviation of the peak from the average

calculation. Other mathematical methods may be applied to characterize this ability to

over-subscribe the real-time flows based on fluxuation in real-time bandwidth usage during

the sampling window that calculates average bandwidth use. This added measure of

burstiness can be used optionally with the real-time bandwidth usage. Because NPP data

packets 122 effectively operate as a doc on an asynchronous network, the transmission



performance collection units 106 may monitor and/or inspect the NPP data packets 122 to

determine rates of total data packets and bandwidth, real-time data packets and bandwidth,

and non-real-time data packets being communicated over a network segment.

FIG. 2 is an illustration of an exemplary data packet stream 200 including NPP data

packets 202a-202n (collectively 202) and communications data packets 204a-204n

(collectively 204), the latter including a packet payload of either real-time or non-real-time

content. Each of the data packets 204 may include a header portion including a destination

address 206a and origination address 206b, among other header information, and a content

or packet payload portion 206c that includes either the real-time or non-real-time data along

with other transmission characteristics. Although only a single data packet 204a is shown

between successive NPP data packets 202a and 202b, as understood in the art, there may be

many data packets 204 that are communicated between successive NPP data packets. By

determining a total number of data packets and packet size both real-time and non-real

time, communicated during a time duration (e.g., 1 second) and a number of real-time data

packets communicated during that time duration, bandwidth of the total number of data

packets and real-time data packets communicated over a node link may be determined.

Alternatively, the amount of time a communications path or resource is not in a

transmission state may be utilized to determine bandwidth and data packets communicated.

Additional information, such as the distribution, burstiness, or timing of the real-time

flows, may also be made available within the NPP packets 202. Together, the real-time and

non-real-time packets may be used in conjunction with the link capacity to calculate the

average utilization over the interval.

The bandwidth determination may be performed by monitoring the NPP data

packets 202 that are collected to indicate that the time period has completed or inspecting

the timestamps contained within each of the NPP data packets 202, which may be more

accurate. Monitoring the NPP packets 202 may include monitoring one or more NPP

packets 202. Performance calculation modules may track utilization and performance of

communications paths and node segments, and create historical performance and utilization

measure logs. In monitoring performance of the communications paths and node segments,

each network node may utilize counters, such as counters updated by a modified ITU

Y.1731 function, that may be incremented each time a data packet 204a including real-time

content or non-real-time content is received. A total count of real-time and non-real-time

data packets communicated to a network node during a time period defined by a certain



number of NPP packets 202 may be determined by using the counters. Collected

performance information may be used to detect threshold crossings to be communicated to

session controllers. Other network performance information may be determined by

monitoring the NPP data packets 202, including jitter, packet loss, and delay, as the NPP

data packets 202 may include information indicative of time sent and counter value

indicative of number of data packets sent between the previous and current NPP packet.

The network performance information may further be categorized as real-time, non-real

time, and/or total network performance information (see TABLE I). In one embodiment,

intermediate levels may also be established, such as near-real-time, higher priority non-real-

time, etc.

FIG. 3 is a block diagram of an exemplary network node 300 in communication

with the asynchronous communications network and configured to perform functionality

in accordance with the principles of the present invention. The network node 300 may

include a processing unit 302 that includes one or more processors to execute software 304.

In one embodiment, the software 304 may include module(s) that operate as a transmission

performance collection function to collect network performance information. The

processors 302 may be in communication with a memory 306 configured to store

information, such as network performance information, in registers, bins, counters, or one

or more tables, as understood in the art. The processors 302 may further be in

communication with an input/output (I/O) unit 308 that is configured to communicate

over one or more communications networks. I/O unit 308 may include one or more access

ports (not shown). The processing unit 302 may also be in communication with a storage

unit 310 that is configured to store one or more data repositories (e.g., databases) that store

network performance information. The storage unit 310 may work in conjunction with

the memory 306. The counters each may be dedicated to count data packets including real

time content or data packets including non-real-time content. In addition, each counter

may be configured to rollover or overflow back to zero. However, the software 304 may

reset each of the counters in response to receiving a counter reset command via a NPP

packet or otherwise.

The network node 300 may be one of a wide variety of network nodes, including

Maintenance-End-Points (MEPs) and Maintenance-Intermediate-Points (MIPs) of a

Maintenance Entity Group (MEG). The MEPs may include access node devices, such as a

digital subscriber line (DSL) modem, or able Modem and its corresponding Access node



DSLAM or Cable Management Termination System (CMTS). The network node 300 may

also be a mobile data element, SIP phone, Video O n Demand (VOD) Server, a Media

Gateway (MG) device, and/or network-to-network interface (NNI), for example.

Additionally, the MEPs may include user network interfaces integrated access devices

(IADs), session initiation protocol (SIP) devices, or other end-user devices or customer

premises equipment (CPE). The MIPs may include bridges, switches, and routers, for

example.

In one embodiment, and more specifically, the memory 306 may store network

performance information in bins over a short period of time, such as seconds or minutes,

and the storage unit 310 may store historical network performance information for longer

periods of time, such as hours, days, weeks, or longer periods of time. By storing recent

network performance information, remote network nodes (e.g., call control manager, and

resource allocation systems and software) may poll the network node 300 for the network

performance information and receive the network performance information in a relatively

short period of time as compared to the network node 300 having to access the network

performance information from the storage unit 310. Periodic updates may be retrieved via

polling, event driven on a regular time basis or during unit initiation or power off, or

trigger driven events may also be utilized to transmit the network performance

information. The network performance information may include network performance

information indicative of data packets including real-time and non-real-time content.

TABLE I is an exemplary table that describes an example of network performance

information as associated with real-time and non-real-time data packets. Although not

illustrated, such data may be identified for communication in each direction over a

particular node segment.



TABLE I. Real-Time and Non-Real-Time Network performance information

Although the time period is shown as 1 second, it should be understood that any

time period may be utilized to collect the network performance information. Multiple

tables or bins may be used to tabulate different time periods, such as 15 minute, 1 hour, 1

day, and so forth, may be managed for storing the same, different, or additional network

performance information and, optionally, over different periods of time. In one

embodiment, historical network performance information may be stored in a database to

enable a call control manager the ability to predict usage of the network node 300 during an

upcoming time period (e.g., next 5 second, next 2 minutes, next day, etc.). For example, if

the network node is over-subscribed with users who perform real-time data downloads

during the 7pm - 9pm timeframe, then the call control manager may utilize that

information to route certain calls to other network nodes that have less utilization during

that timeframe. In another example, real-time and non-real-time files may be stored on a

Video On Demand (VOD) server, in which case actual real-time use information could be

used to load balance system requests. Many other call and network control functions may

be employed by knowing the real-time and total data packet network performance

information. Other statistical analysis uses of this data are possible. Another near real-time

use is a graphical presentation of this data in Operator Network Management Systems

(NMS).

FIG. 4 is a block diagram of the software 304 of FIG. 3 and exemplary modules

configured to determine and collect network performance information in accordance with

the principles of the present invention. In collecting the network performance



information, one embodiment of the network node 300 (FIG. 3) may include IEEE 802. lag

and ITU-T Y .1731 modules 402 and 404, respectively, to generate and receive IEEE 802. lag

dat a packets and determine network performance information associated therewith. The

ITU-T Y.1731 module 304 may be a modified ITU-T Y.1731 function that is configured to

collect network performance information associated with data packets containing both real

time and non-real-time content (see, for example, TABLE T). The modified ITU-T Y.1731

module 404 may be configured to collect performance information, such as maximum and

average bandwidth for both real-time and total data packets along with other transmission

characteristics that are being received and/or transmitted from the network node. One or

more modules 406 may be configured to store and communicate collected transmission

performance data. As described with respect to FIG. 3, the transmission performance data

may be stored in memory and/or storage unit in one or more data repositories, such as

database(s) or table(s). Communication of the collected transmission performance data may¬

be triggered by event threshold crossings or pulled by another network system, network

node, Element Management Systems, or call control manager, for example, and be

performed on a routine basis or in response to a poll, audit, or event (e.g., dropping below a

transmission quality threshold). In addition, although 802. lag and ITU-T Y.1731 standards

are presented for generating NPP data packets and collecting network performance

information, the principles of the present invention may use other standards and protocols

for collecting network performance information for real-time and total data packets being

communicated over a node segment.

FIG. 5 is an illustration of multiple exemplary data packet networks 500a and 500b

(collectively 500) having exemplary network nodes configured within the networks 500 to

determine and collect network performance information. The data packet network 500a

includes a media gateway 502, router 504, bridge 506, and network-to-network interface

(NNl) 508. Other network nodes, such as a session border controller, switch, firewall,

computer, satellite, service point or broadband node gateway (VOD server, IP service

point, end-point), CPE (customer premises equipment), wireless handset, or any other

packet service network node may be configured in accordance with the principles of the

present invention. More specifically, each of these network nodes may be configured with

modules, such as the modules described with respect to FIG. 4, which produce NPP data

packets and collect network performance information for both real-time and total data

packets communicated over the network In one embodiment, a network node, such as



router 504, may collect and communicate the network performance information in the

form of data packets 510 via communication link 512 to a call control manager 514. The

communication of the network performance information may be communicated to the call

control manager 514 in response to a poll from the CCM 514, periodically, or in response

to an event (e.g., packet loss dropping below a predetermined percentage). Because the

CCM 514 communicates with multiple network nodes, the CCM 514 may be configured to

route calls based on the network performance information collected from the network

nodes.

The NPP data packets that are communicated present an opportunity for network

performance information to be communicated along a network path. In one embodiment,

network performance information may be collected and appended to or otherwise inserted

into NPP data packets so that other network nodes can monitor performance along a

virtual path. For example, the network performance information may be collected by a

network node, stored in a database, and a summary may be appended with an NPP data

packet and communicated to another network node to which the NPP data packet is

communicated. This concatenation process may be performed at regular intervals, such as

every 5 minutes, hourly, or daily, to minimize the amount of data communicated over the

data packet network and stored at network nodes. The CCM 514 may collect and store

historical network performance information and utilize such information to monitor trends

in the network 500a and automatically alter network operation or enable network

operators to reconfigure the network. For example, if it is determined that the paths to a

network node or the network node itself is not operating properly, the CCM 514 may

choose or establish a virtual path through different network nodes or different paths

through the same node than would otherwise not have been established. As another

example, if data packets are being lost, the CCM may choose to force existing and new call

sessions to use CODECs of a lower compression rate on the node segment to alleviate

congestion and improve call connectivity.

By utilizing NPP packets, the NPP packet to start and stop counting on may be

synchronized between multiple network nodes. Given that Ethernet and IP

communications protocols are two-way communications, a specially marked NPP packet

may be used to identify the packet and establish a window in time for measurement of

communications packets that separately or cumulatively include real-time and non-real-time

content. Given a known sequence of packets, the number of packets transmitted by the far



end of a network may be counted from a defined start and stop NPP packet in the packet

stream.

In one embodiment an NPP or "PM counter incrementation packet" may be

transmitted during a specific window of time (e.g., 0.1 seconds, 1 second, 1 minute, or any

other time increment may be used). The NPP packet may contain the number of packets

transmitted since the last incremental NPP packet was sent, and special increment counters

for larger window metrics, such as 5 minutes, 15 minutes, 1 hour, and 24 hour increments

may be used. Each NPP packet may also contain a sequence number to ensure that no

NPP packets are lost, and may include other various information, such as time of day, time

increments between NPP packets, packet size, or any other normal Ethernet RMON type

information that may be of value.

At the far ends of a circuit formed over a packet network, the system may simply

"roll up" the counters using this window with the number of packets as the increment, and

then may calculate an error rate, packet loss, and latency, for example, of the transmission

path in the given time increments of the measurement window size. In one embodiment,

the network performance information generated at each node may be appended or

"stitched" to an NPP packet that is repeated at each node along the communication path.

By appending the network performance information at a node to network performance

information generated by other nodes, each node along a communication path may collect

and use network performance information of other nodes along the communication path.

In addition, a call control manager or other network management system may collect

network performance information of each network node from each respective network

node or from an end node that has received network performance information from NPP

packets communicated thereto.

Utilizing NPP packets and synchronizing the counters at the network nodes may

create a variety of features of the packet network, including:

1) The ability to synchronize the counters at both ends of a packet transmission

path without impeding live traffic.

2) The ability to measure error rate (ER) regardless of time in flight delays or

circuit latency, which vary over time in a packet system.

3) The ability to eliminate measurement error created by packets in flight from

short term performance measurements (e.g., every second or less increments and



the packets in flight become significant in calculating large pipe transmission

rates).

4) The ability to match counters that rollover at different counts (e.g., 1 billion or

10 billion), thereby creating more CPU processing time for the system

reconciling packets sent to packets received in both directions for many services

being offered.

5) The ability to remove CPU burden on an EMS or CMM system by correlating

the data packets transmitted from the far end to the near end by a UNI device

itself.

6) The ability to remove EMS network overlay bandwidth issue of many endpoints

sending a centralized EMS system the packets transmitted and received by

sending them "in-band" to the far end.

Analogous to counting vehicular traffic, if black cars are being counted and a white

car with a sequence number painted on it is being sent at specific increments, the counting

of communications packets may be easier as:

1) Counting can now be tied to known increments regardless of delay.

2) Small windows of time yield accurate traffic monitoring.

3) Packet loss can be calculated even if traffic starts and restarts.

Using the principles of the present invention, a number of features and applications

may be available, including:

1) The synchronization packet or NPP packet could be a modified 802. lag Y.1731

based Ethernet operations, administration and management (OAM) packet that

may be transmitted 10 times per second. Alternatively, the NPP packet could be

some other tagged or untagged Ethernet packet. The NPP packet may be used

both on a physical port (containing the statistics for the entire port) and inside a

VLAN or other Virtual Circuit with statistics on the specific traffic inside that

single Ethernet Virtual Circuit.

2) Both User Network Interfaces (UNI) and Network-to-Network Interfaces

(NN -) systems may transmit NPP packets at any interval.



3) Both UNI and NNI systems may be capable of receiving, reacting to with an

OM counter message, and choosing to terminate or pass the packet through to

the next node.

4) The system may detect a missing OM synchronization or NPP packet and react

accordingly when two increments or more have been missed.

5) An alarm may indicate when the far end NPP packets are not being received.

The alarm may be activated when a threshold value is crossed when a specific

number of data packets are lost and logged for the duration of the data packets

being lost.

6) The system may reset an OM synchronization counter and then add that

information to the normal system time counters (e.g., 1 minute, 5 minute, 15

minute, 1 hour, 1 day, etc.). The first and last synchronization packet sequence

numbers or some other start/stop information may be utilized to define a time

period over which data packets are counted. Network Time Protocol and/or

time of day markings could easily be included in the packet OM message to

record long-term performance to calendar dates and times of day.

7) The number of synch packets lost may be tracked to evaluate cumulative data

packet counter.

8) SNMP or other management protocols can be configured to transmit the loss of

the NPP packets or synch packets to element management systems. Monitoring

loss of NPP packets provides pro-active surveillance of the network. Traps may

be used to offload PM counter data from the element to the EMS system and

archive data.

9) UNI to UNI or NNI to UNI OM messaging (service provider to customer,

customer to customer), may be provided through use of collecting network

performance information. The network performance information may be

generated by the UNI or if generated by a customer could be passed through or

terminated by any element in the network. If using T l circuitry, process may be

referred to as Terminate or pass through mode. A user may monitor

performance without system or network participation or the service provider

UNI may send the synch packet to the user and pass it to the network UNI for

counter synchronization.



10) NNI to NNI OM messaging (service provider to service provider) may be used

for both physical links between network providers as an NNI service level

agreement or performance engine indicator for pro-active monitoring, or

subsequently it can be used in Ethernet virtual connections to monitor an

Ethernet channel (VLAN, LSP, VPLS, Ethernet virtual circuit, etc.).

11) An EMS system may be aware of the counter start / stop sequences and store

counter retrievals for the purpose of synchronizing the counters.

12) Using the typical RMON type information or the 802. lag Ethernet First Mile

OM packet information or another packet containing packets transmitted by

size may enable conversion of the calculation to bandwidth performance per

counter synch packet interval. A threshold alarm may be utilized for

monitoring bandwidth performance along with the packet loss performance.

13) Jitter threshold variance may be detected based on the synch counter packet

arrival differential time (i.e. jitter) and record the variance at each counter reset

or rollover. Performance monitoring may also be threshold alarmed.

One or more embodiments of the present invention may be able to more accurately

measure or evaluate network performance parameters, such as the amount of packets

transmitted during a particular interval, the amount of packet loss during a particular

interval, bandwidth performance during a particular interval, jitter threshold variance, or

other suitable network performance parameters. An interval may be the length of time

between two packets being received, between a start and stop time received at a network

node, or any other appropriate indication of a window of transmitted data that counting

can be synchronized between two nodes of a network.

FIG. 6 is a flow diagram of an exemplary process 600 for monitoring performance of

an asynchronous network. The process may start at step 602, where a first node of a packet

network sends a data packet, such as an NPP packet, to a second node of the network. In

one embodiment, the data packet is a data packet that does not include content normally

used by users of the packet network. Such data packets may include control information,

monitoring information, or other information useful to the operation, management, or

maintenance of the network. Such data packets are sometimes referred to in the industry- as

Type π packets. In one embodiment, the data packets may be IEEE 802. lag Y.1731 based

Ethernet OAM packet. Alternatively, such data packets may be any other data packet

previously being communicated over a parket network or a data packet specifically created



for the purpose of providing functionality in accordance with the principles of the present

-invention. For purposes of convenience, any of such data packets shall be referred to as an

interval or NPP packet. An interval packet may include a time, identifiers associated with

either or both of the first and second node, and an identifier associated with the packet itself

such as a packet HD or sequence number. The first network node may send NPP packets to

a second network node at regular intervals.

The NPP packet may indicate the beginning of a time window or interval in which

the second network node tracks network data useful to the first node in measuring or

evaluating network performance parameters described above. For example, at step 604, an

NPP packet may trigger the second network node to begin counting data packets, where

the amount of data received may be communicated from the second network node back to

the first network node in an NPP response packet, thereby marking the time of day at

which the interval packet is received, or any other data useful to determine network

performance.

At step 606, the first network node may send yet another NPP packet to the second

network node. The NPP packet may indicate to the second network node that the prior

time window or interval is completed and may also indicate the beginning of a new time

window or interval.

At step 608, the second network node may send an NPP response packet to the first

network node that includes network data associated with the prior time window. The

second network node may use the NPP response packet to indicate the first and last packets

sent during the time interval, the total number of packets sent, the total amount of data

sent, the amount of different types or sizes of data packets, the time of day that the interval

began and ended, or any other network data. The NPP response packet may also include

identifiers associated with either or both of the first and second network node and an

identifier associated with the NPP response packet itself such as a packet ID or sequence

number.

At step 610, the first network node may receive the NPP response packet from the

second network node. At step 612, the first network node compares the number of packets

that are indicated in the NPP response packet to have been sent by the second network

node during the time interval to the number of data packets received by the first network

node between the receipt of the previous and current NPP response packets. Such

comparison can therefore detect packet l s between network nodes or in certain types of



data communicated between network nodes. The first network node may also measure

variance between the times at which different interval response packets are received. The

first network node may also calculate total, real-time, and/or non-real-time bandwidth

during a time window.

Alternatively, the second network node may send NPP packets at regular intervals

as previously described that include network performance information about the data

packets or data transmitted since the last interval packet. Network data from an NPP

packet may be compared by the first network node to network data associated with data

packets received by the first network node since the last NPP packet. Such transmission at

regular intervals may eliminate NPP packets from having to be sent from the first network

node to the second network node.

The two previously described embodiments are illustrative of the use of packets to

synchronize a time window or interval over which to compare network data at two

network nodes that may be separated by time or distance. Headers or payloads of other

packets may be used to communicate the same information and otherwise synchronize the

network nodes. Such network information may be exchanged in a synchronous or

asynchronous manner.

FIG. 7 is a flow chart describing another exemplary process for implementing the

principles of the present invention. The process starts at step 702, where a first network

performance data packet including a first indicia may be communicated over an

asynchronous network from a first network node to a second network node. At step 704, a

second network performance data packet including a second indicia may be communicated

from the first network node to the second network node. At step 706, at least one

communications data packet may be communicated from the first network node to the

second network node between the first and second network performance data packets. At

least one performance manager counter at the second node may be incremented in response

to receiving each communications data packet between the first and second network

performance data packets at step 708. At step 710, the performance manager counter(s)

may be reset before rollover of the counter with the lowest rollover value. Network

performance information may be generated at the second network node in response to

incrementing the at least one performance manager counter. A network performance data

packet may be communicated from the second node to a third network node including data



received in the second network performance data packet and network performance

information generated at the second node.

The previous detailed description is of a small number of embodiments for

implementing the principles of the present invention and is not intended to be limiting in

scope. One of skill in this art will immediately envisage the methods and variations used to

implement this invention in other areas than those described in detail. The following

claims set forth a number of the embodiments of the invention disclosed with greater

particularity.



CLAIMS

What is claimed:

1. A system, comprising:

a first network node including at least one first performance manager counter for

counting data packets communicated over an asynchronous communications

network; and

a second network node including at least one second performance manager

counter for counting data packets communicated over the asynchronous

communications network, said first network node configured to

communicate a first network performance data packet including a first

indicia to said second network node, a second network performance data

packet including a second indicia to said second network node, and at least

one communications data packet to said second network node between the

first and second network performance data packets, said second network

node incrementing the at least one second performance manager counter in

response to receiving each communications data packet between the first and

second network performance data packets.

2. The system according to claim 1, wherein the first and second indicia are sequenced

values indicative of the first and second network performance data packets being

communicated in a sequence.

3. The system according to claim 1, wherein the first and second indicia is data

representative of the first and second network performance data packets being non

communications data packets.

4. The system according to claim 1, further comprising a centralized server located on

the asynchronous network and configured to communicate with each of said first

and second network nodes to collect values of the performance manager counters.

5. The system according to claim 3, wherein said centralized server is further

configured to communicate a message on a periodic basis to the first and second

network nodes to cause each of the performance manager counters to be

simultaneously reset.



6. The system according to claim 4, wherein the periodic basis is less than a time for a

performance manager counter having the lowest maximum count of the at least one

first and second performance manager counters to rollover.

7. The system according to claim 1, wherein each of the at least one first and second

performance manager counters include a plurality of performance manager counters

configured to count over different time durations.

8. The system according to claim 1, wherein said first network node is configured to

include corresponding performance manager counter values of the at least one first

performance manager counter in the second network performance data packet being

communicated to said second network node.

9. The system according to claim 7, further comprising a third network node, wherein

said second network node is configured to include the performance manager counter

values of the at least one first performance manager counter and corresponding

performance manager counter values of the at least one second performance

manager counter in a third network performance data packet being communicated

to said third network node.

10. The system according to claim 8, wherein the third network performance data

packet includes the second indicia received in the second network performance data

packet.

11. The system according to claim 8, wherein said third network node is configured to

accumulate performance manager counter values received in the third network

performance data packet with corresponding previously received performance

manager counter values.

12. The system according to claim 1, wherein the first and second network performance

packets are modified IEEE 802. lag data packets.

13. The system according to claim 1, wherein the at least one first and second

performance manager counters are modified IEEE ITU Y.1731 counters.

14. The system according to claim 1, wherein the at least one first and second

performance manager counters each include separate counters that accumulate a



number of real-time and non-real-time data packets being communicated between

the first and second network performance data packets, respectively.

15. A method, comprising:

communicating a first network performance data packet including a first indicia

over an asynchronous network from a first network node to a second

network node;

communicating a second network performance data packet including a second

indicia from the first network node to the second network node;

communicating at least one communications data packet from the first network

node to the second network node between the first and second network

performance data packets; and

incrementing, at the second network node, at least one performance manager

counter in response to receiving each communications data packet between

the first and second network performance data packets.

16. The method according to claim 15, wherein communicating the first and second

indicia includes communicating first and second indicia that are sequenced values

indicative of the first and second network performance data packets being

communicated in a sequence.

17. The method according to claim 15, communicating the first and second indicia is

data representative of the first and second network performance data packets being

non-communications data packets.

18. The method according to claim 15, further comprising communicating with each of

the first and second network nodes to collect values of the performance manager

counters.

19. The method according to claim 18, further comprising communicating a message on

a periodic basis to the first and second network nodes to cause each of the

performance manager counters to be reset.

20. The method according to claim 19, wherein communicating a message on a periodic

basis is performed less than a time for a maximum count of the at least one

performance manager counter to be reached.



21. The method according to claim 15, further comprising counting, by each of the at

least one performance manager counters, over different time durations.

22. The method according to claim 15, further comprising:

including corresponding performance manager counter values of the at least one

performance manager counter in a third network performance data packet;

and

communicated the third network performance data packet from the second

network node to a third network node.

23. The method according to claim 22, wherein including the corresponding

performance manager counter values in the third network performance data packet

further includes including the second indicia received in the second network

performance data packet into the third network performance data packet.

24. The method according to claim 22, further comprising accumulating performance

manager counter values received in the third network performance data packet with

corresponding previously received performance manager counter values.

25. The method according to claim 15, wherein communicating the first and second

network performance packets includes communicating modified IEEE 802. lag data

packets.

26. The method according to claim 15, wherein incrementing the at least one

performance manager counter includes incrementing modified ITU Y.1731

counters.

27. The method according to claim 15, further comprising:

incrementing a first performance manager counter to accumulate a number of

data packets including real-time content being communicated between the

first and second network performance data packets; and

incrementing a second performance manager counter to accumulate a number of

data packets including non-real-time content being communicated between

the first and second performance data packets.
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