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(57) ABSTRACT 

According to one aspect of the invention, a request to generate 
a state checkpoint of a computer is initiated within a user 
level software entity, Such as a virtual machine. Upon sensing 
the request, a checkpointing mechanism generates and stores 
at least one checkpoint, each checkpoint comprising a repre 
sentation of the total state of the computer system. Upon 
sensing a state restoration request corresponding to one of the 
checkpoints, the checkpointing mechanism restores the 
checkpointed State in the computer, which can then resume 
operation from the restored total state. According to another 
aspect of the invention, a total checkpointed State is exported 
to another computer, where the state can be modified, for 
example, debugged, and then loaded into either the originally 
checkpointed computer (which, again, may be a virtual 
machine), or some other computer. 
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MECHANISM FOR PROVIDINGVIRTUAL 
MACHINES FOR USEBY MULTIPLE USERS 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

This application is a Continuation of pending U.S. patent 
application Ser. No. 10/921,417, filed 16 Aug. 2004; which is 
a Continuation of U.S. patent application Ser. No. 09/497, 
978, filed 4 Feb. 2000, which issued on 21 Sep. 2004 as U.S. 
Pat. No. 6,795,966; which is a Continuation-in-Part of U.S. 
patent application Ser. No. 09/151,175, which issued on 17 
Dec. 2002 as U.S. Pat. No. 6,496,847 and claimed priority of 
U.S. Provisional Application No. 60/118,862, filed 5 Feb. 
1999. 

This application also incorporates by reference U.S. patent 
application Ser. No. 09/179,137, "Virtualization System 
Including a Virtual Machine Monitor for a Computer with a 
Segmented Architecture.” filed 26 Oct. 1998, which issued as 
U.S. Pat. No. 6,397.242 on 28 May 2002. 

BACKGROUND OF THE INVENTION 

1. Field of the Invention 
This application relates to an arrangement of a computer 

system, in particular, to a system and a method for acquiring, 
storing and using data concerning the State of hardware and 
Software components within the computer system. 

2. Description of the Related Art 
Modern computers “crash” with irritating frequency, with 

much work lost or recovered only with time-consuming 
effort. Sometimes, crashes or other errors are expected, for 
example, when designing new software or debugging an 
existing program. In Such cases, and even when first turning 
the computer on, time is also lost waiting for computers to 
“boot’ or “reboot.” At other times, when problems occur for 
an ordinary user of a commercial application, even more time 
is often lost when the frustrated user must try to explain orally 
what has happened to a technician located far away in a 
customer service department. These are just a few of many 
possible examples of situations when information about the 
state of the computer system is either desirable, for example, 
when debugging a new program, or necessary, for example, 
when the computer is to reboot and automatically load pre 
viously running applications along with the data they were 
processing when exited. 
One known attempt to ensure the ability to analyze and 

reconstruct the state of a physical memory, disk or database 
is based on the concept of a “transaction.” which involves 
on-going tracking of updates to at least one region of storage. 
In this context, a transaction is a collection of updates that are 
bundled together so that they are atomic that is, either all of 
the updates occur, or none of them occur. The idea of trans 
actions is typically applied to databases, where a series of 
updates to different tables need to occur simultaneously. 
A transaction proceeds as follows: A begin command from 

the operating system oran application marks the beginning of 
the series of updates that make up the transaction. After the 
updates complete, a commit command marks the end of the 
transaction and the updates become permanent. If an error 
occurs during one of the updates that are part of the transac 
tion, a rollback command is used to undo any updates in the 
transaction that may have completed. 

Transactional Disks 
In the prior art, this use of the concept of transactions is 

commonly implemented in database systems. Recently, 
transactions have been extended to apply to logical disks (also 
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2 
referred to as virtual disks), which are a software construct 
that emulate physical disks. One example of this solution, in 
the context of a parallel or distributed processing arrange 
ment, is described in U.S. Pat. No. 5,634,096 (Baylor, et al., 
27 May 1997, “Using virtual disks for disk system check 
pointing'), which discloses a scheme for storing data on disks 
in Such away that a “checkpoint' is taken across several disks 
connected to different processors. This checkpoint is then 
used to restore the entire disk system to a known state after 
one or more of the disks or processors fails. 

Yet another solution involving virtual disks is described in 
“The Logical Disk: A New Approach to Improving File Sys 
tems.” by de Jonge, Kaashoek, and Hsieh, in Proceedings of 
the 141h ACM Symposium on Operating System Principles, 
pp. 15-28, December 1993. In this paper, the term “Atomic 
Recovery Unit is used to describe transactions to the logical 
disk. 
The implementation of a logical disk requires the intercep 

tion of requests to the physical disk, and transforming them 
into operations on a logical disk. Once this has been accom 
plished, it is possible to keep a log of all of the updates to the 
logical disk and defer the update so that the original data is not 
overwritten. When the updates are kept in a log in this fashion, 
then a rollback can be accomplished by discarding the 
updates in the log for a particular transaction. A commit can 
be accomplished by retaining these updates in the log, and 
eventually applying them to the logical disk. A similar con 
cept has been proposed in “Petal: Distributed Virtual Disks.” 
by Lee and Thekkath, in Proc. 1 "Intl. Conf. On Architectural 
Support for Programming Languages and Operating Sys 
tems, pp. 84-92, October 1996. The Petal virtual disk Sup 
ports the ability to take snapshots of the virtual disk, using 
techniques known as "copy-on-write. Copy-on-write is a 
common technique that allows copies to be created quickly, 
using a table of pointers to the actual data, and only copying 
the data when it is modified by a user program. 

In Petal, the virtual disk itself is implemented as a table of 
pointers, and the Snapshot (equivalent to a “checkpoint') is 
implemented by including an identifier (called an epoch num 
ber) in this table. When a snapshot is taken, the current epoch 
number is assigned to the Snapshot. The epoch number is then 
incremented, and all Subsequent updates to the virtual disk 
belong to this new epoch number. When a block of the disk is 
next updated, there will be no copy at the current epoch 
number, so a copy of the block will be created. In short, as the 
term "copy-on-write' implies, a copy is made only when a 
disk block is written to. The original data is still available, 
under the epoch number of the Snapshot. 

Both the logging technique and the Snapshot technique 
allow the implementation of transactions on a logical disk. In 
both cases, there are two copies of the modified disk block: 
the original version and the updated version. By restoring the 
state of the logical disk to point to the original version of all 
the disk blocks that were modified during the transaction, the 
transaction can be rolled back, that is, the state of the disk at 
the beginning of the transaction can be restored. 
The concepts of transactions on virtual disks and Snapshots 

of virtual disks have a number of limitations. The first is that 
they are useful only in the context of restoring the state of the 
disk: These systems provide no way to recover from, for 
example, failures caused by errors in a peripheral device. 

Another limitation is that, during the operation of a typical 
computer system, the state of the disk is not complete: Mod 
ern operating systems employ disk caches that contain copies 
of data from the disk, as well as data that needs to be written 
to the disk. Applications also buffer data, so that even the 
operating system itself lacks a complete view of all the data 
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entered by a user of the computer system. Snapshots of the 
disk state taken at an arbitrary point are only as consistent as 
the disk would be if the computer system were to crash at that 
point. On the other hand, any data that is present in the cache 
or in application memory, but that is not yet written to disk, is 
lost. 

If Snapshots of the disk state are taken only at points when 
the operating system is shut down, then the disk is in a 
consistent state, and no data is lost. However, this represents 
a significant limitation on the concept of transactions: Before 
a transaction can begin or end, all applications must be closed 
and the operating system must be shut down. This makes the 
Snapshot technique inadequate to restore the full state of the 
disk when the system or an application “crashes. that is, 
when an application terminates other than as a result of a 
prescribed shut-down routine and whose execution cannot 
proceed. Alternatively, the application or operating system 
must explicitly issue commands that cause the buffered or 
cached data to be written back to the disk. In short, the reality 
of modern systems does not always conform to the “clean' 
assumptions of the Snapshot model, or they require the 
explicit coordination of application or operating system soft 
Wa. 

The technique of taking Snapshots (also known as “check 
pointing') has also been used not only for virtual disks, but 
also for other subsystems such as file systems. Moreover, 
checkpointing has also been proposed for applications, and, 
in certain very restricted senses and cases, for systems as a 
whole. Examples of each will now be given. 

File System Checkpointing 
One example of checkpointing of file systems is disclosed 

in "Deciding when to forget in the Elephant file system.” D. 
Santry, et al., Proceedings of the 17th ACM Symposium on 
Operating Systems Principles, Charleston, S.C. This 
"Elephant File System' uses copy-on-write techniques, as 
well as per-file characteristics to implement checkpointing of 
the file system, albeit only on a file-by-file basis. 

Other checkpointing techniques for file systems are 
described in “File system design for a file server appliance.” 
D. Hitz, et al., Proceedings of the 1994 Winter USENIX 
Technical Conference, pages 235-245, San Francisco, Calif., 
January 1994; and “Scale and performance in a distributed 
file system. J. Howard, et al., ACM Transactions on Com 
puter Systems, 6 (1):51-81, February, 1988. In both of these 
systems, copy-on-write techniques are used to create whole 
file system checkpoints. 

System Checkpointing 
Many different proposals have also been put forward for 

checkpointing systems in certain restricted situations. One 
such proposal for the system known as KeyKOS is described, 
for example, in “The Checkpoint Mechanism in KeyKOS. C. 
Landau, Proceedings of the Second International Workshop 
on Object Orientation in Operating Systems, September 
1992. The KeyKOS system, which operates as a microkernel 
based operating system (OS), treats an entire system (from a 
Software perspective) as a collection of objects and periodi 
cally takes checkpoints of all the objects. After a crash, the 
objects can be restored and the system resumed. One short 
coming of the KeyKOS system is that it requires new system 
Software to be written, in particular, new application program 
interfaces (API's). Yet another disadvantage of KeyKOS is 
that, after a crash, the OS still needs to go through a boot-up 
process before restoring the objects. 

Still another known system-checkpointing technique is 
described in “EROS: a fast capability system. J. Shapiro, et 
al., Proceedings of the 17th ACM Symposium on Operating 
Systems Principles (SOSP 99), December 1999, Charleston, 
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4 
S.C. Like KeyKOS, this EROS system is an object-oriented 
operating system with objects that are made persistent by 
checkpointing them. This checkpointing requires that all state 
resides in special objects called “pages” and “nodes, and that 
all kernel (OS) operations are atomic. Like KeyKOS, the 
system requires a new API, that is, new software, to be writ 
ten, and requires O/S coordination. In EROS, periodic copies 
(checkpoints) are made of all objects, which are saved using 
copy-on-write techniques. Also like KeyKOS, the EROS sys 
tem requires an O/S reboot after a crash. 
As its title implies, U.S. Pat. No. 5,715,464 (Crump, et al., 

3 Feb. 1998, “Computer system having suspend once resume 
many sessions') describes a computer system that has sus 
pend once resume many (SORM) sessions. This SORM 
arrangement operates in a manner similar to the way in which 
existing portable computers are able to 'suspend their opera 
tion, for example, when the lid is closed, and then resume 
operation when reactivated. In the SORM system described in 
the Crump 464 patent, however, the Suspended image is 
preserved after resuming and thus may be restored multiple 
times, although subject to the very restrictive condition that 
the Suspended image may no longer be valid after the next 
disk access in a resumed system. Moreover, the disclosed 
system-checkpointing solution describes possibility of keep 
ing multiple Suspended images, each for a different operating 
system, so that one can alternate between running the Sus 
pended operating systems. 

Yet another system with features similar to the suspend-to 
disk features of a portable computer is disclosed in U.S. Pat. 
No. 5,758,174 (Crump, et al., 26 May 1998, “Computer sys 
tem having a plurality of stored system capability states from 
which to resume”). In this system, multiple suspended images 
may be kept and the user may resume from any one of them. 

In both the Crump 464 and 174 systems, the operating 
system (OS) and application Software must participate in the 
Suspension and must go through a shutdown and a wake-up 
phase. In particular, these known systems require Software 
executing within the operating system, Such as an Advanced 
Power Management (APM) driver, and applications/sub 
systems to register with the APM driver. Furthermore, each 
Suspended image must belong to a differentOS, or instance of 
an OS, since the image does not include the state of the disk 
at the time the system was Suspended. Resuming an OS will 
thus alter the contents of the disk associated with that OS at 
the next occurrence of a disk write, causing any suspended 
image associated with that OS to be inconsistent with the state 
of the disk. Another limitation is that neither system employs 
any form of copy-on-write techniques to reduce the amount of 
saved state. 

Still another system of this type is described in U.S. Pat. 
No. 5,386,552 (Garney, et al., 31 Jan. 1995, “Preservation of 
a computer system processing state in a mass storage'). In 
this system, the contents of system registers and system 
memory are saved in a mass storage device upon the occur 
rence of a triggering event, such as during power-off or when 
the system is to enter a low-power mode. The system then 
enters a Suspend state. Once processing is resumed, the con 
tents of a previously saved processing state are read in and 
control is returned to the previously running application pro 
gram. This system requires two separate modules—a special 
interrupt handler and a system management module—to 
handle saving different partitions—isolated and non-iso 
lated—of the memory. 
As in other Suspend-and-resume systems, in the Garney 

system, the evolution of the computer system state is always 
moving forward in a linear trajectory. In otherwords, once the 
system is resumed, there is no way to go back to the previ 
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ously suspended State. This is in part because the contents of 
the disk, which are not saved when the system enters the 
Suspend State, may be freely modified after resuming any 
post-resume modification prevents resuming again from the 
previously saved state. Thus, it is not possible to resume 
multiple times from a saved image. It is also not possible to 
save the state, continue execution, and then resume later from 
the saved state. 

The Garney System also illustrates another common disad 
Vantage of existing arrangements that provide for saving at 
least some part of the system state: It requires that software 
within the system itself must participate in Saving the system 
state. Thus, in order to save the partial state in the Garney 
system, the additional system Software needs to cause the 
processor to go into a system management interrupt state so 
that it can access a system management memory area. The 
processor must also be in the system management interrupt 
state in order to ensure that a critical part of the save routine 
will not be interrupted by a hardware interrupt. 

Application/Process-Level Checkpointing 
One known system for checkpointing applications is the 

“Condor distributed processing system, which is described 
in "Checkpoint and Migration of UNIX Processes in the 
Condor Distributed Processing System. M. Litzkow, et al., 
University of Wisconsin-Madison Computer Sciences Tech 
nical Report #1346, April 1997; and “Supporting Check 
pointing and Process Migration Outside the UNIX Kernel.” 
M. Litzkow, et al., Proceedings of the 1994 Winter USENIX 
Technical Conference, San Francisco, Calif., January 1992. 
The Condor system checkpoints the processes of running 
applications, and can migrate them to other machines as long 
as these also are running Condor. Only the application state is 
checkpointed, however, and the applications themselves must 
participate in the checkpointing by making calls to a check 
point library. 

All of the known systems and methods mentioned above 
Suffer from one or more of the following disadvantages: 
They save only part of the entire system state; as such, they 

cannot ensure complete restoration of the system state suffi 
cient to guarantee that all applications will be able to continue 
exactly as they would have when the saved state is restored. 

They are notable to generate checkpoints and save the state 
of the system at arbitrary points, or at multiple points. The 
systems will therefore not correctly save the partial state 
except when processing is interrupted at specific points or 
under specific conditions. This implies, of course, that there 
will be circumstances when the state cannot be saved at all. 
This means, in turn that Such systems cannot be used for Such 
operations as full-state, step-by-step debugging of applica 
tions. In many cases, this limitation is caused by a need for 
synchronization of the partial state-saving procedure with 
applications, or a need to wait for Some other internal pro 
cess—such as a shut down of some Sub-system—to be com 
pleted before saving the partial state. 

They require specialized system Software Such as special 
APIs or operating systems. Alternatively, they assume and 
work only for particular operating systems and hardware 
architectures. They are therefore not beneficial to the most 
common users—those who need to run off-the-shelf applica 
tions using an off-the-shelf operating system. An additional 
consequence of this is that the checkpoints are not portable 
between different systems. 

They need to flush disk caches. 
What is needed is some way to overcome these disadvan 

tages of the prior art, and in particular, to extract and restore 
the entire state of the computer system as a whole, not just of 
some portion of the memory. This then would enable com 
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6 
plete restoration of the system to any point in its processing 
without requiring any application or operating system inter 
vention, or any specialized or particular system Software 
(such as APIs and OSs) or hardware architecture. This 
invention provides a system and method that accomplishes 
this, and it does so in a way that makes possible even other 
unique features. Such as the ability for one or even multiple 
users to run, evaluate, test, restart, and duplicate a processing 
stream not only from the same point, but also from different 
points. The invention accomplishes this, moreover, in a man 
ner that allows checkpointing the entire state of the system in 
a way that allows state information to be portable between 
different hardware platforms and system software configura 
tions. 

SUMMARY OF THE INVENTION 

Embodiments of the invention comprise methods, com 
puter systems and computer program products. 
One embodiment is a method for allowing multiple users to 

share a common computer system image. The method com 
prises: generating a state vector representing the total 
machine state for a virtual machine configured with one or 
more commonly used applications; establishing the state vec 
tor for the virtual machine as a read-only common computer 
system image for use by multiple users; loading the state 
vector into a first virtual machine for use by a first user and 
into a second virtual machine for use by a second user; and 
allowing the first user to use the first virtual machine and 
allowing the second user to use the second virtual machine, 
and allowing the first and second users to enter different data 
in the first and second virtual machines, respectively, so that 
the processing paths of the first and second virtual machines 
diverge. 

In another embodiment, the common computer system 
image is stored on a server computer, the first user accesses 
the common computer system image on the server computer 
from a first client computer and the second user accesses the 
common computer system image on the server computer 
from a second client computer. In another embodiment, 
updates to the common computer system image are kept in 
local storage on the client computers. In another embodiment, 
the method further comprises, at a later time, loading the State 
vector into a third virtual machine for use by a third user, 
allowing the third user to use the third virtual machine, and 
allowing the third user to enter different data so that the 
processing path of the third virtual machine diverges from the 
processing paths of the first and second virtual machines. In 
another embodiment, the method further comprises, at a later 
time, loading the state vector into a third virtual machine for 
use by a third user, allowing the third user to use the third 
virtual machine, and allowing the third user to enter different 
data so that the processing path of the third virtual machine 
diverges from the processing paths of the first and second 
virtual machines, wherein the third user accesses the common 
computer system image on the server computer from a third 
client computer. In another embodiment, the method further 
comprises generating a checkpoint of the first virtual 
machine, transferring the checkpoint of the first virtual 
machine to a first client computer, restoring the checkpoint of 
the first virtual machine in a first remote virtual machine in the 
first client computer and allowing the first user to use the first 
remote virtual machine in the first client computer, and gen 
erating a checkpoint of the second virtual machine, transfer 
ring the checkpoint of the second virtual machine to a second 
client computer, restoring the checkpoint of the second Vir 
tual machine in a second remote virtual machine in the second 
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client computer and allowing the second user to use the sec 
ond remote virtual machine in the second client computer. In 
another embodiment, the checkpoint of the first virtual 
machine is transferred to the first client computer and the 
checkpoint of the second virtual machine is transferred to the 
second client computer using a network. 

Another embodiment is a method for providing a common 
virtual machine to each of multiple users. The method com 
prises: generating a state vector representing the total 
machine state for a source virtual machine running on a first 
computer, transferring the state vector to a second computer, 
restoring the state vector in a first remote virtual machine on 
the second computer and allowing a first user to use the first 
remote virtual machine on the second computer; and trans 
ferring the state vector to a third computer, restoring the state 
vector in a second remote virtual machine on the third com 
puter and allowing a second user to use the second remote 
virtual machine on the third computer, wherein the first user 
and the second user enter different data so that the processing 
paths of the first remote virtual machine and the second 
remote virtual machine diverge. 

In another embodiment, the first user and the second user 
also change parameters differently between the first remote 
virtual machine and the second remote virtual machine. In 
another embodiment, the state vector is kept on the first com 
puter in a read-only state. In another embodiment, the State 
vector is transferred to the second computer and to the third 
computer using a network. In another embodiment, the state 
vector is transferred to the second computer and to the third 
computer using a disk. In another embodiment, the first com 
puter is a central server. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 illustrates the main hardware and software compo 
nents of a standard computer system, but including a state 
extraction module within an operating system. 

FIG. 2 illustrates the main hardware and software compo 
nents of a preferred embodiment of the invention, in which a 
virtual machine monitor is used to extract entire state of at 
least one virtual machine running on the monitor. 

FIG. 3 illustrates the concept of a transaction and method 
according to the invention in which a system such as a virtual 
machine, at the completion of a transaction, can be restored to 
its state at the beginning of the transaction. 

FIG. 4 illustrates an embodiment of the invention in which 
the state of the computer system (which is preferably a virtual 
machine) can be extracted and stored and for multiple check 
points, and how a transaction according to the invention can 
extend even over a period when the system is turned off. 

FIG. 5 illustrates an embodiment of the invention in which 
multiple, parallel processing paths may be run simulta 
neously using the invention. 

FIG. 6 illustrates an embodiment of the invention in which 
the state of a computer system can be installed into another 
physical system by transferring a system state vector over a 
transmission medium. 

DETAILED DESCRIPTION 

Central to an understanding of the preferred embodiment 
of this invention is an understanding of the concepts of the 
“total state' of a computer system, as well as of a “check 
point as used in this description of the invention. Assume a 
typical computer system. This system will at least include 
hardware such as one or more processors, a system memory 
(typically RAM) for high-speed, volatile and/or non-volatile 
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storage (including a temporary cache), one or more peripheral 
devices, at least one mass storage device Such as a hard disk, 
and conventional Support circuitry Such as a power Supply and 
a system clock. Peripheral devices commonly found in mod 
ern Systems include various I/O devices such as a display 
monitor, a keyboard, some cursor control device (for 
example, a mouse, touch pad or trackball), a printer, a 
modem, and hardware devices such as Sound video cards. All 
of these hardware devices are represented internally in the 
machine, that is, the computer system, and their status (con 
nected/disconnected, active/inactive, etc.) and current set 
tings are defined as a set of stored parameters. 
The system will also usually include Software such as an 

operating system, device drivers, and system programs such 
as the boot-up routine. Of course, from the perspective of 
most users, the most apparent software in the system consists 
of the actual application programs—such as a word proces 
Sor, a development tool, games, a network browser, etc.—that 
are loaded into either mass storage or the system memory. 
Any given instant, all of the Software and all of its static and 
dynamic operating settings, associated files, application buff 
ers, etc., are also stored either on the mass storage device 
(such as a hard disk), or in system RAM, or both. 

In describing the various components of a computer sys 
tem, the term "storage' commonly refers to any device 
capable of storing data and includes system memory, caches, 
non-volatile memory, and mass storage devices such as hard 
disks. The term “non-volatile storage' commonly refers to 
any storage device whose state is not lost when power is 
removed from the system, such as a hard disk. The term 
“volatile storage' commonly refers to any storage device 
whose state is lost when power is removed from the system, 
Such as the system memory and caches. 

Within the processor, or in dedicated memory circuitry, are 
also various registers. The number and type of registers vary 
depending on the particular processor and system architec 
ture, but are in every given case well defined. One register, for 
example, will typically be an instruction pointer that indicates 
to the processor from which memory address it is to fetch its 
next instruction. Other registers contain various flags for 
enabling, disabling and determining the status of various 
interrupts, for indicating a current privilege level (in Intel 
x86-based systems), etc. In systems such as Intel x86-based 
systems that include segmented memory architectures, vari 
ous pointers and tables, for example, descriptor tables, are 
also stored in memory to enable the processor and/or operat 
ing system to address and load the correct current memory 
Segment. 
The concept and definition of the total state of a computer 

system—the total machine state—is well understood by those 
skilled in the art of computer design. In short, the total 
machine state is the entire collection of all information that is 
necessary and Sufficient to uniquely determine the status of all 
hardware and Software components at the completion of any 
given processor instruction. Put differently, assume that the 
processor's execution is interrupted at the completion of any 
arbitrary instruction. The total machine state is then the set of 
data that, when loaded at any time into the appropriate 
memory positions (both internal and external to the proces 
sor), will cause the processor, and all connected hardware and 
Software components, to continue executing in exactly the 
same way as if there had been no interruption at all. In any 
given implementation, the total machine state includes at 
least the “architected state of the system. Each processor 
implementation will have different, but well defined, internal 
states, but all follow some architected state. All present Intel 
processors, for example, follow the IA-32 (x86) architecture. 
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Similarly, many systems made by the Apple and IBM corpo 
rations conform to the Common Hardware Reference Plat 
form (CHRP) system architecture. 
The machine state can be represented as an encapsulation 

or enumeration, that is, a list or data structure—a state vector 
S (e1, e2,..., en)—whose elements e1, e2,..., en are all the 
parameters, register values, I/O and other peripheral device 
settings, buffer and cache contents, disk and memory con 
tents, etc., that define the state. Thus, the state can be repre 
sented and stored as a vector formed not only of individual 
parameters, but also of a concatenation of other lists, such as 
pages or sectors or blocks of memory. Saving of State infor 
mation can be accomplished using normal techniques, 
whereby the processor can be directed using known, pre 
stored instructions, that is, a program, to access and transfer 
into a specified storage area all of the elements of the state 
vector S. Different embodiments of the invention implement 
this state vector extraction and storage in different ways and 
are described below. 

Defined broadly, this invention encapsulates the entire 
computer system by enumerating and storing its total 
machine State using software (or dedicated hardware) that 
need not be part of the system at all, and with no need for 
synchronization or control by System software or applica 
tions. This allows the invention, in some embodiments, to 
implement the concept of transactions (see above) on the 
entire State of the computer system. Thus, data that is in 
application buffers or in the disk cache of the operating sys 
tem, as well as the data that is on the disk, is included in the 
transaction. Transactions can begin or end at any point during 
the operation of the computer system, without closing appli 
cations or shutting down the operating system. Alternatively, 
it may be desirable to allow certain operations to be com 
pleted, or to terminate certain operations before beginning or 
ending the transaction. An example where this might be 
appropriate is a network connection, or some other interac 
tion with a device external to the computer system. 

According to the invention, a transaction is implemented 
on a computer system as follows: First, to define the begin 
ning of a transaction, Some device or software module inter 
rupts the system processor in any known manner and copies 
the total machine state of the computer system. The copy is 
accomplished by reading the state of the computer system and 
writing it to external storage, and can be done using known 
programming techniques. This initial saved State vector is 
referred to below as a starting checkpoint So. Next, all of the 
actions and updates that are part of the transaction are per 
formed. Then, another, final checkpoint S is created of the 
computer system state after the updates have been performed. 
One use of the system according to the invention is that it 

allows a transaction to be rolled back, that is, to cause execu 
tion of instructions between two checkpoints to be “undone': 
To rollback the transaction, that is, to cause the computer 
system to execute from the initial checkpoint So as if it had 
never been interrupted when the checkpoint So was created, 
the state vector So is restored, and the computer is started up 
in this state and allowed to execute until the final checkpoint 
S is reached. If the execution is successful according to some 
predetermined definition, then the final checkpoint S func 
tions as a commit, and becomes the new starting checkpoint. 
If, however, an error occurs in processing before the final 
checkpoint S, then the computer system state So is restored 
and processing can resume from this starting point. In short, 
a transaction is defined as all that happens from one check 
point (machine State) to another. The execution of the trans 
action is “committed only if no error occurs during the 
execution; if an error does occur, then the computer state is 
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10 
reset to its status at the beginning of the failed transaction, 
thereby allowing either analysis of the state, or continued 
execution of different instructions. The computer system can 
therefore proceed from checkpoint to checkpoint—transac 
tionally—and can be reset as needed to the beginning of the 
current transaction. 

Alternatively, rather than storing the entire system state at 
both the beginning and end of a transaction, a log can be kept 
of changes to the computer system state, that is, of any 
changes to any of the elements of So. This log can then be 
discarded to roll back the transaction, or it can be saved, or it 
can be applied to the first checkpoint to commit the transac 
tion. If it is saved, the log of changes constitutes a second 
checkpoint, as long as the original checkpoint So that it is 
based on is maintained in a read-only state. This is thus an 
application of the “copy-on-write procedure to the entire 
machine state. 

In the preferred embodiment of the invention, a combina 
tion of these two approaches—transactional execution using 
checkpoints, and copy-on-write updating is used. For state 
which is Small, Such as hardware registers, or state that is 
likely to be entirely changed. Such as random access memory, 
it is most efficient to make a complete copy of the entire state 
before and after the transaction. For state which is large and 
changes slowly, Such as disk contents, it is more efficient to 
keep a log of the changes instead of a copy of the entire 
contents. For each system in which the invention is installed, 
the particular hardware and software configuration and how 
actively various loaded applications change their stored val 
ues, will determine to what extent copy-on-write techniques 
will be required. This can be determined by those skilled in 
the art using known design techniques. In the following, the 
term checkpoint is taken to mean either a complete copy of 
the total machine State, or one or more saved logs of changes 
that refers back to a prior read-only checkpoint. Those skilled 
in the art will recognize that each saved log may consist of 
multiple sections, each section containing the saved state of a 
particular system component. Further, the saved state of each 
system component may be the entire state of the component, 
or may be the changes that have been applied to the state of the 
component since the last saved log. 

These concepts, and the manner in which checkpoints are 
used in different embodiments of the invention, will be better 
understood from the further description of the invention given 
below. 

Implementation Issues 
There are several pre-conditions to implementing a fully 

transactional computer system. First, the entire state of the 
computer and its peripherals should be accessible by soft 
ware. Second, it should be possible to write all of this state 
information to some external storage device. Third, it should 
be possible to reload the state information and thus restore the 
state of the computer from the saved state. Fourth, it should be 
possible to restart the computer in the restored state. 

Unfortunately, the pre-conditions above are not all typi 
cally met in common computer systems. It is, for example, 
common for hardware to have state information that is not 
visible. Certain architectures such as the Intel x86, for 
example, contain several memory segment registers, and each 
of these segments registers contains a part that is hidden to 
most software. Moreover, even when all of the state is visible, 
it is not always possible to restore all of this state to saved 
values, or to restart the computer in this new state. On the 
other hand, it will in many applications be acceptable for 
Some parts of the state to be invisible as long as this state is 
transient and disappears at well-defined points—the creation 
of checkpoints and thus the storing of the state vector can be 
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restricted to being carried out only at one of these points 
where all of the transient state is gone. 

The preferred embodiment of the invention (described 
below) provides, however, an implementation in which the 
user operates only in a virtual space, that is, the user runs all 
applications on virtual machines. This allows the preferred 
embodiment of the invention to access and encapsulate all 
state information for all applications, regardless of the under 
lying hardware and its possibly incomplete state accessibility. 
These concepts are described in greater detail below. 

FIG. 1 illustrates the main hardware and software compo 
nents of a standard computer system. System hardware 100 
includes a processor 110 (or two or more cooperating proces 
sors in a known multiprocessor arrangement), which 
includes, or is connected to, registers 112 and interrupt-han 
dling circuitry 114. Various conventional applications 120, 
120,..., 120, communicate with the hardware 100 and other 
system components via an operating system 130. Standard 
volatile and non-volatile storage devices 140, 141, respec 
tively—referred to collectively as “storage' are connected 
to the hardware 100 and can be accessed by the operating 
system 130, by the hardware 100, or, in some circumstances, 
directly by applications. 

Conventional peripheral devices 150 are also connected 
either for direct control by the hardware 100 or via the oper 
ating system 130. The operating system 130 includes device 
drivers 132 for the various peripherals 150. Thus far, the main 
components of the computer system illustrated in FIG. 1, as 
well as their implementation and operation, are as in almost 
every common computer system and are as Such very well 
known. What is also well known is that requests by applica 
tions 120, 120, . . . , 120, for managing and mapping 
memory, for control of peripherals 150 or access to data 
regarding their settings, etc., can be handled in whole or in 
part by the operating system 130. In operating systems such 
as those made by Microsoft, an Applications Program Inter 
face (API) is usually included, for example, specifically to act 
as the interface between the operating system and applica 
tions. The operating system is also responsible for tracking 
memory portions allocated to each application, and for han 
dling or at least setting up most data transfer between 
memory, applications and peripherals. As such, Software at 
the system level, that is, at the level of the operating system, 
with direct communication with the hardware 100, will in 
most cases have access to the information that comprises the 
machine state. In particular, the operating system is able to 
construct the state vector S because it is able to access all 
storage, where the state of all software (including virtual 
machines, described below) resides. 

In this embodiment of the invention, a state extraction 
driver 136 is therefore loaded into the operating system 130 to 
place in storage the elements of the state vector Swhenevera 
command is issued to do so. As is explained further below, the 
driver 136 could store either the entire contents of storage 
relating to the applications, or simply updates, according to a 
copy-on-write scheme. This command will typically be 
issued either by an application, or from within the operating 
system itself, according to a parameter or routine set by the 
user. This is made clearer below. The state extraction driver 
136 can be implemented using known programming tech 
niques. 
As is also explained in greater detail below, one purpose of 

extracting and storing the machine state S is that it allows this 
state to be reloaded. Of course, the very act of storing the 
machine state S changes the state itself. In order to prevent 
this inconsistency in the definition of the machine state, and 
potential ambiguity in memory addressing, each machine 
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vector S (of which, as is explained below, there may be many), 
the storage is preferably partitioned, using known techniques, 
with the state vectors S being stored in a dedicated, exclusive 
region 142 of storage. The device used for storage is prefer 
ably non-volatile, which will allow state vectors to be read 
and restored even if the system has been powered off since 
state storage. In the following description of the invention, the 
term "storage' is used to indicate any device that is used to 
StOre One Or more State VectOrS. 
The embodiment of the invention shown in FIG. 1 extracts 

state information for a real, physical computer system, that is, 
from actual hardware registers, and requires only the loading 
of the driver 132 and the partitioning of storage. On the other 
hand, as is discussed above, if the processor 110 has state 
information that is not visible to the driver 136, or if the 
system fails to meet any of the other requirements mentioned 
above, then it may not be possible to convert the computer 
system into fully transactional system using this embodi 
ment. 

Fortunately, however, the preferred embodiment of the 
invention is able to convert even Such an architecture into a 
fully transactional system. In order to understand the pre 
ferred embodiment of the invention, it is helpful first to recall 
certain concepts from the field of virtual machines. 

Virtual Machine 
As is well known, a virtual machine is a computer'system' 

that is typically implemented entirely in Software on top of a 
“real.” that is, physical, hardware platform and a “real oper 
ating system, that is, an operating system that communicates 
directly with the hardware platform and other physical sys 
tem components such as memory. In other words, a virtual 
machine is software that emulates a particular architecture 
and operating system, although actual processing and data 
storage is of course performed on the actual physical compo 
nents, which are otherwise unknown to actual applications 
running on the virtual machine. The design and operation of 
virtual machines is well known in the art of computer Science. 
Indeed, most modern personal computers include at least one 
virtual machine: A computer whose operating system is 
Microsoft Windows or Windows NT, for example, will allow 
most applications designed to run under the earlier Microsoft 
DOS to run on the Microsoft Windows or Windows NT 
machine as well. This is because Such computers include a 
DOS virtual machine that runs on top of the Microsoft Win 
dows and Windows NT operating systems. 

See FIG.2, in which a virtual machine (VM1) 200 is shown 
as including a virtual operating system (VOS) 202, a virtual 
processor (VPROC) 204, a “virtual disk that is, virtual 
memory (VMEM) 206, and virtual peripheral devices 208, all 
of which are implemented in software to emulate the corre 
sponding components of an actual computer. Applications 
220, 220 (only two of which are shown merely for the sake 
of simplicity) are “loaded into that is, associated with, the 
virtual machine 200 and run normally. These applications 
pass their instructions directly to the virtual operating system 
202 instead and are in the form suitable for running on the 
type of processor that the virtual processor 204 emulates. In 
reality, however, all instructions generated by the applications 
will be carried out on the actual hardware 100, using actual 
peripheral devices 150 accessed and controlled by the oper 
ating system 130. 

In fact, of course, all of the applications 220, 220, and the 
components of the virtual machine 200 are instructions and 
data stored in memory, just as any other Software. Indeed, the 
same applies to other system software as well. Such as the 
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operating system 130 itself. These various software compo 
nents are illustrated as separate modules merely for the sake 
of clarity. 

Depending on how the interface between the virtual 
machine and either the hardware or the system operating 
system is handled, more than one virtual machine 200. . . . . 
200m may be included in the system as a whole. In FIG. 2, the 
main components of only one virtual machine 200 are illus 
trated merely for the sake of simplicity—other virtual 
machines will have a similar structure. Note, however, that 
different virtual machines may have (but do not require) 
different virtual operating systems, different applications, 
etc. 

In some known implementations, virtual machines are run 
directly on top of the operating system 130. As such they 
constitute applications like any other, for example, the appli 
cations 120, . . . , 120, shown in FIG. 1, except that they 
themselves have applications running on them. Of impor 
tance here, however, is that each virtual machine is, as far as 
the applications are concerned, a self-contained computer 
system. This means that each virtual machine will itself also 
have a total state vector S that characterizes the virtual 
machine. Moreover, all of the state of the virtual machine 
components will be visible to software. Consequently, all of 
the state of any given virtual machine may be accessed and 
stored; in other words, checkpoints may be established for 
any virtual machine at the completion of any virtual machine 
instruction. 

If the virtual machines are installed to run directly on the 
operating system 130 (as if they were applications in FIG.1), 
then the state extraction driver 136 may intercept all their 
instructions and data changes and construct the state vector 
whenever triggered to do so (see below). One problem with 
this configuration is that it assumes that all devices and func 
tions needed by the applications 220, 220 can either be 
virtualized or that their state is visible to the operating system. 
As is pointed out above, however, this may not always be 
possible, or it may be possible only for certain types of virtual 
machines running on certain hardware platforms—note that 
the virtual machine must sooner or later communicate at least 
indirectly with some actual hardware. 

Virtual Machine Monitor 
In order to overcome the limitations of the embodiment 

described above, in which the virtual machines run directly 
on the operating system 130, the preferred embodiment of the 
invention instead interposes a virtual machine monitor 250 
between the virtual machines 200, ..., 200n and the system 
hardware. As is well known in the art, a virtual machine 
monitor is a layer of software that runs directly on top of the 
hardware and virtualizes at least some of the resources of the 
machine, or at least of some machine. Since the interface 
exported by the virtual machine monitor to the virtual 
machines is the same as the hardware interface of the 
machine, the virtual operating system 202 cannot even deter 
mine the presence of the VMM except possibly for certain 
especially time-critical processes. Consequently, when the 
hardware interface is compatible with the underlying hard 
ware, the same operating system can run either on top of the 
virtual machine monitor or on top of the raw hardware. 

Virtual machine monitors can also provide architectural 
compatibility between different processor architectures by 
using a technique known as either “binary emulation' or 
“binary translation” in which they emulate the virtual archi 
tecture on top of the underlying one. This allows entire virtual 
machines (operating systems and applications) written for a 
particular processor architecture to run on top of one another. 
Moreover, it allows any number of virtual machines having 
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different virtual operating systems to run on a given physical 
platform and with a given operating system. 

This can be particularly difficult when the underlying hard 
ware assumes a segmented memory architecture Such as in 
Intel x86 platforms. Nonetheless, it is possible: a system and 
method for accomplishing this is described in the co-pending 
U.S. patent application Ser. No. 09/179,137, "Virtualization 
System Including a Virtual Machine Monitor for a Computer 
with a Segmented Architecture.” filed 26 Oct. 1998, which is 
incorporated into this application by reference. By combining 
direct execution and binary translation engines within a vir 
tual machine monitor, the disclosed system is able to virtual 
ize entire machines, even when the underlying hardware plat 
forms are different. 

FIG. 2 illustrates this preferred configuration, which is 
described in greater detail in the parent application, namely, 
U.S. patent application Ser. No. 09/151,175, "System and 
Method for Virtualizing Computer Systems.” Using the pre 
ferred configuration, the virtual machine monitor 250 is able 
to virtualize the entire computer system, including the various 
system resources, and to access even the hidden parts of 
processor registers in Systems such as the Intel x86. 

In Summary, the configuration described in the parent 
application involves installing the virtual machine monitor 
directly onto the hardware, that is, at the same system level as 
the operating system 130. A driver is then installed into the 
operating system to enable communication between the Vir 
tual machine monitor and peripheral device emulators. 
A corresponding library of device emulation modules 252 

is preferably included within the virtual machine monitor. 
These modules are exported to the attached virtual machines. 
In a preferred implementation of the invention, each device 
emulation module 252 is an emulation of a device that is 
representative of the particular class of device. To understand 
this further, consider the example of a peripheral. Such as a 
modem, that allows communication with some form of net 
work. In general, an application is not dependent on any 
particular type or brand of modem a telephone dialing 
application, or a fax modem program, or an Internet web 
browser, assumes merely that there is a modem and one can 
change the system modem without having to modify the 
application. Consequently, as long as applications running in 
a virtual machine are able to communicate with Some modem, 
that is, Some representative implementation of the device, 
then they will work normally even if the modem they 
“believe they are communicating with is not the actual 
physical system peripheral. 

According to the invention, a representative emulation 
module is therefore preferably included in the virtual 
machine monitor 250 for each Such application non-specific 
peripheral device. In effect, each Such module is simply an 
interface that is exported to the respective virtual machines 
that responds as the particular device would. For each actual 
device, any known but preferably widely used—existing 
device may be taken as the representative device that is emu 
lated and exported to the virtual machines. Each device emu 
lation module will then include any data conversion routines 
necessary for two-way conversion of device instructions and 
data between the formats used by the actual device and the 
virtual (emulated) device. The emulation of devices and con 
version of data between formats can be done using well 
known techniques in computer Science; consequently, the 
emulation modules 252 may be programmed in any known 
a. 

One significant advantage of the use of exported device 
emulation modules is that only a single, well-defined module 
is required for each device (just as at most a single modem is 
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typically required in a computer). This contrasts with the 
prior art, in which virtualized versions of a plurality of types 
of actual physical devices is exported. The single, exported 
emulation of devices by the virtual machine monitor 250 to 
the various virtual machines allows each virtual machine to 
be a complete virtual system in its own right, so that they are 
made independent of the underlying platform, that is, of the 
host system. The significance of this, which will be made 
clearer below, is that the entire state of each virtual machine 
will therefore also become platform-independent, so that 
each virtual system can be made portable, allowing it to be 
transmitted or moved to a different physical device via a 
transmission medium, or to be dynamically migrated (with no 
need to store the entire state) to other systems for continued 
processing, for example, to a server node that is less busy than 
a current node. 

Note that it is not necessary for an emulation module to 
have an actual physical counterpart in the system. Rather, the 
virtual machine monitor may include emulation modules that 
are purely virtual. For example, assume that one wishes to test 
how a proposed, prototype peripheral device would work in a 
system. Using any of the many known simulation packages 
for hardware and Software design, the designer could first 
create the associated emulation module, install it in the virtual 
machine monitor, and then test applications against it by 
running them on one of the virtual machines. Since the only 
interface between the device and the virtual machine is the 
emulation module—even for actual physical devices—then it 
will run as if an actual physical prototype been included in the 
physical system. 
Key to this invention, however, is that a virtual machine 

monitor, especially as configured in the parent application, is 
able to access and thus to store the total machine state of any 
connected virtual machine at any given time, in contrast to the 
other systems mentioned above that store only incomplete 
parts of the system. This allows it to encapsulate, access and 
checkpoint the entire State of each and every virtual machine, 
independent of the others. Consequently, whether the state 
vector corresponds to an actual computer system, or, prefer 
ably, to a virtual machine, and whether the virtual machine is 
running directly on an operating system or on a virtual 
machine monitor, and whether the virtual machine monitor 
runs directly on the hardware, at System level, or on top of an 
existing operating system, all that is required for this inven 
tion is that either the virtual machine monitor or operating 
system should extract the state vector for the actual computer 
system or for a virtual machine. The degree to which the state 
vector is complete will determine the degree to which the 
transactional computer system that is implemented will be 
able to function in the various operational modes of the inven 
tion described below. 

The embodiment of the invention with one or more virtual 
machines running on a system-level virtual machine monitor 
as in parent U.S. patent application Ser. No. 09/151,175, is 
able to extract the complete state vectors of virtual machines. 
The concept of the machine state for a virtual machine is the 
same as for a “real' machine: It is the enumeration (list) of all 
memory sectors, pages, blocks, or units, and indices and 
addresses allocated to the current virtual machine, the con 
tents of all virtualized hardware registers, the settings for all 
virtualized drivers and peripherals, etc., that are stored in any 
storage device and that are necessary and Sufficient that, when 
loaded into the physical system in the proper locations, cause 
the virtual machine to proceed with processing in an identical 
a. 

The virtual machine monitor described in U.S. patent 
application Ser. No. 09/151,175 is even able to track portions 
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of the machine state that are not otherwise visible to software, 
to restore this state to saved values, and to restart the corre 
sponding virtual machine in the new (restored) state. In addi 
tion, if the logging technique described above is also imple 
mented, then, for the sake of efficiency, the virtual machine 
monitor can also be programmed using known techniques to 
intercept all updates which are to be logged, and redirect 
them. The virtual machine monitor is for that reason the 
preferred embodiment. Examples of the different operational 
modes of the invention will now be described. 

Full-State Suspend-Resume-and-Restore Mode 
See FIG. 3. Assume that a computer is powered on (or, 

equivalently, in the virtual environment, that a current virtual 
machine is started) and runs (indicated by the broken, large, 
horizontal arrows) as normal. At point A, that is, at the con 
clusion of a particular (virtual) machine instruction, the 
machine is interrupted and its operation is suspended (using 
normal interrupt techniques). The state extraction mechanism 
(preferably, the virtual machine monitor) then extracts the 
machine state and saves it in storage (indicated by the dashed 
lines) as the initial checkpoint S0. The system is then 
resumed, preferably under the control of the virtual machine 
monitor or otherwise by the operating system, using standard 
programming techniques. Assume that a second interruption 
is generated at point B. This point (and all checkpoint inter 
rupts) may be deliberately set, for example by encoding the 
interrupt into the normal instruction stream, or it may occur 
because of some error that leads to an interrupt. Note that the 
virtual machine monitor in the preferred embodiment is able 
to intercept and react to all such “unplanned interrupts as 
well. The state vector SF, representing the state at instruction 
point B, is then preferably saved in storage. 

If no further action is required, then both of the state vectors 
S0 and SF will be available in storage for analysis by the user. 
Assume, however, that the user wishes to start processing 
once again from checkpoint A, perhaps in order to repeat the 
processing that led up to the error state at checkpoint B. In this 
case, the user, by way of a conventional command that is 
intercepted and executed by the virtual machine monitor, 
directs the system (the virtual machine monitor) to restore the 
state vector S0, thereby setting the entire system in the same 
state that it was when it first reached checkpoint A. Processing 
may then be restarted from this point once again. 
As this example illustrates, this invention thus makes it 

possible not only to Suspend the machine and resume opera 
tion later from the Suspendpoint, but also to do so an arbitrary 
number of times. In other words, because even the contents of 
the virtual memory (for example, virtual disk) are also stored 
as part of the state vector, later modification of the virtual 
memory will not affect the systems ability to restore the 
machine state completely and repeatedly to its former value. 

In transactional terms, the processing steps from check 
point A to checkpoint B constitute a transaction, checkpoint A 
marks a begin step, checkpoint B marks a commit step, and 
the process of restoring S0 is a rollback. Unlike in the prior 
art, however, in this case the entire state of the machine is 
stored, and the checkpoints A and B may be encoded at any 
point in the instruction stream, not necessarily at, for 
example, power-up, or after booting, or at power-down. It 
would be possible, however, to set the initial checkpoint A 
immediately after power-up, and the final checkpoint B 
immediately before power-off of the system. The invention 
allows a transaction to be defined with arbitrary beginning 
and end points, as long as they are at the completion of a 
machine instruction. 
The total machine state at points where the virtual machine 

is powered off is a subset of the normal total state of the 
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machine. In particular, it does not have to include the Volatile 
machine state Such as those in processor or device registers, or 
in system memory. 
Assume instead that the user, upon analysis, is satisfied 

with the computer state at checkpoint B, that is, he wants 
processing to continue from checkpoint B, with no interven 
ing restoration and re-running of the A-to-B transaction. In 
other words, assume that the user wishes to begin a new 
transaction from checkpoint B. All that is required is then that 
the checkpoint B state vector is set (by conventional address 
pointing or indexing) to be the new initial state vector and 
processing is simply resumed until some Subsequent check 
point is reached. The system can thus be suspended at any 
checkpoint and resumed from that checkpoint or rolled back 
to the earlier checkpoint. 

Note that, once a previous state has been restored, it is not 
necessary for processing to continue along the same path. As 
FIG. 3 illustrates, for example, just because the system is 
returned to the checkpoint A State does not mean that it must 
proceed to checkpoint B in the same manner—the user may, 
for example, input different values or take different actions 
during the A-to-B transaction. Indeed, it is not necessary for 
the processing path to lead back to checkpoint B at all. For 
example, assume that checkpoint B is generated only on the 
occurrence of some error condition. If the error condition is 
not met, either on the first processing path from checkpoint A, 
or after user intervention in Subsequent processing paths from 
checkpoint A, then the transaction will not need to end at 
checkpoint B. This is just one of many examples of the con 
cept of different processing paths from one or more check 
points. Additional examples are given below. 

FIG. 4 illustrates an embodiment of the invention, similar 
to that shown in FIG.3, but in which several checkpoints A, B, 
C and D are marked, and their respective state vectors are 
saved as SA (=S0, the initial checkpoint state), SB, SC, and 
SD. By restoring any of the state vectors SA, SB, SC from any 
later checkpoint, processing can also be started from the 
corresponding earlier checkpoint A, B or C. Since state vec 
tors are preferably saved in non-volatile storage. Such as the 
system disk, they will persist even after system power is 
turned off and back on again later. Using the invention, a 
transaction may thus extend over any period, including any 
number of power-on/power-off procedures, as long as the 
checkpoints are saved in non-volatile storage. 

This multi-checkpoint embodiment of the invention is par 
ticularly useful in “debugging or analyzing a program or 
piece of hardware: Note that it would be possible to set a 
checkpoint (by generating an interrupt) after completion of 
every instruction in a particular set. In other words, the inven 
tion makes it possible to step through a program and store the 
entire machine state after each instruction. The invention thus 
makes it possible to create a complete picture of the entire 
machine during execution of the entire program to be 
debugged, or any portion of it. Moreover, execution can be 
restarted from any checkpoint in the instruction set simply by 
reloading the state vector corresponding to the checkpoint. 
Of course, each state vector may contain a large data set 

since the state also includes the contents of memory. The 
number of complete state vectors that can be stored at any one 
time will therefore be determined by the amount of available 
storage (for example, in a dedicated memory partition). The 
invention also provides a method for reducing the amount of 
storage needed for the state vectors: In particular, the pre 
ferred embodiment of the invention combines the checkpoint 
state technique described above with a copy-on-write proce 
dure to disk. In this way, only updates to the state vectors from 
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checkpoint to checkpoint need be stored, thus, in most cases, 
greatly reducing the storage demand. This is described further 
below. 
A further possibility exists if the only use of the transac 

tional capability made possible by the embodiments of the 
invention shown in FIGS. 3 and 4 is to stop the operation of 
the computer and to restart it later with no intervening change 
in the computer system state. This is commonly referred to as 
a 'suspend and resume capability, and is offered as a feature 
in many portable computer systems in order to save power 
during periods of inaction. However, in the prior art, this 
capability is limited in currently available systems to this 
single function, and is not possible at arbitrary points in an 
instruction stream—unlike in this invention, no provision is 
made for saving the State to external storage, or for starting the 
computer system in a different state from that in which it was 
stopped. 

Simultaneous or Replicated Multi-Path Processing 
FIG. 5 illustrates yet another unique and advantageous 

property of the invention: By loading state vectors from dif 
ferent checkpoints into different virtual machines, many dif 
ferent processing paths can be run, that is, tested, either simul 
taneously and in parallel, with no need to restore different 
states into the same virtual machine, or at least replicated on 
different virtual machines for separate processing. The only 
restriction is that the different virtual machines should have 
the same virtual architecture so that the state information will 
have the same-or at least a predictable—meaning in each. 

Let VMi() be the jth checkpoint of virtual machine i. 
Assume also that the state vector for the state of VMi at 
checkpoint j is saved in storage as described above. In the 
illustrated example, the state vector for the initial checkpoint 
0 in a main processing path (VM1) is extracted and is also 
loaded into virtual machines VM2, ..., VMk. These virtual 
machines can then proceed on their own processing paths. If 
all else remains the same, then these virtual machines will of 
course proceed identically. The user(s) of the virtual 
machines VM1, VM2, ..., VMk, will, however, be able to 
enter different data or change parameters differently in the 
different virtual machines and thus cause the different pro 
cessing paths to diverge. Different checkpoints may be set in 
the different processing paths. The state vector at VM1(2) is 
therefore not necessarily the same as the state vector at VM2 
(2). 

Within any given processing path indeed, even in differ 
ent processing paths—any stored State vector may be loaded 
into the corresponding virtual machine, or even into a differ 
ent virtual machine, so that processing will proceed from the 
loaded State instead of along the path the virtual machine 
otherwise would have taken. A user could direct reloading of 
a state vector and thus restore an earlier state (even from a 
previous session, that is, before the latest power-on), as illus 
trated in FIGS. 3 and 4. 

Note that, as FIG. 5 illustrates, the invention is not 
restricted to creating different processing paths from a single 
initial state. Rather, any number of different processing paths 
may be initiated from any checkpoint in any other path. For 
example, the initial state for the virtual machine VMX is 
shown as being the state at checkpoint VM1(1) it is in other 
words not necessary to start all virtual machines from a single 
global initial state. 

In this multi-path embodiment of the invention, each 
checkpoint (state vector) may be saved as a separate entity, or 
its successor checkpoint may replace it. For example, VM1(1) 
could either be stored, in addition to VM1(0), or it could 
replace it, thus forming the initial state for all Subsequent 
processing steps. When a checkpoint replaces its predecessor, 



US 8,631,066 B2 
19 

this is a commit, as the earlier checkpoint is no longer avail 
able. If checkpoints are maintained as a log of changes (the 
copy-on-write technique described below), then instead of 
overwriting the earlier checkpoint in its entirety, the commit 
is implemented by making the updates in the log on the earlier 
checkpoint. 
As FIG. 5 illustrates, once a checkpoint has been created, it 

can serve as the basis for more than one distinct transaction 
(set of steps from one checkpoint to the next). This gives rise 
to a checkpoint tree, which allows a checkpoint to have mul 
tiple Successors. When checkpoints are used in this fashion, 
Some caution is in order. For example, Suppose that two 
separate computer systems are started from the same check 
point. After some updates have been performed on each of 
these systems, the state of the two systems can differ; thus 
VM2(1) is not necessarily the same as VM1(1). If both sys 
tems were to commit their transactions back to the same 
checkpoint, the updates would conflict, resulting in loss of 
data. 
A solution to this problem of potentially conflicting 

restored checkpoints is to keep the original checkpoint in a 
read-only state, and to create new checkpoints when the trans 
actions commit. These new checkpoints need not be complete 
copies of the computer system state, but rather only the state 
that is different from that of the original checkpoint. 
New checkpoints, in turn, can also be the basis for more 

than one distinct transaction. The entire collection of check 
points created in this way forms a tree structure (like in FIG. 
5), that is, a “checkpoint tree.” To prevent the loss of data, a 
preferred processing rule is that the internal nodes of this tree 
should be stored as read-only data, with only the most 
recently created "leaf nodes being in read-write form. 
Whenever a leaf node of the checkpoint tree is used as the 
starting point for more than one computer system, then it 
should be kept in a read-only state as well. Note that this 
concept of checkpoint trees according to the invention can 
apply to transactions on virtual disks, as well as to transac 
tions on entire computer systems. 

Transmission of State to Remote Virtual Machines 
FIG. 6 illustrates yet another possibility according to the 

invention: It is not necessary for all virtual machines to be 
connected to the same virtual machine monitor, to run on the 
same physical system, or even to be located in the same place. 
Rather, as long as each virtual machine has the same virtual 
architecture, then it may proceed with processing from any 
state vector derived at a checkpoint of any other architectur 
ally similar virtual machine. Thus, the state vector of a first 
virtual machine VM1, for example, at checkpoint VM1(n), 
could be transferred over any conventional transmission 
medium to any other architecturally similar virtual machine 
VM2 and loaded into that virtual machine as its initial state 
VM2(0); thus, in this example, VM1(n)=VM2(0). The trans 
mission medium could be a standard memory disk or tape of 
Sufficient capacity, or even a network Such as the Internet or 
an internal network within an enterprise, with the state vector 
being transferred using any conventional format such as FTP. 
If the transmission medium is a network, the generation and 
Subsequent transmission of the state vector need not involve 
any storage at all. A first virtual machine monitor may extract 
and transmit the state vector of a first virtual machine directly 
over the transmission medium to a second virtual machine 
monitor that receives and restores the state vector into a 
second virtual machine. 

Processing from the common state can be done in parallel, 
or on only one of the virtual machines. In the case of parallel 
processing, this embodiment of the invention is thus a special 
case of multi-path processing, in which the paths may be 
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carried out on different physical platforms, and/or in which 
the loading of a checkpointed State vector is indirect, that is, 
either transmitted over a network or loaded from a storage 
device. 

Shared Computer System Image 
The embodiments of the invention involving simultaneous 

multi-path processing (with or without state vector loading 
via a transmission medium), all involve sharing an image 
(state vector) of the computer system between different Vir 
tual machines. As is discussed above, a single computer sys 
tem image can be shared by many clients in a read-only 
fashion. This image is created as a checkpoint from a com 
puter system which is configured with all of the commonly 
used applications in a particular computing environment. 
This common image may, for example, be placed on a central 
server, where it is accessible by client computer systems 
connected to the server. Each client computer system can then 
load this central image, and keep updates to this read-only 
checkpoint in local storage. 
To effectively implement this in a typical environment with 

a diverse hardware population requires a virtual machine 
monitor. This is because the applications and operating sys 
tems need to be configured for the particular computer system 
on which they are operating. If a single computer system 
image is to be run on diverse hardware platforms, for 
example, then it would be unclear how to configure the soft 
ware in the case of conventional operating systems such as 
Windows 95, Windows 98, or Windows NT. A virtual 
machine monitor Solves this problem by exporting to the 
operating system and applications a standard set of hardware 
interfaces. The software is then configured for these standard 
hardware interfaces, and the virtual machine monitor, using 
techniques such as those described in U.S. patent application 
Ser. Nos. 09/151,175 and 09/179,137, then maps these stan 
dard interfaces to the actual hardware on the client computer 
system. 

Sharing a single computer system image in this fashion has 
two main benefits. First, by sharing the single image amongst 
many client computer systems, an overall reduction in the 
storage required is achieved, thus reducing costs. Second, by 
running a common image on a variety of client computer 
systems, the maintenance and Support costs are greatly 
reduced. This reduction in Support costs is due to the reduced 
number of configurations that are in use. Also, when prob 
lems do arise, they are likely to be shared problems, and the 
solutions to these problems will be well known. Once the 
problem is solved, then the state vector of the “corrected 
machine can be loaded into all the client systems once and for 
all. 
The capability of sharing the entire state of a machine 

would also be very useful in situations—which are all too 
common—requiring the debugging of problems. At present, a 
user who is experiencing problems with an application must 
contact a technical Support department, sometimes within the 
same enterprise, sometimes located far away and accessible 
only by telephone. The user who is often unknowledgeable 
about computers—must then attempt to explain the problem 
to a technician, who must, based on an often sketchy expla 
nation, guide the user through various steps in order to diag 
nose and, in the best case, correct the problem. 

Using the invention, if the user's system (for example, the 
virtual machine monitor on which he is operating) is pro 
grammed or directed using known techniques to generate a 
checkpoint and store the state vector where the error has 
occurred, then the user could transmit the state vector to the 
system at the technical Support department, where the tech 
nician would then have access to the entire state of the user's 
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computer. Other, earlier, checkpoints (generated, for 
example, according to Some predetermined schedule, for 
example, in conjunction with normally scheduled back-ups, 
or at predetermined time intervals) could also be transmitted 
to the service site. These checkpoint(s) can then be loaded 
into a virtual machine at the service site having the same 
architecture as the user's. The technician could then exactly 
reconstruct and view the state and behavior of the user's 
system at the (check)point where the error occurred, and even 
analyze the processing steps leading up to the error. The 
technician’s own system could insert additional checkpoints 
to allow analysis of intermediate machine States. Once the 
technician has identified and corrected the error, the “cor 
rected state vector could be transmitted back for loading into 
the user's system. The invention thus enables “off-line' soft 
ware service with almost no action required on the part of the 
user other than the initiation of the state vector transfers. This 
could be done, for example, using normal web browser tech 
niques. 

Similarly, a software designer who is having difficulties 
debugging a program could distribute copies of the state 
vectors for his program to one or more colleagues, who may 
be within the same enterprise or even spread around the 
world. Assuming each person has the same virtual machine 
monitor and has—or loads—an architecturally identical vir 
tual machine, then each person could independently study the 
problem and transmit a solution—the corrected State vec 
tor to the original user. This “distributed processing from 
an identical initial state need not be limited to debugging 
applications; rather, several different users could try different 
processing paths to attempt to find a solution—or part of a 
solution to some complicated mathematical or technical 
problem. 

Checkpoint Updating Using Copy-on-Write 
One of the problems of storing state vectors is that they can 

be very large. The memory requirement of software tends to 
grow quickly from year to year, but even now it may require 
as much as 1 gigabyte of memory to store the entire state of a 
typical computer system (real or implemented as a virtual 
machine). In embodiments of the invention where many 
checkpoints need to be stored, the need for storage could 
Surpass the storage available for normal operation. In the 
extreme case, where a checkpoint is generated after every 
instruction, to enable step-by-step analysis of the processing 
path, it may be necessary to store thousands or even millions 
of state vectors. At even 1 gigabyte each, this would quickly 
exceed the storage capacity of most users’ systems. More 
over, in embodiments of the invention in which one or more 
state vectors are transmitted over a network, transfer of Such 
large files would take a long time. In the preferred embodi 
ment of the invention, only one state vector—the initial vector 
S0—need be stored in its entirety; subsequent states are rep 
resented not as entire state vectors, but rather as vectors of 
state changes using copy-on-write techniques. 
By way of example, assume that the initial state vector S0, 

that is the state of a virtual machine at a first checkpoint 
VM1(0), has m elements e1, e2, e3, ..., em (which might in 
turn be data lists, such as entire memory blocks). Thus, S0(i)= 
(e1, e2, e3,..., em). S0(1)=e 1, SO(3)=e3, and so on. Note that 
m will normally be on the order of millions, and often even 
O. 

Assume a virtual machine VM1 and that, during process 
ing from the initial checkpoint VM1(0), at which S0 was 
generated and stored, to the next checkpoint VM1(1), the only 
changes in state occurred to elements e3, e8 and e100. In the 
preferred embodiment of the invention, the system (in par 
ticular, the virtual machine monitor) then stores not the entire 
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state vector S1, but rather a vector of changes dS1. This 
change vector will also include a pointer adr(S0) back to the 
previous state vector, in this case, S0. Conceptually, this 
change vector will have the structure dS1=(adr(S0) 0, 0, e3, 0, 
0, 0, 0, e8, 0, 0,..., e100, 0,... 0) where a “0” indicates no 
change and a non-zero value indicates a change relative to the 
previously stored value. Note that this is simply a conceptual 
representation: the value “0” may of course itself be a 
changed value relative to the previous state element. In prac 
tice, each change vector may be stored as an array of indices 
and values, thereby reducing the often very sparse vector to a 
much smaller, but full, vector pair of values and address 
pointers. Even an actual “0” value will thus accurately be 
indicated as a change, since it will be indexed as Such in the 
change array. Such techniques for storing related vectors as 
compressed, linked lists are well known and any conventional 
technique may be used. 
The question then becomes how to reconstruct the state 

vector S1 for VM(1) based on the change vector dS1. This 
may be done by implementing the following procedure: 

For i = 1 to m: 
If dS1 (i) is not = 0, then set S1(i) to dS1(i); 
else: set S1 (i) to SO(i) 

(In this representation of the procedure, the address link 
back to the previous state change vector has been eliminated 
merely for the sake of clarity—the link, or some equivalent 
index table, is required and can be assumed in order for the 
system to know the order and location of the various vectors.) 
Assume now that, during the next transaction, from check 

point VM1(1) to VM1(2), state elements e1, e8, e50 and 
e10000 are changed. The question then becomes how to rep 
resent and construct the state vector for this next checkpoint. 
The change vector dS2 could thus be represented as: 

dS2(i)=(e1,0,0,0,0,0,0,.e8,0, . . . .e50,0,. . . .0,e1000, 
0, ...,0) 

In order to reconstruct the entire state vector S2(i) at check 
point VM1(2), the system (virtual machine monitor) may 
follow a similar procedure: 

For i = 1 to m: 
If dS2(i) is not = 0, then set S2(i) to dS2(i); 
else: 
If dS1 (i) is not = 0, then set S2(i) to dS1(i); 
else: set S2(i) to SO(i) 

In general, in order to construct the state vector S(i) given 
a current change vector dS,(i), all previous change vectors 
dS, (i), dS-2(i),..., dS (i) and the initial state vector So(i), 
the following routine may be followed: 

Let dS= SO 
For i = 1 to m: 

p = 0 
While dS, (i) = 0 and p < 

p = p + 1 
Endwhile 

Set S,(i) = dS, (i) 

Expressed in words, the values of the elements of the state 
vector at any given checkpoint are the most recent values. If 
no change has occurred since the initial state, then their initial 
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values are the most recent, and should be included as elements 
of the current state vector. Otherwise, the system examines 
previous state vectors in order of regency and includes the 
value of each element that resulted from the most recent 
change. 

Conventional techniques may be used for detecting 
changes in the state of virtual machines on actual systems. For 
example, copy-on-write techniques are well known and may 
be used to implement the change-tracking mechanism used to 
construct the state change vectors. 

Storing the initial state vector S0 and only the vectors of 
Subsequent changes consumes the least storage. Moreover, it 
will in general not be a significant computational burden to 
reconstruct the entire state vector for any checkpoint, even 
with a large number of linked change vectors. On the other 
hand, it would instead be possible to compile vectors of 
cumulative changes at each checkpoint, which would, from 
checkpoint to checkpoint, accumulate all element changes 
since the previous checkpoint, but not the entire initial state 
vector S0. In other words, each total state vector could be 
constructed by comparing only the current cumulative change 
vector with the initial state vector S0—there would be no 
need to “work backwards” until a non-changed element is 
found. This cumulative procedure would be faster, but with 
increasing numbers of checkpoints, the storage requirements 
would grow faster than for the method described above, in 
which only transaction-to-transaction changes need be 
stored. In some cases, it would also be advantageous to apply 
all the cumulative changes to the most recent state vector. A 
further option is to include the values in the initial state, as 
well as the cumulative changes, in the most recent vector, 
bypassing the need to refer to the initial state vector S0 when 
reconstructing the total machine state. 

If the number of checkpoints is very large, yet there is a 
need for greater processing speed, then a combination of the 
two techniques—transactional change vectors and cumula 
tive change vectors—may be used. In this case, complete 
state vectors may be compiled at predetermined intermediate 
“base' checkpoints, with transactional or cumulative change 
vectors being compiled at checkpoints between the interme 
diate checkpoints and relative to the most recent intermediate 
base checkpoint. For example, an intermediate base check 
point could be set after every kth checkpoint, where k is some 
experimentally or even arbitrarily selected number. Alterna 
tively, the current memory usage could be tracked, using 
known techniques, and a base checkpoint could be set when 
ever the increase, or rate of increase, in usage exceeds some 
preset threshold. 

Moreover, after an initial checkpoint is generated, which 
will contain the total state information, it is not necessary for 
each Subsequent state vector (checkpoint) to be restricted to 
either total state or just state change information. Rather, a 
checkpoint could be partitioned into total-state and changed 
state portions: For devices or other system components whose 
state changes relatively little over the time between two 
checkpoints, then each new checkpoint could contain, in the 
changed-state portion, only the respective state changes; for 
other parts of the system whose state changes much faster and 
more extensively, then each new checkpoint could contain, in 
the total-state portion, the entire collection of state informa 
tion for those parts. For any checkpoint, the total state of the 
system could then be found by taking the total-state portion as 
is, and accumulating changes for the changed-state portion 
using the procedure described above. 

Deleting Checkpoints 
In some cases, it may not be necessary to store state infor 

mation relating to certain checkpoints. For example, if ten 
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checkpoints have been generated, that is, ten transactions 
have been completed, but no occurrence of interest to the user 
has happened. The first nine of these checkpoints would thus 
be consuming storage unnecessarily. If complete state vectors 
are stored at each checkpoint, then the system could simply 
release the storage used for the nine vectors. 
The system according to the invention is also able to delete 

checkpoints, however, even when only change vectors are 
stored from transaction to transaction. Assume there are three 

consecutive state change vectors dS (i), dS,(i) and dS (i) 
for checkpoints (i-1), and (+1), respectively. Assume also 
that the middle state vector dS,(i) (and corresponding check 
point) is to be deleted in order to save storage. In this case, 
the middle checkpoint can be deleted by forming the most 
recent state change vector as the accumulation of dS,(i) and 
dS(i). In other words, dS (i) is formed as described above 
as a cumulative vector of changes since the checkpoint (i-1): 
For every element of dS (i) that indicates a change, it is 
retained, otherwise, the value of dS,(i) is set for that element. 
Multiple intermediate checkpoints can be eliminated by fol 
lowing the procedure described above for accumulating state 
changes to create total state vectors, but in this case only the 
state change vectors since the most recent checkpoint to be 
retained need be included in the accumulation procedure. The 
address link of the state change vector dS (i) would then 
also be changed to point to the checkpoint just before the 
deleted checkpoint(s). 

Requests for Generating and Restoring Checkpoints 
Whichever state extraction and restoration component is 

implemented—the preferred virtual machine monitor, a 
driver installed within the operating system, or some dedi 
cated hardware component (see below)—some mechanism 
must be included for issuing a request for or otherwise trig 
gering a checkpoint to be generated. Some similar mecha 
nism must be included to signal that a particular checkpoint is 
to be loaded or restored into some machine (physical or 
virtual). 

Initiating the storage of a checkpoint may be done either by 
user decision, or automatically, according to Some schedule, 
or both. For example, a conventional icon or menu item or 
keyboard command could be included in Some portion of a 
standard display such as a toolbar. Whenever the user selects, 
for example "clicks' on, the icon, a checkpoint request signal 
would then be passed to the virtual machine monitor, which 
would then immediately take or “set a checkpoint. If mul 
tiple checkpoints are allowed, then some conventional dis 
play technique, for example, a pull-down menu, could be used 
to present, Suitably labeled, to the user. By selecting a check 
point, once again, for example, by clicking on a suitable icon 
or portion of a menu, the user would then be issuing a resto 
ration signal, whereby the virtual machine monitor would 
load the selected checkpoint into the virtual machine. Similar 
techniques may be used to direct when, how, and to which 
virtual machine a checkpoint is to be transferred and loaded. 

In many cases, it would be preferable for checkpoints to be 
generated automatically, either because a user could not do it 
at the right point, or fast enough, or simply because it would 
be more convenient. For example, assume that a checkpoint is 
to set after every machine instruction in a series in order to 
allow step-by-step debugging. A user could not possibly acti 
vate an input device fast enough, unless some other mecha 
nism is included to generate an interrupt after each instruc 
tion. A user may also want a checkpoint only upon the 
occurrence of some event that is not visible, or is too fast for 
him to react to. In other cases, checkpoints may be scheduled, 
for example, before any new executable file (for example, 
downloaded from the Internet) is run, or before some new 
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software is installed. Each of these events may be used to 
trigger a checkpoint. Known programming techniques may 
be used to implement these checkpoint triggers. 

Several applications of the different embodiments of the 
invention have been described above. There are many more. 
Some other examples of applications of the invention will 
now be described. 
Undo of Complex Operations 
The installation of new computer Software on an existing 

system is frequently a complex operation, involving multiple 
updates over a period of time. If the installation fails for any 
reason, then the computer system can be left in an unusable 
state. Even when the installation is successful, the Subsequent 
operation of the computer system can be affected. Moreover, 
a computer system can be destabilized by the addition of a 
new software component and its Subsequent operation can be 
error-prone. 

Using the invention, however, a checkpoint of the com 
puter system may be set before the installation is begun. The 
computer system can then be rolledback (the checkpoint state 
vector can be reloaded) to this saved state in the event of an 
error during installation, or if the system later proves to be 
unstable. Being able to checkpoint the state of the computer 
system, and to roll back to this state if needed, automatically 
provides the ability to undo complex operations like the 
installation of new software. 

This ability can be applied to other complex operations as 
well, especially in cases where the user of the computer 
system is uncertain about the effect of executing some soft 
ware. Alpha or beta versions of software are, by definition, not 
completely tested. A user who wishes to run such software 
could install it in a virtual machine according to the invention, 
set a checkpoint before installation and another before execu 
tion of the software, and can then run it without risk of 
permanently damaging other installed Software or data. 

Improved Safety of Operation 
The operation of a computer system is subject to a variety 

of problems, due to errors in the software, or to environmental 
conditions, such as loss of power. When an event occurs that 
causes the operating system of the computer to crash, there is 
typically a loss of data. If the state of the computer system is 
regularly saved in checkpoints, then the state of the computer 
system can be restored to the most recent checkpoint before 
the error, minimizing the loss of data. Furthermore, the regu 
lar checkpointing can be automated using conventional pro 
gramming techniques in conjunction with the virtual machine 
monitor, and can be transparent to the user of the computer 
system. 
An additional improvement in the safety of operation of a 

computer system can be achieved through the encapsulation 
property of the virtual machine monitor according to the 
invention. If an application or operating system running in a 
virtual machine crashes, then that crash will not also bring 
down the computer, and applications and operating systems 
running in other virtual machines can continue to operate 
unaffected. 

Another application of the encapsulation concept is in the 
case of server application based on a cluster of cooperating 
computer systems. This configuration is commonly used for 
server applications that require a high degree of availability, 
for example an electronic commerce server. If these cooper 
ating computer systems are all running in a virtual machine, 
then the failure of any one of the systems need not affect the 
other systems running on the same hardware. Moreover, with 
regular checkpointing according to the invention, the com 
puter system that failed can be started up from the most recent 
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checkpoint, without having to reboot the operating system 
and reload the application. This increases the overall uptime 
and throughput of the cluster. 

Instant On 
The operation of restoring the computer system state from 

a checkpoint and starting execution from that checkpoint will 
in most cases be much quicker than the process of starting a 
computer from a powered down state, booting the operating 
system, and launching the appropriate applications. A check 
point could therefore be made just after the system has booted 
fully. If this post-boot checkpoint is then exported and loaded 
into one or more other computers, then each Such computer 
will not need to go through the full boot-up procedure at all, 
but rather will start at the post-boot checkpoint. 

This “instant on' feature is also useful in demonstrations, 
where the time to show an application’s features is limited. A 
checkpoint in these cases can be created with the application 
in a state where the demonstration is about to begin. Then the 
demonstration can be started up immediately, after the quick 
restoration of the checkpoint. 

Mobile Computer System 
The same checkpoint can be restored on any computer 

system capable of running the virtual machine monitor. As 
FIG. 6 illustrates, all that is needed is some transmission 
medium that allows at least one state vector to be passed from 
one system to another. This yields a new kind of computer 
system mobility. Today, a file can be easily shared between 
computer systems, for example by placing the file on a web 
page that is accessible from the other computer. This allows 
the data in the file to be shared between the two computer 
systems. 

Alternatively, the checkpoint may be transmitted directly 
between two computer systems without involving any inter 
mediate storage medium. Instead of storing the checkpoint 
into Some storage medium, the State vector may be transmit 
ted directly over a transmission medium to a remote computer 
system that receives and restores the state vector into another 
virtual machine. 

Ifa checkpoint is similarly shared, then the entire computer 
system image, including all of the files and applications, can 
be shared between the two computer systems. AS is men 
tioned above, this might be useful in debugging problems— 
even remotely—with one of the computer systems, or to 
transmit a presentation or demonstration to a remote location, 
where the presentation involves a number of files and appli 
cations. 
One other application of this capability is that a user of one 

computer system—a "home” computer—could store a 
checkpoint on a portable medium, or could make it accessible 
(perhaps with password protection or in encrypted form) via 
a network, for example, as a web page, or as a large e-mail 
attachment. If the user then travels to another site, as long as 
he is able to access a remote computer that also includes the 
invention, and that has a virtual machine with the same archi 
tecture as the “home” computer, then the user can import the 
checkpoint into the remote computer and continue working 
from exactly the same point as if he had not left the home 
computer at all. If the checkpoint is stored on a portable 
storage medium Such as a high-capacity removable hard disk 
or on a recordable CD disk, then the user's computer configu 
ration and complete state would be contained on the medium 
and can be carried from site to site. In essence, the invention 
thus allows the user to create a “computer on a disk.” 

Virus Protection 
This invention be used to make a particular computer sys 

tem virus-proof. Assume that the user(s) of the computer 
operates only in virtual space, that is, all applications are run 
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in a virtual machine (not necessarily the same one). If a 
checkpoint is taken before any communication with any 
device not part of the system itself (for example, reading a 
floppy disk or downloading data Such as files or e-mail, via a 
network) then all such data will be located in storage allocated 
to the particular virtual machine. Because the entire virtual 
machine is encapsulated—including the virtual memory, in 
which any virus would reside then once the user notices the 
effects of a virus, the user can restore the checkpoint and 
proceed from the earlier restored state as if the virus had never 
entered the (virtual) system at all. 

Encapsulation Inside Vs. Outside the System 
In the description of the embodiments of the invention 

above, especially the preferred embodiment that includes the 
virtual machine monitor, frequent reference is made to the 
“system. The system encompasses three main compo 
nents—the hardware (including, for example, the processor, 
motherboard circuitry, memory devices, peripherals, etc.), 
system Software (such as the operating system and, in most 
cases, the BIOS), and applications. These are of course the 
components that make up most computers. In the context of 
the preferred embodiment of the invention, however, all of 
these components (the “system') are virtual, that is, part of a 
virtual machine. Extracting the state of any given virtual 
machine, however, is handled by the virtual machine monitor, 
which is completely outside of and invisible to any of the 
virtual machines. The preferred embodiment of the invention 
therefore requires no modification of any kind to any part of 
any virtual system and no cooperation from, or synchroniza 
tion with, any application running on any virtual machine. 
The state of each virtual machine is therefore completely 
encapsulated, since it resides entirely in storage that is acces 
sible to the virtual machine monitor. 

It would also be possible to implement the state-extraction 
mechanism as a dedicated hardware component, similar to 
existing components that are used to extract information from 
processor registers. For use in the invention, the component 
would then also interrupt the processor long enough to read 
and store (or transmit) not only the register State, but also the 
state of applications, devices, and system Software, as needed. 
The design, construction and implementation of Such a com 
ponent lies within the skill of those knowledgeable in the art 
of digital hardware design. 
We claim: 
1. A method for allowing multiple users to share a common 

computer system image, the method comprising: 
generating a state vector representing the total machine 

state for a virtual machine configured with one or more 
commonly used applications; 

establishing the state vector for the virtual machine as a 
read-only common computer system image for use by 
multiple users; 

loading the state vector into a first virtual machine for use 
by a first user and into a second virtual machine for use 
by a second user, and 

allowing the first user to use the first virtual machine and 
allowing the second user to use the second virtual 
machine, and allowing the first and second users to enter 
different data in the first and second virtual machines, 
respectively, so that the processing paths of the first and 
second virtual machines diverge. 

2. The method of claim 1, wherein the common computer 
system image is stored on a server computer, and wherein the 
first user accesses the common computer system image on the 
server computer from a first client computer and the second 
user accesses the common computer system image on the 
server computer from a second client computer. 
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3. The method of claim 2, wherein updates to the common 

computer system image are kept in local storage on the client 
computers. 

4. The method of claim 1 further comprising, at a later time, 
loading the state vector into a third virtual machine for use by 
a third user, allowing the third user to use the third virtual 
machine, and allowing the third user to enter different data so 
that the processing path of the third virtual machine diverges 
from the processing paths of the first and second virtual 
machines. 

5. The method of claim 2 further comprising, at a later time, 
loading the state vector into a third virtual machine for use by 
a third user, allowing the third user to use the third virtual 
machine, and allowing the third user to enter different data so 
that the processing path of the third virtual machine diverges 
from the processing paths of the first and second virtual 
machines, wherein the third user accesses the common com 
puter system image on the server computer from a third client 
computer. 

6. The method of claim 1 further comprising generating a 
checkpoint of the first virtual machine, transferring the check 
point of the first virtual machine to a first client computer, 
restoring the checkpoint of the first virtual machine in a first 
remote virtual machine in the first client computer and allow 
ing the first user to use the first remote virtual machine in the 
first client computer, and generating a checkpoint of the sec 
ond virtual machine, transferring the checkpoint of the sec 
ond virtual machine to a second client computer, restoring the 
checkpoint of the second virtual machine in a second remote 
virtual machine in the second client computer and allowing 
the second user to use the second remote virtual machine in 
the second client computer. 

7. The method of claim 6, wherein the checkpoint of the 
first virtual machine is transferred to the first client computer 
and the checkpoint of the second virtual machine is trans 
ferred to the second client computer using a network. 

8. A method for providing a common virtual machine to 
each of multiple users, the method comprising: 

generating a state vector representing the total machine 
state for a source virtual machine running on a first 
computer; 

transferring the state vector to a second computer, restoring 
the state vector in a first remote virtual machine on the 
second computer and allowing a first user to use the first 
remote virtual machine on the second computer; and 

transferring the state vector to a third computer, restoring 
the state vector in a second remote virtual machine on 
the third computer and allowing a second user to use the 
second remote virtual machine on the third computer, 

wherein the first user and the second user enter different 
data so that the processing paths of the first remote 
virtual machine and the second remote virtual machine 
diverge. 

9. The method of claim 8, wherein the first user and the 
second user also change parameters differently between the 
first remote virtual machine and the second remote virtual 
machine. 

10. The method of claim 8, wherein the state vector is kept 
on the first computer in a read-only state. 

11. The method of claim 8, wherein the state vector is 
transferred to the second computer and to the third computer 
using a network. 

12. The method of claim 8, wherein the state vector is 
transferred to the second computer and to the third computer 
using a disk. 

13. The method of claim 8, wherein the first computer is a 
central server. 
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14. A physical computer readable data storage device com 
prising a computer program product, the computer program 
product performing a method for allowing multiple users to 
share a common computer system image, the method com 
prising: 

generating a state vector representing the total machine 
state for a virtual machine configured with one or more 
commonly used applications; 

establishing the state vector for the virtual machine as a 
read-only common computer system image for use by 
multiple users; 

loading the state vector into a first virtual machine for use 
by a first user and into a second virtual machine for use 
by a second user, and 

allowing the first user to use the first virtual machine and 
allowing the second user to use the second virtual 
machine, and allowing the first and second users to enter 
different data in the first and second virtual machines, 
respectively, so that the processing paths of the first and 
second virtual machines diverge. 

15. The computer program product of claim 14, wherein 
the common computer system image is stored on a server 
computer, and wherein the first user accesses the common 
computer system image on the server computer from a first 
client computer and the second user accesses the common 
computer system image on the server computer from a second 
client computer. 

16. The computer program product of claim 15, wherein 
updates to the common computer system image are kept in 
local storage on the client computers. 

17. The computer program product of claim 14, the method 
further comprising, at a later time, loading the state vector 
into a third virtual machine for use by a third user, allowing 
the third user to use the third virtual machine, and allowing 
the third user to enter different data so that the processing path 
of the third virtual machine diverges from the processing 
paths of the first and second virtual machines. 

18. The computer program product of claim 15, the method 
further comprising, at a later time, loading the state vector 
into a third virtual machine for use by a third user, allowing 
the third user to use the third virtual machine, and allowing 
the third user to enter different data so that the processing path 
of the third virtual machine diverges from the processing 
paths of the first and second virtual machines, wherein the 
third user accesses the common computer system image on 
the server computer from a third client computer. 

19. The computer program product of claim 14, the method 
further comprising generating a checkpoint of the first virtual 
machine, transferring the checkpoint of the first virtual 
machine to a first client computer, restoring the checkpoint of 
the first virtual machine in a first remote virtual machine in the 
first client computer and allowing the first user to use the first 
remote virtual machine in the first client computer, and gen 
erating a checkpoint of the second virtual machine, transfer 
ring the checkpoint of the second virtual machine to a second 
client computer, restoring the checkpoint of the second Vir 
tual machine in a second remote virtual machine in the second 
client computer and allowing the second user to use the sec 
ond remote virtual machine in the second client computer. 

20. The computer program product of claim 19, wherein 
the checkpoint of the first virtual machine is transferred to the 
first client computer and the checkpoint of the second virtual 
machine is transferred to the second client computer using a 
network. 

21. A physical computer readable data storage device com 
prising a computer program product, the computer program 
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product performing a method for providing a common virtual 
machine to each of multiple users, the method comprising: 

generating a state vector representing the total machine 
state for a source virtual machine running on a first 
computer; 

transferring the state vector to a second computer, restoring 
the state vector in a first remote virtual machine on the 
second computer and allowing a first user to use the first 
remote virtual machine on the second computer; and 

transferring the state vector to a third computer, restoring 
the state vector in a second remote virtual machine on 
the third computer and allowing a second user to use the 
second remote virtual machine on the third computer, 
wherein the first user and the second user enter different 
data so that the processing paths of the first remote 
virtual machine and the second remote virtual machine 
diverge. 

22. A computer system comprising one or more computers, 
the one or more computers executing computer program 
code, the computer program code performing a method for 
allowing multiple users to share a common computer system 
image, the method comprising: 

generating a state vector representing the total machine 
state for a virtual machine configured with one or more 
commonly used applications; 

establishing the state vector for the virtual machine as a 
read-only common computer system image for use by 
multiple users; 

loading the state vector into a first virtual machine for use 
by a first user and into a second virtual machine for use 
by a second user, and 

allowing the first user to use the first virtual machine and 
allowing the second user to use the second virtual 
machine, and allowing the first and second users to enter 
different data in the first and second virtual machines, 
respectively, so that the processing paths of the first and 
second virtual machines diverge. 

23. The computer system of claim 22, wherein the com 
puter system comprises a server computer on which the com 
mon computer system image is stored, a first client computer 
from which the first user accesses the common computer 
system image on the server computer, and a second client 
computer from which the second user accesses the common 
computer system image on the server computer. 

24. The computer system of claim 23, wherein updates to 
the common computer system image are kept in local storage 
on the client computers. 

25. The computer system of claim 22, the method further 
comprising, at a later time, loading the state vector into a third 
virtual machine for use by a third user, allowing the third user 
to use the third virtual machine, and allowing the third user to 
enter different data so that the processing path of the third 
virtual machine diverges from the processing paths of the first 
and second virtual machines. 

26. The computer system of claim 23, wherein the method 
further comprises, at a later time, loading the state vector into 
a third virtual machine for use by a third user, allowing the 
third user to use the third virtual machine, and allowing the 
third user to enter different data so that the processing path of 
the third virtual machine diverges from the processing paths 
of the first and second virtual machines, and wherein the 
computer system further comprises a third client computer 
from which the third user accesses the common computer 
system image on the server computer. 

27. The computer system of claim 22, wherein the com 
puter system comprises a first client computer and a second 
client computer, and wherein the method further comprising 
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generating a checkpoint of the first virtual machine, transfer 
ring the checkpoint of the first virtual machine to the first 
client computer, restoring the checkpoint of the first virtual 
machine in a first remote virtual machine in the first client 
computer and allowing the first user to use the first remote 
virtual machine in the first client computer; and generating a 
checkpoint of the second virtual machine, transferring the 
checkpoint of the second virtual machine to the second client 
computer, restoring the checkpoint of the second virtual 
machine in a second remote virtual machine in the second 
client computer and allowing the second user to use the sec 
ond remote virtual machine in the second client computer. 

28. The computer system of claim 27, wherein the check 
point of the first virtual machine is transferred to the first 
client computer and the checkpoint of the second virtual 
machine is transferred to the second client computer using a 
network. 

29. A computer system comprising a first computer, a sec 
ond computer and a third computer, the first, second, and third 
computers executing computer program code, the computer 
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program code performing a method for providing a common 
virtual machine to each of multiple users, the method com 
prising: 

generating a state vector representing the total machine 
state for a source virtual machine running on the first 
computer; 

transferring the state vector to the second computer, restor 
ing the state vector in a first remote virtual machine on 
the second computer and allowing a first user to use the 
first remote virtual machine on the second computer; 
and 

transferring the state vector to the third computer, restoring 
the state vector in a second remote virtual machine on 
the third computer and allowing a second user to use the 
second remote virtual machine on the third computer, 

wherein the first user and the second user enter different 
data so that the processing paths of the first remote 
virtual machine and the second remote virtual machine 
diverge. 


