CONVERSATION-BASED E-MAIL MESSAGING

Inventors: Paul T. Buchheit, Mountain View, CA (US); Bay-Wei W. Chang, Foster City, CA (US); Jing Yee Lin, Santa Clara, CA (US); Brian D. Rakowski, Menlo Park, CA (US); Terry A. Winograd, Stanford, CA (US)

Correspondence Address: Morgan, Lewis & Bockius LLP/Google 2 Palo Alto Square, 3000 El Camino Real, Suite 700 Palo Alto, CA 94306 (US)

Related U.S. Application Data
Continuation of application No. 10/914,040, filed on Aug. 6, 2004, now Pat. No. 7,788,326, which is a continuation-in-part of application No. 10/816,428, filed on Mar. 31, 2004.

Publication Classification

- Int. Cl. G06F 5/16 (2006.01)
- G06F 15/16 (2006.01)
- G06F 17/30 (2006.01)
- U.S. Cl. 709/206; 707/769

ABSTRACT

A method and system for searching messages is disclosed that includes searching a message repository to identify a plurality of conversations that each include at least one message that is relevant to a search query. Alternatively, conversations as a whole may be relevant to a search query rather than individual messages. Each of the plurality of the identified conversations includes one or more messages sharing a common set of characteristics that meet predefined criteria and a conversation identifier. A list of conversations is created representing at least a subset of the identified conversations and a conversation is selected from that list. In that selected conversation, first messages are differentiated from second messages which may differentiate portions of text or messages that are relevant to the search query from those that are not.
Fig. 1
Receive a plurality of conversations and associated display instructions from the conversation management system

Display multiple conversations or an individual conversation?

Generate a form hosting a list of conversations, each conversation occupying one row in the form

For each row in the form, generate a set of columns and associated features to be displayed

Generate a form hosting a series of messages that are associated with the conversation

For each message in the form, generate a sub-form and an associated set of features to be displayed

Generate a form hosting a set of system-defined categories

Generate a form hosting a set of user-defined labels

Generate a form hosting a set of user-submitted searches

Generate a form hosting a set of user-visited conversations

Submit the form(s) to the browser for displaying

Fig. 2
Generate list of conversations

Prepare the conversations for display at client

Create a sender list

Highlight senders in the list if their messages have not been viewed or marked as read by the user

Replace the user identifier in the sender list with a unique character string or icon, e.g., "me" in English

Identify a subset of the sender list if the length of the sender list exceeds a predetermined limit

Create a message number identifier

For each conversation

Generate a list of user-selectable actions and a list of user-selectable labels, respectively

Send lists and display information to conversation assistant

Create a conversation topic

Create a recipient status indicator for the user

Create a snippet of the conversation content

Highlight portions of the snippet that match user-submitted query term(s)

Identify a message’s date/time value as the conversation’s date/time value according to a predefined query

Fig. 3A
Fig. 3B
402

Display a list of system-defined actions for a user to choose

404

Receive user selections of an action and at least one conversation

406

Associate the user-selected conversation(s) with the user-selected action

408

Send the user selections to the conversation management system

410

If user selected action causes list of conversations to be revised, receive new list of conversations and display the new list of conversations

Fig. 4A
Fig. 4B
Display a list of user-defined labels for a user to choose

Receive user selections of a label and at least one conversation

Associate the user-selected conversation(s) with the user-selected label

Send the user selections to the conversation management system

When displaying a conversation, or a list of conversations, display labels associated with each such conversation

Fig. 5A
Fig. 5B
Receive a series of messages belonging to a conversation and an associated set of display instructions

Identify a conversation topic and any categories and labels associated with the conversation

Generate a list of user-selectable actions and a list of user-selectable labels, respectively

Generate a sub-form that comprises a detailed message header and a message body

Create a concise message header out of the detailed message header including a sender and a recipient list

Replace the user identifier, if in the recipient list, with a unique character string or icon, e.g., "me" in English

Highlight a message recipient who participates the conversation for the first time through the message

For each message

Display the sub-form in what mode?

Display the concise message header and the complete message body in the sub-form

Display the concise message header and a portion of the message body in the sub-form

Determine whether or not to display the detailed message header

Create a set of reply options at the bottom of the sub-form

Fig. 6A
Hi, shall we have dinner together this Friday night? If everybody agrees, we can meet at my place at 7:30 pm. - S3

Reply to S3   Reply to All   Forward

That's a great idea! S1, do you want to...

Thank you for the invitation. However, I...

Since S1 can't make it this time, shall we stick to the original plan or should we find another time? - S4

Add Cc | Add Bcc | Edit Subject | Attach a document

S4 wrote:
> Since S1 can't make it this time, shall we stick to the original plan or should we find another time? - S4

Fig. 6C
Fig. 6D
Thank you for the invitation. However, I probably need to stay home and do some work.

Since S1 can’t make it this time, shall we stick to the original plan or should we find another time? - S4
Receive a plurality of conversations matching a query and associated display instructions from the conversation management system

Generate a form hosting a list of conversations, each conversation occupying one row in the form

For each row in the form, generate a snippet that contains a matched query term

Display the form(s) according to the display instructions in a predetermined order

User selects conversation from the displayed list of conversations

Display selected conversation

Fig. 7A
Fig. 7B
Fig. 7C
Receive a spell-checked and user-composed message and display instructions from the server

Highlight each potentially misspelled word in the message according to the display instructions

Associate with each highlighted word a list of candidate words

Display the highlighted message to the user in a separate browsing window

Position a user-selected word in a spell correction window with the list of candidate words next to it

Update the word in the spell correction window with a user-specified candidate word

Expand the spell correction window in a user-specified direction

Display the user's input in the expanded spell correction window

Fig. 8
Fig. 9A
Hi, S4:

I support the idea of delaying the dinner for one week until S1 is able to join us.

For this Friday, maybe we can watch a movie together?

- Joe
Receive Message

Determine if Message is Spam

Parse Message

Add Message to Message Database

Match Conversation

Add to Message Index

Assign Initial Attributes

Apply Filters to Message

Update Index and Tables

Acknowledge Message

Fig. 11
Formulate Query for Candidate Conversations

Receive Candidate Conversations

Heuristically Identify Best Candidate, If Any

Associate Message to Conversation

Fig. 12
Is the sender the same as user?

Add label “InBox”

Add label “Unread/Not Viewed”

Add Conversation Attributes, If Any

Does incoming message match any filter criteria?

Apply attributes according to filter

Fig. 13
Formulate Search for a Conversation

Obtain Conversation Results

Apply Attributes
1502 Receive search query

1504 Obtain search results from query server

1506 Select messages from search results

1508 Identify conversations to which selected messages belong

1510 Create a List of conversations

1512 Format Conversation Data

1514 Return Formatted Conversation Data

Fig. 15
Fig. 16
Fig. 17
Memory 1906

Operating System 1916
Network Communication Module 1918
Conversation Engine 1002
  Process New Message Module 1920
  Search Module 1922
    User Supplied Search 1924
    System Requested Search 1926
  Conversation Assistant Loader 1928
Reply Formatting Module 1930
  Conversation Ordering Module 1932
  Select Conversations Module 1934
  Identify Senders of Unread/Not Viewed Messages 1936
Self-referencing Module 1938
New Recipients Module 1940
Removed Recipients Module 1942
Snippet Module 1944
Full Text Module 1946
Format Spell Check Module 1948
Modify Attributes Module 1950
Delete/Remove Module 1952
Filter Module 1954
Compose/Send Module 1956

Fig. 19
CONVERSATION-BASED E-MAIL MESSAGING

RELATED APPLICATION

[0001] This application is a continuation of U.S. patent application Ser. No. 10/914,040, filed Aug. 6, 2004, entitled “Identifying Messages Relevant to a Search Query in a Conversation-Based Email System,” which is a continuation-in-part of U.S. patent application Ser. No. 10/816,428, filed Mar. 31, 2004, entitled “Displaying Conversations Relevant to a Search Query in a Conversation-Based Email System,” which applications are incorporated by reference herein in their entirety.

[0002] This application is related to U.S. patent application Ser. No. 10/914,035, filed Aug. 6, 2004, entitled “Displaying Conversations in a Conversation-Based Email System,” which application is incorporated by reference herein in its entirety.

[0003] This application is related to U.S. patent application Ser. No. 10/914,034, filed Aug. 6, 2004, entitled “Providing Snippets Relevant to a Search Query in a Conversation-Based Email System,” which application is incorporated by reference herein in its entirety.

[0004] This application is related to U.S. patent application Ser. No. 10/914,013, filed Aug. 6, 2004, entitled “A Browser-Based Spell Checker,” which application is incorporated by reference herein in its entirety.

[0005] This application is related to U.S. patent application Ser. No. 10/914,036, filed Aug. 6, 2004, entitled “Categorizing and Snoozing Conversations in a Conversation-Based Email System,” which application is incorporated by reference herein in its entirety.

[0006] This application is related to U.S. patent application Ser. No. 10/914,014, filed Aug. 6, 2004, entitled “Displaying Conversation Views in a Conversation-Based Email System,” which application is incorporated by reference herein in its entirety. This application is related to U.S. patent application Ser. No. 10/914,039, filed Aug. 6, 2004, entitled “Processing Messages in a Conversation-Based Email System,” which application is incorporated by reference herein in its entirety.

FIELD OF THE INVENTION

[0007] The present invention relates generally to the field of a client-server computer network system, and in particular, to a system and method for a user to manage a large number of messages in an efficient and user-friendly manner.

BACKGROUND OF THE INVENTION

[0008] Every day, people send and receive millions of email (also written as “e-mail”) messages over computer networks for business and leisure. Email, being convenient, easy to use and close to instantaneous in many cases, has become an extremely popular communication channel for people to exchange information.

[0009] Traditionally, email messages arriving at a user’s email account are displayed by a dedicated email client or in a web browser window individually, in a chronological order, e.g., the most recent message appears at top of the browser window while the oldest one appears at the bottom of the browser window. However, it is common that multiple messages sent by two or more people at different times may cover a same topic. Viewing the messages together would assist the user in understanding the individual messages in the proper context.

SUMMARY

[0010] It would be highly desirable to have a system and method of organizing and displaying a plurality of messages, including messages received by and messages sent by a user, according to their respective topics. It would also be highly desirable that all the messages relating to a same topic, and that form part of same conversation, be presented intuitively so that the user is able to identify a particular message submitted by a specific sender efficiently, and so that the user can see the messages in the conversation in their context with respect to other messages in the conversation.

BRIEF DESCRIPTION OF THE DRAWINGS

[0011] In one embodiment, a method of searching messages includes searching a message repository to identify a plurality of conversations relevant to a search query, wherein each of the plurality of the identified conversations includes one or more messages sharing a common set of characteristics that meet predefined criteria. Each of the plurality of the identified conversations also includes a respective conversation identifier. A list of conversations is created representing at least a subset of the identified conversations. A conversation is selected from the list of conversations and first text of the selected conversation is differentiated from second text of the selected conversation.

[0012] In another embodiment, a method of searching messages includes searching a message repository to identify a plurality of conversations that each include at least one message that is relevant to a search query. Each of the plurality of the identified conversations includes one or more messages sharing a common set of characteristics that meet predefined criteria and a respective conversation identifier. A list of conversations is created representing at least a subset of the identified conversations and a conversation is selected from the list. In the selected conversation, first messages of the selected conversation are differentiated from second messages of the selected conversation.

[0013] For a better understanding of the nature and embodiments of the invention, reference should be made to the Description of Embodiments below, in conjunction with the following drawings in which like reference numerals refer to corresponding parts throughout the figures.

[0014] FIG. 1 schematically illustrates one embodiment of the client-server based network system according to the present invention.

[0015] FIG. 2 is an overview flowchart illustrating how a conversation assistant generates the various forms for displaying the conversations provided by a conversation management system.

[0016] FIG. 3A is a flowchart illustrating how the conversation assistant generates a form hosting a list of conversations.

[0017] FIG. 3B is a schematic screenshot of a list of conversations in the “inbox” category according to one embodiment of the present invention.

[0018] FIG. 4A is a flowchart illustrating the operation of the “more actions” pull-down list.
FIG. 4B is a screenshot of how a user moves a conversation from one category to another using the "more actions" pull-down list.

FIG. 5A is a flowchart illustrating the operation of the "add labels" pull-down list.

FIG. 5B is a screenshot of how a user adds a label to a conversation using the "add labels" pull-down list.

FIG. 6A is a flowchart depicting how the conversation assistant generates a conversational view in response to the conversation management system's display instructions.

FIG. 6B is a screenshot of a conversational view in which all the messages are displayed in a compacted mode according to one embodiment of the present invention.

FIG. 6C is a screenshot of a conversational view in which some of the messages are displayed in the compacted mode and some are in an expanded mode according to one embodiment of the present invention.

FIG. 6D is a screenshot of a conversational view in which all the messages are displayed in the expanded mode according to one embodiment of the present invention.

FIG. 6E is a screenshot of a conversational view in which the messages are displayed according to various embodiments of the present invention.

FIG. 7A is a flowchart illustrating how the conversation assistant generates various forms for displaying the conversations that match a user's search request.

FIG. 7B is a screenshot comprising three conversations that match a query term "Tahoe" according to one embodiment of the present invention.

FIG. 7C is a screenshot of messages in a conversation matching or not matching a query term and displayed in different modes according to one embodiment of the present invention.

FIG. 8 is a flowchart illustrating how the conversation assistant interacts with a user to correct all the potentially misspelled words.

FIG. 9A is a screenshot of a conversation including a reply message composed by the user.

FIG. 9B depicts a screenshot comprising three separate browsing windows at different stages of the spell check process.

FIG. 10 depicts an embodiment of a conversation server.

FIG. 11 is a flowchart representing a method of processing a received message.

FIG. 12 is a flowchart representing a method of matching a message to a conversation.

FIG. 13 is a flowchart representing a method of assigning attributes to a message.

FIG. 14 is a flowchart representing a method of assigning attributes to a conversation.

FIG. 15 is a flowchart representing a method of searching for conversations and generating a representation of an identified conversation.

FIG. 16 depicts a message database.

FIG. 17 depicts a user database and an index for a particular user.

FIG. 18 depicts a set of data structures used for identifying the conversation corresponding to a received message and for determining attributes to be associated with the received message.

FIG. 19 depicts an embodiment of a conversation server.

DESCRIPTION OF EMBODIMENTS

The present invention is directed to a client-server system and corresponding method of organizing and displaying messages sent to and by a user.

FIG. 1 schematically illustrates one embodiment of the client-server system. The system includes a conversation management system 102, a communication network 106 and a plurality of clients 104. A conversation includes one or more relevant messages covering a conversation topic. As will be described below, additional criteria, beyond the conversation topic, may be used to determine which messages are part of each distinct conversation. The Senders and recipients of the messages are participants of the conversation. All the messages directed to a user of the conversation management system 102 are grouped into a plurality of conversations and presented to the user in a conversation-based format, individually or jointly. More detailed discussion about the implementation of the conversation management system 102 is provided below.

A client 104 includes a browser 108 and a conversation assistant 110. The browser 108 can be a general purpose Internet browser (sometimes called a Web browser) having a browser window used for displaying the conversations, or it can be a dedicated browser application having a window for displaying conversations. The conversations and messages in the conversations may be rendered by the browser 108 using the hypertext markup language (HTML) or any other appropriate rendering methodology. After a user submits a request through the browser 108 to the conversation management system 102 to access messages stored in his personal account, the conversation management system 102 identifies a plurality of conversations in the user's personal account according to the user's request and forwards them as well as a set of display instructions back to the client 104.

The conversation assistant 110, in response, generates one or more forms following the display instructions, each form including information of some of the conversations. The forms are then submitted to and rendered by the browser 108. In another embodiment, the conversation assistant 110 may alternatively exist and operate in the conversation management system 102.

FIG. 2 is an overview flowchart illustrating how the conversation assistant 110 generates various forms for displaying conversations provided by the conversation management system 102. After receiving a plurality of conversations and associated display instructions at step 202, the conversation assistant 110 determines, at step 204, whether the user has requested multiple conversations or an individual conversation. If the user asks for multiple conversations, the conversation assistant 110, at step 206, generates a form that hosts a list of conversations, each conversation occupying one row in the form. For each row in the form, the conversation assistant 110 also generates a set of columns and associated features to be displayed according to the display instructions at step 208. More details on how the information in the columns and associated features are rendered are provided below in conjunction with FIGS. 3A and 3B.

If the user requests an individual conversation, the conversation assistant 110 then generates a distinct form hosting a series of messages that are associated with the conversation at step 210. At step 212, the conversation assistant 110
generates a sub-form and an associated set of features to be displayed for each message following the corresponding display instructions. More details on how the conversation assistant renders such sub-forms and associated features are provided below in conjunction with FIGS. 6A-6D.

[0048] After generating a form hosting a list of conversations or an individual conversation, the conversation assistant 110 generates a form hosting a set of system-defined categories at step 214. Each system-defined category may be associated with zero or more conversations. In one embodiment, a system-defined category is an attribute that the conversation management system 102 assigns to a conversation either in response to a user action or when predefined criteria are met. For instance, the system associates a “trash” attribute with a conversation when the user marks the conversation for deletion, but has not yet taken the steps required to permanently remove the conversation from the user’s mail account. More specifically, the conversation management system 102 attaches the attribute “trash” to the conversation and removes an existing attribute, e.g., “inbox,” from the conversation, if necessary. It is noted that certain system-defined categories may be mutually exclusive. In another example, the system may automatically associate an “inbox” attribute and an “unread” attribute with a newly received incoming message. A more detailed discussion of the system-defined categories is provided below in conjunction with FIGS. 4A and 4B.

[0049] Next, the conversation assistant 110 generates another form hosting a set of user-defined labels at step 216. FIG. 3B shows a group box 347 in which this form is displayed. Each user-defined label may be associated with zero or more conversations. In one embodiment, a user-defined label is an attribute that can be associated with specified conversations. The conversations to which the user-defined label is assigned may be determined by specific user actions or by the operation of a filter or similar mechanism. Unlike the system-defined categories, these labels are defined by the user arbitrarily and they are not mutually exclusive. In other words, a conversation can be associated with multiple labels at the same time. For example, there may be two labels, “shopping list” and “Thanksgiving,” in a user’s personal account. The label “shopping list” may be assigned by the user, or by a filter set up by the user, to shopping-related conversations, while the label “Thanksgiving” may be assigned to conversations regarding Thanksgiving activities, including Thanksgiving shopping. Since a label is defined by a user, the user can also delete the label. A more detailed discussion of user-defined labels is provided below in conjunction with FIGS. 5A and 5B. With respect to group box 347, when the user selects (e.g., clicks on) a user-defined label in group box 347, the conversation assistant 110 submits to the conversation management system a query to locate conversations associated with the user-selected label. The query is then executed and the user is presented with a listing of such conversations, if any.

[0050] The conversation management system 102 and the conversation assistant 110 work together to allow a user to search the messages in the user’s mail account and to present the search results in a highly intuitive fashion. The conversation management system 102 extracts information from the user’s email account or processes a message being composed by the user, while the conversation assistant 110 renders the information prepared by the conversation management system 102. In other embodiments a different division of duties between the conversation management system 102 and the conversation assistant 110 may be used. Because many of the tasks performed by the system can be performed by either the conversation management system 102 or the conversation assistant 110 or by the two working together, these two components are sometimes herein referred to jointly as the “conversation system.”

[0051] The conversation system (102 and/or 110) may generate a form hosting a set of searches submitted by the user at step 218 so that the user can revisit (or more accurately, regenerate) recent search results. A more detailed description of search-based conversation list generation is provided below in conjunction with FIGS. 7A-7C. Additionally, the conversation system may generate a form (e.g., the form displayed in group box 349 in FIG. 3B) hosting a set of conversations visited by the user recently at step 220. This feature is analogous to the back button of a web browser. At step 222, the conversation assistant 110 submits the forms to the browser 108 for displaying.

[0052] Steps 214 through 220 may be performed in many possible orders other than the order shown in FIG. 2. In some embodiments, some of these form generating steps may be omitted.

Generating List of Conversations

[0053] Referring now to FIG. 3A, the conversation management system 102 generates a list of conversations (step 302), for instance in response to the user or client requesting an inbox view of the user’s mail account. As will be explained in more detail below, lists of conversations are generated by performing a search of the user’s mail account. To generate the list of conversations for an inbox view, the user’s mail account is searched for conversations associated with an “inbox” attribute (sometimes called a label). The conversation management system 102 then prepares information about those conversations for display at step 304, as will be described in more detail next. In addition, the conversation management system generates a list of user-selectable actions and a list of user-selectable labels at step 305. The user-selectable labels may include system-defined labels as well as user-defined labels. The discussion below in connection with FIGS. 4 and 5 illustrates the usage of these user-selectable lists. The resulting information is then sent to the conversation assistant for rendering at step 306.

[0054] At step 304, the conversation management system 102 repeatedly conducts a series of steps (from step 306 to step 324) to generate a set of fields for each conversation on the list of conversations. In some embodiments, these fields may be rendered by the conversation assistant 110 in columns to enable a user to easily scan the conversation list.

[0055] For each conversation and an associated set of messages, the conversation management system 102 first generates a sender list at step 307. The sender list comprises a plurality of sender identifiers, each identifier corresponding to a sender who has authored at least one of the messages. A sender may be identified by his first name, last name, full name, email address, picture or a unique icon or a combination thereof. In some embodiments, if at least two senders have equivalent first names, then a sufficient portion of each sender’s last name in included in the respective sender identifiers to distinguish one sender from another. For example, if two senders had the first name of Paul and last names which different in the first letter, the senders could be distinguished using a concatenation of Paul with the first letter of the last name (e.g., Paul and Paul). One of ordinary skill in the art will
recognize other ways to identify two senders having the same first name. In other embodiments, a sender’s identifier could be based on information associated with the particular sender that resides in a user’s contact list. In still other embodiments, a user may create nicknames to appear in the sender list for specific senders. If a sender has authored multiple messages in the conversation, his identifier nevertheless appears only once in the sender list. In one embodiment, the sender identifiers in the list are ordered according to their respective messages’ arrival time at the system 102. In another embodiment, the sender identifiers in the list are ordered alphabetically according to their respective names. Next, the conversation management system 102 formats the sender list so as to highlight one or more sender identifiers in the list according to the display instructions at step 308. The term “highlight” is used here to mean displaying in a visually distinctive manner, such as bolding, underlining, changing background color, changing font color, changing the font, etc. Furthermore, in this context, the term “highlight” means generating formatting information for displaying something (e.g., a specified portion of text) in a distinctive manner. For example, in some embodiments, a sender’s name is formatted to be displayed in boldfaced characters if his message has not been viewed or marked as read by the user.

[0056] In some embodiments, the conversation assistant receives or has access to pictures of one or more of the people listed in the sender list and/or recipient lists of conversations. When the user views either a list of conversations or an individual conversation, and positions a cursor over a name or identifier in the sender list, a picture of that sender is displayed. In some embodiments, the same functionality is provided, when viewing a conversation, for listed message recipients. This feature may be particularly useful for email systems used by large organizations.

[0057] In some embodiments, if the user himself has authored at least one message in the conversation, the conversation management system 102 replaces the user’s name or other identifier in the sender list with a unique character string or icon or other output cue for him as his identifier in the sender list at step 310. One option for the unique character string is a self-referencing identifier in a particular language. For example, the pronoun “me” in English can be used for representing the user in the sender list. This feature is more useful than identifying the sender by his first name in the sender list (which, of course, may be done in alternate embodiments), since many people share the same first names. Representing the user by a unique identifier also helps the user to easily identify the conversations in which he has actively participated by contributing at least one message.

[0058] If many people have contributed messages to a conversation, the sender list may become too long to fit into the limited space in a browser window. This is especially true if one or more of the senders in the sender list are identified by their email address. If so, the conversation management system 102 prioritizes the senders in the list of senders based on various information to identify a subset of the sender list to display in the browser window at step 312. In one embodiment, the subset includes at least the sender of a last message in the conversation and, where applicable, the sender of a message that has not been viewed or marked as read by the user. In another embodiment, the subset includes the sender of a first received message in the conversation, the sender of a last received message in the conversation, and zero or more additional senders selected in accordance with a prioritization or scoring methodology. In some embodiments, a higher priority is given to the senders of messages arriving later in time. This type of prioritization tends to increase the likelihood that senders of unread messages will be displayed. Other types of prioritization schemes could be used as well. In some embodiments, when the sender list identifies only a subset of the message senders in the conversation the sender list includes an ellipsis mark “...” or other symbol indicating that the sender list is incomplete. In some embodiments, where there is more than one sender whose messages have not been viewed or marked as read by the user, the subset identifies as many of those senders as allowed by the available space.

[0059] At step 314, the conversation management system 102 creates a message counter indicator for the conversation, indicating the number of messages in the conversation, excluding messages permanently deleted or marked for deletion. The message number indicator may be a number in a pair of parentheses, e.g., “(3)” represents that there are three messages in the conversation. In some embodiments, when a conversation includes only one message, a message number is not generated for the conversation. The message number indicator can also be an icon. The icon can be color coded to provide additional information, e.g., to indicate how many messages in the conversation remain unread (i.e., not viewed or marked as read). Next, the conversation management system 102 generates a conversation topic for the conversation being processed, at step 316. Typically, the conversation topic is the subject of the first message in the conversation or a truncated version of the subject if it exceeds a predefined length. In another embodiment, the conversation topic is determined by heuristically examining the contents of the first message, or, alternatively, more than the first message. In one embodiment, if the conversation includes at least one message having the Unread attribute, both the message number identifier and the conversation topic are highlighted in the browser window to attract the user’s attention. In another embodiment, only the conversation topic is highlighted to indicate one or more unread messages.

[0060] According to an established email standard, a message can be sent to at least three classes of recipients, one primary class of recipients whose addresses are listed in the “To:” field and two secondary classes of recipients whose addresses are listed in the “Cc:” field or the “Bcc:” field. Accordingly, the conversation management system 102 at step 318 creates a recipient status indicator for the user, which is another indicator of the user’s participation in the conversation. In one embodiment, a conversation in which the user is a primary recipient of any message is marked with a first distinctive indicator, such as “>”, a conversation in which the user is a secondary recipient of at least one message and is not a primary recipient of any messages is marked with a second distinctive indicator, such as “>>”, and a conversation in which the user is not explicitly listed as a recipient of any message (e.g., because the messages were sent to a group or mailing list) receives no special marks. In other embodiments, conversations in which the user is a primary recipient of at least one message and conversations in which the user is only a secondary recipient may be represented in other visually distinctive ways, such as by highlighting one or more portions of the rows representing these conversations. In another embodiment, a conversation in which the user is the only primary recipient of at least one message is marked with a first distinctive indicator, such as “>>”, a conversation in
which at least one message was sent directly to the user's email address and not a mailing list is marked with a second distinctive indicator, such as “∗”, and a conversation in which the user is not explicitly listed as a recipient of any message (e.g., because the messages were sent to a group or mailing list) receives no special marks.

[0061] In some embodiments, the conversation management system 102 creates a snippet of the conversation at step 320. The snippet provides the user with a preview of the contents of the conversation without the user having to open the conversation. In one embodiment, the snippet is generated from the most recent message in the conversation. In another embodiment, the snippet is extracted from the first message (i.e., the oldest message) in the conversation. In yet another embodiment, the snippet is extracted from all the messages in the conversation according to predefined heuristic rules, e.g., listing a set of keywords appearing most frequently in the conversation. If the conversation management system 102 is preparing a list of conversations in response to a search submitted by the user, it creates a snippet including a highlighted portion that matches the user-submitted query terms at step 322, which may be similar in one or more respects to the snippets included search results returned by a search engine such as the Google™ (trademark of Google Inc.) search engine.

[0062] Finally, the conversation management system 102 identifies a date/time value for a conversation at step 324. This date/time value often dictates the display order of a list of conversations in the browser window. In some embodiments, each conversation in a list of conversations, is assigned a date/time equal to the date/time of the most recent message that matches the search criteria used to generate the list of conversations. For instance, if a user-specified search query is used (e.g., “Lake Tahoe”), then for each matching conversation in the list of conversations, the assigned date/time is the date/time of the most recent message matching the user-specified search query. In another example, if the search criteria is “Inbox” (i.e., conversations having at least one message assigned the Inbox label), then the date/time assigned to each conversation in the list of conversations is the date/time of the most recent message that is associated with the Inbox label. In some embodiments, the conversations in the list of conversations are listed in reverse chronological order with respect to their assigned date/time values (i.e., with the most recent conversations being listed first). As used herein, “date/time” value refers to whatever date value and/or time value is associated with a particular message. Dates and/or time may be associated with messages based on the date and/or time of its creation, transmission, receipt or other event.

[0063] In other embodiments, other methods or criteria may be used to assign a date/time to each conversation in a list of conversations, and other methods may be used to order the conversations in accordance with their date/time values. For instance, in some embodiments, when using an advanced search query tool, the user is given the option of searching for conversations whose date/time falls within a specified time window (and that meet other user-specified search requirements, if any). The resulting list of conversations is listed in accordance with the length of time between a user specified target date or target date/time and the date/time of each conversation in the list. Thus, conversations before and after the target date or date/time may be interleaved in the resulting list of conversations.

[0064] FIG. 3B is a schematic screenshot of a list of conversations in the “inbox” category according to one embodiment of the present invention. At the top left corner of the screenshot, there is a “Compose Mail” link 340. The user clicks on this link to start writing a new message. Next to the link 340, there are a textbox 341 and a “Send Mail” button 342. After the user submits one or more query terms through the textbox 341 and then clicks on the “Send Mail” button 342, the system generates a new display listing conversations matching the query terms. In some embodiments, matches can occur based on the presence of one or more synonyms of a respective query term. In some embodiments, matches can occur based on the root of the respective query term. For example, a search for “book” could be matched by the words “book”, “books”, and “booked”. Please refer to FIGS. 7A and 7B for details. Next to button 342 are two pull-down lists: the “more actions” list 344 and the “add label” list 345. Please refer to FIGS. 4 and 5, respectively, for more details about these two pull-down lists. Right below the “Compose Mail” link 340, there are a series of group boxes, each box corresponding to a form generated by one of the steps 214-220 in FIG. 2. For instance, the group box 346 displays system-defined categories, including “Inbox”, “Starred”, “Sent Mail”, “Drafts”, “All Mail”, “Spam” and “Trash”, etc. In other embodiments, the set of system-defined categories may be different, including a subset of these categories and/or additional categories. In some embodiments, the “Starred” category includes conversations in which the user plans to be actively involved, e.g., by sending messages to other participants, which is similar to a “To Do” list. Thus, in one embodiment, a message may be flagged with a star, so that a user can, for example, search for starred messages. In one embodiment, the “All Mail” category includes all the conversations that are not in the “Spam” or “Trash” categories. Note that since the current screenshot displays only conversations belonging to the “Inbox” category, the corresponding link in the group box 346 has been highlighted.

[0065] The main area of the schematic screenshot in FIG. 3B is a form comprising a list of conversations 360, each conversation occupying one row in the form. Each row further includes a checkbox 362, a sender list 364, a recipient status indicator 366, a conversation topic and snippets 368 and a date/time value 369. In other embodiments, the set of fields for each conversation row may be different, including a subset of these fields and/or additional fields. In some embodiments, all rows have a uniform height when a list of conversations is displayed. In other embodiments, heights may be variable to accommodate various snippet lengths. The checkbox 362 is checked by the user if the user decides to move the corresponding conversation from one system-defined category, e.g., “Inbox”, to another one, e.g., “Trash”, or if the user decides to attach a user-defined label to the corresponding conversation. The definitions of other columns or fields in the form have been given above in conjunction with FIG. 3A. Note that there are two messages in the first conversation and a sender S2 has been highlighted in the first row, suggesting that the message sent by S2 has not yet been read or marked as read. In contrast, the second conversation includes four messages that have all been read or marked as read and therefore nothing is highlighted in the second row. In some embodiments, a visual indicator for starred status is provided. If any message in a conversation has the starred status, then the “Inbox” will provide a visual indicator that the conversation contains at least one starred message.
Though not shown, in one embodiment, the browser window represented by FIG. 3B includes a persistently displayed message compose area, associated addressing and subject fields, and other options and fields that might typically be associated with a form that allows composing and sending a message. Such an area, for example, is displayed below the list of conversations 360. Thus, in one embodiment, within a single user interface (e.g., a browser window), a user may have the option to view a list of conversations and also compose a new message without being required to open a new window (e.g., a message compose window) and without removing the list of conversations from the current browser window.

FIG. 4A is a flowchart illustrating the operation of the "more actions" pull-down list 344. After a user clicks on the pull-down list, the browser displays a list of system-defined actions at step 402. The user selects a particular action in the pull-down list and at least one conversation in the conversation list at step 404. The browser then associates the user-selected conversations with the user-selected actions at step 406 and sends them back to the conversation management system for further processing at step 408. If the user selects an action that causes the conversations to be removed from the previously displayed list of conversations, the conversation assistant receives a new list of conversations from the conversation management system, and the conversation assistant displays the new list of conversations in the browser at step 410.

Referring to FIG. 4B, shows a change from the schematic screenshot of FIG. 3B that results when the user checks the checkbox 413 of the second conversation, clicks on the "more actions" pull-down list, and picks the item "spam" 415. As a result, the second conversation will be removed from the "Inbox" category and the "Spam" category will have a new member. Note that some of the actions in the pull-down list such as "Ignore" and "Snooze" do not have a corresponding category. Both "Ignore" and "Snooze" correspond to the "All Mail" category. Specifically, when the user checks the checkbox of a conversation and then clicks on the "ignore" item, the conversation will be transferred to the "All Mail" category. If any new message associated with the "ignore" conversation arrives, the system still associates the new message with the conversation, but it does not bring the conversation back to the user's attention automatically. However, the user can stop ignoring the conversation and bring it back into the "Inbox" by visiting the "All Mail" category, checking the checkbox of the ignored conversation, and then selecting the "Inbox" item in the corresponding "more actions" pull-down list. As indicated by this example, different categories' pull-down lists may have different sets of actions items. The "Snooze" action item allows the user to ignore a conversation temporarily by setting a triggering condition, which can be time-driven, e.g., a conversation should disappear from the "Inbox" category for a period of time (e.g., one hour, one conversation, one week, and so on) and then continue automatically, or event-driven, e.g., a conversation should not come back to the "Inbox" until the number of unchecked messages has reached a predetermined limit, or a particular person has contributed a message to the conversation, a message is received that specifies the user as a primary recipient, or a received message contains a specified word or phrase. One of ordinary skill in the art will recognize other trigger conditions which could be used.

Categorizing Conversations

FIG. 5A is a flowchart illustrating the operation of the "add labels" pull-down list 345. After a user clicks on the pull-down list, the browser displays a list of user-defined labels for him to choose at step 502. The user selects a particular label in the pull-down list and at least one conversation in the conversation list at step 504. The browser then associates the user-selected conversations with the user-selected label at step 506 and sends them back to the conversation management system for further processing at step 508. As a result, a list of the conversations associated with the user-selected label will include the conversations associated with that label in step 510. As described in more detail below, when a label or attribute is associated with a conversation, one or more entries are added to an index 1710 (FIGS. 17, 18) to enable searches for conversations bearing that label to be located. In some embodiments, the label or attribute is also added to one or more entries in a conversation database 1808 (FIG. 18). In some embodiments, the labels associated with a conversation are displayed when the user views the conversation. In some embodiments, the labels associated with each conversation in a list of conversations are displayed in the row of information provided for each conversation in the list.

Referring to FIG. 5B, shows a change from the schematic screenshot of FIG. 3B that results when the user checks the checkbox 512 of the second conversation and then clicks on the "add labels" pull-down list and picks the item "Label 2" 514. (It is noted that "Label 2" represents a user specified label name.) This will cause "Label 2" to be associated with the checked conversation. As a result, the checked conversation may be included in the search results produced in response to queries for messages associated with "Label 2." In some embodiments, the labels associated with each conversation in a list of conversations are displayed in the corresponding row of the form, and thus "Label 2" will be displayed in the row corresponding to the conversation associated with "Label 2" in step 506. Of course, it will be recognized by those skilled in the art that the user can input customized label names and/or the system may provide predefined labels.

Viewing a Conversation

FIG. 6A is a flowchart depicting how the conversation assistant generates a conversational view in response to the conversation management system's display instructions. In some embodiments, some of the actions shown in FIG. 6A, such as actions for formatting the conversation information to be displayed, are performed by the conversation management system prior to sending the conversation information to the conversation assistant in the client.

The conversation assistant first receives a series of messages belonging to a particular conversation as well as an associated set of display instructions at step 602. The conversation assistant, at step 604, identifies the topic of the conversation as well as any system-defined categories and user-defined labels associated with the conversation. Based on the categories and labels, the conversation, at step 606, generates a list of user-selectable actions and a list of user-selectable labels, respectively. These two lists are similar to the two pull-down lists 344 and 345 shown in FIG. 3B. In one embodiment, the list of user-selectable actions includes only actions that are applicable to the particular conversation (i.e., the conversation to be displayed). Therefore, a conversation that is already in the "Trash" category cannot be associated with the "Trash" category again. By the same token, the list of user-selectable labels only includes labels that have not yet been associated with the particular conversation. 
[0073] Starting from step 608, the conversation assistant generates a sub-form for each individual message in the conversation, the sub-form including at least a detailed message header and a message body. As used herein, message body refers to the message created by the user including the subject reference, and excludes any system information added to the message by the messaging software. Each detailed message header includes the names and/or addresses of the sender and all the primary and secondary recipients, the subject of the message, a set of message-level actions and a date/time value. One of the message-level actions includes an option to view the message in its original format including routing information and other messaging system provided information such as “Mime-Version”, “Content-Type” and the like. The conversation assistant also creates a concise message header from the detailed message header at step 610. The concise message header includes the identifiers of the sender and the recipients. In some embodiments, the recipients are excluded from the concise message header. If the user is in the recipient list, the conversation assistant utilizes a unique character string or icon as his identifier at step 610, which is similar to the user’s identifier in the sender list. For example, the pronoun “me” in English can be used to represent the user in the concise message header at step 612. If the message is the first one to identify a particular recipient (i.e., in the primary or secondary recipient fields of the message header) in this conversation, the conversation assistant will highlight the recipient’s identifier in the concise message header at step 614. On the other hand, in some embodiments, when a recipient previously included in the list of recipients is no longer included, the conversation assistant will display the recipient’s identifier in a visually distinguishing manner, for example, a “ghost” font. In other embodiments, the concise message header includes a sender identifier, a portion of the message, and a date/time representation of the message.

[0074] Next, the conversation assistant decides how to display the sub-form at step 616. If the message associated with the sub-form has not been viewed or marked as read by the user, the sub-form is displayed in an expanded mode, i.e., both the concise message header and the complete message body are displayed at step 618. If the message has been viewed or marked as read, the sub-form, by default, is displayed in a compacted mode, containing only the concise message header and a portion of the message body (e.g., the first few lines of the message) at step 620. The user can subsequently expand the compacted sub-form by clicking on it. Similarly, the sub-form does not show the detailed message header, but does include an option for the user to choose if he wants to see the detailed message header at step 622. Finally, the conversation assistant at step 624 creates a set of reply options at the bottom of the sub-form, e.g., “Reply”, “Reply to All” and “Forward”. In some embodiments, a subset of the actions described above are performed for each message in the conversation. In some embodiments one or more additional formatting actions are performed.

[0075] FIG. 63 is a schematic screenshot of the second conversation in FIG. 3B according to one embodiment of the present invention. The top and left portions of the screenshot are identical to that of FIG. 3B. But the list of conversations 360 has been replaced by a list of messages 640. On top of the list of messages are the conversation’s topic “Topic 2” 630, all the user-defined labels 632 associated with the conversation and an “Expand All Messages” button 634. Since the four messages have been viewed or marked as read by the user, the top three messages in the list are displayed in the compacted mode and only the last (and the most recent) one is displayed in the expanded mode. In some embodiments, when there are no unread messages (i.e., which have not been viewed or marked as read by the user), messages in the conversation which have been marked as starred are also displayed in expanded mode. This provides a visual effect that all the messages in the conversation are piled together. Each compacted sub-form displays a concise message header 641 and a snippet 643 such as the first few words of the message body. In some embodiments, senders in the concise message header are identified in color such that the text representation for each sender is presented in a different color. This aids in distinguishing senders in a displayed conversation. In some embodiments, the colors are generated by the system until the system runs out of colors to associate with senders. In some embodiments, the colors are associated per conversation, such that the same sender may have a different color associated with it depending on the conversation being displayed. Note that all the recipients are highlighted in the concise message header 641 since this is the first message of the conversation. In contrast, only one identifier “S1” is highlighted in the second compacted sub-form since this is the first message in which S1 is a participant in the conversation. The expanded sub-form includes a complete message body 645, a “More options” link 647, which causes the detailed message header to be display when selected, and a list of reply options 649. Since the last message was sent by S4, one of the reply options is “Reply to S4”, which alerts the user that a reply will be addressed to S4.

[0076] In some embodiments, when the number of messages in a conversation exceeds a threshold value (e.g., eight or ten messages), and a plurality of consecutive messages in the conversation are to be displayed in a compacted sub-form (e.g., messages marked as read, in a conversation selected from an inbox list of conversations), these messages are displayed in a second compacted sub-form that includes no text, and thus no sender list and no snippet. Instead, the second compacted sub-forms represent each of these messages with a small bar. The visual effect is that these sub-forms appear like the edges of cards in a deck of cards. In some embodiments, the first and last messages in a conversation are never shown in the second compacted sub-form, and more generally certain messages are excluded from being represented by the second compacted sub-form such as those messages having the “starred” label. The second compacted sub-form is used to facilitate viewing conversations having large numbers of messages. This same methodology can be used for representing the messages in a conversation matching a user-specified search query, where the conversation has more than a threshold number of messages. In this case, the messages to be represented by the second compacted sub-form are groups of consecutive messages that do not match the search query.

[0077] FIG. 6C is a schematic screenshot that is similar to the one shown in FIG. 6B but except that (1) the first sub-form 650 is displayed in an expanded mode after the user clicks on the sub-form, (2) the last sub-form includes the detailed message header 660, and (3) a message reply form 670 is attached to the last sub-form after the user clicks on the “Reply to S4” link. In one embodiment, a text box for replying to a message (e.g., the last message) in a conversation may be persistently displayed in association with that message when a user is viewing a conversation’s contents. In other words, the message reply form 670 is displayed and the reply text box asso-
associated therewith are accessible to a user without requiring a user to click the “Reply to S4” link. In other embodiments, a message reply form may be persistently displayed for all of the messages in a conversation, or for all messages displayed in an expanded mode.

The first expanded sub-form 650 is structurally the same as the last sub-form shown in FIG. 6B. It includes a concise message header, a “More Options” link, a message body and a set of reply options at the bottom of the sub-form. The detailed message header 660, in addition to the message sender and recipients’ e-mail addresses or other identifiers, includes a list of actions that the user can take. For example, the “Trash this message” action 661 allows the user to remove the message from the conversation. The message reply form 670 by default only includes S4’s address in the “To:” field since the sender of the message to which the user is replying is S4. However, the message reply form provides the user with additional options (e.g., “add Ce”, “add Bcc”) if the user would like to send the reply message to more recipients. The message reply form 670 also allows the user to edit the subject of the original message and attach a document to the reply message.

FIG. 6D is a schematic screenshot of the conversation shown in FIG. 6B after the user clicks on the “Expand All Messages” button 634 (or button 743, FIG. 7C). As a result, all four messages 680 are displayed in the expanded mode. Note that the text in the button 634 changes to “Compact All Messages”. The display of the conversation returns to the format shown in FIG. 6B after the user clicks on the button 634 again.

FIG. 6E is a schematic screenshot of a conversation illustrating some of the features described earlier. In particular, FIG. 6E illustrates at 682 an example of the second compacted sub-form used when the number of messages in a conversation exceeds a threshold value. Although the user is not able to see any header information for those messages, the user can still see how many messages are in this second compacted sub-form. In some embodiments, messages on either end of the messages in second compacted sub-form are shown in the compacted sub-form which shows the concise message header as illustrated by concise messages headers 684 and 686. In some embodiments and as illustrated in FIG. 6E, the concise message header includes the sender, a portion of the message, and a date/time value of the message without showing the other recipients of the message. An example of the “starred” feature can be seen at message 688. The star in message 688 differs from the other messages in that its star is filled in, indicating that this message has a starred status, whereas the others do not. Of course, any visual indicator which provides a differentiating status could be used and the concept is not limited to a “star” and whether that star is “filled in” or not. As described above, a message having a starred status is displayed in one embodiment in expanded mode when a conversation is displayed and there are no unread messages (as in FIG. 6E). In another embodiment, if there had been unread or not viewed messages, then the starred message 688 would be displayed in the compacted sub-form, but not the second compacted sub-form such as those messages at 682. Other embodiments foresee different permutations, such as always seeing the starred messages in expanded mode regardless of the presence of any unread or not viewed messages.

Using Queries to Locate, List and Display Conversations

As mentioned above, a user may search for conversations that match a user specified query. The conversation management system 102 and the conversation assistant 110 work together to generate search results corresponding to the query and to present the results to the user in a highly intuitive fashion. FIG. 7A is a flowchart illustrating how the conversation assistant 110 generates the various forms for displaying the conversations that match a user’s search request. In some embodiments, some of the actions shown in FIG. 7A, such as actions for formatting the conversation information to be displayed, are performed by the conversation management system prior to sending the conversation information to the conversation assistant in the client.

At step 702, the conversation assistant 110 receives information representing a plurality of conversations matching a search query (which may contain one or more query terms) and associated display instructions from the conversation management system 102. At step 704, the conversation assistant 110 generates a form that hosts a list of conversations, each conversation occupying one row in the form. For each row in the form, the conversation assistant 110 also generates a snippet that contains a matched query term at step 706. In some embodiments, the conversation assistant 110 highlights with the snippets terms that match any of the query terms in the search query. At step 710 the list of conversations is displayed. FIG. 7B is a schematic screenshot of a list of conversations produced in accordance with these steps. In some embodiments, the user may specify a user preference that causes the generation and/or display of snippets to be suppressed. In some embodiments, when the text matching the search query is located in the header or other information of the message, the snippet provided is a first portion of the message.

In some embodiments, if the user selects (e.g., clicks on) a row representing a conversation in the list of conversations (e.g., a row in the list of conversations shown in FIG. 7B) (step 712), the conversation assistant 110, at step 714, displays the selected conversation. To do this, the conversation assistant generates a series of sub-forms hosting a series of messages that are associated with the selected conversation. In particular, if the selected conversation is selected from a list of conversations produced in response to a user specified search query, the sub-forms whose associated messages do not contain any query term in the search query are displayed in a compacted mode while the sub-forms whose associated messages contain at least one query term are displayed in an expanded mode. The conversation assistant 110 also highlights the matched query terms in the message body. An example of the display of a selected conversation that matches a specified query is shown as a schematic screenshot in FIG. 7C. If the selected conversation is selected from a category list of conversations, such as an Inbox list of conversations, the initial display of the message is as described above with respect to FIG. 6C.

FIG. 7B is a schematic screenshot of a browser window listing three conversations 730 that match the query term “Tahoe” 720. Above the three conversations 730 is a “Search Options” link 732. The user can click on the link to update the options that were used to conduct the search. For example, the user can specify whether the search is limited to conversations in one category or to conversations in all the categories. When the listed conversations belong to two or more distinct categories, none of the categories in group box 346 are highlighted. Within each matching conversation, a snippet that includes the term “Tahoe” 734, 736, 738 is identified and displayed with the word “Tahoe” being highlighted
in each of the three conversations 730. These snippets indicate that the three conversations cover three distinct topics, i.e., the first conversation is about a ski trip to Lake Tahoe, the second conversation is about a Tahoe-model SUV, while the third conversation is about camping sites at the Tahoe National Forest. Therefore, the user can use the information in the snippet to decide which particular conversation he wants to open.

[0085] FIG. 7C is a schematic screenshot displaying all messages 750 in the third conversation, labeled “Topic M” 740, after the user clicks on it. Note that an “All Mail” category 741 has been highlighted (in group box 346) in this screenshot, indicating that the third conversation “Topic M” 740 is currently located in the “All Mail” 741 category. Since the second message includes a query term “Tahoe” 752, the second sub-form is displayed in the expanded mode with the word “Tahoe” 752 highlighted.

Spell Checking

[0086] FIG. 8 is a flowchart illustrating how the conversation assistant interacts with a user to correct potentially misspelled words in a message being composed by a user. After composing a message and before sending it out, the user may click on the “more actions” pull-down list and select the “spell check” item. Note that this item is not shown in FIG. 4B, because the pull-down list therein only comprises conversation-level actions. “Spell check” is a message-level action that is displayed in a pull-down action list only while a message composition form is being used. In response to user selection of the “spell check” action, the conversation assistant sends the composed message to the conversation management system and then receives a spell-checked copy of the composed message as well as display instructions at step 802. In an alternative embodiment, the actions performed by the conversation management system described herein relating to the spell checker are performed by the conversation assistant or by a local client application using a local dictionary. Based on the display instructions, the conversation assistant highlights each potentially misspelled word in the message at step 804, associates with each highlighted word a list of candidate words generated by the system at step 806 and displays the re-formatted message in a separate browsing window at step 808. When the user selects a particular highlighted word in the browsing window, the conversation assistant positions the user-selected word in a spell correction window and attaches a list of candidate replacement terms next to the window at step 810. (It should be noted that a replacement term may contain one or more words.) The conversation assistant then updates the misspelled word in the spell correction window with the user-specified replacement term in the candidate list at step 812. The conversation assistant can also expand the spell correction window in a user-specified direction at step 814 so that the user can revise more than one word within the spell correction window at step 816.

[0087] FIG. 9A is a screenshot illustrating the same conversation shown in FIG. 6C except that the user has composed a reply message 817 to S4. Before sending the message, the user decides to conduct a spell check. Therefore, the user clicks on the “more actions” pull-down list and then selects the “Spell Check” item 818. The conversation assistant, in response, sends the composed message to the conversation management system and then displays the spell check result in a separate browsing window. In some embodiments, the spell check results are displayed in the expanded mode with the one in which the user was composing the message. In effect, the display remains generally the same except for toggling of certain features associated with the spell checker and the highlighting of the potentially misspelled words. This embodiment has the added benefit that the user can perform the spell checking within an equivalent visual context that the user was provided when composing the message rather than the user being presented with a separate new window without such context.

[0088] FIG. 9B depicts a screenshot comprising three separate browsing windows at different stages of the spell check process. The first window 820 contains a spell-checked copy of the message. In particular, three potentially misspelled words 821, 823, and 825 have been highlighted in the window. After the user clicks on the second word 823, the word “delaying” is then incorporated into a spell correction window 832 as shown in the second browsing window 830. Further, a list of candidate words 834 generated by the system are displayed under or adjacent the spell correction window. The user then selects the third replacement term, “delaying”, to replace the misspelled term “delaying”. If the user wants to add the word “temporarily” before the corrected word “delaying”, the user can click on the left arrow 841 (or right arrow 843) as shown in the third window 840. Position the browser window pointer to a position in front of the misspelled term “delaying” and then enter the word “temporarily.” Finally, after correcting all the misspelled words, the user clicks on the “Done” button 845, which causes the message to be sent to S4.

Conversation Server

[0089] The FIGS. 10 through 19 may assist in describing an embodiment of the Conversation Server 102 described earlier. One embodiment of the Conversation Server 102 is illustrated in FIG. 10. Conversation Server 102 includes Conversation Engine 1002, Updater Engine 1004, Message Index 1006, Query Engine 1008, Message Database 1010, one or more Auxiliary Services servers 1012, Spell Checker 1014, and SMTP 1016.

[0090] The Conversation Engine 1002 handles requests from and responses to the Conversation Assistant 110, via its connection with Communication Network 106. Communication Network 106 may include the Internet, one or more local area networks (LANs), one or more wide area networks (WANs), other types networks, or a combination of such networks. The Conversation Engine is also connected to various auxiliary services such as Auxiliary Services servers 1012 and Spell Checker 1014. A Query Engine 1008 is connected to the Conversation Engine 1002, the Message Index 1006, and the Message Database 1010. An Updater Engine 1004 is connected between the Conversation Engine 1002 and Message Index 1006 as well as Message Database 1010. The SMTP Gateway 1016 is connected between the Conversation Engine 1002 and the Communication Network 106. Although FIG. 10 shows the Conversation Server 102 as a number of discrete items, the figure is intended more as a functional description of the various features which may be present in the Conversation Server 102 rather than a structural schematic of the embodiments described herein. In practice, and as recognized by those of ordinary skill in the art, items shown separately could be combined and some items could be separated. For example, some items shown separately in the figure could be implemented on single servers and single items could be implemented by one or more servers. The actual number of servers in Conversation Server 102 and how
features are allocated among them will vary from one implementation to another, and may depend in part on the amount of email traffic that the system must handle during peak usage periods as well as during average usage periods.

[0091] As briefly mentioned above, the Conversation Engine 1002 may respond to a variety of requests from the Conversation Assistant 110 related to messages and return conversation-based responses via its connection with the Communication Network 106. Although, the SMTP Gateway 1016 may also be connected to the Communication Network 106, the SMTP Gateway 1016 may be more directly involved in receiving and sending messages. In some embodiments, the SMTP Gateway 1016, for example, transmits and receives messages using the Simple Mail Transfer Protocol (SMTP). The SMTP Gateway 1016 may receive a new message from the Communication Network 106 and send the message to Conversation Engine 1002 for additional processing. Additionally, the SMTP Gateway 1016 receives messages from the Conversation Server 1002 and then transmits (via the Communication Network 106) those messages to the recipient addresses specified in the messages.

[0092] The Conversation Engine 1002 may also handle requests for spell checking of a message that might be being composed. The Conversation Engine 1002 sends the portions of the text to be checked to the Spell Checker 1014 for spell checking. The Spell Checker 1014 returns information including an identification of the text identified as potentially incorrectly spelled. In some embodiments, the Spell Checker 1014 may provide information regarding suggestions for the text identified as potentially incorrectly spelled. In some embodiment, this information is sent to the Conversation Assistant 110 for subsequent processing.

[0093] The one or more Auxiliary Services servers 1012 provide additional services to the Conversation Engine 1002. In some embodiments, the auxiliary services servers 1012 include a spam detection module. Operation of the spam detection module is discussed below with reference to FIG. 11. In some embodiments, the auxiliary services servers 1012 include an attachment management module, which manages the efficient storage and retrieval of files attached to email messages.

[0094] An embodiment for processing a received message is shown in FIG. 11. A message is received, assigned to a conversation, indexed, assigned one or more attributes and stored. Initially a message may be received by the SMTP Gateway 1016, for example, where some processing and handling may occur, and may then be passed to the Conversation Engine 1002 (stage 1102). The Conversation Engine 1002 may generate a message identifier for the message. The message identifier may be used to distinguish one message from another. In an embodiment, the identifier is an N bit number composed of one or more parts. For example, in an embodiment the message identifier may be a 64 bit number consisting of Y bit (e.g., 32 bit or 48 bit) timestamp and a 64-Y bit hash of the message contents. A hash is a mathematical function that maps values from a large domain into a smaller one. One of ordinary skill in the art will recognize that there are many different ways to create message identifiers that provide sufficient information to distinguish messages from each other.

[0095] The Conversation Engine 1002 may then parse the message into its constituent parts (stage 1104). These parts might include the address of the sender, one or recipient addresses, the subject of the message, a “References:” field as that field is described in RFC 2822 (April 2001) described earlier, an “In-Reply-To:” field also described in RFC 2822, the content of the message, or any other information which might be contained in the message. After the message is received, and either before after parsing the message, the message is passed to a spam checking module (stage 1105) to determine if the message matches spam criteria. In some embodiments, the spam checking module works asynchronously, and in parallel with other processing of the message. In some embodiments, the spam criteria is designed to determine whether a message is likely to be an unsolicited message that the user is unlikely to want to read.

[0096] The parsed message is added to a message database (stage 1106). In one embodiment, the message is added to a message database and not subsequently modified thereafter, except perhaps for deletion.

[0097] Some or all of the parts of the message that are extracted during parsing of the message may be used to assist in determining the conversation, if any, to which the received message belongs (stage 1108). For example, the subject of a message could be compared to other messages with the same subject since it is likely that messages within a conversation will have the same, or very nearly the same, subject. If a matching conversation has not been found, then the message is associated with a new conversation.

[0098] After the conversation association has been made, the message is indexed for searching (stage 1110). In one embodiment all of the text of the message is indexed along with portions of the header information. In some embodiments, “noise words” (e.g., words such as “the”, “a” and “or”) in the message body are not indexed, but all other text in relevant portions of the message are indexed. One of ordinary skill in the art will recognize that those portions of the message which may be searched should be indexed. As noted below, in some embodiments information concerning attributes associated with the message are added to the index at a later stage of the message processing.

[0099] Next, an initial set of attributes is assigned to the message (stage 1112). These type of attributes may include, for example, labeling a received message as “unread” (which typically means that the message has been neither viewed nor marked as read) to indicate that the message is new. Another attribute that is initially assigned to messages, other than messages sent by the user, is the “InBox” attribute. Another set of attributes that are initially assigned to each message are the user-defined attributes associated with other messages (if any) in the same conversation. The user-defined attributes associated with the other messages in the conversation are determined by searching a conversation database that is described below with reference to FIG. 18. Other attributes may be initially assigned to the message as well. The attributes associated with a message may be used to search a message database to obtain message with similar attributes. For example, a search could be executed to search for all messages which are labeled as “unread”. Additionally, the attributes of a conversation may be added to the message since, in one embodiment, a message inherits the attributes of its conversation.

[0100] In some embodiments, the attributes associated with messages may include attributes associated with individual messages, but not necessarily all the messages in a conversation. For instance, a “Marked for Deletion” attribute (sometimes also called the “Trash” attribute) may be associated with an individual message in a conversation, while not being associated with other messages in the same conversation.
Messages marked for deletion are still stored by the system, and are still associated with conversations, but are normally not displayed when the corresponding conversations are displayed. One or more special views are employed to enable a user to view messages having the attribute “Marked for deletion.” Such views afford the user the opportunity to “undelete” a message. On the other hand, in some embodiments, when a user-defined label is associated with a conversation, that label is associated with all messages in the conversation. In some other embodiments, when a user-defined label is associated with a conversation, that label is associated with all messages in the conversation that meet predefined criteria (e.g., messages other than those marked for deletion).

Next, any user-defined filters that the user may have established are applied to the message (stage 1114). Each user-defined filter includes a set of filter conditions and a set of actions. The filter conditions define which messages match the filter and the actions include actions that specify labels that are to be added or removed from the message. The filter conditions can include criteria with respect to the sender, the recipients, text in the message subject, text in the message, and the like. In some embodiments, the actions can include “remove from inbox” (i.e., remove the InBox label from the message, if present), adding a system label (sometimes called a category) to the message, and adding a user-defined label to the message. For instance, if the filter may specify that all messages having a particular term or combination of terms be labeled with the “Trash” label. Another filter may specify that if the term “Lake Tahoe” appears anywhere in the message, a “Vacation” label is to be added to the message.

It may be noted that in some embodiments, stages 1112 and 1114 concern the assignment of labels to the message being processed. At or about the time that stages 1112 and 1114 are performed, the results from the spam checking module (stage 1105) are retrieved. If the spam checking module classifies the message as spam, a “Spam” label is assigned to the message and any conflicting labels (e.g., “InBox” or “Trash”) are removed from the message.

After the set of labels assigned to a message have been established, the index and certain tables in the Conversation Engine 1002 are updated (stage 1116) to reflect the set of labels assigned to the message. The index is updated by adding information indicating the labels to which the message is assigned. As a result, an index search on each of those labels will produce a list of messages that includes the current message being processed. In addition, at least one table or database in the conversation engine is updated to indicate the set of labels assigned to the current message being processed. This is described below with reference to FIG. 18.

Finally, an acknowledgment may sent to the sender of the message (stage 1118). In some embodiments, an acknowledgment may be sent and in others it may not be sent.

While FIG. 11 shows the stages in a particular order, it is not intended to limit the order of the stages unduly. In other embodiments, the stages may be differently ordered. For example, the message could be added to the message database prior to the indexing of the message, thus stage 1114 could be followed by stage 1110. One of ordinary skill in the art would recognize various ways to reorder the stages.

Associating Each Message with a Conversation

Referring to FIG. 12, the following is a more detailed description of how a message may be matched with a conversation (stage 1208). After the message is parsed (stage 1104 of FIG. 11), portions of the constituent parts may be used to formulate a search query for candidate conversations (stage 1202). For example, conversations may be related based on temporal information, sender information, subject information, other information in the header, or system supplied information, or any combination thereof. One embodiment formulates the search query using the subject of the message along with the “References:” and/or the “In-Reply-To:” field. Other embodiments include the sender of the message or the recipients in the search query. One of ordinary skill in the art would recognize many different search queries to produce messages which might be related to the current message.

The search query is applied against previously stored messages and candidate messages are received (stage 1204). The messages, or information about the messages, is examined to determine which message (if any) best matches the current message (stage 1206). The conversation to which that message belongs is likely to be the conversation to which the current message belongs. A number of different approaches may be taken to determine the conversation to which the current message belongs. One approach may use the subject of the current message. It is likely that messages having the same subject belong to the same conversation. Therefore, a query could be formulated that uses the subject of the current message. For example, if an incoming message has the subject “Where should we go for lunch today?”, it is likely that the conversation (if any) to which this current message belongs will include one or more messages having the same subject. When comparing subjects, it may be desirable to normalize the subject prior to performing the comparison. In some embodiments, normalizing the subject includes removing prefixes such as “Re:” and “Fwd:”, which are commonly added to the subject by some systems.

It may be desirable, however, to examine more than just the subject. If two messages have the same subject but one was received long before the other, then it is more likely they were not part of the same conversation. For example, if two messages having the subject “Where should we go for lunch today?” were received a month apart, it is unlikely that they were part of the same conversation. Thus, in one embodiment of the invention, if the normalized subjects of the current message and a message from the candidate conversations match, then an examination of a date/time value of the messages may be desirable.

Other factors may be considered when matching a message to a conversation such as the recipients, portions of the message content, domain addresses of the sender, or other factors. Those of ordinary skill in the art will recognize that there are many different ways to determine the conversation to which a new message belongs. Once the current message is matched up with a satisfactorily matching message, the conversation associated with the matching message may be associated with the current message (stage 1208). On the other hand, if no satisfactory matching message (and, therefore, no conversation) is found, a new conversation identifier is associated with the message (stage 1208).

In some embodiments, the conversation identifier may be created from the initial message received in a conversation. For example, a system provided message identifier (provided by either the transmitting or receiving system) of the initial message could serve as a conversation identifier. Subsequent messages are then associated with this message identifier which now acts as a conversation identifier. One of
ordinary skill in the art will recognize various features of the initial message that could be used to provide a conversation identifier. In some embodiments, the feature should provide some comfort that the value is unique to the initial message so that multiple conversations will not be assigned the same conversation identifier.

As mentioned earlier, after the current message is associated with a conversation (previously existing or newly created) (stage 1208), initial attributes are added (stage 1112). One embodiment for adding these initial attributes (stage 1112) may be better understood by referring to FIG. 13. Initially, the sender of the message may be examined. If the sender of the current message is not the user for whom this message processing is being performed, it is highly likely that the current message has been sent to that user by someone else. Accordingly, if at stage 1302 it is determined that the sender of the current message is not the user, an initial attribute of “InBox” (also called the InBox label) may be associated with the current message (stage 1304). An attribute of “InBox” may be used to identify those messages which have been sent to the user. For example, in some embodiments, a search of messages having the “InBox” attribute is used in the production of an InBox view for the user.

In this document, the terms “attribute” and “label” are used interchangeably. Also, “associating” a particular attribute with a message, and “marking” the message with the particular attribute or label, are considered to be the same or equivalent operations.

Since it is highly likely that the current message is new, it is also highly likely that the user has not viewed this message before. Accordingly, an “Unread” attribute indicating such may be associated with the current message (stage 1306). Those or ordinary skill in the art will recognize that message attributes may be implemented in a number of ways to achieve the same result. For example, a predefined value could represent “InBox.” It is sufficient that messages with desired attributes be searchable based on those attributes. Other attributes can be associated with messages as well. Attributes may be thought of in a plurality of forms, though the distinction is less important than the ability to search for a particular attribute. Attributes can include system defined attributes, for example, such as InBox, Trash, Spam, All, Documents and Unread. In some embodiments, certain system defined attributes may be mutually exclusive (e.g., InBox, Trash and Spam). Attributes can also include user defined attributes, sometimes herein called Categories.

If the user was the sender of the message being processed (as determined at stage 1302), or after any applicable system attributes have been added to the message, such as “Unread” (stage 1306), additional attributes that belong to the conversation are added to the message (stage 1307).

Certain filter criteria may be examined and applied against the incoming message (stage 1308). In an embodiment, a user may set up filters that apply attributes to a received message when predetermined conditions are met. In another embodiment, the system may apply one or more predefined filters to received messages.

If the current message matches filter criteria, then attributes may then be applied to the message according to the filter (stage 1310). In one embodiment, the system provides tools to enable a user to set up a filter such that certain messages are not placed in the “InBox.” In other words, the filter would cause the “InBox” attribute to be removed from the message. In another embodiment, the current message could be associated with a particular user-defined attribute, such as a label indicating an area of interest to the user to which one or more conversation may be associated. For example, an incoming message may be associated with a conversation having a label “food,” and then a “food” label would be associated with the current message. Generally, a message inherits the labels of the conversation to which it is associated. Since a plurality of filters may be applied to received messages, newly received messages as well as their associated conversations may be associated with more than one user-defined label.

In another embodiment, the user can associate a snooze condition with a conversation. In some embodiments, the snooze condition is associated with the conversation when a user specifically commands the system to do so. In some embodiments, a snooze condition is associated with a conversation when a filter matches a message in the conversation. A snooze condition specifies certain actions to be performed whenever a new message is received in the conversation to which the snooze condition has been applied. For example, the snooze condition may prevent the system from associating the InBox label with new messages in the conversation. More specifically, a user may associate a snooze condition with a conversation (either directly, or through the operation of a filter) that prevents new messages in the conversation from being placed in the user’s inbox unless certain trigger conditions are satisfied. One such trigger condition might be an incoming message addressed directly to the user (as the only primary recipient). Another such trigger condition might be the passage of a period of time chosen by the user or the system. Still other trigger conditions could be a received message containing a specified word or phrase. In this instance, when a message satisfying the snooze condition is received, the snooze condition is removed from the conversation and the incoming message is marked with the “InBox” label. In some embodiments, additional actions are also taken, such as adding the “InBox” label to other messages in the conversation. In another embodiment, all of the messages in the conversation having an “Unread” label, are labeled with the “InBox” label. Accordingly a search of the “InBox” would return this conversation. In some embodiments, a snooze condition is associated with a conversation by generating a snooze filter that prevents new messages associated with a conversation from being marked with the “InBox” label until a predefined event or condition occurs, after which the snooze filter is deleted or revised.

Another type of filter that may be applied to received messages is a “spam” filter that identifies undesirable messages and marks them with a “Spam” label (i.e., associates the “Spam” attribute with such messages).

FIG. 14 illustrates one embodiment for modifying the attributes of a conversation. The attributes of a conversation may be modified when the conversation, or an incoming message associated with the conversation, matches filter criteria. The attributes of a conversation may also be modified when the user indicates that the conversation should have a particular user-defined attribute. For example, the user may designate that a particular conversation should be associated with a “food” category. In such a case, the conversation (and its respective messages) are marked with a “food” label as to be associated with the “food” attribute. The user may also designate a conversation as marked for deletion.

In some ways, user-defined attributes can be conceptually compared to folders. However, embodiments of the
present invention allow conversations to be associated with multiple user-defined attributes. In some embodiments, when a new attribute is associated with a conversation, all messages in the conversation are marked with the new attribute.  

[0121] Referring to FIG. 14, when a given attribute of a conversation is to be modified, a search is formulated (stage 1402) to locate the conversation (stage 1404). After the conversation is found (stage 1404), the attribute of the conversation may be modified (stage 1406). The specific mechanisms used to accomplish stages 1402, 1404 and 1406 depend on the mechanisms used to associate attributes with conversations. In some embodiments, attributes are associated on a conversation by conversation basis. For example, the conversation engine may maintain a list of attributes associated with each particular conversation. Alternatively, or in addition, the conversation engine may maintain an index that maps each defined attribute to all conversations marked with that attribute. Alternatively, in some embodiments the attributes associated with a conversation are associated with the individual messages in the conversation. In such embodiments, the conversation engine may maintain an index that maps each defined attribute to all messages marked with that attribute, and may further maintain a table or other mechanism for mapping each message to the conversations associated with the message.  

[0122] Many features of the present invention use conversations as the basic unit of information, as opposed to messages. For instance, the Inbox presents the user with a list of conversations. Some features of the present invention use searches to identify conversations to be listed in a plurality of distinct views of the conversations in a user’s email account. Searching for conversations and generating a representation of an identified conversation is described next with reference to FIG. 15. Initially a search query is received (stage 1502). The search query may be user specified, or system generated (e.g., in response to the user clicking on an “inbox” icon). A search query may be based on a number of factors. The search terms in the search query may come from the user in the form of words or combination of words. For example, a user could search for messages containing the words “bagel” or “inexpensive” and the associated conversations, if any, would be returned. A search query can be generated by the system in response to certain user actions. For example, a system generated search query may search for conversations having the attribute “Inbox” if the user desired an Inbox view.  

[0123] Any combination of searchable terms can be used in a search query. As mentioned above, searchable terms could include the text of the messages, any attributes associated with the messages, conversations, or header information associated with a message. In one embodiment, applying the search query to a database of messages returns a set of messages (stage 1504). Referring briefly to FIG. 10, this may be done, for example by sending the search query to the Query Engine 1008. The Query Engine 1008 may apply the search query to the message index 1006 which may return a list of messages. The list of messages may be received at stage 1504. If desired, other embodiments might return the list of messages in a number of different ways, including the return of a set of message identifiers, document identifiers, all or portions of messages, or any combinations thereof.  

[0124] In some embodiments, searches are run against conversations as a whole rather than against individual messages. Thus, when a query contains first and second query terms, one of which is found in a first message and the other which is found in a second message of the same conversation, the conversation will be considered to be relevant to the query, and thus included in the search results. For example, consider a conversation in which the first message solicited ideas for a lunch location and a subsequent message, while naming a particular restaurant, did not include the text of the original message. If a user was interested in finding that conversation in which the particular restaurant and lunch were discussed, then the search is more likely to produce the desired result if it were applied against the text of the entire conversation as if message boundaries within a conversation did not exist.  

[0125] Conversations are associated with the set of messages returned at stage 1504. A number of methods may be used to identify the associated conversations. As a message is selected (stage 1506) from the set returned at stage 1504, the conversation to which the message belongs is identified (stage 1508). In one embodiment, a data structure which matches each message to a conversation may be maintained. If so, an examination of the data structure entry associated with a particular message identifier would identify the conversation to which the message belong. It may be that the number of conversations to return as result set is limited to a predefined number. If so, then processing of the set messages continues until a sufficient number of conversations are identified and the results returned. On the other hand, all of the conversations associated with the set of messages returned may be identified; but only a subset returned.  

[0126] Once the list of conversations has been created (stage 1510) by identifying the conversations to which all or a portion of the returned results belong, the conversation information is formatted (stage 1512) for return to the requestor (stage 1514). The formatting stage 1512 may format a number of different types of information associated with the identified conversations, the details of which will vary from one embodiment to another. In some embodiments, the formatting information is of the type that is recognized by the Conversation Assistant 110 for presentation of the conversation information to the user.  

[0127] In some embodiments, conversations in the list of conversations generated at stage 1510 are ordered according to a date/time value assigned to each conversation in accordance with a predefined rule or set of rules. As explained above, in some embodiments, each conversation in a list of conversations, is assigned a date/time equal to the date/time of the most recent message that matches the search criteria used to generate the list of conversations, and the conversations in a list of conversations are ordered (e.g., in reverse chronological order) in accordance with these assigned date/time values. One of ordinary skill in the art will recognize that there are various other ways to order and present the conversations in a list of conversations.  

[0128] In some embodiments, the formatted conversion data representing a list of conversations (generated at stage 1512) includes a count of the number of messages included in each conversation in the list of conversations. In some embodiments, the message count for each conversation is displayed by the Conversation Assistant 110 to indicate to the user how many message are included in the conversation.  

[0129] In one embodiment, a concise conversation header is created for each conversation in the list of conversations (e.g., during stage 1512). The conversation header may identify a list of the senders of messages in the conversation. This list may contain all or a subset of the senders within the conversation. In some embodiments, the list of senders is
formatted so as to visually distinguish those senders who have sent a message (in the conversation) that is currently labeled as “Unread” by the user. In another embodiment, the Conversation Assistant 110 presents these senders in a different format from the other senders. For example, senders of the “Unread” messages may be identified using bolded or highlighted text.

[0130] In another embodiment, the list of senders of messages (in the concise conversation header) may be processed by replacing the name or address of the user with a self-referencing identifier. As a result, when the list of senders for a conversation is displayed, instead of displaying the user’s name or other identifying information similar to senders who are not the user, the self-referencing identifier (e.g., “me”) is displayed. Other types of self-referencing identifiers could be used to distinguish the viewing user from the other users.

[0131] In another embodiment, the concise conversation header for each message in the list of conversations may including information that indicates how the user received the message. In other words, the information may specifically identify how the user was sent the message. For example, the user might be sent the message directly, the user might be copied on the message, the user might be copied blindly on the message, or the user might be part of a distribution list to which the message was sent. One or more of these various ways the user received the message might be indicated to the user. For example, if the user sent a message directly, an iconic representation could be used (such as “<>”) to so indicate when presenting the conversation to the user.

[0132] In some embodiments, the concise information header for each message in the list of conversations includes a snippet of the conversation content, the snippet including information for displaying text matching the search terms in bold and also including text surrounding the matching text formatted in a normal font. The conversation information may indicate when certain users have been added or removed from a conversation. For example, if a user had been included on messages in a conversation up to a point in time and then no longer included, the information for one or more subsequent messages might indicate that the user was no longer part of the conversation. The Conversation Assistant might do this, for example, by using a font to display the user’s name which is different from the font used to display the names of those users who are still participating in the conversation. The Conversation Assistant might use a “ghost” font for this purpose.

[0135] The conversation information may also provide information about the introduction of a new participant to the conversation. For instance, the information concerning the first message that includes the new participant may including formatting information for distinctively displaying the new participant’s name. This information may be displayed to the user by the Conversation Assistant such that the newly added sender’s name or other identifying information appears in bold or some other visually distinctive presentation format.

[0136] The conversation information may also include information about spell checking. The information might include an indication as to which words the Spell Checker 1014 identified as potentially incorrectly spelled, as well as information relating to suggestions for the correct spelling.

[0137] FIG. 16 provides an illustration of a format for storing messages according to one embodiment of the invention. When the message is stored in a message database (stage 1114 of FIG. 11), it may be stored as illustrated in FIG. 16. A Message Database 1602 may store information about the messages, for example Message 1 (1604) through Message X (1606), where X represents the number of messages corresponding to a particular user. In one embodiment, each user’s messages are stored in a Message Database 1602 unique to that user. In another embodiment, messages belonging to more than one user may be stored in the same Message Database 1602. One of ordinary skill in the art would recognize many ways to prevent messages from one user showing up as messages belong to another. In still another embodiment, messages from more than one user may be stored in a Message Database 1602, with only one storage entry per message such that multiple users would reference a single copy of a message.

[0138] In one embodiment, a Message (e.g., Message 1608) may include Header Information 1612, Content 1614, and Attachments 1616. Header Information 1614 may include the header information of the message including, for example, information identifying the sender and recipients, a time/date value of the message, and the subject. Other information might also be included in the Header Information such as that described in RFC 2822. The Content 1614 may contain the content of the message. The Content 1614 may include text and/or other types of content (e.g., images or pictures). Attachment 1616 may be the contents of any information attached to a particular message. For example, a document attached to a message might be located in this part of Message 1610. Those of ordinary skill in the art would recognize other ways to store the message information. For example, an attachment might be stored in another storage structure and a reference to it located in Attachments 1616.
In an alternate embodiment, all the messages for each conversation are stored as a single record, document or data structure in the message database.

User, Message and Conversation Data Structures

FIG. 17 illustrates a user database and message index according to an embodiment of the invention. A User Database 1702 may store information about users. The information stored may include User Information 1704. User Information 1704 might contain various types of user information relating to user preferences, security information, or any other information that might be used by the various embodiments of the invention. The User Database might include user identification information used to identify the users such as User ID (1) (1706) to User ID (m) (1708) where m might represent the number of users of the system. A particular User ID (m) (1708) might be a unique identifier for each user such as a n-bit binary number. Other type of user identification might also be used.

In some embodiments, the User ID of a user is used to identify a set of data structures 1720 for storing information about the filters, queries and labels associated with a user’s mail account. In some embodiments, these data structures include a query cache 1722 for storing information representing the last few queries submitted by the user, a set of filter data structures 1724 for storing user-defined filters, if any, and a labels data structure 1726 for storing information representing user-defined labels. The recent queries represented by information stored in the query cache 1722 may be presented to the user, for example in group box 348 (FIG. 3B), to enable the user to easily re-submit these queries to the conversation management system. The user-defined filters are used by the conversation management system during the processing of each new message as it is being added to the user’s mail account. The stored information concerning user-defined labels may be presented to the user, for example in a group box 347 (FIG. 3B), to enable the user to easily request a list of conversations bearing a user-selected label.

The User ID of a user may be used to identify a Full Text and Attributes Index 1710 corresponding to the user. A Full Text and Attributes Index 1710 might be associated with a particular user such that a different user cannot search the index for the messages associated with the particular user. The Full Text and Attributes Index 1710 stores information about messages in the user’s mail account such that a query applied against the Full Text and Attributes Index 1710 returns a list of matching messages (if any). The list might be returned as a list of message identifiers.

The information included in the Full Text and Attributes Index 1710 for a particular message may include the message’s Message ID 1712, the content 1714 of the message 1714, and information about the attributes 1716 of the message. The Message ID 1712 is a unique identifier for the message (i.e., unique with respect to all other messages stored for the same user). The Message ID 1712 may be a n-bit number that is used to reference a particular message stored in the Message Database 1702. In one embodiment, the Message ID 1712 may be a 64-bit number. The Message ID 1712 might be composed of timestamp information and information relating to the content of the message to which the Message ID 1712 refers. The timestamp information might be a Y-bit (e.g., 32-bit or 48-bit) timestamp provided by the system indicating when a message is received by, for example, the SMTP Gateway 1018. The information relating to the content of the message might be 64-Y bit hash of the message contents.

The contents of a message are placed into the index as fully indexed and searchable terms. When the index 1710 is searched for a term or combination of terms, the index returns a list of messages (e.g., message IDs) of messages that match the term or combination of terms. Certain predefined conditions may dictate a return of less than all of the matching messages. In another embodiment, the index 1710 returns a list of conversations (conversation IDs) that match the term or combination of terms in a query.

In one embodiment the entries for the search terms in the Full Text and Attributes Index 1710 are ordered in accordance with the timestamp information included in the Message ID 1712 of each indexed message, such that the most recent messages matching the search terms are preferentially returned. For instance, the list of Message IDs of messages corresponding to each term in the index 1710 may be ordered such that Message IDs having the most recent timestamps are listed earlier in the list than Message IDs having older timestamps. In other embodiments, date/time information associated with each message indicates the date and/or time of receipt of each message, but the date/time information is not embedded in the Message IDs. In such embodiments, the entries in the index 1710 are nevertheless arranged so that the Message IDs of messages having the most recent date/time values are listed earlier in the list than Message IDs having older date/time values.

Any attributes 1716 associated with a message are also indexed (i.e., included in the index 1710). Attributes 1716 are associated with messages in the Full Text and Attributes Index 1710 such that a query on a particular attribute returns those messages matching that particular attribute. When a label or attribute is added to or removed from a conversation, the index 1710 is updated accordingly. The index includes entries or data that map each defined label or attribute to all the messages (or, in other embodiments, conversations) bearing that label or attribute. Thus, when a label is added to a conversation, data is added to the index 1710 to map that label to all the messages in the conversation. When a label is removed from a conversation, the data in the index that maps the label to the messages in the conversation is removed or invalidated. In some embodiments, each label or attribute associated with a conversation is also added to one or more entries in a conversation database 1808 (FIG. 18).

Although the Full Text and Attributes Index 1710 may be configured to map query terms to individual Message IDs 1712, other data structures may be provided to map Message IDs into conversations identifiers. Logical diagrams of one such set of data structures are shown in FIG. 18. One of ordinary skill in the art would recognize that a number of different data structures can be used to map search query terms to conversations or conversations identifiers.

As described earlier, User Database 1702 may contain a User ID 1708 that references the Full Text and Attributes Index 1710 associated with a particular user. Referring to FIG. 18, a particular Message ID 1712 may be associated with a particular Conversation ID 1802 in a Message to Conversation Map 1804. Each entry in Message to Conversation Map 1804 associates (i.e., maps) a Message ID 1712 to a Conversation ID 1802. In some embodiments, the Conversation ID 1804 is an n-bit number. This number uniquely identifies the particular conversation to which the message...
identified by Message ID 1712 belongs. In these embodiments, every conversation in a user's mail account has a distinct Conversation ID.

[0149] To identify the other messages associated with a particular conversation, a User Conversation Database 1808 may be used. Such a database might be used, for example, when identifying the remainder of the messages included in a conversation where one or more messages had matched a particular search query. User Conversation Database includes a number of Conversation Entries 1810. Each Conversation Entry 1810 stores a list of the messages (or other data structure representing the messages) associated with the conversation. For example, a Conversation Entry 1812 may include a linked list of message entries 1816, each message entry corresponding to a particular message in the conversation. The linked list might be ordered by, for example, date/time values associated with the messages in the conversation. An exemplary message entry 1816 includes the Message ID 1712, Header 1818, and Labels 1820 of a particular message. The Header 1818 may contain all or a portion of the Header Information 1612 described earlier. The Labels 1820 may contain information identifying certain attributes associated with the message. The Message ID(4) 1712 of a particular entry 1822 may be associated with a particular message in the Message Database 1602. In some embodiments, the message entry 1816 does not include the content of the body of the corresponding message.

[0150] In some embodiments, the information in the index 1708 and the information in a Conversation Entry 1812 may be used to assist in associating a new message with a particular conversation, as might be done in stage 1106 of FIG. 11, without accessing the Message database 1602. When messages are identified as possible matches to the newly arrived message (stage 1204 of FIG. 12), the determination of the best matching message, and thus the best matching conversation, could be made using the Headers 1818 of the matching messages. For example, Header 1818 might contain subject information for the message that (in normalized form) can be compared to the normalized subject of the newly arrived message. Other information in the Headers 1818 can also be compared with header information of an incoming message being processed. Once a conversation has been identified as a match, attributes identified in the Labels 1820 of the message entries for the identified conversation can be applied to the incoming message (stage 1307 of FIG. 13), without having to retrieve any messages from the message database.

[0151] A Conversation entry 1812 can be updated when a message is deleted from a conversation, without affecting the other messages in a conversation. In such a case, the message entry 1816 (in Conversation entry 1812) corresponding to the message to be deleted is deleted from the linked list of message entries. Thus, the message will no longer be associated with that conversation. In some embodiments, Message to Conversation Map 1804 is also be modified to account for the deletion.

[0152] As described earlier, in some instances it may be desirable to mark a message for deletion, but not remove it from the conversation using, for example, a particular attribute. When the conditions are such that the message may now be removed from the conversation, it may be done as described above. Conditions which may allow for the removal of the message from Message to Conversation Map 1802 and Conversation entry 1812 might include the passing of a certain amount of time since the message was marked for deletion, an action by the user, or other triggering events.

[0153] Conversations may also be marked for deletion, but not yet removed from the user's mail account. When a conversation is to be permanently removed from the user's mail account, then the Message to Conversation Map 1802 entry for the conversation may be removed. In addition, the corresponding Conversation entry 1812 may be removed from the Conversation Database 1808, and furthermore the index entries for the messages in the conversation may be removed from the index 1708.

[0154] As indicated above, in another embodiment the full text message index 1708 returns a list of conversation identifiers in response to a query. In this embodiment, the Message to Conversation Map 1802 may be omitted. Instead, the Conversation Database provides the main mappings needed to complete the processing of conversations responsive to the query.

[0155] Referring to FIG. 19, an embodiment of a Conversation Server 102 that implements the methods described above includes one or more processing units (CPU’s) 1902, one or more network or other communications interfaces 1904, memory 1906, and one or more communication buses 1908 for interconnecting these components. The Conversation Server 102 may optionally include a user interface comprising a display device and a keyboard. Memory 1906, or a portion thereof, comprises a computer readable storage medium and may include high speed random access memory and may also include non-volatile memory, such as one or more magnetic or optical storage disks. Memory 1906 may include mass storage that is remotely located from CPU’ 1902. The Memory 1906 may store:

[0156] an Operating System 1916 that includes procedures for handling various basic system services and for performing hardware dependent tasks;

[0157] a Network Communication Module (or instructions) 1918 that is used for connecting the Conversation Server 102 to other computers via the one or more communications Network Interfaces 1904 (wired or wireless), such as the Internet, other wide area networks, local area networks, metropolitan area networks, and so on; and

[0158] a Conversation Engine 1002 module for responding to requests from, and providing responses to, the Conversation Assistant 110 as described earlier, and may include:

[0159] a Process New Message Module 1920 for processing new messages as described earlier;

[0160] a Search Module 1922 for searching a user’s messages as described earlier, the Search Module 1922 including a module for processing search requests from inputs supplied by the user 1922 and a module for processing system generated searches 1926 initiated by the Conversation Assistant 110;

[0161] a Conversation Assistant Loader 1928 for providing to the Conversation Assistant 110 information that allows the Conversation Assistant to process information supplied to it from the Conversation Server 102. In some embodiments, when a client computer is first connected to the Conversation Server 102 for processing email messages, the Conversation Assistant Loader 1928 is invoked to load the Conversation Assistant 110 to the client computer. In some embodiments, the Conversation Assistant Loader 1928 loads the Conversation Assistant 110 onto the client computer each time that an email session is initiated, while in other embodiments the
Conversation Assistant 110 is retained by the client computer from one email session to another; a Reply Formatting Module 1930 for providing formatting information to be supplied to the Conversation Assistant 110 as described earlier, including a Conversation Ordering Module 1932 for ordering conversations according to predefined criteria as described earlier, a Select Conversations Module 1034 for selecting a predetermined number of conversations to be returned to the Conversation Assistant 110 from the total number which could be returned, an Identify Sender of Unread/Not Viewed Messages 1936 for identifying messages marked as "Unread" (i.e., messages not viewed or marked as read) messages as described earlier, a Self-referencing Module 1938 for providing information about replacing the user's identification with a self-referencing information as described earlier, a New Recipients Module 1940 for identifying and providing information about newly added recipients to a conversation as described earlier, a Removed Recipients Module 1942 for identifying and providing information about recipients who are no longer part of the conversation as described earlier, a Snippet Module 1944 for obtaining and providing information about certain texts of a matching message as described earlier, a Full Text Module 1946 for retrieving the full text of a message for transmission to the Conversation Assistant 110 as described earlier, and a Format Spell Check Module 1948 for formatting information returned from the Spell Checker 1014; a Modify Attributes Module 1950 for modifying the attributes of conversations and messages as described earlier; a Delete/Remove Module 1952 for marking message or conversation for deletion and subsequently removing them as described earlier; Filter Module 1954 for creating, monitoring, and carrying out filters as described earlier; and a Compose/Send Module 1956 for allowing the user to compose a message and provide the resulting message to the SMTP Gateway 1016.

It should be appreciated that various features described above, such as an exemplary embodiment of a spell check processing and display method, are not limited to electronic messaging or email. For example, the spell checking method or user interface described above may be applied to and implemented in conjunction with various types of documents (e.g., word processing documents) in other embodiments.

The foregoing description, for purpose of explanation, has been described with reference to specific embodiments. However, the illustrative discussions above are not intended to be exhaustive or to limit the invention to the precise forms disclosed. Many modifications and variations are possible in view of the above teachings. The embodiments were chosen and described in order to best explain the principles of the invention and its practical applications, so as to enable others skilled in the art to best utilize the invention and various embodiments with various modifications as are suited to the particular use contemplated.

What is claimed is:
1. A computer-implemented method performed at a server system having one or more processors and memory, the method comprising:
   - responding to a single search query from a respective user, including:
     - searching a message repository to identify a plurality of conversations associated with the respective user, wherein each of the plurality of conversations includes at least one message relevant to the search query, and each of the plurality of the identified conversations includes one or more messages sharing a common set of characteristics that meet predefined criteria;
     - sending a list of conversations representing at least a subset of the identified conversations, wherein at least one of the conversations in the list includes a plurality of messages; and
   - providing content of a selected conversation from the list of conversations including formatting information that visually differentiates between first messages of the selected conversation and second messages of the selected conversation, wherein the first messages are relevant to the search query and the second messages are not relevant to the search query.
   - The method of claim 1, wherein the formatting information comprises formatted text.
   - The method of claim 1, wherein the messages that are relevant to the search query are the messages that include text matching the search query.
   - The method of claim 1, wherein the formatting information comprises highlighting the text matching the search query in the first messages.
   - The method of claim 1, wherein the formatting information comprises formatting the first messages in an expanded format and formatting the second messages in a compacted format.
   - A computer-implemented method performed at a server system having one or more processors and memory, the method comprising:
     - responding to user selection, by a respective user, of a conversation from a list of conversations that are associated with the respective user and that are relevant to a search query from the respective user, including:
       - providing content of the selected conversation including formatting information that differentiates between one or more first messages in the selected conversation relevant to the search query from one or more second messages in the selected conversation not relevant to the search query, wherein the selected conversation includes a plurality of messages, the plurality of messages sharing a common set of characteristics that meet predefined criteria.
     - The method of claim 6, wherein the formatting information comprises formatted text.
     - The method of claim 6, wherein the messages that are relevant to the search query are the messages that include text matching the search query.
     - The method of claim 6, wherein the formatting information comprises highlighting the text matching the search query in the first messages.
     - The method of claim 6, wherein the formatting information comprises formatting the first messages in an expanded format and formatting the second messages in a compacted format.
   - A conversation-based message system, comprising:
     - a server comprising one or more processors and memory, the memory storing:
       - a message database that stores messages and associated information, including conversation information; and
one or more programs configured for execution by the
one or more processors, the programs including
instructions for:
matching at least one of a plurality of received mes-
sages to a conversation in a plurality of conversa-
tions, each of the plurality of conversations having
one or more messages sharing a common set of
characteristics that meet predefined criteria;
returning a list of conversations in response to a
search query, wherein at least one of the conversa-
tions in the list includes a plurality of messages;
associating formatting information with at least one
of the conversations in the list of conversations,
wherein the formatting information visually differ-
entiates between one or more first messages in the
conversation relevant to the search query from one
or more second messages in the conversation not
relevant to the search query; and
transmitting the list of conversations and the format-
ing information.

12. The system of claim 11, wherein the formatting infor-
mation comprises formatted text.

13. The system of claim 11, wherein the messages that are
relevant to the search query are the messages that include text
matching the search query.

14. The system of claim 11, wherein the formatting infor-
mation comprises highlighting the text matching the search
query in the first messages.

15. The system of claim 11, wherein the formatting infor-
mation comprises formatting the first messages in an
expanded format and formatting the second messages in a
compacted format.

16. A computer-implemented method performed at a
server system having one or more processors and memory, the
method comprising:
receiving a search query from a client computer;
responding to the search query, including:
searching a message repository to identify a plurality of
conversations associated with a respective user of the
client computer, wherein each of the plurality of con-
versations includes at least one message relevant to
the search query, each of the plurality of the identified
conversations includes one or more messages sharing
a common set of characteristics that meet predefined
criteria, and at least one of the identified conversations
includes a plurality of messages;
selecting at least a subset of the identified conversations;
for each conversation in the selected set of conversa-
tions:
creating a snippet of the conversation content; and
for each snippet having a respective portion that
matches the search query, creating highlighting
information for the respective portion of the snip-
pet;
wherein the respective portion of each snippet that
matches the search query is less than the entire
snippet for at least one of the selected conversa-
tions; and
sending information representing the selected conversa-
tions, corresponding snippets, and corresponding
highlighting information to the client computer.

* * * * *