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(57) ABSTRACT 

Apparatuses and methods are disclosed herein for imple 
menting dormant mode with paging in a WLAN. Power Sav 
ings in the computing device and reduction in traffic across 
the network are achieved by requiring a computing device to 
inform the WLAN of its location only when it crosses a 
paging area boundary or is to receive IP traffic. Dormant 
mode with paging is implemented in a protocol that Supports 
dormant functionality and paging functionality but does not 
itself provide methods or standards for implementing Such 
functionality, such as the IEEE 802.11. The methods and 
apparatuses disclosed herein provide the methods needed to 
implement dormant mode with paging in Such a protocol. 
Generally, the methods and apparatuses for implementing 
dormant mode with paging basically include (1) establishing 
paging areas; (2) communicating access group information to 
a computing device; and (3) locating a computing device. 
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METHOD AND APPARATUS FOR DORMANT 
MODE SUPPORT WITH PAGING 

PRIORITY 

0001. This application is a divisional of application Ser. 
No. 1 1/336,236, entitled METHOD AND APPARATUS 
FOR DORMANT MODE SUPPORT WITH PAGING filed 
Jan. 19, 2006, which is a divisional of application Ser. No. 
10/264,807, entitled “METHOD AND ASSOCIATED 
APPARATUS FOR DORMANT MODE SUPPORT WITH 
PAGING.' filed Oct. 4, 2002, which claims priority based on 
the U.S. Provisional Patent Application No. 60/352,423, 
entitled METHOD AND ASSOCIATED APPARATUS 
FOR DORMANT MODE SUPPORT WITH PAGING IN 
IEEE 802.11 filed Jan. 28, 2002, all assigned to the corpo 
rate assignee of the present invention and which is incorpo 
rated by reference herein. 

BACKGROUND 

0002 Local area networks (“LAN’) have enabled digital 
networking of almost any computing device, including, com 
puters, laptops, personal digital assistants, Scanners and any 
other devices that deal with digital information. However, 
traditionally, the physical reach of LANs has been limited 
because they require a physical or hard-wired connection 
between computing devices. Even with phone dial-ups, a 
LAN network is ultimately limited by its hard-wired nature. 
To overcome this limitation, wireless solutions were devel 
oped. 
0003. In a wireless LAN (“WLAN), network connec 
tions are accomplished by use of a wireless technology Such 
as radio frequency (“RF), infra-red, microwave, millimeter 
wave or other type of wireless communication instead of 
cable. This allows a computing device to remain connected to 
the network while it is mobile or while it is not physically 
connected to the WLAN. The connection is usually accom 
plished and maintained through the use of an interface card 
installed in the computing device. WLANs may also include 
connections to a wired network, Such as a LAN. Connections 
to the wired network are accomplished through the use of 
access points. Access points are connected to a node using 
Some type of wired connection. An access point can reside at 
any node on the wired network and acts as a gateway for 
routing data (“IP traffic') between the wired and wireless 
portions of the network. 
0004 Several protocols have been proposed to standardize 
WLANs to allow greater compatibility with a wide range of 
devices, networks and components. One such protocol is the 
IEEE 802.11. The IEEE 802.11 protocol specifies both the 
architectures and layers of a WLAN. The IEEE 802.11 pro 
tocol specifies the physical and medium access control 
(“MAC) layers of a WLAN. The physical layer handles the 
wireless transmission of data, and is generally a form of RF or 
infrared communication. The MAC layer is a set of protocols 
which is responsible for maintaining order. 
0005. With regard to architecture, the IEEE 802.11 proto 
col specifies two types. The first, shown in FIG. 1, is the ad 
hoc network. The ad hoc network can be spontaneously cre 
ated with a plurality of computing devices. As shown in FIG. 
1, the ad hoc network has no structure, no fixed points and 
generally, every computing device can communicate with 
every other computing device. The second type of architec 
ture is the infrastructure. As shown in FIG. 2, this architecture 
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uses access points through which the computing devices can 
communicate with each other and a node of a wired network 
(hereinafter “node). Computing devices communicate with 
an access point through some type of wireless technology and 
the access points communicate with a node through some 
type of wired technology. Nodes can communicate with each 
other through various types of networks, such as the Internet, 
generally by some type of wired connection. A distribution 
system, which is the mechanism by which the access points 
communicate with each other, is included in the access points, 
and also includes the Nodes, networks, and the connections 
among them. Each access point has a range over which it 
provides service. Each of these ranges is a basic service set 
(“BSS''); while the BSS and the distribution system form an 
extended service set (“ESS’’) which defines the range over 
which services can be provided. The location of the comput 
ing device on the network is determined by the access point to 
which it is connected. 

0006. A computing device can move about within the 
range of the access point to which it is connected. If the 
WLAN is designed so that there is some overlap of the ranges 
of the access points, it may be possible for a computing device 
to move among the access points and remain connected to the 
WLAN and continue to send and receive IP traffic. In order to 
do this, the WLAN needs to know where the computing 
device is so that it knows where to direct IP traffic intended for 
the computing device. In other words, the WLAN must track 
the computing device. 
0007 Generally, in order for the network to track the com 
puting device, the computing device associates with an access 
point at a given time interval, upon its movement or when the 
computing device travels between or among the ranges of 
different access points. IP traffic intended for the computing 
device is forwarded to the last access point with which the 
computing device had associated and then forwards the IP 
traffic to the computing device. However, tracking and for 
warding IP traffic to the computing device in this manner can 
lead to a power drain on the computing device and a high level 
of signaling over the network. For example, if the computing 
device must associate with a new access point whenever it 
enters the range of the new access point, the computing device 
must remain on at all times so that it may detect when it has 
entered the range of the new access point. Additionally, the 
computing device must remain on at all times to receive any 
incoming IP traffic. This continuous detection and repeated 
associating causes a tremendous drain on the computing 
device's power Supply and adds to the signaling across the 
network. 

0008 To overcome these disadvantages, the IEEE 802.11 
protocol includes dormant mode functionality. Dormant 
mode functionality (without paging functionality) allows a 
computing device to operate in two modes, an “active' mode 
and a "dormant’ mode. In the active mode, the computing 
device can receive signals, such as IP traffic, and can send 
signals such as those sent when the computing device asso 
ciates with an access point. In the dormant mode, the com 
puting device is not turned off, but is put into a mode which 
reduces its ability to receive IP traffic by reducing the moni 
toring of certain channels and thus is a state of reduced power 
consumption. The computing device must be in active mode 
to send or receive IP traffic and associate with an access point. 
Therefore, the computing device must periodically go into 
active mode to associate with an access point and to send or 
receive IP traffic. Because IP traffic intended for the comput 
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ing device may be transmitted while the computing device is 
in dormant mode, the IEEE 802.11 protocol incorporates 
buffers in the access points to queue IP traffic intended for the 
computing device. The computing device can then receive 
this IP traffic when it switches into active mode and therefore 
does not miss any IP traffic sent while it was in dormant mode. 
Although dormant mode functionality does provide some 
power savings for the computing device and reduced signal 
ing across the network, the computing device must still peri 
odically Switch into active mode to register with each access 
point of which it is in range, and to send or receive IP traffic. 
0009 Further reductions in computing device power drain 
and signaling across the network can be accomplished 
through the use of paging. Paging is a method of notifying a 
dormant computing device of incoming IP traffic. Paging 
includes (i) the use of paging areas; and (ii) paging the com 
puting device. The use of paging areas includes the creation of 
paging areas and having the computing device signal the 
network only when it crosses a paging area boundary. A 
paging area boundary is defined by the outer perimeter of the 
ranges of a collection of access points (an 'access point 
group') that are used to locate a dormant computing device. 
This outer perimeter forms the paging area boundary of a 
paging area. Each paging area uniquely identifies itself to 
computing devices by periodically broadcasting that paging 
area's unique paging area identifier. 
0010 Generally, a network implementing paging will be 
arranged to have at least two paging areas. Only when a 
computing device crosses a paging area boundary from one 
paging area to another, does the computing device associate 
with the nearest access point. A computing device detects 
when it crosses a paging area boundary by detecting a change 
in the unique paging area identifier. However, because neigh 
boring paging areas usually overlap with each other to prevent 
gaps in coverage, a computing device may be in more than 
one paging area simultaneously and thus will detect more 
than one paging area identifier. In this case, the computing 
device will detect the strength of the paging area identifier 
from each paging area that computing device is within and 
will associate with the paging area from which the strongest 
paging area identifier is broadcast. 
0011. The computing device is programmed to periodi 
cally go from dormant to active mode so that it may detect the 
unique paging identifier or identifiers being broadcast. By 
requiring a computing device to associate with the network 
only when it crosses a paging area boundary, the amount of 
signaling to the network is decreased and the amount of time 
the computing device can remain dormant is increased, thus 
power consumption is decreased. Further reduction in power 
usage and signaling by the computing device is realized 
because the computing device only periodically needs to 
Switch into active mode. 
0012. One of the consequences of reducing the number of 
instances in which the computing device informs the network 
of its location in the previously-described manner is that the 
network does not know the location of the computing device 
within a given paging area. Because the computing device 
may have moved after the last time it associated with an 
access point, all that the network knows is that the computing 
device is located somewhere within the paging area in which 
the access point with which the computing device last asso 
ciated is located (the “old access point). In order for the 
network to forward IP traffic to the computing device, it must 
know the access point for which the computing device is 
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currently in range (the “new access point) and alert the 
computing device about the pending IP traffic. The network 
precisely locates the computing device within a paging area 
by paging the computing device. Paging the computing 
device is signaling by the network through the access points 
directed to locating the computing device and alerting it to 
establish a connection. Paging the computing device involves 
transmitting a request to all the access points in the same 
paging area as the old access point. These access points then 
broadcast the paging signal. When the computing device 
receives the paging signal it associates with the new access 
point. Once the computing device associates with the new 
access point, the network knows the location of the comput 
ing device in terms of the access point in which it is in range. 
The new access point then signals the old access point, the old 
access point sends any buffered IP traffic to the new access 
point and the new access point delivers the buffered IP traffic 
to the computing device. Power drain on the computing 
device and signaling over the network are reduced because 
the computing device only associates with a new access point 
in the same paging area when the computing device is paged. 
0013 Although many cellular-based wireless WAN pro 
tocols support paging, WLAN protocols, such as the IEEE 
802.11, do not specifically provide standards or methods for 
implementing paging. For example, the IEEE 802.11 proto 
col does not have paging areas, a dedicated paging channel 
and a radio link protocol specifically directed towards locat 
ing a dormant computing device. Additionally, the IEEE 802. 
11 and other WLAN protocols lack the protocols for estab 
lishing and altering paging areas, associating a computing 
device with an access point, and performing paging. Further 
more, existing WLAN protocols do not address the issues of 
maintaining synchronization of the access points across each 
access point group and reducing signal interference among 
access points. 
0014. The advantages of the methods and apparatuses dis 
closed herein will be apparent from the following summary 
and detailed description of the preferred embodiments. 

BRIEF SUMMARY 

00.15 Apparatuses and methods are disclosed herein for 
implementing dormant mode with paging in a WLAN. Power 
savings in the computing device and reduction in traffic 
across the network are achieved by requiring a computing 
device to inform the WLAN of its location only when it 
crosses a paging area boundary or is to receive IP traffic. 
Dormant mode with paging is implemented in a protocol that 
supports dormant functionality but does not itself provide 
methods or standards for implementing dormant mode and 
paging functionality, such as the IEEE 802.11. The methods 
and apparatuses disclosed herein are implemented in Such a 
protocol and provide the methods needed to implement dor 
mant mode with paging in Such a protocol. Generally, the 
methods and apparatuses for implementing dormant mode 
with paging basically include (1) establishing paging areas: 
(2) communicating access group information to a computing 
device; and (3) locating a computing device. 
0016 Establishing paging areas generally involves, form 
ing at least two access point groups which includes: (a) defin 
ing the structure of the access point groups (b) establishing a 
protocol for communications among the access points in each 
access point group; and (c) establishing a protocol for 
manipulating the access point groups. 
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0017 Paging areas are needed to enable the paging func 
tionality and do so primarily by using paging groups to define 
paging area boundaries. The paging groups are generally 
formed from a subset of all the access points within the 
WLAN or network by defining the structure of the access 
point group which establishes the relationships among the 
access points. In another implementation, the relationships 
among the access points in a paging group may be defined by 
a tree structured distributed group model. A tree structured 
distributed group model has a hierarchical tree structure 
whereinaccess points are defined in terms of functionality as 
“master,” “slave, or both. 
00.18 Establishing a protocol for communications among 
the access points in an access point group may include devel 
oping a unique protocol or modifying an existing one Such as 
the IEEE Inter Access Point Protocol (“IAPP). Establishing 
a protocol for manipulating access point groups involves 
adding operations to the protocol for communications that 
enable the implementation of a tree structured distributed 
model. Implementing a tree structured distributed model for 
an access point group may be accomplished by extending the 
operations of IAPP. In order to form and manipulate a paging 
group, at least five operations must be added to IAPP. These 
operations include join,” “leave.” “group merge.” “group 
prune’ and “devolution.” 
0019. Once access point groups have been formed, they 
must have some way of communicating their identity to any 
computing device that is within the paging area that they 
define so that the computing devices can be located. The step 
of communicating access point group information to comput 
ing devices generally includes (a) including the access point 
group's paging area ID in the beacon of each access point in 
the access point group; (b) assigning a channel over which to 
broadcast the beacon; (c) awakening the computing device to 
periodically detect the beacon; and (d) synchronizing the 
timing of the beacon broadcasts of all the access points within 
an access point group. 
0020 Including an access point group's unique paging 
area ID in the beacon of each access point enables one paging 
group (or paging area) to be distinguished from another. Each 
paging group is assigned a unique paging area ID and com 
municates this paging area ID to any computing devices 
within that paging group's paging area so that a computing 
device can determine in which paging area it is located. This 
may be accomplished using a beacon packet or beacon, Such 
as the beacon in the IEEE 802.11 protocol. Beacons are 
signals which are periodically broadcast to each of the access 
points and contain a variety of information including the 
paging area ID. 
0021. In assigning a channel over which to broadcast the 
beacon or other packet containing the access point ID, there 
are several issues to consider. It is advantageous for adjacent 
access points to broadcast the beacon over different channels 
because this helps avoid interference. It is also advantageous 
for the access points to broadcast the beacon or other packet 
over a different channel than that used to broadcast the IP 
traffic because this helps to avoid interference between the IP 
traffic and the beacon or other packet. However, the more 
channels that are used the more channels a computing device 
must search every time a computing device moves from the 
range of one access point into the range of another. Because 
there is a conflict in the requirements of channel separation 
and minimizing the number of channels, multiple methods of 
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assigning the channel for beacon broadcasting are required so 
that the assignment can be optimized for a given situation. 
0022 Methods of channel assignment include: (1) static 
assignment; (2) standard common paging channel assign 
ment; and (3) local common paging channel assignment 
method. In the static assignment method, all the access points 
in the WLAN are assigned the same common channel over 
which to broadcast the IP traffic and the beacon. In the stan 
dard common paging channel assignment method, the access 
points are assigned a universal common channel over which 
to broadcast the beacon and a different common channel over 
which to broadcast the IP traffic. In the local common paging 
channel assignment method, all the access points in the same 
access point group are assigned the same channel for paging 
with no adjacent access paging groups assigned the same 
paging channel and a channel for IP traffic that is different 
from any of the paging channels. 
0023 The timing of the beacon broadcasts for each access 
point within an access point group must be synchronized to 
occur approximately at the same time (the “beacon timing'). 
When the beacon broadcasts in an access point group all 
occurat the same time, the computing device only needs to be 
inactive mode during the beacontiming no matter with which 
access point the computing device is associated. Synchroniz 
ing the beacon timing for the access points within an access 
point group involves the access points and the computing 
device. As the computing device moves from within the range 
of a first access point to within the range of a second access 
point, it senses the difference between the beacon timing of 
the first access point and the second access point to ascertain 
a “beacon timing difference.” The computing device then 
communicates this beacon timing difference to the second 
access point which communicates the beacon timing differ 
ence to the first access point. The beacon timing of the first or 
second access point or both are synchronized. 
0024 Locating a computing device includes associating 
the computing device with an access point or access point 
group whenever it crosses an access point boundary, and 
whenever it is paged. Whenever a computing device crosses 
an access point boundary, it must associate with a new access 
point in a new access point group. Whenever a computing 
device is paged, it must associate with the access point for 
which it is in range so that it can receive IP traffic. To associate 
with an access point, the computing device sends a request to 
associate to the new access point. Thereafter, an association 
identification (AID) is assigned to the computing device. 

BRIEF DESCRIPTION OF SEVERAL VIEWS OF 
THE DRAWINGS 

0025. The methods and apparatuses disclosed herein pro 
vide numerous embodiments which will be understood by 
those skilled in the art based on the present disclosure. Some 
of these are described below and are represented in the draw 
ings by means of several figures, in which: 
0026 FIG. 1 is a diagram of a wireless network with an ad 
hoc architecture according to the prior art; 
0027 FIG. 2 is a diagram of a wireless network with an 
infrastructure architecture according to the prior art; 
0028 FIG.3 is a diagram of a WLAN that supports paging 
according to the a preferred embodiment; 
0029 FIG. 4 is a diagram of an access point group that 
uses a structured distributed grouping model according to a 
preferred embodiment; 
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0030 FIG. 5 is a diagram of IAPP architecture according 
to the prior art; 
0031 FIG. 6A is diagram of an access point and access 
point group, according to a preferred embodiment; 
0032 FIG. 6B is a diagram of steps in a join operation, 
according to a preferred embodiment; 
0033 FIG. 6C is a diagram of an access point group after 
the join operation of FIG. 6B is performed, according to a 
preferred embodiment; 
0034 FIG. 7 is a diagram of steps in a leave operation, 
according to a preferred embodiment; 
0035 FIG. 8A is a diagram of steps in a leave operation 
according to a preferred embodiment; 
0036 FIG. 8B is a diagram of an access group and an 
access point after the leave operation of FIG. 8A is per 
formed, according to a preferred embodiment; 
0037 FIG. 9A is a diagram of a first and a second access 
group, according to a preferred embodiment; 
0038 FIG.9B is a diagram of steps in a group merge 
operation, according to a preferred embodiment; 
0039 FIG. 9C is a diagram of an access group after the 
group merge operation of FIG. 10B is performed, according 
to a preferred embodiment; 
0040 FIG. 10A is a diagram of steps of a group prune 
operation, according to a preferred embodiment; 
0041 FIG. 10B is a diagram of a first and a second access 
group after the group prune operation of FIG. 10A is per 
formed, according to a preferred embodiment; 
0.042 FIG. 11A is a diagram of an access group before a 
group devolution operation is performed, according to a pre 
ferred embodiment; 
0043 FIG. 11B is a diagram of steps of a group devolution 
operation, according to a preferred embodiment; 
0044 FIG. 11C is a diagram of an access group and a two 
access points after the group devolution operation of FIG. 
11B is performed, according to a preferred embodiment; 
0045 FIG. 12A is a diagram of the beacon elements in the 
IEEE 802.11 protocol according to the prior art; 
0046 FIG.12B is a is a diagram of the beacon elements in 
the IEEE 802.11 protocol according to a preferred embodi 
ment, 
0047 FIG. 12C is a diagram of the format of the paging ID 
according to a preferred embodiment; 
0048 FIG. 13A is a flow chart of a method for beacon 
synchronization, according to a preferred embodiment; 
0049 FIG. 13B is a continuation of the flow chart of 15B; 
and 
0050 FIG. 14 is a diagram of the signals produced by a 

first access point, a second access point and a computing 
device during beacon synchronization, according to a pre 
ferred embodiment. 

DETAILED DESCRIPTION 

0051) Identical features are marked with identical refer 
ence symbols in the indicated drawings. Disclosed herein is a 
method and apparatus for implementing dormant mode with 
paging in a WLAN. The method for implementing dormant 
mode with paging basically includes the steps of (1) estab 
lishing paging areas; (2) communicating access group infor 
mation to a computing device; and (3) locating a computing 
device. Although the following example will describe this 
method and apparatus using one computing device, it may be 
used for a plurality of computing devices. It is to be under 
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stood that the following example(s) is (are) for the purpose of 
explanation and not limitation. 
0.052 The step of establishing paging areas generally 
involves, forming at least two access point groups which 
includes: (a) defining the structure of the access point groups 
(b) establishing a protocol for communications among the 
access points in each access point group; (c) establishing a 
protocol for manipulating the access point groups. 
0053 Generally, paging areas are defined by the outer 
most perimeter of the ranges of the outermost access point 
groups within a paging group. This outer most perimeter is 
the paging area boundary. The paging groups are generally 
formed from a subset of all the access points within the 
WLAN or network by defining the structure of the access 
point group which establishes the relationships among the 
access points. One example is shown in FIG. 3 wherein a 
WLAN 400 for which a paging area has been defined is 
shown. In this WLAN 400, there are two nodes 402 and 404 
connected to a network 406. Such as the internet, by Some type 
of wired connection. A plurality of access points 420, 422, 
424, 428,430 and 432 are connected to nodes 402 and 404 via 
Some type of wired connection. The access points 420, 422, 
424, 428,430 and 432 are grouped together so that the ranges 
of the access points 434, 436, 438, 440, 442 and 444 define a 
paging area 450 having a paging area boundary 452. 
0054. In another example, the relationships among the 
access points in a paging group may be defined by a tree 
structured distributed group model. FIG. 4 shows an access 
point group 10 wherein the relationships among the access 
points 12-21 in the access point group 10 are defined by a 
distributed group model. The paging group 10 is comprised of 
access points 12-21 and defines a paging area 26. The paging 
area boundary 28 is defined by the outermost perimeters of 
the ranges 30-39 of the access points 12-21, and encloses the 
paging area 26. 
0055 A tree structured distributed group model has a hier 
archical tree structure. In the hierarchical tree structure, each 
access point is connected to one or more access points directly 
below it. Additionally, access points are defined in terms of 
functionality as “master,” “slave.” or both. A master is an 
access point to which other access points belong and which 
has the ability to control the access points that belong to it. In 
FIG. 4, the master access points are 12, 13, 15, 17 and 18. A 
slave is an access point that belongs to a master. In the access 
point group 10, the slave access points are 13-21. It is possible 
to be a master and a slave with the functionality of both at the 
same time, such as access points 13, 15, 17 and 18. Addition 
ally, an access point may be the master of more than one 
access point as are access points 12, 15 and 17. However, an 
access point may not have more than one master. If an access 
point is simultaneously both a master and a slave, the master 
must follow the slave's attributes. Each access point group 
has one access point to which all others belong, directly or 
indirectly. This is called the “root access point” (access point 
12). Access points at which the tree structure terminates are 
called “leaf access points” (access points 14, 16, 19, 10 and 
21). All remaining access points are called “intermediate 
access points' (access points 13, 15, 17 and 18). 
0056 Establishing a protocol for communications among 
the access points in an access point group may include devel 
oping a unique protocol or modifying an existing one. The 
IEEE Inter Access Point Protocol (“IAPP) is an existing 
protocol between access points that allows conformant access 
points from multiple vendors to interoperate on a common 
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distribution system. IAPP specifies the functionality of the 
access points (which describes service primitives), a set of 
functions and a protocol that will allow IP packets to be 
carried between access points. FIG. 5 shows the IAPP archi 
tecture. The access point management entity or APME 40 is 
used as the main operational program of the access point, 
implementing the access point manufacturer's proprietary 
features and algorithms. A tree structured distributed model 
for the access point group is implemented in the APME. 
0057 Establishing a protocol for manipulating access 
point groups involves adding operations that enable the 
implementation of a tree structured distributed model. Imple 
menting a tree structured distributed model for an access 
point group in APME may be accomplished by extending the 
operations of IAPP. In order to form a paging group, at least 
five operations must be added to IAPP. These operations 
include join,” “leave.” “group merge.” “group prune’ and 
“devolution.” Examples of these operations are shown in 
FIGS 6A-13B 

0058. The join operation performs the steps needed to add 
an access point to an existing access point group. The simplest 
case involves joining one access point to another access point. 
The first access point will send a join request to a second 
access point. The second access point will permit the first 
access point to join with it and will form the tree structure of 
the access point group with itself as the root access point. It 
does this by added the first access point to its cluster map 
(“CMAP) as a slave. The CMAP is a list of all the access 
points in the access point group. The Second access point will 
then send a join reply back to the first access point. The first 
and second access points now form an access point group 
with the second access point as the root access point and the 
first access point as the leaf access point. 
0059. In order to join an access point to an access point 
group containing more than one access point, the joining 
access point sends a join request to one of the access points in 
the access point group. If the access point receiving the join 
request is not the root access point of the group, it forwards 
the join request to its master. This step is repeated until the 
join request reaches the root access point. The root access 
point then permits the requesting access point to join by 
adding it to its CMAP and sending a join reply back to the 
joining access point through the same access points that for 
warded the join request to the root access point but in reverse 
order. Before sending the join reply to the joining access 
point, the access point that received the join request from the 
joining access point will add the joining access point to its 
CMAP as a slave. However, it is possible for the root access 
point to deny entry to the requesting access point. For 
example, if the root access point may include a limitation on 
the number of access points that can be included in its access 
point group, the root access point will deny entry to the 
requesting access point by communicating back to the 
requesting access point a no join reply. 
0060 FIGS. 6A-C demonstrate the steps included in one 
embodiment of the join operation. FIG. 6B shows the steps in 
the join operation while FIG. 6A shows an access point 60 and 
an access point group 50 before the operation is performed 
and FIG. 6C shows the access point group 50 after the opera 
tion has been performed. The access point group 50 in FIG. 
6A includes the root access point 52, an intermediate access 
point 54 and two leaf access points 53 and 55. The access 
point group 50 defines a paging area 56 with paging area 
boundary 57. As shown in FIG. 6B, when access point 60 is to 
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be added to access group 50, access point 60 sends a join 
request to one of the access points 54 in the access point group 
50 at time t1. Access point 54 forwards this join request to the 
root access point at 52 at timet2. The root access point 52 then 
permits access point 60 to join by adding it to its CMAP and 
sending a join reply back to access point 54 at time t3. Access 
point 54 adds access point 60 to its CMAP as a slave and then 
forwards the join reply to access point 60 at time ta. FIG. 6C 
shows access point group 50 after the forgoing use of the join 
operation. Access point 60 is part of access point group 50 and 
is the slave of access point 54. Access point group 50 has an 
enlarged paging area boundary 59 surrounding an enlarged 
paging area 58. 
0061 Inafurther embodiment of the join operation, where 
a first access point group attempts join a second access point 
group, the join operation is defined so that only the root access 
point of the first access point may request to join with the 
second access point group. This prevents slave access points 
from having more than one master which would result if a 
slave access point would join another access point group. In 
yet a further embodiment of the join operation, where a first 
access point group attempts join a second access point group. 
there is no restriction on which access points in the first access 
point group may request to join a second access point group. 
However, because a slave access point can only have one 
master at a time, if a slave access point in the first access point 
group requests to join the second access point group, the slave 
access point group must leave the first access point group 
before the join request will be allowed. 
0062. When an access point is to leave an access point 
group containing more than one access point, the leaving 
access point sends a leave request to one of the access points 
in the access point group. If the access point receiving the 
leave request is not the root access point of the group, it 
forwards the leave request to its master. This step is repeated 
until the leave request reaches the root access point. The root 
access point then permits the leaving access point to leave by 
deleting it from the CMAP and sending a leave reply back to 
the leaving access point through the same access points that 
forwarded the leave request to the root access point but in 
reverse order. Before sending the leave reply to the leaving 
access point, the access point that received the leave request 
from the leaving access point will remove the leaving access 
point from its CMAP. 
0063 FIG. 7 and FIGS. 6C and 6A demonstrate the steps 
included in one embodiment of the leave operation. FIG. 7 
shows the steps in the leave operation whena leaf access point 
leaves an access point group, while FIG. 6C shows the access 
point group 50 before the leave operation is performed, and 
FIG. 6A shows an access point 60 and the access point group 
50 after the leave operation has been performed. The access 
point group 50 in FIG. 6C includes the root access point 52, an 
intermediate access point 54 and three leaf access points 53, 
55 and 60. The access point group 50 defines a paging area 58 
with paging area boundary 59. As shown in FIG. 7, when 
access point 60 is to be removed from access group 50, access 
point 60 sends a leave request to one of the access points 54 in 
the access point group 50 at time t1. Access point 54 forwards 
this leave request to the root access point at 52 at time t2. The 
root access point 52 then permits access point 60 to leave by 
deleting it from its CMAP and sending a leave reply back to 
access point 54 at time t3 wherein access point 54 removes 
access point 60 from its CMAP and then forwards the leave 
reply to access point 60 at time ta. FIG. 6A shows access point 
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group 50 and access point 60 after the leave operation has 
been performed. Access point 50 has a reduced paging area 
boundary 57 Surrounding a reduced paging area 56. 
0064. Another implementation of the leave operation 
involves removing an intermediate access point from an 
access point group. In this implementation, the intermediate 
access point is directly connected to its master and three leaf 
access points and is shown in FIGS. 6C, 9A and 9B. Imple 
menting the leave operation to remove an intermediate access 
point may also be called 'grafting because it involves 
removing the intermediate access point from an access point 
group and then rejoining the slaves of the leaving access point 
to the access point group. The access point group 50 in FIG. 
6C includes the root access point 52, intermediate access 
point 54 and three leaf access points 53,55 and 60. The access 
point group 50 defines a paging area 58 with paging area 
boundary 59. As shown in FIG. 8A, when intermediate access 
point 54 is to leave access group 50, access point 54 sends a 
leave request to its master (root access point 52) at time t1. 
The root access point 52 then permits access point 54 to leave 
by deleting it from its CMAP and sending a leave reply back 
to access point 54 at time t2. Access point 54 then sends a 
leave request to its slaves, access point 60,53 and 55, at time 
t3 Access points 60, 53 and 55 then send leave requests back 
to access point 54 at time ta, at which time access point 55 
removes access points 60,53 and 55 from its CMAP. So that 
access points 60,53 and 55 are not removed from access point 
group 50, access points 60, 53 and 55 send a join request to 
root access point 52. Access points 60,53 and 55 and access 
group 50 go through the join operation as described herein. 
FIG.8B shows access point group 50 and access point 55 after 
the forgoing use of the leave operation. Access point group 50 
now has a reduced paging area boundary 62 surrounding a 
reduced paging area 61. 
0065. In order to combine two access point groups to form 
a single access point group, the root access point, and only the 
root access point, of a first access point group sends a merge 
request to one of the access points in a second access point 
group. If the access point receiving the merge request is not 
the root access point of the group, it forwards the merge 
request to its master. This step is repeated until the merge 
request reaches the root access point. The root access point of 
the second access point group then permits the second access 
point group to merge with second access point group by 
adding the first access point group to the CMAP of the root 
access point of the second access point group and sending a 
merge reply back to the root access point of the first access 
point group through the same access points in the second 
access point group that forwarded the merge request to the 
root access point of the second access point group, but in 
reverse order. Before sending the merge reply to the root 
access point of the first access point group, the access point in 
the second access point group that received the merge request 
from the root access point of the first access point group will 
add the root access point of the first access point group to its 
CMAP. 

0066 FIGS.9A-9C demonstrate the steps included in one 
embodiment of the merge operation. FIG. 10B shows the 
steps in the merge operation, FIG.9A shows two access point 
groups 70 and 80 before a merge operation is performed, and 
FIG. 9C shows the access point group 70 after the merge 
operation has been performed. The access point group 70 in 
FIG. 9A includes the root access point 74, an intermediate 
access point 76 and two leaf access points 75 and 77. The 
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access point group 70 defines a paging area 71 with paging 
area boundary 72. The access point group 80 includes the root 
access point 84 and two leaf access points 85 and 86. The 
access point group 80 defines a paging area 81 with paging 
area boundary 82. As shown in FIG.9B, when access point 80 
is to be merged with access group 70, the root access point 84 
of access point group 80 sends a merge request to one of the 
access points 75 in the access point group 70 at time t1. 
Access point 75 forwards this merge request to access point 
76 at time t2 and access point 76 forwards the merge request 
on to the root access point 74 of access point group 70 at time 
t3. The root access point 74 then permits access point group 
80 to merge with access point group 70 by adding access point 
84 to its CMAP and sending a merge reply back to access 
point 76 at time ta. Access point 76 then forwards the merge 
reply to access point 75 at time t5. Access point 75 adds access 
point 80 to its CMAP and then forwards the merge reply to 
root access point 84 at time té. FIG. 9C shows access point 
group 70 after the forgoing use of the merge operation. Access 
point group 70 has an expanded paging area 88 defined by an 
expanded paging area boundary 89. 
0067. In order for a first access point to cut the access 
points that directly or indirectly depend from it, the first 
access point sends a prune inquiry request to its master. If the 
access point receiving the prune inquiry request is not the root 
access point of the access point group, the access point receiv 
ing the prune inquiry request forwards the prune inquiry 
request to its master. This step is repeated until the prune 
inquiry request reaches the root access point. The root access 
point then permits the first access point to prune its dependent 
access points by removing the dependent access points from 
the root access point's CMAP and sending a prune inquiry 
reply back to the first access point through the same access 
points that forwarded the prune inquiry request to the root 
access point (the “intermediate access points'), but in reverse 
order. The prune inquiry reply contains a CMAP which has a 
list of the dependent access points of the requester access 
point. The intermediate access points all remove the depen 
dent access points from their CMAPs. The first access point 
then sends a prune request to each of its slave access points. 
The slave access points then send a prune reply back to the 
first access point. The first access point then removes the slave 
access points from its CMAP and each slave access point is 
removed from the access point group of the first access point. 
The removed slave access points may become the root access 
point of a new access point group if the slaves have slaves of 
their own, or they may stand alone. 
0068 FIGS. 6C, 10A and 10B demonstrate the steps 
included in an example of one embodiment of the prune 
operation. FIG. 10A shows the steps in the prune operation, 
while FIG. 6C shows an access point group 50 before a prune 
operation is performed, and FIG. 10B shows the access point 
groups 50 and 96 after the prune operation has been per 
formed. As shown in FIG. 10A, when access point 54 is to 
prune access points 55, 53 and 60, access point 54 sends a 
prune inquiry request to the root access point 52 at time t1. 
The root access point 52 then permits access point 54 to prune 
its dependent access points 53, 55 and 60 by removing the 
dependent access points 53, 55 and 60 from root access 
point's 52 CMAP and sending a prune inquiry reply back to 
access point 54 at time t2. The prune inquiry reply contains a 
CMAP containing access point 54's dependent access points. 
Access point 54 removes access points 53, 55 and 60 from its 
CMAP and then sends a prune request to access points 53, 55 
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and 60 at time t3. Access points 53, 55 and 60 then sends a 
prune reply back to access point 54 at time tA. FIG. 10B shows 
access point group 50 and access points 53,55 and 60 after the 
forgoing use of the prune operation. Access point group 50 
has a reduced paging area 92 defined by a reduced paging area 
boundary 94. Access points 53, 55 and 60, are free-standing 
access points which are not the member of any access point 
group. 

0069. When a root access point is to leave an access point 
group, the devolution operation is used. The devolution 
operation begins when the root access point sends a devolu 
tion request containing all the CMAPs and a delegation of the 
root role to its slaves. The slaves then send a devolution reply 
back to the root access point. The root access point removes 
all the slaves from its CMAP. Each of the slave access points 
then become the root access point for a new access point 
group. Each of the newly-formed root access points then 
sends a delegation request to each of its respective slaves. If 
any of the slaves is not a leaf access point, then that slave 
forwards the delegation request its slaves. This forwarding 
process continues until every leaf access point receives the 
delegation request. Each slave then sends back a delegation 
reply to its respective newly-formed root access point. 
0070 FIGS. 11A, 11B and 11C demonstrate the steps 
included in one embodiment of the devolution operation. 
FIG. 11A shows an access point group 500 before a devolu 
tion operation is performed, FIG. 11B shows the steps in the 
devolution operation, and FIG. 11C shows two access points 
504 and 508 and access point group 520 after the devolution 
operation has been performed. Access point group, as shown 
in FIG. 11A, includes a root access point 504, intermediate 
access points 506 and 508 and leaf access points 510,512 and 
514. Access group 500 has a paging area 501 defined by a 
paging area boundary 502. As shown in FIG. 11B, when root 
access point 504 is to leave access point group 500, access 
point 504 sends a devolution request containing all the 
CMAPs to its slave access points 506 and 508 at time t1. 
Access points 506 and 508 then send a devolution reply to 
root access point 504 at time t2. Root access point 504 then 
removes the dependent access points 508, 508,510,512 and 
514 from its CMAP. Access point 506 then sends a delegation 
request to its slave access points 510, 512 and 514 at time t3. 
Access points 510,512 and 514 then send a delegation reply 
back to access point 504 at time ta. FIG. 11C shows a new 
access point group 520 and access point 504 and 508 after the 
forgoing use of the devolution operation. New access point 
group 520 has a paging area 522 defined by a paging area 
boundary 524. 
0071. Once access point groups have been formed, they 
must have some way of communicating their identity to any 
computing device that is within the paging area that they 
define so that the computing devices can be located. The step 
of communicating access point group information to comput 
ing devices generally includes the steps of (a) including the 
access point group's paging area ID in the beacon of each 
access point in the access point group; (b) assigning a channel 
over which to broadcast the beacon; (c) awakening the com 
puting device to periodically detect the beacon; and (d) Syn 
chronizing the timing of the beacon broadcasts of all the 
access points within an access point group. Although the 
following examples will discuss these methods with regard to 
a single computing device for clarity, the methods may also be 
applied when a plurality of computing devices are present. 
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0072 The step of including an access point group’s unique 
paging area ID in the beacon of each access point enables one 
paging group (or paging area) to be distinguished from 
another. So that a computing device can determine in which 
paging area it is located, each paging group is assigned a 
unique paging area ID and communicates this paging area ID 
to any computing devices within its respective paging area. 
This may be accomplished using the beacon packet (herein 
after “beacon”) in the IEEE 802.11 protocol. 
0073 Beacons provide a mechanism for access points in 
an access group to communicate with each other. The beacon 
is a signal that is periodically broadcast by each of the access 
points and can contain a variety of information. Each packet 
of information in the beacon is called an "element.” The 
beacon included in the IEEE 802.11 protocol contains the 
elements 110 shown in FIG. 12A. The elements are identified 
by an element name and an element ID. Element IDs 32-255 
are reserved and therefore available for use. FIG.12B shows 
the enhanced elements 110 which contain a paging area ID 
112 at one of the formerly-reserved elements, element ID 32. 
The other reserved elements 114 remain available for use. 

0074 FIG. 12C shows the format of the paging area ID 
120. This format includes a one octet space for the element 
ID, a one octet space for the length of the paging area ID 124. 
and an eight octet space for the paging area ID itself 128. The 
paging area ID can include one or both of EUI 48 and EUI 64 
(the MAC address). Alternatively, the paging area ID can 
include any other indicator So long as that indicator is unique 
to each paging area. Additionally, the size of the space used 
for the paging area ID (an eight octet space as shown in FIG. 
12C) can be varied to accommodate paging area IDs of dif 
ferent lengths. Furthermore, the paging area ID can be 
included in any of the other packets broadcast by the access 
points. By including the paging area ID as an element in the 
beacon of the IEEE 802.11 protocol or other broadcast 
packet, the paging area ID will be periodically broadcasted by 
each access point in an access point group every time the 
beacon or other packet is broadcast throughout the range of 
each access point, respectively. 
0075. In assigning a channel over which to broadcast the 
beacon or other packet containing the access point ID, there 
are several issues to consider. It is advantageous for adjacent 
access points to broadcast the beacon over different channels 
because this helps avoid interference. It is also advantageous 
for the access points to broadcast the beacon or other packet 
over a different channel than that used to broadcast the IP 
traffic because this helps to avoid interference between the IP 
traffic and the beacon or other packet. Although the IEEE 
802.11 protocol’s physical layer defines multiple channels, 
the more channels that are used the more channels a comput 
ing device must search every time a computing device moves 
from the range of one access point into the range of another. 
Clearly there is a conflict in the requirements of channel 
separation and minimizing the number of channels. There 
fore, several methods of assigning the channel which will be 
used to broadcast the beacon are provided so that the assign 
ment can be optimized for a given situation. 
0076 Methods of channel assignment include: (1) static 
assignment; (2) standard common paging channel assign 
ment; and (3) local common paging channel assignment 
method. In the static assignment method, all the access points 
in the WLAN are assigned the same common channel over 
which the IP traffic and the beacon or other packet containing 
the paging area ID will be broadcast. 
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0077. In the standard common paging channel assignment 
method, a single paging channel is assigned to all the access 
points in the WLAN. The access points are assigned a com 
mon channel over which to broadcast the beacon or other 
packet containing the paging area ID (the “beacon channel') 
and different common channel over which to broadcast the IP 
traffic (the “IP channel'). This method can reduce the need for 
a computing device to search for the beacon channel and can 
eliminate the risk of interference between the beacon channel 
and the IP channel. However, there is still a risk of interfer 
ence among the broadcasts of adjacent access points. 
Although this method can eliminate the need for a computing 
device to search for the beacon broadcast, there is a risk of 
interference between the beacon or other packet and the IP 
traffic. Additionally, there is a risk of interference among the 
broadcasts of adjacent access points. 
0078. The local common paging channel helps to reduce 
the risk of interference among the broadcasts of adjacent 
access points. In the local common paging channel assign 
ment method, all the access points in the same access point 
group are assigned the same paging channel. However, no 
adjacent access paging groups are assigned the same paging 
channel. The IP channel is a channel which is different from 
any of the paging channels. Generally, the paging channel for 
each access point group is assigned by that access point 
group's root access point. Additionally, each slave access 
point uses the same paging channel as its master and none of 
the slave access points uses the paging channel as its IP 
channel. In this approach, the computing device need only 
search for the paging channel when it crosses a paging area 
boundary because all the access points in the access point 
group have the same paging area ID. Additionally, assigning 
different beacon channels to adjacent access point groups 
helps to reduce the risk of interference among the beacon 
channels of these groups. 
0079. No matter the method of channel assignment used, 
in order for a computing device to detect a beacon or other 
packet, it must be awakened from dormant mode. Once awak 
ened into active mode, the computing device will search for 
the paging channel if the local common paging channel 
assignment method was used for the beacon or other packet. 
Generally, the computing device itself is programmed to peri 
odically awaken at set intervals and remain in active mode for 
a predetermined time period (the “beacon window'). How 
ever, the set intervals and beacon window need to generally 
correspond with the timing of the beacon broadcast (the “bea 
contiming) of the access points. 
0080 Synchronizing the beacon timing of all the access 
points within an access point group not only allows the com 
puting device to awaken from dormant mode only periodi 
cally, it enhances the battery life of the computing device. 
Access points need to continuously and periodically broad 
cast their paging area ID So that the access points can be 
recognized by a computing device when the computing 
device crosses a paging area boundary. As noted above, the 
computing device must periodically awaken from dormant 
mode to detect the beacon or other packet containing the 
paging area ID. However, frequent awakening causes heavy 
battery consumption. To save battery consumption, the num 
ber of awakenings needs to be reduced. If the access points in 
the same access point group all broadcast their beacons or 
other packets at the same time, the computing device only 
needs to awaken during the period of time during which the 
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beacon is broadcast, even if the computing device has crossed 
from within the range of one access point into that of another. 
0081 Ifall the access points in an access point group are in 
the same subnet of the WLAN, the access points can adjust 
their beacon timings to coincide with the beacon timings of 
the other access points using the local Subnet broadcast which 
can be realized by IAPP. However, if some of the access 
points in an access point group reside in different Subnets, 
transition delays and router queuing delays make the local 
Subnet broadcast an imprecise mechanism for synchronizing 
the beacon timings. Therefore, if all the access points in an 
access point group are not in the same Subnet, Synchronizing 
the beacon timing of all the access points cannot be accom 
plished using the distribution system. Instead synchroniza 
tion is achieved by using the computing device's timing 
reports. The computing device's timing reports contain at 
least a beacon timing difference. 
I0082. The method used for synchronizing the beacon tim 
ings of all the access points in an access point group is shown 
in FIGS. 13A and 13B. Initially, as shown in FIG. 13A, when 
a computing device enters a paging area (“the first paging 
area'), the computing device registers with the access point of 
which it is in range (the “first access point”) 202. The com 
puting device then listens for an initial beacon from the first 
access point 204. As it listens, the computing device deter 
mines whether it senses the initial beacon 204. If the comput 
ing device does not sense the initial beacon, it continues to 
listen 204 until it determines that it has sensed the initial 
beacon 206. The initial beacon (as do all beacons) contains 
the beacon timing for the access point group of which the first 
access point is a member. The beacon timing lets the comput 
ing device know when to anticipate the next beacon. Upon 
sensing the initial beacon, the computing device sets its set 
intervals to the group beacon timing 208 and then goes into 
dormant mode 210. The computing device will now antici 
pate beacons according to the group beacon timing. 
I0083. While in dormant mode, the computing device may 
remain stationary, move within the range of the first access 
point, move into the range of another access point within the 
first paging area (the 'second access point) or move into a 
second paging area 212. If the computing device remains 
stationary, moves within the range of the first access point or 
moves into the range of a second access point, it will awaken 
at its set interval (now set to the group beacon timing) 214 and 
listen for a new beacon 216. The new beacon will either be the 
first access point's beacon, or it will be the second access 
point's beacon if the computing device has moved into the 
range of the second access point. The computing device then 
determines whether it senses a new beacon during the beacon 
window 218. If it determines that it has sensed a beacon 
during the beacon window, the timing of the new beacon and 
the set interval of the computing device are already synchro 
nized. Therefore, the computing device returns to dormant 
mode 210 and steps 210-218 are repeated until the computing 
device determines that it does not sense a new beacon during 
its beacon window 218. 

I0084. If the computing device determines that it has not 
sensed a new beacon during its beacon window 218, the set 
intervals and the timing of the new beacon are not synchro 
nized. Therefore, the computing device remains in active 
mode until it determines that it does sense a new beacon from 
which it calculates a beacon timing difference 220. The bea 
contiming difference is the difference in time between the 
beginning of the beacon window during which a new beacon 
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was anticipated by the computing device and the time when 
the new beacon is actually sensed by the computing device. If 
the new beacon did not come from the second access point 
221, it came from the first access point. This means that the 
computing device has stayed within range of the first access 
point and the set interval of the computing device is not 
synchronized with the beacon timing of the first access point. 
Therefore, the computing device sends a beacontiming report 
containing at least the beacon timing difference to the first 
access point 250. The computing device then sets its timer to 
the beacon timing of the first access point 252 and the com 
puting device returns to dormant mode 210 and the process 
continues from step 210. 
0085. If the new beacon is from the second access point 
221, this means that the computing device has moved into the 
range of the second access point. The computing device sends 
the beacon timing report including at least the beacon timing 
difference and an identification of the first access point to the 
second access point 222. Then it is determined if the second 
access point is the master of the first access point 226. The 
second access point makes this determination from the iden 
tification of the first access point in the beacon timing report. 
If the second access point is the master of the first access 
point, the beacon timing of the first access point is set to that 
of the second access point 228. The set intervals of the com 
puting device are also set to the beacon timing of the second 
access point 230. If, however, the second access point is not 
the master of the first access point 226, it must be determined 
whether the first access point is the master of the second 
access point 232. If the first access point is the master of the 
second access point, the beacon timing of the second access 
point is set to that of the first access point 234. Then the set 
intervals of the computing device are set to the beacon timing 
of the first access point 238. In contrast, if the first access 
point is not the master of the second access point, the beacon 
timings of the first and second access points are set to that of 
their common master 236. The set interval of the computing 
device is then also set to the beacon timing of the common 
master 237. After the set interval of the computing device is 
set in any of steps 230, 237 or 238, whichever access point had 
changed its beacon timing (the first access point, the second 
access point or both) notifies the other access points in the 
access point group of the change in their beacon timing. 
However, if the first and second access points are in different 
paging areas, as indicated by the paging area ID included in 
the beacon, the computing device will not synchronize the 
first and second access points. 
I0086. An example of the signaling activity involved in 
beacon synchronization is shown in FIG. 14. In this example, 
a computing device moves from within the rage of a first 
access point to within the range of a second access point at a 
time t3 wherein the beacon timings of the two access points 
are not synchronized. Additionally, both access points are 
located in the same access point group and the first access 
point is the master of the second access point. The signal for 
the computing device 360 is indicated as “low” when the 
computing device is in dormant mode and is indicated as 
“high” when the computing device is in active mode. The 
signals of the first access point 320 and the second access 
point 322 are divided into a plurality of segments. Each seg 
ment 322 and 342, respectively, has the duration of approxi 
mately the duration of the beacon of each access point, 
respectively. The computing device is within the range of the 
first access point during a first time period 324 and moves 
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within the range of the second access point at a time t8 and 
remains there during a second time period 326. Although the 
second access point is broadcasting its beacon 344 and 348 
during the first time period 324, the computing device does 
not sense these beacons 344 and 348 because the computing 
device is not within the range of the second computing device 
during the first time period 324. Subsequently, the computing 
device moves into the range of the second access point at time 
t8, is within the range of the second access point during a 
second time period 326 and remains there during a second 
time period 326. Although the first access point is broadcast 
ing its beacon 332,334 and 336 during the second time period 
326, the computing device does not sense these beacons 332, 
334 and 336 because the computing device is not within the 
range of the first computing device during the second time 
period 326. 
I0087. Initially when the computing device is within the 
range of the first access point during the first time period 324. 
the computing device's signal is “high” at time t1. The first 
access point broadcasts its beacon328 between time t2 and t3. 
After the first access point's beacon 328 has been broadcast, 
the computing device returns to dormant mode at time ta (the 
signal of the computing device becomes “low”). Because the 
first access point's beacon328 contains the beacon timing, the 
computing device knows when to anticipate the first access 
point's next beacon. Therefore, at time t5, a short time before 
the first access point's beacon 330 is anticipated, the comput 
ing device's signal goes “high” and remain “high until the 
first access point has completed broadcasting the first access 
point's beacon 332. 
I0088 At time t3, the beginning of the second time period 
326, the computing device moves from within the range of the 
first access point to within the range of the second access 
point. However, just prior to its move at time t7, the comput 
ing device had anticipated the next beacon 332 from the first 
access point. If the beacon timings of the first and second 
access points were synchronized, the computing device 
should sense the second access points beacon shortly after 
time t7. Because the beacon timings of the first and second 
access points are not synchronized, the computing device 
does not sense the second access point's beacon at time t3 but 
instead at time t9. Therefore, the signal of the computing 
device must remain “high until time t10 when the second 
access point has completed the broadcast of its beacon 350. 
I0089. In order to synchronize the beacon timings of the 
first access point and the second access point, the computing 
device calculates the beacon timing difference 362. In this 
case, the beacon timing difference 362 is the difference 
between time t10 (when the broadcast of the second access 
point's beacon 350 is complete) and time t7 (shortly before 
the broadcast of the first access points beacon 332 was antici 
pated). The computing device then sends the beacon timing 
difference to the second access point. The second access point 
identifies the first access point using IAPP and the Service 
Location Protocol ("SLP"). Because the first access point is 
the master of the second access point, the second access point 
must adjust its beacon timing to that of the first access point. 
0090. Because at this point the last beacon sensed by the 
computing device is the second access point's beacon 350 and 
beacon 350 contains the unsynchronized beacontiming of the 
second access point, the signal of the computing device will 
go “high” at time t11 just before the computing device antici 
pates the next beacon at time t12. Therefore, before adjusting 
its beacon timing to that of the first access point, the second 
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access point broadcasts one more beacon 352 according to its 
original beacon timing at t12. However, beacon 352 contains 
a beacon timing adjusted to that of the first access point. The 
computing device's signal will go “low” at time t13 after the 
broadcast of beacon 352 is complete. The computing device's 
signal will go "high again att14 just before the second access 
point's next beacon 354 is anticipated according to the 
adjusted beacon timing. 
0091. The step of locating a computing device includes 
associating the computing device whenever it crosses an 
access point boundary and whenever it is paged. Whenever a 
computing device crosses an access point boundary, it must 
associate with a new access point group. In order to associate 
with a new access point group, the computing device will 
communicate with an access point in the access point group of 
which the computing device is in range (the “in-range access 
point). More specifically, to associate with a new access 
point group, the computing device sends a request to associ 
ate to the in-range access point. The root access point of the 
new access point group, which may be the in-range access 
point, then assigns an association identification (AID) to 
the computing device and adds the AID and the associated 
MAC address of the computing device to its association table. 
The A/D will typically have a value of in the range of about 1 
to about 2007 and is placed in the 14 least significant bits of 
the AID field with the two least significant bits of the AID 
filed each set to “1,” The root access point of the new access 
point group will then communicate the MAC address and 
AID of the computing device to the other access points in the 
new access point group. This communication occurs during 
association and thru the use of IAPP to broadcast the IAPP 
ADD.request (which includes the MAC address and AID of 
the computing device) over the local Subnet broadcast using 
IAPP to all the access points on the same subnet. This com 
municates the MAC address of the computing device to the 
access points on the same Subnet as the root access point. For 
access points in the access point group that are not on the 
same subnet as the root access point, IAPP may also be used 
to communicate the MAC address of the computing device. 
Because the MAC address is used to identify the computing 
device instead of the IP address, the problems normally asso 
ciated with a computing device moving from one subnet to 
the other are avoided. 

0092. The AID will remain associated with the computing 
device and the MAC number of the computing device will 
remain in the association tables of the access points of the new 
access point group until the computing device explicitly or 
implicitly disassociates from the new access point group. To 
disassociate explicitly, the computing device invokes a disas 
Sociation service. To disassociate implicitly the computing 
device simply leaves the range of the new access point group 
without explicitly disassociating. The new access point group 
will discover that the computing device has left its range 
without explicitly disassociating when the new access point 
group does not receive a communication from the computing 
device within a predetermined time period. At this time, the 
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computing device will be disassociated. When the computing 
device disassociates from the access point group, the AID is 
available to be reused and the computing device's MAC 
address is deleted from the association tables of the access 
points in the new access point group. 
0093. In addition to associating with an access point 
group, the computing device must also associate with an 
access point when it is paged so that it can receive IP traffic. 
Once a computing device has associated with an access point 
group, that access point group may then receive IP traffic for 
that computing device through the root access point. When 
the root access point receives IP traffic for the computing 
device, the computing device must then be located within the 
access point group and, if in dormant mode, the computing 
device must be moved into active mode. Because the location 
of the computing device within the access point group is 
unknown, the root access point communicates to the other 
access points in the access point group that the communica 
tion device needs to be paged. All the access points in the 
access point group then page the communication device. 
After receiving the page, the communication device then 
sends a request to associate to whichever of the access points 
the computing device is in range. That access point then 
notifies the root access point of the presence of the computing 
device within its range and the root access point then forwards 
the IP traffic to that access point. That access point then 
forwards the IP traffic to the computing device. While the 
computing device is in active mode, if it moves into the range 
ofa second access point in the same access point group, it will 
register with the second access point. 
0094. Although the methods and apparatuses disclosed 
herein have been described in terms of specific embodiments 
and applications, persons skilled in the art can, in light of this 
disclosure, generate additional embodiments without exceed 
ing the scope or departing from the spirit of the claimed 
inventions. For example, the methods and apparatuses dis 
closed herein can be implemented in any protocol that Sup 
ports dormant mode and paging functionalities. Accordingly, 
it is to be understood that the drawings and descriptions in this 
disclosure are proffered to facilitate comprehension of the 
invention and should not be construed to limit the scope 
thereof. 
We claim: 
1. A WLAN, comprising: 
a means for establishing paging areas; a means for com 

municating access group information to a computing 
device; and 

a means for locating a computing device within the 
WLAN. 

2. A method for implementing dormant mode with paging 
in a WLAN, comprising: 

establishing paging areas: 
communicating access group information to a computing 

device; and 
locating a computing device. 
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