Title: DISPLAY OBJECT PRE-GENERATION

Abstract: In one embodiment, a computing device identifies a portion of a display object to pre-generate. The device may monitor a thread to identify the next upcoming window of idle time (i.e., the next opportunity when the thread will be idle for a minimum period of time). The device may add one or more selected pre-generation tasks to a message queue for execution by the thread during the window. The device may execute the one or more selected pre-generation tasks in the message queue by pre-generating at least one selected element of a display object with content for a portion of the content layout, and then return the display object.

FIG. 3
This disclosure generally relates to object lifecycle management.

When rendering a content layout for a particular display screen where the content extends beyond the displayable region (requiring the user to scroll the content layout to bring content into view), display objects (e.g., ANDROID’s View object) and elements of those display objects may be generated in real time by a dedicated UI thread as they come into view when the user scrolls the content. A significant portion of the latency when bringing additional content into view from beyond the displayable region may be due to real-time performance of tasks to generate a display object: measurement (recursive determination of the size requirements of the display object and of each of its elements), layout (assigning a size and position to the display object and then to each of its elements), and generating commands to draw the display object on the screen. This may be a particular problem for operating systems that assign such tasks to a UI thread that is also busy handling other critical operations such as frame buffer fills.

Particular embodiments achieve pre-generation of display objects by utilizing periods when a UI thread is idle to interpose pre-generation tasks (or logical chunks thereof). In order to facilitate pre-generation of display objects, an application may: monitor a UI thread to identify periods when the UI thread may be idle for a minimum idle time (e.g., 17 ms left before the next frame buffer fill); add one or more pre-generation tasks to a message queue for the UI thread; and execute the pre-generation tasks to completion (if time suffices), or until a yield point is reached and available time left is less than the minimum idle time.
The embodiments described herein may also be performed with sub-elements of a display object, some of which may comprise nested display objects. Particular embodiments may be implemented on any platform that follows the View-Model-ViewModel pattern.

BRIEF DESCRIPTION OF THE DRAWINGS

[5] FIG. 1A is a wireframe of a content layout rendered using display objects.
[6] FIG. 1B is a wireframe illustrating a detailed section of FIG. 1A.
[7] FIG. 2 illustrates an example method for application-tailored object pre-filling.
[8] FIG. 3 illustrates an example network environment associated with a social-networking system.
[9] FIG. 4 illustrates an example social graph.
[10] FIG. 5 illustrates an example computer system.

DESCRIPTION OF EXAMPLE EMBODIMENTS

[11] In order to facilitate pre-filling of display objects in a content-aware manner, an application may apply application-specific policies to determine how to selectively pre-fill only those display objects and/or elements of a display object that are most costly to fill.

[12] Prior to receiving a request for a particular section of a content layout to be displayed, the application may select elements of the particular section of the content layout to pre-fill, fill those selected elements, and store the pre-filled elements in a recycler. When the same content element is requested again, the application retrieves the display object from the recycler, encloses it in a wrapper object, and returns the wrapped display object. The embodiments described herein may also be performed with elements of a display object, some of which may comprise nested display objects.

[13] In connection with methods of implementing a recycler, particular embodiments may utilize one or more systems, components, elements, functions, methods, operations, or steps disclosed in U.S. Patent Application No. 13/861,250, filed 11 April 2013 and entitled "Application-Tailored Object Recycling," which is incorporated herein by reference.
FIG. 1A is a wireframe illustrating an example wireframe of a content layout 100 a newsfeed page for a user of a social-networking system that is rendered for display on a tablet device based on a number of display objects. The displayable region of content layout 100 (indicated by the dashed line) includes the portion of content layout 100 that will fit within the screen dimensions of the tablet device (above the fold).

Content layout 100 includes a header region 110, a menu bar 120, a left-hand sidebar 130, a right-hand sidebar 140, and a main body area 150. Each region is associated with its own display object, each of which may include a number of elements such as, by way of example and not limitation: image(s), video, text, links, forms, and interactive elements. Each of these elements may be represented by one or more nested display objects.

The display object associated with header region 110 includes an interactive profile photo 112 of the social-network user, text block 114, a background image 116, and theme music selected by the social-network user. Interactive profile photo 112 is rendered based on a display object that may include an image, text, a link, and Javascript code to render a pop-up window displaying a summary of a profile of the social-network user that appears when a pointing device, such as a mouse, hovers over the profile photo.

The display object associated with menu bar 120 includes five menu options 125A-F, each of which comprises an image, text, and a link.

The display object associated with left-hand sidebar 130 includes content for a mix of recommendations (including sponsored stories) (only 135A-E are shown, but there may be many more recommendations), each of which is rendered based on a display object. Each display object for a recommendation may include an interactive image, a title, text for the recommendation, and a link to obtain further information related to the recommendation. Each display object for a newsfeed item may also include one or more images or a video.

The display object associated with right-hand sidebar 140 includes content for one or more advertisements 145, each of which is rendered based on a display object. As illustrated in the example shown in FIG. 1A, advertisement 145A appears above the fold, whereas 145B is not yet in view. The content of the advertisement may be determined at least in part by a third-party advertiser.
The display object associated with main body area 150 includes a number of newsfeed items (only 155A-E are shown, but there may be many more newsfeed items), each of which is rendered based on a display object associated with an activity related to friend (i.e., social-graph connection) of the user.

FIG. IB is a wireframe illustrating a detailed section of FIG. 1A: newsfeed items 155B-E in the main body area 150 of content layout 100. As indicated in FIG. 1A, the displayable region of content layout 100 (indicated by the dashed line) includes the portion of content layout 100 that will fit onto the screen of the tablet device.

Each display object for a newsfeed item 155 may include an interactive profile photo of the friend 160, a name of the friend 165, text for the newsfeed item 170, time-sensitive information 175 (e.g., a constantly-updating count of the number of people who have viewed/commented on "Liked" the listing, a short listing of the most recent one or two people who viewed/commented on "Liked" the listing, etc.), a link to "Like" the newsfeed item 180, a link to comment on the newsfeed item 185, and a link to "Share" the newsfeed item 190. Each display object for a newsfeed item may also include one or more images 195 or a video.

Each interactive profile photo 160 is rendered based on a display object that may include an image, text, a link, and Javascript code to render a pop-up window displaying a summary of a profile of the social-network user that appears when a pointing device, such as a mouse, hovers over the profile photo.

FIG. 2 illustrates an example method for application-controlled pre-filling of display objects. In step 210, the application may identify a portion of a display object to pre-generate. For example, the display object may comprise a content layout object for a newsfeed, as illustrated in FIG. 1A, including a long list of newsfeed elements 155, as illustrated in FIG. IB. The portion of the display object identified for pre-generation may comprise the next set of newsfeed elements 155 that would fill the displayable region if the user were to scroll down by hitting the "Page Down" button.

In step 220, the application may monitor a UI thread to identify the next window of time when the UI thread may be idle for a minimum period of time. For example, if the application is running on top of an operating system for a mobile computing device with a screen refresh rate of 60Hz (or 60 frames/second), then the operating system may need to complete a
frame buffer fill every 16.67 ms. If the computing device can complete the frame buffer fill in 12 ms, that leaves a window of 4.67 ms that will arise every 16.67 ms (at the completion of operations to fill the frame buffer). The minimum period of time may be the smallest useful period of time that could be used for the greatest number of tasks that are likely to arise, based at least on the content layout.

[26] In step 230, the application may select one or more pre-generation tasks to add to a message queue for execution by the UI thread during the next period of idle time. In particular embodiments, the application may group together several tasks that may be quickly executed, wherein the total execution time for the one or more pre-generation tasks is less than the time available in the next window of time. The anticipated execution time for any given task may be set at a pre-determined estimate, or it may be learned over time, given sufficient historical data based on an individual user or a group of users. In particular embodiments, where the next task to be performed will take longer than the time available in the next window of time, the application may simply add the task to the message queue, with the expectation that the task may be suspended at a yield point.

[27] In particular embodiments, the application may select particular elements of the display object to pre-generate, based on the dimensions of the displayable region, the available memory, and application-specific rules. In particular embodiments, particularly with respect to list-based or grid-based content layouts the application-specific rules may set an increment by which to pre-generate elements.

[28] The increment may be a multiple of a unit defined by the number of list or grid items that will fit into the dimensions of the displayable region. For example, as shown in FIG. 1B, four newsfeed items may fill a vertical dimension of the displayable region, where the content layout may extend in the vertical dimension (but not the horizontal dimension). In this example, the application-specific rules determine that the unit comprises four newsfeed items (since that is what will fill out the displayable region), and determine that the increment by which to pre-generate elements is three, so that when the application responds to a request to display newsfeed items 155B-E, it also pre-fills selected elements for the next twelve newsfeed items. In particular embodiments, the multiple may be based on user-specific usage patterns. For example, if a user typically scrolls through the newsfeed fairly slowly, then the multiple may
be a smaller number. Conversely, if the user typically scrolls through the newsfeed fairly quickly, then the multiple may be a larger number. In particular embodiments, the multiple may also be based on attributes of the content for the list or grid elements. For example, if the content is of a type that is very rich and may likely take the user longer to browse through (e.g., thumbnails of videos that play as the user mouses over each one), then the multiple may be reduced.

[29] In particular embodiments, the application-specific rules may prioritize selection of elements of the display object that are more costly to generate. The cost of generating an element may be determined on any applicable basis, e.g., size of the element, complexity of the element (e.g., is the element a nested display object?), how frequently the element must be updated, capabilities and configuration of the platform (e.g., does the device lack support for or prohibit execution of client-side scripts, which necessitates substitution with alternate, simpler content?), etc.

[30] In particular embodiments, the application-specific rules may select elements of the display object based on available memory. For example, if there is not much available memory, the application may choose to pre-generate only the most costly elements, whereas if there was more available memory, it might pre-generate additional (somewhat less costly elements). In another example, if there is not much available memory, the application may choose to pre-generate those elements that are likely to be re-used very often, e.g., if the next ten newsfeed items are all related to people who have posted the same complex link (which includes an image, text, a link, and other information) to a popular online article, the element representing the complex link may receive priority above other elements.

[31] In step 240, the application may execute the scheduled task in the message queue. In particular embodiments, the scheduled task may relate to measurement and/or layout of elements of the display object. In particular situations where the next task to be performed will take longer than the time available in the next window of time, the application may suspend execution of the task at a yield point in order to allow the UI thread to handle other operations in its queue (e.g., the next frame buffer fill) without significant delay.

[32] In step 245, if the task had to be suspended at a yield point, the application may add the suspended task back to the message queue for the UI thread so that it can be taken up
again at the next window of availability. Alternatively, if there are additional pre-generation tasks to be performed, the application may return to step 220 in order to schedule the next task(s).

[33] In step 250, if there are still some selected tasks remaining to be executed, return to step 220, otherwise, if possible (step 255), the application may execute the pre-generation tasks to completion (if there is sufficient time before a request is received for the portion of the content layout that was pre-generated).

[34] In step 260, the application may store pre-generated elements of the display object in an application-tailored recycler. These stored elements may be retained in the recycler until the relevant portion of the content layout is requested for the displayable region.

[35] In step 265, once a request is received for the portion of the content layout for which the display object was pre-generated, the application may retrieve any pre-generated elements of the display object from the application-tailored recycler (step 270). However, since the recycler may contain previously-used display objects and elements thereof as well as pre-generated display objects and elements thereof, particular embodiments may apply application-tailored recycling policies to identify which display objects and elements thereof in the recycler are suitable for re-use, which may include those that were pre-generated.

[36] A display object in the recycler may be suitable for re-use if it contains the same or similar content as that which is currently being requested. In order to re-use the retrieved display object, it may be necessary to update particular elements of the display object as needed. Even for a display object that was pre-generated, it may be necessary to at least update certain time sensitive elements, depending on how long it took the user to scroll.

[37] A display object in the recycler may be suitable for recycling if it is the same type of object but contains different content. In this case, the application may generate the display object in real time with the requested content from scratch (which should not be necessary for any pre-generated display objects or elements thereof), thereby overwriting most if not all of the existing content in the display object.

[38] The determination of which display objects and elements are suitable for re-use, recycling, or neither may be dependent upon application-specific, device-specific, and/or user-specific recycling policies. In particular embodiments, an application may set recycling policies
in accordance with application requirements, content types, device attributes (e.g., available memory and/or dimensions of a display screen.), content statistics, usage patterns and preferences, or any other appropriate factor(s). Such policies may govern how many objects to retain in the recycler, what types of objects to store in the recycler, how to determine whether a display object is suitable for re-use and/or re-cycling, when to re-use versus recycle a display object, etc.

[39] If the recycler returns a null, the application inflates a new display object of an appropriate type to display the requested content, and then generates the display object with the requested content. This is the most expensive path, since both inflating a new display object and generating an empty display object are costly operations. Therefore, an application may need to balance conflicting priorities when determining when to prohibit recycling of otherwise suitable display objects stored in the recycler.

[40] In step 280, the application may complete the process of generating the display object as needed for the displayable region and return the display object in response to the request.

[41] Embodiments disclosed herein are described as being performed with respect to elements of a display object—however, in particular embodiments, the techniques described herein may be applied in a recursive fashion to certain elements of a display object (which may themselves be display objects) in order to pre-fill a portion or all of those elements.

[42] Embodiments disclosed herein are described as being performed by an application; however, as one of skill in the art would be aware, many of the steps in example method 200 and other embodiments disclosed herein may be performed by one or more pieces of software operating at one or more layers of abstraction. For example, the steps of the example method described above may be performed by software that executes separately from the application and interfaces with the application and the recycler.

[43] Particular embodiments may repeat one or more steps of the method of FIG. 2, where appropriate. Although this disclosure describes and illustrates particular steps of the method of FIG. 2 as occurring in a particular order, this disclosure contemplates any suitable steps of the method of FIG. 2 occurring in any suitable order. Moreover, although this disclosure describes and illustrates particular components, devices, or systems carrying out particular steps
of the method of FIG. 2, this disclosure contemplates any suitable combination of any suitable components, devices, or systems carrying out any suitable steps of the method of FIG. 2.

[44] FIG. 3 illustrates an example network environment 300 associated with a social-networking system. Network environment 300 includes a user 301, a client system 330, a social-networking system 360, and a third-party system 370 connected to each other by a network 310. Although FIG. 3 illustrates a particular arrangement of user 301, client system 330, social-networking system 360, third-party system 370, and network 310, this disclosure contemplates any suitable arrangement of user 301, client system 330, social-networking system 360, third-party system 370, and network 310. As an example and not by way of limitation, two or more of client system 330, social-networking system 360, and third-party system 370 may be connected to each other directly, bypassing network 310. As another example, two or more of client system 330, social-networking system 360, and third-party system 370 may be physically or logically co-located with each other in whole or in part. Moreover, although FIG. 3 illustrates a particular number of users 301, client systems 330, social-networking systems 360, third-party systems 370, and networks 310, this disclosure contemplates any suitable number of users 301, client systems 330, social-networking systems 360, third-party systems 370, and networks 310. As an example and not by way of limitation, network environment 300 may include multiple users 301, client system 330, social-networking systems 360, third-party systems 370, and networks 310.

[45] In particular embodiments, user 301 may be an individual (human user), an entity (e.g., an enterprise, business, or third-party application), or a group (e.g., of individuals or entities) that interacts or communicates with or over social-networking system 360. In particular embodiments, social-networking system 360 may be a network-addressable computing system hosting an online social network. Social-networking system 360 may generate, store, receive, and send social-networking data, such as, for example, user-profile data, concept-profile data, social-graph information, or other suitable data related to the online social network. Social-networking system 360 may be accessed by the other components of network environment 300 either directly or via network 310. In particular embodiments, social-networking system 360 may include an authorization server (or other suitable component(s)) that allows users 301 to opt in to or opt out of having their actions logged by social-networking system 360 or shared with other systems (e.g., third-party systems 370), for example, by setting appropriate privacy settings. A
privacy setting of a user may determine what information associated with the user may be logged, how information associated with the user may be logged, when information associated with the user may be logged, who may log information associated with the user, whom information associated with the user may be shared with, and for what purposes information associated with the user may be logged or shared. Authorization servers may be used to enforce one or more privacy settings of the users of social-networking system 30 through blocking, data hashing, anonymization, or other suitable techniques as appropriate. Third-party system 370 may be accessed by the other components of network environment 300 either directly or via network 310. In particular embodiments, one or more users 301 may use one or more client systems 330 to access, send data to, and receive data from social-networking system 360 or third-party system 370. Client system 330 may access social-networking system 360 or third-party system 370 directly, via network 310, or via a third-party system. As an example and not by way of limitation, client system 330 may access third-party system 370 via social-networking system 360. Client system 330 may be any suitable computing device, such as, for example, a personal computer, a laptop computer, a cellular telephone, a smartphone, or a tablet computer.

[46] This disclosure contemplates any suitable network 310. As an example and not by way of limitation, one or more portions of network 310 may include an ad hoc network, an intranet, an extranet, a virtual private network (VPN), a local area network (LAN), a wireless LAN (WLAN), a wide area network (WAN), a wireless WAN (WWAN), a metropolitan area network (MAN), a portion of the Internet, a portion of the Public Switched Telephone Network (PSTN), a cellular telephone network, or a combination of two or more of these. Network 310 may include one or more networks 310.

[47] Links 350 may connect client system 330, social-networking system 360, and third-party system 370 to communication network 310 or to each other. This disclosure contemplates any suitable links 350. In particular embodiments, one or more links 350 include one or more wireline (such as for example Digital Subscriber Line (DSL) or Data Over Cable Service Interface Specification (DOCSIS)), wireless (such as for example Wi-Fi or Worldwide Interoperability for Microwave Access (WiMAX)), or optical (such as for example Synchronous Optical Network (SONET) or Synchronous Digital Hierarchy (SDH)) links. In particular embodiments, one or more links 350 each include an ad hoc network, an intranet, an extranet, a
VPN, a LAN, a WLAN, a WAN, a WWAN, a MAN, a portion of the Internet, a portion of the PSTN, a cellular technology-based network, a satellite communications technology-based network, another link 350, or a combination of two or more such links 350. Links 350 need not necessarily be the same throughout network environment 300. One or more first links 350 may differ in one or more respects from one or more second links 350.

[48] FIG. 4 illustrates example social graph 400. In particular embodiments, social-networking system 360 may store one or more social graphs 400 in one or more data stores. In particular embodiments, social graph 400 may include multiple nodes—which may include multiple user nodes 402 or multiple concept nodes 404—and multiple edges 406 connecting the nodes. Example social graph 400 illustrated in FIG. 4 is shown, for didactic purposes, in a two-dimensional visual map representation. In particular embodiments, a social-networking system 360, client system 330, or third-party system 370 may access social graph 400 and related social-graph information for suitable applications. The nodes and edges of social graph 400 may be stored as data objects, for example, in a data store (such as a social-graph database). Such a data store may include one or more searchable or queryable indexes of nodes or edges of social graph 400.

[49] In particular embodiments, a user node 402 may correspond to a user of social-networking system 360. As an example and not by way of limitation, a user may be an individual (human user), an entity (e.g., an enterprise, business, or third-party application), or a group (e.g., of individuals or entities) that interacts or communicates with or over social-networking system 360. In particular embodiments, when a user registers for an account with social-networking system 360, social-networking system 360 may create a user node 402 corresponding to the user, and store the user node 402 in one or more data stores. Users and user nodes 402 described herein may, where appropriate, refer to registered users and user nodes 402 associated with registered users. In addition or as an alternative, users and user nodes 402 described herein may, where appropriate, refer to users that have not registered with social-networking system 360. In particular embodiments, a user node 402 may be associated with information provided by a user or information gathered by various systems, including social-networking system 360. As an example and not by way of limitation, a user may provide his or her name, profile picture, contact information, birth date, sex, marital status, family status, employment, education
background, preferences, interests, or other demographic information. In particular embodiments, a user node 402 may be associated with one or more data objects corresponding to information associated with a user. In particular embodiments, a user node 402 may correspond to one or more webpages.

[50] In particular embodiments, a concept node 404 may correspond to a concept. As an example and not by way of limitation, a concept may correspond to a place (such as, for example, a movie theater, restaurant, landmark, or city); a website (such as, for example, a website associated with social-network system 360 or a third-party website associated with a web-application server); an entity (such as, for example, a person, business, group, sports team, or celebrity); a resource (such as, for example, an audio file, video file, digital photo, text file, structured document, or application) which may be located within social-networking system 360 or on an external server, such as a web-application server; real or intellectual property (such as, for example, a sculpture, painting, movie, game, song, idea, photograph, or written work); a game; an activity; an idea or theory; another suitable concept; or two or more such concepts. A concept node 404 may be associated with information of a concept provided by a user or information gathered by various systems, including social-networking system 360. As an example and not by way of limitation, information of a concept may include a name or a title; one or more images (e.g., an image of the cover page of a book); a location (e.g., an address or a geographical location); a website (which may be associated with a URL); contact information (e.g., a phone number or an email address); other suitable concept information; or any suitable combination of such information. In particular embodiments, a concept node 404 may be associated with one or more data objects corresponding to information associated with concept node 404. In particular embodiments, a concept node 404 may correspond to one or more webpages.

[51] In particular embodiments, a node in social graph 400 may represent or be represented by a webpage (which may be referred to as a "profile page"). Profile pages may be hosted by or accessible to social-networking system 360. Profile pages may also be hosted on third-party websites associated with a third-party server 370. As an example and not by way of limitation, a profile page corresponding to a particular external webpage may be the particular external webpage and the profile page may correspond to a particular concept node 404. Profile
pages may be viewable by all or a selected subset of other users. As an example and not by way of limitation, a user node 402 may have a corresponding user-profile page in which the corresponding user may add content, make declarations, or otherwise express himself or herself. As another example and not by way of limitation, a concept node 404 may have a corresponding concept-profile page in which one or more users may add content, make declarations, or express themselves, particularly in relation to the concept corresponding to concept node 404.

[52] In particular embodiments, a concept node 404 may represent a third-party webpage or resource hosted by a third-party system 370. The third-party webpage or resource may include, among other elements, content, a selectable or other icon, or other inter-actable object (which may be implemented, for example, in JavaScript, AJAX, or PHP codes) representing an action or activity. As an example and not by way of limitation, a third-party webpage may include a selectable icon such as "like," "check in," "eat," "recommend," or another suitable action or activity. A user viewing the third-party webpage may perform an action by selecting one of the icons (e.g., "eat"), causing a client system 330 to send to social-networking system 360 a message indicating the user's action. In response to the message, social-networking system 360 may create an edge (e.g., an "eat" edge) between a user node 402 corresponding to the user and a concept node 404 corresponding to the third-party webpage or resource and store edge 406 in one or more data stores.

[53] In particular embodiments, a pair of nodes in social graph 400 may be connected to each other by one or more edges 406. An edge 406 connecting a pair of nodes may represent a relationship between the pair of nodes. In particular embodiments, an edge 406 may include or represent one or more data objects or attributes corresponding to the relationship between a pair of nodes. As an example and not by way of limitation, a first user may indicate that a second user is a "friend" of the first user. In response to this indication, social-networking system 360 may send a "friend request" to the second user. If the second user confirms the "friend request," social-networking system 360 may create an edge 406 connecting the first user's user node 402 to the second user's user node 402 in social graph 400 and store edge 406 as social-graph information in one or more of data stores 364. In the example of FIG. 4, social graph 400 includes an edge 406 indicating a friend relation between user nodes 402 of user "A" and user "B" and an edge indicating a friend relation between user nodes 402 of user "C" and user "B."
Although this disclosure describes or illustrates particular edges 406 with particular attributes connecting particular user nodes 402, this disclosure contemplates any suitable edges 406 with any suitable attributes connecting user nodes 402. As an example and not by way of limitation, an edge 406 may represent a friendship, family relationship, business or employment relationship, fan relationship, follower relationship, visitor relationship, subscriber relationship, superior/subordinate relationship, reciprocal relationship, non-reciprocal relationship, another suitable type of relationship, or two or more such relationships. Moreover, although this disclosure generally describes nodes as being connected, this disclosure also describes users or concepts as being connected. Herein, references to users or concepts being connected may, where appropriate, refer to the nodes corresponding to those users or concepts being connected in social graph 400 by one or more edges 406.

[54] In particular embodiments, an edge 406 between a user node 402 and a concept node 404 may represent a particular action or activity performed by a user associated with user node 402 toward a concept associated with a concept node 404. As an example and not by way of limitation, as illustrated in FIG. 4, a user may "like," "attended," "played," "listened," "cooked," "worked at," or "watched" a concept, each of which may correspond to a edge type or subtype. A concept-profile page corresponding to a concept node 404 may include, for example, a selectable "check in" icon (such as, for example, a clickable "check in" icon) or a selectable "add to favorites" icon. Similarly, after a user clicks these icons, social-networking system 360 may create a "favorite" edge or a "check in" edge in response to a user's action corresponding to a respective action. As another example and not by way of limitation, a user (user "C") may listen to a particular song ("Ramble On") using a particular application (SPOTIFY, which is an online music application). In this case, social-networking system 360 may create a "listened" edge 406 and a "used" edge (as illustrated in FIG. 4) between user nodes 402 corresponding to the user and concept nodes 404 corresponding to the song and application to indicate that the user listened to the song and used the application. Moreover, social-networking system 360 may create a "played" edge 406 (as illustrated in FIG. 4) between concept nodes 404 corresponding to the song and the application to indicate that the particular song was played by the particular application. In this case, "played" edge 406 corresponds to an action performed by an external application (SPOTIFY) on an external audio file (the song "Imagine"). Although this disclosure
describes particular edges 406 with particular attributes connecting user nodes 402 and concept nodes 404, this disclosure contemplates any suitable edges 406 with any suitable attributes connecting user nodes 402 and concept nodes 404. Moreover, although this disclosure describes edges between a user node 402 and a concept node 404 representing a single relationship, this disclosure contemplates edges between a user node 402 and a concept node 404 representing one or more relationships. As an example and not by way of limitation, an edge 406 may represent both that a user likes and has used at a particular concept. Alternatively, another edge 406 may represent each type of relationship (or multiples of a single relationship) between a user node 402 and a concept node 404 (as illustrated in FIG. 4 between user node 402 for user "E" and concept node 404 for "SPOTIFY").

[55] In particular embodiments, social-networking system 360 may create an edge 406 between a user node 402 and a concept node 404 in social graph 400. As an example and not by way of limitation, a user viewing a concept-profile page (such as, for example, by using a web browser or a special-purpose application hosted by the user's client system 330) may indicate that he or she likes the concept represented by the concept node 404 by clicking or selecting a "Like" icon, which may cause the user's client system 330 to send to social-networking system 360 a message indicating the user's liking of the concept associated with the concept-profile page. In response to the message, social-networking system 360 may create an edge 406 between user node 402 associated with the user and concept node 404, as illustrated by "like" edge 406 between the user and concept node 404. In particular embodiments, social-networking system 360 may store an edge 406 in one or more data stores. In particular embodiments, an edge 406 may be automatically formed by social-networking system 360 in response to a particular user action. As an example and not by way of limitation, if a first user uploads a picture, watches a movie, or listens to a song, an edge 406 may be formed between user node 402 corresponding to the first user and concept nodes 404 corresponding to those concepts. Although this disclosure describes forming particular edges 406 in particular manners, this disclosure contemplates forming any suitable edges 406 in any suitable manner.

[56] In particular embodiments, an advertisement may be text (which may be HTML-linked), one or more images (which may be HTML-linked), one or more videos, audio, one or more ADOBE FLASH files, a suitable combination of these, or any other suitable advertisement
in any suitable digital format presented on one or more webpages, in one or more e-mails, or in connection with search results requested by a user. In addition or as an alternative, an advertisement may be one or more sponsored stories (e.g., a news-feed or ticker item on social-networking system 360). A sponsored story may be a social action by a user (such as "liking" a page, "liking" or commenting on a post on a page, RSVPing to an event associated with a page, voting on a question posted on a page, checking in to a place, using an application or playing a game, or "liking" or sharing a website) that an advertiser promotes, for example, by having the social action presented within a pre-determined area of a profile page of a user or other page, presented with additional information associated with the advertiser, bumped up or otherwise highlighted within news feeds or tickers of other users, or otherwise promoted. The advertiser may pay to have the social action promoted. As an example and not by way of limitation, advertisements may be included among the search results of a search-results page, where sponsored content is promoted over non-sponsored content.

[57] In particular embodiments, an advertisement may be requested for display within social-networking-system webpages, third-party webpages, or other pages. An advertisement may be displayed in a dedicated portion of a page, such as in a banner area at the top of the page, in a column at the side of the page, in a GUI of the page, in a pop-up window, in a drop-down menu, in an input field of the page, over the top of content of the page, or elsewhere with respect to the page. In addition or as an alternative, an advertisement may be displayed within an application. An advertisement may be displayed within dedicated pages, requiring the user to interact with or watch the advertisement before the user may access a page or utilize an application. The user may, for example view the advertisement through a web browser.

[58] FIG. 5 illustrates an example computer system 500. In particular embodiments, one or more computer systems 500 perform one or more steps of one or more methods described or illustrated herein. In particular embodiments, one or more computer systems 500 provide functionality described or illustrated herein. In particular embodiments, software running on one or more computer systems 500 performs one or more steps of one or more methods described or illustrated herein or provides functionality described or illustrated herein. Particular embodiments include one or more portions of one or more computer systems 500. Herein, reference to a computer system may encompass a computing device, and vice versa, where
appropriate. Moreover, reference to a computer system may encompass one or more computer systems, where appropriate.

[59] This disclosure contemplates any suitable number of computer systems 500. This disclosure contemplates computer system 500 taking any suitable physical form. As example and not by way of limitation, computer system 500 may be an embedded computer system, a system-on-chip (SOC), a single-board computer system (SBC) (such as, for example, a computer-on-module (COM) or system-on-module (SOM)), a desktop computer system, a laptop or notebook computer system, an interactive kiosk, a mainframe, a mesh of computer systems, a mobile telephone, a personal digital assistant (PDA), a server, a tablet computer system, or a combination of two or more of these. Where appropriate, computer system 500 may include one or more computer systems 500; be unitary or distributed; span multiple locations; span multiple machines; span multiple data centers; or reside in a cloud, which may include one or more cloud components in one or more networks. Where appropriate, one or more computer systems 500 may perform without substantial spatial or temporal limitation one or more steps of one or more methods described or illustrated herein. As an example and not by way of limitation, one or more computer systems 500 may perform in real time or in batch mode one or more steps of one or more methods described or illustrated herein. One or more computer systems 500 may perform at different times or at different locations one or more steps of one or more methods described or illustrated herein, where appropriate.

[60] In particular embodiments, computer system 500 includes a processor 502, memory 504, storage 506, an input/output (I/O) interface 508, a communication interface 510, and a bus 512. Although this disclosure describes and illustrates a particular computer system having a particular number of particular components in a particular arrangement, this disclosure contemplates any suitable computer system having any suitable number of any suitable components in any suitable arrangement.

[61] In particular embodiments, processor 502 includes hardware for executing instructions, such as those making up a computer program. As an example and not by way of limitation, to execute instructions, processor 502 may retrieve (or fetch) the instructions from an internal register, an internal cache, memory 504, or storage 506; decode and execute them; and then write one or more results to an internal register, an internal cache, memory 504, or storage
506. In particular embodiments, processor 502 may include one or more internal caches for data, instructions, or addresses. This disclosure contemplates processor 502 including any suitable number of any suitable internal caches, where appropriate. As an example and not by way of limitation, processor 502 may include one or more instruction caches, one or more data caches, and one or more translation lookaside buffers (TLBs). Instructions in the instruction caches may be copies of instructions in memory 504 or storage 506, and the instruction caches may speed up retrieval of those instructions by processor 502. Data in the data caches may be copies of data in memory 504 or storage 506 for instructions executing at processor 502 to operate on; the results of previous instructions executed at processor 502 for access by subsequent instructions executing at processor 502 or for writing to memory 504 or storage 506; or other suitable data. The data caches may speed up read or write operations by processor 502. The TLBs may speed up virtual-address translation for processor 502. In particular embodiments, processor 502 may include one or more internal registers for data, instructions, or addresses. This disclosure contemplates processor 502 including any suitable number of any suitable internal registers, where appropriate. Where appropriate, processor 502 may include one or more arithmetic logic units (ALUs); be a multi-core processor; or include one or more processors 502. Although this disclosure describes and illustrates a particular processor, this disclosure contemplates any suitable processor.

[62] In particular embodiments, memory 504 includes main memory for storing instructions for processor 502 to execute or data for processor 502 to operate on. As an example and not by way of limitation, computer system 500 may load instructions from storage 506 or another source (such as, for example, another computer system 500) to memory 504. Processor 502 may then load the instructions from memory 504 to an internal register or internal cache. To execute the instructions, processor 502 may retrieve the instructions from the internal register or internal cache and decode them. During or after execution of the instructions, processor 502 may write one or more results (which may be intermediate or final results) to the internal register or internal cache. Processor 502 may then write one or more of those results to memory 504. In particular embodiments, processor 502 executes only instructions in one or more internal registers or internal caches or in memory 504 (as opposed to storage 506 or elsewhere) and operates only on data in one or more internal registers or internal caches or in memory 504 (as
opposed to storage 506 or elsewhere). One or more memory buses (which may each include an address bus and a data bus) may couple processor 502 to memory 504. Bus 512 may include one or more memory buses, as described below. In particular embodiments, one or more memory management units (MMUs) reside between processor 502 and memory 504 and facilitate accesses to memory 504 requested by processor 502. In particular embodiments, memory 504 includes random access memory (RAM). This RAM may be volatile memory, where appropriate Where appropriate, this RAM may be dynamic RAM (DRAM) or static RAM (SRAM). Moreover, where appropriate, this RAM may be single-ported or multi-ported RAM. This disclosure contemplates any suitable RAM. Memory 504 may include one or more memories 504, where appropriate. Although this disclosure describes and illustrates particular memory, this disclosure contemplates any suitable memory.

[63] In particular embodiments, storage 506 includes mass storage for data or instructions. As an example and not by way of limitation, storage 506 may include a hard disk drive (HDD), a floppy disk drive, flash memory, an optical disc, a magneto-optical disc, magnetic tape, or a Universal Serial Bus (USB) drive or a combination of two or more of these. Storage 506 may include removable or non-removable (or fixed) media, where appropriate. Storage 506 may be internal or external to computer system 500, where appropriate. In particular embodiments, storage 506 is non-volatile, solid-state memory. In particular embodiments, storage 506 includes read-only memory (ROM). Where appropriate, this ROM may be mask-programmed ROM, programmable ROM (PROM), erasable PROM (EPROM), electrically erasable PROM (EEPROM), electrically alterable ROM (EAROM), or flash memory or a combination of two or more of these. This disclosure contemplates mass storage 506 taking any suitable physical form. Storage 506 may include one or more storage control units facilitating communication between processor 502 and storage 506, where appropriate. Where appropriate, storage 506 may include one or more storages 506. Although this disclosure describes and illustrates particular storage, this disclosure contemplates any suitable storage.

[64] In particular embodiments, I/O interface 508 includes hardware, software, or both, providing one or more interfaces for communication between computer system 500 and one or more I/O devices. Computer system 500 may include one or more of these I/O devices, where appropriate. One or more of these I/O devices may enable communication between a person and
computer system 500. As an example and not by way of limitation, an I/O device may include a keyboard, keypad, microphone, monitor, mouse, printer, scanner, speaker, still camera, stylus, tablet, touch screen, trackball, video camera, another suitable I/O device or a combination of two or more of these. An I/O device may include one or more sensors. This disclosure contemplates any suitable I/O devices and any suitable I/O interfaces 508 for them. Where appropriate, I/O interface 508 may include one or more device or software drivers enabling processor 502 to drive one or more of these I/O devices. I/O interface 508 may include one or more I/O interfaces 508, where appropriate. Although this disclosure describes and illustrates a particular I/O interface, this disclosure contemplates any suitable I/O interface.

[65] In particular embodiments, communication interface 510 includes hardware, software, or both providing one or more interfaces for communication (such as, for example, packet-based communication) between computer system 500 and one or more other computer systems 500 or one or more networks. As an example and not by way of limitation, communication interface 510 may include a network interface controller (NIC) or network adapter for communicating with an Ethernet or other wire-based network or a wireless NIC (WNIC) or wireless adapter for communicating with a wireless network, such as a WI-FI network. This disclosure contemplates any suitable network and any suitable communication interface 510 for it. As an example and not by way of limitation, computer system 500 may communicate with an ad hoc network, a personal area network (PAN), a local area network (LAN), a wide area network (WAN), a metropolitan area network (MAN), or one or more portions of the Internet or a combination of two or more of these. One or more portions of one or more of these networks may be wired or wireless. As an example, computer system 500 may communicate with a wireless PAN (WPAN) (such as, for example, a BLUETOOTH WPAN), a WI-FI network, a WI-MAX network, a cellular telephone network (such as, for example, a Global System for Mobile Communications (GSM) network), or other suitable wireless network or a combination of two or more of these. Computer system 500 may include any suitable communication interface 510 for any of these networks, where appropriate. Communication interface 510 may include one or more communication interfaces 510, where appropriate. Although this disclosure describes and illustrates a particular communication interface, this disclosure contemplates any suitable communication interface.
In particular embodiments, bus 512 includes hardware, software, or both coupling components of computer system 500 to each other. As an example and not by way of limitation, bus 512 may include an Accelerated Graphics Port (AGP) or other graphics bus, an Enhanced Industry Standard Architecture (EISA) bus, a front-side bus (FSB), a HYPERTRANSPORT (HT) interconnect, an Industry Standard Architecture (ISA) bus, an INFINIBAND interconnect, a low-pin-count (LPC) bus, a memory bus, a Micro Channel Architecture (MCA) bus, a Peripheral Component Interconnect (PCI) bus, a PCI-Express (PCIe) bus, a serial advanced technology attachment (SATA) bus, a Video Electronics Standards Association local (VLB) bus, or another suitable bus or a combination of two or more of these. Bus 512 may include one or more buses 512, where appropriate. Although this disclosure describes and illustrates a particular bus, this disclosure contemplates any suitable bus or interconnect.

Herein, a computer-readable non-transitory storage medium or media may include one or more semiconductor-based or other integrated circuits (ICs) (such, as for example, field-programmable gate arrays (FPGAs) or application-specific ICs (ASICs)), hard disk drives (HDDs), hybrid hard drives (HHDs), optical discs, optical disc drives (ODDs), magneto-optical discs, magneto-optical drives, floppy diskettes, floppy disk drives (FDDs), magnetic tapes, solid-state drives (SSDs), RAM-drives, SECURE DIGITAL cards or drives, any other suitable computer-readable non-transitory storage media, or any suitable combination of two or more of these, where appropriate. A computer-readable non-transitory storage medium may be volatile, non-volatile, or a combination of volatile and non-volatile, where appropriate.

Herein, "or" is inclusive and not exclusive, unless expressly indicated otherwise or indicated otherwise by context. Therefore, herein, "A or B" means "A, B, or both," unless expressly indicated otherwise or indicated otherwise by context. Moreover, "and" is both joint and several, unless expressly indicated otherwise or indicated otherwise by context. Therefore, herein, "A and B" means "A and B, jointly or severally," unless expressly indicated otherwise or indicated otherwise by context.

The scope of this disclosure encompasses all changes, substitutions, variations, alterations, and modifications to the example embodiments described or illustrated herein that a person having ordinary skill in the art would comprehend. The scope of this disclosure is not limited to the example embodiments described or illustrated herein. Moreover, although this
disclosure describes and illustrates respective embodiments herein as including particular components, elements, functions, operations, or steps, any of these embodiments may include any combination or permutation of any of the components, elements, functions, operations, or steps described or illustrated anywhere herein that a person having ordinary skill in the art would comprehend. Furthermore, reference in the appended claims to an apparatus or system or a component of an apparatus or system being adapted to, arranged to, capable of, configured to, enabled to, operable to, or operative to perform a particular function encompasses that apparatus, system, component, whether or not it or that particular function is activated, turned on, or unlocked, as long as that apparatus, system, or component is so adapted, arranged, capable, configured, enabled, operable, or operative.
WHAT IS CLAIMED IS:

1. A method comprising:
   by a computing device, identifying a portion of a display object to pre-generate;
   by the computing device, monitoring a thread to identify a next window of idle time, the next window of idle time comprising the next opportunity when the thread will be idle for a minimum period of time;
   by the computing device, adding one or more selected pre-generation tasks to a message queue for execution by the thread during the next window of idle time;
   by the computing device, executing the one or more selected pre-generation tasks in the message queue by pre-generating at least one selected element of a display object with content for a portion of a content layout, the display object being associated with the content layout; and
   by the computing device, returning the display object.

2. The method of Claim 1, wherein the portion of the display object to pre-generate comprises the portion of the content layout that would fill a displayable region of a screen associated with the computing device, and wherein the displayable region is determined based on dimensions of the screen, an aspect ratio of the screen, a type of the content to be rendered, application-specific factors, user-configured settings, or user preferences.

3. The method of Claim 2, wherein selection of the at least one selected element is based on dimensions of the displayable region, available memory of the computing device, or application-specific rules.

4. The method of Claim 1, wherein the executing the one or more selected pre-generation tasks in the message queue comprises:
   suspending a task that is currently being executed upon reaching a yield point; and
   adding the suspended task to the message queue to be resumed at a later time.

5. The method of Claim 4, further comprising:
   storing the at least one pre-generated element in an application-tailored recycler;
retrieving, in response to a request for content in the portion of the content layout, the at least one pre-generated element from the application-tailored recycler;

updating other elements of the display object as needed for the portion of the content layout; and

receiving a request for content in a first portion of a content layout in a displayable region of a screen associated with the computing device.

6. The method of Claim 1, wherein the application-specific rules prioritize elements based on a cost of pre-generating each element, wherein the cost of pre-generating an element is based on factors comprising: a size of the element, a complexity of the element, how frequently the element must be updated, capabilities of a platform of the computing device, or a configuration of the computing device.

7. The method of Claim 5, wherein application-specific rules adjust the number of elements to be selected for pre-generation based on the available memory of the computing device.

8. One or more computer-readable non-transitory storage media embodying software that is operable when executed by a computing device to:

identify a portion of a display object to pre-generate;

monitor a thread to identify a next window of idle time, the next window of idle time comprising the next opportunity when the thread will be idle for a minimum period of time;

add one or more selected pre-generation tasks to a message queue for execution by the thread during the next window of idle time;

execute the one or more selected pre-generation tasks in the message queue by pre-generating at least one selected element of a display object with content for a portion of the content layout, the display object being associated with the content layout; and

return the display object.
9. The media of Claim 8, wherein the portion of the display object to pre-generate comprises the portion of the content layout that would fill a displayable region of a screen associated with the computing device, and wherein the displayable region is determined based on dimensions of the screen, an aspect ratio of the screen, a type of the content to be rendered, application-specific factors, user-configured settings, or user preferences.

10. The media of Claim 9, wherein selection of the at least one selected element is based on dimensions of the displayable region, available memory of the computing device, or application-specific rules.

11. The media of Claim 8, wherein the software to execute the one or more selected pre-generation tasks in the message queue is further operable when executed to:
   suspend a task that is currently being executed upon reaching a yield point; and
   add the suspended task to the message queue to be resumed at a later time.

12. The media of Claim 11, wherein the software is further operable when executed to:
   store the at least one pre-generated element in an application-tailored recycler;
   retrieve, in response to a request for content in the portion of the content layout, the at least one pre-generated element from the application-tailored recycler;
   update other elements of the display object as needed for the portion of the content layout; and
   receive a request for content in a first portion of a content layout in a displayable region of a screen associated with the computing device.

13. The media of Claim 8, wherein the application-specific rules prioritize elements based on a cost of pre-generating each element, wherein the cost of pre-generating an element is based on factors comprising: a size of the element, a complexity of the element, how frequently the element must be updated, capabilities of a platform of the computing device, or a configuration of the computing device.
14. The media of Claim 12, wherein application-specific rules adjust the number of elements to be selected for pre-generation based on the available memory of the computing device.

15. A computing device comprising:
   one or more processors; and
   a memory coupled to the processors comprising instructions executable by the processors, the processors being operable when executing the instructions to:
      identify a portion of a display object to pre-generate;
      monitor a thread to identify a next window of idle time, the next window of idle time comprising the next opportunity when the thread will be idle for a minimum period of time;
      add one or more selected pre-generation tasks to a message queue for execution by the thread during the next window of idle time;
      execute the one or more selected pre-generation tasks in the message queue by pre-generating at least one selected element of a display object with content for a portion of the content layout, the display object being associated with the content layout; and
      return the display object.

16. The device of Claim 15, wherein the processors that are operable to execute the one or more selected pre-generation tasks in the message queue are further operable to:
   suspend a task that is currently being executed upon reaching a yield point; and
   add the suspended task to the message queue to be resumed at a later time.

17. The device of Claim 16, wherein the processors are further operable when executing the instructions to:
   store the at least one pre-generated element in an application-tailored recycler;
   retrieve, in response to a request for content in the portion of the content layout, the at least one pre-generated element from the application-tailored recycler;
   update other elements of the display object as needed for the portion of the content layout; and
receive a request for content in a first portion of a content layout in a displayable region
of a screen associated with the computing device.

18. The device of Claim 15, wherein the portion of the display object to pre-generate
comprises the portion of the content layout that would fill a displayable region of a screen
associated with the computing device, wherein the displayable region is determined based on
dimensions of the screen, an aspect ratio of the screen, a type of the content to be rendered,
application-specific factors, user-configured settings, or user preferences, and wherein selection
of the at least one selected element is based on dimensions of the displayable region, available
memory of the computing device, or application-specific rules.

19. The device of Claim 15, wherein the application-specific rules prioritize elements
based on a cost of pre-generating each element, wherein the cost of pre-generating an element is
based on factors comprising: a size of the element, a complexity of the element, how frequently
the element must be updated, capabilities of a platform of the computing device, or a
configuration of the computing device.

20. The device of Claim 15, wherein application-specific rules adjust the number of
elements to be selected for pre-generation based on the available memory of the computing
device.
Identify a portion of a display object to be pre-generated

Monitor a thread to identify the next window of time when the thread may be idle for a minimum period of time

Select one or more pre-generation tasks to add to a message queue for execution by the UI thread during the next period of idle time

Execute the scheduled task in the message queue

If the task had to be suspended at a yield point, add the suspended task back to the message queue

All selected tasks complete?

Yes

Execute the pre-generation tasks to completion if possible

Store pre-generated elements of the display object in an application-tailored recycler

Receive a request for the portion of the content layout for which the display object was pre-generated

Retrieve any pre-generated elements of the display object from the application-tailored recycler

Return the display object in response to the request

FIG. 2
FIG. 3
INTERNATIONAL SEARCH REPORT

International application No. PCT/US2014/032786

A. CLASSIFICATION OF SUBJECT MATTER

G06F 9/46(2006.01)

According to International Patent Classification (IPC) or to both national classification and IPC

B. FIELDS SEARCHED

Minimum documentation searched (classification system followed by classification symbols)

G06F 9/46; G06F 15/16; G06F 19/00; G06F 15/173; G06F 9/445; G06F 9/44; GOIN 23/04

Documentation searched other than minimum documentation to the extent that such documents are included in the fields searched

Korean utility models and applications for utility models

Japanese utility models and applications for utility models

Electronic data base consulted during the international search (name of data base and, where practicable, search terms used)
eKOMPASS(KIPO internal) & Keywords: display, pre-generation, object, thread

C. DOCUMENTS CONSIDERED TO BE RELEVANT

<table>
<thead>
<tr>
<th>Category</th>
<th>Citation of document, with indication, where appropriate, of the relevant passages</th>
<th>Relevant to claim No.</th>
</tr>
</thead>
<tbody>
<tr>
<td>A</td>
<td>US 2006-0173572 A1 (MASAKAZU SAGASAKI et al.) 03 August 2006; See abstract; claims 1-5; and figures 1-3.</td>
<td>1-20</td>
</tr>
<tr>
<td>A</td>
<td>US 2001-0051979 A1 (MICHAEL ERNST AUFRICHT et al.) 13 December 2001; See abstract; claims 1, 4, 5; and figures 5, 6.</td>
<td>1-20</td>
</tr>
<tr>
<td>A</td>
<td>US 2009-0083700 A1 (MACPHAIL STEPHEN N.) 26 March 2009; See abstract; claims 1, 8; and figures 1, 4.</td>
<td>1-20</td>
</tr>
<tr>
<td>A</td>
<td>US 2011-0065999 A1 (RABINOVICH ZVI et al.) 17 March 2011; See abstract; claims 3-5; and figures 3-5.</td>
<td>1-20</td>
</tr>
</tbody>
</table>

Further documents are listed in the continuation of Box C. See patent family annex.

* Special categories of cited documents:
  "A" document defining the general state of the art which is not considered to be of particular relevance
  "E" earlier application or patent but published on or after the international filing date
  "L" document which may throw doubts on priority claim(s) or which is cited to establish the publication date of another citation or other special reason (as specified)
  "O" document referring to an oral disclosure, use, exhibition or other means
  "P" document published prior to the international filing date but later than the priority date claimed

T later document published after the international filing date or priority date and not in conflict with the application but cited to understand the principle or theory underlying the invention

X document of particular relevance; the claimed invention cannot be considered novel or cannot be considered to involve an inventive step when the document is taken alone

Y document of particular relevance; the claimed invention cannot be considered to involve an inventive step when the document is combined with one or more other such documents, such combination being obvious to a person skilled in the art

& document member of the same patent family

Date of the actual completion of the international search

26 June 2014 (26.06.2014)

Date of mailing of the international search report

27 June 2014 (27.06.2014)

Name and mailing address of the ISA/KR
International Application Division
Korean Intellectual Property Office
189 Cheongsa-ro, Seo-gu, Daejeon Metropolitan City, 302-701, Republic of Korea
Facsimile No. +82-42-472-7140

Form PCT/ISA/210 (second sheet) (July 2009)
<table>
<thead>
<tr>
<th>Patent document cited in search report</th>
<th>Publication date</th>
<th>Patent family member(s)</th>
<th>Publication date</th>
</tr>
</thead>
<tbody>
<tr>
<td>US 2006-0173572 Al</td>
<td>03/08/2006</td>
<td>CN 100585525 C</td>
<td>27/01/2010</td>
</tr>
<tr>
<td></td>
<td></td>
<td>CN 1759357 A</td>
<td>12/04/2006</td>
</tr>
<tr>
<td></td>
<td></td>
<td>DE 10394189 T5</td>
<td>02/02/2006</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 7548795 B2</td>
<td>16/06/2009</td>
</tr>
<tr>
<td></td>
<td></td>
<td>wo 2004-083975 Al</td>
<td>30/09/2004</td>
</tr>
<tr>
<td></td>
<td></td>
<td>GB 2371902 A</td>
<td>07/08/2002</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2001-0047394 Al</td>
<td>29/11/2001</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2002-0046296 Al</td>
<td>18/04/2002</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2002-0052781 Al</td>
<td>02/05/2002</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2002-0052916 Al</td>
<td>02/05/2002</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2006-0036493 Al</td>
<td>16/02/2006</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2006-0036494 Al</td>
<td>16/02/2006</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2006-0036495 Al</td>
<td>16/02/2006</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2006-0136571 Al</td>
<td>22/06/2006</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2008-0120184 Al</td>
<td>22/05/2008</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2008-0134031 Al</td>
<td>05/06/2008</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2008-0215672 Al</td>
<td>04/09/2008</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 6341316 Bl</td>
<td>22/01/2002</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 6421717 Bl</td>
<td>16/07/2002</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 6553412 Bl</td>
<td>22/04/2003</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 6779042 Bl</td>
<td>17/08/2004</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 6839744 Bl</td>
<td>04/01/2005</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 7000032 B2</td>
<td>14/02/2006</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 7392308 B2</td>
<td>24/06/2008</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 7987420 Bl</td>
<td>26/07/2011</td>
</tr>
<tr>
<td></td>
<td></td>
<td>wo 01-018688 A2</td>
<td>15/03/2001</td>
</tr>
<tr>
<td></td>
<td></td>
<td>wo 01-018688 A3</td>
<td>06/11/2003</td>
</tr>
<tr>
<td>US 2009-0083700 Al</td>
<td>26/03/2009</td>
<td>None</td>
<td></td>
</tr>
<tr>
<td></td>
<td></td>
<td>EP 2294508 A4</td>
<td>16/10/2013</td>
</tr>
<tr>
<td></td>
<td></td>
<td>JP 2011-527465 A</td>
<td>27/10/2011</td>
</tr>
<tr>
<td></td>
<td></td>
<td>wo 2010-001324 A2</td>
<td>07/01/2010</td>
</tr>
<tr>
<td></td>
<td></td>
<td>wo 2010-001324 A3</td>
<td>25/03/2010</td>
</tr>
<tr>
<td></td>
<td></td>
<td>wo 2007-103216 A3</td>
<td>14/02/2008</td>
</tr>
</tbody>
</table>