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MEMORY CONTROLLERS, SYSTEMS, AND METHODS FOR APPLYING PAGE
MANAGEMENT POLICIES BASED ON STREAM TRANSACTION

INFORMATION

RELATED APPLICATION

[0001] The present application is related to co-pending U.S. Patent Application Attorney

Docket Number 100742, Customer Number 23696, filed on October 8, 2010, entitled

"ARBITRATING BUS COMMUNICATIONS BASED ON INFORMATION RELATED

TO A STREAM TRANSACTION(S)," and incorporated herein by reference in its entirety.

BACKGROUND

I. Field of the Disclosure

[0002] The technology of the disclosure relates generally to memory access controllers

and memory page management policies in a processor-based system.

II. Background

[0003] It is common for processor-based systems, including central processing unit

(CPU) based systems, to use dynamic memory for system memory. Dynamic memory is

also commonly referred to a "dynamic random access memory" or "DRAM." Dynamic

memory is typically organized into a number of memory banks with each memory bank

containing multiple memory pages. Accessing dynamic memory involves two discrete

tasks, both of which may consume processing time. First, the memory page (i.e., row)

corresponding to the desired memory location in the memory bank to be accessed is

opened. This is also known as a "row select," referring to a two-dimensional row and

column memory arrangement. Second, the desired memory location within the memory

page (i.e., column) is accessed. This is also known as a "column select." The memory

page containing the accessed memory location must be closed before another memory page

can be opened in the same memory bank. This can lead to increased memory access times

which can impact CPU performance in terms of both reduced bandwidth and increased

latency (i.e., processing time) in transactions involving memory accesses.

[0004] To reduce memory access times and latency, memory controllers can be

configured with a global memory page management policy to leave open a memory page



after a memory access. The leave open memory page management policy only closes the

memory page if required to service a pending memory access request targeting a new

memory page or to perform memory maintenance commands, such as auto-refresh or self-

refresh, as examples. Configuring a memory controller to leave open a memory page after

an access may be advantageous for certain memory applications, particularly those

involving non-random, sequential memory location accesses, such as by multi-media

applications or processors, as an example. In these scenarios, sequential memory accesses

are often to the same memory page. Processing time is saved by not closing the memory

page for a memory bank prior to a next memory access to the same memory page in the

memory bank. However, a tradeoff exists by providing a memory page management policy

to leave open memory pages. A processing time penalty is incurred if sequential memory

accesses to a memory bank are to different memory pages. If, for example, a memory

controller receives a request to access a different memory page than a currently open

memory page in a memory bank, the memory controller must close the currently open

memory page before the new memory page can be opened. The additional processing time

incurred in closing the currently open memory page before a new memory page can be

accessed can increase latency. Another tradeoff of employing a memory page management

policy of leaving open a memory page is the additional power expended to keep the

memory page open after an access.

SUMMARY OF THE DISCLOSURE

[0005] Embodiments disclosed in the detailed description include memory controllers,

systems, methods, and computer-readable mediums for applying a page management

policy(ies) based on stream transaction information. In this regard in one embodiment, a

memory controller is provided. The memory controller comprises a controller configured

to receive memory access requests for stream transactions. A stream transaction is a

superset of burst access types to facilitate efficient bulk transfers of data. The memory

controller is also configured to receive memory access requests for non-stream transactions,

such as single burst and single beat access types. The memory controller is configured to

perform memory accesses to memory pages in memory specified by stream transactions.

The controller is further configured to apply a page management policy(ies) to the memory



based on information related to the stream transactions. As examples, stream transaction

information can provide information on address ranges in memory that will be accessed in

the future as well as the progress of pending stream transactions. In this manner, the page

management policy(ies) can be configured for efficiency when utilizing stream

transactions. The page management policy(ies) can also be provided that take into

consideration latency issues that can arise when the memory controller is handling multiple

memory access requests, including stream transactions, from different devices.

[0006] As one non-limiting example, the page management policy may be based on

whether a current memory page for a stream transaction is the next memory page to be

accessed by a pending stream transaction. If so, the page management policy applied may

be to leave open the current memory page after the memory access for the current stream

transaction to avoid processing time in closing and re-opening the current memory page. If

not, the page management policy applied may be to close the current memory page after the

memory access for the current stream transaction. As another non-limiting example, the

page management policy may be based on whether a next memory page for a current

stream transaction is not the current memory page accessed for the stream transaction (i.e.,

a page or row crossing). If not, the page management policy applied may be to close the

current memory page after the memory access for the current stream transaction. In

another non-limiting example, the page management policy may be based on whether there

are a plurality of memory access requests for stream transactions to a same memory bank in

memory. If so, the page management policy may be to leave open or close a memory page

for a current stream transaction depending on stream transaction attributes, including

without limitation, whether all stream transactions are deadlined, whether only one stream

transaction is deadlined, and/or whether the stream transactions are behind their deadlines.

[0007] In another embodiment, a method for accessing memory is provided. The method

comprises receiving a memory access request for a stream transaction at a memory

controller. The method also comprises performing a memory access to at least one memory

page in memory included in the stream transaction. The method also comprises

determining a page management policy for the at least one memory page based on

information related to the stream transaction. The method also comprises applying the page

management policy to the at least one memory page.



[0008] In another embodiment, a computer-readable medium is provided having stored

thereon computer-executable instructions to cause a memory controller to receive a

memory access request for a stream transaction. The computer-readable medium also has

stored thereon computer-executable instructions to cause the memory controller perform a

memory access to at least one memory page in memory included in the stream transaction.

The computer-readable medium also has stored thereon computer-executable instructions to

cause the memory controller to apply a page management policy to the at least one memory

page based on information related to the stream transaction.

BRIEF DESCRIPTION OF THE FIGURES

[0009] Figure 1 is a block diagram of an exemplary system that includes a bus

interconnect connecting a plurality of master devices to slave devices, one of which is a

memory system comprised of a memory controller configured to support stream

transactions and apply a page management policy(ies) to memory based on information

related to stream transactions;

[0010] Figure 2 is a block diagram of an exemplary stream transaction response from a

slave device to a master device in response to a memory access request for a stream

transaction by the master device to the slave device;

[0011] Figure 3 is a flowchart illustrating an exemplary process performed by the

memory controller of Figure 1 to process memory access requests and apply a page

management policy(ies) to memory based on information related to stream transactions;

[0012] Figures 4A and 4B are flowcharts illustrating an exemplary process of a memory

controller applying a page management policy based on information related to stream

transactions;

[0013] Figure 5 is a diagram of an exemplary memory access request queue for a

memory controller configured to support a master identification word, memory page

information, and a stream identifier block from a control block provided by a master device

requesting a bus transaction;

[0014] Figure 6 is a flowchart of an exemplary process of a memory controller applying a

page management policy to memory based on whether a current memory page being

accessed is the next memory page to be accessed by a pending stream transaction;



[0015] Figure 7 is a flowchart of an exemplary process of a memory controller applying a

page management policy to memory based on whether a next memory page to be accessed

for a current stream transaction is not the current memory page being accessed by the

current stream transaction;

[0016] Figure 8 is a flowchart of an exemplary process of a memory controller applying a

page management policy to memory based on whether two or more stream transactions

involving the same memory bank in memory are active; and

[0017] Figure 9 is a block diagram of an exemplary processor-based system that can

include the bus interconnect and memory system of Figure 1.

DETAILED DESCRIPTION

[0018] With reference now to the drawing figures, several exemplary embodiments of the

present disclosure are described. The word "exemplary" is used herein to mean "serving as

an example, instance, or illustration." Any embodiment described herein as "exemplary" is

not necessarily to be construed as preferred or advantageous over other embodiments.

[0019] Embodiments disclosed in the detailed description include memory controllers,

systems, methods, and computer-readable mediums for applying a page management

policy(ies) based on stream transaction information. In this regard in one embodiment, a

memory controller is provided. The memory controller comprises a controller configured

to receive memory access requests for stream transactions. A stream transaction is a

superset of burst access types to facilitate efficient bulk transfers of data. The memory

controller is also configured to receive memory access requests for non-stream transactions,

such as single burst and single beat access types. The memory controller is configured to

perform memory accesses to memory pages in memory specified by stream transactions.

The controller is further configured to apply a page management policy(ies) to the memory

based on information related to the stream transactions. As examples, stream transaction

information can provide information on address ranges in memory that will be accessed in

the future as well as the progress of pending stream transactions. In this manner, the page

management policy(ies) can be configured for efficiency when utilizing stream

transactions. The page management policy(ies) can also be provided that take into



consideration latency issues that can arise when the memory controller is handling multiple

memory access requests, including stream transactions, from different devices.

[0020] Figures 1 and 2 illustrate an exemplary system that includes a memory controller

for performing memory access requests, including memory access requests for stream

transactions. In this regard, Figure 1 illustrates an exemplary system 10 that includes a

memory controller for applying a page management policy(ies) to memory based on stream

transaction information. The system 10 includes a plurality of master devices 12

interconnected to slave devices 14 via a bus interconnect 16. The bus interconnect 16 is

configurable to allow one or more of the master devices 12 connected to the bus

interconnect 16 to communicate with any of the slave devices 14, which are also each

connected to the bus interconnect 16. An arbiter 20 is provided in the bus interconnect 16

in this embodiment to arbitrate multiple communication requests from the master devices

12 to the slave devices 14 since the slave devices 14 are shared resources to the master

devices 12. As an example, the bus interconnect 16 may be provided in a semiconductor

die 22 and may be provided in a system-on-a-chip (SOC) integrated circuit design, if

desired.

[0021] The master devices 12 and the slave devices 14 can be any type of electronic

device or subsystem desired, and thus may include without limitation a central processing

unit (CPU) 12(1), digital signal processor (DSP) 12(2), a field-programmable gate array

(FPGA) 12(3), direct memory access (DMA) controller 12(4), and a display processor

12(5) that controls information provided to a display 18, as illustrated in Figure 1. An

example of a slave device 14 is a memory system 24, which is illustrated in Figure 1. The

memory system 24 is connected to the bus interconnect 16 to allow any of the master

devices 12 to provide read and write memory access requests to memory 26 in the memory

system 24 and to receive read and write responses. In this regard, the memory system 24

includes a memory controller 28 that interfaces the bus interconnect 16 to the memory 26

and controls the flow of data to and from memory 26 in response to memory access

requests provided by master devices 12 through the bus interconnect 16 to the memory

system 24.

[0022] Memory access information provided in the form of a control block

(CTRL BLOCK), as will be discussed in more detail below, is provided to the memory



controller 28 to request a memory access transaction to memory 26. The memory

controller 28 includes a memory access request queue 29 to buffer memory access requests

from the master devices 12. A controller 3 1 may also be provided in the memory controller

28 to control operations by the memory controller 28 including receiving and performing

memory access requests, and determining and applying page management policies to

memory 26. The controller 3 1 may include circuits without the employment of software

instructions. The memory controller 28 may also include a processor(s) that executes

software instructions provided in a computer-readable medium 33 in the controller 3 1 or

otherwise accessible to the memory controller 28. The computer-readable medium 33 may

be comprised of registers and/or other memory as examples.

[0023] A memory bus 32 is provided to interface the memory 26 to the memory

controller 28 that includes chip selects CS(0)-CS(N), one for each memory unit 30(0)-

30( ) provided. Each memory unit 30(0)-30(N) may be a separate memory chip. The chip

selects CS(0)-CS(N) are selectively enabled by the memory controller 28 to enable the

memory units 30(0)-30(N) containing the desired memory location to be accessed. The

memory controller 28 enables one of the memory units 30(0)-30(N) at a time in this

example so that one of the memory units 30(0)-30(N) asserts data on a data bus (DATA) at

one time to avoid data collisions. The memory bus 32 also includes an address/control bus

(ADDR/CTRL) that allows the memory controller 28 to control the memory address

accessed in the memory units 30(0)-30(N) for either writing to or reading from memory 26.

The memory bus 32 also includes a clock signal (CLK) to synchronize timing between the

memory controller 32 and the memory units 30(0)-30(N) for memory accesses.

[0024] With continuing reference to Figure 1, each memory unit 30(0)-30(N) contains a

plurality of memory banks, referred to generally as element 34. Figure 1 illustrates the

memory banks 34 for one of the memory units 30(0). A memory bank is a logical unit of

memory. In the illustrated example of Figure 1, the memory banks 34 provide sixteen (16)

bits of information at one time on the DATA bus. In the illustrated example, each memory

unit 30(0)-30(N) contains four memory banks. Only the four memory banks (B0, Bl, B2,

and B3) are illustrated in Figure 1; however, any number of memory banks desired may be

provided in each memory unit 30(0)-30(N). Each memory bank (B0-B3) is organized into

a grid-like pattern, with "rows" and "columns." Each row is known as a memory page 36.



In order to access a memory location in memory 26, the memory controller 28 asserts a

chip select CS(0)-CS(N), and issues a memory page open command that activates a certain

memory page 36 as indicated by the address on the ADDR/CTRL bus. This command

typically takes a few clock cycles. After the desired memory page 36 is opened, a column

address 38, along with either a "read" or "write" command, is issued by the memory

controller 28 to access the data in the desired memory location. When an access is

requested to another memory page 36 in the memory banks 34, the memory controller 28

has to deactivate or close the currently activated memory page 36, which typically takes a

few clock cycles.

[0025] If sequential or a series of memory accesses are made to the same memory page

36 in a given one of the memory banks 34, clock cycles could be saved if the memory page

36 is left open after the access. In this manner, subsequent memory accesses to the same

memory page 36 would not require reopening the memory page 36. The amount of total

clock cycle savings depends on the number of sequential or series of memory accesses to

the same memory page 36. However, if memory accesses are often made to different

memory pages 36, keeping or leaving open a memory page 36 after an access can result in

clock cycle penalties. The amount of clock cycle penalty can depend on the number of

subsequent memory accesses to different memory pages 36. The amount of clock cycle

penalty can also depend on the specific timing parameters of memory 26 that govern how

long the memory controller 28 must wait in response to a memory access request.

[0026] In this embodiment, the memory units 30(0)-30(N) are dynamic memories. Each

memory unit 30(0)-30(N) is a sixteen (16)-bit double data rate (DDR) dynamic random

access memory (DRAM) chip, labeled DDRo and DDR . In this regard, the memory

controller 28 that controls accesses to the memory units 30(0)-30(N) may be a DDR

memory controller. The memory units 30(0)-30(N) may be any type of dynamic memory.

Examples include synchronous DRAM (SDRAM), double data rate (DDR) SDRAM,

DDR2 DRAM, DDR3 DRAM, mobile DDR (MDDR) DRAM, low power DDR (LPDDR)

DRAM and LPDDR2 DRAM. The memory units 30(0)-30(N) may be other types of

memory other than dynamic memory. The memory controller 28 may be any type of

memory controller compatible with the memory units 30(0)-30(N). Further, the memory

controller 28 or memory system 24 may be provided on a motherboard or other printed



circuit board (PCB) as a separate device, or may be integrated into the same semiconductor

die 22 that includes the bus interconnect 16, which may reduce latency. Further, the master

devices 12 may be integrated into the same semiconductor die 22 that includes the bus

interconnect 16 as well.

[0027] The master devices 12 in Figure 1 may provide single beat or burst transactions to

the bus interconnect 16 to be serviced by the memory system 24 connected to the bus

interconnect 16. The master devices 12 in Figure 1 may also provide stream transactions to

the bus interconnect 16 to be serviced by the memory system 24. Stream transactions may

be used to move large amounts of data efficiently. A stream transaction to the memory

system 24 may consist of a superset of bursts to provide for larger amounts of data to be

transferred as part of a single transaction request. An example of a stream transaction is

illustrated in Figure 2 . In this example in Figure 2, there are two hundred fifty-six (256)

bursts of data, where each burst is comprised of four (4) data beats. The slave device 14

provides a stream of data 40 comprised of a superset of burst data transactions 42 on the

bus interconnect 16 in response to a stream transaction previously requested by the master

device 12 to the slave device 14. For example, the master device 12 in this example may be

a DMA controller configured to receive and transfer large amounts of data from memory 26

to other devices coupled to the DMA controller.

[0028] Because stream transactions provide finite information about future memory

access and related data transfer traffic on the bus interconnect 16, it may be advantageous

in terms of clock cycle efficiencies to use information relating to the stream transactions to

determine the page management policy applied by the memory controller 28. For

example, if a currently accessed memory page for a stream transaction is the next memory

page to be accessed by another pending stream transaction, it may be more efficient to

apply a page management policy to leave open the current memory page after the memory

access. As another example, if a page (or row) crossing will occur next during the

processing of a stream transaction, it may be more efficient to apply a page management

policy to close the current memory page after the last access in the current memory page. If

a plurality of stream transactions are active with accesses to the same memory bank, it may

be efficient to apply a page management policy to leave open or close a memory page for a

current stream transaction depending on stream transaction attributes, including without



limitation, whether all stream transactions are deadlined, whether only one stream

transaction is deadlined, and/or whether the stream transactions are behind their deadlines.

[0029] In this regard, Figure 3 is a flowchart illustrating an overall exemplary process

performed by the memory controller 28 of Figure 1 to process memory access requests that

can include stream transactions. For stream transactions, the memory controller 28 is

configured to determine and apply a page management policy(ies) to memory based on

information related to the stream transactions. With reference to Figure 3, the memory

controller 28 pulls the next uncompleted memory access request from the memory access

request queue 29 (block 50). The memory controller 28 determines if the pulled memory

access request is for a stream transaction (block 52). If not, the memory controller 28 may

perform the memory access to memory 26 and apply a default page management policy that

is not based on stream transaction information (block 54). However, if the memory access

request is for a stream transaction (block 52), the memory controller 28 may determine if

the stream transaction is new or currently in-process (block 56). If not already in-process,

the memory controller 28 sets up and initiates the stream transaction (block 58).

Thereafter, the memory controller 28 performs the next memory access in the stream

transaction by accessing the memory page 36 in memory 26 containing the address of the

memory access request (block 60). The memory controller 28 then applies a page

management policy to the accessed memory page 36 based on information relating to the

stream transaction (block 60).

[0030] If the stream transaction being processed is completed (block 62), the memory

controller 28 pulls the next uncompleted memory access request from the memory access

request queue 29 (block 50) and the process repeats. If the stream transaction is not

completed (block 62), the memory controller 28 determines if the control of access to

memory 26 should be given to another memory access in the memory access request queue

29 (block 63). For example, the memory controller 28 may be configured to switch to a

next memory access request in the memory access request queue 29 before the current

memory access request is completed. Switching out memory access requests for stream

transactions before completion may be performed so that other memory access requests are

not starved by the memory controller 28. Also, as another example, a stream transaction

may be switched if other stream transactions in the memory access request queue 29 have a



more intensive deadline and/or higher priority than the current stream transaction being

processed.

[0031] If control is to be relinquished for the current stream transaction, the memory

controller 28 stores progress information on the current stream transaction in the memory

request access queue 29 so that the stream transaction can be continued at a later time

(block 64). The memory controller 28 then pulls the next uncompleted memory access

request from the memory access request queue 29 (block 50) and the process repeats. If

control is not to be relinquished for the current stream transaction being processed (block

63), the memory controller 28 performs the next memory access in the stream transaction

by accessing the memory page 36 in memory 26 containing the address of the memory

access request (block 60). The memory controller 28 then applies a page management

policy to the accessed memory page 36 based on information relating to the stream

transaction (block 60).

[0032] Figures 4A and 4B are flowcharts illustrating an exemplary process of a memory

controller applying a page management policy based on information related to stream

transactions. The process illustrated in Figures 4A and 4B may be performed by the

memory controller 28 in Figure 1 as part of block 60 in Figure 3, as an example. In this

regard, Figures 4A and 4B will be discussed with regard to the system 10 and memory

controller 28 in Figure 1. However, the process in Figures 4A and 4B can be employed in

any system desired where page management policies are provided and applied.

[0033] With reference to Figure 4A, the memory controller 28 determines the memory

bank 34 and memory page 36 to be accessed for a current memory access request (block 70

in Figure 4A). As previously discussed above, the memory access requests processed by

the memory controller 28 may be stored in the memory access request queue 29. The

memory controller 28 then consults internal registers, such as an internal register 66 in

Figure 5 for example, to determine if the memory page 36 to be accessed is already opened

(block 72 in Figure 4A). In the example in Figure 5, the internal registers 66 are provided

for each memory bank 34 in memory 26. The internal registers 66 contain a memory bank

register 68 to store the last accessed memory page (MEMORY PAGE) 36 for a given

memory bank 34 and whether the memory page 36 is currently open as indicated by a page

open register (PAGE OPEN) 69. If the memory page 36 to be accessed is not already



open (block 72 in Figure 4A), the memory controller 28 opens the memory page 36

corresponding to the memory access request (block 74 in Figure 4B). The memory

controller 28 thereafter accesses the memory location in the memory access request (block

76 in Figure 4B). If, in block 72 in Figure 4A, the memory page 36 to be accessed is

already open as determined by the page open register 69 in Figure 5, the memory controller

28 can directly access the memory location requested in the memory access request without

having to open the memory page 36 containing to the memory address (block 78 in Figure

4A).

[0034] After the memory location in the memory access is requested (either after block

78 in Figure 4A or block 76 in Figure 4B), the memory controller 28 then determines a

page management policy to be applied to the open memory page 36 for the memory access

request. Depending on the determined page management policy, the memory controller 28

may leave open the current memory page 36 or close the current memory page 36 after the

memory access. The memory controller 28 in this embodiment can determine the page

management policy based on information related to a stream transaction. In this regard, the

memory controller 28 determines if there are any active stream transactions in the memory

access request queue 29, including the current memory access request (block 80 in Figure

4A). If not, the memory controller 28 determines a default page management policy

irrespective of stream transactions (block 82 in Figure 4A), and either closes the memory

page 36 in the current memory access request (block 84 in Figure 4A) or leaves open the

memory page 36 in the current memory access request before the process ends (block 86 in

Figure 4A).

[0035] If there is an active stream transaction (block 80 in Figure 4A), the memory

controller 28 determines the page management policy for the memory page 36 currently

open after the memory access based on stream transaction information (block 88 in Figure

4A). As will be discussed in more detail below with regard to Figures 6-13, the page

management policy based on stream transaction information can be provided by a memory

controller in a variety of non-limiting manners. If the page management policy allows for

closing the memory page 36 in the current memory access request (block 88 in Figure 4A),

the memory controller 28 closes the currently open memory page 36 before the process



ends (block 86 in Figure 4A), otherwise the currently open memory page 36 is left open

before the process ends (block 86 in Figure 4A).

[0036] For a memory controller to support stream transaction requests, information

regarding the stream transaction is provided to the memory controller. The stream

transaction information provides information that, in essence, instructs the memory

controller how to perform the stream transaction. For example, with regard to Figure 1, the

memory controller 28 receives information related to stream transactions over the bus

interconnect 16 from master devices 12. As discussed herein, the memory controller 28

also uses this stream transaction information to determine a page management policy to be

applied to memory after memory accesses. In this regard, Figure 5 is a diagram of an

exemplary memory access request queue 29A that may be used as the memory access

request queue 29 in the memory controller 28 in Figure 1 configured to support the stream

transactions. The memory access request queue 29A may be provided in internal registers

or other memory internal or external to and accessible by the memory controller 28. The

memory access request queue 29A is comprised of a table configured to hold from zero (0)

to N number of memory access requests.

[0037] Figure 5 includes a diagram of an exemplary master identifier 92 that is provided

in the memory access request queue 29A to identify the master device 14(0-M) requesting a

bus transaction. In this example, the master identifier 92 is a 10-bit word. The upper two

bits (Fi, Fo) contain a fabric identifier 100 that allows for identification of four (4) distinct

fabrics involved in a particular memory access request. The middle four bits (M , M2, Mi,

Mo) are a master device identifier 102 that identifies the master device 12. Thus, sixteen

(16) unique master devices 12 are possible in this example. The two bits (Si, So) contain a

sub-master device identifier 104 that identifies the sub-master device coupled to the master

device 12 that is provided or applicable. Thus, four (4) unique sub-master devices are

possible in this example. The lower two bits (Ai, A0) contain an attribute identifier 106 that

can be used to allow a master device 12 and/or a sub-master device to provide any attribute

information desired. For example, the identification of a software process or thread could

be provided in the attribute identifier 106 to allow a master device 12 and/or a sub-master

device to identify the software process or thread responsible for a memory access request.

Any other information desired could be included in the attribute identifier 106.



[0038] Figure 5 also provides a diagram of an exemplary control block (CTRL BLOCK)

90 for a bus protocol supported by the bus interconnect 16 of Figure 1 that allows the

master devices 12 to provide stream transaction information to the memory controller 28

for performing stream transactions. The control block 90 contains control information that

allows the arbiter 20 and memory controller 28 to perform transaction requests from the

master devices 12. For example, the control block 90 includes a master identifier (M ID)

92 that contains an identifier associated with a requestor of a memory access request to the

arbiter 20. The arbiter 20 uses the master identifier 92 to determine which master device 12

is to receive responses received from a slave device 14, including the memory controller

28. The address to be addressed for the memory access request is provided in an address

(ADDRESS) field 94. Whether the memory access request is a read transaction or a write

transaction is provided in a read/write (R/W) field 96. A stream identifier block

(STREAM ID BLOCK) 98 is provided to provide stream transaction information for a bus

transaction, which is a memory access request in this example.

[0039] Figure 5 also includes a diagram of an exemplary stream identifier block that may

be used as the stream identifier block 98 in the control block 90 in Figure 5 and is provided

in the memory access request queue 29A. The stream identifier block 98 contains

exemplary information related to a stream transaction that provides information to allow a

memory controller, including the memory controller 28 in Figure 1, to perform a stream

transaction associated for the stream identifier block 98. The stream identifier block 98

also contains exemplary information related to a stream transaction that may be used by a

memory controller, including the memory controller 28 in Figure 1, to determine a page

management policy to be applied to memory after memory accesses. A master device 12

provides the information in the stream identifier block 98 when requesting a stream

transaction on the interconnect bus 16.

[0040] As illustrated in Figure 5, the stream block identifier 98 includes a stream

identifier field (STREAM ID) 108 that identifies the stream transaction. A number of

transfers field (NO TRANSFERS) 110 provides the number of burst transfers associated

with a stream transaction. The number of beats field (NO BEATS) 112 provides the

number of beats of data transfer to be performed for each burst transfer. The number of

bytes field 114 (NO BYTES) provides the number of bytes of data to be transferred during



each beat transfer. The number of bytes field 114 may be configurable or a fixed value

depending on the architecture of the bus interconnect 16 and the slave devices 14. If there

is a deadline associated with a stream transaction, deadline information can be stored in a

deadline field (DEADLINE) 116. For example, a master device 12 may request that a

particular stream transaction be completed within a certain timing, which could be in terms

of clock cycles, beats, or other relative or absolute timing. A priority field (PRIORITY)

118 is also provided to allow a priority to be associated with a stream transaction. The

priority field 118 may be configured to be supplied and/or altered by the master device 12,

the arbiter 20, or the slave device 14 depending on design. Any of this stream information

may be used by the memory controller 28 to determine a page management policy.

[0041] The memory controller 28 in Figure 1 receives the memory access requests that

include the control block 90 in Figure 5 in this example from the arbiter 20, and stores the

memory access requests in the memory access request queue 29A. A queue number field

(QUEUE_NO) 120 is used to index the memory access requests stored in the memory

access request queue 29A. Each memory access request entry in the memory access

request queue 29A in this example includes the master identifier field 92 to identify the

master device 12 that originated the memory access requests. The memory access request

entries also include a chip select field (CS) 122, a memory bank field (MEMORY BANK)

124, and a memory page field (MEMORY PAGE) 126 determined by the memory

controller 28 based on the address in the address field 94 in the received control block 90.

The stream identifier block 98 is also provided for each memory access request entry to

store stream transaction information if the memory access request is a stream transaction.

A number of transfers remaining field (NO_ACCESSES_REMAIN) 128 is also provided to

allow the memory controller 28 to store the progress of memory access requests for a

stream transaction as the stream transaction is performed by the memory controller 28.

[0042] Different criterion or criteria can be used by a memory controller, including the

memory controller 28 of Figure 1, to determine a page management policy based on

information related to a stream transaction. This disclosure is not limited to any particular

criteria or criterion. Figure 6 is a flowchart of one exemplary criterion and process 88A of

applying a page management policy based on whether a current memory page being

accessed is the next memory page to be accessed by a pending stream transaction. The



process may be performed as part of block 88 in Figure 4A. As illustrated in Figure 6, after

a memory access by the memory controller 28, the memory controller 28 determines if the

current memory page 36 accessed is the next memory page to be accessed by a stream

transaction pending in the memory request access queue 29A (block 130). The pending

stream transaction can be a subsequent portion of the current stream transaction being

processed or another stream transaction in the memory request access queue 29A. If not,

the memory controller 28 can apply a default page management policy after the memory

access (block 132), which may be to either close the current memory page 36 after access

or to leave open the current memory page 36 after access.

[0043] With continuing reference to Figure 6, if the memory controller 28 determines that

the current memory page 36 accessed is the next memory page to be accessed by a stream

transaction pending in the memory request access queue 29A (block 130), it may be

desirable to leave open the current memory page 36. In this scenario, it is known that at

least one stream transaction will be requesting memory access to the current memory page

36 open. In this instance, the memory controller 28 may leave the current memory page 36

open (block 134). Alternatively, the memory controller 28 may leave the current memory

page 36 open if only the pending stream transaction is behind its deadline (block 136), as

provided in the deadline field 116 in the stream identifier block 98 in the memory access

request queue 29A (Figure 5); otherwise, the memory controller 28 could close the current

memory page 36. Thereafter, the current memory access request ends (block 138).

[0044] Figure 7 is a flowchart of another exemplary criterion and process 88B of a

memory controller applying a page management policy. In this example, a memory

controller applies a page management policy based on whether a next memory page to be

accessed by a current stream transaction is not the current memory page being accessed by

the current stream transaction. This means that a "page crossing" or "row crossing" will

occur in the current memory page 36, and thus it may be advantageous to close the current

memory page 36 after access prior to the next memory page access. This process may be

performed as part of block 88 in Figure 4A. As illustrated in Figure 7, after a memory

access by the memory controller 28, the memory controller 28 determines if the next

memory page to be accessed by a current stream transaction being processed is not the

current memory page 36 (block 140). If so, the default page management policy can be



applied by the memory controller 28 (block 142), which may be to close the current

memory page 36 after access. If not, this means a "row crossing" will not occur for the

next memory access for the stream transaction. In this instance, the memory controller 28

may leave the current memory page 36 open after access (block 144) before the current

memory access request ends (block 146).

[0045] Figure 8 is a flowchart of another exemplary criterion and process 88C of a

memory controller applying a page management policy. In this example, a memory

controller applies a page management policy based on whether two or more stream

transactions involving the same memory bank in memory are active, and if so, then based

on further criterion or criteria. This process may be performed as part of block 88 in Figure

4A. As illustrated in Figure 8, after a memory access by the memory controller 28, the

memory controller 28 determines if there are two or more pending stream transactions

present to the same memory bank (block 150). If not, the memory controller 28 can apply

the default page management policy (block 151).

[0046] If there are two or more pending stream transactions present to the same memory

bank (block 150), the memory controller 28 can determine if only one or more than one of

the pending stream transactions are deadlined (block 152). A deadlined stream transaction

is a stream transaction where there is a temporal deadline requirement to complete the

stream transaction. For example, if a stream transaction consists of 'N' number of sub-

transfers of 'X' number of beats, the deadline associated with the stream transaction may be

the time to complete each one of the sub-transfers. Alternatively, the deadline associated

with the stream transaction may be the time to complete all sub-transfers. Further still,

deadlines may be associated with both sub-transfers and the complete transfer. As one

example, a deadline for a stream transaction may be provided in terms of clock cycles, such

as, for example, if all entities involved in the transfer of the stream transaction have a

common clock source where the deadline can be determined in terms of a common time

value. As another example, a deadline for a stream transaction may be provided in terms of

absolute time that is calculated by entity(ies) involved in the transfer of the stream

transaction.

[0047] If only one stream transaction among the pending stream transactions is

deadlined, the deadlined stream transaction can be given priority by leaving open memory



pages for the deadlined stream transaction after accesses to provide reduced memory access

times for the deadlined stream transactions. In this regard, if the memory controller 28 is

currently processing the deadlined stream transaction (block 154), the memory controller

28 can leave the current memory page 36 open for the stream transaction being processed

(block 156) before ending the current memory access request (block 158). If the memory

controller 28 is not currently processing the deadlined stream transaction (block 154), the

memory controller 28 can apply the default page management policy, if desired, for the

current memory access request (block 160).

[0048] If, in block 152, more than one pending stream transaction is deadlined, the

memory controller 28 determines if one or more than one of the deadlined pending stream

transactions are behind their deadlines (block 162). If only one pending stream transaction

is deadlined, and if the memory controller 28 is currently processing this deadlined stream

transaction (block 164), the memory controller 28 leaves the current memory page 36 open

(block 156). If the memory controller 28 is not currently processing the stream transaction

behind its deadline (block 164), the memory controller 28 may apply the default page

management policy (block 160).

[0049] If, however, more than one pending stream transaction is deadlined (block 162),

the memory controller 28 determines if the current stream transaction being processed has a

higher priority than the other pending stream transactions not currently being processed

(block 166). The priority field 118 in the stream identifier block 98 in Figure 5 may be

consulted in this regard for the current stream transaction and the other pending stream

transactions. If the current stream transaction being processed has a higher priority than the

other pending stream transactions not currently being processed (block 166), the memory

controller 28 can leave the current memory page 36 open (block 156); otherwise, the

memory controller 28 can apply a default page management policy (block 160).

[0050] If there is no priority field 118 provided for the current stream transaction, or if

there is a priority field 118 provided and two or more competing deadlined stream

transactions have the same priority in the priority field 118, the priority determination could

be made in other manners. For example, the priority determination could be determined by

an encoded value (e.g., a percentage of completion, clock cycles behind, or time behind)

that indicates how far behind or ahead each stream transaction is at a given point in time



when the page management policy decision must be made by the memory controller 28. If

all competing deadlined stream transactions are behind, the encoded value could indicate

how far each stream transaction is behind, which could be used to determine which

memory pages are left open in a page management policy.

[0051] Note that the page management policy examples herein, including in Figures 10-

12, may be provided singly or any in combinations together as desired. Also, any or all of

the page management policies disclosed herein may be carried out by the memory

controller 28 by circuits, which may or may not include a controller 3 1 that executes

software instructions in a computer-readable medium 33, as illustrated in Figure 1. Other

page management policy criteria can be used by the memory controller 28 to apply a page

management policy.

[0052] The memory controllers, systems, methods, and computer-readable mediums for

applying a page management policy(ies) according to embodiments disclosed herein may

be provided in or integrated into any processor-based device for controlling access to

memory. Examples, without limitation, include a set top box, an entertainment unit, a

navigation device, a communications device, a fixed location data unit, a mobile location

data unit, a mobile phone, a cellular phone, a computer, a portable computer, a desktop

computer, a personal digital assistant (PDA), a monitor, a computer monitor, a television, a

tuner, a radio, a satellite radio, a music player, a digital music player, a portable music

player, a digital video player, a video player, a digital video disc (DVD) player, and a

portable digital video player.

[0053] In this regard, Figure 9 illustrates an example of a processor-based system 170

that can employ components of the system 10 illustrated in Figure 1. In this example, the

processor-based system 170 includes one or more central processing units (CPUs) 172 each

including one or more processors 174. The CPU(s) 172 may be a master device. The

CPU(s) 172 may have cache memory 176 coupled to the processor(s) 174 for rapid access

to temporarily stored data. The CPU(s) 172 is coupled to a system bus 180, which

intercouples other devices included in the processor-based system 170. The system bus 180

may be a bus interconnect like the bus interconnect 16 of Figure 1. As is well known, the

CPU(s) 172 communicates with these other devices by exchanging address, control, and

data information over the system bus 180. For example, the CPU(s) 172 can communicate



memory access requests to external memory via communications to the memory controller

28 as a slave device. Although not illustrated in Figure 9, multiple system buses 180 could

be provided, wherein each system bus 180 constitutes a different fabric.

[0054] Other master and slave devices can be connected to the system bus 180. As

illustrated in Figure 9, these devices can include the memory system 24, one or more input

devices 184, one or more output devices 186, one or more network interface devices 188,

and one or more display controllers 190, as examples. The input device(s) 184 can include

any type of input device, including but not limited to input keys, switches, voice processors,

etc. The output device(s) 186 can include any type of output device, including but not

limited to audio, video, other visual indicators, etc. The network interface device(s) 188

can be any devices configured to allow exchange of data to and from a network 192. The

network 192 can be any type of network, including but not limited to a wired or wireless

network, private or public network, a local area network (LAN), a wide local area network

(WLAN), and the Internet. The network interface device(s) 188 can be configured to

support any type of communication protocol desired. The memory system 24 can include a

memory controller 28 coupled to a memory 26. The memory 26 may include one or more

memory units 30(0)-30(N) like provided in the memory system 10 of Figure 1. The arbiter

20 may be provided between the system bus 180 and memory units 30(0)-30(N) like

provided in the memory system 24 of Figure 1 to control access to the memory units 30(0)-

30(N).

[0055] The CPU 172 may also be configured to access the display controller(s) 190 over

the system bus 180 to control information sent to one or more displays 194. The display

controller(s) 190 sends information to the display(s) 194 to be displayed via one or more

video processors 196, which process the information to be displayed into a format suitable

for the display(s) 194. The display(s) 194 can include any type of display, including but

not limited to a cathode ray tube (CRT), a liquid crystal display (LCD), a plasma display,

etc.

[0056] The CPU(s) 172 and the display controller(s) 190 may act as master devices to

make memory access requests to the arbiter 20 over the system bus 180. Different threads

within the CPU(s) 172 and the display controller(s) 190 may make requests to the arbiter

20. The CPU(s) 172 and the display controller(s) 190 may provide the master identifier 92



to the arbiter 20 as previously described to determine request a memory access to the

memory system 24.

[0057] Those of skill in the art would further appreciate that the various illustrative

logical blocks, modules, circuits, and algorithms described in connection with the

embodiments disclosed herein may be implemented as electronic hardware, instructions

stored in memory or in another computer-readable medium and executed by a processor or

other processing device, or combinations of both. The memory controllers, arbiter, master

devices, and sub-master devices described herein may be employed in any circuit, hardware

component, integrated circuit (IC), or IC chip, as examples. The memory may be any type

and size of memory and may be configured to store any type of information desired. To

clearly illustrate this interchangeability, various illustrative components, blocks, modules,

circuits, and steps have been described above generally in terms of their functionality. How

such functionality is implemented depends upon the particular application, design choices,

and/or design constraints imposed on the overall system. Skilled artisans may implement

the described functionality in varying ways for each particular application, but such

implementation decisions should not be interpreted as causing a departure from the scope

of the present invention.

[0058] The various illustrative logical blocks, modules, and circuits described in

connection with the embodiments disclosed herein may be implemented or performed with

a processor, a DSP, an Application Specific Integrated Circuit (ASIC), a FPGA or other

programmable logic device, discrete gate or transistor logic, discrete hardware components,

or any combination thereof designed to perform the functions described herein. For

example, the bus interconnect may be provided by a field programmable gate array

(FPGA), an asynchronous synchronous integrated circuit (ASIC), a controller, micro

controller or microprocessor that may execute software instructions, or any combinations

thereof. A processor may be a microprocessor, but in the alternative, the processor may be

any conventional processor, controller, microcontroller, or state machine. A processor may

also be implemented as a combination of computing devices, e.g., a combination of a DSP

and a microprocessor, a plurality of microprocessors, one or more microprocessors in

conjunction with a DSP core, or any other such configuration.



[0059] The embodiments disclosed herein may be embodied in hardware and in

instructions that are stored in hardware, and may reside, for example, in Random Access

Memory (RAM), flash memory, Read Only Memory (ROM), Electrically Programmable

ROM (EPROM), Electrically Erasable Programmable ROM (EEPROM), registers, hard

disk, a removable disk, a CD-ROM, or any other form of computer readable medium

known in the art. An exemplary storage medium is coupled to the processor such that the

processor can read information from, and write information to, the storage medium. In the

alternative, the storage medium may be integral to the processor. The processor and the

storage medium may reside in an ASIC. The ASIC may reside in a remote station. In the

alternative, the processor and the storage medium may reside as discrete components in a

remote station, base station, or server.

[0060] It is also noted that the operational steps described in any of the exemplary

embodiments herein are described to provide examples and discussion. The operations

described may be performed in numerous different sequences other than the illustrated

sequences. Furthermore, operations described in a single operational step may actually be

performed in a number of different steps. Additionally, one or more operational steps

discussed in the exemplary embodiments may be combined. It is to be understood that the

operational steps illustrated in the flow chart diagrams may be subject to numerous

different modifications as will be readily apparent to one of skill in the art. Those of skill

in the art would also understand that information and signals may be represented using any

of a variety of different technologies and techniques. For example, data, instructions,

commands, information, signals, bits, symbols, and chips that may be referenced

throughout the above description may be represented by voltages, currents, electromagnetic

waves, magnetic fields or particles, optical fields or particles, or any combination thereof.

[0061] The previous description of the disclosure is provided to enable any person skilled

in the art to make or use the disclosure. Various modifications to the disclosure will be

readily apparent to those skilled in the art, and the generic principles defined herein may be

applied to other variations without departing from the spirit or scope of the disclosure.

Thus, the disclosure is not intended to be limited to the examples and designs described

herein, but is to be accorded the widest scope consistent with the principles and novel

features disclosed herein.



[0062] What is claimed is:

1. A memory controller, comprising:

a controller configured to receive a memory access request for a stream transaction

and perform a memory access to at least one memory page in memory

included in the stream transaction;

wherein the controller is configured to apply a page management policy to the at

least one memory page based on information related to the stream

transaction.

2 . The memory controller of claim 1, wherein the information related to the stream

transaction is information selected from the group consisting of a master identifier, a stream

identifier, a priority associated with the stream transaction, and a deadline associated with

the stream transaction.

3. The memory controller of claim 1, wherein the page management policy is based on

whether a current memory page for the stream transaction is a next memory page to the

current memory page in the memory to be accessed by a pending stream transaction.

4 . The memory controller of claim 3, wherein the page management policy is leave

open memory page if a pending memory access request for the pending stream transaction

is behind a deadline.

5. The memory controller of claim 4, wherein the pending memory access request for

the stream transaction is selected from the group consisting of the memory access request

for the stream transaction, and another memory access request for another stream

transaction.



6. The memory controller of claim 1, wherein the page management policy is based on

whether a next memory page for the memory access request is not a current memory page

for the memory access request.

7. The memory controller of claim 1, wherein the page management policy is based on

whether there are a plurality of memory access requests for a plurality of stream

transactions to a same memory bank in the memory.

8. The memory controller of claim 7, wherein the page management policy is based on

whether at least one of the plurality of the memory access requests for stream transactions

is deadlined, and at least one of the plurality of the memory access requests for stream

transactions is not deadlined.

9. The memory controller of claim 8, wherein the page management policy is close

memory page for the at least one of the plurality of the memory access requests for stream

transactions that is not deadlined.

10. The memory controller of claim 8, wherein the page management policy is leave

open memory page for the at least one of the plurality of the memory access requests for

stream transactions that is deadlined.

11. The memory controller of claim 7, wherein the page management policy is based on

whether two or more of the plurality of memory access requests for stream transactions are

deadlined.

12. The memory controller of claim 11, wherein the page management policy is leave

open memory page for the memory access request for the stream transaction among the

plurality of the memory access requests for stream transactions not making its deadline.



13. The memory controller of claim 11, wherein the page management policy is further

based on priorities of the two or more of the plurality of memory access requests for stream

transactions not making their deadlines.

14. The memory controller of claim 11, wherein the page management policy is further

based on master identifiers of the two or more of the plurality of memory access requests

for stream transactions not making their deadlines.

15. The memory controller of claim 11, wherein the page management policy is further

based on at least one of the two or more of the plurality of memory access requests for

stream transactions does not have a priority.

16. The memory controller of claim 1 integrated into a semiconductor die.

17. The memory controller of claim 1, further comprising a device selected from the

group consisting of a set top box, an entertainment unit, a navigation device, a

communications device, a fixed location data unit, a mobile location data unit, a mobile

phone, a cellular phone, a computer, a portable computer, a desktop computer, a personal

digital assistant (PDA), a monitor, a computer monitor, a television, a tuner, a radio, a

satellite radio, a music player, a digital music player, a portable music player, a digital

video player, a video player, a digital video disc (DVD) player, and a portable digital video

player, into which the memory controller is integrated.

18. A method for accessing memory, comprising:

receiving a memory access request for a stream transaction at a memory controller;

performing a memory access to at least one memory page in memory referenced by

the stream transaction;

determining a page management policy for the at least one memory page based on

information related to the stream transaction; and

applying the page management policy to the at least one memory page.



19. The method of claim 18, wherein determining the page management policy for the

at least one memory page is based on whether a current memory page for the stream

transaction is a next memory page to the current memory page in the memory to be

accessed by a pending stream transaction.

20. The method of claim 18, wherein the page management policy is leave open

memory page if a pending memory access request for a stream transaction is behind a

deadline.

21. The method of claim 18, wherein determining the page management policy for the

at least one memory page is based on whether a next memory page for the memory access

request is not a current memory page for the memory access request.

22. The method of claim 18, wherein determining the page management policy for the

at least one memory page is based on whether there are a plurality of memory access

requests for stream transactions to a same memory bank in the memory.

23. The memory controller of claim 22, wherein determining the page management

policy for the at least one memory page is based on whether at least one of the plurality of

the memory access requests for stream transactions is deadlined, and at least one of the

plurality of the memory access requests for stream transactions is not deadlined.

24. The method of claim 23, wherein the page management policy is close memory

page for the at least one of the plurality of the memory access requests for stream

transactions that is not deadlined.

25. The method of claim 23, wherein the page management policy is leave open

memory page for the at least one of the plurality of the memory access requests for stream

transactions that is deadlined.



26. The method of claim 22, wherein determining the page management policy for the

at least one memory page is based on whether two or more of the plurality of memory

access requests for stream transactions are deadlined.

27. The method of claim 22, wherein determining the page management policy for the

at least one memory page is based on where at least one of the two or more of the plurality

of memory access requests for stream transactions does not have a priority.

28. A computer-readable medium having stored thereon computer executable

instructions to cause a memory controller to receive a memory access request for a stream

transaction and perform a memory access to at least one memory page in memory included

in the stream transaction, and apply a page management policy to the at least one memory

page based on information related to the stream transaction.

29. The computer-readable medium of claim 28, further comprising computer

executable instructions to cause the memory controller to apply the page management

policy based on whether a current memory page for the stream transaction is a next

memory page to the current memory page in the memory to be accessed by a pending

stream transaction.

30. The computer-readable medium of claim 28, further comprising computer

executable instructions to cause the memory controller to apply the page management

policy based on whether a next memory page for the memory access request is not a current

memory page for the memory access request.

31. The computer-readable medium of claim 28, further comprising computer

executable instructions to cause the memory controller to apply the page management

policy based on whether there are a plurality of memory access requests for stream

transactions to a same memory bank in the memory.
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