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STATICALLY SPECULATIVE COMPLATION 
AND EXECUTION 

FIELD OF THE INVENTION 

0001. This invention relates to power and energy con 
Sumption in computer systems. 

BACKGROUND OF THE INVENTION 

0002 Power/energy consumption has increased signifi 
cantly with every chip generation. With the reduced transistor 
sizes in modern processors, the per area power density is 
approaching that of a nuclear reactor. Consequently, power 
reduction has become a design goal, with power saving fea 
tures widely recognized as representing the next phase in the 
advancement of microprocessors. Portability and reliability 
requirements of emerging applications further underline this 
trend. 
0003 Major processor vendors realize that they must 
compete in terms of the power consumption of their chips as 
well as chip speed. Typical approaches to reduce power con 
Sumption (e.g., by reducing Supply Voltage and/or clock rate) 
negatively impact performance. Other approaches do not 
scale between design generations (e.g., as clock rates 
increase, due to changed critical paths, the value of many 
circuit or microarchitecture based energy reduction 
approaches is reduced). 
0004. The challenge is to reduce the energy consumed in 
processors without sacrificing performance, and with solu 
tions that scale between processor generations. With 
increased Internet usage and growing desire for wireless com 
munications, the processor market is being driven to produce 
Smaller and more powerful chips that do not drain significant 
amounts of power. 

SUMMARY OF THE INVENTION 

0005. The aforementioned problems are addressed by the 
present invention. The concepts introduced are broad and 
present chip-wide energy reduction optimization opportuni 
ties. The particular embodiments described provide applica 
tion adaptive and Scalable solutions to energy-reduction in 
memory systems. 
0006 A wide-range of compiler and microarchitectural 
techniques are presented, that improve the energy efficiency 
of processors significantly, without affecting performance (in 
many cases performance can be improved). The scope of the 
invention includes, but is not limited to, both embedded as 
well as general-purpose processor designs. 
0007. In the methods described, energy consumption is 
reduced by (1) extracting and exposing static information to 
control processor resources at runtime, (2) exploiting specu 
lative static information in addition to predictable static infor 
mation, and (3) adding compiler managed static and static 
dynamic execution paths (i.e., architectural components), 
that can also be integrated into conventional mechanisms and 
that leverage this static information. 
0008 Speculative compiler analysis, as an underlying 
compilation approach, reduces the complexity of otherwise 
highly Sophisticated analysis techniques (e.g., flow-sensitive 
and context-sensitive alias analysis), and expands their scope 
to large and complex applications. 
0009. The methods presented are based on a combined 
compiler-microarchitecture approach, and, more specifically, 
statically speculative compilation and execution, and provide 
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a unified and Scalable framework to reduce energy consump 
tion adaptively, with minimal or no performance impact, or 
performance improvement for many important applications 
(e.g., image compression and Video processing). 
0010. The invention can be used to save energy on any type 
of device that includes a processor. For example, the inven 
tion can be used to save energy on personal computers, 
devices containing embedded controllers, and hand-held 
devices, such as PalmPilots and cellular telephones. 
0011. In general, in one aspect, the invention is a method, 
for use with a compiler architecture framework, which 
includes performing a statically speculative compilation pro 
cess to extract and use speculative static information, encod 
ing the speculative static information in an instruction set 
architecture of a processor, and executing a compiled com 
puter program using the speculative static information. 
Executing Supports static speculation driven mechanisms and 
controls. This aspect may include one or more of the follow 
ing features. 
0012 Executing may include controlling at least some 
processor resources using the speculative static information 
encoded in the instruction set architecture. Executing may 
include operating processor-related mechanisms using the 
speculative static information encoded in the instruction set 
architecture. Executing may include static, static-dynamic, 
and dynamic execution paths. The speculative static informa 
tion may include information about one or more of processor 
resource demands and information that contributes to deter 
mining processor resource demands. 
0013 The instruction set architecture may include at least 
one of modified and additional instructions to propagate 
information through code and to store the information. The 
compilation process may expose speculative static informa 
tion to run time layers, and the microarchitecture which per 
forms the executing may provide a mechanism to recover in 
case of static misprediction. The compilation process may 
extract the speculative static information and performs com 
pilation using the speculative static information to reduce 
power consumption in the processor. The speculative static 
information may include predictable static information and 
additional static information that is speculated based on the 
predictable static information. 
0014 Executing may be performed by microarchitecture 
that contains an extension. The extension may support cor 
rectness of execution for performing the statically speculative 
compilation process. The extension is comprised of hardware 
and/or software. 
0015 The compilation process may perform static specu 
lation. The static speculation determines information about 
execution of the computer program. The static speculation 
may be controlled on an application-specific and adaptive 
basis and may be managed with compile-time flags. The 
compilation process may determine processor performance 
and energy tradeoffs during compile-time and may use the 
tradeoffs during execution. The compilation process may per 
form design objective customization without changing the 
microarchitecture. 

0016. More information about processor resource usage is 
exposed with speculative static compilation than with pre 
dictable static information. The microarchitecture may per 
form the executing using the speculative static information 
and dynamic information during execution. 



US 2009/0300590 A1 

0017. This aspect may be used in a silicon-based electron 
ics system, a nano-electronics based electronic system, or any 
other appropriate system. 
0018. In general, in another aspect, the invention is 
directed to a processor framework that includes a compiler 
which compiles a computer program, the compiler extracting 
speculative static information about the computer program 
during compilation, and a tagless cache architecture that is 
accessed based on the extracted speculative static informa 
tion. This aspect may include one or more of the following. 
0019. The speculative static information may be used to 
register promote cache pointer information. The speculative 
static information may be used to select cache pointers at run 
time. The processor framework may also include at least one 
of a scratchpad-memory based cache mechanism and an asso 
ciative cache. 
0020. The compiler may select which of plural cache 
accesses are mapped to which cache mechanisms based on 
the speculative static information. Frequently used data with 
a low memory footprint may be mapped to the Scratchpad 
memory based cache mechanism. Associativity and block 
size in the tagless cache may be logical and programmable. 
The compiler may determine block sizes and associativity of 
a cache based on an analysis of the computer program. 
0021. The processor framework may include a memory 
area for storing a cache pointer. The processor framework 
may include a Cache TLB (Translation Look-ahead Buffer) 
for capturing statically mispredicted cache pointers and other 
types of cache pointers. The Cache TLB may include eight 
entries. The processor framework may include a microarchi 
tecture for use in accessing the tagless cache. The microar 
chitecture may access the tagless cache using at least one of 
static, static-dynamic, and dynamic cache access paths. 
0022. Unless otherwise defined, all technical and scien 

tific terms used herein have the same meaning as commonly 
understood by one of ordinary skill in the art to which this 
invention belongs. Although methods and materials similar or 
equivalent to those described herein can be used in the prac 
tice or testing of the present invention, Suitable methods and 
materials are described below. In addition, the materials, 
methods, and examples are illustrative only and not intended 
to be limiting. 
0023 This brief summary has been provided so that the 
nature of the invention may be understood quickly. A more 
complete understanding of the invention can be obtained by 
reference to the following detailed description of the pre 
ferred embodiment thereof in connection with the attached 
drawings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0024 FIG. 1 is a block diagram showing a Tag-less (tag 
less) Cache architecture, which is an example implementa 
tion of the microarchitecture described in the first embodi 
ment. 

0025 FIG. 2 is a block diagram of cache organizations 
with address translation moved towards lower levels in the 
memory hierarchy, STLB is the translation buffer between L1 
and L2 caches, and MTLB is the translation buffer added 
between L2 cache and main memory. 
0026 FIG. 3 is a block diagram of a baseline memory 
system, where all accesses require address translation, multi 
way cache access, and tag-checks. 
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0027 FIG. 4 is a block diagram showing an example of 
implementation of the microarchitecture in the 2" embodi 
ment. 

0028 FIG. 5 is a flow diagram of an embodiment of the 
compilation process. 
0029 FIG. 6 is a diagram for alternative pointer represen 
tations: (a) program-point representation, (b) through global 
information. 
0030 FIG. 7 is a diagram representing CFG and PTG 
graphs derived for a simple C program. 
0031 FIG. 8 is a diagram representing a simple loop 
based example analyzed with traditional flow-sensitive AA 
(top) and the SAA method (bottom), that shows that SAA 
achieves higher precision by removing all weak point-to rela 
tions after each merging-step, where the weak point-to rela 
tions are shown with dotted arrows. 
0032 FIG. 9 is a diagram showing the accuracy of static 
speculation for one set of parameters suing the industry stan 
dard CPU2000 and Mediabench benchmarks. 
0033 FIG. 10 is a diagram showing chip-wide energy 
reduction due to reduction in memory consumption obtained 
with the microarchitecture in the second embodiment as com 
pared to an Alpha 21264 processor. 
0034 FIG. 11 is a list of programs evaluated with the 
embodiments described herein. 

DETAILED DESCRIPTION 

0035. The problem of energy reduction without perfor 
mance impact is addressed by the present invention. Power 
and energy consumption are reduced by methods incorpo 
rated at compile-time and at runtime, in both hardware and 
software layers. The methods include compiler level, instruc 
tion set architecture (ISA), and micro-architectural compo 
nents/techniques. 
0036. A compiler is software (i.e., machine executable 
instructions stored in a memory system) that translates appli 
cations from high-level programming languages (e.g., C. 
C++, Java) into machine specific sequences of instructions. 
The ISA is a set of rules that defines the encoding of opera 
tions into machine specific instructions. A program is a col 
lection of machine level instructions that are executed to 
perform the desired functionality. Micro-architectural (or 
architectural) components refer to hardware and/or software 
techniques that are used during execution of the program. The 
actual machine can be a microprocessor or any other device 
that is capable of executing instructions that conform to the 
encoding defined in the ISA. A memory area can be any area 
that can store bits, e.g., registers, cache, and some type Ran 
dom. Access Memory (RAM). 
0037 Compile-time refers to the time during which the 
program is translated from a high level programming lan 
guage into a machine specific stream of instructions, and it is 
not part of the execution or runtime. Runtime is the time it 
takes to execute the translated machine instructions on the 
machine. Machine energy in the targeted apparatus is only 
consumed during runtime. Compilation is typically done on a 
different host machine. 
0038 Information in the context of this invention refers to 
either information collected during compilation or during 
execution. Information collected during compilation is called 
static or compile time information. Information collected dur 
ing runtime is called runtime or dynamic information. Pro 
gram analysis refers to the process during compile time that 
analyzes the program and extracts static information. Pro 
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gram transformation/optimization is the process during com 
pile time that modifies the program typically to achieve Some 
objective such as improve performance. 
0039 Static information is defined to be predictable if it 
can be shown during compilation that the information is true 
for any possible input set applied to the program, or for any 
possible execution of the program on the machine in question. 
Static information is defined to be speculative if the informa 
tion extracted during compile time is not shown or cannot be 
shown to be true for all possible execution instances. As such, 
the available (i.e., extractable) speculative static information 
is a superset of the available predictable static information in 
a program. 
0040. An energy optimization is called dynamic if it uses 
dynamic information. It is called Static if it uses static infor 
mation. 
0041. The methods described herein address opportunities 
that appear at the boundary between compile-time and runt 
ime layers in computer systems, in addition to techniques that 
can be isolated to be part of either compile-time or runtime 
components. The methods combine architecture and com 
piler techniques into a compiler-enabled, tightly integrated, 
compiler-architecture based system design. The approach is 
called compiler-enabled if the execution of specific instruc 
tions is managed to some extent by static information. 
0042. This has the benefit of that in addition to dynamic 
techniques, static and static-dynamic energy reduction opti 
mizations can be enabled. Additionally, the information 
exposed to runtime layers can be made available much earlier 
in the processor execution (pipeline), enabling energy reduc 
tion without negatively impacting execution latencies. 
0043. In general, there are two main ways the methods 
presented herein achieve energy reduction, without signifi 
cantly affecting performance (for several applications studied 
performance has been improved): (1) redundancies in 
instruction executions are either eliminated or reduced, and 
(2) execution paths are simplified based on modified and/or 
new micro-architectural components. In both (1) and (2) the 
methods are leveraging various type of Static information 
and/or dynamic information about resources used and/or 
resources (likely) needed, and/or information that can be used 
to estimate the resources likely to be used. 
0044) The methods leverage static program information in 
Smart ways, and expose static resource utilization informa 
tion for a particular application, to runtime layers. The appa 
ratus extracts and leverages this information in a speculative 
manner, in both compiler and architecture components, i.e., 
in the new methods a Superset of the predictable program 
information can be used. 
0045. The methods implement compiler analysis and 
micro-architectural techniques that enable the extraction and 
utilization of speculative static information without affecting 
correctness of execution. The methods also enable various 
degrees of static speculation (i.e., the extent to which infor 
mation extracted is expected to be true during execution), to 
control the accuracy of static speculation. 
0046 Static speculation can be controlled on an applica 
tion specific/adaptive basis and managed with compile-time 
flags. This provides unique post-fabrication (compile-time) 
customization of design objectives, as the type of information 
extracted and leveraged can be used to control tradeoffs 
between various design objectives such as power, perfor 
mance, and predictability, without requiring changes in the 
architecture. 
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0047. Additionally, the static speculation based approach 
is or can be combined with dynamic techniques, in a solution 
that leverages both statically predictable, statically specula 
tive, and dynamic information. 
0048 Rather than extracting only predictable information, 
that would require a conservative compilation approach, the 
new methods extract speculative static information. Such 
information, that is likely to be true for the typical execution 
instance, provides a larger Scope for optimizations. The infor 
mation is leveraged speculatively and Supported with micro 
architectural techniques to provide correctness of execution. 
0049. In addition to enabling extraction of more program 
information, the methods also increase the flow of informa 
tion between compile-time and runtime layers/optimizations, 
by exposing the speculative static information to runtime 
layers. 
0050. The methods encode statically extracted informa 
tion about predicted resource utilization into the Instruction 
Set Architecture (ISA), so that this information can be lever 
aged at runtime. This approach enables a more energy-effi 
cient execution if used together with micro-architectural 
components. 
0051. The methods can be used to reduce power and 
energy consumption in both embedded and general-purpose 
systems. Furthermore, the methods are applicable to a wide 
range of computer systems, both state-of-the-art and emerg 
ing, which build on ISA interfaces between hardware and 
compilation layers. The methods are independent from 
device level technology, and can be used to reduce energy 
consumption in both silicon based (e.g., CMOS) and emerg 
ing nano electronics based (e.g., carbon nano tubes, nano 
wires, quantum dots) systems. 

Memory Systems 

0.052 The presented embodiment relates to the cache and 
memory system mechanisms. Nevertheless, other embodi 
ments, on the same principles of statically speculative execu 
tion and compilation, can be constructed. 

Background on Memory Systems 

0053. The cache is a fast memory hierarchy layer, typi 
cally smaller in size than the physical address space. It is one 
of the cornerstones of computer systems, used to hide the 
latency of main memory accessing. This is especially impor 
tant, due to the increasing gap between execution speeds and 
memory latency. While execution speeds are known to double 
every 18 months (Moore's law), memory latencies are 
improving at a much lower rate. With the increasing cache 
sizes, necessary to hide memory latencies, the energy impact 
of cache accesses becomes even more significant in future 
generation designs. 
0054 Every instruction is fetched from the memory hier 
archy. Approximately 20-25% of the program instructions are 
data memory accesses that are fetched from a layer in the 
(data) memory hierarchy. Hence, memory accessing (instruc 
tions and data related) accounts for a large fraction of the total 
processor energy. 
0055 As caches are typically smaller in size than the main 
physical memory, not all memory accesses may be cached 
(i.e., found in the cache) at a given time. Fast lookup and 
detection, of whether a memory access is cached or not, in 
caches, is provided through associative search mechanisms 
and matching of tag information associated with data blocks. 
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0056 Conventional caches consist of a tag memory and a 
data-array. The data array is where the actual information is 
stored. The tag memory is storing additional information 
related to blocks of data (also called cache blocks or cache 
lines) in the data-array. The tag information can be imagined 
as a label that identifies a block of data in the cache. Every 
memory access has this kind of label associated, as part of its 
address. The tag extracted from the address is compared with 
labels in the tag-memory, during a memory access, to identify 
and validate the location of a data block in the data-array. 
0057. If there is a tag that matches the current memory tag, 
then the access results in a cache-hit and can be satisfied from 
the cache data-array. If there is no tag in the tag-memory that 
matches the current tag then the access is a cache-miss (at this 
level at least) and the memory access needs to be resolved 
from the next layer in the memory hierarchy. 
0058. In associative caches multiple ways (i.e., alternative 
locations) are looked up in both tag memory and data-array. 
0059. Different systems have different organizations for 
memory hierarchies. Some systems have only one layer of 
cache before the main memory system, others have multiple 
layers, each increasingly larger (and slower typically) but still 
much faster than the main memory. Additionally, a memory 
system can have additional roles as described next. 
0060. The broader memory system may include additional 
mechanisms such as address translation, Translation Looka 
head Buffer (TLB), virtualization, protection, and various 
layers and organizations of memory. Address translation is 
the mechanism of mapping logical addresses into physical 
addresses. Logical addresses are typically the addresses that 
appear on the address pins of the processor, while the physical 
addresses are those that are used on the actual memory chips. 
0061 Virtualization is the mechanism that enables a pro 
gram compiled to run on machines with different memory 
system organizations. Protection is a mechanism that guaran 
tees that memory accesses are protected against writing into 
unauthorized memory areas. 

Approach in Memory Systems 

0062. The main components in the methods to reduce 
energy consumption in the memory system are: (1) compiler 
techniques to extract/leverage static information about 
memory accessing and data-flow, (2) tag-less and way-pre 
dictive compiler-enabled cache architecture based on specu 
lative memory accessing, (3) methodology to interface and 
integrate the new methods into conventional memory hierar 
chies and combine static and dynamic optimizations, and (4) 
ISA extensions to expose memory accessing information. 
0063. The remaining structure of this description is as 
follows. Next, two embodiments are introduced. First, the 
architecture of the Tag-less compiler-enabled cache and 
related compiler technology are presented. Then, a memory 
system that combines statically managed memory accessing 
with conventional memory accessing, a tagged Statically 
speculative cache, the ISA extension, and an embodiment of 
the compiler technology are described. 

Embodiments 

0064. Two implementation examples are presented, for 
the purpose of illustrating possible applications of the stati 
cally speculative execution and compilation methods in 
memory systems. 

Dec. 3, 2009 

0065. The first embodiment is a Tag-less cache that can be 
integrated with other performance and energy reduction 
mechanisms. This scheme is especially attractive in embed 
ded processors due to its low-cost, high-performance, low 
power consumption as well as adaptivity to different applica 
tion domains. 
0066. The second implementation is an embodiment in 
multi-level memory hierarchies. It shows how the method of 
statically speculative execution and compilation can be inte 
grated in multi-level memory hierarchies. It provides the nec 
essary compilation and architecture techniques for Such inte 
gration. The methods are applicable, but not restricted to, both 
embedded and general-purpose domains. 

1. Embodiment: Tag-Less Cache Architecture 
0067. This section describes an energy-efficient compiler 
managed caching architecture, that has no tag memory and 
utilizes speculative static information. The architecture is 
shown in FIG. 1. 
0068. Its main components are: Hotlines Register File 3, 
Cache TLB (Translation Lookahead Buffer) 6, Hotlines 
Check 5, SRAM Memory 18, Scratchpad Memory 19, and 
Software (SW) Handier 15. The arrows represent signals or 
flow in execution that are required for explanation: Virtual 
Line 1, Hotline Index 2. Result of Cache TLB lookup 10. 
Cache TLB Miss signal 12, Hotline Register Hit/Miss result 
5, Hotline Miss 7, Hotline Hit 8, Address from cache TLB 9, 
Cache TLB Hit 11, Software Handler Cache Hit 13, Address 
16, Enable to Scratchpad 17, Software Handler Detected 
Cache Miss 14, Data output from SRAM 20, and Data output 
from scratchpad 21. 
0069. In this following explanation a design example 
where scalar accesses are mapped to the scratchpad 17 and the 
non-scalars to memory 18 is assumed. This however is not 
necessary; another application of this architecture is to map 
all the memory accesses to either the hotlines or the conven 
tional paths. Other memory accessing techniques could also 
be combined with the ones described here. 
0070 The scratchpad access mechanism consumes very 
low power due to its Small size (a 1 Kbytes memory is used, 
but this can be a banked memory where the actual use is 
application specific controlled by the compiler). All accesses 
directed to the scratchpad 17 are then output on 15, being 
enabled by signal 12 decoded from the memory instruction. 
0071. The memory instructions that are using the hotline 
path carry a hotline index 2 that has been determined at 
compile time. This identifies the hotline register from register 
file 3, predicted by the compiler to contain the address trans 
lation for the current memory access. Using this index 2, the 
corresponding hotline register is read from the hotline register 
file 3. A hotline register file is similar to a general purpose 
register file, but contains register promoted cache pointers 
instead of operands. In addition to the statically indexed 
mode, an associative lookup can also be implemented to 
speed up access during replacement. 
0072 The hotline register contains the virtual cache line 
address to SRAM line address 16 mapping. If the memory 
reference has the same virtual line address as that contained in 
the hotline register during the Hotlines Check 5 (i.e., correctly 
predicted speculative static information), there is a Hotline hit 
8. Upon a correct static prediction, the SRAM can be accessed 
through the SRAM address 16; this address is from the hotline 
register that is combined with the offset part of the actual 
address, and the memory access is satisfied. The offset is the 
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part of the address used to identify the word within a cache 
line. If there is a static misprediction (i.e., the memory access 
has been encoded at compile-time with an index that points at 
runtime to a hotline register that does not contain the right 
translation information) that causes a Hotline Miss 4, the 
cache TLB 6 is checked for the translation information. 
0073. If the cache TLB 6 hits or signal 11 is set, the hotline 
register file 3 is updated with the new translation, and the 
memory access is satisfied from the SRAM memory 18. Data 
is output on 20. A Cache TLB miss 12 invokes a compiler 
generated software handler 15 to perform the address trans 
lation. This handler checks the tag-directory (which itself can 
be stored in a non-mapped portion of the memory) to check if 
it is a cache miss 14. 
0074. On a miss 14, a line is selected for replacement and 
the required line is brought into its place pretty much what 
happens in a hardware cache, but handled by software here. 
The cache TLB 6 and the hotline register 3 are updated with 
the new translation, and the memory access is satisfied by 
accessing the SRAM memory 18 and outputting the data on 
20. 
0075. Because the software handler 15 is accessed so sel 
dom, its overhead has minimal effect on the overall perfor 
mance. This cache can, in fact, even Surpass a regular hard 
ware cache in terms of performance. For one, the interference 
between memory accesses mapped to different paths has been 
eliminated resulting in better hit-rate, and better cache utili 
Zation. 
0076 Secondly, a high associativity is basically emulated, 
without the disadvantage of the added access latency in regu 
lar associative caches, where higher associativity increases 
cache access times. Since the SRAM access mechanism is 
much less complicated than a regular tagged hardware cache, 
there is a possibility of reduction in cycle time. 
0077. Additionally, both the hotline path (i.e., 2, 3, 5, 7) 
and the scratchpad path (i.e., 17, 19, 21) will have a smaller hit 
latency than in a conventional cache. This latency (in conven 
tional caches) would be even larger if runtime information is 
used to predict way accesses. Furthermore, an optimal line 
size can be chosen on a per application basis, as the line here 
is not fixed but it is based on a compiler determined (logical) 
mapping. 

Access Mechanisms 

0078. This cache architecture combines four cache control 
techniques: (1) fully static through 19, (2) statically specula 
tive through 2, 3, (3) hardware supported dynamic 6, and (4) 
software supported dynamic through the software handler 15. 
FIG. 1 shows this partitioning with the dotted line. To the left 
the architectural mechanisms implement dynamic control, to 
the right, static control. 
007.9 The fully static cache management is based on dis 
ambiguation between accesses with Small memory footprints 
Such as the scalars and other memory accesses. Furthermore, 
frequently accessed memory references that have a small 
footprint can be mapped into the scratchpad area. This archi 
tecture can also be used without the scratchpad memory, by 
having all memory accesses mapped either through the stati 
cally speculative techniques or some other path. 
0080. The second technique in this architecture is based on 
a compile time speculative approach to eliminate tag-lookup 
and multiple cache way access. In addition, some of the cache 
logic found in associative caches can also be eliminated. The 
idea is that if a large percentage of cache accesses can be 
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predicted Statically, it is possible to eliminate the tag-array 
and the cache logic found in associative caches, and thus 
reduce power consumption. 
I0081. The accesses that are directly mapped to the scratch 
pad memory require no additional runtime overhead. The 
statically speculative accesses however, if managed explicitly 
in the compiler, use virtual to SRAM address mappings or 
translations at runtime. This mapping is basically a transla 
tion of virtual cache line block addresses into SRAM cache 
lines, based on the line sizes assumed in the compiler. 
I0082) Note that the partitioning of the SRAM into lines is 
only logical, the SRAM is mainly accessed at the word level, 
except for during fills associated with cache misses. Inserting 
a sequence of compiler-generated instructions, at the expense 
of added software overhead, can do this translation. For many 
applications there is a lot of reuse of these address mappings. 
The compiler can speculatively register-promote the most 
recent translations into a small new register area—the hotline 
register file. With special memory instructions, or other type 
of encoding of this information, the runtime overhead of 
speculation checking can be completely eliminated. Never 
theless, in simple designs a software based check that can be 
implemented in four regular instructions is also possible. 
I0083) To avoid paying the penalty during a statically miss 
predicted access, a small fully associative Cache TLB 6 is 
used to cache address mappings for memory accesses that are 
miss-predicted. A 16-entry Cache TLB 6 is enough to catch 
most of the address translations that are not predicted cor 
rectly statically. Different application domains may work fine 
with a smaller or require a slightly larger size for optimum 
energy savings. 
I0084. The fourth technique used in this architecture, is 
basically a fully reconfigurable software cache 15. This tech 
nique is a backup solution, and it can implement a highly 
associative mapping. This implementation is for example 
based on a four-way associative cache. The mapping table 
between virtual cachelines 1 and physical SRAM lines 16 can 
be implemented similar to an inverted page table or other 
schemes. Experimental results show that the combined static 
and cache TLB techniques often capture/predict correctly 
more than 99% of the memory accesses. 
I0085. From a power perspective, this cache has substantial 
gains compared to a conventional hardware cache for two 
reasons. First, there are no tag-lookups on Scalar accesses and 
correctly predicted non-scalar accesses. Second, the SRAM 
is used as a simple addressable memory—the complicated 
access mechanisms of a regular cache consume more power 
and increase the memory access latency (e.g., the hit-latency). 

2" Embodiment: Statically Speculative Memory 
Accessing in Conventional Memory Systems 

I0086. In general there are two main steps involved in a 
memory access: (1) converting the program address to a 
cache address, and (2) accessing the data from this address, if 
present in cache (accessing the slower memory such as 
DRAM if not present). Depending on the implementation, 
there can be considerable power/performance redundancy 
associated with both of these steps. This redundancy problem 
is described in the next subsection, following with implemen 
tation embodiments to tackle this problem. The invention is 
not limited to these embodiments. 

I0087 FIG.3 shows the memory access process. The trans 
lation function translates the larger program address 100 into 
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a cache block address shown as part of 110 (the lower order 
block offset bits in 100 do not undergo any translation). 
0088. Depending on the caching scheme, this translation 
can be very expensive, both energy-wise (for example, on a 
virtual memory system with a 4-way cache, the virtual 
address 100 will be converted to physical address by the TLB 
105, and all the 4tag and data arrays 112,113,114,115 would 
be looked up in parallel), and performance-wise (if the cache 
is software managed, doing the translation in Software will 
consume valuable CPU cycles). The translation information 
109 in case of a TLB hit 108 is added with the offset to form 
address 110 that is used to access the cache. 
0089. Where is the redundancy? Looking at a cache block 
level, two program addresses with the same virtual block 
address map to the same cache block. Therefore, the second 
translation is redundant. In general, if there is a group of 
memory accesses mapping to the same cache block, repeating 
the translation process on each access can be wasteful. Addi 
tionally, if the cache way for the access is known, looking up 
all the four ways (e.g., way 3112, way 2113, way 1114) is not 
necessary. Furthermore, the tag lookup 111 is wasteful if the 
tag has been checked for an earlier access in the same cache 
block. 
0090 The usual implementation maps all the accesses to 
the same cache. This scheme may also be extravagant: many 
applications often exhibit the behavior where a small set of 
references are accessed very often—these can be accommo 
dated in a small partition of the cache which consumes much 
less power. Therefore, partitioning the cache and devising a 
wiser translation function, which maps different accesses to 
different cache partitions depending on their access pattern, 
can amount to sizable energy savings. 
0091. The aforementioned redundancies are tackled using 
a cooperative compiler-architecture approach. Specifically, 
compiler analysis techniques that identify accesses likely to 
map to the same cache line are developed. These accesses can 
avoid repeated translation to save energy. The compiler in the 
proposed method speculatively register promotes the transla 
tions for Such groups of accesses. 
0092. These registers that contain address translation 
information are provided as a form of architectural Support. 
At runtime, the architecture is responsible for verifying static 
speculations: if correctly predicted by the compiler, the 
expensive translation is eliminated. On mispredictions, the 
architecture can update the registers with new information. 
Further, the level of speculation in the compiler can be varied 
to better match application behavior. Henceforth, the solution 
proposed is referred to as the microarchitecture in 2" 
embodiment. 
0093 Conventional general-purpose microprocessors use 
a one-size-fits-all access mechanism for all accesses. The 
subject architecture in the 2" embodiment derives its energy 
savings by providing different energy-efficient access paths 
that are compiler-matched to different types of accesses. Next 
an overview of the subject architecture in the 2" embodiment 
is presented and followed with detailed discussions on the 
features of this architecture. 
0094. Two different organizations of the architecture in 
the 2" embodiment are shown. In both organizations a virtu 
ally-indexed and virtually-tagged first level cache is used and 
address translation is moved to lower levels in the memory 
hierarchy. Other type of cache organizations are also possible. 
As second level or L2 cache, both a physically-indexed and a 
virtually-indexed cache are shown. Some of the design chal 
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lenges in virtual-virtual organizations (e.g., the synonym 
problem, integration in bus based multiprocessor Systems, 
and context-switching with large virtual L2 caches) could be 
handled easier in virtual-physical designs. In both organiza 
tions, translation buffers are added. A translation buffer is a 
cache for page level address translations and is used to avoid 
the more expensive page table lookup in virtual memory 
systems. 
0095. In the virtual-virtual (v-V) organization, a transla 
tion buffer (MTLB) is added after the L2 cache and is 
accessed for every L2 cache miss. This serves better the 
energy optimization objectives thana TLB-less design, where 
address translation is implemented in software. Nevertheless, 
if increased flexibility is desired, in the way paging is imple 
mented in the operating system, the TLB-less design is a 
reasonable option (experimental results prove this point). In 
the virtual-physical organization (V-r), a translation buffer 
(STLEB) is added after the L1 cache and is accessed for every 
L1 cache miss or every L2 cache access. 
0096. An overview of the different cache organizations 
with address translation moved towards lower levels in the 
cache hierarchy is shown in FIG. 2. As address translation 
consumes a significant fraction of the energy consumed in the 
memory system, both the V-V and V-r designs will save energy 
compared to a physical-physical (r-r) cache hierarchy, where 
virtual-to-physical address translation is done for every 
memory access. 
0097. A context-switch between threads belonging to dif 
ferent tasks may require change in virtual address mappings. 
To avoid flushing the TLBs address-space identifiers to TLB 
entries are added. Note that not having the address-space 
identifiers not only would require flushing all the TLB entries, 
but would also imply that the newly scheduled thread, once it 
starts executing, will experience a number of TLB misses 
until its working set is mapped. 
0.098 FIG. 4 presents an overview of the subject architec 
ture in the 2" embodiment memory system, with integrated 
static 200 and dynamic 201 access paths. The subject archi 
tecture in the 2nd embodiment extends associative cache 
lookup mechanism 215, 216, 217, 218, with simpler, direct 
addressing modes 213, in a virtually tagged and indexed 
cache organization. This direct addressing mechanism 213 
eliminates the associative tag-checks (i.e., no tag-lookup as 
shown in 215.216, 217, 218 is required) and data-array 
accesses (i.e., only one of the data-arrays from 215, 216, 217, 
218 is accessed). The compiler-managed speculative direct 
addressing mechanism uses the hotline registers 208. Static 
mispredictions are directed to the CAM based Tag-Cache 
210, a structure storing cache line addresses for the most 
recently accessed cache lines. Tag-Cache hits also directly 
address the cache, and the conventional associative lookup 
mechanism is used only on Tag-Cache misses. Integration of 
protection-checks along all cache access paths (208, 210 and 
conventional) enables moving address translation to lower 
levels in the memory hierarchy, as described earlier, or TLB 
less operation. In case of TLB-less designs, an L2 cache miss 
requires virtual-to-physical address translation for accessing 
the main memory; a software virtual memory exception han 
dler can do the needful. 

Support for Moving the TLB to Lower Levels in the Memory 
Hierarchy or TLB-Less Operation 

(0099. The subject architecture in the 2nd embodiment 
employs virtually addressed caches, and integrates Support 
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for protection checks, otherwise performed by the TLB, 
along all access mechanisms. That is, the Subject architecture 
in the 2nd embodiment has embedded protection checks in 
the Hotline registers 208, the Tag-Cache 210, and cache tags 
(shown as part of 215, 216, 217, 218). The subject architec 
ture in the 2nd embodiment therefore could completely dis 
pense with the TLB. 
0100 L2 cache misses in the v-v organization require 
address translation for the main memory access. The Subject 
architecture in the 2nd embodiment uses translation buffer to 
speed up this address translation, but a software VM excep 
tion handler for doing the translation on L2 cache misses and 
fetching the data from the main memory can also be used. 
0101 The statically speculative, compiler managed 
memory accessing can also be integrated in other type of 
memory hierarchies. 

Hotline Registers 
0102 The conventional associative lookup approach 4 
parallel tag-checks and data-array accesses (in a 4-way 
cache). Depending on the matching tag, one of the 4 cache 
lines is selected and the rest discarded. Now for sequences of 
accesses mapping to the same cache line, the conventional 
mechanism is highly redundant: the same cache line and tag 
match on each access. The Subject architecture in the 2nd 
embodiment reduces this redundancy by identifying at com 
pile-time, accesses likely to lie in the same cache line, and 
mapping them speculatively through one of the hotline reg 
isters 208. 
0103) The condition that the hotline path evaluates can be 
done very efficiently without carry propagation. The hotline 
cache access can also he started in parallel with the check, 
with the consequence that in case of incorrect prediction 
Some additional power is consumed in the data-array decoder. 
As a result, the primary source of latency for hotline based 
accesses, is due to the data array access and the delay through 
the sense amps. Note that conventional associative cache 
designs use an additional multiplexer stage to select between 
ways in a multi-way access (i.e., the correct block from the 
ways 215, 216, 217, 218). Furthermore, as shown in previous 
cache designs, the critical path is typically the tag-path; the 
tag latency can be as much as 30% larger than the latency of 
the data-array path in the conventional design. 
0104 Reduced feature sizes in next generation architec 
tures will further accentuate the latency increase of the tag 
path. Because of this, in conventional cache designs, the 
way-selection logic is moved towards the tag to rebalance the 
delay differences between the tag and data-array paths. In the 
subject architecture in the 2nd embodiment the latency of the 
data-array could be the main target for optimizations, as the 
tag path is not on the critical path for most of the memory 
accesses, by adequate bitline and wordline partitioning. Addi 
tionally, as physical cache designs would require the TLB 
access completed to perform the tag comparison (the tag 
access could be however done in parallel), this may also add 
to the tag path latency. As such, the Subject architecture in the 
2nd embodiment based microprocessor could either have a 
faster clock or at least a faster cache access for statically 
predicted cache accesses. 
0105. The different hotline compiler techniques are 
described in the next section. A simple run-time comparison 
211 reveals if the static prediction is correct. The cache is 
directly accessed on correct predictions 213, and the hotline 
register 208 updated with the new information on mispredic 
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tions. A fully associative lookup on the hotline registers to 
Support invalidations is included. 
0106. As shown in FIG. 6, a hotline register 208 has 3 
components: (1) protection bits (ASID), which are used to 
enforce address space protection, (2) TagIndex—two 
accesses are to the same cache line if their Tag and Index 
components are the same. The TagIndex component is com 
pared with Tag and Index of the actual access to check if the 
hotline register can indeed be used to directly address the 
cache, (3) cache-way information—this information enables 
direct access to one of the ways in the set-associative cache. 

Tag-Cache 

0107 Another energy-efficient cache access path in the 
subject architecture in the 2nd embodiment is the Tag-Cache 
210. It is used both for static mispredictions (hotline misses 
212) and accesses not mapped through the hotline registers, 
i.e., dynamic accesses 201. Hence it serves the dual-role of 
complementing the compiler-mapped static accesses by Stor 
ing cache-line addresses recently replaced from the hotline 
registers, and also saving cache energy for dynamic accesses; 
the cache is directly accessed on Tag-Cache hits 211,213. 
0108. A miss in the Tag-Cache 210 implies that associative 
lookup mechanism is used with an additional cycle perfor 
mance overhead. The Tag-Cache is also updated with the new 
information on misses, in for example LRU fashion. As seen 
in FIG. 4, each Tag-Cache 210 entry is exactly the same as a 
hotline register 208, and performs the same functions, but 
dynamically. 

Associative Lookup 
0109 The subject architecture in the 2nd embodiment 
uses an associative cache lookup that is different from the 
conventional lookup in that the protection information 
(ASID) is also tagged to each cache line. Even the virtually 
addressed L2 cache is tagged with protection information in 
the v-v design to enable TLB-less L2 access. This increases 
the area occupied by the tag-arrays, and also its power con 
Sumption. Compared to the overall cache area and energy 
consumption, this increase is however negligible. 

Instruction Set Architecture (ISA) Support 
0110. To access the memory through the hotline registers, 
memory operations 200 that encode the hotline register index 
should be provided. This index is filled in during compile time 
based on the techniques described in the compiler section. 
The implementation should perform a simple check 211 
between the content of the hotline register identified and the 
actual virtual block address, as shown in FIG. 4. Special 
instructions, rather than modifications to existing can also be 
provided for example. Alternatively, techniques requiring no 
ISA modifications could also be used, as shown in the section. 
The invention is not limited to type of encodings described 
herein. 

Approach Not Requiring ISA Support 
0111 Static information about the hotline registers 208 
accessed could be provided by generating code that writes 
this into predetermined memory locations, e.g., into a stream 
buffer. This buffer can be used to add the index at runtime to 
memory accesses in the critical path. For example, memory 
accesses that are identified in critical loops could use the 
index information from this buffer during the Instruction 
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Decode stage to access the hotline registers. The invention is 
not limited to type of encodings described herein. 

An Embodiment of the Compilation Process 
0112 FIG. 5 shows a high-level picture of the stages 
involved in an embodiment for compilation. The implemen 
tation is using the SUIF format. The invention is not limited to 
this format or to the compilation embodiment presented. 
0113. The program sources are first converted to the inter 
mediate format 301 and high-level optimizations are per 
formed 306. Following that is the Alias Analysis stage, or 
equivalent, and the Hotlines passes 302. Alias information 
enables the Hotline Analysis to more economically assign 
hotlines to references (i.e., map cache pointers to registers). 
Without alias analysis, the compiler would liberally assign 
each memory reference a new hotline number. This will have 
a downgrading effect only if the number of references within 
inner loop bodies is more than the number of hotlines, result 
ing in the same hotlines being assigned to possibly spatially 
far apart references. This would cause interference and result 
in lower prediction rates. For many applications, the media 
benchmarks tested in particular though, this is not so and the 
alias analysis stage could be omitted with minimal effect on 
the prediction rates. Code is generated based on the informa 
tion extracted in 303. Optimizations are performed on the 
high-level representation 305 (e.g., based on expression 
trees) and low-level representation 306 (e.g., flat instruction 
sequences). Finally the generated code is run through an 
assembler 304 and results in a binary. 
0114. The Section “Hotlines With Speculative Alias 
analysis shows a speculative data-flow analysis technique 
that further improves on the precision the range of location 
sets is determined and extends its scope to large and complex 
applications. Additional passes include code generation 303 
that takes into consideration the results of the analysis above, 
and then assembling the code 305 into a binary format. 
0115 Caches represent a large fraction of processor power 
consumption. Given accesses, a speculative analysis to pre 
dict which cache line is being accessed is used. Although it is 
impossible do this with perfect accuracy, the methods 
described herein provide an approach with good overall accu 
racy. Moreover, as pointed out above, it is not necessary for 
predictions to he perfect, rather, they should be right suffi 
ciently often that one can make beneficial use of them. 
0116. Almost all programs exhibit the behavior where cer 
tain cache lines are “hot”, i.e., they are being used much more 
frequently than others. If the compiler can register promote 
the cache pointers for these hot cachelines, the lookup for the 
many accesses mapping to these cache lines can be avoided, 
i.e., the compiler can identify at cache lines that are heavily 
used, and for all accesses going to these, map them through an 
energy-efficient memory access mechanism. 

Basic Hotlines Analysis 
0117 This process assigns each variable name a different 
hotline register starting with the first register. When all the 
registers have been used up, it wraps around back to the first 
register. The following example illustrates this process: 

for(i = 0; i < 100; i++) { 
ai{1} = ai+1}{1}; // numbers in curly braces 
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-continued 

bil{2} = 0; fi are the hotline registers 
*(p++){3} = 1; assigned by the process 

0118. The variables have been assigned three hotline reg 
isters. For example, the hotlines process predicts that all thea 
accesses for example, will map to the same cache line and 

register promotes the cache pointer in register 1. 
0119. In particular, if thea is a word-sized array and the 
cache line is 8 words wide, aO and a 7 could map to one 
cache line, a8 through a 15 to another, and so on. 
0.120. Therefore, for this case, the process has seven cor 
rect predictions for every misprediction. 
I0121. In general, this simple process works well with pro 
grams with high spatial locality, like multimedia programs. 
Below, enhancements to the basic approach are described. 
Hotlines Combined with Alias Analysis 
I0122) An accurate flow and context sensitive alias analysis 
can reveal the location set that any pointer can be pointing to 
at any given context in the program. Consider the following 
example: 

inta100), b100); 

if (...) p = a, else p = b: 
for(i = 0; i < 100; i++) { 

ai = 0; 
*(p++) = 1; // location set(p) = {a, b} 

I0123. The if-statement assigns either the arraya orb to the 
pointerp. This means that inside the loop, p could be access 
ing either array a or b. 
0.124. A context- and flow-sensitive compiler would 
extract this information: the location sets of pointers at vari 
ous points in the program. As mentioned earlier, this can help 
in a more efficient hotline process: performalias analysis and 
then during the hotlines phase, utilize alias information to 
better handle pointer-based accesses. 
0.125 Perfect alias analysis is not typically possible for 
large and complex applications, especially those using pre 
compiled libraries. Instead, a speculative alias analysis is 
developed as part of the solution proposed. This is described 
in Section “Hotlines with Speculative Alias Analysis”. 
Enhancement with Type, Distance and Dependence Analysis 
0.126 This process hotlines all accesses like the basic hot 
line process, but is more refined. If an array a has been 
mapped through register r1, it won't necessarily be mapped 
through register 1 again. Instead the process will try to cal 
culate the spatial distance of this access to the previous one. 
Only if they are sufficiently close will they be mapped 
through the same register. 
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O127 
works: 

The following example illustrates how the process 

bil{3} = 0; // number in curly braces is the hotline 
p{4} = p->next{4} if register assigned by the process 

0128 Suppose the array element-size is 4 bytes, the cache 
line is 64 bytes, and that two accesses are mapped to the same 
register if they are within 32 bytes from each other. 
0129. The hotlines process first assigns ai hotline regis 
terr1. When it comes to ai-1, it checks the distance from 
currently mapped accesses, and finds the closest one to be ai 
which is 4 bytes apart. Since this is within the threshold, 
ai+1 is also mapped through r1. For a i-100, the closest 
access ai-1 is 396 bytes apart, and hence ai-100 is 
mapped through a different hotline. The array accesses b is 
assigned register r3 and so on. 
0130. In evaluating the distance between two accesses, the 
hotlines process uses control-flow, loop structure, depen 
dence and type information: field offsets in structures, array 
element sizes, etc. 

Support for Various Levels of Static Speculation 
0131 This process can be made to vary in its level of 
aggressiveness. 
0132) A very aggressive version would carry out actions 
based on predictions which do not necessarily have a high 
degree of confidence. 
0133. A conservative version may not do so, for instance, 

it would not hotline non-affine array accesses of the form 
abi which are generally hard to predict. Different versions 
of this process with different levels of aggressiveness can be 
constructed. The invention is not limited to one particular 
implementation. 

Hotlines with Speculative Alias Analysis 

0134. This analysis is part of the embodiment presented 
for the compilation process. The objective of this analysis is 
to extract precise information about memory access patterns 
in pointer based accesses. The proposed technique is specu 
lative in the sense that the possible values for each pointer 
access are determined and included based on their likelihood 
of occurrence at runtime. Unlikely values are ignored and 
highly likely values are added, even when the full proof 
cannot be derived at compile-time. 
0135. One of the primary motivations for developing the 
speculative alias analysis (SAA) process is because the more 
precise implementations of non-speculative alias analysis 
have limitations when used for large programs or when spe 
cial constructs such as pointer based calls, recursion, or 
library calls are found in the program. The less precise alias 
analysis techniques, that are typically used in optimizing 
compilers, have lower complexities but they are much less 
useful in the context of extracting precise information about 
memory access patterns. The experience with several state 
of-the-art research alias analysis packages shows that they 
don’t work well for these programs. For example, none of the 
SPEC2000 benchmarks could be analyzed with them. SAA 
based analysis can not only be applied without restrictions 
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and has lower complexity, but also provides more precise 
information about memory accesses. 
0.136 The information given by this analysis can be used 
in the hotlines processes, e.g., to determine which cache 
pointer (or hotline register) to assign to a given pointer based 
memory access. Additionally, the same information can be 
used in disambiguating pointer based loop-carried dependen 
cies, to estimate loop level parallelism in addition to ILP. 
0.137 There are two ways to give pointer information: (1) 
through program-point information, and (2) through global 
information. FIG. 6 shows a simple C program and illustrates 
the difference between these representations. 
0.138 Program point information for example would show 
that at the end of the program segment in FIG. 6, pointer p 
points to {y,Z), a more precise information, compared with 
the global information case where p points to X.y.z. 
Although global information can be extracted with much 
more efficient analysis process, it gives less precise results. 
0.139. In general, alias analysis is done at either the intra 
procedural level or at the inter-procedural level. The latter 
considers analysis across call statements, attempts to handle 
recursive, and pointer-based calls. 
0140 For intra-procedural analysis, a variety of processes 
with different degrees of precision and efficiency have been 
developed. A more precise analysis results in narrower sets 
(i.e., fewer possible values for a pointer to take). Flow-sensi 
tive analysis takes control flow into account usually giving 
program-point results. Flow-insensitive analysis views a pro 
gram as a set of statements that can be executed in any order 
and gives per program or global results. 
0141 Flow-insensitive processes can be built on top of a 
type-based analysis or constrained-based analysis. Because 
of the higher precision of flow-sensitive approaches are of 
more interest in these techniques. Flow-sensitive approaches 
are typically based on traditional dataflow analysis, where 
pointer information is represented with points-to graphs 
(PTG). The speculative approach defined in the SAA process 
could be applied to any type of alias analysis. 
0.142 Nodes in a PTG correspond to program variables 
and edges represent points-to relations. A points-to relation 
connects two variables and means that a pointer variable can 
take the value of another variable during execution. Intu 
itively, a smaller number of points-to relations means better 
precision. 
0143. The main steps in a non-speculative flow-sensitive 
analysis process are as follows: (1) build a control-flow graph 
(CFG) of the computation, (2) analyze each basic block in the 
CFG gradually building a PTG, (3) at the beginning of each 
basic block merge information from previous basic blocks, 
(4) repeat steps 2-3 until the PTG graph does not change. See 
for example in FIG. 7, the CFG and the PTG for a simple C 
application. 
0144. This analysis builds a PTG for the program in a 
conservative way, i.e., it guarantees that for each variable all 
the possible points-to relations are captured. The SAA 
approach removes some of these points-to relations when it 
predicts them as seldom-occurring. A point-to relation is 
defined to be a weak points-to relation if the edge is less likely 
to be leveraged during execution compared to other points-to 
relations from the same pointer variable. 
0145 FIG. 8 exemplifies the flow-sensitive embodiment 
of the SAA process in loops, for the simple case when point 
to relations are mapped to either weak or strong ones. One of 
the process's rules is that the incoming location sets are the 
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weak point-to relations, and are removed if there is any strong 
point-to relation for the same access within the loop body. A 
generalization of this process, for nested loops, is to consider 
loop nests organized in pairs, with inner loop updates being 
strong and incoming edges weak, and so on. 
0146 FIG. 8 shows that a great deal of precision has been 
obtained by removing several edges in the PTG. For example, 
both pointer p and q has been determined to point to only 
variable c after only three iterations in the process. 
0147 The complexity of the SAA process is reduced com 
pared to traditional alias analysis process. One possible 
implementation is by stopping the dataflow analysis after a 
certain number of iterations. Other implementations are also 
possible. The main complexity in non-speculative alias analy 
sis is coming from dealing with loops, recursive calls, multi 
threaded analysis, and library calls in an inter-procedural 
analysis. The analysis in the SAA process applies an approxi 
mate approach and stops the dataflow analysis before full 
convergence is reached in Such cases. Library calls that may 
modify pointer values and for which Source codes are not 
available can also be speculatively estimated or ignored. 
0148. An example of implementation of the SAA process 

is as follows: (1) build a control-flow graph (CFG) of the 
computation, (2) analyze each basic block in the CFG gradu 
ally building a points-tograph (PTG), (3) at the beginning of 
each basic block merge information from previous basic 
blocks, (4) annotate weak and strong point-to relations focus 
ing on loops by looking at incoming point-to relations and 
point-to relations in loop bodies, (5) speculatively estimate 
recursive calls and library calls, (6) repeat steps 2-5 until the 
PTG graph does not change or until a predetermined number 
of steps in the analysis have been reached. 
0149. The methods described in this embodiment have 
been implemented and carefully evaluated. 
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0150. A small sampling of data giving a preview of the 
accuracy of static speculation obtained with this implemen 
tation is presented in FIG.9. As shown, both memory access 
ing and instructions executed per cycle could be predicted 
statically with good accuracy. Betterprediction translates into 
the possibility of Saving more energy. 
0151 FIG. 10 shows the breakdown of processor-wide 
energy savings obtained due to significantly reduced energy 
consumed in the memory system. It shows that up to 75% of 
the energy consumed in memory accessing can be saved. This 
translates into up to 21% total energy reduction in an Alpha 
21264 type of processor. A description of some the bench 
marks evaluated, but not limited to, is presented in FIG. 11. 
0152 The invention is not limited to, but can also be used 
to improve performance in processors. Reduction of access 
latencies in caches, for example, in the embodiments shown, 
can improve memory accessing performance. Alternatively, it 
can enable faster clock rates that would reduce execution 
time, or would enable using larger caches that would improve 
memory performance. Other performance benefits can result 
from, but not limited to, more efficient execution. 
0153. Other embodiments not described herein are also 
within the scope of the following claims. 
What is claimed is: 
1-18. (canceled) 
19. A processor framework comprising: 
a compiler which compiles a computer program, the com 

piler extracting speculative static information about the 
computer program during compilation; and 

a tagless cache architecture that is accessed based on the 
extracted speculative static information. 

20-30. (canceled) 


