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MANAGING REMOTE PROCEDURE CALLS 
WHEN A SERVER IS UNAVAILABLE 

BACKGROUND 

0001. As generally known, a remote procedure call (RPC) 
allows a Subroutine or procedure to execute in another 
address space (typically on another computer—a server, for 
example—on a shared network). A client initiates an RPC 
request (e.g., for data) by sending a message to a remote 
server in order to execute the specified subroutine or proce 
dure. Data from the remote server is then typically returned to 
the client. 
0002. A problem with remote procedure calls is that the 
RPC request can fail because of network problems that are 
unknown to the client (e.g., a transmission problem). Conse 
quently, the client may not know whether or not the RPC 
request was actually received or invoked. 
0003. In an attempt to address this problem, a timeout 
period is associated with each RPC request. If a timeout 
period associated with a particular RPC request expires 
before a response to that RPC request is received, then the 
client may reissue the RPC request and restart the timeout 
period. The timeout periods are usually tens of seconds (e.g., 
30 seconds or more) in length. Actually, RPC requests may 
have two types of timeout periods, one for retrying an RPC 
request, and one for failing an RPC request. As such, an RPC 
request may not fail until after it has been retried several 
times, which may be on the order of minutes. 
0004) The server to which the client is sending the RPC 
request may be inoperative but, as mentioned above, the client 
may not be aware of that. Hence, the client will continue to 
send RPC requests to that server until either a network admin 
istrator (human or machine), or the client itself, realizes that 
the server is inoperative. Because of the length of the timeout 
period, it may take a relatively longtime for this realization to 
occur, which can significantly affect the client's performance 
in a negative way. If the client has multiple outstanding RPC 
requests, the effect on performance can be even more severe, 
because the client typically must wait for all of the RPC 
requests to time out. Moreover, execution on the client can be 
further delayed while the client waits until it is assigned to an 
alternate server that can handle the client's RPC requests. 
0005. In cluster file systems in particular, server node fail 
ures are traditionally handled by having network file system 
clients wait for their submitted RPC requests to time out and 
then retry the requests until the cluster server network address 
is taken over by a healthy node. This typically results in poor 
response times under server node failures because, as noted 
above, the client may have to wait for several outstanding 
requests to the failed server node to time out. The client also 
has to wait for the cluster network address to be taken over by 
a healthy server node before retrying requests. In addition, the 
client typically has to use a larger timeout value for its remote 
procedure call requests, to give the server Sufficient time to 
reply and to avoid spurious timeouts that can further worsen 
the client's performance. 

SUMMARY 

0006. In one embodiment, a server node can monitor the 
status of servers in a server cluster. The server cluster can 
include metadata servers that are coupled to data servers via a 
local area network. The server node can determine whether a 
server in the server cluster is unavailable (e.g., inoperative). 
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The server node may receive an alert indicating that a server 
in the server cluster is unavailable. The alert may be received 
from a client device served by the first server, or the alert may 
be received from one of the servers in the server cluster. In any 
case, the node can instruct a client to cancel pending remote 
procedure call (RPC) requests and reissue them to another 
server in the server cluster instead of to the unavailable server. 
0007. In one embodiment, before receiving the alert, the 
server node may decide to proactively redirect the pending 
RPC requests to another server in the server cluster (e.g., for 
load balancing). 
0008. In one embodiment, the alert indicates that the first 
server has not responded to a health check message that has a 
timeout period that is shorter than a timeout period for the 
pending RPC requests. 
0009. In one embodiment, the alert indicates that the first 
server has stopped sending heartbeat messages that have a 
timeout period that is shorter than a timeout period for the 
pending RPC requests. 
0010. In another embodiment, a client can send a remote 
procedure call (RPC) request to a first server. A first timeout 
period is associated with the RPC request. The client can also 
send a heartbeat message to the first server. A second timeout 
period that is shorter than the first timeout period is associated 
with the heartbeat message. If a response to the heartbeat 
message is not received within the second timeout period, 
then the client can cancel the RPC request to the first server 
before the first timeout period expires. After canceling the 
RPC request, the client can resend the RPC request to a 
healthy second server instead of to the first server. In one 
embodiment, all pending RPC requests are canceled and 
resent. In one embodiment, the client can access a list of 
servers and select the second server from that list. 
0011. These and other objects and advantages of the vari 
ous embodiments of the present disclosure will be recognized 
by those of ordinary skill in the art after reading the following 
detailed description of the embodiments that are illustrated in 
the various drawing figures. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0012. The accompanying drawings, which are incorpo 
rated in and form a part of this specification and in which like 
numerals depict like elements, illustrate embodiments of the 
present disclosure and, together with the description, serve to 
explain the principles of the disclosure. 
0013 FIG. 1 is a block diagram depicting an example of a 
network upon which embodiments according to the invention 
can be implemented. 
0014 FIG. 2 is a block diagram depicting an example of a 
network including a central management server according to 
an embodiment of the invention. 
0015 FIG. 3 is a block diagram depicting an example of a 
computer system upon which embodiments according to the 
invention can be implemented. 
0016 FIG. 4 is a block diagram depicting the use of health 
check messages sent from a client to a server according to an 
embodiment of the invention. 
(0017 FIG.5 depicts the relationship between health check 
messages and RPCS according to an embodiment of the 
invention. 
0018 FIG. 6 is a block diagram depicting an example in 
which a server is inoperative or unavailable according to an 
embodiment of the invention. 
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0019 FIG. 7 is a block diagram illustrating an embodi 
ment of a client-implemented process for managing RPCs 
according to an embodiment of the invention. 
0020 FIG. 8 is a flowchart of a computer-implemented 
method for managing RPCs according to an embodiment of 
the invention. 
0021 FIG. 9 is a flowchart of a computer-implemented 
method for managing a server cluster according to an embodi 
ment of the invention. 

DETAILED DESCRIPTION 

0022 Reference will now be made in detail to the various 
embodiments of the present disclosure, examples of which 
are illustrated in the accompanying drawings. While 
described in conjunction with these embodiments, it will be 
understood that they are not intended to limit the disclosure to 
these embodiments. On the contrary, the disclosure is 
intended to cover alternatives, modifications and equivalents, 
which may be included within the spirit and scope of the 
disclosure as defined by the appended claims. Furthermore, in 
the following detailed description of the present disclosure, 
numerous specific details are set forth in order to provide a 
thorough understanding of the present disclosure. However, it 
will be understood that the present disclosure may be prac 
ticed without these specific details. In other instances, well 
known methods, procedures, components, and circuits have 
not been described in detail so as not to unnecessarily obscure 
aspects of the present disclosure. 
0023. Some portions of the detailed descriptions that fol 
low are presented in terms of procedures, logic blocks, pro 
cessing, and other symbolic representations of operations on 
data bits within a computer memory. These descriptions and 
representations are the means used by those skilled in the data 
processing arts to most effectively convey the Substance of 
their work to others skilled in the art. In the present applica 
tion, a procedure, logic block, process, or the like, is con 
ceived to be a self-consistent sequence of steps or instructions 
leading to a desired result. The steps are those utilizing physi 
cal manipulations of physical quantities. Usually, although 
not necessarily, these quantities take the form of electrical or 
magnetic signals capable of being stored, transferred, com 
bined, compared, and otherwise manipulated in a computer 
system. It has proven convenient at times, principally for 
reasons of common usage, to refer to these signals as trans 
actions, bits, values, elements, symbols, characters, samples, 
pixels, or the like. 
0024. It should be borne in mind, however, that all of these 
and similar terms are to be associated with the appropriate 
physical quantities and are merely convenient labels applied 
to these quantities. Unless specifically stated otherwise as 
apparent from the following discussions, it is appreciated that 
throughout the present disclosure, discussions utilizing terms 
Such as 'sending. "canceling.” “resending. "notifying.” 
“receiving.” “accessing.” “selecting.” “maintaining.” “termi 
nating.” “monitoring.” “instructing.” “pinging.” “making a 
decision.” or the like, refer to actions and processes (e.g., 
flowcharts 800 and 900 of FIGS. 8 and 9, respectively) of a 
computer system or similar electronic computing device or 
processor (e.g., system 210 of FIG. 3). The computer system 
or similar electronic computing device manipulates and 
transforms data represented as physical (electronic) quanti 
ties within the computer system memories, registers or other 
Such information storage, transmission or display devices. 
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0025 Embodiments described herein may be discussed in 
the general context of computer-executable instructions 
residing on some form of computer-readable storage 
medium, Such as program modules, executed by one or more 
computers or other devices. By way of example, and not 
limitation, computer-readable storage media may comprise 
computer storage media and communication media. Gener 
ally, program modules include routines, programs, objects, 
components, data structures, etc., that perform particular 
tasks or implement particular abstract data types. The func 
tionality of the program modules may be combined or dis 
tributed as desired in various embodiments. 

0026 Computer storage media includes volatile and non 
volatile, removable and non-removable media implemented 
in any method or technology for storage of information Such 
as computer-readable instructions, data structures, program 
modules or other data. Computer storage media includes, but 
is not limited to, random access memory (RAM), read only 
memory (ROM), electrically erasable programmable ROM 
(EEPROM), flash memory or other memory technology, 
compact disk ROM (CD-ROM), digital versatile disks 
(DVDs) or other optical storage, magnetic cassettes, mag 
netic tape, magnetic disk storage or other magnetic storage 
devices, or any other medium that can be used to store the 
desired information and that can accessed to retrieve that 
information. 

0027 Communication media can embody computer-ex 
ecutable instructions, data structures, program modules or 
other data in a modulated data signal Such as a carrier wave or 
other transport mechanism and includes any information 
delivery media. The term “modulated data signal means a 
signal that has one or more of its characteristics set or changed 
in Such a manner as to encode information in the signal. By 
way of example, and not limitation, communication media 
includes wired media such as a wired network or direct-wired 
connection, and wireless media Such as acoustic, radio fre 
quency (RF), infrared and other wireless media. Combina 
tions of any of the above can also be included within the scope 
of computer-readable storage media. 
0028 FIG. 1 is a block diagram depicting a network 100 
upon which embodiments of the present disclosure may be 
used. The network 100 may be referred to as cluster file 
system, network file system, or storage area network. In gen 
eral, the network 100 is a network in which a set of computers 
(e.g., the system 210 of FIG. 3) can perform input/output 
(I/O) operations using, in one embodiment, an object-based 
file system that utilizes Internet Protocol (IP)-based storage 
and RPCs. 

(0029. In the example of FIG. 1, the network 100 includes 
metadata servers 120, 121, and 122 (which may be referred to 
herein as “server nodes, and data servers 130, 131, and 132. 
The data servers 130-132 may be referred to as object storage 
devices (OSDs). The metadata servers 120-122 and the data 
servers 130-132 can communicate with each other via a local 
area network (LAN). There may be any number of metadata 
servers and any number of data servers in the network 100. 
0030. A unique address is associated with each of the 
metadata servers 120-122. In one embodiment, a server in the 
cluster may be designated as the access point through which 
communications between clients and the cluster are chan 
neled. In one embodiment, the address is an IP address (e.g., 
IP0, IP1, and IP2). A client 110 is given an IP address, which 
it uses to contact the metadata server to which it is assigned, 
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either through the LAN or more directly. In the example of 
FIG. 1, IP0 for metadata server 120 is provided to the client 
110. 
0031. As described further below, various mechanisms 
can be used to determine whether or not the metadata server 
120 assigned to the client 110 is inoperative or unavailable. If 
the metadata server 120 should become inoperative or be 
removed from service, for example, then the client 110 can be 
assigned an address for a different metadata server, or for 
multiple other metadata servers, in the server cluster. Alter 
natively, the client 110 can have or be provided with a list 
(e.g., an ordered list) of addresses; if the metadata server 120 
becomes inoperative or removed from service, for example, 
then the client 110 can simply select the next address or 
addresses on the list. The client 110 also may be assigned to 
or may select a different metadata server for reasons other 
than failover, e.g., for load balancing. 
0032. In the example of FIG. 1, the client 110 accesses 
data stored in the data servers 130-132 via the metadata server 
120. Information about the data (metadata) can be stored on 
the metadata servers 120-122. The metadata servers 120-122 
perform operations such as looking up pathnames, retrieving 
file sizes, tracking access/update times, and checking permis 
sions. Metadata servers 120-122 are, in general, computers 
that run server software that performs the above operations 
and that also can pass out tokens that allow access to the 
objects on the data servers 130-132 that contain file data. 
0033. The data requested by the client 110 may span mul 

tiple objects and may be distributed across the data servers 
130-132. The data may also be stored redundantly across 
multiple objects on different data servers. 
0034. In general, the metadata servers 120-122 and the 
data servers 130-132 present a full file system abstraction to 
the client 110; in other words, the architecture of the network 
100 is, in general, transparent to the client 110. 
0035. With reference now to FIG. 2, in one embodiment, 
one of the metadata servers 120-122 (e.g., the metadata server 
122) serves as a central management server (CMS), and a 
CMS agent (or daemon) resides on each of the other metadata 
servers in the network 100. The role of the central manage 
ment server can be passed from the metadata server 122 to 
another server node if, for example, the metadata server 122 
should become inoperative or be removed from service. The 
role of the central management server can be handled by a 
server other than a metadata server. The central management 
server may also be referred to as a notification server. 
0036. The central management server monitors the 
“health of the server nodes in the network 100 via the CMS 
agents. For example, each CMS agent can Supply the central 
management server with performance information for a 
respective server node. The performance information can 
include, but is not limited to, central processor unit (CPU) 
usage and available bandwidth for load balancing purposes. 
0037 Also, in one embodiment, each server 120-122 can 
emit "heartbeat messages” (also known as pings, iamalive 
requests, etc.) periodically, (e.g., 100 times per second), 
either as unicast or broadcast. Another server (e.g., the central 
management server implemented on one of the metadata 
servers or on another server) can listen for the heartbeat 
messages. The client 110 can also monitor the heartbeat mes 
SageS. 
0038 If the central management server fails to detect one 
or more heartbeats from a particular server, then the central 
management server assumes that server is inoperative. If 
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another node (e.g., the client 110 or any of the metadata 
servers 120-122) fails to detect heartbeats from a particular 
server, then that node can notify the central management 
server of that circumstance. 
0039 Generally, the central management server may wait 
until six or 16 heartbeats have been missed before declaring a 
server as inoperative. In that case, the detection period is 
approximately 60-160 milliseconds. Thus, the detection 
period associated with heartbeats is relatively short; signifi 
cantly, the heartbeat detection period is less than the timeout 
period associated with RPC requests. 
0040. In another embodiment, the central management 
server (e.g., metadata server 122) can issue “health check” 
messages to each of the other metadata servers 120-121, 
perhaps on the order of one message per second. In yet 
another embodiment, the client 110 can issue health check 
messages to the metadata server that it is assigned to (e.g., 
metadata server 120). If a server fails to respond to some 
number (e.g., three or four) of the health check messages sent 
from a particular issuing device, then that issuing device can 
notify the central management server of that circumstance. In 
response, the central management server assumes that server 
is inoperative. The timeout for each health check message is 
relatively short; significantly, the timeout period per health 
check message is less than the timeout period associated with 
RPC requests. 
0041. In one embodiment, the central management server 
provides the client 110 with address information (e.g., an IP 
address) for a particular metadata server. That is, when the 
client 110 initiates a session with the network 100, the central 
management server can supply the client 110 with the initial 
IP address it is to use to access the network. The central 
management server can also supply the client 110 with a new 
IP address or a list of IP addresses, for failover and load 
balancing purposes. The client 110 can also contact the cen 
tral management server during the session, to identify a prob 
lem or potential problem with its assigned metadata server, 
for example. 
0042. Thus, the metadata servers 120-122 are set up in a 
redundant configuration so that if one fails, its role can be 
assumed by another server in the server cluster. Information 
required for one metadata server to take the place of another 
can be stored in the data servers 130-132 in redundant fash 
1O. 

0043 FIG.3 depicts a block diagram of a computer system 
210 suitable for implementing the present disclosure. In the 
discussion to follow, various and numerous components and 
elements are described. Various combinations and subsets of 
those components can be used to implement the devices men 
tioned in conjunction with FIG.1. For example, the client 110 
may be a full-function computer system that employs many if 
not all of the features of the computer system 210. However, 
the metadata servers 120-122 and the data servers 130-132 
may utilize only the subset of those features needed to support 
the functionality provided by those devices. For example, the 
metadata servers 120-122 and the data servers 130-132 may 
not need a keyboard or display, and may execute a relatively 
sparse operating system that Supports the functionality of data 
storage and data access and the management of Such func 
tionality. 
0044. In the example of FIG. 3, the computer system 210 
includes a bus 212 which interconnects major Subsystems of 
the computer system. These Subsystems include a central 
processor 214; a system memory 217; an input/output con 
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troller 218; an external audio device. Such as a speaker system 
220 via an audio output interface 222; an external device, 
Such as a display Screen 224 via display adapter 226; serial 
ports 228 and 230; a keyboard 232 (interfaced with a key 
board controller 233); a storage interface 234; a floppy disk 
drive 237 operative to receive a floppy disk 238; a hostbus 
adapter (HBA) interface card 235A operative to connect with 
a Fibre Channel network 290; an HBA interface card 235B 
operative to connect to a Small Computer System Interface 
(SCSI) bus 239; and an optical disk drive 240 operative to 
receive an optical disk 242. Also included are amouse 246 (or 
other point-and-click device, coupled to bus 212 via serial 
port 228); a modem 247 (coupled to bus 212 via serial port 
230); and a network interface 248 (coupled directly to bus 
212). The modem 247, network interface 248 or some other 
method can be used to provide connectivity from each of the 
nodes 110 and 120 to the network 150 of FIG. 1. 

0045. The bus 212 of FIG. 3 allows data communication 
between the central processor 214 and system memory 217. 
which may include ROM or flash memory and RAM (not 
shown), as previously noted. The RAM is generally the main 
memory into which the operating system and application 
programs are loaded. The ROM or flash memory can contain, 
among other code, the Basic Input-Output System (BIOS) 
which controls basic hardware operation Such as the interac 
tion with peripheral components. 
0046. Applications resident within the computer system 
210 are generally stored on and accessed via a computer 
readable storage medium, Such as a hard disk drive (e.g., the 
fixed disk 244), an optical drive (e.g., the optical drive 240), a 
floppy disk unit 237, or other storage medium. Applications 
can be in the form of electronic signals modulated in accor 
dance with the application and data communication technol 
ogy when accessed via network modem 247 or interface 248. 
0047 Continuing with reference to FIG. 3, storage inter 
face 234, as with the other storage interfaces of computer 
system 210, can connect to a standard computer-readable 
storage medium for storage and/or retrieval of information, 
such as a fixed disk drive 244. The fixed disk drive 244 may be 
a part of the computer system 210, or it may be separate and 
accessed through other interface systems. The modem 247 
may provide a direct connection to a remote server via a 
telephone link or to the Internet via an internet service pro 
vider (ISP). The network interface 248 may provide a direct 
connection to a remote server via a direct network link to the 
Internet via a POP (point of presence). The network interface 
248 may provide Such a connection using wireless tech 
niques, including digital cellular telephone connection, Cel 
lular Digital Packet Data (CDPD) connection, digital satellite 
data connection, or the like. 
0048 Many other devices or subsystems (not shown in 
FIG.3) may be connected in a similar manner (e.g., document 
scanners, digital cameras and so on). Conversely, all of the 
devices shown in FIG. 3 need not be present to practice the 
present disclosure. The devices and Subsystems can be inter 
connected in different ways from that shown in FIG. 3. 
0049. The operation of a computer system such as that 
shown in FIG. 3 is readily known in the art and is not dis 
cussed in detail in this application. Code to implement the 
present disclosure can be stored in computer-readable storage 
media such as one or more of the system memory 217, fixed 
disk 244, optical disk 242, or floppy disk 238. The operating 
system provided on the computer system 210 may be MS 
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DOS.R., MS-WINDOWSR), OS/2(R), UNIX(R), Linux(R), or 
another known operating system. 
0050 Moreover, regarding the signals described herein, 
those skilled in the art will recognize that a signal can be 
directly transmitted from a first block to a second block, or a 
signal can be modified (e.g., amplified, attenuated, delayed, 
latched, buffered, inverted, filtered, or otherwise modified) 
between the blocks. Although the signals of the above 
described embodiment are characterized as transmitted from 
one block to the next, other embodiments of the present 
disclosure may include modified signals in place of Such 
directly transmitted signals as long as the informational and/ 
or functional aspect of the signal is transmitted between 
blocks. To some extent, a signal input at a second block can be 
conceptualized as a second signal derived from a first signal 
output from a first block due to physical limitations of the 
circuitry involved (e.g., there will inevitably be some attenu 
ation and delay). Therefore, as used herein, a second signal 
derived from a first signal includes the first signal or any 
modifications to the first signal, whether due to circuit limi 
tations or due to passage through other circuit elements which 
do not change the informational and/or final functional aspect 
of the first signal. 
0051. With reference now to FIG. 4, to access the file 
system on the data servers 130-132, the client 110 can issue an 
RPC request that is sent to the client's assigned metadata 
server (e.g., metadata server 120). A timeout period (also 
referred to herein as an RPC timeout period or a first timeout 
period) is associated with each RPC request; an RPC request 
will expire (time out) at the end of the timeout period if a 
response to the RPC request is not received within the desig 
nated timeout period, in which case the client 110 can reissue 
the RPC request. In response to an RPC request, data is 
retrieved from or sent to one or more of the data servers 
130-132 as required, presuming that the metadata server 120 
is operating properly. 
0052. In one embodiment, the client 110 also sends rela 
tively short and Small health check messages to its assigned 
metadata server 120. A timeout period (also referred to herein 
as a health check timeout period or a second timeout period) 
is associated with each health check message; importantly, 
the timeout period for a health check message is shorter than 
the timeout period for an RPC request. The health check 
messages are Small in size (e.g., on the order of 32-64 bytes) 
relative to the sizes of the RPC requests. Furthermore, the 
time required by the server to process and respond to the 
health check messages is short compared to the RPC requests. 
Hence, the roundtrip time of the health check messages (re 
quest and response) is very short compared to the roundtrip 
time of RPC requests and responses. 
0053. The assigned metadata server 120 responds to a 
health check request within the associated timeout period in 
order to indicate to the client 110 that the server is operative 
and available to keep the ongoing session alive. Otherwise, 
from the perspective of the client 110, the metadata server 120 
will appear to be inoperative. 
0054 As noted above in conjunction with FIG. 2, the 
health of the metadata servers 120-122 can instead be moni 
tored using heartbeat messages that are sent between the 
servers, and by health check messages that are sent from a 
central management server to each of the metadata servers. 
The health check messages from the client 110 can be used in 
lieu of those messages or in addition to those messages. 
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0055 FIG.5 depicts an example of a time-based relation 
ship between RPC requests and health check messages for an 
embodiment in which the client 110 issues both the RPC 
requests and the health check messages. In the example of 
FIG. 5, an RPC request is issued by the client 110 at time T1 
and is received at the metadata server (MDS) 120. At timeT2, 
a health check message is sent from the client 110 to the 
metadata server 120. At time T3, a response to the health 
check message is sent from the metadata server 120 to the 
client 110. At time T4, a response to the RPC request is sent 
from the metadata server 120 to the client 110. As described 
above, the roundtrip time (T3 minus T2) for the health check 
messages is less than the roundtrip time (T4 minus T1) for the 
RPC messages. 
0056. Also shown in FIG.5 is a timeout deadline T5 for the 
health check messages, and a later timeout deadline T6 for the 
RPC messages. The health check message timeout period is 
therefore T5 minus T2, which is less than the RPC timeout 
period of T6 minus T1. That is, a health check message will 
time out faster than an RPC request. 
0057 The relative order of the health check and RPC 
messages shown in FIG. 5 is only an example for illustrative 
purposes. That is, for instance, the health check message need 
not follow the RPC request; health check messages and RPC 
messages can be nested. Also, multiple health check mes 
sages may be sent between RPC requests. Also, there may be 
multiple pending RPC requests; any number of RPC requests 
can be issued in parallel before a response to the earliest RPC 
request is received. 
0058 Because of their short roundtrip time, health check 
messages can be sent serially. That is, a second (later) health 
check message may not be sent before a response to a first 
(earlier) health check message is received. However, health 
check messages can instead be sent in parallel; the second 
health check message can be sent before a response to the first 
health check message is received. As noted above, the health 
check messages may be used by the client 110 to determine 
whether the metadata server 120 assigned to the client is 
operative. Thus, sending the second health check message 
before a response to the first health check message is received 
provides a mechanism for confirming whether or not the 
metadata server 120 is inoperative. In other words, if the 
health check messages are sent serially, then a single missing 
health check response can triggeran alert indicating that there 
may be a problem with the metadata server 120. On the other 
hand, if multiple health check messages are sent in parallel, 
then a threshold for triggering such an alert can be estab 
lished. For example, some number of consecutive health 
check message responses may need to be absent before it can 
be concluded that the metadata server 120 is apparently inop 
erative or unavailable. Additional information is provided in 
conjunction with FIG. 7. 
0059 FIG. 6 is a block diagram depicting actions that can 
be performed if the metadata server assigned to the client 110 
(e.g., the metadata server 120) appears to be inoperative or is 
unavailable, according to one embodiment of the invention. 
As described above, the client 110 itself can determine that 
the metadata server 120 may be inoperative using health 
check messages issued by the client, or other mechanisms 
Such as server-initiated health check messages and server 
initiated heartbeats can be used for that purpose. 
0060. If a node other than the central management server 
determines that the metadata server 120 may be inoperative, 
then that node can send an alert 602 to the central manage 
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ment server. That is, if the client 110 or one of the other 
metadata servers 121-122 determines that the metadata server 
120 is apparently inoperative, then that node can send an alert 
602 to the node acting as the central management server. The 
alert 602 serves as notice to the central management server 
that either a health check message oran RPC request associ 
ated with the metadata server 120 has timed out or that the 
metadata server 120 has stopped sending heartbeat messages. 
Given the shorter round trip time and/or shorter timeout 
period associated with heartbeats and with health check mes 
sages compared to RPC requests, it is more likely that an alert 
602 will be triggered in response to missing heartbeats or a 
health check message timeout instead of in response to an 
RPC timeout. Certainly, in many if not almost all cases, the 
use of heartbeat and/or health check messages allows the 
central management server and/or client 110 to learn more 
quickly that the metadata server 120 assigned to the client is 
unavailable for some reason. 

0061. In response to the alert 602 sent from the client 110 
or another server node, the central management server (e.g., 
the metadata server 122) can optionally make a determination 
whether the metadata server 120 is indeed inoperative. For 
example, the central management server can use the heartbeat 
and health check messages it has been monitoring to deter 
mine whether the metadata server 120 is functioning properly 
or not. The central management server can also directly ping 
the metadata server 120 to make this determination. 

0062. In general, the central management server can main 
tain a list of server nodes that are currently healthy. While the 
central management server has the option of determining 
whether or not the metadata server 120 is indeed inoperative, 
the central management server will generally take the actions 
about to be described as the default course of action, in order 
to avoid affecting the performance of the client 110. Thus, for 
the purposes of the following discussion of FIG. 6, the meta 
data server 120 is presumed to be inoperative. 
0063. In response to the alert 602, in one embodiment, the 
central management server sends a message 604 to the client 
110. The message 604 is used to instruct the client 110 to 
redirect pending RPC requests to an alternate (healthy) server 
node or nodes. 

0064. In one embodiment, the client 110 cancels all pend 
ing RPC requests in response to heartbeat timeout or in 
response to an RPC timeout. In another embodiment, the 
client 110 cancels all pending RPC requests to the metadata 
server 120 in response to the message 604. Once the client 
110 receives information that identifies one or more alternate, 
healthy server nodes, the client 110 can reissue any pending 
RPC requests to one or more of those nodes. As described 
below, the alternate server node or nodes can be identified and 
selected in a number of different ways. 
0065. In one embodiment, the message 604 can include an 
IP address for each server node that may be used instead of the 
metadata server 120. The message 604 may identify only a 
single, healthy server node and an address for that server 
node, or the message may include Such information for mul 
tiple server nodes. Alternatively, as described previously 
herein, the central management server can provide the client 
110 with a list (e.g., an ordered list) of other server nodes in 
the network 100 (FIG. 1) and their addresses when the client 
initiates a session with the network. In the latter embodiment, 
the client 110 can select one or more server nodes from that 
list. In other words, in general, the central management server 
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can point the client 110 to another server node or nodes, or the 
client can choose one or more server nodes based on infor 
mation it possesses. 
0066. As described previously herein (see the discussion 
of FIG. 2), the central management server can monitor the 
performance (health) of each of the other server nodes in the 
cluster. Hence, the central management server can quickly 
identify one or more healthy replacement server nodes. 
0067. The central management server can also proactively 
send a message 604 to instruct the client 110 to cancel pend 
ing RPC requests and redirect those requests to another server 
node or nodes. For example, the central management server 
may send Such a message for purposes of load balancing. In 
other words, the central management server need not wait for 
an alert 602 in order to trigger a message 604 and assign a 
different server node or nodes to the client 110. In general, the 
central management server can send a message 604 and reas 
sign the client 110 to a different server node or nodes at any 
time, or it can do so specifically in response to an alert mes 
sage 602 from the client. As noted above, the message 604 can 
include an address for another server or servers, or the client 
110 can select another server or servers from a preexisting 
list. 
0068 FIG. 7 is a block diagram illustrating an embodi 
ment of a client-implemented process for managing heart 
beats and remote procedure calls. In the example of FIG. 7, 
one or more applications 701 are executing in the software 
layer of the client 110. In general, there may be multiple 
threads of execution at the client 110 that issue RPC requests 
for data. 
0069. In one embodiment, a list (e.g., an RPC table 710) is 
used to track RPC requests and responses that are sent from 
and received by the client 110. Each RPC request can be 
assigned a unique identifier (ID) to facilitate tracking. When 
a new RPC request 721 is issued, a corresponding entry in the 
RPC table 710 is created and is indexed by the ID for that RPC 
request. The RPC request 721 is then forwarded to the 
assigned metadata server 120 via network interface 248, for 
example. The metadata server 120 can access the requested 
data from the data servers 130-132 (FIG. 1) as previously 
described herein. When an RPC response 722 with the same 
ID as the RPC request 721 is received at the network interface 
248, the entry indexed by that ID can be cleared from the RPC 
table 710. The entry corresponding to the RPC request 721 
may also be cleared from the table 710 if that RPC request 
times out. 

0070. In a similar manner, a list (e.g., a health check mes 
sage table 711) can be used to track health check messages 
sent to and received from the metadata server 120. In one 
embodiment, health check messages are sent to the metadata 
server 120 in a serial manner. That is, a first health check 
message is sent to the metadata server 120, and another health 
check message is not sent to that server until after a response 
to the first health check message is received. In Such an 
embodiment, the health check message table 711 may simply 
include a bit that is set to indicate that there is an outstanding 
health check message; that bit can be cleared when the cor 
responding response is received. 
0071. In another embodiment, health check messages may 
be sent to the metadata server 120 in parallel (e.g., the health 
check messages can be nested). In Such an embodiment, a 
unique ID can be associated with eachhealth check messages, 
and each health check message can be tracked in a manner 
similar to the approach just described for RPC requests. 
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0072 Depending on the implementation, if a response to 
any health check message is not received (e.g., the health 
check message times out), or if some number of consecutive 
health check messages time out, or if an RPC request times 
out, then an alert message 602 can be generated as described 
in conjunction with FIG. 6. In one embodiment, when the 
alert 602 is generated, all pending RPC requests addressed to 
the assigned metadata server 602 are cleared from the table 
710 (that is, they are canceled or terminated). In another 
embodiment, all pending RPC requests addressed to the 
assigned metadata server 602 are cleared from the table 710 
when the message 604 is received from the central manage 
ment system. 
(0073 FIG. 8 is a flowchart 800 illustrating an embodiment 
of a computer-implemented method for managing remote 
procedure calls. Flowchart 800 can be implemented as com 
puter-executable instructions residing on some form of com 
puter-readable storage medium (e.g., in the system 210 of 
FIG.3). More specifically, the method described by the flow 
chart 800 can be performed by the client 110 or by any of the 
server nodes 120-122 of FIG. 6 (that is, the method of FIG. 8 
is not necessarily performed by the central management 
server). Notall of the steps included in the flowchart 800 may 
be performed, and the steps may be performed in a different 
order than described. Also, although the flowchart 800 is 
described for single instances of an RPC request and a health 
check message, it can be readily extended to multiple 
instances of RPC requests and health check messages. 
10074. In block 802 of FIG.8, with reference also to FIG.4, 
an RPC request is sent from the client 110 to a first server 
(e.g., metadata server 120). The RPC request can be included 
in a client-maintained list (e.g., RPC table 710 of FIG. 7) for 
tracking purposes. A first timeout period is associated with 
the RPC request. 
0075. In block 804 of FIG.8, with reference also to FIG.4, 
a health check message is sent from the client 110 or from 
another server node to the metadata server 120.The client 110 
and the other server node can also be checking for heartbeats 
from the metadata server 120. A second timeout period that is 
shorter than the first (RPC) timeout period is associated with 
the health check message and heartbeats. 
0076. In block 806 of FIG. 8, in one embodiment, the 
health check message times out, or a lack of heartbeats from 
the metadata server 120 is detected. 

0077. In block 808, with reference also to FIG. 6, an alert 
message 602 is sent from device (e.g., either the client 110 or 
another server node) that issued the health check message to 
the metadata server 120 or that is monitoring the heartbeats 
from the metadata server 120. The alert 602 is sent to the 
central management server in response to the timing out of the 
health check message or in response to a lack of heartbeats 
from the metadata server 120. The alert 602 serves to notify 
the central management server of Such a condition. In 
response to the alert 602, the central management server can 
optionally verify whether the metadata server 120 is inopera 
tive. 
0078. In block 810, the pending RPC request is canceled. 
As noted, the RPC request can be canceled when the health 
check message times out, or when a lack of heartbeats is 
detected, or when the alert 602 is sent, or when a message 604 
is received from the central management server. 
0079. In block 812, an address for at least one alternate, 
healthy (second) server is identified. The address(es) for the 
alternate server or servers may be identified in the message 
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604 sent from the central management server to the client 
110, or the client may select the address(es) from a list that the 
client possesses. 
0080. In block 814 of FIG.8, with reference also to FIG. 6, 
the client 110 can reissue and resend the RPC request to an 
alternate metadata server. If there are multiple RPC requests, 
they can all be sent to the same metadata server or they can be 
distributed amongst multiple metadata servers. 
0081. In one embodiment, the flowchart 800 proceeds 
from either block 802 or block 804 directly to block 816. In 
block 816, instead of receiving a message 604 from the cen 
tral management server in response to an alert message 602 
(FIG. 6) as described above, the client 110 receives the mes 
sage 604 proactively from the central management server. In 
other words, the client 110 may be instructed to stop sending 
RPC requests to the metadata server 120 regardless of 
whether the client sent an alert to the central management 
server regardless of whether an RPC request or a health 
check message request times out or a lack of heartbeats is 
detected. Such a step may be taken for load balancing pur 
poses, for example. From block 816, the flowchart 800 returns 
to block 810. 
I0082 FIG.9 is a flowchart 900 illustrating an embodiment 
of a computer-implemented method for managing a server 
cluster. Flowchart 900 can be implemented as computer 
executable instructions residing on some form of computer 
readable storage medium (e.g., in the system 210 of FIG. 3). 
More specifically, the method described by the flowchart 900 
can be performed by the central management server of FIG.2 
(e.g., by the metadata server 122). Not all of the steps 
included in the flowchart 900 may be performed, and the steps 
may be performed in a different order than described. 
0083. In block 902 of FIG.9, with reference also to FIG.2, 
the statuses of metadata server nodes 120-122 are monitored. 
The monitoring can include measurements of performance 
parameters such as CPU usage and bandwidth. The server 
nodes 120-122 can also send heartbeat messages to one 
another. In one embodiment, a central management server 
can send health check messages to the other server nodes 
120-121. In one embodiment, the client 110 can send health 
check messages to its assigned metadata server (e.g., meta 
data server 120). 
0084. In block 904 of FIG.9, with reference also to FIG. 6, 
the central management server receives an alert 602. The alert 
602 indicates to the central management server that one of the 
server nodes or the client 110 did not receive a timely 
response to a health check message from the metadata server 
120. The alert may also or instead indicate that the client 110 
did not receive a timely response to an RPC request. The alert 
may also or instead indicate that the metadata server 120 has 
stopped sending heartbeat messages. The alert may be issued 
by the client or by any of the metadata servers in the server 
cluster. 

0085. In block 906 of FIG.9, with reference also to FIG. 6, 
the central management server can send a message 604 to the 
client 110 in response to the alert 602. The message 604 can 
be used to instruct the client 110 to cancel pending RPC 
requests to the metadata server 120 and to redirect those 
requests to one or more other metadata servers. 
0086. In one embodiment, the flowchart 900 of FIG. 9 
proceeds to block 908 from block 902. In block 908, based on 
the monitoring performed by the central management server 
as described above, the central management server proac 
tively makes a decision to send the message 604 (FIG. 6) 
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described above. In other words, the central management 
server may instruct the client 110 to stop sending RPC 
requests to the metadata server 120 regardless of whether an 
RPC request or a health check message times out, and regard 
less of whether the central management server receives an 
alert 602 from the client 110. Such a step may be taken for 
load balancing purposes, for example. 
I0087. In summary, according to embodiments of the 
present disclosure, heartbeat and health check messages with 
shorter timeout periods and shorter roundtrip times relative to 
remote procedure calls can be used to monitor the health of 
metadata servers. In particular, the heartbeat and health check 
messages can be used to quickly determine whether a server 
node assigned to a particular client is inoperative. 
I0088. The central management server monitors the perfor 
mance of other server nodes, so that one or more properly 
functioning server nodes can be quickly identified to the 
client to replace the inoperative server node. Once the client 
obtains the network address of the healthy server node(s), it 
aborts all outstanding RPC requests made over the session to 
the failed server node, and reissues the RPC requests over a 
new session to the healthy server node or nodes. As a result, 
the client can access files faster in the event of a server node 
failure. 
I0089. The foregoing description, for purpose of explana 
tion, has been described with reference to specific embodi 
ments. However, the illustrative discussions above are not 
intended to be exhaustive or to limit the invention to the 
precise forms disclosed. Many modifications and variations 
are possible in view of the above teachings. The embodiments 
were chosen and described in order to best explain the prin 
ciples of the invention and its practical applications, to 
thereby enable others skilled in the art to best utilize the 
invention and various embodiments with various modifica 
tions as may be Suited to the particular use contemplated. 
0090 Embodiments according to the invention are thus 
described. While the present disclosure has been described in 
particular embodiments, it should be appreciated that the 
invention should not be construed as limited by such embodi 
ments, but rather construed according to the below claims. 

What is claimed is: 
1. A computer-implemented method for managing a server 

cluster, said method comprising: 
monitoring status of servers in said server cluster, 
receiving an alert that a first server in said server cluster is 

unavailable; and 
in response to said alert, sending instructions to cause 

pending remote procedure call (RPC) requests to said 
first server to be canceled and then reissued to a second 
server in said server cluster instead of to said first server. 

2. The computer-implemented method of claim 1 further 
comprising selecting said second server based on said moni 
toring. 

3. The computer-implemented method of claim 1 further 
comprising: 

before receiving said alert, making a decision based on said 
monitoring to redirect said pending RPC requests to 
another server in said server cluster, and 

after making said decision, sending instructions to cause 
said pending RPC requests to be redirected from said 
first server to said other server. 

4. The computer-implemented method of claim 1 wherein 
said alert indicates said first server has not responded to a 
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health check message, said health check message having a 
timeout period that is shorter than a timeout period for said 
pending RPC requests. 

5. The computer-implemented method of claim 1 wherein 
said alert indicates said first server has stopped sending heart 
beat messages, said heartbeat messages having a detection 
period that is shorter than a timeout period for said pending 
RPC requests. 

6. The computer-implemented method of claim 1 wherein 
said alert is received from a client device served by said first 
SeVe. 

7. The computer-implemented method of claim 1 wherein 
said alert is received from one of said servers. 

8. The computer-implemented method of claim 1 wherein 
said computer system is coupled to a server cluster compris 
ing metadata servers that are coupled to a plurality of data 
servers via a local area network. 

9. A computer-readable storage medium having computer 
executable instructions for causing a computer system to 
perform a method of managing remote procedure calls, said 
method comprising: 

sending a remote procedure call (RPC) request having a 
first timeout period associated therewith: 

sending a health check message, said health check message 
having a second timeout period associated therewith that 
is shorter than said first timeout period; 

canceling said RPC request before said first timeout period 
expires if a response to said health check message is not 
received within said second timeout period; and 

after said canceling, resending said RPC request to a dif 
ferent address. 

10. The computer-readable storage medium of claim 9 
wherein said method further comprises notifying a central 
management server if said response to said health check 
message is not received within said second timeout period. 

11. The computer-readable storage medium of claim 10 
wherein said method further comprises receiving address 
information for a server in response to said notifying. 

12. The computer-readable storage medium of claim 9 
wherein said canceling comprises: 
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receiving a message instructing said computer system to 
stop communicating RPC requests; and 

canceling said RPC request in response to said message. 
13. The computer-readable storage medium of claim 12 

wherein said message further comprises address information. 
14. The computer-readable storage medium of claim 9 

wherein said method further comprises canceling all pending 
RPC requests if said response to said health check message is 
not received within said second timeout period. 

15. The computer-readable storage medium of claim 9 
wherein said method further comprises: 

accessing a list of a plurality of servers; and 
selecting a server from said list. 
16. The computer-readable storage medium of claim 9 

wherein said computer system is coupled to a server cluster 
comprising metadata servers that are coupled to a plurality of 
data servers via a local area network. 

17. A computer-implemented method for managing a 
server cluster, said method comprising: 

monitoring operability of a first server in said server clus 
ter; 

determining that said first server is unavailable; and 
sending instructions to cause pending remote procedure 

call (RPC) requests to said first server to be canceled and 
then reissued to a second server in said server cluster 
instead of to said first server. 

18. The computer-implemented method of claim 17 
wherein said determining comprises not receiving a response 
from said first server to a health check message, said health 
check message having a timeout period that is shorter than a 
timeout period for said pending RPC requests. 

19. The computer-implemented method of claim 17 
wherein determining comprises determining that said first 
server has stopped sending heartbeat messages, said heartbeat 
messages having a detection period that is shorter than a 
timeout period for said pending RPC requests. 

20. The computer-implemented method of claim 17 
wherein determining comprises receiving an alert that a first 
server in said server cluster is unavailable. 
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