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APPARATUS AND METHODS FOR THE
STORAGE OF OVERLAPPING REGIONS OF
IMAGING DATA FOR THE GENERATION
OF OPTIMIZED STITCHED IMAGES

PRIORITY

This application is a continuation of and claims priority to
co-owned U.S. patent application Ser. No. 16/234,330 of the
same title filed Dec. 27, 2018, and issuing as U.S. Pat. No.
10,462,384 on Oct. 29, 2019, which is a divisional of and
claims priority to co-owned U.S. patent application Ser. No.
15/406,175 of the same title filed Jan. 13, 2017, which issued
as U.S. Pat. No. 10,194,097, each of the foregoing incor-
porated herein by reference in its entirety.

RELATED APPLICATIONS

This application is related to U.S. patent application Ser.
No. 15/289,851 filed Oct. 10, 2016 and entitled “Apparatus
and Methods for the Optimal Stitch Zone Calculation of a
Generated Projection of a Spherical Image”, which is incor-
porated herein by reference in its entirety. This application
is also related to U.S. patent application Ser. No. 15/234,869
filed Aug. 11, 2016 and entitled “Equatorial Stitching of
Hemispherical Images in a Spherical Image Capture Sys-
tem”, which claims the benefit of priority to U.S. Provisional
Patent Application Ser. No. 62/204,290 filed on Aug. 12,
2015, each of the foregoing being incorporated herein by
reference in its entirety.

COPYRIGHT

A portion of the disclosure of this patent document
contains material that is subject to copyright protection. The
copyright owner has no objection to the facsimile reproduc-
tion by anyone of the patent document or the patent disclo-
sure, as it appears in the Patent and Trademark Office patent
files or records, but otherwise reserves all copyright rights
whatsoever.

BACKGROUND OF THE DISCLOSURE
Field of the Disclosure

The present disclosure relates generally to video image
processing and in one exemplary aspect, to methods and
apparatus for the storage and/or subsequent provision of
overlapping regions of imaging data for the generation of
optimized stitched images.

Description of Related Art

Spherical images are typically obtained by capturing
multiple images with overlapping fields of view from dif-
ferent cameras and combining (“stitching”) these images
together in order to provide a two-dimensional projection.
Conventional stitching algorithms may result in undesirable
artifacts, including around the stitch lines, due to imperfec-
tions in the stitching process.

Different electronics devices may have different mobility,
computational capabilities, display capabilities, power limi-
tations, and/or other operational considerations. For
example, a consumer device such as a mobile phone or
multi-camera capture device may be convenient to capture
source photographs during an outdoor activity, and/or
quickly view a roughly stitched image, however it may lack
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the computational power to perform high quality stitching.
Similarly, while a laptop or tower computer may have more
than adequate compute power to perform high quality stitch-
ing, they are poorly suited to outdoor activities.

Unfortunately, existing image capture techniques and
rendering formats “fix” a stitched image to a particular
quality. For example, when a mobile device quickly stitches
an image from multiple source images, the resulting stitched
image cannot be re-stitched on a more capable machine; it
is locked into the quality of the mobile device (which may
be relatively poor).

Additionally, storing post-stitch data with the original
source images may not always be feasible due to e.g.,
storage considerations.

Furthermore, observable quality is highly subjective and
the user may be willing to accept a quickly stitched version
with limited augmentation to a higher stitch quality. In some
cases, this may even be limited to spatial regions of the same
image or time regions of the same video stream.

Moreover, prior art techniques assume a particular pro-
jection (e.g., equirectangular (cylindrical), cubic, octahedral,
and/or spherical projection) for stitching images (e.g., for
so-called virtual reality (VR) content). Once an image has
been stitched according to a first projection, the image
cannot be changed to a different projection. Instead, if a
different projection is desired, the source images must be
re-stitched from scratch according to the new projection.

To these ends, techniques are needed to improve upon
these conventional stitching algorithms. Moreover,
improvements are needed to improve compression efficien-
cies associated with the transmission and storage of stitched
images in order to, inter alia, more efficiently leverage the
capabilities of rendering platforms and/or viewing applica-
tions, regardless of the original source images.

SUMMARY

The present disclosure satisfies the foregoing needs by
providing, inter alia, methods and apparatus for stitching
and/or re-stitching images, including at different qualities.

In one aspect, an apparatus configured to stitch source
images according to a first stitching quality is disclosed. In
one embodiment, the apparatus includes: two or more cam-
eras characterized by two or more corresponding fields of
view (FOVs); wherein the two or more corresponding FOV's
are characterized by at least one overlapping region; a
processor; and a non-transitory computer readable medium.
In one exemplary implementation, the non-transitory com-
puter readable medium includes one or more instructions
which when executed by the processor, cause the apparatus
to: obtain two or more images from the two or more
cameras; identify the at least one overlapping region of the
obtained two or more images; post-process the obtained two
or more images to create a post-processed image; and store
the post-processed image and one or more information
associated with the identified at least one overlapping
region.

In one variant, the identified at least one overlapping
region of the obtained two or more images are identified
based on a physical orientation of the two or more cameras
and the two or more FOVs.

In another variant, the identified at least one overlapping
region of the obtained two or more images are identified
based on one or more shared features detected within the
obtained two or more images.

In a third variant, the post-process includes a cut-and-
feather stitch of the obtained two or more images.
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In a fourth variant, the post-process includes a depth
based stitch of the obtained two or more images.

In a fifth variant, the stored one or more information
includes stitching confidence metrics.

In a sixth variant, the stored one or more information
includes original pixel information associated with the at
least one overlapping region.

In a seventh variant, the two or more image capture
components include a first camera facing in a front orien-
tation, and a second camera facing in a rear orientation. In
one exemplary variant, the first and second camera are
characterized by a corresponding first and second hyper-
hemispherical FOVs.

A method for stitching source images according to a first
stitching quality is also disclosed. In one embodiment, the
method includes: obtaining two or more source images from
two or more cameras; identifying at least one overlapping
region of the obtained two or more source images; post-
processing the obtained two or more source images to create
a post-processed image; and storing the post-processed
image and one or more information associated with the
identified at least one overlapping region.

In one variant, the method includes displaying at least a
portion of the post-processed image. In one exemplary
variant, the post-processing further includes determining a
projection for the displaying. In some such cases, the
method may further include stitching at least a portion of the
post-processed image based on the determined projection.

In another variant, the post-processing further includes
determining a viewport to display. In one exemplary variant,
the method further includes stitching at least a portion of the
post-processed image based on the determined viewport.

In a third variant, the post-processing further includes
determining one or more device resource limitations. In one
such variant, the method further includes stitching at least a
portion of the post-processed image to a reduced degree or
extent based on the determined one or more device resource
limitations.

An apparatus configured to re-stitch an image character-
ized by a first stitching quality to a second stitching quality
is further disclosed. In one exemplary embodiment, the
apparatus includes: a network interface; a processor; and a
non-transitory computer readable medium including one or
more instructions which when executed by the processor,
cause the apparatus to: obtain at least a portion of the image
characterized by the first stitching quality; determine a
region of the at least the portion of the image to be
re-stitched to a second stitching quality; obtain one or more
information associated with the determined region; and
re-stitch the region at the second stitching quality.

In one variant, the determined region corresponds to at
least one overlapping region of two or more source images.
In one such exemplary variant, the obtained one or more
information associated with the determined region includes
at least one of: (i) stitching confidence metrics, and (ii)
original capture information from the two or more source
images.

In a further aspect, a computer-readable storage apparatus
is disclosed. In one embodiment, the apparatus includes a
storage medium with a plurality of instructions which are
configured to, when executed on a processing apparatus:
obtain two or more source images from two or more
cameras; identify at least one overlapping region of the
obtained two or more source images; post-process the
obtained two or more source images to create a post-
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4

processed image; and store the post-processed image and
one or more information associated with the identified at
least one overlapping region.

In a further aspect, an integrated circuit apparatus is
disclosed. In one embodiment, the integrated circuit appa-
ratus includes one or more application-specific integrated
circuits (ASICs) which include circuitry configured to con-
duct image data post-processing, such as according to the
method referenced supr

In another aspect of the present disclosure, a computer-
ized apparatus configured to re-stitch a stitched image is
disclosed. In one embodiment, the computerized apparatus
includes: non-transitory computer-readable apparatus
including a storage medium in data communication with
processor apparatus and including at least one computer
program, the at least one computer program including a
plurality of instructions which are configured to, when
executed by the processor apparatus, cause the computerized
apparatus to: obtain data comprising: (i) at least a portion of
the stitched image, and (ii) information related to a stitch
area, the stitch area associated with the at least portion of the
stitched image; determine a re-stitch line based at least on
the information related to the stitch area; retrieve one or
more overlapping portions of the stitched image; and gen-
erate an image projection of the one or more overlapping
portions based at least on a re-stitch of the stitch area using
the determined re-stitch line, the re-stitch of the stitch area
being based at least on a second stitching quality that is
higher than a first stitching quality associated with a previ-
ous stitch of the stitched image.

In another aspect of the present disclosure, an integrated
circuit apparatus is disclosed. In one embodiment, the inte-
grated circuit apparatus includes computerized logic, the
computerized logic being configured to, when operated:
receive data related to a portion of a previously stitched
image, the data comprising metadata related to a stitched
area within the portion of the previously stitched image;
based at least on the metadata, select a re-stitch line that
differs from a stitch line associated with the previously
stitched image; and generate, via a re-stitch of the stitched
area based on the selected re-stitch line, a re-stitched image.

In another aspect of the present disclosure, a computer-
ized method of re-stitching a stitched image is disclosed. In
one embodiment, the computerized method includes:
retrieving a data structure comprising (i) at least a rendered
portion of the stitched image and (ii) metadata related to the
stitched image; determining, based at least on the metadata
and the at least portion of the stitched image, an area of the
stitched image to be re-stitched; retrieving one or more
portions of the stitched image, the one or more portions of
the stitched image associated with a selected re-stitch line;
and producing a re-stitched image based at least on the
retrieved one or more portions of the stitched image.

Other features and advantages of the present disclosure
will immediately be recognized by persons of ordinary skill
in the art with reference to the attached drawings and
detailed description of exemplary implementations as given
below.

BRIEF DESCRIPTION OF THE DRAWINGS

FIG. 1 is a block diagram of one exemplary spherical
camera system, in accordance with the principles of the
present disclosure.

FIG. 2 is a logical flow diagram of a method for stitching
source images according to a first stitching quality, in
accordance with the principles of the present disclosure.
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FIG. 3 is a logical representation of one exemplary file
format used with the exemplary camera system of FIG. 1,
illustrative of the principles of the present disclosure.

FIG. 4 is a logical representation of one exemplary file
format representing a stitching of the exemplary file format
of FIG. 3, illustrative of the principles of the present
disclosure.

FIG. 5 is a logical flow diagram of a method for re-
stitching a previously stitched image according to a second
stitching quality, in accordance with the principles of the
present disclosure.

FIG. 6 is a logical representation of an exemplary initial
stitching of a spherical projection that can be re-stitched to
two cylindrical projections, illustrative of the principles of
the present disclosure.

FIG. 7 is a logical representation of a method for con-
verting images that have been stitched in a polar view to a
more desirable projection for viewing, in accordance with
the principles of the present disclosure.

FIG. 8 is a block diagram of an exemplary implementa-
tion of a computing device, useful in performing the meth-
odologies described herein.

All Figures disclosed herein are © Copyright 2020 GoPro,
Inc. All rights reserved.

DETAILED DESCRIPTION

Implementations of the present technology will now be
described in detail with reference to the drawings, which are
provided as illustrative examples and species of broader
genera so as to enable those skilled in the art to practice the
technology. Notably, the figures and examples below are not
meant to limit the scope of the present disclosure to any
single implementation or implementation, but other imple-
mentations are possible by way of interchange of, substitu-
tion of, or combination with some or all of the described or
illustrated elements. Wherever convenient, the same refer-
ence numbers will be used throughout the drawings to refer
to same or like parts.

Moreover, while implementations described herein are
primarily discussed in the context of spherical images that
are captured using a spherical camera system having two (2)
cameras (e.g., a front-facing and a rear-facing camera), it is
readily appreciated that the principles described herein can
be equally applied to other camera configurations. For
example, when obtaining panoramic (e.g., 360°) content,
three or more images from three or more cameras may be
combined (stitched).

Additionally, while primarily discussed in the context of
camera configurations in which each of the centers of view
for the respective cameras reside on a given two-dimen-
sional plane, it is readily appreciated that one or more of
these cameras can reside such that their center of view is
focused at an azimuthal angle (e.g., at 45°), with respect to
the given two-dimensional plane for other one(s) of the
cameras.

Those of ordinary skill in the related arts will also readily
appreciate that symmetric and asymmetric camera configu-
rations can be substituted with equivalent success. For
example, a symmetric dual camera system (a Janus configu-
ration) may have fisheye lenses that provide a field of view
(FOV) that is greater than 180. In asymmetric implementa-
tions, the cameras may have different FOV angles; e.g., a
higher resolution 195° front-facing camera, and a lower
resolution 245° rear-facing camera. Such implementations
may be useful to store front and back images according to a
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6

common format size, while still providing higher resolution
for objects within the field of interest (e.g., the front cam-
era’s perspective).

While the present disclosure is presented within the
context of static photography, artisans of ordinary skill in the
related arts will readily appreciate that the various principles
described herein may be applied to a wide range of imaging
applications, including e.g., video capture, video rendering,
virtual reality, augmented reality (AR). For example, a
panorama image can be generated from a video capture
while rotating a camera (e.g., stitching together the indi-
vidual frames in time as different fields of view (FOV)).
Similarly, source images may be dynamically stitched
together during a video playback (e.g., for virtual reality
(VR), augmented reality (AR) applications, mixed reality,
augmented virtuality, and/or other hybridized realities).

These and other variations would be readily apparent to
one of ordinary skill given the contents of the present
disclosure.

Overview

Various aspects of the present disclosure are directed to
improved solutions for stitching, as well as re-stitching
previously stitched images. Specifically, during an original
stitching process, in addition to storing the resulting stitched
image, the disclosed systems also save stitching information
and/or original overlap source data. During subsequent
retrieval, rendering, and/or display of the stitched images,
the originally stitched image can be flexibly augmented,
and/or re-stitched to improve the original stitch quality.

Practical applications of the disclosed solutions enable a
user to, inter alia, create and stitch a wide field of view
(FOV) panorama from multiple source images on a device
with limited processing capability (such as a mobile phone
or other capture device). The convenience of being able to
immediately view the panorama (at the time of capture) may
be more important than the lower quality of the initial
stitching. Subsequently thereafter, once the user has access
to more capable rendering (e.g., at home or via data network
access), the quickly stitched image may be re-stitched at a
higher quality.

In some cases, the re-stitching may be selective; for
example, various portions of the image can be re-stitched at
higher quality, whereas other portions of the image may
retain the lower quality stitching. Such techniques may be
especially useful in applications that do not render the entire
stitched image at once; for example, virtual reality (VR) and
augmented reality (AR) only render the portion of the image
that the viewer is “looking” at (i.e., the viewport). This is
especially useful in a resource limited device e.g. smart-
phone which does not have to perform re-stitching on the
entire image. More directly, the degree and/or extent of
stitching may be limited based on device limitations e.g.,
processing or memory resources. In related embodiments,
various frames of a video may be re-stitched at higher
quality, whereas other portions of the video may be left at the
original lower quality stitching. Selectivity may be based on
the quality of the original stitching; in other words, where
the original stitch was sufficient, the improvement of re-
stitching may not be worth the additional processing effort.

Selectivity may also be based on the application; for
example, in a rapidly moving video sequence, the user is
unlikely to perceive any difference in image quality, how-
ever in slow moving video, stitching artifacts may be much
more noticeable. Selectivity may also be based on distance
of the objects from the camera system. Closer objects may
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require high quality depth based stitching due to greater
parallelax effects, but farther objects may not require
advanced stitching.

Additionally, artisans of ordinary skill in the related arts
will readily appreciate, given this disclosure, that saving the
stitching and overlap region within a common data format
enables multiple devices to intelligently request, provide,
and/or retrieve only as much information as is necessary to
construct or reconstruct a stitched image for the appropriate
application. Accordingly, a first device can retrieve the
original image and re-stitch the image according to a first
projection (e.g., an equirectangular projection), while a
second device can retrieve the original image and re-stitch
the image according to a different second projection (e.g., a
cubic or spherical projection). Moreover, as discussed in
greater detail hereinafter, converting from one projection to
another may not always require re-stitching; it may be
enough to warp or stretch portions of an existing projection,
and selectively re-stitch only where the two projections
differ. For example, an equirectangular projection can be
converted to a spherical projection with much less effort by
stretching/warping the bulk of the image; only the poles of
the image need to be re-stitched.

Example Image Capturing System—

FIG. 1 illustrates an embodiment of an example spherical
camera system 100 that may include a first camera 110
capturing a first field of view 112 and a second camera 120
capturing a second field of view 122. In one or more
implementations, the cameras 110, 120 may be integrated in
a back-to-back configuration in which cameras 110, 120 face
opposite directions. For example, in operation, the first
camera 110 may be a “front-facing” camera 110 such that a
user may point the first camera towards an object or scene
of'interest and the second camera 120 may be a “rear-facing”
camera facing in an opposite direction of the front-facing
camera 110. While the designations of front-facing and
rear-facing are useful in describing the example processes
described herein, these designations are arbitrary and the
camera system 100 may operate in any orientation.

The fields of view 112, 122 may each include a hyper-
hemispherical field of view that captures slightly greater
than a 180° range in at least one direction. Because the
respective fields of view 112, 122 are hyper-hemispherical
(e.g., greater than 180°), they overlap in overlapping regions
132, 134 near their respective boundaries. For example, the
fields of view 112, 122 may overlap by n degrees (e.g.,
where n equals 1°, 5°, 10° or other various degrees of field
of view overlap between, for example, a front-facing and
rear-facing camera). These overlapping regions 132, 134
may be used for the stitching of separately captured images
obtained by the respective cameras 110, 120, as will be
described in further detail below. In implementations where
the respective field of view ranges are equal for each of the
first camera 110 and the second camera 120, these configu-
rations will be referred to hereinafter as symmetric lensing
configurations.

In some implementations, the first camera 110 may be
configured to capture a one range in at least one direction
(e.g., 195), while the second camera 120 may be configured
to capture a different range in at least one direction (e.g.,
225). In other words, the first and second cameras 110, 120
may capture differing ranges in their respective fields of
view 112, 122 so long as their fields of view overlap in at
least one overlapping region 132,134. In implementations
where the respective field of view ranges differ for each of
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the first camera 110 and the second camera 120, these
configurations will be referred to hereinafter as asymmetric
lensing configurations.

It will be appreciated that certain camera configurations
contain three (or more) cameras; the corresponding field of
views for these cameras don’t necessarily have to be hyper-
hemispherical (i.e., greater than 180°). For example, in an
implementation that utilizes three cameras, each of these
cameras may capture an image that has a field of view that
is greater than a 120° range in at least one direction, so that
the resultant images may be stitched together into a full 360°
field of view. Implementations that utilize three (or more)
cameras may collectively contain either a symmetric lensing
configuration or, alternatively, may collectively contain an
asymmetric lensing configuration. Similarly, where a com-
plete panorama is not required (e.g., less than a full 360°
field of view), fewer cameras with reduced view angles can
be used with equivalent success.

The number of pixels in a camera sensor and the field of
view (FOV) are typically “fixed” in a camera system and do
not change during use. Generally, the manufacturer will
design the camera to suit the intended application(s). For
instance, an activity camera that is mobile and rugged will
have different capture parameters than a cinema-quality
camera designed for e.g., crane mounts or other bulky
steadying platforms. Artisans of ordinary skill in the related
arts will readily appreciate that the same number of pixels
may be used to capture a larger field of view (FOV) at lower
resolution, or a smaller FOV at a higher resolution. For
instance, a ten (10) Megapixel (MP) camera sensor that is
coupled to a 195° FOV lens provides a higher resolution
than the same 10 MP camera sensor used for a 245° FOV
lens.

As shown in the configuration of FIG. 1, the overlapping
regions 132, 134 are fixed and do not change during use.
Camera manufacturers may design the camera body with
larger or smaller overlap regions; a larger overlap region
may be used for better quality image stitching, but can result
in an overall drop in image resolution as a result of a lower
amount of pixels per degree of FOV (i.e., a lower number of
pixels per degree of FOV). Conversely, a smaller overlap
region may be used for lower quality image stitching, but
may result in an overall increase in image resolution for the
captured image.

In other designs, the overlapping regions may be config-
urable, due to changes in the camera body and/or lens. Video
variants may even be able to dynamically change overlap
regions during an ongoing capture. For example, video
cameras may have optical lens elements that can physically
change (even during ongoing capture) e.g., a zoom body that
allows the camera to change the focal length. Similarly,
static cameras are commonly designed with modular com-
ponents that can be changed out; for example, different lens
attachments can impart different view angles and/or focal
lengths. Some cameras may even be constructed to allow
different sensors or may selectively use different sensors
with different capture characteristics (e.g., switching
between optical and IR sensors, or between higher and lower
capture quality sensors).

As a brief aside, artisans of ordinary skill in the related
arts will readily appreciate, given this disclosure, that
objects within the overlap region may be redundantly cap-
tured in one or both FOVs. Referring back to FIG. 1, a
number of example objects (142, 144, 146, 148, 150, 152,
154, 156) are shown to illustrate the potential limitations and
blind spots of the exemplary camera system. As shown,
object 142 shows up only in the first field of view 112, and
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object 144 shows up only in the second field of view 122.
Object 146 shows up in both the first field of view 112 and
the second field of view 122; whereas object 148 is in a
negligible “blind spot” of both fields of view (typically
within a few inches of the camera). Object 150 is partially
in the overlapping region 132; thus, object 132 is fully
visible for the first field of view 112, but only partially
visible in the second field of view 122. Additionally, object
150 creates a temporary blind spot: object 152 is completely
hidden from both fields of view, object 154 is hidden from
the first field of view 112, and object 156 is visible to both
fields of view.

When stitching source images from the two (2) fields of
view together, the stitching algorithm should ideally recon-
cile at least any salient differences between the two (2)
source images. For example, objects 146 and 156 of FIG. 1
will appear slightly different between the two (2) source
images due to parallax effects. Similarly, object 150 will be
fully visible in the first source image and only partially
visible in the second source image. Object 154 will only be
visible in the second source image. Object 152 was present
in both source images until occluded by object 150; thus,
depending on the particular imaging application, object 152
(or a portion thereof) may be selectively rendered. For
example, a video of object 152 passing behind object 150
may selectively render from the first field of view to the
second field of view to more closely mimic expected physics
(e.g., a constant velocity of movement).

As used herein, the term “parallax™ refers without limi-
tation to a displacement or difference in the apparent posi-
tion of an object viewed along different lines of sight.
Parallax can be mathematically expressed or described with
the angle or semi-angle of inclination between the lines of
sight. As used herein, the term “perspective” refers to a
warping or difference in the apparent dimensions of an
object viewed along a line of sight.

As used herein, the term “redundant” within the context
of source images, refers without limitation to pixel infor-
mation that is found in multiple source images. Redundant
information may be introduced by parallax effects and can
be reconciled together to generate stitched output informa-
tion. In contrast, as used herein, the term “singular” within
the context of source images, refers without limitation to
pixel information that is only found in a single source image.
Singular information may be caused by blind spots or other
occlusions and cannot be reconciled between images with-
out introducing undesirable artifacts (e.g., translucency,
warping, or other undesirable visual effects).

Redundantly captured information can be used in the
stitching process to improve stitching. For example, sophis-
ticated stitching techniques may attempt to use parallax
information to discern distances and/or evaluate depth of the
field of view. Still other techniques may intelligently weight
or select (to the exclusion of others) singular pixel informa-
tion from each field of view. However, simple stitching
techniques may not differentiate between redundant and
singular information; e.g., simple stitching may use a rela-
tively simple cut-and-feather scheme, averaging scheme, or
other unilaterally applied filtering technique.

Existing prior art stitching techniques generate a stitched
image from multiple source images; however, the informa-
tion within the overlap region is not also stored (and is lost).
In other words, subsequent modifications to a file do not
have the benefit of the original source information. For
example, a post-processing video editor cannot tell from the
pixel information whether it was generated from redundant
pixel information or selected from singular pixel informa-
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tion. The disclosed embodiments of the present disclosure
retain such information for pixels within the overlap regions,
and thus enable flexible post-processing of stitched images.
Exemplary Capture, Stitching, and Re-Stitching Methodolo-
gles—

The processes described herein may be performed by a
video processing system including at least one processor and
a non-transitory computer-readable storage apparatus hav-
ing a storage medium. The storage medium stores a number
of computer-executable instructions thereon, that when
executed by the at least one processor, cause the at least one
processor to perform the processes described herein. In an
embodiment, the video processing system may be partially
or wholly implemented in the camera 100 or may be
implemented partially or wholly in an external device (e.g.,
in a computing device that is separate from the camera
system 100 that obtained the resultant images). The various
projection methodologies described herein are useful in, for
example, the compression, storage and/or transmission of
this captured video data.

Additionally, the processes and methodologies described
herein (or portions thereof) may be performed by dedicated
computerized system logic, including without limitation,
application-specific integrated circuits (ASICs), field-pro-
grammable gate arrays (FPGAs), and/or other types of
integrated circuits or dedicated computerized logic that may
be utilized in addition to, or alternatively from, the afore-
mentioned computer-readable storage apparatus.

FIG. 2 illustrates a generalized method for stitching
source images according to a first stitching quality.

At step 202 of the method 200, one or more source images
are obtained. In one embodiment, the source images are
obtained from multiple cameras that are oriented with a
fixed or otherwise known relationship to one another. Com-
mon examples of a fixed or known relationship are e.g., a
Janus type camera body, a multi-lens body (e.g., a three (3),
four (4), five (5), six (6) or more camera body). Certain
vehicles, cranes or filming rigs may have multiple camera or
sensor mounts at fixed positions relative to one another, as
may certain military aircraft. While such configurations may
vary widely from one shoot to another, for the duration of
use, the cameras do not change with relation to one another.

In another embodiment, the source images are obtained
from multiple cameras that are oriented according to a
dynamic relationship that is identified based on e.g., sensors
within the camera or camera fixture. For example, the
camera may have accelerometers, motion detection, and/or
location determination systems (e.g., Global positioning
system (GPS)) that allows the camera to infer the relative
positioning of the FOV for each source image. For example,
certain sophisticated camera rigs may have stabilization
mechanisms that enable the cameras to move to a limited
degree in order to capture a more stable image. Such
stabilization information may be either directly captured (via
accelerometer or other motion sensor data), or may be
inferred from the captured image (as described in greater
detail hereinafter). Based on the relative movements of
cameras with respect to one another, the overlapping region
will change in size (e.g., the FOVs may drift together or
apart relative to one another)

In still other embodiments, the source images are obtained
without any positional information, and the relative posi-
tions of the source images is inferred from the image data.
For example, a user or post-processing engine may be able
to identify reference points and/or edges which are shared
between the source images. Reference points may be pro-
vided with illuminated dots (such as via a laser pointer, or
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other pointing device), reflective tape, or other visible indi-
cia. In some embodiments, the indicia may be non-visible
(e.g., infrared, sonic, or other non-perceptible signaling).
Such indicia may be provided in peripheral regions that are
of limited interest (and can be edited out without affecting
the subject). Similarly, reference edges, lines and/or planes
may be used with equivalent success, by an artisan of
ordinary skill in the related arts, given the contents of the
present disclosure.

At step 204 of the method 200, overlapping portions of
the one or more source images and non-overlapping portions
are identified. In one exemplary embodiment, the overlap-
ping and non-overlapping portions of the source images are
determined according to the fixed physical parameters of the
camera system e.g., based on a known view angle of the
lenses and the separation between the lenses, the overlap
region can be described as the region of each image that
corresponds to the other image’s region at an infinite dis-
tance (where parallax is effectively zero (0)). For example,
in the exemplary Janus camera system 100 of FIG. 1, the
overlap region corresponds to view angles larger than 180°;
i.e., at an infinite distance, both front-facing and rear-facing
cameras will resolve an object on the 180° meridian iden-
tically. Artisans of ordinary skill in the related arts will
readily appreciate that this technique can be extrapolated for
virtually any camera system; for example, a symmetric three
(3) camera system would have overlap regions at 120°
sectors, similarly a symmetric four (4) camera system would
have overlap regions at 90° quadrants.

In one exemplary embodiment, the camera system may
tag certain portions of the source images as overlapping or
non-overlapping regions; for example, FIG. 3 illustrates one
(1) exemplary file format 300 used with the exemplary
camera system 100 of FIG. 1. As shown, the exemplary file
format 300 includes two (2) halves of the rear-facing source
image, that border the front-facing source image. The front-
facing source image is a hyper-hemispherical fisheye lens
photograph; the image has an non-overlapping portion 302
which corresponds to a 165° field of view (FOV), and an
overlapping portion 304 which corresponds to view angles
above 165° to 195°. The rear-facing source image halves
(right and left) have a corresponding non-overlapping 180°
FOV 312 and an overlapping portion 314 which corresponds
to a 195° FOV. The illustrated format provides a central
front-facing image; other file formats may use a side-by-side
format, top-bottom format, or other formatting.

The front-facing and rear-facing images are circular
because they represent the entire fields of view as seen by
the respective cameras 110, 120 (as opposed to a cropped
rectangular field of view captured by a traditional camera).
In an embodiment, the circular images may be captured by
using only a circular region of a respective square or
rectangular image sensor. Alternatively, the circular images
may be captured using respective circular image sensors.
The circular images may each represent a hyper-hemispheri-
cal field of view (e.g., n degrees greater than a hemisphere
in at least one direction (referenced supra)). Thus there may
be overlap in the respective fields of view near the edges of
the respective images. As discussed in greater detail here-
inafter, the overlap may be used to align features present
within both of the images for stitching of these images.

In some embodiments, the camera system may change the
overlap region (possibly dynamically during an ongoing
video capture). For example, the camera body itself can be
modified with e.g., modular lens components and/or physi-
cally adjustable lens distances. In such implementations,
physical capture information may be tagged with the one or
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more source image data as e.g., metadata. Such metadata
may include capture characteristics, including but not lim-
ited to, field of view, lens position, focal length, optical
center, camera skew, radial distortion, tangential distortion,
and any other parameters which may assist in determining
the overlap region.

In other embodiments, the overlapping and non-overlap-
ping portions of the image may be identified with post-
capture processing. The overlap region occurs where the
source images have no noticeable parallax effect. Practical
implementations will experience differences in capture con-
ditions (e.g., white balance, lighting, manufacturing toler-
ances, lens distortion effects) which are not attributable to
parallax; however, the overlap region can be detected where
non-parallax based differences can be identified and
removed/disregarded. For example, the front-facing and
rear-facing fisheye source images can be mapped to a
rectilinear image, color balanced, and compared. Areas that
do not exceed a threshold tolerance correspond to the
overlap region. Moreover, objects that are within the overlap
region and that experience parallax can be readily identified
with such a comparison; the pixel areas that experience
parallax can be flagged for additional processing during
subsequent stitching efforts.

In some embodiments, the identification of overlapping or
non-overlapping regions of the source image may be iden-
tified relative to the image dimensions. For example, a
non-overlapping region may be identified with a first radial
distance from the center of the source image, and the
overlapping region may be identified as the area between the
first radial distance and a second radial distance. In other
embodiments, the non-overlapping region may be identified,
and the overlapping region encompasses everything else (or
vice versa). Still other variants may use a point other than the
center point (e.g., a corner, an offset center, or some other
reference point), or dimensions or coordinate systems other
than radial (e.g., Cartesian coordinates, polar coordinates).

In some implementations, the identification of overlap-
ping or non-overlapping regions of the source image may be
defined based on geometric shapes. For example, a non-
overlapping region may be identified with a circle, and the
overlapping region may be identified as a ring. Other imple-
mentations may use rectangles, squares, ovals, egg-shapes,
or virtually any other polygon or rounded polygon based
definition.

In more complex embodiments, the source images may
have a hot-coded bit map to identify overlapping or non-
overlapping regions (e.g., where each bit of the map indi-
cates whether the corresponding pixel information is in the
overlap or non-overlap region); such implementations may
be particularly useful for complex definitions (e.g., multiple
cameras with different view angles and/or relative position-
ing, moving/panning video, or other irregularly defined
region). In some cases, the hot-coded bit map may be further
compressed to reduce size. While the foregoing hot-coded
bit map is described, artisans of ordinary skill in the related
arts will recognize that virtually any data structure may be
used with equivalent success; common examples include
without limitation, hash tables, arrays, multidimensional
arrays, and strings.

Once the source images have been partitioned into over-
lapping and non-overlapping portions, the source images
can be used in a number of subsequent stitching, rendering,
displaying, editing, or other image processing tasks. For
example, the overlap information may be used to assist in
color balancing between front and back images. More gen-
erally, artisans of ordinary skill in the related arts will readily
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appreciate, given the contents of the present disclosure, that
the overlap region may be used to assist re-encoding,
re-projection image development and/or image post process-
ing. In one exemplary embodiment, at step 206 of the
method 200, the one or more source images are stitched
together according to a first stitching quality based on the
overlap region information.

Stitching techniques attempt to minimize parallax, lens
distortion, scene motion, and exposure differences between
the source images. Consider a panoramic capture under
natural lighting conditions: the portion of the panorama that
is between the camera and the sun will be backlit by
sunlight, whereas the portion of the panorama that is taken
with the sun to the back of the camera will be frontlit. Most
camera sensors cannot capture the full range of exposure and
will limit itself to the range of exposure that provides the
best fidelity. Thus the backlit portion of the image will
typically have a different exposure than the frontlit portion.
If the two images are stitched together without blending,
then there will be a visible seam due to the different
exposures of the source images. Artisans of ordinary skill
will readily appreciate, given this disclosure, that a similar
“seam” effect can be introduced by different focal lengths,
different color balances, different times of capture (espe-
cially where there is motion), and/or any other difference in
capture parameters between the source images.

As used herein, the term “stitching” refers to the process
of combining multiple photographic images with overlap-
ping fields of view to produce a stitched image with a
substantially larger field of view, higher quality and/or
improved resolution. There are a number of image stitching
techniques, and most approaches give more seamless results
when the overlapping regions between source images have
similar capture conditions (e.g., lighting, perspective, color
balance, focus.) However, some stitching techniques may be
able to leverage advanced image processing techniques in
regions of overlap to compensate or even benefit from such
differences; for example, image information that is captured
under a low light exposure can be combined with image
information at a higher light exposure to emulate a larger
dynamic range of exposure than would otherwise be pos-
sible with the camera sensor (also commonly referred to as
High Dynamic Range (HDR) photography). Typically, an
overlap region of 15%-30% of the total field of view (FOV)
can be used to reconcile and blend away differences between
the source images to create an aesthetically “seamless”
image.

One technique for quickly stitching together source
images is so-called “cut-and-feather” stitching. The first step
of a cut-and-feather stitch is to cut (crop out) portions of a
source image that extend beyond the stitch. For example,
with the Janus configuration of FIG. 1, the stitch is located
at the 180° meridian. In some variants, the images may be
cropped to favor one of the source images. For example, a
first source image may have better image quality through
190° of view, therefore the counterpart second source image
is cropped at a corresponding 170°. Moreover, since quality
may vary over the image, it is further appreciated that
different portions of a source image may be preferentially
weighted. For example, a first source image may have a
better or worse image quality in a certain subset of the
overlap (and treated with a larger or smaller cropping area),
whereas the remaining portions of the image are cropped at
the default (e.g., 180°).

The resulting cropped images are joined and “feathered.”
Here, feathering generally refers to, without limitation:
blending filtering, blurring, sharpening, burning, and/or any
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number of other image processing techniques. More gener-
ally, feathering reduces or obfuscates the seam by averaging
the differences in pixel values across the seam. Feathering is
limited in effectiveness because it only considers the pixel
information of the source images, and may introduce some
undesirable artifacts into the resulting image (e.g., ghosting,
translucency, etc.) However, feathering is computationally
simple and can be performed with very little processing
effort (and can be performed in varying degrees). Feathering
is suitable for use on most mobile platforms, and/or where
stitching must be done quickly (e.g., streaming video).

Cut operations and feather operations are well understood
by artisans of ordinary skill; for example, additional details
for cutout and feather type operations are described within
“Image Alignment and Stitching: A Tutorial,” preliminary
draft published Sep. 27, 2004 to Richard Szeliski, incorpo-
rated herein by reference in its entirety. Still other techniques
and/or variations may be made by artisans of ordinary skill
in the related arts, the foregoing being purely illustrative.

In some implementations, a cut-and-feather stitch may
also provide some information as to the degree of confidence
of'the stitch. Simple metrics may include, without limitation:
the differences in pixel information at the seam prior to
feathering (e.g., a sum of difference, or sum of square of
difference, or other metric), the amount of feathering (e.g.,
a sum of changes to pixel values), and/or other quantitative
measures of smoothing. More complicated metrics may
include e.g., user identified artifacts, holistic measures of the
image (including portions outside of the stitch), and/or other

Various other techniques for stitching images may be used
consistent with the present disclosure, the foregoing being
purely illustrative. Common examples of such techniques
include without limitation: cut and feather stitching, depth
based stitching, and multi-band stitching.

In some embodiments, the overlap region includes redun-
dant information from multiple source images. For example,
in a six (6) sided cube system camera, the corners of the cube
will capture three (3) distinct vantages (e.g., a left, a right,
and a top perspective). Still other camera systems may
incorporate stereo vision (e.g., two or more lenses providing
a stereo view) for use in e.g., 3D video and photography. In
another example, a panning video capture can be divided
into individual frames, and then stitched together. Video
capture embodiments may use many frames (at many dif-
ferent perspectives) to perform stitching. Additionally, while
the following description is presented within the context of
visible light, other forms of image capture may be used with
equivalent success. Common examples include without
limitation, infrared, sonic, radar, lidar, and/or any other form
of capture. In some cases, different capture technologies can
provide a diversity of information more easily than visual
imagery. For example, a sonar/visible light hybrid system
can provide depth information and visible light information.

Various different stitching quality metrics may be gath-
ered. Stitching metrics may be based on the original quality
of the source images e.g., a blurry or under exposed image
provide considerably less information during stitching.
Stitching metrics may also quantify the differences between
the original source images at the stitch (e.g., the amount of
disparity at the stitch, larger disparities result in poorer
results). Under such measures, the difference in the stitch
may be quantified in the amount of adjustment to pixel
values; e.g., larger shifts in color values may indicate poor
stitching. In other measures, the difference in the stitch may
be quantified by the absolute number of pixels which
changed (rather than a measure of pixel information). Addi-
tionally, changes to source images may be weighted differ-
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ently. For example, a source image with dubious image
quality (e.g., due to underexposure) may have an under-
weight effect on the resulting stitch.

Still other stitching metrics may quantify holistic differ-
ences between the post-stitch image and its original source
images. Stitching that has warping or skewing that appears
to be multimodal (with multiple maxima/minima) is
unlikely to be attributable to mere differences in perspective
and are more likely due to an unintentional “fold-in” stitch
(where falsely matched distinct features of the source
images were “folded” together into one feature). Similarly,
excessive warping or skewing is also undesirable and may
indicate problems with the originally captured source
images. Some stitching metrics may attempt to quantify
undesirable artifacts (e.g., blurriness, sharpness, unusual
coloration). More generally, artisans of ordinary skill in the
related arts will readily appreciate that virtually any “con-
fidence” metric can be used to convey the quality of the
stitched result.

Additionally, it should be recognized that some metrics
are specific to a particular application. For example, a video
that is constructed from stitched images may experience
unusual effects as objects pass through the seam. The
individual stitched images may be well stitched on a frame
by frame basis; however, when viewed together, an object
with a constant velocity may appear to “bump” through the
seam. In some cases, such motion may be reflected in
subsequent encoding of the resulting video (e.g., motion
vectors that are generated during e.g., MPEG encoding).
Similarly, in some cases, video of fast moving objects may
be more aesthetically pleasing if allowed to retain motion
blur rather than being unnaturally “sharpened”. Also, 3D
applications may need to retain parallax effects and/or focal
distance blurring so as to allow for “natural” depth percep-
tion. Other application specific considerations will be made
apparent to those of ordinary skill in the related arts, given
the contents of the present disclosure.

Stitching quality may be localized to a spatial location
within the stitched image. For example, consider an object
that is occluded from one source image but present in the
other. The remaining portions of the stitched image may be
well stitched; however, the object itself will be difficult to
reconcile into a final stitched image (e.g., whether the object
is present or not). Accordingly, the resulting stitched image
can identify a low confidence metric that is specific to the
location of the object. In this manner, during post-process-
ing, a user could selectively choose to render the obscured
object or edit the object out. In a related example, stitching
quality may be localized to a temporal location within video
frames of images. For example, consider an object that
moves at different speeds or that frequently changes direc-
tion. The stitched frames may each be well stitched; how-
ever, when encoded into a video format, the motion may be
irregular and/or jumpy. Stitching that results in unusual
motion encoding may imply a lower quality stitch.

Additionally, stitching techniques may be localized to a
spatial location within the stitched image. For example, a
mobile device may be able to perform more complex
stitching techniques (e.g., a depth-based stitch) over certain
portions of interest within the image, but use simpler stitch-
ing techniques (e.g., a cut-and-feather stitch) over areas
which are less important. Selective stitching can be useful to
provide better results in reasonable processing times within
the constraints of a mobile platform. For example, the user
may be able to select portions of the quickly stitched image
to check “on-the-spot”; the resulting localized high quality
stitching will let the user know whether they “got the shot™.
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At step 208 of the method 200, the resulting stitched
image and at least the overlapping portions of the source
images are saved. In some embodiments, the resulting
stitched image and the entire original source images are
preserved. In other embodiments, only the corresponding
overlap regions of each of the original source images are
preserved. In still other embodiments, only the low confi-
dence portions of the overlap regions are retained.

In one such variant, stitching metadata is also preserved.
Metadata may include information such as, but not limited
to: camera system and/or capture parameters (e.g., exposure,
lens type, camera orientations, fields of view, and/or other
such information), a reference to the pixels that were
stitched (e.g., bit maps, pointers, or other data structures),
indicia of stitching techniques, projection information, use-
ful stitching metrics (e.g., difference metrics, confidence
metrics, warp metrics, skew metrics), user tagged informa-
tion, and/or any other post processing information.

FIG. 4 illustrates one (1) exemplary file format 400
representing a stitching of the exemplary file format 300 of
FIG. 3. As shown, the exemplary file format 400 includes
two (2) halves of the rear-facing non-overlapping regions
312, that border the front-facing non-overlapping region
302. The resulting stitching area 402 is at a first stitch
quality. Additionally, the illustrated data structure provides
the original front-facing and rear-facing overlap region data
(304, 314) as well as stitching metadata 404. Artisans of
ordinary skill in the related arts will readily appreciate that
the data structure shown in FIG. 4 is purely illustrative and
does not represent the actual proportions of the data struc-
ture; e.g., the stitching data for a cut-and-feather operation
would be small relative to the non-overlapping image data.

The data structure of FIG. 4 is composed of multiple
substituent data structures. The various substituent data
structures may be compressed and/or formatted to varying
degrees. For example, artisans of ordinary skill in the related
arts will appreciate that image compression is well under-
stood in the related arts; thus the rear-facing non-overlap-
ping regions 312, front-facing non-overlapping region 302,
and resulting stitching area 402 can be compressed accord-
ing to any number of existing panoramic image formats. The
rear-facing overlapping region 314 and front-facing over-
lapping region 304 may be compressed as well; however,
irregularly shaped overlapping regions may not be well
suited for traditional image compression (and may be com-
pressed according to more generic data compression for-
mats).

Additionally, there may be a high degree of similarity
between large portions of the rear-facing overlapping region
314 and front-facing overlapping region 304 that can be
used to greatly facilitate compression. More directly, overlap
regions that have a large focal distance will not experience
parallax. Accordingly, these portions of the data structure
will be very similar (after accounting for variations in
exposure or other mild differences) and can be heavily
compressed. The stitching metadata may be compressed or
uncompressed, depending on its content (e.g., benefits for
compressing small amounts of data may be negligible).

FIG. 5 illustrates a generalized method for re-stitching a
previously stitched image according to a second stitching
quality.

At step 502, an image processing system obtains at least
a portion of the previously stitched image at a first stitching
quality. In some embodiments, a data structure that includes
the entire stitched image is procured. For example, the
image processing system may receive a previously stitched
image stored within a data structure (such as the exemplary
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data structure described in FIG. 4, described supra.) In other
embodiments, only a portion of the stitched image is
received. For instance, only a viewport into a stitched
panorama may be rendered (the source data structure may
remain in e.g., a server, other cloud based storage); viewport
based rendering is particularly useful for limited bandwidth
applications via a streaming video feed (e.g., for a virtual
reality (VR) headset).

In some variants, the image processing system determines
whether or not the previously stitched image should be
re-stitched. As previously noted, there may circumstances
where the original stitched image is acceptable; e.g., where
the original stitching has a high confidence metric, or where
stitching artifacts may not be apparent to the viewer (e.g., a
fast moving video application, poor lighting conditions).
Accordingly, the image processing system may first deter-
mine whether additional stitching is required. In some cases,
the image processing system receives user instruction (e.g.,
via a graphical user interface (GUI)) as to whether the image
should be re-stitched.

In some cases, a human user may identify areas of the
image that must be re-stitched. For example, the user may be
able to identify a feature and its ghost to be merged (or false
ghost); this information can be used in a re-stitching process
to determine depth and/or perspective. In other cases, a
human user may identify temporal portions of a video that
should be smoothed, blurred, sharpened or otherwise post-
processed. In hybrid editing systems, the image processing
system may identify (based on the stitching metadata), areas
where the first stitching process had particular difficulty or
which are likely to be incorrect (e.g., areas which had a low
confidence metrics or where the original source captures
were of poor quality). The user can then provide additional
information. For instance, an initial stitching may not have
been able to reconcile whether an object should or should
not have been included in the image (such as may occur
where e.g., the image was in a one camera’s blind spot but
not the other). The image processing software can identify
the resulting area, and allow the user to select whether the
object should be included or not.

In some embodiments, the image processing system may
rely on the original projection and/or merely re-stitch the
same stitch line. In more sophisticated embodiments, the
image processing system may select a new desired projec-
tion (step 504) and/or a new re-stitch line (step 506). As a
brief aside, the initial stitching of the source images
described supra, was performed according to a specific
projection that was defined by the physical parameters of the
camera system; e.g., the Janus camera configuration of FIG.
1 uses fisheye lenses which create a spherical projection.
One salient benefit of re-stitching from a previously stitched
image is that the physical attributes of a camera system are
no longer a limitation. The projection and the re-stitch line
determine the area of an image that is reproduced with the
highest fidelity and most consistent perspective, and also
which areas of the image can be acceptably distorted.
Consequently, the ability to change projections and/or adjust
placement of a stitch line may be used to substantially
improve the quality of the initial first stitching (one such
example is described in greater detail hereinafter, see e.g.,
Exemplary Post-processing Projection and Stitching).

In one exemplary embodiment, re-stitching may be done
to warp a first projection into a second projection. Com-
monly used projections include without limitation e.g.,
spherical, equirectangular, rectilinear, and/or stereographic
projections; artisans will readily appreciate that virtually any
projection of the image may be substituted with equivalent

10

15

20

25

30

40

45

50

55

60

65

18

success, given the contents of the present disclosure. Dif-
ferent projections can be used with a variety of different
applications or to achieve certain artistic or otherwise aes-
thetic effects. More directly, footage that has been captured
with e.g., an action camera, does not have to be used in an
action camera-like application. For example, a spherical
image can be remapped over to a 2D poster blow-ups and/or
any number of other potential uses.

In one exemplary embodiment, the stitch line can be
re-defined. For instance, more or less of the overlap region
can be used from each of the source images. In some
variants, a user or stitching algorithm may shift the stitching
line to favor one of the source images over the other during
post processing. This may allow for a jagged or irregularly
defined stitching line; such as may be useful to include (or
exclude) objects that are hidden in a blind spot for one of the
cameras. Similarly, a previously stitched image may have
falsely matched distinct features of the source images and
obscured the intervening image data by “folding” the two
features together into one feature. The intervening data can
be recovered from the “fold-in” region by revealing the
original overlap region, and correcting the stitch line. In
such cases, the overlap data surrounding a particular stitch
line (or portion thereof) may be recovered from the source
images, and the user or algorithm may re-draw the stitch line
through the overlap region.

Those of ordinary skill in the related arts may additionally
recognize that steps 504 and 506 may only affect a portion
of the originally stitched image; thus some implementations
may leave the remaining areas of the stitched image undis-
turbed. Alternatively, the entire image may be re-stitched so
as to e.g., operate with legacy stitching accelerators or
algorithms.

At step 508 of the method 500, the post-processor
retrieves the overlapping portions of the images correspond-
ing to at least the re-stitch area. In some embodiments, the
post-processor may retrieve the entire overlapping area, and
select only those portions that are being re-stitched. In other
embodiments, the post-processor may identify the portions
that are being re-stitched and only retrieve the corresponding
overlapping areas.

In some cases, the post-processor may not be able perform
a re-stitch for any number of other considerations e.g.,
existing processor burdens, power consumption limitations,
streaming time interval limitations, other network conges-
tion. For example, a streaming VR headset may allow for
re-stitching of data on-the-fly for a streaming application;
the originally stitched images may be re-stitched where the
user is viewing scenery at a leisurely rate; however, when
the user is rapidly moving, re-stitching may not be possible
within the streaming refresh rate (and likely imperceptible to
the user anyway). Consequently, some embodiments may
merely “pass-through” the previously stitched image where
the post-processor is unable to complete the re-stitch within
its other considerations.

At step 510 of the method 500, the post-processor re-
stitches the image where it has the overlapping portions of
the images corresponding to at least the re-stitch area. In one
exemplary embodiment, the re-stitching is based on a higher
quality stitching technique than the initial stitch. More
complex stitching techniques analyze the source images to
intelligently determine how to best combine them. Such
techniques may include e.g., feature detection to assist in
alignment, depth perception to correct shifts in perspective,
motion prediction to reduce ghosting artifacts and blur, edge
detection to resolve differences in focus, color matching to
correct differences in exposure and lighting, and/or any
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number of other image recognition techniques. These stitch-
ing techniques may be computationally complex, and gen-
erally are more difficult (possibly impractical) to be per-
formed on mobile platforms.

One such example of a complex stitching technique is
so-called depth-based stitching which uses object/feature
detection and/or stereovision, to identify objects of varying
distance or “depth” from the camera system. Based on the
inferred depth of the source images and the relative distance
and field of views of the corresponding camera system, the
effects of parallax can be reduced or removed entirely.
Existing solutions for removing parallax may be widely
found through relevant literature; for example, the study of
isomorphism within projective space (e.g., two equivalent
objects) that are induced by an isomorphism of a vector
space (e.g., two equivalent lines of sight) is broadly
described as “homography”.

Complex stitching techniques generally include one or
more steps of: (i) determining which pixel coordinates of a
first source image correspond to pixel coordinates of another
image (alignment), (ii) reconciling differences in redundant
pixel values between the two source images, (iii) applying
blending filters, and (iv) warping the resulting stitched
image to a projection. Various other techniques may be used,
the following descriptions being purely illustrative.

Feature based detection can be based on edge detection,
surface detection, object recognition, shape recognition,
and/or any number of other visual recognition techniques.
Additionally, artisans of ordinary skill in the related arts will
readily appreciate that any feature matching between two
different images, no matter how similar, will have ambigu-
ous features or features which cannot be matched; conse-
quently, most feature detection algorithms can only achieve
a best fit based on e.g., a sum of differences, sum of squares,
or other such metric. Such metrics can also be reported as a
confidence metric.

Moreover, as will be further recognized, there are many
ways to adjust an image to correct for e.g., parallax and/or
blind spots. Adjustments may include, without limitation:
warping, blurring or sharpening, selection, and/or averaging
pixel information from the source images. For example,
changing the perspective of a field of view may be per-
formed by warping or skewing the corresponding field of
view. Moreover, identified objects at different distances may
be skewed to different degrees corresponding to their dis-
tance. Blurring and/or sharpening may be used so to con-
sistently render an object at a particular focal distance. For
example, an object that is blurred in one source image but
sharp in the other source image (due to different focal
distances), may be blurred or sharpened in the aggregate, to
give a consistent focal distance. Similarly, objects that are in
one source image but not the other (e.g., such as where only
one of the cameras has a blind spot) will create a “ghost” or
translucent version, if the redundant pixels are directly
combined. In such cases, a more accurate rendering can be
performed by selecting the pixels from one source image or
the other. In still other cases, ghosting or translucency may
be a desirable artifact. For example, objects in motion look
more natural when rendered with slight ghosting, rather than
with crisp lines (crisp edges create a stop-motion effect).

Feature recognition based image stitching operations are
well understood by artisans of ordinary skill; for example,
additional details for feature based stitching operations are
described within “Image Alignment and Stitching: A Tuto-
rial,” preliminary draft published Sep. 27, 2004 to Richard
Szeliski, previously incorporated herein by reference in its
entirety. Still other techniques and/or variations may be
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made by artisans of ordinary skill in the related arts, the
foregoing being purely illustrative.

Various other techniques for re-stitching images may be
used consistent with the present disclosure, the foregoing
being purely illustrative.

Exemplary Post-Processing Projection and Stitching

As previously alluded to, post-process re-stitching allows
a subsequent image processing system to change projections
and/or adjust placement of a stitch line to substantially
improve the quality of the initial first stitching. FIG. 6
illustrates an exemplary initial stitching of a spherical pro-
jection 602 having a meridian 612 that can be re-stitched to
a cylindrical projection 604 A, 604B with an equator 614 or
a meridian 612. Initially, the first and second circular hemi-
spheres are stretched (a homographic projection) to a cor-
responding equirectangular half and a second equirectangu-
lar half respectively. Specifically, the circular images may
each be stretched horizontally to fill a square. As a result of
this projection, the equirectangular images may become
increasingly more distorted as the top and bottom edges are
approached. For example, the center row of pixels may not
undergo any stretching during the equirectangular projection
processing, while the top and bottom row in the original
circular image (which may each be represented by a respec-
tive single pixel) may be stretched to fill the entire top and
bottom rows respectively of the equirectangular projections.

Referring now to cylindrical projection 604A, each
equirectangular image includes an image representing a
180° field of view along the vertical axis and a 180° field of
view along the horizontal axis of the hemispherical projec-
tions. In some embodiments, the original overlap informa-
tion (which was not part of the stitched image) may also be
retrieved to assist in stretching; e.g., the stretched images
represent 180°+2n where n represents the degree of overlap
between the respective fields of view of the original images.
For example, the first equirectangular image may include a
field of view in the range of 0°-n to 180°+n and the second
equirectangular image may include a field of view in the
range of 180°-n to 360°+n along the horizontal axis of each
hemispherical projection. As a brief aside, the distortion
introduced at the top and bottom of the respective images is
primarily introduced as a result of the projection from a
spherical image onto an equirectangular image. Although
ultra-wide-angle lens (e.g., a so-called fisheye lens) intro-
duces a characteristic distortion into the captured image, this
characteristic distortion can be subsequently removed from
the generated spherical image because this characteristic
distortion is generally known (i.e., fixed within a reasonable
degree of accuracy) when using an ultra-wide-angle lens of
appreciable quality.

In a first variant, the stretched halves may be re-stitched
at the stretched meridians 612; e.g., the left image is stitched
to the right image by aligning one or more features appear-
ing in the n overlapping region along the meridian 612. The
resulting image 604 (referred to herein as an “equatorial
view” of the spherical image) provides an equirectangular
projection of the spherical field of view. This orientation of
the spherical image may be useful because many existing
viewing and editing applications for spherical images
assume that an image is received in this orientation. During
this step, the disclosed embodiments can additionally
retrieve the original overlap region from the source images;
this enables the post-processor to improve or remove arti-
facts that were present in the original stitching. In other
words, the post-processor is not limited to the previously
stitched image data.
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One advantage of meridian stitching is that a conventional
stitching algorithm designed for rectangular images can be
used without requiring a specialized stitching algorithm for
operating directly in the spherical domain. More directly,
existing stitching algorithms were designed for stitching
together multiple rectilinear images, and thus deliver the
best results when the image is rectilinear. However, a
potential problem with the above-described process is that
the top and bottom of the stitch lines in the stitched image
correspond to portions of the equirectangular images that
were subject to the greatest distortion from the spherical to
equirectangular conversion process. This can lead to various
errors in the stitching algorithm, which can result in unde-
sirable artifacts near the top and bottom edges of the stitch
lines. More directly, the upper and lower limits of meridian
stitching experiences the worst case projection distortions
and is likely to introduce undesirable stitching artifacts.

In a second variant, the spherical halves may be stretched
into an equirectangular projection as an equatorial stitch.
More directly, rather than stretching the periphery of the
fisheye capture (where distortion is the worst), the center of
the fisheye capture can be stretched, thereby maintaining as
much fidelity at the edges (where the stitch occurs) as
possible. In other words, the first circular image and the
second circular image may be projected to a first rectangular
image and a second rectangular image where the outer edge
of the circular images maps to the equator of the final
equirectangular projection and the center point of the cir-
cular images have been stretched. This projection may also
be understood as taking increasing concentric rings of pixels
from the circular images and arranging them in rows (e.g.,
forming a triangle in which the center point represents the
vertex of the triangle and the outer most ring represents the
base of the triangle); this triangle can then be stretched to
create a rectangle. In this projection, the distortion in the
rectangular image due to stretching of the pixels increases
near the top edge of the first rectangular image (which
corresponds to the center of the fisheye image). Particularly,
along the top edge, a single pixel (representing the center
point) may be stretched across the entire top edge, while the
bottom edge experiences no stretching. The stretching of
pixel values can be handled any number of ways, including
padding (repeating the same pixel value), averaging (inter-
polating pixel values as weighted averages of source pixel
values) or a polynomial fit (interpolating pixel values with
polynomial fitting). The resulting rectangular images repre-
sent a field of view from 0°-n to 90° along the vertical axis
(corresponding to the angles from the outer edge to the
center point of the original hemispherical projection) and
from 0° to 360° along the horizontal axis (corresponding to
the angles around the circumference of the original hemi-
spherical projection).

The first rectangular image and the second rectangular
image may then be stitched together (e.g., by aligning the n
overlapping degrees at the equator 614). The resulting image
may be referred to as “polar view” of a spherical image. The
stitch line is referred to herein as an “equatorial stitch”
because the stitched edges correspond to the equator 614
between the two hemispheres captured by the cameras 110,
120. As can be seen, in contrast to the meridian stitch
described above, only a single stitch line is used (compared
to two stitch lines) and the stitch is performed along edges
of the images that were minimally distorted during the
rectangular projection process. Furthermore, the post pro-
cessor can also retrieve the original overlap region from the
source images to further improve stitching quality. As a
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result, stitching artifacts caused by the projection distortion
are greatly reduced or eliminated.

Unfortunately, even though the polar view can greatly
reduce stitching error, the polar view is undesirable for
viewing. Consequently, once the images have been stitched
in the polar view, the resulting stitched image is converted
back to a more desirable projection for viewing. For
example, FIG. 7 illustrates one such process. As shown, the
stitched image 702 is divided at into left and right equally
sized sub-images, 704. The left sub-image 706 may be
rotated clockwise 90° and the right sub-image 708 may be
rotated counterclockwise 90°. The rotated left sub-image
706 and the rotated right sub-image 708 may be re-com-
bined (e.g., by aligning the right edge of the rotated left
sub-image 706 with the left edge of the rotated right sub-
image 708) to generate the re-orientated image 710. Finally,
the re-oriented image 710 can be transformed to any number
of other projections (e.g., equirectangular (cylindrical),
cubic, octahedral, and/or spherical projection) view by any
number of well-known linear transforms and/or image warp-
ing techniques.

While the foregoing example is presented within the
context of the Janus two (2) camera configuration described
within FIG. 1, artisans of ordinary skill in the related arts
will readily appreciate that the techniques described therein
may be broadly applied to a variety of other camera systems
(e.g., camera systems having three (3) or more cameras).
Still other optimizations and techniques for adjusting place-
ment of a stitch line to substantially improve the quality of
a stitching are described within co-owned and co-pending
U.S. patent application Ser. No. 15/289,851, filed Oct. 10,
2016, and entitled “Apparatus and Methods for the Optimal
Stitch Zone Calculation of a Generated Projection of a
Spherical Image,” the foregoing application being incorpo-
rated herein by reference in its entirety.

Exemplary Apparatus—

FIG. 8 is a block diagram illustrating components of an
example computing system able to read instructions from a
computer-readable medium and execute them in one or more
processors (or controllers). The computing system in FIG. 8
may represent an implementation of, for example, the video
processing device for performing the stitching and/or re-
stitching processes described herein.

The computing system 800 can be used to execute instruc-
tions 824 (e.g., program code or software) for causing the
computing system 800 to perform any one or more of the
methodologies (or processes) described herein. In alterna-
tive embodiments, the computing system 800 operates as a
standalone device or a connected (e.g., networked) device
that connects to other computer systems. The computing
system 800 may include, for example, a personal computer
(PC), a tablet PC, a notebook computer, or other device
capable of executing instructions 824 (sequential or other-
wise) that specify actions to be taken. In another embodi-
ment, the computing system 800 may include a server. In a
networked deployment, the computing system 800 may
operate in the capacity of a server or client in a server-client
network environment, or as a peer device in a peer-to-peer
(or distributed) network environment. Further, while only a
single computer system 800 is illustrated, a plurality of
computing systems 800 may operate to jointly execute
instructions 824 to perform any one or more of the meth-
odologies discussed herein.

The example computing system 800 includes one or more
processing units (generally processor apparatus 802). The
processor apparatus 802 may include, for example, a central
processing unit (CPU), a graphics processing unit (GPU), a
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digital signal processor (DSP), a controller, a state machine,
one or more application specific integrated circuits (ASICs),
one or more radio-frequency integrated circuits (RFICs), or
any combination of the foregoing. The computing system
800 also includes a main memory 804. The computing
system 800 may include a storage unit 816. The processor
802, memory 804 and the storage unit 816 may communi-
cate via a bus 808.

In addition, the computing system 800 may include a
static memory 806, a display driver 810 (e.g., to drive a
plasma display panel (PDP), a liquid crystal display (LCD),
or a projector). The computing system 800 may also include
input/output devices, e.g., an alphanumeric input device 812
(e.g., touch screen-based keypad or an external input device
such as a keyboard), a dimensional (e.g., 2-D or 3-D) control
device 814 (e.g., a touch screen or external input device such
as a mouse, a trackball, a joystick, a motion sensor, or other
pointing instrument), a signal capture/generation device 818
(e.g., a speaker, camera, and/or microphone), and a network
interface device 820, which also are configured to commu-
nicate via the bus 808.

Embodiments of the computing system 800 correspond-
ing to a client device may include a different configuration
than an embodiment of the computing system 800 corre-
sponding to a server. For example, an embodiment corre-
sponding to a server may include a larger storage unit 816,
more memory 804, and a faster processor 802 but may lack
the display driver 810, input device 812, and dimensional
control device 814. An embodiment corresponding to an
action camera may include a smaller storage unit 816, less
memory 804, and a power efficient (and slower) processor
802 and may include multiple camera capture devices 818.

The storage unit 816 includes a computer-readable
medium 811 on which is stored instructions 824 (e.g.,
software) embodying any one or more of the methodologies
or functions described herein. The instructions 824 may also
reside, completely or at least partially, within the main
memory 804 or within the processor 802 (e.g., within a
processor’s cache memory) during execution thereof by the
computing system 800, the main memory 804 and the
processor 802 also constituting computer-readable media.
The instructions 824 may be transmitted or received over a
network via the network interface device 820.

While computer-readable medium 822 is shown in an
example embodiment to be a single medium, the term
“computer-readable medium” should be taken to include a
single medium or multiple media (e.g., a centralized or
distributed database, or associated caches and servers) able
to store the instructions 824. The term “computer-readable
medium” shall also be taken to include any medium that is
capable of storing instructions 824 for execution by the
computing system 800 and that cause the computing system
800 to perform, for example, one or more of the method-
ologies disclosed herein.

Where certain elements of these implementations can be
partially or fully implemented using known components,
only those portions of such known components that are
necessary for an understanding of the present disclosure are
described, and detailed descriptions of other portions of such
known components are omitted so as not to obscure the
disclosure.

In the present specification, an implementation showing a
singular component should not be considered limiting;
rather, the disclosure is intended to encompass other imple-
mentations including a plurality of the same component, and
vice-versa, unless explicitly stated otherwise herein.
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Further, the present disclosure encompasses present and
future known equivalents to the components referred to
herein by way of illustration.

As used herein, the term “computing device”, includes,
but is not limited to, personal computers (PCs) and mini-
computers, whether desktop, laptop, or otherwise, main-
frame computers, workstations, servers, personal digital
assistants (PDAs), handheld computers, embedded comput-
ers, programmable logic device, personal communicators,
tablet computers, portable navigation aids, J2ME equipped
devices, cellular telephones, smart phones, personal inte-
grated communication or entertainment devices, or literally
any other device capable of executing a set of instructions.

As used herein, the term “computer program” or “soft-
ware” is meant to include any sequence or human or
machine cognizable steps which perform a function. Such
program may be rendered in virtually any programming
language or environment including, for example, C/C++,
C#, Fortran, COBOL, MATLABT™, PASCAL, Python,
assembly language, markup languages (e.g., HITML, SGML,
XML, VoXML), and the like, as well as object-oriented
environments such as the Common Object Request Broker
Architecture (CORBA), Java™ (including J2ME, Java
Beans), Binary Runtime Environment (e.g., BREW), and the
like.

As used herein, the terms “integrated circuit”, is meant to
refer to an electronic circuit manufactured by the patterned
diffusion of trace elements into the surface of a thin substrate
of semiconductor material. By way of non-limiting example,
integrated circuits may include field programmable gate
arrays (e.g., FPGAs), a programmable logic device (PLD),
reconfigurable computer fabrics (RCFs), systems on a chip
(SoC), application-specific integrated circuits (ASICs), and/
or other types of integrated circuits.

As used herein, the term “memory” includes any type of
integrated circuit or other storage device adapted for storing
digital data including, without limitation, ROM. PROM,
EEPROM, DRAM, Mobile DRAM, SDRAM, DDR/2
SDRAM, EDO/FPMS, RLDRAM, SRAM, “flash” memory
(e.g., NAND/NOR), memristor memory, and PSRAM.

As used herein, the term “processing unit” is meant
generally to include digital processing devices. By way of
non-limiting example, digital processing devices may
include one or more of digital signal processors (DSPs),
reduced instruction set computers (RISC), general-purpose
(CISC) processors, microprocessors, gate arrays (e.g., field
programmable gate arrays (FPGAs)), PLDs, reconfigurable
computer fabrics (RCFs), array processors, secure micro-
processors, application-specific integrated circuits (ASICs),
and/or other digital processing devices. Such digital proces-
sors may be contained on a single unitary IC die, or
distributed across multiple components.

As used herein, the term “camera” may be used to refer
without limitation to any imaging device or sensor config-
ured to capture, record, and/or convey still and/or video
imagery, which may be sensitive to visible parts of the
electromagnetic spectrum and/or invisible parts of the elec-
tromagnetic spectrum (e.g., infrared, ultraviolet), and/or
other energy (e.g., pressure waves).

It will be recognized that while certain aspects of the
technology are described in terms of a specific sequence of
steps of a method, these descriptions are only illustrative of
the broader methods of the disclosure, and may be modified
as required by the particular application. Certain steps may
be rendered unnecessary or optional under certain circum-
stances. Additionally, certain steps or functionality may be
added to the disclosed implementations, or the order of
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performance of two or more steps permuted. All such
variations are considered to be encompassed within the
disclosure disclosed and claimed herein.

While the above detailed description has shown,
described, and pointed out novel features of the disclosure as
applied to various implementations, it will be understood
that various omissions, substitutions, and changes in the
form and details of the device or process illustrated may be
made by those skilled in the art without departing from the
disclosure. The foregoing description is of the best mode
presently contemplated of carrying out the principles of the
disclosure. This description is in no way meant to be
limiting, but rather should be taken as illustrative of the
general principles of the technology. The scope of the
disclosure should be determined with reference to the
claims.

What is claimed:

1. A computerized apparatus configured to re-stitch a
stitched image, the computerized apparatus comprising:

processor apparatus;

a non-transitory computer-readable apparatus comprising

a storage medium in data communication with the

processor apparatus and comprising at least one com-

puter program, the at least one computer program

comprising a plurality of instructions which are con-

figured to, when executed by the processor apparatus,

cause the computerized apparatus to:

obtain data comprising: (i) at least a portion of the
stitched image, and (ii) information related to a stitch
area, the stitch area associated with the at least
portion of the stitched image;

determine a re-stitch line based at least on the infor-
mation related to the stitch area;

retrieve one or more overlapping portions of the
stitched image, the one or more overlapping portions
comprising at least a portion of the stitch area; and

generate an image projection of the one or more
overlapping portions based at least on a re-stitch of
the stitch area using the determined re-stitch line, the
re-stitch of the stitch area being based at least on a
second stitching quality that is higher than a first
stitching quality associated with a previous stitch of
the stitched image.

2. The computerized apparatus of claim 1, wherein the
plurality of instructions are further configured to, when
executed by the processor apparatus, cause the computerized
apparatus to:

determine that the re-stitch of the stitched image is to be

performed based at least on data related to the stitched
image, the data comprising at least confidence metric
data associated with the stitched image.

3. The computerized apparatus of claim 2, further com-
prising:

a user interface; and

wherein the determination that the re-stitch is to be

performed is further based on a user instruction
received via the user interface, the user instruction
being indicative of at least a location of the stitch area.

4. The computerized apparatus of claim 1, wherein the
information related to the stitch area comprises data indica-
tive of one or more parameters associated with a device used
for generation of the stitched image.

5. The computerized apparatus of claim 1, wherein the
information related to the stitch area comprises data related
to one or more pixels associated with the stitch area.

6. The computerized apparatus of claim 1, wherein the
re-stitch of the stitch area comprises utilization of one or
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more of: (i) at least one feature detection algorithm config-
ured to enhance alignment of image features, (ii) at least one
depth-based stitch algorithm, or (iii) at least one edge
detection algorithm.

7. The computerized apparatus of claim 1, wherein a first
type of image projection is associated with the stitched
image, and a second type of image projection is selected for
the generated image projection of the one or more overlap-
ping portions, the first type of projection being different
from the second type of projection.

8. The computerized apparatus of claim 1, wherein the
plurality of instructions are further configured to, when
executed by the processor apparatus, cause the computerized
apparatus to:

adjust one or more source images associated with the

stitched image via one or more of warping, blurring, or
sharpening algorithms.

9. An integrated circuit apparatus, comprising:

computerized logic, the computerized logic configured to,

when operated:

receive data related to a portion of a previously stitched
image, the data comprising metadata related to a
stitched area within the portion of the previously
stitched image;

based at least on the metadata, select a re-stitch line that
differs from a stitch line associated with the previ-
ously stitched image; and

generate, via a re-stitch of the stitched area based on the
selected re-stitch line, a re-stitched image.

10. The integrated circuit apparatus of claim 9, wherein
the metadata related to the stitched area comprises data
related to at least one of: (i) one or more parameters
associated with a capture device corresponding to the pre-
viously stitched image, (ii) one or more pixels associated
with the stitched area, or (iii) user-generated information.

11. The integrated circuit apparatus of claim 9, wherein
the computerized logic is further configured to, when oper-
ated, select the re-stitch line to include information related
to a blind spot associated with the previously stitched image.

12. The integrated circuit apparatus of claim 10, wherein
the computerized logic comprises at least one computer
program, the at least one computer program further config-
ured to, when operated, use one or more image recognition
algorithms to generate the re-stitched image.

13. The integrated circuit apparatus of claim 12, wherein
the one or more image recognition algorithms comprise one
or more of: (i) a feature detection algorithm, (ii) a motion
prediction algorithm, or (iii) edge detection.

14. The integrated circuit apparatus of claim 9, wherein
the computerized logic is further configured to:

select an image projection for the re-stitched image;

wherein an image projection associated with the previ-

ously stitched image is different from the selected
desired image projection for the re-stitched image.

15. A computerized method of re-stitching a stitched
image, the computerized method comprising:

retrieving a data structure comprising (i) at least a ren-

dered portion of the stitched image and (ii) metadata
related to the stitched image;

determining, based at least on the metadata and the at least

portion of the stitched image, an area of the stitched
image to be re-stitched;

selecting a re-stitch line;

retrieving one or more portions of the stitched image, the

one or more portions of the stitched image associated
with the selected re-stitch line; and
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producing a re-stitched image based at least on the

retrieved one or more portions of the stitched image.

16. The computerized method of claim 15, wherein an
initial stitch associated with the stitched image corresponds
to a first image projection generated based on a capture
device; and

the producing of the re-stitched image comprises selecting

a second image projection that is different from the first
image projection.

17. The computerized method of claim 15, wherein the
stitched image is associated with a first stitch quality, and the
re-stitched image is associated with a second stitch quality
that is of higher quality than the first stitch quality.

18. The computerized method of claim 15, wherein the at
least rendered portion of the stitched image comprises at
least a portion of a viewport.

19. The computerized method of claim 15, wherein the
retrieving of the data structure comprises retrieving at least
a portion of the data structure from a networked storage
apparatus via a network interface of a computerized device
performing at least the retrieving a data structure, determin-
ing, selecting, retrieving one or more portions, and produc-
ing.

20. The computerized method of claim 15, wherein the at
least the determining, selecting, and producing are per-
formed algorithmically using one or more computer pro-
grams operative to execute on a computerized device, the
computerized device also performing the retrieving a data
structure and retrieving one or more portions.
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