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SYSTEMAND METHOD OF DATA 
INTELLIGENT STORAGE 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

This utility patent application claims priority from U.S. 
provisional patent application Ser. No. 61/834,806, filed Jun. 
13, 2013, titled “SYSTEM AND METHOD OF DATA 
INTELLIGENT STORAGE” in the name of Paula Long, 
Bryan Keith Panner, Eric K. McCall, Dmitry Bochkov, Gre 
gory James McHale, Janice Ann Lacy, Istvan Gonczi, Andrew 
Ferris, and Misha Zelikov, the entire contents of which are 
hereby incorporated by reference. 

COPYRIGHT NOTICE 

A portion of the disclosure of this patent document con 
tains material that is subject to copyright protection. The 
copyright owner has no objection to the facsimile reproduc 
tion by anyone of the patent document or the patent disclo 
sure, as it appears in the Patent and Trademark Office patent 
file or records, but otherwise reserves all copyright rights 
whatsoever. Copyright 2013, Data Gravity, Inc. 

BACKGROUND 

1. Field of Technology 
This disclosure relates to computer storage systems, and 

more particularly to methods and systems unifying primary 
Storage, data protection, and data analytics. 

2. Background 
Data storage solutions are large business and in large 

demand for many enterprises. Storage solutions are often 
designed for specific purposes, and companies often utilize 
separate systems as data silos dedicated to such purposes, 
Such as primary storage (block and file), backup storage, and 
storage for analytics. These three copies of storage are gen 
erally kept on different devices and managed separately. The 
movement of data between these three silos can be difficult 
because there is time involved in determining what changed 
between the primary silo and backup or analytics silo. This 
leads to complex backup strategies that attempt to compen 
sate for the length of time required to move the data to the 
backup and analytics silos. The involved timing covers both 
determination of what has changed since the last time the data 
was captured, and moving the data to the new silos typically 
over a network of some type. This process is usually resource 
intensive on the primary storage system, consuming critical 
primary storage resources such as processor cycles, memory, 
disk operations, and network bandwidth. For this reason, the 
data move to backup and analytics is often scheduled for off 
hours and carefully managed to not interfere with daily opera 
tions. In addition to processing and timing complications in 
moving data to backup and analytics systems, restore opera 
tions required in the case of failure or loss of primary data can 
also be time consuming. Further, while the restore operation 
is occurring primary data is generally not accessible. 

In addition to the above timing and computation issues, 
analytics systems today, Such as those using Hadoop, are 
independent of the primary storage system in terms of Secu 
rity and user account context. This complicates protection to 
data access, and generally loses context of when the changes 
occurred and who made the changes. Many systems also 
require multiple layers of additional third-party software to 
extract any information from the data. 
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2 
Backup systems traditionally focus on recovery point 

objective (RPO) and recovery time objective (RTO). RPO 
represents the maximum time period of acceptable risk of 
data loss—for example, an RPO of 24 hours means on failure 
of primary storage, up to 24 hours of data might be lost and 
unrecoverable. RTO represents the maximum acceptable 
time for recovery after a failure before operation can 
resume for example, an RTO of 24 hours mean on failure of 
primary storage, restoration from backup will take up to 24 
hours before the primary system is restored and can resume 
normal operation. 

Recovering or restoring from a backup system is generally 
a difficult and time-consuming process. Recovering from 
backup generally requiresidentifying a file (or set offiles) and 
a timestamp (date). If the date or file is unknown, the already 
time-intensive restoration process becomes greatly more 
complex. Searching data within a backup system to identify a 
desired restoration without knowledge of the file and date is 
generally a trial-and-error process. Such as picking a date, 
restoring the backup from that date, searching the restored 
data to identify if the data includes the desired item, and 
repeating the process until the desired item is found. 
Once a desired file is identified, a restore process starts. 

Access to the file is typically not granted until the entire 
restore process is completed. This might result in many min 
utes or even hours of wait time before users can start using the 
restored data. This time can be significantly extended due to 
storage optimization techniques used when storing backup 
data. For example, to maximize backup capacity backups 
may be compressed, requiring intensive (and often complete 
site) restoration to recover a single file. 

There is some movement to merge backup and analytics 
systems into a single system which uses the backup data for 
analytics. This has encountered additional problems, as typi 
cally backup systems do not keep data in the same format as 
primary storage. Even if the format is not a problem, issues 
remain with moving the data and breaking the connection 
between the primary storage and change insights. Addition 
ally, applying analytics to backup data has not overcome the 
problems around determining time and authorship of 
changes. 

DESCRIPTION OF PRIOR ART 

U.S. Pat. No. 7,412,577 “SHARED DATA MIRRORING 
APPARATUS, METHOD, AND SYSTEM (Boyd et al., 
Aug. 12, 2008) discloses, in the Abstract, “A network com 
ponent is useful in tracking write activity by writing logs 
containing write address information is described. The track 
ing component may be used in networked systems employing 
data mirroring to record data block addresses written to a 
primary storage Volume during the time a data mirror is 
unavailable.... At the time a data mirroris reconstructed, the 
log written may be used to construct a list of blockaddresses 
pointing to locations on a primary storage Volume wherein 
data differs from a secondary storage volume member of the 
mirror.” This solution improves data mirroring within a stor 
age network. 

U.S. Pat. No. 7,756,837 “METHODS AND APPARATUS 
FOR SEARCHING BACKUP DATA BASED ON CON 
TENT AND ATTRIBUTES” (Williams et al., Jul. 13, 2010) 
discloses, in the Abstract, "Methods and apparatus are dis 
closed that permit the transparent bridging of a broad range of 
backup storage devices, such that backup software will iden 
tify an intermediate device as a one of those storage devices 
and will transparently send their backup data-stream thereto 
as part of the existing standard backup process. Upon receipt 
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of a backup data-stream from the backup Software, the meth 
ods and apparatus provide for analysis of the data elements in 
the data-stream, collection of management information about 
those data elements, and storage of the management informa 
tion in an easily accessible format for Subsequent review and 
query by users and administrators of the original data. This 
Solution provides indexing and search capabilities to backup 
data. 

U.S. Pat. No. 7,937,365 “METHOD AND SYSTEM FOR 
SEARCHING STORED DATA (Prahlad et al., May 3, 
2011) discloses, in the Abstract, “Systems and methods for 
managing data associated with a data storage component 
coupled to multiple computers over a network are further 
disclosed. Additionally, systems and methods for accessing 
documents available through a network, wherein the docu 
ments are stored on one or more data storage devices coupled 
to the network, are disclosed.” This solution provides index 
ing, search, and access to data across multiple repositories 
including secondary storage. 

United States Patent Application Publication 2009/ 
OO83336 SEARCH BASED DATA MANAGEMENT 
(Srinivasan, Mar. 26, 2009) discloses, in the Abstract, “The 
invention includes a system including one or more storage 
devices including the data items a metadata tagging compo 
nent for associating metadata to each data item, a policy 
component defining one or more data management policies as 
a function of the metadata, a search engine for generating a 
list of data items satisfying the data management policy, and 
a data management application for applying the data manage 
ment policy to each data item in the list of data items gener 
ated by the search engine.” This solution creates metadata for 
"a priority . . . . a owner . . . . a group . . . . a last accessed 
time . . . . a last modified time . . . . a created time . . . . an 
archival time . . . . a logical location . . . . and a physical 
location of the data item.” A search is performed of the meta 
data, and backup, retention, and archiving rules are applied to 
the search results. 

U.S. Pat. No. 8,055,745 “METHODS AND APPARATUS 
FOR ACCESSING DATA FROM A PRIMARY DATA 
STORAGE SYSTEM FOR SECONDARY STORAGE 
(Atluri, Nov. 8, 2011) discloses, in the Abstract, “A system for 
providing secondary data storage and recovery services for 
one or more networked host nodes includes a server applica 
tion for facilitating data backup and recovery services; a first 
data storage medium accessible to the server application, a 
second data storage medium accessible to the server applica 
tion; at least one client application for mapping write loca 
tions allocated by the first data storage medium to write 
locations representing a logical view of the first data storage 
medium; and at least one machine instruction enabling direct 
read capability of the first data storage medium by the server 
application for purposes of subsequent time-based storage of 
the read data into the secondary data medium.” This solution 
splits (mirrors) data between primary and backup storage, 
providing continuous backup rather than discrete (backup 
window) backups. Metadata including 'source address, des 
tination address, LUN, frame sequence number, offset loca 
tion, length of payload, and time received specific to every 
data frame is tracked, details of which are used in verification 
and compression. 
None of the above provides a storage solution with 1) 

integrated primary storage, data protection, and data analyt 
ics; 2) in-line data analytics tracking data access and data 
modifications; 3) RPO based on data analytics rather than 
fixed time; 4) extendible metadata generation including con 
tent analytics; and 5) RTO minimized to restoration of meta 
data rather than complete site restoration, all without requir 
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4 
ing separate backup data streams, or additional servers and 
Software to coordinate operations between multiple systems. 
What is needed, therefore, is a solution that overcomes the 
above-mentioned limitations and that includes the features 
enumerated above. 

BRIEF SUMMARY 

The disclosed system merges primary data storage, data 
protection, and intelligence into a single system. The system 
provides primary storage, analytics, and analytics-based data 
protection without requiring separate solutions for each 
aspect. Intelligence is provided through inline data analytics, 
with additional data intelligence and analytics gathered on 
protected data and prior analytics, and stored in discovery 
points, all without impacting performance of primary storage. 
As data is written, it is mirrored as part of high availability 
(HA) processing. Real-time analysis is done in-line with the 
HA processing, enabling a variety of data analytics. Data 
content can be mined from within files or blocks. The gath 
ered intelligence is used to tag objects with extended meta 
data, enabling both valuable search options and rapid restore 
options. Data recovery begins with metadata restoration, fol 
lowed by near-instantaneous access to “hot” regions of data 
being restored, allowing site operation to continue or resume 
while a restore is ongoing. 

With the disclosed system, a primary storage processor 
works in conjunction with an intelligence processor to store 
and protect the data on separate sets of disks while gathering 
intelligence as the data is created. Thus the disclosed storage 
system manages primary and HA stream data, the ability to 
extract information about the data, the data usage, and col 
lects analytics around the data content. By using a single HA 
storage system to manage everything, processors and IO 
capacity normally dormant or underutilized may be put to use 
for gathering data intelligence, data protection, and delivering 
search and analytics. Data extraction may include metadata 
extraction, content extraction, and fine grain block-level 
access and change tracking. For file based primary storage, 
analysis may track file and metadata changes, including 
block-level changes, as data is written. For block based pri 
mary storage, analysis may track block level access and 
changes. Further, the system is capable of understanding data 
in a higher level application stream context, and performing 
tracking and analysis at a block level that is similar to file level 
analysis. This enables stream-level analysis such as for data 
being stored to a database. As data is written to intelligence 
storage, a copy of the data that is in memory is analyzed in 
parallel for data intelligence. Unlike traditional systems that 
are constrained by speed of data movement, this architecture 
allows for rapid processing of the data. Using this initial 
intelligence scan of the data, the data can then be post pro 
cessed to gather more in-depth insights. 

Analytics are available in near real time for end users. 
Preprocessed data is stored as incremental metadata to indi 
vidual data objects and in separate data structures that can be 
queried. Unlike traditional data analytics systems, intelli 
gence is not completely separated from the original data 
Source. Analytics metadata is stored within discovery points. 
Each discovery point contains the analytics for the accessed 
and changed data associated with that discovery point, and 
optionally a copy of the data that has changed since a prior 
discovery point. By keeping the most commonly used intel 
ligence as part of the metadata, the disclosed system reduces 
the response time to end users requests for intelligence dra 
matically. The system also has access to added features of the 
data: who accessed or made a data change and when was the 
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data accessed or changed. These added features allow the 
intelligence system to provide additional context for search 
and analysis. 
An HA stream is used to create intelligence data, thereby 

providing a source for both data analytics and real-time pro 
tection of the customer data. Discovery points are created 
through the intelligence system based on the intelligence 
data, not primary storage data, which removes impact on 
primary storage during discovery point creation. Discovery 
points are stored on separate storage media from Storage of 
the primary data stream. Discovery point creation can be 
based on time, but also can be analytically implemented 
based on an adaptive schedule. This adaptive behavior is 
achieved by actively monitoring access, changes, and change 
rates over time. This is done at a share or volume level and 
may take into account who owns and who accesses the data. 
The adaptive schedule may create discovery points as a result 
of hitting a threshold of percent change across the total data or 
across a designated portion of the total data, or after detecting 
anomalies in the amount of data changes based on historical 
analysis of data change rates over time. 

Retaining data within a discovery point enables data recov 
ery. However, from a recovery standpoint, traditional RPO is 
changed. Discovery points are created based on the intelli 
gence data, which removes impact on primary storage during 
discovery point creation. This protects data in real-time, 
reducing RPO to zero. 
The system additionally minimizes RTO to near Zero. Two 

options for restoring data are available—object level restores 
or full site restores. 

Object level restore recovers metadata using data and intel 
ligence metadata about an object within a discovery point. An 
object can be a file, directory, file share, volume, or a file or 
directory within a complex object such as a file within a file 
system within a virtual machine disk (VMDK), or a directory 
within an archive. As soon as the metadata is restored for 
primary storage, the object appears restored to end users with 
input/output (I/O) access granted. “Hot' data within the 
object, Such as data actively being accessed by an end user or 
identified as prioritized for fast recovery based on previously 
gathered analytics over time, is restored with priority to pri 
mary storage, while any remaining data is back-filled with 
lower priority, ensuring the object will be fully restored. Data 
accessed within the object during the restore may have a 
slight access performance reduction, but availability of the 
restored object is near immediate. 

Site level restore is to recover an entire site or portion of 
site. Such as after a complete or partial failure of primary 
storage. A site level restore is not as instant as an object level 
restore, but is structured to enable site operation to resume 
quickly, potentially within a matter of minutes. Traditional 
RTO is measured in days and hours. With a site level restore, 
internal system metadata is quickly recreated for the site 
being restored, after which end users may access data. As in 
the object level restore case, “hot” data being actively 
accessed or analytically identified is given priority for data 
restoration while other data is back-filled at lower priority, 
guaranteeing eventual complete restoration while also 
enabling rapid access for recovered functionality. Site level 
restores could take longer than object level restores before 
end user operation can continue due to the larger Scale of 
metadata required. 

While a restoration is in process, new data changes may be 
made. All new changes are tracked and protected, and ana 
lytics gathered, even if the entire restoration has not com 
pleted. 
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6 
Features and Advantages 
The disclosed system combines primary storage, data ana 

lytics, data protection, and recovery into one system. 
The disclosed system does not require additional data 

streams, additional servers or other appliances, or additional 
software to be deployed beyond the ones traditionally found 
in primary storage environments. 
The disclosed system tracks data changes in real-time, 

which eliminates pre-processing needed to perform data pro 
tection and avoids post-processing of data to detect changes 
or querying application servers for data changes. 
The disclosed system creates a full text index of stored 

data, along with automatically created metadata tags which 
classify the data. This tagging enhances the data discovery 
process. 
The disclosed system retains analytics metadata for 

accessed and changed data and, optionally, data changes in 
discovery points. 
The disclosed system extends discovery point creation to 

be time based, percentage based, and analytically adaptive. 
The system maintains a current working version of content 
changes from the last discovery point, removing any risk-of 
loss window on primary storage failure. 
The disclosed system eliminates back-up windows and 

back-up scheduling. 
The disclosed system provides immediate data protection 

through real-time redundancy of primary data. 
The disclosed system creates content-specific intelligence 

of stored data, allowing for rapid search and identification of 
desired discovery points and data within them. 
The disclosed system enables real-time selective restore 

based on search of gathered data intelligence. 
The disclosed system tracks a rich set of operational behav 

ior over time on the data Such as access patterns of users to 
allow for tracking maps of content to people. 
The disclosed system may include off-site archival storage 

in addition to on-site data protection, enabling both rapid 
recovery and long-term storage while maintaining near 
instant restore, analytics, and searchability on the local site. 
The disclosed system enables data intelligence gathering 

and analytics without any impact to primary storage perfor 
mance or availability. 
The disclosed system provides a programming interface 

allowing connection by third party data intelligence pack 
ages. This includes custom defined application programming 
interfaces (APIs) as well as using traditional file and block 
access to manage. Such as search, query status, etc., and 
retrieve analytics. 
The disclosed system enables near-instantaneous access to 

data, Such as individual files, directories, or file systems, 
being restored. 
The disclosed system significantly reduces the time to 

resume operation after initiating a full site recovery in case of 
complete primary or intelligence system loss. 

BRIEF DESCRIPTION OF THE DRAWINGS 

In the drawings, closely related figures and items have the 
same number but different alphabetic suffixes. Processes, 
states, statuses, and databases are named for their respective 
functions. 

FIG. 1 is a diagram showing interaction between a Primary 
Node. Intelligence Node, and Remote Intelligence Node, and 
connected storage pools. 

FIG. 2 is a view of an appliance device containing Primary 
and Intelligence Nodes. 
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FIG. 3 is a diagram showing the components of a Primary 
Node. 

FIG. 4 is a diagram showing the components of an Intelli 
gence Node. 

FIG. 5 is a diagram showing the analytics flow process. 
FIG. 6a is a diagram showing the structure of a change 

catalog: 
FIG. 6b shoes a discovery point. 
FIG. 7 is a diagram showing adaptive allocation of avail 

able storage. 
FIG. 8 is a diagram showing data protection flow from a 

Primary Node to an Intelligence Node to a Remote Site. 
FIG. 9 is a diagram showing a Primary Node and an Intel 

ligence Node in an independent deployment. 
FIG. 10 is a diagram showing a Primary Node and an 

Intelligence Node in a shared deployment. 
FIG. 11 is a diagram showing data restore flow from an 

Intelligence Node or Remote Site to a Primary Node, and 
from a Remote Site to an Intelligence Node. 

FIG. 12 is a diagram showing process flow for data restore. 
FIG. 13 is a diagram showing FIG. 1 modified to replace 

the Remote Intelligence Node with a disaster recovery con 
figuration of a Remote Primary Node and Remote Intelli 
gence Node. 

FIG. 14 is a diagram showing fan-out expansion of storage 
pools connected to a shared deployment. 

FIG. 15 is a diagram showing fan-out expansion of storage 
pools connected to an independent deployment. 

FIG. 16 is a diagram showing process flow on a user data 
access command. 

FIG. 17 is a logical view of discovery points. 

DETAILED DESCRIPTION OF A PREFERRED 
EMBODIMENT 

Terminology 
The terminology and definitions of the prior art are not 

necessarily consistent with the terminology and definitions 
used herein. Where there is a conflict, the following defini 
tions apply. 

Primary Storage: networked storage accessible to multiple 
computers/workstations. The storage can be accessed via any 
networked device, either as files or blocks. Unless explicitly 
stated, “primary storage” refers to both blocks and files. 

Intelligence Storage: secondary storage containing gath 
ered intelligence, discovery points, and a redundant real-time 
copy of files and block data contained in Primary Storage. 

Primary Node: includes access protocols to communicate 
with an Intelligence Node, Remote Sites, and Expansion 
Nodes; access protocols layer (for example, NFS, SMB, 
iSCSI); protection and analytics in real-time (“PART) layer; 
file and block storage layer (file system, block Volume); and 
connection to storage devices (RAID, DISK, etc.). A Primary 
Node appears to system users as Primary Storage, and pro 
vides an interface and controls to act as the access to Intelli 
gence Storage. 

Intelligence Node: includes access protocols to communi 
cate with a Primary Node, Remote Sites, and Expansion 
Nodes; data intelligence storage layer (intelligent data ser 
vices & rules processing); file and block storage layer (file 
system, block Volume); and connection to storage devices 
(RAID, long-term storage). In the preferred embodiment, 
intelligence node data is accessed by users through a Primary 
Node, but in alternate embodiments Intelligence Nodes may 
be directly accessed by users. 

Discovery Point: A discovery point, created from a mir 
rored (high availability) copy of primary data, contains data 
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8 
analytics for accessed and changed primary data since a prior 
discovery point. A discovery point may contain the changed 
data, providing for a virtually full but physically sparse copy 
of the primary data captured at a user-specified point in time 
or dynamically based on change rate or other analytics. While 
primary data does not change within a discovery point after 
the discovery point was created, analytics metadata stored in 
a discovery point can be expanded as deeper levels of user 
data analysis are performed and more analytics are gathered. 
Tracked primary data changes can be retained for the life of 
the discovery point or can be removed at scheduled or 
dynamic intervals, such as after deep data analysis is com 
plete and desired analytics metadata is obtained. Removing 
primary data allows for more efficient space utilization, while 
retaining primary data enables point-in-time recovery of that 
version of data. 
Change Catalog: an ordered set of real-time access and 

change information related to a data object, tracked at a dis 
covery point granularity. A change catalog tracks who, how, 
when, and where aspects of a data object being accessed 
and/or modified. There is one change catalog for every dis 
covery point. 
Remote Site: one or more off-site nodes in communication 

with local site primary or intelligence nodes. 
Pool: the collection of data storage connected to a node. 
Object: a file, directory, share, Volume, region within a 

volume, or an embedded object. Objects can be complex, 
containing other embedded objects. For example, a file can be 
a container containing other files, or a Volume can have a file 
system on top of it which in turn contains files. The system is 
capable of recognizing complex objects and tracking changes 
at finer embedded object granularity. 

Selective Restore: an automatic (policy based) or manual 
(customer initiated) restore at an object level. 

Site Restore: a manually initiated process to recreate pri 
mary or intelligence pool content using a previously protected 
version of the data being restored. 

Container: objects which may have other embedded 
objects, such as a file, directory, file system, or Volume. 

Expansion Nodes: appliance having a processor, memory 
(RAM), network connectivity, and storage devices, and con 
nected to one or more primary or intelligence nodes scaling 
the processing power and/or storage for connected nodes. 
Operation 

In the following detailed description, reference is made to 
the accompanying drawings which form a part hereof, and in 
which are shown, by way of illustration, specific embodi 
ments in which the invention may be practiced. It is to be 
understood that other embodiments may be used, and struc 
tural changes may be made without departing from the scope 
of the present invention as defined by the claims. 
The disclosed high availability (HA) storage system pro 

vides primary storage, analytics, and data protection. The 
system provides primary storage access as block and/or file 
level storage while avoiding single points of failure. The 
system collects analytics in real-time while also protecting 
data in real-time on separate physical media, and includes 
options for off-site data protection. The system implements 
deep analytics enabling restore, storage, and data intelli 
gence, and protects both customer data and associated ana 
lytics. The system provides traditional file based and custom 
API methods for extracting analytics metadata. The system 
provides for near-instantaneous (live) restore at the object 
level, and significantly reduced wait-before-access time in 
case of primary or intelligence node complete failure (aka full 
site restore). The system provides for fan-out scalability of 
storage and intelligence for dynamic growth and expansion. 
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Referring to FIG. 1, Primary Node 100 of the system con 
nects within a network to provide block and/or file level 
storage access to connected computing devices (not shown), 
real-time data protection, and real-time analytics of primary 
data. Primary data is read from and written to primary storage 
pool 110. The data can be written or read as files or blocks 
depending on the access protocol being used. As the data is 
written it is automatically mirrored and tracked for data pro 
tection as part of a HA process for the primary node. The 
mirrored cache of the data is created for Intelligence Node 
120. The Intelligence Node enables data protection, analytics, 
and recovery. The Intelligence Node stores a real-time copy 
of primary data, analytics and discovery points within intel 
ligence pool 130. Discovery points are automatically or 
manually created at any point by the Intelligence Node, and 
based on fine grained change data enabling action to be taken 
immediately with no need to copy the underlying primary 
data or do any post processing to determine what has changed 
since any prior discovery point. 

In a preferred embodiment, each Node is capable as acting 
as either a Primary Node, an Intelligence Node, or both. For 
reliability and performance reasons, separate Primary and 
Intelligence Nodes are desirable. In case of failure of either 
node, the other may take over operation of both. Implemen 
tation without dual-capability (that is, operating solely a Pri 
mary Node and solely an Intelligence Node) is possible but 
loss of service (to either primary or intelligence storage) 
would occur on failure of such a node. In a preferred embodi 
ment, each one of the Nodes has a processor and local 
memory for storing and executing Node software, a connec 
tion to physical storage media, and one or more network 
connections including at least a dedicated high bandwidth 
and low latency communication path to other Nodes. 

In a preferred embodiment, the Primary Node and Intelli 
gence Node are physically housed within a single device, 
creating a user impression of a single appliance. FIG. 2 shows 
one such example, with Primary Node 100 and Intelligence 
Node 120 housed together to appear as a single physical 
appliance. Implementation may be with any number of disks, 
for example Such as a four rack units (4U) housing containing 
up to twenty-four hard drives, with separate physical storage 
devices connected to the system. Internally each node is com 
pletely separated from the other with the exception of a back 
plane, with each node having a dedicated (not shared) power 
Supply, processor, memory, network connection, operating 
media and optionally non-volatile memory. Separation 
enables continued operation, for example the Intelligence 
Node may continue operating should the Primary Node fail, 
and vice versa, but shared resource implementation is also 
possible. 

Primary Node 
Also referring to FIG. 3, a node actively operating as Pri 

mary Node 100 operates storage protocol server software 
300, for example Common Internet File System (CIFS), Net 
work File System (NFS), Server Message Block (SMB), or 
Inernet Small Computer System Interface (iSCSI), so the 
Primary Node will appear as primary storage to network 
connected computer devices. The storage protocol server 
Software also communicates with a protection and analytics 
in real-time process (PART) 310 which intercepts and takes 
action on every data access. 
The PART310 performs three main roles after intercepting 

any data access request: mirroring primary data for HA, gath 
ering in-line data analytics on primary data, and storing pri 
mary data. The examples explained herein are directed to a 
file access perspective, but the PART can similarly process 
block level accesses. When performing block access to a 
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10 
volume, the PART can identify embedded objects and per 
form the same analysis that is applied to file-level accesses. 
Intercepted access requests include read, modify (write data 
or alter attributes, such as renaming, moving, or changing 
permissions), create, and delete. The PART tracks and mirrors 
the request (and data) to the Intelligence Node. Communica 
tion with the Intelligence Node is through synchronous or 
asynchronous inter-process communication (IPC) 340 
depending on configuration. IPC may including any Suitable 
protocols or connections, such as Remote Procedure Call 
(RPC) or a Board-to-Board (B2B) high performance, low 
latency communication path that may be hardware specific. 
Any data included with a data access request, Such as 
included in write operations, is also mirrored to the Intelli 
gence Node as part of HA system operation. This mirroring 
establishes data protection through real-time redundancy of 
primary storage. Additionally, the PART executes in-line 
analysis of primary data, gathering real-time analytics. The 
PART sends gathered real-time analytics to the Intelligence 
Node, where the analytics are added to a change catalog 
maintained by the Intelligence Node. In addition to analytics, 
the PART directs the request to an actual file system, for 
example Fourth Extended FileSystem (EXT4) or Z File Sys 
tem (ZFS), or block volume for file or block storage access 
330 to physical storage devices. 
The storage access function 330 (be it file system level or 

block level) performs the access request on storage media, 
and returns the result to the PART for return to the requesting 
system. In a preferred embodiment, the storage media 
includes disks attached to the system, but other storage media 
solutions are possible. 

In a preferred embodiment, the Primary Node also includes 
the Software necessary to operate as an Intelligence Node in 
case of Intelligence Node failure. 

In a preferred embodiment, the Primary Node also operates 
management software. Preferably accessed through a 
browser interface (although any user interface provision 
method may be used), the management Software provides 
system administrators access to configure and manage system 
users and access discovery points for the restore process. 

Intelligence Node 
Referring also to FIG. 4, a node actively operating as Intel 

ligence Node 120 operates communication inter process 
communication (IPC) software 400 capable of communicat 
ing with the Primary Node. The communication software 
includes an API to receive real time analytics (change catalog 
entries) from the Primary Node, data change and access 
requests (read, modify, create, delete) from the Primary 
Node, data protection and intelligence control commands, 
and data restore commands. Data protection and intelligence 
control commands include commands for creating discovery 
points, setting up management rules for managing discovery 
points (including deletion), and searching and restoring con 
tent that has been backed up. Data restore commands include 
commands for accessing previously backed up data. 

Data change requests that are received at the Intelligence 
Node are applied to that node's copy of current data, thereby 
maintaining a real-time mirror of primary storage. This 
implements real-time data protection for the current data. 

For data analytics and data recovery purposes, the Intelli 
gence Node maintains a change catalog 600 containing real 
time analytics gathered from accessed and changed data since 
the last discovery point 650. A discovery point is also created 
by associating and storing a change catalog together with 
reference to the mirrored copy of changed primary data since 
the last discovery point as maintained in the intelligence pool. 
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A more detailed discussion of the change catalogs and dis 
covery points is provided below. 
The Intelligence Node implements file or block-level 

access 430 to its own pool 130 of physical storage. This 
intelligence storage pool retains the real-time copy of primary 5 
data and discovery points. The stored intelligence data within 
discovery points includes in-line analytics (change catalog) 
as received from the Primary Node and additional analytics 
410 executed by the Intelligence Node. 
The real-time copy of primary data also enables distributed 10 

response processing between the Primary and Intelligence 
Nodes. For example, load balancing between the Primary and 
Intelligence Nodes may enable greater scalability. As both 
have real-time copies of primary data, read requests may be 
balanced between the nodes, or alternatively directed to both 15 
nodes with the fastest-to-respond used for the response. The 
Primary Node may act as a controller for such distributed 
processing, or a separate controller may be used. 

There is no requirement that the Primary 110 and Intelli 
gence Data 130 reside on the same appliance, they can be 20 
distributed to multiple discrete appliances deploying all the 
same techniques with the exception that the communication 
method is performed over a network transport instead of 
using the HA mechanisms within an array. 

Analytics 25 
Intelligence is at the core of the system. There are four 

types of intelligence functions in the system: Data, Opera 
tional, Storage, and Recovery. All four use the same process 
ing engine and common analytics metadata to provide analy 
sis both at fixed points and as gathered over time. Data 30 
Intelligence 452 allows for intelligent user content manage 
ment. Operational Intelligence 456 analyzes the behavior of 
the system and application logs stored on the system to pro 
vide insight into applications and security of the system. 
Storage Intelligence 454 allows for intelligent storage system 35 
resource management, including automatic storage alloca 
tion and reallocation including dynamically growing and 
shrinking storage pools. Recovery Intelligence 450 allows for 
intelligent data protection and data restore. All types of intel 
ligence may be used for, or enable operation in conjunction 40 
with, different types of analytics, such as, but not limited to, 
collaboration, trending, e-discovery, audits, scoring, and 
similarity. 

Analytics begin at the Primary Node, which tracks data 
access and data modifications, system behavior, change rates, 45 
and other real-time analytics. It provides this real-time ana 
lytics information to the Intelligence Node. Intelligence gath 
ering determines time and owner relationships with the data 
for collaboration and contextual information about the data. 
The gathered intelligence is used for later search and report- 50 
ing, and is tracked in change catalogs associated with the data. 

Referring now to FIG. 5 and to FIG. 6A, change catalogs 
600 are created as part of in-line real-time analytics 500 
performed by the Primary Node 100, but change catalogs 600 
are then also further expanded by the Intelligence Node 120 55 
performing further data processing, and create the foundation 
for later search. The change catalog data is initially created in 
real-time at the Primary Node (such as via PART 310) and 
includes extended information about the specific data access, 
for example, allowing complete tracking of who?how/when? 60 
where accessed, created, modified, or deleted a file or other 
data object. Traditional file metadata includes only an owner, 
group, path, access rights, file size, and last modified times 
tamp. This provides some, but not complete, information 
about a file. For example, it does not identify who modified 65 
the file, how many modifications have occurred, or any infor 
mation about file accesses (such as viewing or reading a file) 
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which do not modify the file. The PART, operated by the 
Primary Node, intercepts every file access event. Thus the 
Primary Node has the ability to track extended metadata 
about a file including identification of every modification 
and every access, even those which do not modify the file, by 
timestamp, user, and type of access. 

Referring also to FIG. 6A, this extended metadata is stored 
as a change catalog entry 610 that identifies the object being 
accessed, the actor (user performing an operation), and the 
operation being performed. Additional information which 
may be in a change catalog entry includes, but is not limited 
to, object name, owner, access controllists, and time of opera 
tion. The change catalog 600 contains this extended metadata 
information, and serves as the foundation of further analytics, 
such as performed later by the IntelligenceNode. The change 
catalog entry may also include security information, such as 
permission rights for access, associated with the object. An 
administrator may configure the degree of tracking, or even 
enable/disable tracking on a file location, user, group-spe 
cific, or other basis, and the Primary Node is capable of 
incorporating all details of every file access into the change 
catalog entries. These change catalog entries of enhanced 
metadata are gathered by the Primary Node and transmitted to 
the Intelligence Node for storing and expanding with further 
analytics. 

With reference now also to FIG. 6B, the change catalog 
metadata tracks incremental changes which are also linked to 
a discovery point 650. Every time a new discovery point is 
created the current change catalog is closed off and stored 
within the discovery point. When data is retained in the dis 
covery point, the system may be configured to retain a copy of 
the discovery point analytics metadata at the Intelligence 
Node even if that discovery point is migrated off the Intelli 
gence Node, enabling more efficient query processing. 
A discovery point 650 is created by associating and storing 

a change catalog together with the mirrored copy of changed 
primary data since the last discovery point in the intelligence 
pool. After a discovery point creation, a new change catalog 
600 is created allowing gathering of new real-time analytics 
on primary data. Change catalogs and discovery points are 
preferably maintained per Volume or file system in primary 
storage, but may also span multiple Volumes or file systems. 
Discovery points allow deeper analytics on a point in time 
version of primary data, and can also be used to recovera prior 
version of primary data. A discovery point contains data 
analytics for accessed and changed data since a prior discov 
ery point. When created, a discovery point also contains a 
virtually full but physically sparse copy of primary data at the 
time of creation of that discovery point. The system uses data 
visible within discovery points to perform deeper data pro 
cessing, creating more analytics metadata. The analysis is 
done on accessed and changed data since a previous discov 
ery point, using the real-time analytics reflected in the change 
catalog. These newly gathered deeper analytics are also 
stored within the discovery point. Primary data may be 
retained for the life of the discovery point, or may be removed 
earlier, such as after the deep data analysis is complete and 
desired analytics metadata obtained. Removing the primary 
data allows for more efficient space utilization, while retain 
ing the primary data enables recovery of primary data at the 
point in time of the creation of the discovery point. From one 
discovery point until the creation of a next discovery point, 
file changes, deletions, renames, creations and Such are 
tracked as cumulative modifications to from the prior discov 
ery point, so that only incremental changes are maintained. 
This creates a version of the data at each discovery point. 
While the data is retained in a discovery point, the system is 
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able to restore data at the discovery point granularity. As 
change catalogs are stored with each discovery point, infor 
mation about change history between discovery points may 
be available through analysis of the change catalog. To restore 
a data object at a particular point in time, a discovery point is 
used. For long-term storage, discovery points may be moved 
to long-term media Such as tape or off-site storage as config 
ured through the management software. 

Discovery points can be deleted manually through a delete 
discovery point command, or automatically based on time or 
analysis in order to save storage space or for off-site migra 
tion. Deletion of discovery points is complicated by manage 
ment of analytics metadata. The analytics metadata stored 
within a discovery point contains information about data 
changed within a period of time. If the stored analytics are 
deleted they can be lost. To prevent this, the time period for 
analytics associated with one or more other discovery points 
can be adjusted, and relevant portions of analytics metadata 
from a discovery point being deleted extracted and merged 
with other analytics already stored within the other discovery 
points. 

Returning attention now to FIG. 5, at the Intelligence 
Node, an adaptive parallel processing engine, or Rule Engine 
420, operates on the change catalog 600 to derive these more 
complex analytics, including tracking changes and use over 
time. The Rule Engine applies rules 510 to analyze content on 
the underlying primary data, enabling deeper analytics on 
stored data. As an example, a second level dictionary can 
provide sentiment attributes to an already indexed document. 
Regular expression processing may be applied to see if a 
document contains information such as social security or 
credit card numbers. Each rule may have a filter 530 to match 
content, and an action 540 to take based on results. Rules can 
be nested, and used to answer user-specific questions. 
Another example may be to apply locations where keywords 
appear, for example to search objects for a set of keywords 
such as “mold' or “water damage.” and in all matches to 
search the objects for address or zip code information. Rules 
are configurable by administrators or system users, allowing 
dynamic rule creation and combination based on different 
applicable policies 520. Rules can be combined in multiple 
ways to discover more complex information. Rules may also 
be configured for actions based on results. For example, noti 
fications may be set to trigger based on detected access or 
content, and different retention policies may be applied based 
on content or access patterns or other tracked metadata. Other 
actions may include, but are not limited to, data retention, 
quarantine, data extraction, deletion, and data distribution. 
Results of applied rules may be indexed or tracked for future 
analysis. 
As applied rules 510 identify results, such results may be 

indexed or tracked for other analytical use. This additional 
metadata may be added to the change catalogs for the relevant 
files or objects. The metadata may also be tracked as custom 
tags added to objects. Tags may be stored as extended 
attributes of files, or metadata tracked in a separate analytics 
index Such as data in a directory or Volume hidden from 
normal end user view, or in other data stores for analytics. 
Rules, and therefore analytics, may be applied both to data 
tracked and to the metadata generated by analytics. This 
enables analytics of both content and gathered intelligence, 
allowing point-in-time and over-time analysis. The rules 
results and actions may serve as feedback from one or more 
rules to one or more other rules (or even self-feedback to the 
same rule), enabling multi-stage analysis and workflow pro 
cessing. 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

14 
Recovery Intelligence 450 
Recovery Intelligence is the set of analytics implemented 

by Intelligence Node 120 around data protection. The pur 
pose is to protect data and associated analytics. When data 
reaches the Intelligence Node a mirrored copy is stored in the 
intelligence pool, creating redundancy with primary storage, 
and these changes are tracked for use in discovery point 
creation. Primary data, discovery points, and intelligence data 
are preferably separated on actual physical media at the 
spindle or disk pool level. Such that a failure of a single 
individual physical device is always recoverable. As discov 
ery points are created based on change catalogs tracked at the 
IntelligenceNode, they can be created at any time without any 
impact on the performance of primary storage. This elimi 
nates a need to schedule time-windows for discovery point 
creation. Each discovery point includes incremental changes 
from the prior discovery point, including data object changes 
and the analytics gathered and associated with the data during 
Such changes. Intelligent rules can be applied to automate 
discovery point creation, such that, in addition to manual or 
time-based creation, discovery point creation may be trig 
gered by content changes. Such changes may be percentage 
based, specific to percentage change of certain identifiable 
subsets of the entire data pool, based on detected deviations 
from usage patterns such as increase in frequency of specific 
accesses, or based on real-time analysis of data content. 
At the creation of a discovery point, the change catalog 

accumulating real-time changes is closed. The change catalog 
is then stored within the created discovery point, and a new 
change catalog created for changes to be associated with a 
next created discovery point. The analytics and data stored 
within discovery points enable efficient restores, allowing 
search over multiple discovery points for specific object 
changes without requiring restoration of the data objects from 
each discovery point. Such search can be based on any ana 
lytics performed, such as data tracked in the extended meta 
data and content-based analysis performed by application of 
the Rule Engine. The tracking further enables indexing and 
partial restores—for example specific objects, or embedded 
objects within complex objects, can be restored from a dis 
covery point without a complete restore of all data from that 
discovery point. 

Data Intelligence 452 
Data Intelligence is a set of analytics at the Intelligence 

Node analyzing content. Data Intelligence operates through 
the Rule Engine, and can be applied to unstructured data, for 
example file metadata such as document properties of 
Microsoft Office documents or the actual content of such 
documents, semi-structured data such as log files or specific 
applications such as Mail programs, structured data Such as 
databases or other formats for which schema may be known 
or discovered by the system, and recursive containers such as 
virtual machines, file systems on file systems, file systems on 
Volumes, or archives. 

Storage Intelligence 454 
Storage Intelligence is a set of analytics performed by the 

Intelligence Node analyzing the entire system. Storage Intel 
ligence operates through the Rule Engine to track total Stor 
age and system use over time to both predict usage patterns 
and analyze capacity needs. Referring also to FIG. 7, avail 
able physical storage can be dynamically adjusted, such as the 
allocation of physical devices between primary storage 110 
and intelligence data storage 130, maximizing use of the 
system before expansion is required. The example shown in 
FIG. 7 illustrates allocating a portion of unused storage 
between a primary pool and an intelligence pool. Similarly, 
space can be reclaimed from assigned pools when no longer 
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needed. For example, in reverse of the shown example, excess 
storage assigned but not used by the primary pool can be 
identified and dynamically removed from the primary pool to 
a spare pool or directly reallocated to an intelligence pool. 
This dynamic allocation and reallocation occurs without 
degrading storage availability. Dynamic reallocation may 
move data within portions of a data pool to ensure Such 
degradation does not occur. The same dynamic allocation 
may also be applied when expansions are added, enabling 
intelligent maximization to storage resources to continue 
after expansion. Storage Intelligence may be applied to 
improve resource usage efficiency, such as identifying pro 
cessing demands, patterns of system usage, and scheduling 
flexible high demand processes during periods of low usage. 
For example, some Rule Engine analytics can be batched to 
run periodically, and dynamically scheduled based on pre 
dicted system use. 

Operational Intelligence 456 
Operational Intelligence is done by integrating the appli 

cation logs stored in primary storage and determining usage 
patterns, errors, and/or anomalies in the logs. Operational 
Intelligence also monitors access patterns for the data and 
alerts designated administrators on inconsistent behavior 
Such as possible signs of security issues. 

Intelligence Searching 
With only the inline analytics, real-time searching is 

enabled for immediate results such as: who, when, or who and 
when, was a specific file accessed; which files were accessed 
by specific users; are access patterns consistent with appro 
priate file access rights; or which files were modified (or 
viewed) within a certain time period. If additional in-line or 
secondary analytics are enabled, the intelligence is expand 
able to include content-specific search. 

Searches are performed by users Submitting user search 
queries 550 to the system, but also taking security into 
account. There are at least two levels of access provided: 
Super user (administrator) and individual user. Super users 
and individual users are authenticated (for example using 
Active Directory or a local user database). Individual users 
are able only to see the results that they are authorized at the 
time of the search. Individual user rights may be configured 
by authorized administrators, or default to match existing 
user rights. For example, access to analytics for search pur 
pose may be restricted by default to analytics associated with 
data objects the user has or had permission to access in pri 
mary data. This preserves permissions and data security of 
intelligence data which matches the permissions and security 
for primary data without requiring manual account configu 
ration of manual access permission configuration of intelli 
gence data. Super users are able to see all results. 

Data Protection 
Referring also to FIG. 8, data protection flows between 

different nodes. Customers create data accessing Primary 
Node 100. Intelligence Node 120 protects customer data 
stored on Primary Node 100 by storing a mirrored copy of 
primary data within the intelligence pool 130. Previous ver 
sions of primary data can be retained within discovery points 
that are stored in the intelligence pool, further enhancing 
primary data protection. Each discovery point may include a 
crash consistent Snapshot in time of customer data. Discovery 
points are created based on policies 520 associated with pri 
mary storage (file systems or Volumes). Policies use fixed 
values (i.e. time passed or data change percentage) or previ 
ously gathered analytics as the main triggers for creating 
discovery points. If a Remote Site is connected, data may 
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further flow from the Intelligence Node to the Remote Site, 
configured either for remote intelligence 800 or complete 
disaster recovery 810. 

Primary and Intelligence Nodes can be deployed in an 
independent deployment or a shared deployment configura 
tion, and both configurations can additionally be configured 
to communicate with a Remote Site. For both configurations 
users are presented with a single system management view. 
Referring also to FIG. 9, in an independent deployment Pri 
mary Node 100 and Intelligence Node 120 operate as inde 
pendent separate appliances, with the Primary Node execut 
ing access requests to primary data independent of 
communications with the Intelligence Node. Referring also 
to FIG. 10, in the preferred shared deployment Primary Node 
100 and Intelligence Node 120 are installed to be accessed 
and managed by users as if a single physical appliance, with 
the Primary Node confirming communications with the Intel 
ligence Node on all data access requests. For both shared and 
independent deployments, in the case of failure of one of the 
nodes, the other node can continue to operate acting as both 
primary and intelligence nodes. When shared deployment is 
used the data protection from Primary to Intelligence Nodes 
is continuous; there is no data loss in the event of a Primary 
Node failure (full Node, or primary data pool) as HA stream 
data is delivered to the Intelligence Node in real time. When 
independent deployment is used the data protection from 
Primary to Intelligence Nodes may be real-time as in a shared 
configuration or alternatively near-continuous. In the near 
continuous case, the HA stream data delivery to the Intelli 
gence Node is delayed. This introduces a potential for some 
data loss in case of Primary Node failure (full Node, or 
primary data pool), but network latency has minimal impact 
on the primary 10 path performance. When independent 
deployment employs delayed data protection, change catalog 
entries are transferred in real time from Primary to Intelli 
gence Nodes, but the mirror of primary data is delivered 
asynchronously creating the possibility of data loss. The 
change catalogs can be used to identify what changes were 
lost in the event of failure, by identifying received change 
catalog entries with no corresponding receipt of primary data. 
Nodes deployed at a remote site can add an additional level 

of data protection, and communicate with the Intelligence 
Node. Remote Site deployment options are discussed below 
under Off-Site Data Protection, although they may also be 
deployed on-site as additional redundant protection. 

Data Restore 
Referring also to FIG. 11, data flows in the reverse direc 

tion during a restore process. Data restore may be selective 
(object-level) or full site. The restore is live, providing near 
instantaneous access to object level restored data, and signifi 
cantly reduced wait time to access data from a full site restore 
when compared to traditional restore systems. The restore is 
fully protected, as any changes to restored data are tracked in 
real-time, even if the restore process is still on-going. 

Current primary data is always protected by storing a mir 
rored copy of primary data in the intelligence pool 130. If 
primary data is retained in discovery points, users can restore 
previous versions of their data. Users use selective restores to 
restore data at file, directory or file system granularity using 
Object Live Restore 1100 either from Intelligence Node 120 
to Primary Node 100, from Remote Site to Primary Node 100 
in a remote intelligence configuration 800 or disaster recov 
ery configuration 810, or from Remote Site to Intelligence 
Node 120 in either a remote intelligence configuration 800 or 
disaster recovery configuration 810. Full site restores utilize 
Block Live Restore 1110 to restore primary data from an 
Intelligence Node 120 to a Primary Node 100 or to restore 
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both primary and intelligence data from a Remote Site in a 
disaster recovery configuration 810. A full site restore is most 
commonly needed in the event of a complete data pool failure. 
For restore flow consideration, current data (or current as of 
the selected discovery point to restore) is restored to the 
Primary Node, and discovery points (that include analytics 
metadata and primary data) are restored to the Intelligence 
node. 
To perform a selective restore at an object level, a user 

selects a source discovery point 650 for the data restore. 
Selection may be direct if the specific discovery point is 
known, or based on results of a search on the analytics meta 
data associated with each discovery point. The searchable 
tags, content, classifications, etc. provide search access to, 
among other options, file type, file application metadata (for 
example document author), owner, analytics assigned tags 
(for example for files containing Social Security numbers), 
content search keywords, etc. Once the discovery point is 
chosen, a restore process starts. Data can be restored into the 
original container, overwriting the current version in primary 
storage, or into a different container thereby creating a sepa 
rate copy. 
The Object Live restore process, which operates to enable 

selective restore, is a core mechanism providing for rapid data 
restore at an object granularity. Users experience near-instan 
taneous access to the data when such restore is performed. To 
accomplish this, the node controlling the destination for the 
restore creates empty containers for what is being restored 
based on the metadata. Any actively requested portions are 
immediately sourced by requesting those specific portions 
from the restoring node. This creates immediately available 
data for end users. Any additional data needed to complete the 
restore is transferred with a priority assigned based on previ 
ously gathered over-time analytics. Such live restore and 
access is enabled by operation of PART intercepting all file 
access requests, enabling identification and prioritization of 
hot regions needing immediate restoration. Similarly, 
accesses and modifications to the restored file are tracked 
even while the background restore is ongoing, as these 
accesses are also intercepted by PART. Thus selective restore 
allows immediate access to restored objects and also real 
time protection of any changes, even before the objects have 
been completely restored. 

Referring also to FIG. 12, with selective object restores the 
restore process appears complete to system users almost 
immediately after the restore request is made. Users search 
1200 intelligence data, which internally queries 1205 meta 
data for restore analytics 1210, for a desired discovery point. 
Once identified, the user may initiate 1215 a restore request. 
The restore request, optionally along with related analytics 
metadata, is directed 1220 to the PART. The PART begins the 
restore by extracting metadata relevant to the restore from the 
discovery point. The file metadata includes file name, path, 
size, owner, group, and access rights information for each file, 
and specific to any point in time. With the metadata restored, 
the PART may provide file identification information, such as 
directory listings, without the actual restored data moving to 
primary storage. This allows acknowledgement 1225 to the 
user that the restore is complete, and operation 1230 of user 
input/output with the restored data, even before complete 
restore of the actual data. Actual restore of the data may be 
prioritized based on specific file access. For example, if spe 
cific file data not yet restored is accessed, that file may be 
prioritized for immediate restore. When no priority restores 
are occurring, general data restore of the entire data content 
may continue. In this fashion, users experience and may 
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access immediate results from restore requests, even if the 
complete data restore requires a significant time period (Such 
as minutes or hours). 
A full site restore is used for bare-metal recovery, restoring 

chosen Volumes and/or file systems, and associated discovery 
points and analytics data in bulk. With any full site restore the 
associated analytics metadata is also restored. There are two 
types of full site restores. A complete site restore restores both 
primary and intelligence data from a remote site. A primary 
only site restore restores primary data from an Intelligence 
Node. To perform a full site restore, users identify one or more 
Volumes and/or file systems and discovery point through 
direct selection or search and selection. Once file systems and 
associated discovery points are selected, the restore process 
starts. With a complete site restore, the version of the selected 
Volumes and/or file systems in the selected discovery point 
are restored to Primary and Intelligence Nodes, and discovery 
points are restored to the Intelligence Node. With a primary 
only site restore, the selected Volumes and/or file systems in 
the selected discovery point are restored to the Primary Node. 
Additionally with a primary-only site restore, discovery 
points may be selected/de-selected for retention, with the 
Intelligence Node retaining all discovery points selected for 
retention and deleting the others. 
The Block Live restore process, which enables full site 

restore, is a core mechanism that provides for rapid data 
restore at site granularity. Users experience dramatically 
reduced wait time before data is accessible after initiating a 
full site restore. As an initial step, metadata is copied, at a 
block storage level, for the volumes and/or file systems being 
restored. This copying creates the maindelay time before data 
is accessible. The metadata identifies all objects being 
restored, both primary data and any discovery points. Once 
the metadata is restored, virtual containers can be created for 
all data entities being restored. At this point the primary data 
may be made available for user I/O access and normal opera 
tion. Actively accessed files or extents (regions) within Vol 
umes are immediately sourced and restored as block-level 
restores, creating priority restoration for actively accessed 
data. The remainder of the site data is restored as a back 
ground process using priorities based on previously gathered 
over-time analytics. As with selective restores, all accesses 
and modifications are tracked enabling real-time protection 
even while the background restore is ongoing. Such near 
immediate access and real-time protection is enabled by 
PART intercepting all data access requests. Based on meta 
data, PART can identify if access requests are to already 
restored data, in which case operation continues as normal, or 
not-yet-restored data, in which case appropriate data blocks 
are identified for priority immediate restore. 

System Management 
A management service allows creating and modifying user 

rights, node and physical storage management, data intelli 
gence configuration, manually creating and managing dis 
covery points or scheduling options for automatic discovery 
point management, and provides access to the restore pro 
cess. Different management software implementations are 
possible, but a preferred method is implementation of man 
agement software 320 as a management server within the 
Primary Node. The management server delivers user man 
agement through a browser-based interface to authorized 
administrators. 
The management service allows management of discovery 

points. Discovery points may be manually created, Scheduled 
for automatic creation based on time periods, or configured 
for dynamic automatic creation based on previously gathered 
over-time analytics. Archiving or migration to remote sites 
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may also be triggered manually or scheduled for automatic 
occurrence based on time periods, or configured for dynamic 
automatic occurrence based on previously gathered over-time 
analytics. 
The management service allows configuring the rule 

engine for data analytics. Such rules may be applied to all new 
data changes, or also run on all data already stored in a 
Intelligence Node. Rule priority may be set such that critical 
analysis is applied in-line at the Intelligence Node to make 
important analytics instantly available with all data, while 
less critical analysis may be batched and run periodically at 
lower priority. 

In addition to a custom API available via traditional pro 
gramming languages, the system supports a file access based 
interface allowing query creation, execution, control, and 
extraction of results through the standard file system API. 
Query execution files can be stored as special files in pre 
identified locations. Such files may include information on 
queries to be performed, when to perform, resources to use to 
perform, where to place or store results, and what formats 
should be used to present the results (for example, raw data, 
pdf, a specific report format, etc.). When a query is being 
executed by the system, a progress folder may contain files 
with names and content that can be used to monitor progress. 
Users may write custom scripts and tools to create, schedule, 
monitor, and extract results using Such standard file system 
operations. 

Off-Site Data Protection 
The Intelligence Node provides local protection to the 

primary data and analytics metadata. An optional remote 
system may provide further redundancy as well as an option 
for geographically remote protection of the primary data and 
analytics metadata. 

In this discussion of Such a solution, a primary location is 
considered to comprise Primary and Intelligence Nodes as 
described earlier, and the Intelligence Node communicates 
with a Remote Site system. 
As with discovery points, with remote protection analytics 

metadata is associated and transferred with the actual data 
(both for protection and restore). Remote Sites may be con 
figured to receive and store mirrors of Intelligence Node, 
thereby providing geographically separate redundancy, or as 
an archival option. Data changes (a delta of data and analyt 
ics) are sent from the Intelligence Node to the Remote Site, 
enabling a redundant copy of primary storage and current 
analytics, with options to configure different rules for discov 
ery point creation enabling different archival options at the 
Remote Site. For archival purposes, rules may be configured 
such that the local Intelligence Node retains discovery points 
within a specified time period and frequency, and the Remote 
Site contains a different set, Such as spanning a longer time 
period and/or lower frequency. For example, the Intelligence 
Node may be configured to retain hourly discovery points for 
the past thirty days, while the Remote Site may be configured 
to retain daily discovery points for the past two years. Global 
analytics are available across the data for the entire time 
period based on the metadata retained at both nodes. Remote 
Site rules may further be configured at different levels, such 
as at the system or user share or internal file system levels, 
allowing different degrees and duration of protection within a 
larger data set. 

Such off-site data protection provides two possible solu 
tions: Disaster Recovery (DR) and Remote Intelligence. Both 
Solutions provide protection of customer data and analytics 
metadata in case of a full primary location failure (both Pri 
mary and Intelligence failure on the primary location). The 
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Primary to Intelligence to Remote Site data flow extends data 
protection to an additional level. 
Remote Intelligence 
As shown in FIG. 1, when operating normally with a 

Remote Intelligence configuration, the local site Intelligence 
Node replicates data and analytics metadata to Remote Site 
Intelligence Node 140. The Remote Intelligence Node may 
be configured to receive discovery point data and analytics 
replicated from the Intelligence Node, such as discovery 
points about to be aged off (deleted from) the Intelligence 
node, or to receive copies of live change data and create the 
discovery points and related analytics directly at the Remote 
Intelligence Node. Discovery points on the Remote Intelli 
genceNode may be aged out (deleted) and analytics metadata 
pruned based on configured policies operated by the Rule 
Engine of the Remote Intelligence Node. 

Data replication to a Remote Site may be done synchro 
nously or asynchronously. In the synchronous case, data is 
replicated in real-time and the Remote Site contains a com 
plete and up-to date copy of primary storage data. The advan 
tage of such synchronous method is that no data is lost in case 
of a complete failure (both primary and intelligence) at the 
local site. However, local site performance can be signifi 
cantly reduced because data must be replicated to the Remote 
Site before a storage operation is acknowledged as com 
pleted. 
The asynchronous case avoids the risk of performance 

impact on primary storage. Data replication may be delayed, 
in which case the Remote Site contains a version of primary 
storage data, but not up-to-date in real time. This avoids any 
performance impact, but introduces a risk of some data loss in 
case of complete failure of the local site (both Primary and 
Intelligence Node failure). 

Object Live Restores can be performed for any discovery 
points on the local or remote Intelligence Nodes. To an end 
user perspective, there is no distinction in recovery data 
between a local or remote Intelligence Node—all discovery 
points on both Intelligence Nodes are searchable and avail 
able for use in recovery through management interfaces pro 
vides by the Primary Node. 

In case of a complete local site system failure, the local site 
may be restored from the Remote Site, allowingfull operation 
as part of a full site restore process. Prior to restoration of the 
local site, users can perform searches using the analytics 
metadata available at the Remote Intelligence Node. Users 
may have read-only access to data stored within each discov 
ery point on the Remote Intelligence Node, or read-write 
access to their data stored within each discovery point, 
depending upon policy configuration. However, in the read 
write case newly modified data might be not protected. Based 
on the chosen policy and Remote Intelligence Node system 
capabilities, no, limited, or complete analytics may be pro 
duced on the newly modified data. In one example, only a 
change catalog is maintained for the newly modified data and 
no queries could be performed on the newly modified data. In 
another example, full analytics metadata is produced but pos 
sible with much less performance. For full operation utilizing 
the remote site after a local site failure, the disaster recovery 
configuration is preferred. 

Disaster Recovery 
Referring also to FIG. 13, a Disaster Recovery solution 

may be implemented by deploying at a remote site both 
Remote Intelligence Node 140 and Remote Primary Node 
1300, extending functionality beyond that discussed under 
Remote Intelligence. In case of a local site complete failure, 
an automatic or manual failover could be initiated. The 
failover transfers primary operation from the local site to the 
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remote site, allowing local users to continue operating with 
primary storage being provided from the remote site. When 
the local location is recovered (metadata restored to the local 
nodes), a manual or automatic failback may be initiated. The 
failback process transfers primary storage operations from 
the remote site to the local site. Any data and analytics 
changes made while using the remote site for primary storage 
are synchronized back to the local site nodes. 

Such disaster recovery configurations may be applied to 
multiple sites by allowing multi-tenancy within nodes. For 
example, a single remote site may be configured to operate as 
the remote site for multiple primary local sites. On failure of 
any one primary site, that site transfers to using the remote site 
for primary storage until the local site is restored, while the 
other local sites continue to operate as primary storage sites 
while using the remote site for disaster recovery. With such 
configuration, the storage and processing required at the 
remote site is greater than at any local site. As an alternative, 
two separate local sites may use each other for disaster recov 
ery. For example, local system. A may use remote system Bas 
its disaster recovery. Yet remote system B may also operate as 
local system B for a different set of users, and use system A 
for remote system disaster recovery. In alternative configura 
tions, a local site may utilize multiple remote sites for disaster 
recovery, building additional degrees of redundancy, or 
remote sites may be deployed as partial recovery solutions, 
Such as only implementing a Primary Node for primary node 
redundancy but no protection of intelligence node discovery 
points and analytics. 

Distributed Intelligence 
With both Remote Intelligence and Disaster Recovery con 

figurations, different options for operation are possible with 
respect to analytics. While data changes must be replicated to 
the remote site, a replication policy can control what is done 
with the analytics metadata. In a preferred embodiment, 
changes in analytics data are also replicated to the remote site. 
However, different configurations are possible including dis 
tribution of analytics processing. For example, to reduce the 
amount of data exchanged some of the analytics metadata 
produced at the local site may be replicated to the Remote 
Site, and some of the analytics metadata may be produced by 
the Remote Intelligence Node processing the replicated data. 
Different rules may be applied in the rule engines such that 
the analytics generated at the Remote Intelligence Node may 
repeat, perform different analytics, or perform none of the 
analytics performed at the Intelligence Node. A decision to 
replicate analytics metadata at the remote location may be 
based on the size of the analytics metadata and the complexity 
of the metadata production process. Such as measured in CPU 
cycles and/or storage operations (I/O calls). Intelligence may 
also be distributed based on priorities or load, with different 
analytics run at the local and remote Intelligence Nodes and 
then distributed back between nodes. 

With both configurations, customers have full real-time 
access to their discovery points (analytics metadata indepen 
dent and primary data) independent of whether their data and 
analytics metadata is stored on a local or remote Intelligence 
Node. This access is provided via the Primary Node, with no 
difference as to if any Remote Intelligence Node is in opera 
tion. Search and restore operations may span both the local 
and remote Intelligence Nodes. 

Cumulative analytics metadata for all discovery points on 
local and remote Intelligence Nodes may be kept at either or 
both of the local and remote Intelligence Nodes, or only 
metadata applicable to the data stored on the respective nodes. 
Factors in deciding to retain the remote metadata at the local 
Intelligence node may be based on time to access the meta 
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data locally or remotely, cost of performing the search within 
one or across multiple local and remote discovery points, and 
maintenance of cumulative analytics metadata. 

Physical Storage Devices 
The preferred embodiment includes dedicated disk storage 

devices connected to both the Primary and Intelligence 
Nodes. This provides multiple benefits. Physical storage may 
be dynamically allocated between primary storage, intelli 
gence and data protection storage to account for changing 
needs on the system. Additionally, in case of failure of one 
node the other node may operate as both nodes and access 
disks allocated to each node. The allocation may be config 
ured by an administrator or dynamically by the Primary Node 
based on observed system storage analytics. Even with con 
nection to all physical storage devices, as a reliability mea 
Sure no single physical storage device (single disk or spindle) 
is allocated to store both Primary and Intelligence data. If 
both primary and intelligence data are stored on a single 
storage device, and that device fails, redundancy is lost and 
the failure could lead to simultaneous data loss of both Pri 
mary and Intelligence. 

In addition to direct physical connection, networked stor 
age devices may be allocated between Primary and Intelli 
gence Node use. Thus expansion may be dynamically allo 
cated between Primary and Intelligence Node use, and 
existing physical devices may be dynamically re-allocated 
based on changing use. 

Referring also to FIGS. 14 and 15, fan-out is a mechanism 
that allows the capacity and computational capacity of the 
system to grow as additional data needs to be stored, backed 
up and analyzed. The access methods and core file system are 
connected to a "head node' while additional nodes are 
attached as expansion nodes via the network, expanding data 
pools in both shared and independent deployments. In shared 
deployment, expansion nodes 1400 may be utilized for either 
or both of primary or intelligence expansion, while in inde 
pendent deployment expansion nodes are dedicated as pri 
mary expansion nodes 1500 or intelligence expansion nodes 
1510. These expansion nodes allows increasing capacity for 
handling the growth of primary and intelligence data pools 
with Sufficient processing and storage capabilities. This also 
allows increasing computational capabilities for handling the 
growth or analytics metadata and analytics related process 
ing. Expansion nodes must implement a communication pro 
tocol to enable operation with a head node, and contain physi 
cal resources of processor and/or storage capacity which may 
be utilized to increase the resources accessed through the 
head node. While a main need is to expand storage capacity, 
additional processors may be utilized through distributed 
analytics processing to increase computational power of the 
system. 

In addition to traditional rotating platter hard disk drives 
(HDDs), other physical storage devices may be used. Slow 
access devices, such as tape, are generally too slow to be 
viable as devices used with primary storage but may be con 
nected for use for archival purposes. Faster access devices 
such as solid state drives (SSDs) may also be used. To balance 
performance, capacity, and cost, in the preferred embodiment 
HDDs are used for user data storage including primary Stor 
age, and SSDs are used for storing intelligence and/or ana 
lytics data. Furthermore, use of NVRAM can increase reli 
ability and performance of the system when accessing 
primary, data protection, data analytics and performing 
searches. This provides faster access to intelligence data 
enabling rapid search. 

In the preferred embodiment, change catalogs (the analyt 
ics metadata) are stored within a database on fast access 
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devices such as SSDs. This allows rapid searching of stored 
data through searching the metadata database. 

System Data Flow 
Referring also to FIG.16, a typical user data access request 

is illustrated in flow across a preferred, shared deployment 
embodiment of the entire system. The access request 1600 is 
received by the Primary Node 100 from one of the connected 
computers(s), and is first processed through real-time inline 
analytics 1605. For read requests, the requested data 1610 
may be immediately retrieved 1615 from physical storage in 
the primary pool 110 and returned 1630 to the user. Analytics, 
but not any user data, is transferred 1620 to the Intelligence 
Node 120. Acknowledgment from the Intelligence Node is 
not required before returning requested data to the user, as no 
user data is transferred to the Intelligence Node. For write 
requests, the analytics and data are mirrored 1620 to the 
Intelligence Node, and acknowledgement received 1625 
from the Intelligence Node before further processing. This 
ensures real-time protection of the data. After receiving 
acknowledgment from the Intelligence Node, acknowledg 
ment may be returned 1630 to the user request and the data 
written to physical storage devices. At the Intelligence Node 
120, after acknowledging receipt 1625 the data is written 
1635 to physical storage 130, thereby maintaining a real-time 
copy of primary data. Received analytics are also written 
1640 to physical storage, and the data change is recorded in a 
currently open discovery point. A separate acknowledgment 
may be returned 1645 to the Primary Node confirming the 
completion to Intelligence Pool 130 I/O. If a Remote Site is 
configured, data and analytics are replicated 1650 to the 
Remote Site, with acknowledgement returned 1655 to the 
Intelligence Node to confirm receipt. The Rule Engine 420 
may further analyze the data and changes for deep analytics, 
and store 1670 the results to disk. Based on rules and sched 
uling, the Rule Engine analysis may occur at any point after 
the data reaches the Intelligence Node. The Rule Engine may 
also determine when a new discovery point should be created 
1675, or if older discovery points should be deleted or trans 
ferred to a remote location. 

Discovery Point Structure 
Referring also to FIG. 17, each discovery point 650 pro 

vides a direct access to the entire data set at the time the 
discovery point was created and processed, and includes both 
primary data and analytics metadata as was described in 
connection with FIG. 6B. A discovery point thus references 
individual chunks 1710 of primary data directly. Each chunk 
of data may be referenced by multiple discovery points as 
well as by the mirrored copy of primary data. When a new 
discovery point is created, new data that represents differ 
ences (in primary data and analytics metadata) from the pre 
vious discovery point is stored by the system and referenced 
by the newly created discovery point. The newly created 
discovery point also references the chunks of data that have 
not been modified since the previous discovery point. Each 
data chunk is retained by the system as long there is at least 
one discovery point and/or mirrored copy of primary data 
referencing it, and deleted when the last reference is deleted. 
The example shown in FIG. 17 displays two discovery points 
X and Y and chunks of data they reference. Discovery point X 
references chunks A, B, C and D directly, and discovery point 
Y references chunks C, D, E and F directly. If discovery point 
X is deleted, chunks A and Bare also deleted, however chunks 
C and D are retained as discovery point Y also references 
those chunks. If instead discovery point Y is deleted, chunks 
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E and F are also deleted but Chunks C and Dare retained as 
still referenced by discovery point X. 

Other Embodiments 

In an optional embodiment, a separate appliance may 
enable deeper analytics on the existing data and metadata. 
This additional appliance may use the same spindles as the 
intelligence data pool, or provide separate local storage to 
limit impact on the primary system. Such appliance may be 
preferred for situations requiring custom tailored (user and 
application specific) analytics processing. 

In another optional embodiment, primary storage may be 
extended to apply intelligence analytics to other storage 
types, such as object storage or content addressable storage. 
Such an embodiment may also export SQL and or other types 
of structured data to access other APIs, such as, for example, 
participating in a Hadoop environment or other Big Data 
applications or environments. Application-specific uses 
might include, but are not limited to, Sales, CRM, or social 
media data. In addition to application to different types of 
storage, the system may be accessed by different types of 
search. For example, search and recovery may be integrated 
into standard desktop search tools, or customized third party 
applications. 

It is to be understood that the above description is intended 
to be illustrative, and not restrictive. Many other embodi 
ments will be apparent to those of skill in the art upon review 
ing the above description. The scope of the invention should, 
therefore, be determined with reference to the appended 
claims, along with the full scope of equivalents to which such 
claims are entitled. 

What is claimed is: 
1. A primary storage, high availability and data analytics 

system comprising: 
one or more processors programmed to operate primary 

node Software; and 
one or more processors programmed to operate intelli 

gence node software; 
wherein the primary node software: 

intercepts data access requests, 
mirrors, to the intelligence node Software, to provide 

high availability for data included in the data access 
requests, 

executes in-line data analytics on the data access 
request, and 

directs the data access requests to an actual file system or 
block Volume on physical storage media in a primary 
storage pool; and 

wherein the intelligence node software: 
stores the mirrored data in physical storage media in an 

intelligence storage pool separate from the primary 
storage pool, 

performs analytics on at least one of the mirrored data or 
previously performed in-line data analytics, and 

creates discovery points within the intelligence storage 
pool. 

2. The system of claim 1, wherein the primary node soft 
ware further provides a user, web, or programming interface 
to one or more users allowing access to and restoration from 
data stored by the intelligence node software. 

3. The system of claim 1, wherein the in-line data analytics 
include real-time identification of file or data access and 
changes and tracking said in-line data analytics in a change 
catalog entry which is sent to the intelligence node software. 
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4. The system of claim3, wherein the in-line data analytics 
includes tracking, for all data creations, accesses, and modi 
fications, who, when, how, and where the creation, access, or 
modification occurred. 

5. The system of claim 3, wherein the change catalog 
entries are a form of metadata or data tags. 

6. The system of claim 3, wherein each stored discovery 
point contains incremental changes of data analytics from a 
prior discovery point until creation of a next discovery point, 
and optionally incremental changes of data from the prior 
discovery point until creation of the next discovery point. 

7. The system of claim 6, wherein the intelligence node 
Software creates new discovery points based on one or more 
of time from last discovery point creation, percentage change 
across all of data or analytics, percentage change across a 
Subset of data or analytics, detected deviations from usage 
patterns, real-time analysis of data content, user input, and 
user specified metrics. 

8. The system of claim 3, wherein the intelligence node 
Software further operates an adaptive parallel processing 
engine to derive more complex analytics using previously 
gathered real-time analytics, including tracking system and 
content changes and use over time, without any impact on 
primary storage performance or availability. 

9. The system of claim 8, wherein the intelligence node 
software further creates a full text index of the mirrored data. 

10. The system of claim 8, wherein the adaptive parallel 
processing engine utilizes a set of one or more rules for 
analysis of data, operation of systems or applications, or 
already gathered analysis. 

11. The system of claim 10, wherein the adaptive parallel 
processing engine applies multiple rules in a time sequence, 
Such that the analysis produced by application of one or more 
rules leads to application of additional rules. 

12. The system of claim 10, wherein the application of at 
least one rule triggers an immediate action, schedules an 
action, or schedules a repetitive action, the actions including 
one or more of creation of a temporary or permanent rule, 
notification, retention, quarantine, data extraction, or modi 
fication of data. 

13. The system of claim 10, wherein the already gathered 
analysis includes what is included in the change catalog. 

14. The system of claim 10, wherein the rules are config 
ured to gather one or more of storage intelligence for analyZ 
ing total storage and system usage over time, recovery intel 
ligence for protecting data and gathered analytics, 
operational intelligence for analyzing application logs and 
usage and security patterns, and data intelligence for extract 
ing analytics from unstructured, semi-structured, structured, 
and/or complex data. 

15. The system of claim 14, wherein the gathered intelli 
gence enables operation in conjunction with additional ana 
lytics for one or more of collaboration, trending, e-discovery, 
audits, scoring, and similarity. 

16. The system of claim 10, wherein one or more rules 
extract additional analytics metadata from data content. 

17. The system of claim 16, wherein at least one of analyt 
ics metadata, tags, and content index is searchable by one or 
OUISS. 

18. The system of claim 2, wherein the processors operat 
ing the primary node Software and the processors operating 
the intelligence node software may be deployed in an inde 
pendent configuration or in a shared configuration, and in 
either configuration the primary node Software presents a 
single system management view to users. 

19. The system of claim 6, wherein the primary node soft 
ware further provides one or more of an application program 
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ming interface, a file access based interface, a web interface, 
and a user interface for searching the analytics stored in one or 
more discovery points. 

20. The system of claim 19, wherein the in-line data ana 
lytics sent to the intelligence node Software include security 
permissions identifying access rights to associated data 
objects, and the searchable analytics are restricted based on 
the security permissions for individual users, and are not 
restricted for searches done by an administrator. 

21. The system of claim 19, wherein the primary node 
software further provides for at least one of (A) selective 
restore at a file, directory, individual file system, or block 
Volume granularity of data stored in a selected discovery 
point, or (B) bare-metal restore of entire file systems or block 
volumes stored in the selected discovery points, or (C) bare 
metal restore of the entire set of selected discovery points, 
wherein selection of discovery points is from at least one of 
the search of analytics or a list of available discovery points. 

22. The system of claim 21, wherein the primary node 
Software enables user access to the data being restored as soon 
as associated metadata is restored independent of completion 
of restoration of the actual data. 

23. The system of claim 22, wherein the primary node 
Software and intelligence node software track, protect, and 
analyze data accesses, creations, and modifications to all data, 
including data being restored, while a data restore is occur 
ring. 

24. The system of claim 22, wherein the primary node 
Software and/or intelligence node software use system access 
requests and gathered analytics metadata data to prioritize 
order of data restoration during data restores. 

25. The system of claim 14, wherein the storage intelli 
gence further enables at least one of dynamic allocation or 
reallocation of available physical storage between the pri 
mary storage pool and the intelligence storage pool. 

26. The system of claim 1, wherein the one or more pro 
cessors operating primary node software are the same one or 
more processors operating intelligence node software. 

27. The system of claim 1, wherein the one or more pro 
cessors operating primary node Software are further pro 
grammed to begin operation of intelligence node software in 
event of failure of the intelligence node software on the one or 
more processors operating the intelligence node software. 

28. The system of claim 1, wherein the one or more pro 
cessors operating intelligence node Software are further pro 
grammed to begin operation of primary node software in 
event of failure of the primary node software on the one or 
more processors operating the primary node software. 

29. A method for integrated primary data storage, mirror 
ing, and analytics comprising the steps of 

at a primary node: 
receiving, over a network connection from a connected 

computer, a data access request that includes request 
data; 

performing in-line analytics in real time on the data 
access request and any request data; 

forwarding the in-line analytics, data access request, and 
request data to an intelligence node; and 

responding to the data access request by forwarding the 
request data to, or retrieving the request data from, a 
primary storage pool, without first waiting for an 
acknowledgement from the intelligence node: 

at the intelligence node: 
if the data access request was for a write of the request 

data, mirroring the request data to an intelligence 
storage pool; 

storing the extended metadata in the intelligence pool; 
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if the data access request includes changes to the request 
data, storing change data in the intelligence pool as a 
change entry in a change catalog, where the change 
entry includes one or more of an identifier for the 
changed request data, the user who initiated the data 
access request, and a time of the access request; 

storing the in-line analytics in the intelligence pool; 
performing additional analytics on at least one of the 

data access request, request data, or in-line analytics 
to provide extended metadata; and 

storing in the intelligence pool, at determined point in 
time, a discovery point including the contents of the 
change catalog, identifiers for changed data stored in 
the primary storage pool, and the extended metadata. 
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