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CONTENT-BASED INFORMATION 
RETRIEVAL ARCHITECTURE 

This Utility patent application is a Non-Provisional of and 
claims the benefit of U.S. Provisional Patent Application 
Ser. No. 60/541,983 entitled “INEXPENSIVE AND FAST 
CONTENT ADDRESSABLE MEMORY filed on Feb. 5, 
2004, the contents of which are incorporated by reference 
herein. 

BACKGROUND OF THE INVENTION 

The present invention relates to architectures for fast 
information retrieval. 

Content addressable memories (CAMs) are devices that 
are queried using data in contrast to conventional memories 
that are queried using addresses. CAMS search through their 
contents to check if the data exists, and if so, provide 
information associated with the data. Such memories find 
applications in Internet routers, processor caches, databases, 
and other situations where fast lookups are required. Most 
commercial routers employ CAM devices called Ternary 
CAMs (TCAMs) which are specialized memory devices that 
check if a query matches every entry in parallel. TCAMs are 
more expensive that conventional SRAM or DRAM. 
TCAMs are built using about 16 transistors per bit there 
fore being about two to three times less dense than SRAMs 
which have about 6 transistors per bit. TCAMs have long 
“match lines” that incur considerable capacitance, thereby 
causing their power capacitance to be high and, more 
importantly, their speed to be relatively slow. TCAMs, 
however, continue to be an attractive proposition for router 
manufacturers because current commercial technology lacks 
a viable technique to use conventional SRAM to efficiently 
perform the lookup. 

There are a variety of known data structures that effec 
tively behave like content addressable memory, each with 
their own relative advantages and disadvantages. For 
example, trie-based approaches construct a binary trie for 
each prefix, where a binary trie is a tree with two kinds of 
nodes: branch nodes and element nodes. Unfortunately, the 
Scalability and memory usage of trie-based approaches are 
both functions of the address length, which is disadvanta 
geous when used with longer addresses such as in IPv6. 
Other data structures Such as binary decision diagrams 
cannot be implemented in hardware in a streamlined fashion 
since they have inherent dependencies and are not scalable 
to large memories and address lengths. Field-programmable 
gate array (FPGA)-based approaches use memory and con 
figurable logic block resources to implement a content 
addressable memory. While these approaches are good for 
quick prototyping, they are not good candidates for high 
speed processing of large prefixes. Recently, Bloom filters 
have been proposed for network routers, where Bloom filters 
are known data structures that Support membership queries 
with a small false positive rate. See Dharmapurikar S. K. P. 
Taylor, D. E., “Longest Prefix Matching Using Bloom 
Filters,” in Proceedings of the 2003 Conference on Appli 
cations, Technologies, Architectures, and Protocols for 
Computer Communications, August 2003. Separate Bloom 
filters and hash tables are maintained for each distinct prefix 
length, and an incoming query is checked for membership in 
all Bloom filters. Any Bloom filter that results in a positive 
membership forwards the input query to the hash table 
corresponding to that prefix length. The drawback with this 
approach is that hash tables can result in collisions and, 
therefore, unpredictable performance. Furthermore, the hash 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

2 
tables are queried sequentially in decreasing order of prefix 
lengths in order to perform longest prefix matching. Another 
approach has been to construct a binary search tree with a 
near-optimal depth for a given number of prefixes, so that 
the worst case lookup time is bounded and deterministic. See 
P. Gupta, B. Prabhakar, and S. Boyd, “Near-Optimal Rout 
ing Lookups with Bounded Worst Case Performance.” Proc. 
Infocom, Vol. 3, pp. 1184-92, March 2000. Unfortunately, 
this scheme relies on probabilities for different prefixes. 

There is, accordingly, a need for an alternative design that 
is faster, less expensive and more scalable than existing 
content addressable memory designs. There is also a need 
for a practical content-based information retrieval mecha 
nism that can take advantage of conventional memory Such 
as SRAM or DRAM. 

SUMMARY OF THE INVENTION 

A content-based information retrieval architecture is 
herein disclosed that can achieve high speed lookups with a 
constant query time while taking advantage of inexpensive 
conventional memory components. In accordance with an 
embodiment of the invention, the architecture comprises a 
hashing module, a first table of encoded values, a second 
table of lookup values, and a third table of associated input 
values. The input value is hashed a number of times to 
generate a plurality of hashed values, the hashed values 
corresponding to locations of encoded values in the first 
table. The encoded values obtained from an input value 
encode an output value Such that the output value cannot be 
recovered from any single encoded value. For example, the 
encoded values can be encoded by combining the values 
using a bit-wise exclusive or (XOR) operation, to generate 
the output value. The output value serves to select a lookup 
value in the second table and an associated input value in the 
third table. The table of encoded values can be constructed 
so that the output values are addresses in the second and 
third tables. If the associated input value in the third table is 
the same as the input value, then the input value is part of 
the lookup set and the selected lookup value corresponds to 
the input value. If the associated input value in the third table 
is not the same as the input value, then the input value is not 
in the lookup set. The third table can be used to perform 
filtering while the first table of encoded values is used for 
indexing into the second and third tables. The third table can 
be omitted, but at the price of possible false positives. 

In accordance with another embodiment of another aspect 
of the invention, the tables can be segmented into a plurality 
of banks, each bank associated with one of the plurality of 
hashed values generated by the hashing module. This advan 
tageously improves the access speed and obviates any need 
for multi-ported memories. In addition, the different parts of 
the information retrieval architecture, e.g., the hashing mod 
ule and the table of encoded values, can be pipelined into 
different stages, thereby allowing implementation using 
conventional random access memory chips. The architecture 
can use stream-based data flow and can achieve very high 
throughputs via deep pipelining. 

In accordance with another embodiment of the invention, 
the table of lookup values and the table of associated input 
values can be made smaller than the table of encoded values, 
so that the width of the encoded table is at least log(n), where 
n is the number of lookup values. This advantageously 
reduces the memory consumed by the tables. The table of 
encoded values preferably should be constructed using 
sequential address generation for the table of lookup values. 
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In accordance with another embodiment of the invention, 
a filtering module can be provided which performs pre 
filtering on input values before passing an input value to the 
hashing module. The filtering module forwards an input 
value to the hashing module only if the input value is not a 
member of some filtered set of input values. For example, 
and without limitation, the filtered set of input values can be 
those input values that are recognized as not being members 
of the lookup set. This can result in significant power 
savings, since the tables in the information retrieval archi 
tecture are accessed only if the input value is part of the 
lookup set. Values can be added to the filtered set of input 
values, for example, when input values are recognized 
through use of the third table as not being part of the lookup 
set. The filtering module can also be used for other purposes. 
For example, the filtering module can be configured so as to 
remap certain input values into other more advantageous 
values that are forwarded to the hashing module. The filtered 
set of input values can be selected so as to facilitate 
construction of the first table of encoded values. For 
example, where an input value ends up generating a plurality 
of hashed values that correspond to not one singleton 
location in the first table of encoded values, this can com 
plicate reconstruction of the table. It can be advantageous to 
add this value to the filtered set of input values and handle 
that value separately in a spillover table. 

In accordance with another embodiment of the invention, 
a spillover table can be combined with an information 
retrieval architecture so as to handle input values that 
preferably should not be handled by the architecture. For 
example, the spillover table can comprise entries of input 
values that pose difficulties for setup of the architecture or 
which cause difficulties for the architecture such as false 
positives. Troublesome input values can be remapped by the 
spillover table into values that can more readily be handled 
by the information retrieval architecture. Values identified 
by the information retrieval architecture as problematic, 
Such as values that result in false positives, can be fed back 
into the spillover table and intercepted to conserve on power. 
One advantageous application of the present architecture 

is in network routers. A network router can be readily 
constructed using such an architecture to implement a plu 
rality of filters which can perform longest prefix matching 
on a packet header, where the input value is a prefix of a 
pre-specified length and the lookup value is the forwarding 
information. An advantageous design is to utilize a plurality 
of filters, one for each prefix length operating in parallel. 
Where several of the filters signal a match, a priority encoder 
can be used to select the forwarding information from the 
filter with the longest prefix match. The filters can be 
implemented in pairs, where an update filter can be updated 
off-line and swapped for the filter that is performing look 
ups. 
The content-based information retrieval architecture dis 

closed herein can be readily implemented in hardware or 
Software oran advantageous combination of both. An imple 
mentation advantageously can be embodied in a single chip 
Solution, with embedded memory, or a multi chip solution, 
with external SRAM/DRAM. The above-described archi 
tecture has a number of key advantages over related tech 
nologies. As discussed above, the design can use standard 
inexpensive memory components such as SRAM or DRAM, 
thereby facilitating ease of manufacture. The design is 
capable of high speeds, as it uses streaming data with no 
hardware dependencies and may be deeply pipelined to 
obtain high throughput. Additionally, the design has the 
potential to consume significantly less power than equiva 
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4 
lent TCAM components. These and other advantages of the 
invention will be apparent to those of ordinary skill in the art 
by reference to the following detailed description and the 
accompanying drawings. 

BRIEF DESCRIPTION OF DRAWINGS 

FIG. 1 is a diagram of a content-based information 
retrieval architecture, in accordance with an embodiment of 
an aspect of the invention. 

FIG. 2 is a diagram of another content-based information 
retrieval architecture that permits false positives. 

FIG. 3 is a diagram illustrating segmented memory and 
pipelining in a content-based information retrieval architec 
ture, in accordance with an embodiment of another aspect of 
the invention. 

FIG. 4 is a diagram of a longest prefix matching network 
router, constructed in accordance with an embodiment of 
another aspect of the invention. 

FIG. 5 is a diagram of an alternative network router 
architecture, constructed in accordance with another 
embodiment of the invention. 

FIG. 6 is a diagram of an illustrative router line card. 
FIGS. 7A and 7B are diagrams illustrating another con 

tent-based information retrieval architecture that utilizes 
reduced memory. 

FIG. 8 is a diagram of another content-based information 
retrieval architecture illustrating the mechanism of pre 
filtering. 

FIGS. 9 and 10 are diagrams illustrating the usage of a 
spillover table. 

FIG. 11 is a diagram of content-based information 
retrieval architecture utilizing pre-filtering and a spill-over 
table. 

FIG. 12 is a flowchart of processing performed by the 
architecture depicted in FIG. 11. 

FIG. 13 is a diagram illustrating the operation of a 
pipelined hash function. 

DETAILED DESCRIPTION OF THE 
INVENTION 

FIG. 1 is a diagram of a content-based information 
retrieval architecture, in accordance with an embodiment of 
the invention. As depicted in FIG. 1, an input value 101 is 
received and processed by the architecture. Based on the 
processing of the input value 101, what is output is either a 
lookup value 102 retrieved from a table 120 or a signal 103. 
104 that the input value 101 is not a member of the lookup 
Set 

In FIG. 1, there are three tables 110, 120, 170 the 
construction and operation of which are described in further 
detail herein. Each table in FIG. 1 has the same number of 
entries, although, as further described herein and in accor 
dance with another embodiment of the invention, the tables 
can have different numbers of entries. Table 120 is referred 
to herein as a lookup table and comprises a plurality of 
entries, each storing a lookup value. For example, in the case 
of a router application, the lookup values can be next hop 
information associated with different destination addresses 
prefixes. Table 170 is referred to herein as the false positive 
table (or alternatively as the filtering table) and comprises a 
plurality of entries, each storing an input value correspond 
ing to a lookup value in table 120. Table 110 is referred to 
herein as the “encoding” table. Encoding table 110 is con 
structed so that there is a one-to-one mapping between every 



US 7,019,674 B2 
5 

valid input value within a particular pre-defined lookup set 
and a unique location in lookup table 120, as described in 
further detail below. 
To lookup the value 102 associated with an input value 

101, the input value 101 is hashed k-times at 130 to produce 
k different values. The hash 130 can be implemented using 
any advantageous hash function. For example and without 
limitation, a combination of circular shifts, XORs, and 
ADDs can be used to obtain a very effective hash with good 
pseudo-random behavior. The k different hash values, 
(h. . . . . h), each refer to locations in the encoding table 
110. Each h, is in the interval 1, m) where m is the number 
of entries in the encoding table 110 and the lookup table 120. 
Each entry in the encoding table 110 stores a value, Table 1 
h,. The values Table 1 h, ... Table 1h selected by the k 
hash values are bit-wise exclusive-ored at 140 to obtain the 
following value: 

x=09, Table1(h, 

This value can be used to check whether the input value 101 
is part of the lookup set and/or to select the lookup value 
associated with the input value 101 in the lookup table 120. 
This is illustrated in FIG. 1. In FIG. 1, this value can be 
checked at 150. The value provides an index, say 1, of one 
of the k hash functions and is checked by determining 
whether the index 1 is greater than the number of hash 
functions. If it is, then the input t is not a member of the set 
that is stored in the lookup table and, thus, does not exist in 
the table—and a signal 103 is produced. If on the other hand 
it refers to a valid index, then when t is hashed with h it 
produces an address t(t) into the second table 120 where f(t) 
is stored. The address t(t) in the lookup table 120 is obtained 
by using the index to select the output of the correct hash 
function at 160. Then, the address t(t) in the lookup table 
120 can be used to retrieve the lookup value f(t) associated 
with the input value t. 

There is, however, a small probability that the check at 
150 will be passed even though the input value 101 is not 
part of the lookup set, as discussed below. Accordingly, a 
third table 170 is provided which can have the same number 
of entries as the lookup table 120. When the encoding table 
110 is setup, the actual input values in the lookup set can be 
stored in the table 170. For an input valuet, the hash function 
index corresponding to t(t) can be encoded into the encod 
ing table 110, the lookup information f(t) can be stored in 
address t(t) of the lookup table 120, and t itself can be stored 
in address t(t) of the table 170. If a lookup for a header t' 
produces a valid pointer into the lookup table 120, t' is 
compared at 180 with the actual associated input value 
stored in the table 170. If t' and t are different, the lookup is 
a false positive and a signal 104 is generated. 

Given a domain D and a range R, the structure depicted 
in FIG. 1 serves to encode an arbitrary function f:D->R such 
that querying with any element t of D results in a lookup 
value of f(t). Anyt that is not within the domain D is flagged 
with no false positives. 

Construction of the encoding table 110 can proceed in a 
number of different ways. Given an input value t and an 
associated index value, 1, the below equation for 1 defines a 
linear constraint on the values of the encoding table 110. The 
set of input values and associated indices defines a system of 
linear constraints, and these linear constraints may be solved 
using any of the many methods known in the literature for 
Solving linear constraints. Alternatively, the following very 
fast method can be utilized that works with very high 
probability. The encoding table 110 is constructed so that 
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6 
there is a one-to-one mapping between every element t in the 
lookup set and a unique index TOt) in the lookup table 120. 
It is required that this matching value, T(t), be one of the 
hashed locations, (h, ...,h), generated by hashingt. Given 
any setting of the table entries, the linear constraint associ 
ated with t may be satisfied by setting 

Table1 (LI=le-CD, Table1/h). 

However, changing the entry in the encoding table 110 of 
Table1t(t) may cause a violation of the linear constraint for 
a different input value whose constraint was previous satis 
fied. To avoid this, an ordering should be computed on the 
set of input elements. The ordering has the property that if 
another input value t' precedest in the order, then none of the 
hash values associated with t' will be equal to t(t). Given 
Such a matching and ordering, the linear constraint for the 
input elements according to the order would be satisfied. 
Also, the constraint for each t would be satisfied solely by 
modifying TCt) without violating any of the previously 
satisfied constraints. At the end of this process, all of the 
linear constraints would be satisfied. 

The ordering and t(t) can be computed as follows: Let S 
be the set of input elements. A location L in the encoding 
table is said to be a singleton location for S if it is a hashed 
location for exactly one t in S. S can be broken into two 
parts, S consisting of those t in S whose hashed locations 
contain a singleton location for S. and S. consisting of those 
t in S whose hashed locations do not contain a singleton 
location for S. For each t in S, T(t) is set to be one of the 
singleton locations. Each input value in S is ordered to be 
after all of the input values in S. The ordering within S may 
be arbitrary. Then, a matching and ordering for S can be 
recursively found. Thus, S can be broken into two sets, S. 
and S2, where S consists of those t in S whose hashed 
locations contain a singleton location for S, and S consists 
of the remaining elements of S. It should be noted that 
locations that were not singleton locations for S may be 
singleton locations for S. The process continues until every 
input value t in S has been given a matching value TCt). If at 
any earlier stage in the process, no elements are found that 
hash to singleton locations, the process is deemed to have 
failed. It can be shown, however, that when the size of the 
encoding table is Sufficiently large. Such a matching and 
ordering will exist and be found by the process with high 
probability. In practice, the encoding table size can be set to 
Some initial size, e.g., some constant multiple of the number 
of input values. If a matching is not found, one may 
iteratively increase the table size until a matching is found. 
In practice, this is done by allocating different portions of a 
given memory chip. There is a small chance that the process 
will still fail even with a table of sufficiently large size due 
to a coincidence among the hash locations. In this case, one 
can change the hash function used. Hash functions with 
seeds may be used. Note that one must use the same hash 
function for looking up values as one uses during the 
construction of the encoding table. 

If all of these above strategies fail. Some input values may 
be dropped. Specifically, an entry in the table R, that has two 
incoming pointers can be checked; one of the elements 
responsible for an incoming pointer can be removed from 
the set of elements. This automatically makes R, a T(t) for 
Some t, thereby increasing the chances of convergence of the 
setup procedure. Note that this is similar to a TCAM, where 
headers that cannot fit in the available memory are dropped. 
The present architecture can report the dropped input values 
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and handle them as a special case. As further described 
below, such input values can be handled in a spillover table. 
One advantage of the architecture depicted in FIG. 1 is the 

ability to filter out false positives. The false positive table 
170 and its associated logic can be removed, resulting in the 
architecture depicted in FIG. 2 which allows a small prob 
ability of false positives. It should be noted that the effective 
speed of the architecture in FIG. 1 is independent of whether 
or not the extra table 170 is used to remove false positives. 

False positives may or may not be an acceptable condition 
for the information retrieval architecture. Where a false 
positive occurs, it should be noted that the lookup result 
would be random selection of one of the possible lookup 
values. Thus, a router using such a lookup mechanism would 
send packets with no forwarding information to a random 
destination rather than a default destination. Such an action 
could potentially result in extra traffic on bandwidth-limited 
paths, for example where a destination is expected to service 
only QoS.-designated packets. Fortunately, the probability is 
Small. For a perfectly random hash function, if the encoding 
table 210 is q bits wide and has khash functions, it can be 
shown that the theoretical upper bound for the probability of 
false positives is: 

k 
Prob(FP) = 2. 

Thus, for a 32-bit wide table with four hash functions, the 
false positive rate is bounded by 4 in 1 billion, i.e., for every 
billion headers that are not in the table, four will likely be 
false positives, while the others will be correctly flagged as 
not being present in the table. Further, the probability of 
Successive false positives decreases exponentially. In other 
words, a given input value is very unlikely to encounter two 
or more successive false positives. Also, two packet header 
values encountering false positives are unlikely to be sent 
along the same bandwidth-limited path. 
The information retrieval architecture shown in FIGS. 1 

and 2 is particularly advantageous in a network router 
application, as illustrated by FIGS. 4 through 6. FIG. 4 
shows the architecture of a network router 400, in accor 
dance with an embodiment of this aspect of the invention. 
The router 400 is configured to employ longest prefix 

matching (LPM) in order to forward a packet, Such as an 
Internet Protocol (IP) datagram. The routing table is setup to 
handle a plurality of prefixes, each prefix being of length L 
and consisting of the first L bits of an IP address. Shorter 
prefixes may subsume longer ones, i.e., a longer prefix may 
refine the forwarding information of a shorter prefix. There 
fore, a lookup must be performed to determine whether an 
incoming IP address matches the longer possible prefix. The 
basic architecture in FIG. 4 comprises lookup filters 411, ... 
415, each lookup filter based on the content-based informa 
tion retrieval architecture described above, for each unique 
prefix length. The lookup filters 411, ... 415 are set up with 
the prefixes corresponding to their designated length. During 
operation, the input query 401 is sent to all filters 411, . . . 
415 in parallel, and the results from each filter 411, . . . 415 
are sent to a priority encoder 440. Some filters will give a 
“positive output' (i.e., indicate a match with a prefix with a 
small false positive probability), while others will not. From 
among the filters that indicate a match, the output of the one 
corresponding to the longest prefix is used as the forwarding 
information for the input query. 
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8 
In addition to normal forwarding operation, routers will 

frequently need to update their tables. Entries are continu 
ously removed, while other entries are added. In order to 
perform routing updates, it is advantageous to maintain a 
separate (parallel) set of filters 421, . . . 425. These filters 
421. . . . 425 are referred to as update tables while the other 
filters 411, . . . 415 are referred to as the forwarding tables. 
Each distinct prefix length has one update table and one 
forwarding table. The forwarding tables actively forwarding 
packets, while the update tables perform routing updates 
offline. When a sufficient number of updates have been 
performed, the roles of the tables can be swapped. The 
update table is “brought online', i.e., made a forwarding 
table, and the forwarding table plays the role of the update 
table. Note that the entries in the two tables should be 
identical at the point of swapping. In order to ensure this, the 
forwarding table should update all its entries from the update 
table before the swap. 

In network routers, elements are removed and added 
constantly. Updates to the router 400 can be performed using 
a combination of hardware and Software techniques. For 
example, the following schemes can be used to enable the 
above content addressable memory to add, remove, and 
change the forwarding information of a header: 

Addition of a header: When a new header t has to be 
added to the lookup filter that is already setup with several 
elements, t(t) has to be found. If t has a hash value S that no 
other t' in the table hashes to, then S is a viable candidate for 
t(t). However, if t does not have such a hash value, it is 
necessary to setup the filter again (or alternatively, as 
described later, it may be inserted into a spillover table). This 
can be done using an embedded or attached processor, e.g., 
in software. If can also be done offline using the update 
tables, and, therefore, does not need to affect the throughput 
of lookups. 
Removal of a Header: Removing an element can be done 

without software assistance. Each filter table entry can be 
augmented with a “dirty bit and a count of the number of 
hashed locations that point to that entry. When an element t 
is removed, the dirty bits corresponding to all hashed 
locations of t are turned on. At the same time, the count is 
decremented indicating that one less hashed location points 
to the entries oft. A lookup of an element u must ensure that 
all dirty bits of the hashed locations of u are not 1. When a 
new element v is added to the table, all of its hashed 
locations must reset their dirty bits. Note that removal of an 
element increases the probability of finding TCt) for elements 
that need to be added. 

Changing Forwarding Information: Changing the for 
warding information for an element t is trivial in the embodi 
ment depicted in FIG.1. The separation of the data structure 
into separate tables 110 and 120 is advantageous in that it 
enables the lookup table 120 to be readily updated without 
affecting the encoding table 110. If the forwarding informa 
tion for a header needs to be changed, it is only necessary to 
update the relevant location in lookup table 120. This may 
be readily accomplished, for example, in hardware. Only if 
f(t) is encoded into encoding table 110 is it necessary to 
setup the entire structure again. 

FIG. 5 shows an alternative architecture for the network 
router 500, in accordance with another embodiment of the 
invention, that takes advantage of the structure of the 
information retrieval architecture depicted in FIG. 1. Rather 
than implementing the forwarding table filters with a full 
destination address lookup conducted for each prefix length, 
it is advantageous to perform the lookup on the relevant 
lookup table 521, ... or 525 only after the priority encoder 
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560 has selected the longest prefix match. Thus, the lookup 
filters need only to implement the encoding tables 511 . . . 
515 and, where desired, the false positive tables 531. . . . 
535. Moreover, the update tables advantageously need only 
be implemented with offline versions of the encoding tables 5 
541, . . . 545, as depicted in FIG. 5. As disclosed and 
discussed in further detail below, the lookup table can be 
architected Smaller than the encoded table in a manner that 
would not need the lookup table to be duplicated for the 
online/offline architecture. 10 

In the worst case, the number of filters will be equal to the 
number of bits in the network address. For IPv6, for 
example, this leads to 128 filters. It is, however, possible to 
reduce this number. For example, prefix expansion, where a 
Smaller prefix is expanded to accommodate a larger prefix, 15 
can be used to eliminate certain prefix lengths. Alternatively, 
a simple hash table or a direct lookup array can be used to 
replace prefix lengths with very few members. In practice, 
the number of distinct prefix lengths is few. For instance, 
IPv4, where each address is 32 bits, has around 8–10 active 20 
prefix lengths, and it has been shown that IPv6 traces 
typically 14 distinct prefix lengths. These can be further 
reduced using the schemes mentioned above. 

In a given router, all prefix lengths do not occur with equal 
frequency. Usually, a few prefixes occur most of the time, 25 
while some prefix lengths do not occur at all. Therefore, it 
is possible that some filters will be relatively “over-popu 
lated. In order to set-up the filters and maintain false 
positive rates, some filters will require more memory than 
others. It may be advantageous to distribute the DRAM 30 
memory laid out on the board in equal proximity to all the 
filter chips. During configuration of the router, i.e., before 
start-up, a profile of the IP addresses can be used to 
appropriately assign memory banks to specific filters. Thus, 
filters handling frequent prefix lengths can be assigned more 35 
banks, while other filters can be assigned fewer banks. Note 
that this can be dynamically changed during routing updates: 
for instance, if the size of a particular filter grows and 
another filter decreases in size, Some memory banks can be 
“re-allocated”. The board can thus be reconfigured on the fly 40 
to retain maximum flexibility. FIG. 6 shows an example of 
a line card 600 architecture that shows, along with the 
associated processor 670 and other relevant circuitry, several 
content addressable memories 641, . . . , 644 using conven 
tional DRAM 651, . . . , 654, each content addressable 45 
memory implementing the content-based information 
retrieval architecture described above. 
The architecture depicted in FIGS. 1 and 2 may be further 

optimized by utilizing segmented memory and fine-grained 
pipelining, as illustrated by FIG. 3. 50 
As in FIG. 1, an input value 301 is hashed k-times at 330 

to produce k different values. The k different hash values, 
however, do not refer to locations in a single unitary 
encoding table, like 110 in FIG. 1. In order to maintain high 
memory access speeds, it is preferable to reduce the number 55 
of read and write ports for each memory bank. As depicted 
in FIG. 3, it can be advantageous to distribute the memory 
of each table in the architecture into k or more banks, where 
k is the number of hash functions. Each hash function 
indexes a unique memory segment and is, then, required to 60 
access a particular bank. So, each bank 311, 312. . . .315 in 
the encoding table 310 need only have exactly one read and 
write port (i.e., like Standard memory components), thus 
obviating the need for multi-ported memories and improving 
access speeds. It can be shown from simulations that this 65 
design does not adversely affect the false positive rate or the 
required memory sizes. 

10 
It is also possible to take advantage of the structure of the 

information retrieval architecture to create a finely pipelined 
hardware architecture. FIG. 3 shows the different stages 
where the hardware may be pipelined. As shown in FIG. 3, 
unlike hardware realizations of tries or hash tables, there are 
no dependencies or indeterminate collisions chains in the 
approach. The hardware realization allows for streaming 
data, permits a highly pipelined implementation, as well as 
pipelined memory accesses. Thus, the memories can be 
implemented using conventional off-chip DRAMs. Double 
data rate DRAMs and RAMBUS memory that allow effec 
tive throughputs of more than 400 million accesses per 
second are an attractive choice. 

The hash functions and the XOR computation may also be 
pipelined. FIG. 13 shows an implementation of a string hash 
function, and a possible pipelined implementation. The 
multipliers are simplified since one operand is constant. 
Further they may be pipelined as well. Note that since the 
prefixes are of different lengths, the hash functions operating 
on shorter prefixes will require additional delay stages in 
order to be “in step” with the other hash functions. This 
feature may be used to design a very effective stream-based 
architecture for hash functions. FIG. 13 shows the string 
hash function and the pipelined implementation for the i'th 
hash function. 

The amount of memory utilized in a hardware implemen 
tation of the present architecture is an important consider 
ation to decide trade-offs between embedded and off-chip 
memory. The memory size of the architecture depicted in 
FIG. 1 is the combined size of the encoding table 110 and the 
lookup table 120, and the header table 170 if present. 
Encoding table 110 needs to be as large as necessary to allow 
the lookup structure to be setup, i.e., all elements must have 
a matcht. In addition, the width of the encoding table 110. 
q, should be made as high as required to reduce the false 
positive rate (which, as mentioned above, is inversely pro 
portional to 2'). An embodiment with segmented memory 
containing 500,000 entries would have 1 million entries in 
the encoding table 110, each with a width of 24 bits. The 
lookup table 120 would also have 1 million entries (unless 
the embodiment described below for smaller lookup tables 
is used), each holding corresponding lookup information. 
Assuming the lookup information is usually small, i.e., 8 bits, 
we can expect the two tables to be around 4 MB together. 
Using recent ASIC and memory technology, the memory 
may be implemented on-chip as embedded SRAM. If more 
memory is required (for instance, if more entries need to be 
stored in the filter), off-chip DRAM may be used. The 
streaming data and pipelined implementation, as mentioned 
above, allow the use of double-data rate DRAM to achieve 
high throughput. 
A technique to reduce memory usage is to implement the 

architecture depicted in FIGS. 1 and 2 with a single encod 
ing/lookup table, not two separate tables. Having two tables 
provides the flexibility of updating the lookup value asso 
ciated with an element. For instance, if one needs to only 
update the forwarding information for an IP address in a 
network application, only the corresponding entry in the 
lookup table 120 has to be modified. However, in many IP 
routes, updates mostly involve insertion of new addresses, or 
deletion of old ones. If this is the case, the lookup table 120 
in FIG. 1 can be done away with. Instead, the encoding table 
110 can be configured with actual values, XORed with the 
other entries appropriately such that the value obtained 
results in a correct lookup. This technique can save 25% of 
the memory. 
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Another technique to reduce memory usage is illustrated 
by FIGS. 7A and 7B. FIG. 7A illustrates an embodiment 
where, as described above with respect to FIG. 1, the lookup 
table 720 and the false positive table 770 are exactly the 
same depth as the encoding table 710. Each has 2n entries 
and the encoding table has a width of log(k), where n is the 
number of entries that need to be stored and k is the number 
of hash functions. In accordance with another embodiment 
of the invention, and with reference to FIG. 7B, the encoding 
table can be resized in an advantageous manner. Instead of 
providing an index into the lookup table using the hash 
functions, the encoding table, 715 in FIG. 7B, can store the 
entire index into the lookup table, 725 in FIG. 7B. The 
encoding table 715 is made a little larger while decreasing 
the size of both the lookup table 725 and the false positive 
table 775. This results in considerable memory savings. 

The encoding table 715 setup could proceed in a manner 
similar to that described above for FIGS. 1 and 2. The 
primary difference is that an address generator would be 
maintained for the lookup table 725. The address generator 
can be easily implemented as a counter that is initialized to 
Zero. When an element t is added to the encoding table 715, 
the address from the address generator is encoded into t(t), 
the matching location fort. This represents the address in the 
lookup table 725 where the next hop information, or more 
generally f(t), will be stored. Once t is done, the address 
generator is incremented for the next element. 
An important benefit of having sequential address gen 

eration for the lookup table 725 is that the need for dupli 
cating the lookup table as well as the false positive table for 
the offline filters in the above network application is obvi 
ated. The reason for this is that changes to the lookup table 
and the false positive table are very minor and do not require 
table duplication. When an element t needs to be added, in 
the worst case, the entire forwarding table will need to be 
setup. The lookup table indices for the elements already in 
the table can be retained. Thus the only entry in the lookup 
table and the false positive table that needs to be changed is 
the entry for t. This change is simple and can be made 
directly to the active lookup table and the active false 
positive table. 
As depicted in FIG. 7B, and in accordance with another 

embodiment of the invention, the encoding table 715 is 
made responsible for the indexing mechanism while filtering 
table 775 is responsible for filtering. Thus, the tables are 
accessed upon every lookup, which can adversely affect 
power consumption. 

FIG. 8 shows an alternative architecture, in accordance 
with another embodiment of the invention. In order to limit 
header table accesses, a filter 890 is inserted before the 
information retrieval architecture 800. The filter 890 can be 
implemented using any advantageous mechanism for con 
ducting membership queries on the lookup set, Such as, for 
example, a Bloom filter. See Bloom B. H., “Space/Time 
Trade-offs in Hash Coding with Allowable Errors. Com 
munications of the ACM, 13(7), p. 422–26 (July 1970). The 
filter 890 performs pre-filtering and ensures that the only 
accesses to the tables are those entries that should be present 
in the tables (and any false positives that may be permitted 
by the pre-filter 890). For the longest prefix matching 
application described above, this embodiment also provides 
additional gains. Each lookup is likely to be present in only 
a few prefixes, if any at all. Therefore, most of the prefix 
filters will not be accessed, resulting in significant power 
savings. 
The architecture may be further improved by the use of 

what the inventors refer to as a “spillover table, as illus 
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12 
trated in FIGS. 9, 10, and 11. A spillover table is a table 
which comprises a small number of input values which 
either cannot or preferably should not be handled by the 
information retrieval architecture. With reference to FIG. 9, 
an input value 901 is sent to some information retrieval 
architecture 910 which may or may not be similar to the 
architectures described above. A spillover table 920 is also 
provided which includes a variety of entries 921, 922. . . . 
etc. If the input value 901 matches an entry in the spillover 
table 920, then the processing of the input value 901 is 
handled by the spillover table 920 in lieu of the information 
retrieval architecture 910. 

There are a variety of reasons why such a table would be 
useful: 

Table setup: The setup mechanisms described above for 
constructing the encoding table fails when singletons cannot 
be found at each step of the recursive setup process. This 
will happen, for instance, in the unlikely event that all khash 
functions of two distinct elements exactly coincide. If 
singletons cannot be found, an element one of whose hash 
values points to the table entry with the least incoming 
pointers can be selected to be removed from the information 
retrieval architecture. This element t can then be inserted 
into the spill-over table. It may be shown that the probability 
of table setup failure due to coinciding hash functions falls 
exponentially with the size of the spill-over table. For 
instance, the probability of setup failure for a million entry 
architecture is approximately 10'. This falls to around -140 

10 with a setup table of size 10. 
Addition of elements without singletons can also be better 

facilitated using the spill-over table. In order to add such 
elements to an encoding table that is already setup, the 
encoding table would need to be rebuilt from scratch. 
However, the element could also be added to the spill-over 
table. Given that deletions and additions are usually inter 
spersed evenly, there may seldom be a need to completely 
rebuild the encoding table with a moderately sized spill-over 
table. 

Remapping elements: As a general matter, a Small spill 
over table can be used to remap any “troublesome elements 
into other elements in order to aid the table setup process. 
This is, for example, illustrated in FIG. 10. An input value 
1001 is first sent to the spillover table 1020. If it matches one 
of the entries in the spillover table 1020, the input value 
1001 is remapped into another value 1002. Presumably, this 
value 1002 is more advantageous to the information retrieval 
architecture 1010 in some fashion and can be more readily 
processed to generate the correct lookup value. 

Storing False Positives: False positives require access to 
all the tables in order to be identified as such. As lookups 
proceed, elements that produce false positives can be stored 
in a spill-over table located near the beginning of the 
filtering architecture. Thus, future lookups of these elements 
will only need a single access, thereby saving considerable 
power. 

FIG. 11 illustrates the usage of pre-filtering at 1190 with 
a small spill-over table 1195 along with the content-based 
information retrieval architecture 1100 shown above in FIG. 
7B. FIG. 12 shows a flowchart illustrating the interaction 
between the different processing elements. As depicted in 
FIG. 12, false positives identified at the filtering table 1206 
are fed back at 1201. Pre-filtering is also utilized at 1202 to 
further reduce table lookups. 
The above-described information retrieval architecture 

has a number of key advantages over related technologies. 
As discussed above, the design can use standard inexpensive 
memory components such as SRAM or DRAM, thereby 
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facilitating ease of manufacture. The design is capable of 
high speeds (potentially searching at rates exceeding 100 
million entries per second), as it uses streaming data with no 
hardware dependencies and may be deeply pipelined to 
obtain high throughput. Additionally, the design has the 
potential to consume six times less power (about 50 nW per 
bit) than equivalent TCAM components. It should be noted 
that the memory requirements of the above designs increase 
faster than the storage required in a TCAM because it is 
assumed that the number of distinct prefix lengths in the 
stored headers increases with the number of headers. When 
the number of prefix lengths stabilizes, however, the rate of 
increase of memory would be similar to a TCAM. 
The inventors have performed simulations that demon 

strate that the design can readily outperform a lossless hash 
table and that the rate of false positives is very similar for 
filters with and without segmented memory. The inventors 
have also found that the table size first decreases with an 
increase in the number of hash functions, and then increases. 
This is because increasing the number of hash functions has 
two conflicting effects. First, it improves the chances of 
finding singletons since more entries are hashed. However, 
more hash functions also increase the probability of each 
entry being pointed to. This decreases the chances of finding 
singletons, and tends to increase the table size at which the 
filter set up process converges. Using segmented memory 
also increases the table size. A larger table size is expected 
with segmented memories since the hash functions are now 
restricted to within their memory segments. In a sense, they 
are not as "random' as with a non-segmented memory. This 
decreases the chances of finding singletons, and could 
therefore require a larger memory size to converge during 
setup. 

It will be appreciated that those skilled in the art will be 
able to devise numerous arrangements and variations which, 
although not explicitly shown or described herein, embody 
the principles of the invention and are within their spirit and 
Scope. For example, and without limitation, the present 
invention has been described with particular reference to 
network router applications and content addressable memo 
ries. The present invention, nevertheless and as mentioned 
above, is readily extendable to other applications. 

What is claimed is: 
1. A content-based information retrieval architecture com 

prising: 
a hashing module that receives an input value and gen 

erates a plurality of hashed values from the input value: 
a first table storing a plurality of encoded values, each 

hashed value generated from the input value corre 
sponding to a location in the table of an encoded value; 

a second table storing a plurality of lookup values; and 
a third table storing a plurality of associated input values 

in a lookup set, each Such input value associated with 
a lookup value in the second table, 

where the first table is constructed so that the encoded 
values, obtained from the hashed values generated from 
an input value, encode an output value Such that the 
output value cannot be recovered from any single 
encoded value and Such that the output value selects a 
lookup value in the second table and an associated 
input value in the third table, thereby identifying the 
input value as being in the lookup set if the input value 
is same as the associated input value in the third table. 

2. The information retrieval architecture of claim 1 
wherein the encoded values in the first table encode the 
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14 
output value such that the output value is recovered by 
combining the encoded values by performing a bit-wise 
XOR operation. 

3. The information retrieval architecture of claim 1 
wherein the lookup values are stored at unique addresses in 
the second table and wherein the first table of encoded 
values is constructed so that the output value encoded by the 
plurality of encoded values is an address in the second table. 

4. The information retrieval architecture of claim 1 
wherein the first table is constructed so that the second table 
has a size that is smaller than the first table and so that the 
width of the first table is at least log(n) where n is the number 
of lookup values. 

5. The information retrieval architecture of claim 1 
wherein the first table is segmented into a plurality of banks, 
each bank associated with one of the plurality of hash values 
generated by the hashing module. 

6. The information retrieval architecture of claim 1 
wherein the hashing module and the first table are pipelined 
into different stages from the second and third tables. 

7. The information retrieval architecture of claim 1 further 
comprising a filtering module which receives input values 
and forwards the input value to the hashing module only if 
the input value is not a member of a filtered set of input 
values. 

8. The information retrieval architecture of claim 7 
wherein the filtered set of input values are those input values 
that are not recognized as being members of the lookup set 
of input values. 

9. The information retrieval architecture of claim 7 
wherein the filtered set of input values are those input values 
selected so as to facilitate construction of the first table of 
encoded values. 

10. The information retrieval architecture of claim 9 
wherein the filtered set of input values comprises at least one 
input value Such that, when the hashing module generates a 
plurality of hashed values from the one input value, the 
hashed Vlaues generated from the one input value corre 
spond to not one singleton location in the first table of 
encoded values. 

11. The information retrieval architecture of claim 7 
wherein at least one input value is remapped by the filtering 
module into another input value that is then forwarded to the 
hashing module. 

12. The information retrieval architecture of claim 7 
wherein at least one input value, that is recognized as not 
being in the lookup set because the associated input value in 
the third table is not same as the one input value, is added 
to the filtered set of input values used by the filtering 
module. 

13. The information retrieval architecture of claim 1 
wherein the first table is used to perform indexing into the 
second table and third table while the third table is used to 
perform filtering. 

14. A network router comprising at least one filter to 
perform a lookup on information in a packet header, the 
further thither comprising: 

a hashing module that receives the information in the 
packet header and generates a plurality of hashed 
values from the information in the packet header; and 

a first table storing a plurality of encoded values, each 
hashed value generated from the information in the 
packet header corresponding to a location in the first 
table of an encoded value, the table constructed so that 
the encoded values obtained from the information in 
the packet header encode an output value Such that the 
output value cannot be recovered from any single 
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encoded value and Such that the output value is used to 
select forwarding information for the packet header. 

15. The network router of claim 14 wherein the encoded 
values in the first table encode the output value such that the 
output value is recovered by combining the encoded values 
by performing a bit-wise XOR operation. 

16. The network router of claim 14 wherein the informa 
tion in the packet header is a prefix of a pre-specified length. 

17. The network router of claim 16 further comprising one 
or more additional filters for prefixes of different pre 
specified lengths, each filter performing lookups in parallel. 

18. The network router of claim 17 further comprising an 
update filter for each filter, the update filter comprising a 
version of the first table that can be updated offline and 
swapped for the first table in the filters. 

19. The network router of claim 17 further comprising a 
priority encoder that receives results from each filter and 
selects forwarding information based on the results from the 
filter handling a prefix of a longest length. 

20. The network router of claim 14 wherein the first table 
is segmented into a plurality of banks, each bank associated 
with one of the plurality of hash values generated by the 
hashing module. 

21. The network router of claim 14 wherein the hashing 
module and the first table are pipelined into different stages. 

22. The network router of claim 16 further comprising a 
filtering module which receives the prefix in the packet 
header and forwards the prefix to the hashing module only 
if the prefix is not a member of a filtered set of prefixes. 

23. The network router of claim 22 wherein the filtered set 
of prefixes are those prefixes that are not recognized as being 
members of a lockup set of prefixes. 

24. The network router of claim 22 wherein the filtered set 
of prefixes are those prefixes selected so as to facilitate 
construction of the first table of encoded values. 

25. The network router of claim 24 wherein the filtered set 
of prefixes comprises at least one prefix Such that, when the 
hashing module generates a plurality of hashed values from 
the one prefix, the hashed values generated from the one 
prefix correspond to not one singleton location in the first 
table of encoded values. 

26. The network router of claim 22 wherein at least one 
prefix is remapped by the filtering module into another 
prefix that is then forwarded to the hashing module. 

27. The network router of claim 19 further comprising a 
second table storing the forwarding information as a for 
warding value associated with each prefix. 

28. The network router of claim 27 wherein each filter has 
an associated second table. 

29. The network router of claim 27 wherein the priority 
encoder selects the filter handling the prefix of a longest 
length and then retrieves the forwarding information from a 
second table shared by the filters. 

30. The network router of claim 27 further comprising a 
third table storing a plurality of associated prefixes in a 
lookup set, each Such associated prefix associated with a 
forwarding value in the second table, where the output value 
selects a forwarding value in the second table and an 
associated prefix from the third table, thereby identifying the 
prefix in the packet header as being in the lookup set if the 
prefix in the packet header is same as the associated prefix 
in the third table. 

31. The network router of claim 30 wherein the first table 
in the filters is constructed so that the second table has a size 
that is smaller than the first table and so that the width of the 
first table is at least log(n) where n is the number of 
forwarding values. 
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32. The network router of claim 30 further comprising a 

filtering module which receives the prefix in the packet 
header and forwards the prefix to the hashing module only 
if the prefix is not a member of a filtered set of prefixes, 
wherein at least one prefix, that is recognized as not being 
in the lookup set because the associated prefixes in the third 
table is not same as the one input value, is added to the 
filtered set of prefixes used by the filtering module. 

33. A content-based information retrieval architecture 
comprising: 

a hashing module that receives an input value and gen 
erates a plurality of hashed values from the input value: 

a table storing a plurality of encoded values, each hashed 
value generated from the input value corresponding to 
a location in the table of an encoded value, the table 
segmented into a plurality of banks, each bank associ 
ated with one of the plurality of hash values generated 
by the hashing module, and the table constructed so that 
the encoded values obtained from the input value 
encode an output value Such that the output value 
cannot be recovered from any single encoded value. 

34. The information retrieval architecture of claim 33 
wherein the encoded values encode the output value such 
that the output value is recovered by combining the encoded 
values by performing a bit-wise XOR operation. 

35. The information retrieval architecture of claim 33 
wherein the table is stored in non-multi-ported memory. 

36. A content-based information retrieval architecture 
comprising: 

a hashing unit that receives an input value and generates 
a plurality of hashed values from the input value: 

a memory unit that stores a table of encoded values, each 
hashed value generated from the input value corre 
sponding to a location in the table of an encoded value; 
and 

a logic unit that recovers an output value from the 
encoded values, where the encoded values obtained 
from the input value encode the output value such that 
the output value cannot be recovered from any single 
encoded value, and where the hashing unit and the 
memory unit and the logic unit are pipelined into 
different stages. 

37. The information retrieval architecture of claim 36 
wherein the encoded values encode the output value such 
that the output value is recovered by combining the encoded 
values by performing a bit-wise XOR operation. 

38. A content-based information retrieval architecture 
comprising: 

a filtering module that receives an input value and for 
wards the input value only if the input value is not a 
member of a filtered set of input values: 

a hashing module that receives the forwarded input value 
and generates a plurality of hashed values from the 
forwarded input value; and 

a table storing a plurality of encoded values, each hashed 
value generated from the forwarded input value corre 
sponding to a location in the table of an encoded value, 
the table constructed so that the encoded values 
obtained from the forwarded input value encode an 
output value Such that the output value cannot be 
recovered from any single encoded value. 

39. The information retrieval architecture of claim 38 
wherein the filtered set of input values are those input values 
that are not recognized as being members of a lookup set of 
input values with associated output values encoded in the 
table of encoded values. 
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40. The information retrieval architecture of claim 38 spond to not one singleton location in the table of encoded 
wherein the filtered set of input values are those input values values. 
selected so as to facilitate construction of the table of 
encoded values. 

41. The information retrieval architecture of claim 40 5 
wherein the filtered set of input values comprises at least one 
input value Such that, when the hashing module generates a 
plurality of hashed values from the one input value, the 
hashed values generated from the one input value corre k . . . . 

42. The information retrieval architecture of claim 38 
wherein at least one input value is remapped by the filtering 
module into another input value that is then forwarded to the 
hashing module. 


