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CONTEXT-BASED GRAPH-RELATIONAL 
INTERSECT DERVED DATABASE 

BACKGROUND 

The present disclosure relates to the field of computers, and 
specifically to the use of databases in computers. Still more 
particularly, the present disclosure relates to the construction 
and use of databases. 
A database is a collection of data. Various types of data 

bases include relational databases, graph databases, network 
databases, and object-oriented databases. Each type of data 
base presents data in a non-dynamic manner, in which the 
data is statically stored without contextual meaning 

SUMMARY 

In one embodiment, a database computer system com 
prises a context-based graph-relational intersect derived (CB 
GRID) database, wherein the CB-GRID database associates a 
real entity graph node to a synthetic entity graph node. The 
CB-GRID database in the database computer system com 
prises: a real entity graph node, wherein the real entity graph 
node identifies a real entity, and wherein the real entity graph 
node comprises a pointer to a primary key in a first tuple that 
non-contextually describes the real entity; a primary rela 
tional database, wherein the primary relational database com 
prises the first tuple that non-contextually describes the real 
entity, and wherein the first tuple contains the primary key; a 
context relational database, wherein the context relational 
database comprises a second tuple that contains a foreign key 
that matches the primary key in the primary relational data 
base, and wherein the second tuple dynamically describes a 
context of data in the first tuple; a contextual entity relational 
database, wherein the contextual entity relational database 
comprises a third tuple that contains data from the first tuple 
and the second tuple, and wherein the third tuple comprises a 
contextual tuple key; and a synthetic entity graph node, 
wherein the synthetic entity graph node is linked to the con 
textual entity relational database by the contextual tuple key, 
wherein the synthetic entity graph node describes a synthetic 
entity that is described by data in the contextual entity rela 
tional database, and wherein the contextual entity relational 
database links the real entity graph node to the synthetic entity 
graph node. 

In one embodiment, a computer program product and/or a 
computer system create a context-based graph-relational 
intersect derived (CB-GRID) database for associating a real 
entity graph node to a synthetic entity graph node in a data 
base system. The computer program product comprises: a 
computer readable storage medium; first program instruc 
tions to establish a real entity graph node, wherein the real 
entity graph node identifies a real entity; second program 
instructions to create and store a pointer in the real entity 
graph node, wherein the pointer points to a primary key in a 
first tuple that non-contextually describes the real entity; third 
program instructions to create a primary relational database, 
wherein the primary relational database comprises the first 
tuple that non-contextually describes the real entity, and 
wherein the first tuple contains the primary key; fourth pro 
gram instructions to create a context relational database, 
wherein the context relational database comprises a second 
tuple that contains a foreign key that matches the primary key 
in the primary relational database, and wherein the second 
tuple dynamically describes a context of data in the first tuple: 
fifth program instructions to create a contextual entity rela 
tional database, wherein the contextual entity relational data 
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2 
base comprises a third tuple that contains data from the first 
tuple and the second tuple, and wherein the third tuple com 
prises a contextual tuple key; and sixth program instructions 
to create a synthetic entity graph node, wherein the synthetic 
entity graph node is linked to the contextual entity relational 
database by the contextual tuple key, wherein the synthetic 
entity graph node describes a synthetic entity that is described 
by data in the contextual entity relational database, and 
wherein the contextual entity relational database links the real 
entity graph node to the synthetic entity graph node. The first, 
second, third, fourth, fifth, and sixth program instructions are 
stored on the computer readable storage medium for execu 
tion by a processor in the computer system via a system 
memory. 

BRIEF DESCRIPTION OF THE SEVERAL 
VIEWS OF THE DRAWINGS 

FIG. 1 depicts an exemplary system and network in which 
the present disclosure may be implemented; 

FIG. 2 illustrates a novel context-based graph-relational 
intersect derived (CB-GRID) database; 

FIG. 3 depicts an exemplary medical use case of the CB 
GRID database depicted in FIG. 2 using context related to a 
physical attribute of a medical patient; 

FIG. 4 depicts an exemplary medical use case of the CB 
GRID database depicted in FIG. 2 using context related to an 
activity attribute of a medical patient; 

FIG. 5 depicts an exemplary automotive use case of the 
CB-GRID database depicted in FIG. 2: 

FIG. 6 depicts an exemplary information technology (IT) 
use case of the CB-GRID database depicted in FIG. 2; 

FIG. 7 is a high-level flow chart of one or more steps 
performed by a computer processor to create the CB-GRID 
database depicted in FIG. 2, and 

FIG. 8 is a high-level flow chart of one or more steps 
performed by a computer processor for utilizing the CB 
GRID database depicted in FIG. 2 to identify operational 
conditions of a real physical entity. 

DETAILED DESCRIPTION 

As will be appreciated by one skilled in the art, aspects of 
the present invention may be embodied as a system, method 
or computer program product. Accordingly, aspects of the 
present invention may take the form of an entirely hardware 
embodiment, an entirely software embodiment (including 
firmware, resident software, micro-code, etc.) or an embodi 
ment combining Software and hardware aspects that may all 
generally be referred to herein as a “circuit,” “module' or 
“system.” Furthermore, aspects of the present invention may 
take the form of a computer program product embodied in one 
or more computer readable medium(s) having computer read 
able program code embodied thereon. 
Any combination of one or more computer readable medi 

um(s) may be utilized. The computer readable medium may 
be a computer readable signal medium or a computer read 
able storage medium. A computer readable storage medium 
may be, for example, but not limited to, an electronic, mag 
netic, optical, electromagnetic, infrared, or semiconductor 
system, apparatus, or device, or any Suitable combination of 
the foregoing. More specific examples (a non-exhaustive list) 
of the computer readable storage medium would include the 
following: an electrical connection having one or more wires, 
a portable computer diskette, a hard disk, a random access 
memory (RAM), a read-only memory (ROM), an erasable 
programmable read-only memory (EPROM or Flash 
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memory), an optical fiber, a portable compact disc read-only 
memory (CD-ROM), an optical storage device, a magnetic 
storage device, or any suitable combination of the foregoing. 
In the context of this document, a computer readable storage 
medium may be any tangible medium that can contain, or 
store a program for use by or in connection with an instruction 
execution system, apparatus, or device. 
A computer readable signal medium may include a propa 

gated data signal with computer readable program code 
embodied therein, for example, in baseband or as part of a 
carrier wave. Such a propagated signal may take any of a 
variety of forms, including, but not limited to, electro-mag 
netic, optical, or any Suitable combination thereof. A com 
puter readable signal medium may be any computer readable 
medium that is not a computer readable storage medium and 
that can communicate, propagate, or transport a program for 
use by or in connection with an instruction execution system, 
apparatus, or device. 

Program code embodied on a computer readable medium 
may be transmitted using any appropriate medium, including, 
but not limited to, wireless, wireline, optical fiber cable, RF, 
etc., or any suitable combination of the foregoing. 

Computer program code for carrying out operations for 
aspects of the present invention may be written in any com 
bination of one or more programming languages, including 
an object oriented programming language such as Java, 
Smalltalk, C++ or the like and conventional procedural pro 
gramming languages, such as the “C” programming language 
or similar programming languages. The program code may 
execute entirely on the user's computer, partly on the user's 
computer, as a stand-alone software package, partly on the 
user's computer and partly on a remote computer or entirely 
on the remote computer or server. In the latter scenario, the 
remote computer may be connected to the user's computer 
through any type of network, including a local area network 
(LAN) or a wide area network (WAN), or the connection may 
be made to an external computer (for example, through the 
Internet using an Internet Service Provider). 

Aspects of the present invention are described below with 
reference to flowchart illustrations and/or block diagrams of 
methods, apparatus (systems) and computer program prod 
ucts according to embodiments of the present invention. It 
will be understood that each block of the flowchart illustra 
tions and/or block diagrams, and combinations of blocks in 
the flowchart illustrations and/or block diagrams, can be 
implemented by computer program instructions. These com 
puter program instructions may be provided to a processor of 
a general purpose computer, special purpose computer, or 
other programmable data processing apparatus to produce a 
machine, such that the instructions, which execute via the 
processor of the computer or other programmable data pro 
cessing apparatus, create means for implementing the func 
tions/acts specified in the flowchart and/or block diagram 
block or blocks. 

These computer program instructions may also be stored in 
a computer readable medium that can direct a computer, other 
programmable data processing apparatus, or other devices to 
function in a particular manner, Such that the instructions 
stored in the computer readable medium produce an article of 
manufacture including instructions which implement the 
function/act specified in the flowchart and/or block diagram 
block or blocks. 

The computer program instructions may also be loaded 
onto a computer, other programmable data processing appa 
ratus, or other devices to cause a series of operational steps to 
be performed on the computer, other programmable appara 
tus or other devices to produce a computer implemented 
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4 
process Such that the instructions which execute on the com 
puter or other programmable apparatus provide processes for 
implementing the functions/acts specified in the flowchart 
and/or block diagram block or blocks. 

With reference now to the figures, and in particular to FIG. 
1, there is depicted a block diagram of an exemplary system 
and network that may be utilized by and in the implementa 
tion of the present invention. Note that some or all of the 
exemplary architecture, including both depicted hardware 
and software, shown for and within computer 102 may be 
utilized by software deploying server 150. 

Exemplary computer 102 includes a processor 104 that is 
coupled to a system bus 106. Processor 104 may utilize one or 
more processors, each of which has one or more processor 
cores. A video adapter 108, which drives/supports a display 
110, is also coupled to system bus 106. System bus 106 is 
coupled via a bus bridge 112 to an input/output (I/O) bus 114. 
An I/O interface 116 is coupled to I/O bus 114. I/O interface 
116 affords communication with various I/O devices, includ 
ing a keyboard 118, a mouse 120, a media tray 122 (which 
may include storage devices such as CD-ROM drives, multi 
media interfaces, etc.), a printer 124, and external USB 
port(s) 126. While the format of the ports connected to I/O 
interface 116 may be any known to those skilled in the art of 
computer architecture, in one embodiment some or all of 
these ports are universal serial bus (USB) ports. 
As depicted, computer 102 is able to communicate with a 

software deploying server 150, using a network interface 130. 
Network interface 130 is a hardware network interface, such 
as a network interface card (NIC), etc. Network 128 may be 
an external network Such as the Internet, or an internal net 
work such as an Ethernet or a virtual private network (VPN). 
A hard drive interface 132 is also coupled to system bus 

106. Hard drive interface 132 interfaces with a hard drive 134. 
In one embodiment, hard drive 134 populates a system 
memory 136, which is also coupled to system bus 106. Sys 
tem memory is defined as a lowest level of volatile memory in 
computer 102. This volatile memory includes additional 
higher levels of Volatile memory (not shown), including, but 
not limited to, cache memory, registers and buffers. Data that 
populates system memory 136 includes computer 102’s oper 
ating system (OS) 138 and application programs 144. 
OS 138 includes a shell 140, for providing transparent user 

access to resources such as application programs 144. Gen 
erally, shell 140 is a program that provides an interpreter and 
an interface between the user and the operating system. More 
specifically, shell 140 executes commands that are entered 
into a command line user interface or from a file. Thus, shell 
140, also called a command processor, is generally the high 
est level of the operating system Software hierarchy and 
serves as a command interpreter. The shell provides a system 
prompt, interprets commands entered by keyboard, mouse, or 
other user input media, and sends the interpreted command(s) 
to the appropriate lower levels of the operating system (e.g., a 
kernel 142) for processing. Note that while shell 140 is a 
text-based, line-oriented user interface, the present invention 
will equally well Support other user interface modes, such as 
graphical, Voice, gestural, etc. 
As depicted, OS 138 also includes kernel 142, which 

includes lower levels of functionality for OS 138, including 
providing essential services required by other parts of OS 138 
and application programs 144, including memory manage 
ment, process and task management, disk management, and 
mouse and keyboard management. 

Application programs 144 include a renderer, shown in 
exemplary manner as a browser 146. Browser 146 includes 
program modules and instructions enablinga worldwide web 
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(WWW) client (i.e., computer 102) to send and receive net 
work messages to the Internet using hypertext transfer proto 
col (HTTP) messaging, thus enabling communication with 
software deploying server 150 and other computer systems. 

Application programs 144 in computer 102’s system 
memory (as well as software deploying server 150's system 
memory) also include a context-based graph-relational inter 
sect derived (CB-GRID) database program 148. CB-GRID 
database program 148 includes code for implementing the 
processes described below, including those described in 
FIGS.2-8. In one embodiment, computer 102 is able to down 
load CB-GRID database program 148 from software deploy 
ing server 150, including in an on-demand basis, wherein the 
code in CB-GRID database program 148 is not downloaded 
until needed for execution. Note further that, in one embodi 
ment of the present invention, software deploying server 150 
performs all of the functions associated with the present 
invention (including execution of CB-GRID database pro 
gram 148), thus freeing computer 102 from having to use its 
own internal computing resources to execute CB-GRID data 
base program 148. 

Note that the hardware elements depicted in computer 102 
are not intended to be exhaustive, but rather are representative 
to highlight essential components required by the present 
invention. For instance, computer 102 may include alternate 
memory storage devices such as magnetic cassettes, digital 
versatile disks (DVDs), Bernoulli cartridges, and the like. 
These and other variations are intended to be within the spirit 
and scope of the present invention. 

Note that CB-GRID database program 148 is able togen 
erate and/or utilize the context-based graphical databases 
depicted in FIGS. 2-6. 
As understood within the context of the present invention, 

a relational database is defined as a collection of data items 
organized through a set of formally described tables. A table 
is made up of one or more rows, known as “tuples’. Each of 
the tuples share common attributes, which in the table are 
described by column headings. Each tuple also includes a key, 
which may be a primary key or a foreign key. A primary key 
is an identifier (e.g., a letter, number, symbol, etc.) that is 
stored in a first data cell of a local tuple. A foreign key is 
typically identical to the primary key, except that it is stored in 
a first data cell of a remote tuple, thus allowing the local tuple 
to be logically linked to the foreign tuple. 
As understood within the context of the present invention, 

a graph database is a schema-less database in which data is 
organized as a set of nodes (objects) with properties (at 
tributes or values). These nodes are linked to other nodes 
through edges, which describe the relationship between two 
nodes. While faster than a traditional relational database, 
graph databases are difficult and slow to construct, and due to 
the limited amount of information in the edges between 
nodes, have limited usefulness in large-scale operations. 

With reference now to FIG. 2, a novel and unique context 
based graph-relational intersect derived (CB-GRID) database 
200 in accordance with one embodiment of the present inven 
tion is presented. A real entity graph node 202 stores an 
identifier of a real physical entity. This identifier may be a 
name, a unique identification number, a social security num 
ber, a lot number, etc. The entity may be a person, a machine, 
a pharmaceutical product, an information technology (IT) 
system, etc. A pointer 204 points to a first tuple 206, which is 
part of a primary relational database, which non-contextually 
describes the real physical entity identified in real entity graph 
node 202. This pointer 204 utilizes a primary key 208, which 
is stored within the real entity graph node 202 without an 
attached tuple. That is, real entity graph 202 uses primary key 
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6 
208 with pointer 204 to point to the same primary key 208 
found in the first data cell of first tuple 206, which is part of a 
non-contextual primary relational database (which includes 
the first tuple 206 and possibly other tuples, which are not 
depicted). 

Note again that the first tuple 206 only contains non-con 
textual data. For example, assume that the real entity graph 
node 202 identifies a medical patient, who has the non-con 
textual attributes (“ache, fever, vomiting, diarrhea) shown in 
first tuple 206. In order to provide meaningful context to the 
data in first tuple 206, the primary key 208 links to a foreign 
key 210, which in the present example provides the context of 
the patient being an adult in a second tuple 212 (which is part 
of a context relational database that includes the second tuple 
212 and possibly other non-depicted tuples). The context 
“adult' is populated in the second tuple 212 using known 
context data (e.g., the age of the patient) about the medical 
patient. The foreign key 210 then acts as a primary key to 
point to another foreign key 214 (e.g., by using a lookup table 
that associates the foreign key 214 with the primary key 208 
together with the foreign key 210), thus identifying a third 
tuple 216, which is part of a contextual entity relational data 
base. In one embodiment, third tuple 216 is simply generated 
by combining the data content of the first tuple 206 with the 
data content of the second tuple 212. In either embodiment, 
third tuple 216 is a combination of the first tuple 206 and the 
second tuple 212. Third tuple 216 (i.e., a component of the 
contextual entity relational database) then uses its foreign key 
214 (which is actually a primary key if third tuple 216 is 
created by simply combining the contents of the first tuple 
206 with the second tuple 212) to locate and point to the same 
foreign key 214 that is stored in a first synthetic entity graph 
node 218. This first synthetic entity graph node 218 repre 
sents a model (i.e., not real) patient that exhibits all of the 
traits/attributes described in the third tuple 216. Thus, the 
foreign key 214 from third tuple 216 is a contextual tuple key 
that is stored within the first synthetic entity graph node 218, 
and associates the attributes (data) of third tuple 216 with an 
entity represented by the first synthetic entity graph node 218. 
As depicted in the CB-GRID database 300 in FIG. 3, this 
results in the linking of a specific and real medical patient 302 
to a synthetic medical patient having a first type of disease 
318 (e.g., an intestinal virus). That is, the non-contextual 
attributes (“ache, fever, vomiting, diarrhea) combined with 
the context (e.g., the patient is an “adult') allows the graph 
node for the medical patient 302 to be linked to a synthetic 
medical patient (e.g., a non-real exemplary patient) that has 
an intestinal virus, thus providing a medical diagnosis for the 
medical patient 302. 

In one embodiment, after the linkage described herein is 
established between the real entity graph node 202 and one of 
the synthetic entity graph nodes (e.g., element 218 or 224), an 
edge (i.e., graph edge, not shown in the figures, which 
describes a relationship between the two nodes) can be cre 
ated, thus promoting faster future use of the CB-GRID data 
base 200. 

Returning to FIG. 2, if the context data loaded into the 
second tuple 213 (which shares the same foreign key 210 as 
the second tuple 212) is “toddler instead of “adult', this 
causes the foreign key 210 to act as a primary key used to link 
to foreign key 220 (e.g., using a lookup table) in a fourth tuple 
222, which is another tuple in the contextual entity relational 
database to which the third tuple 216 belongs, and which 
contains data from the first tuple 206 and the second tuple 
213. Again, note that second tuple 213 is essentially the same 
second tuple 212 described above, except that the second data 
cell is now populated with different data (i.e., “toddler' 
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instead of “adult'). Using what is essentially the same tuple 
with different data entries allows the primary key 208 to 
always point to the same foreign key 210, thus allowing the 
second tuple 212 to be dynamically modified (i.e., to become 
second tuple 213). Thus, in the example shown in FIG. 2, the 
context data “toddler results in the dynamic modification of 
the second tuple 212 into second tuple 213, which causes 
primary key 208 from the first tuple 206 to ultimately point to 
the fourth tuple 222 instead of the third tuple 216 by use of a 
lookup table or other logic that dynamically links the foreign/ 
primary key 210 to the foreign key 220 in fourth tuple 222 
instead of foreign key 214 in third tuple 216. This causes the 
foreign key 220 in the fourth tuple 222 to locate the same 
foreign key 220 located within a second synthetic entity graph 
node 224, thus linking the real entity graph node 202 to the 
second synthetic entity graph node 224. For example, as 
shown in FIG. 3, the medical patient, whose context is now 
defined as being a “toddler' instead of an “adult', is linked by 
the fourth tuple 222 to a synthetic medical patient having a 
second type of disease 324 (e.g., the flu). That is, the non 
contextual attributes (“ache, fever, vomiting, diarrhea) com 
bined with the context (e.g., the patient is a “toddler) allows 
the graph node for the medical patient 302 to be linked to a 
synthetic medical patient (e.g., a non-real exemplary patient) 
that has the flu, thus providing a medical diagnosis for the 
medical patient 302. That is, a patient having the symptoms of 
“ache, fever, vomiting, diarrhea is likely to have the flu if he 
is a toddler, while he is more likely to have an intestinal virus 
if he is an adult. The presently described CB-GRID database 
enables the logical linking of graph nodes to make this asso 
ciation/diagnosis. 

With reference now to the CB-GRID database 400 
depicted in FIG. 4, assume that the context provided in the 
context relational database (e.g., second tuple 212) was not a 
physical attribute about the medical patient (e.g., the patient is 
either an “adult' or a “toddler), but rather describes a past 
activity (e.g., traveling abroad) of the patient. In this example, 
data from the context relation database (e.g., second tuple 212 
described above) causes the creation of either a non-traveler 
tuple 422 (having a foreign key 420) or an abroad traveler 
tuple 416 (having a foreign key 414) associated with a medi 
cal patient 402. Depending on which tuple is linked to the 
medical patient 402 (e.g., an entity graph node describing this 
medical patient), then the medical patient is either linked to a 
graph node of a first synthetic medical patient 418 (e.g., a 
non-real patient that is defined by the data found in the con 
textual entity relational database containing non-traveler 
tuple 422 and abroad traveler tuple 416) having a first type of 
disease (e.g., a stomach virus if the patient has not been 
traveling), or to a synthetic medical patient 424 having a 
second type of disease (e.g., severe acute respiratory Syn 
drome (SARS) if the patient has been traveling abroad to a 
country known to be having an outbreak of this disease). 
Thus, this contextual linking of graph nodes enables the diag 
nosis of a particular disease. 

While the present invention has been described in exem 
plary manner as used as a medical diagnostic tool, the present 
invention is also useful in other types of evaluation processes. 
For example, consider the CD-GRID database 500 depicted 
in FIG. 5. In this example, the real entity graph node is for a 
real physical machine 502. Such as an automobile engine. 
Using the steps described above and herein (e.g., using the 
primary relational database and the context relational data 
base to create the contextual entity relational database that 
holds context-based tuples), the graph node for the real physi 
cal machine 502 may point to the foreign key 520 of context 
based tuple 522, or it may point to the foreign key 514 of 

5 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

8 
context-based tuple 516. That is, if the context relational 
database (not shown in FIG. 5, but described above) indicates 
that the real physical machine 502 is producing a certain level 
of vibration at a certain temperature (as detected by sensors 
on the real physical machine), and the real physical machine 
is a particular model (e.g., aparticular make, size, year, model 
of automobile engine), then the graph node for the real physi 
cal machine 502 is linked by the context-based tuple 522 to a 
graph node for a first software-modeled machine 518. Alter 
natively, the context may not be related to a physical attribute 
of the machine (e.g., the model type), but rather the context is 
related to the environmental conditions (e.g., hot, dusty, wet, 
etc.) that the machine is operating within. Thus, in this 
embodiment, if the context relational database (not shown in 
FIG. 5, but described above) indicates that the real physical 
machine 502 is producing a certain level of vibration at a 
certain temperature (as detected by sensors on the real physi 
cal machine), and the real physical machine is operating 
within certain physical environmental conditions (e.g., the 
local environment is hot, dusty, wet, etc.), then the graph node 
for the real physical machine 502 is linked by the context 
based tuple 516 to a graph node for a second software-mod 
eled machine 524. The first software-modeled machine 518 
and/or the second software-modeled machine 524 may 
describe a machine that is operating outside of nominal 
parameters (e.g., is running too hot, is using too much fuel, 
etc.). Thus, by linking the real physical machine 502 to one or 
both of these graph nodes (i.e., for the first software-modeled 
machine 518 and/or the second software-modeled machine 
524), a fault being experienced by the real physical machine 
502 can be identified. 

With reference now to FIG. 6, an exemplary information 
technology (IT) system use case of the CB-GRID database 
depicted in FIG. 2 is presented as CB-GRID database 600. In 
this example, the real entity graph node is for a real physical 
IT system 602. Such as a computer network. Using the steps 
described above and herein (e.g., using the primary relational 
database and the context relational database to create the 
contextual entity relational database that holds context-based 
tuples), the graph node for the physical IT system 602 may 
point to the foreign key 620 of context-based tuple 622, or it 
may point to the foreign key 614 of context-based tuple 616. 
That is, if the context relational database (not shown in FIG. 
6, but described above) indicates that the physical IT system 
602 is using central processing unit (CPU) capacity at a 
certain level with Some particular throughput (e.g., a certain 
number of instructions are being executed per unit of time), 
and the physical IT machine is a particular model (e.g., a 
particular make, model, release version of networked sys 
tem), then the graph node for the physical IT system 602 is 
linked by the context-based tuple 622 to a graph node for a 
first software-modeled IT system 618. Alternatively, the con 
text may not be related to a physical attribute of the machine 
(e.g., the model type), but rather the context is related to the 
environmental conditions (e.g., hot, freezing, dusty, wet, etc.) 
that the IT system is operating within. Thus, in this embodi 
ment, if the context relational database (not shown in FIG. 5 
but described above) indicates that the physical IT system 602 
is experiencing a certain throughput at Some particular CPU 
usage level (as detected by sensors, flags, monitors, etc. 
within the physical IT system), and the physical IT system is 
operating within certain physical environmental conditions 
(e.g., the local environment is hot, freezing, dusty, wet, etc.), 
then the graph node for the physical IT system 602 is linked 
by the context-based tuple 616 to a graph node for a second 
software-modeled IT system 624. The first software-modeled 
IT system 618 and/or the second software-modeled IT system 
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624 may describe a network system that is operating outside 
of nominal parameters (e.g., is using too much CPU time, is 
running too slow, etc.). Thus, by linking the physical IT 
system 602 to one or both of these graph nodes (i.e., for the 
first software-modeled IT system 618 and/or the second soft 
ware-modeled IT system 624), a fault being experienced by 
the real physical IT system 602 can be identified. 

With reference now to FIG.7, a high-level flow chart of one 
or more steps performed by a computer processor to create the 
CB-GRID database depicted in FIG. 2 is presented. After 
initiator block 702, a real entity node (e.g., a graph node) that 
identifies a real entity is established (block 704). This real 
entity graph node identifies a real entity, Such as a medical 
patient, a unit of equipment, an IT system, etc. As described in 
block 706, a pointer is created and stored in the real entity 
graph node. This pointer allows the real entity graph node to 
point to a primary key in a first tuple (e.g., first tuple 206 
shown in FIG. 2 above) that non-contextually describes the 
real entity. 
As described in block 708, a primary relational database 

(e.g., a primary relational database that includes the first tuple 
206 shown in FIG. 2) is created. This primary relational 
database includes the first tuple that non-contextually 
describes the real entity identified by the real entity graph 
node. As described herein, the first tuple also contains the 
primary key that is pointed to by the real entity graph node. 
As described in block 710, a context relational database 

that contains a second tuple is created. This context relational 
database (e.g., second tuple 212 described above) includes 1) 
a foreign key that matches the primary key in the primary 
relational database, and 2) context data that describes a con 
text (e.g., physical context, environmental context, etc.) of the 
real entity identified by the real entity graph node. 
As described in block 712, a contextual entity relational 

database is then created based on data from the primary 
relational database (e.g., using data from the first tuple 206 
shown in FIG. 2) combined with data from the context rela 
tional database (e.g., using data from the second tuple 212 
shown in FIG. 2). 
As described in block 714, one or more synthetic entity 

graph nodes (e.g., first synthetic entity graph node 218 and/or 
second synthetic graph node 224 depicted in FIG. 2) are then 
created. This synthetic entity graph node describes a synthetic 
entity (i.e., “non-real') that is described by data in the con 
textual entity relational database. 
As described in block 716, the real entity graph node is then 

linked to the synthetic entity graph node by the contextual 
entity relational database (e.g., using a tuple such as third 
tuple 216 or fourth tuple 222 shown in FIG. 2), thus allowing 
the real entity graph node to be linked to (i.e., associated with) 
a specific synthetic entity graph node. This linking/associa 
tion can then be used to identify whether or not the real entity 
is operating at nominal (i.e., pre-determined as being “nor 
mal') conditions, etc. The process ends at terminator block 
718. 

For example, FIG. 8 presents a high-level flow chart of one 
or more steps performed by a computer processor for utilizing 
the CB-GRID database depicted in FIG. 2 to identify opera 
tional conditions of a real physical entity. After initiator block 
802, a real entity graph node that identifies a real entity is 
created (block 804), using the processes described herein. 
The real entity graph node is linked to a non-contextual tuple 
(part of a primary relational database) that describes the real 
entity (block806). Context (e.g., dynamically adjustable vari 
ables) about the real entity then populate a context relational 
database (block 808), allowing the creation of a contextual 
entity relational database from the non-contextual tuple and 
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10 
the context relational database (block 810). As described 
herein, by linking the real entity graph node to the synthetic 
entity graph node via the contextual entity relational data 
base, operational conditions (both nominal and non-nominal 
conditions) of the real entity are identified (block 812). The 
process ends at terminator block 814. 

In one embodiment and as described herein, the present 
invention enables the creation and use of a novel type of graph 
database, in which relations between graph nodes are not 
described in links that merely describe how existing graph 
nodes are related, but rather provides a context-based use of 
relational databases and their tuples to determine which graph 
nodes should be linked. In one embodiment, this allows a user 
to identify context-based descriptions of a particular real 
entity's operational conditions. 
The flowchart and block diagrams in the figures illustrate 

the architecture, functionality, and operation of possible 
implementations of systems, methods and computer program 
products according to various embodiments of the present 
disclosure. In this regard, each block in the flowchart or block 
diagrams may represent a module, segment, or portion of 
code, which comprises one or more executable instructions 
for implementing the specified logical function(s). It should 
also be noted that, in some alternative implementations, the 
functions noted in the block may occur out of the order noted 
in the figures. For example, two blocks shown in Succession 
may, in fact, be executed Substantially concurrently, or the 
blocks may sometimes be executed in the reverse order, 
depending upon the functionality involved. It will also be 
noted that each block of the block diagrams and/or flowchart 
illustration, and combinations of blocks in the block diagrams 
and/or flowchart illustration, can be implemented by special 
purpose hardware-based systems that perform the specified 
functions or acts, or combinations of special purpose hard 
ware and computer instructions. 
The terminology used herein is for the purpose of describ 

ing particular embodiments only and is not intended to be 
limiting of the present invention. As used herein, the singular 
forms “a”, “an and “the are intended to include the plural 
forms as well, unless the context clearly indicates otherwise. 
It will be further understood that the terms “comprises' and/ 
or “comprising, when used in this specification, specify the 
presence of stated features, integers, steps, operations, ele 
ments, and/or components, but do not preclude the presence 
or addition of one or more other features, integers, steps, 
operations, elements, components, and/or groups thereof. 
The corresponding structures, materials, acts, and equiva 

lents of all means or step plus function elements in the claims 
below are intended to include any structure, material, or act 
for performing the function in combination with other 
claimed elements as specifically claimed. The description of 
various embodiments of the present invention has been pre 
sented for purposes of illustration and description, but is not 
intended to be exhaustive or limited to the present invention in 
the form disclosed. Many modifications and variations will be 
apparent to those of ordinary skill in the art without departing 
from the scope and spirit of the present invention. The 
embodiment was chosen and described in order to best 
explain the principles of the present invention and the prac 
tical application, and to enable others of ordinary skill in the 
art to understand the present invention for various embodi 
ments with various modifications as are Suited to the particu 
lar use contemplated. 

Note further that any methods described in the present 
disclosure may be implemented through the use of a VHDL 
(VHSIC Hardware Description Language) program and a 
VHDL chip. VHDL is an exemplary design-entry language 
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for Field Programmable Gate Arrays (FPGAs), Application 
Specific Integrated Circuits (ASICs), and other similar elec 
tronic devices. Thus, any Software-implemented method 
described herein may be emulated by a hardware-based 
VHDL program, which is then applied to a VHDL chip, such 
as a FPGA. 

Having thus described embodiments of the present inven 
tion of the present application in detail and by reference to 
illustrative embodiments thereof, it will be apparent that 
modifications and variations are possible without departing 
from the scope of the present invention defined in the 
appended claims. 

What is claimed is: 
1. A database computer system comprising a context-based 

graph-relational intersect derived (CB-GRID) database, 
wherein the CB-GRID database associates a real entity graph 
node to a synthetic entity graph node, and wherein the CB 
GRID database in the database computer system comprises: 
one or more processors, wherein said one or more processors 
implement the CB-GRID database; a real entity graph node, 
wherein the real entity graph node identifies a real entity, and 
wherein the real entity graph node comprises a pointer to a 
primary key in a first tuple that non-contextually describes the 
real entity; a primary relational database, wherein the primary 
relational database comprises the first tuple that non-contex 
tually describes the real entity, and wherein the first tuple 
contains the primary key; a context relational database, 
wherein the context relational database comprises a second 
tuple that contains a foreign key that matches the primary key 
in the primary relational database, and wherein the second 
tuple dynamically describes a context of data in the first tuple: 
a contextual entity relational database, wherein the contextual 
entity relational database comprises a third tuple that contains 
data from the first tuple and the second tuple, and wherein the 
third tuple comprises a contextual tuple key; a synthetic entity 
graph node, wherein the synthetic entity graph node is linked 
to the contextual entity relational database by the contextual 
tuple key, wherein the synthetic entity graph node describes a 
synthetic entity that is described by data in the contextual 
entity relational database, and wherein the contextual entity 
relational database links the real entity graph node to the 
synthetic entity graph node, wherein the real entity is a physi 
cal machine, wherein the synthetic entity graph node 
describes a software-modeled machine that is operating out 
side of nominal parameters, and wherein the CB-GRID data 
base in the database computer system further comprises: out 
put data from a sensor on the physical machine stored in the 
first tuple; model type data describing a model type of the 
physical machine Stored in the second tuple; and Software 
modeled machine descriptor data stored in the third tuple, 
wherein the contextual entity relational database links the 
physical machine to the Software-modeled machine that is 
operating outside of the nominal parameters. 

2. The database computer system of claim 1, wherein the 
real entity is a physical information technology (IT) system, 
wherein the synthetic entity graph node describes a software 
modeled IT system that is operating outside of nominal 
parameters, and wherein the CB-GRID database in the data 
base computer system further comprises: output data from a 
sensor in the physical IT system stored in the first tuple: 
model type data describing a model type of the physical IT 
system stored in the second tuple; and software-modeled IT 
system descriptor data stored in the third tuple, wherein the 
contextual entity relational database links the physical IT 
system to the Software-modeled IT system that is operating 
outside of the nominal parameters. 
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12 
3. The database computer system of claim 1, wherein the 

real entity is a physical information technology (IT) system, 
wherein the synthetic entity graph node describes a software 
modeled IT system that is operating outside of nominal 
parameters, and wherein the CB-GRID database in the data 
base computer system further comprises: output data from a 
sensor in the physical IT system stored in the first tuple: 
environmental data describing an external physical environ 
ment of the physical IT system stored in the second tuple; and 
software-modeled IT system descriptor data stored in the 
third tuple, wherein the contextual entity relational database 
links the physical IT system to the software-modeled IT sys 
tem that is operating outside of the nominal parameters. 

4. A computer program product for creating a context 
based graph-relational intersect derived (CB-GRID) database 
for associating a real entity graph node to a synthetic entity 
graph node in a database system, the computer program prod 
uct comprising: a non-transitory computer readable storage 
medium; first program instructions to establish a real entity 
graph node, wherein the real entity graph node identifies a 
real entity; second program instructions to create and store a 
pointer in the real entity graph node, wherein the pointer 
points to a primary key in a first tuple that non-contextually 
describes the real entity; third program instructions to create 
a primary relational database, wherein the primary relational 
database comprises the first tuple that non-contextually 
describes the real entity, and wherein the first tuple contains 
the primary key; fourth program instructions to create a con 
text relational database, wherein the context relational data 
base comprises a second tuple that contains a foreign key that 
matches the primary key in the primary relational database, 
and wherein the second tuple dynamically describes a context 
of data in the first tuple; fifth program instructions to create a 
contextual entity relational database, wherein the contextual 
entity relational database comprises a third tuple that contains 
data from the first tuple and the second tuple, and wherein the 
third tuple comprises a contextual tuple key; sixth program 
instructions to create a synthetic entity graph node, wherein 
the synthetic entity graph node is linked to the contextual 
entity relational database by the contextual tuple key, wherein 
the synthetic entity graph node describes a synthetic entity 
that is described by data in the contextual entity relational 
database, and wherein the contextual entity relational data 
base links the real entity graph node to the synthetic entity 
graph node, wherein the real entity is a physical machine, and 
wherein the synthetic entity graph node describes a software 
modeled machine that is operating outside of nominal param 
eters; seventh program instructions to receive and store output 
data from a sensor on the physical machine stored in the first 
tuple; eighth program instructions to receive and store model 
type data describing a model type of the physical machine 
stored in the second tuple; and ninth program instructions to 
receive and store software-modeled machine descriptor data 
stored in the third tuple, wherein the contextual entity rela 
tional database links the physical machine to the Software 
modeled machine that is operating outside of the nominal 
parameters; and wherein the first, second, third, fourth, fifth, 
sixth, seventh, eighth, and ninth program instructions are 
stored on the non-transitory computer readable storage 
medium. 

5. The computer program product of claim 4, further com 
prising: tenth program instructions to receive and store output 
data from a sensor on the physical machine stored in the first 
tuple; eleventh program instructions to receive and store envi 
ronmental data describing an external physical environment 
of the physical machine Stored in the second tuple; and 
twelfth program instructions to receive and store software 
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modeled machine descriptor data stored in the third tuple, 
wherein the contextual entity relational database links the 
physical machine to the software-modeled machine that is 
operating outside of the nominal parameters; and wherein the 
Seventh, eighth, and ninth program tenth, eleventh, and 
twelfth instructions are stored on the non-transitory computer 
readable storage medium. 

6. The computer program product of claim 4, wherein the 
real entity is a physical information technology (IT) system, 
wherein the synthetic entity graph node describes a software 
modeled IT system that is operating outside of nominal 
parameters, and wherein the computer program product fur 
ther comprises: tenth program instructions to receive and 
store output data from a sensor in the physical IT system 
stored in the first tuple; eleventh program instructions to 
receive and store model type data describing a model type of 
the physical IT system stored in the second tuple; and twelfth 
program instructions to receive and store software-modeled 
IT system descriptor data stored in the third tuple, wherein the 
contextual entity relational database links the physical IT 
system to the software-modeled IT system that is operating 
outside of the nominal parameters; and wherein the seventh, 
eighth, and ninth program tenth, eleventh, and twelfth 
instructions are stored on the non-transitory computer read 
able storage medium. 

7. The computer program product of claim 4, wherein the 
real entity is a physical information technology (IT) system, 
wherein the synthetic entity graph node describes a software 
modeled IT system that is operating outside of nominal 
parameters, and wherein the computer program product fur 
ther comprises: tenth program instructions to receive and 
store output data from a sensor in the physical IT system 
Stored in the first tuple; eleventh program instructions to 
receive and store environmental data describing an external 
physical environment of the physical IT system stored in the 
Second tuple; and twelfth program instructions to receive and 
store software-modeled IT system descriptor data stored in 
the third tuple, wherein the contextual entity relational data 
base links the physical IT system to the software-modeled IT 
System that is operating outside of the nominal parameters: 
and wherein the tenth, eleventh, and twelfth program instruc 
tions are stored on the non-transitory computer readable stor 
age medium. 

8. A computer system comprising: a central processing unit 
(CPU), a computer readable memory, and a non-transitory 
computer readable storage medium; first program instruc 
tions to establish a real entity graph node, wherein the real 
entity graph node identifies a real entity; second program 
instructions to create and store a pointer in the real entity 
graph node, wherein the pointer points to a primary key in a 
first tuple that non-contextually describes the real entity; third 
program instructions to create a primary relational database, 
wherein the primary relational database comprises the first 
tuple that non-contextually describes the real entity, and 
wherein the first tuple contains the primary key; fourth pro 
gram instructions to create a context relational database, 
wherein the context relational database comprises a second 
tuple that contains a foreign key that matches the primary key 
in the primary relational database, and wherein the second 
tuple dynamically describes a context of data in the first tuple: 
fifth program instructions to create a contextual entity rela 
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tional database, wherein the contextual entity relational data 
base comprises a third tuple that contains data from the first 
tuple and the second tuple, and wherein the third tuple com 
prises a contextual tuple key; sixth program instructions to 
create a synthetic entity graph node, wherein the synthetic 
entity graph node is linked to the contextual entity relational 
database by the contextual tuple key, wherein the synthetic 
entity graph node describes a synthetic entity that is described 
by data in the contextual entity relational database, wherein 
the contextual entity relational database links the real entity 
graph node to the synthetic entity graph node, wherein the 
real entity is a physical machine, and wherein the synthetic 
entity graph node describes a software-modeled machine that 
is operating outside of nominal parameters; seventh program 
instructions to receive and store output data from a sensor on 
the physical machine stored in the first tuple; eighth program 
instructions to receive and store environmental data describ 
ing an external physical environment of the physical machine 
stored in the second tuple; and ninth program instructions to 
receive and store software-modeled machine descriptor data 
stored in the third tuple, wherein the contextual entity rela 
tional database links the physical machine to the software 
modeled machine that is operating outside of the nominal 
parameters; and wherein the first, second, third, fourth, fifth, 
sixth, seventh, eighth, and ninth program instructions are 
Stored on the non-transitory computer readable storage 
medium for execution by the CPU via the computer readable 
memory. 

9. The computer system of claim 8, further comprising: 
tenth program instructions to receive and store output data 
from a sensor on the physical machine stored in the first tuple: 
eleventh program instructions to receive and store model type 
data describing a model type of the physical machine stored in 
the second tuple; and twelfth program instructions to receive 
and store software-modeled machine descriptor data stored in 
the third tuple, wherein the contextual entity relational data 
base links the physical machine to the software-modeled 
machine that is operating outside of the nominal parameters: 
and wherein the seventh, eighth, and ninth tenth, eleventh, 
and twelfth program instructions are stored on the non-tran 
sitory computer readable storage medium for execution by 
the CPU via the computer readable memory. 

10. The computer system of claim8, wherein the real entity 
is a physical information technology (IT) system, wherein the 
synthetic entity graph node describes a software-modeled IT 
system that is operating outside of nominal parameters, and 
wherein the computer system further comprises: tenth pro 
gram instructions to receive and store output data from a 
sensor in the physical IT system stored in the first tuple: 
eleventh program instructions to receive and store model type 
data describing a model type of the physical IT system stored 
in the second tuple; and twelfth program instructions to 
receive and store software-modeled IT system descriptor data 
stored in the third tuple, wherein the contextual entity rela 
tional database links the physical IT system to the software 
modeled IT system that is operating outside of the nominal 
parameters; and wherein the tenth, eleventh, and twelfth pro 
gram instructions are stored on the non-transitory computer 
readable storage medium for execution by the CPU via the 
computer readable memory. 

ck ck ck ck ck 


