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(57) ABSTRACT 

A low priority queue can be configured to list low priority 
removal candidates to be removed from a cache, with the low 
priority removal candidates being Sorted in an order of prior 
ity for removal. A high priority queue can be configured to list 
high priority removal candidates to be removed from the 
cache. In response to receiving a request for one or more 
candidates for removal from the cache, one or more high 
priority removal candidates from the high priority queue can 
be returned if the high priority queue lists any high priority 
removal candidates. If no more high priority removal candi 
dates remain in the high priority queue, then one or more low 
priority removal candidates from the low priority queue can 
be returned in the order of priority for removal. Write-only 
latches can also be used during write operations in a cache 
lookup data structure. 
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CACHE CLEANUP AND LATCHING 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

0001. This application is a continuation of U.S. patent 
application Ser. No. 12/464,898, filed on May 13, 2009, 
entitled MULTIPLE CACHE DIRECTORIES, which is 
incorporated herein by reference. 

BACKGROUND 

0002. A continuing problem in computer systems remains 
handling the growing amount of available information or 
data. The sheer amount of information being stored on disks 
or other storage media for databases in some form has been 
increasing dramatically. While files and disks were measured 
in thousands of bytes a few decades ago—at that time being 
millions of bytes (megabytes), followed by billions of bytes 
(gigabytes)—now databases of a million megabytes (ter 
abytes) and even billions of megabytes are being created and 
employed in day-to-day activities. 
0003. With the costs of memory going down, considerably 
large caches can be configured on the desktop and server 
machines. In addition, in a world where hundreds of 
gigabytes of storage is the norm, the ability to work with most 
data in large caches can increase productivity and efficiency 
because the caches can be configured to retrieve data more 
quickly than the same data can be retrieved from many mass 
data stores. A cache is a collection of data that duplicates 
original value(s) stored elsewhere or computed earlier, where 
the cached data can be read from the cache in lieu of reading 
the original value(s). A cache is typically implemented where 
it is more efficient to read the cached data than to read the 
original value(s) so that use of the cache can increase the 
overall efficiency of computing systems. 
0004. In an effort to scale the size of caches in an organized 
manner, some caches are configured as distributed partitioned 
caches. A distributed cache is a cache that is distributed across 
one or more cache nodes. Typically, a distributed cache is 
distributed across one or more physical or virtual computing 
machines. A distributed partitioned cache is a cache that is 
partitioned across multiple cache nodes, where a primary 
location for each partition is on a single cache node. As used 
herein, a cache node refers to a storage process in a cache 
system. A cache node may be on a single machine or spread 
across multiple physical machines, and a single physical 
machine may include multiple storage nodes, such as where a 
single physical machine hosts multiple virtual machine pro 
cesses. Thus, the distributed partitioned cache is spread over 
multiple storage processes, so that the entire set of primary 
data to be read from the cache is not stored on a single process, 
and typically is not stored on a single machine. As used 
herein, the term “primary data indicates the data that is 
currently set up to be accessed in the cache, Such as to be read 
from the cache, as opposed to secondary or replicated data 
that is currently being stored as a backup. The primary data 
may also be replicated from other data outside the data store. 
For example, in a distributed cache the primary data may be 
replicated from more authoritative data that is stored in long 
term mass storage. The term “primary' is similarly used to 
refer to a primary region or partition, which is a region or 
partition currently set up to be accessed, as opposed to a 
replica of the primary region or partition. The term “primary 
can also be used to refer to a primary cache node, which is a 
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cache node that stores the primary data, Such as a primary 
region. Note, however, that a cache node can be a primary 
node for one set of cache data and a secondary node for 
another set of cache data. A distributed partitioned cache 
system is a system that is configured to implement Such 
distributed partitioned caches. 
0005. The data manager component in a distributed cache 

is a component that handles the storage of the data. 

SUMMARY 

0006 Whatever the advantages of previous cache data 
management tools and techniques, they have neither recog 
nized the cache data management tools and techniques 
described and claimed herein, nor the advantages produced 
by Such tools and techniques. 
0007. In one embodiment, the tools and techniques can 
include using a first portion of an identifier to assign the 
identifier to a slot in a first directory. The identifier can iden 
tify a cache unit in a cache. It can be determined whether 
assignment of the identifier to the slot in the first directory will 
result in the identifier and one or more other identifiers being 
assigned to the same slot in the first directory. If so, then the 
technique can include (1) using a second portion of the iden 
tifier to assign the identifier to a slot in a second directory; and 
(2) assigning the one or more other identifiers to one or more 
slots in the second directory. 
0008. In another embodiment of the tools and techniques, 
a first portion of a first identifier can be used to assign the first 
identifier to a slot in a first directory in a cache lookup data 
structure, and a first portion of a second identifier can be used 
to assign the second identifier to a slot in the first directory. 
The first and second identifiers can identify respective first 
and second cache units in a cache. It can be determined 
whether the first identifier and the second identifier are 
assigned to the same slot in the first directory. If so, then a 
second portion of the first identifier can be used to assign the 
first identifier to a first slot in a second directory of the cache 
lookup data structure, and a second portion of the second 
identifier can be used to assign the second identifier to a 
second slot in the second directory. 
0009. In yet another embodiment of the tools and tech 
niques, a multi-directory data structure can include a root 
directory and one or more lower directories below the root 
directory. The directories can each include one or more point 
ers pointing to another directory or to one or more cache units 
in a cache, and at least one of the directories can include a 
pointer pointing to a cache unit in the cache. It can be deter 
mined whether one of the directories includes more than one 
pointer. If not, then a parent pointer pointing to the directory 
from a parent slot in a parent directory above the Subject 
directory can be removed from the parent slot. 
0010. In yet another embodiment of the tools and tech 
niques, a low priority cleanup queue and a high priority 
cleanup queue can be maintained. The low priority queue can 
be configured to list low priority removal candidates to be 
removed from a cache, with the low priority removal candi 
dates being sorted in an order of priority for removal. The high 
priority queue can be configured to list high priority removal 
candidates to be removed from the cache. In response to 
receiving a request for one or more candidates for removal 
from the cache, one or more high priority removal candidates 
from the high priority cleanup queue can be returned if the 
high priority cleanup queue lists any high priority removal 
candidates. Moreover, if no more high priority removal can 
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didates remain in the high priority cleanup queue, then one or 
more low priority removal candidates from the low priority 
cleanup queue can be returned in the order of priority for 
removal. As an example, the returned removal candidates in 
this and the next embodiment can be expiration and/or evic 
tion candidates to be removed from the cache. 
0011. In yet another embodiment of the tools and tech 
niques, a request for one or more candidates for removal from 
a cache can be received, and one or more candidates for 
removal can be returned in response to the request. Returning 
the candidates can include returning one or more candidates 
that are identified as being expired, determining when all 
candidates for removal that are identified as being expired 
have been returned. Moreover, when all candidates for 
removal that are identified as being expired have been 
returned, then returning the candidates can include returning 
candidates for removal according to a priority policy. 
0012. In yet another embodiment of the tools and tech 
niques, a write operation can be performed on an existing 
cache unit that is pointed to by an existing committed pointer 
in a cache directory slot. The slot can be latched to prevent 
other write operations on the cache unit, but one or more read 
operations on the cache unit can be allowed during the write 
operation. After the write operation is complete, the slot can 
be unlatched. 
0013. In yet another embodiment of the tools and tech 
niques, a request for cache data can be received at a cache 
enumerator. The request can include a state object, which can 
indicate a state of an enumeration of a cache. In response to 
the request, the enumeration can be continued by using the 
state object to identify and send cache data. 
0014. In yet another embodiment of the tools and tech 
niques, in response to receiving a cache data request, an 
enumeration of cache units can be performed by traversing a 
multi-level data structure. The data structure can include 
internal nodes and object nodes, and the object nodes can 
correspond to the cache units. An enumeration state Stack can 
be maintained. The state stack can include state nodes and can 
indicate a current state of the enumeration. The state nodes 
can correspond to a set of the internal nodes, where the set of 
internal nodes forms a path from an internal node under 
traversal in the data structure to an internal root node in the 
data structure. 
0015. In yet another embodiment of the tools and tech 
niques, a cache can include cache units, and a main cache 
lookup data structure can include location information corre 
sponding to the cache units. A cache index data structure can 
include a higher level table and a lower level table. The higher 
level table can have a leaf node pointing to the lower level 
table, and the lower level table can have a leaf node pointing 
to one of the cache units. Moreover, the lower level table can 
be associated with a tag. 
0016. This Summary is provided to introduce a selection 
of concepts in a simplified form. The concepts are further 
described below in the Detailed Description. This Summary 
is not intended to identify key features or essential features of 
the claimed subject matter, nor is it intended to be used to 
limit the scope of the claimed subject matter. Similarly, the 
invention is not limited to implementations that address the 
particular techniques, tools, environments, disadvantages, or 
advantages discussed in the Background, the Detailed 
Description, or the attached drawings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0017 FIG. 1 illustrates an exemplary layering arrange 
ment. 
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0018 FIG. 2 illustrates a further topology model of a 
layering arrangement that relates to an independent separate 
tier model implementation. 
0019 FIG. 3 illustrates a topology model of a layering 
arrangement that pertains to an embedded application model. 
0020 FIG. 4 illustrates a distributed cache that includes a 
runtime deployed on multiple machines. 
0021 FIG. 5 illustrates an exemplary illustration of a uni 
fied cache view. 
0022 FIG. 6 illustrates an artificial intelligence (AI) com 
ponent that can be employed to facilitate inferring and/or 
determining when, where, and/or how to cache data in a 
distributed environment. 
0023 FIG. 7 illustrates an exemplary environment for 
implementing various aspects of the described caching tools 
and techniques. 
0024 FIG. 8 is a schematic block diagram of a sample 
computing environment that can be employed for caching 
configurations such as distributing cache. 
0025 FIG. 9 is schematic block diagram illustrating a 
cache lookup data structure, such as a hash table. 
0026 FIG. 10 is a schematic block diagram illustrating the 
insertion of a new entry in a cache lookup data structure. 
0027 FIG. 11 is a schematic block diagram illustrating the 
insertion of a different new entry in the cache lookup data 
Structure of FIG. 10. 
0028 FIG. 12 is a schematic block diagram illustrating the 
cache lookup data structure of FIG. 11 with the new entry 
inserted using a masking technique. 
0029 FIG. 13 is a schematic block diagram illustrating an 
example of nodes in a multi-directory hash table. 
0030 FIG. 14 is a flow diagram illustrating a technique for 
assigning identifiers to a multi-directory cache lookup struc 
ture. 

0031 FIG. 15 is a schematic diagram illustrating a com 
paction technique. 
0032 FIG. 16 is a flow diagram illustrating a compaction 
technique. 
0033 FIG. 17 is a schematic diagram illustrating a direc 
tory with an entry having a latch. 
0034 FIG. 18 is a flow diagram illustrating a write-only 
latch technique. 
0035 FIG. 19 is a schematic block diagram illustrating an 
environment for removing cache units from a cache. 
0036 FIG.20 is a flow diagram illustrating an eviction and 
expiration technique. 
0037 FIG. 21 is a schematic block diagram illustrating a 
state stack that can be used to track state during an enumera 
tion. 
0038 FIG.22 is a flow diagram illustrating a stateful enu 
meration technique. 
0039 FIG. 23 is a schematic block diagram illustrating the 
use of an enumeration state object to track the State of an 
enumeration of a multi-directory lookup data structure. 
0040 FIG. 24 is a flow diagram of a stateless enumeration 
technique. 
0041 FIG. 25 is a schematic diagram illustrating an 
example of a three-level hash table structure. 
0042 FIG. 26 is a flow diagram illustrating an index 
searching technique using tags associated with index tables. 

DETAILED DESCRIPTION 

0043. Described embodiments are directed to techniques 
and tools for improved cache data management. Such 
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improvements may result from the use of various techniques 
and tools separately or in combination. 
0044. Such techniques and tools may include techniques 
to improve efficiency of data management in a cache. For 
example, the techniques can include using multiple cache 
directories, compaction of cache directories, write-only 
latches, improved eviction and expiration, stateful or stateless 
enumeration, and multiple table indexing. 
0045. As will become apparent in the discussion below, 
one or more substantial benefits can be realized from the data 
management tools and techniques described herein. How 
ever, the Subject matter defined in the appended claims is not 
necessarily limited to the benefits described herein. A particu 
lar implementation of the invention may provide all. Some, or 
none of the benefits described herein. Although operations for 
the various techniques are described herein in a particular, 
sequential order for the sake of presentation, it should be 
understood that this manner of description encompasses rear 
rangements in the order of operations, unless a particular 
ordering is required. For example, operations described 
sequentially may in Some cases be rearranged or performed 
concurrently. Techniques described herein with reference to 
flowcharts may be used with one or more of the systems 
described herein and/or with one or more other systems. 
Moreover, for the sake of simplicity, flowcharts may not show 
the various ways in which particular techniques can be used in 
conjunction with other techniques. 

I. General Cache Layering Arrangement 

0046. The memory capacity of multiple computers or pro 
cesses can be aggregated into a single unified cache, which 
can be scalable (e.g., a dynamic scaling) to a plurality of 
machines via a layering arrangement. Such layering arrange 
ment can cache serializable Common Language Runtime 
(CLR) objects and provide access through a simple cache 
application programming interface (API). The layering 
arrangement can include a data manager component, an 
object manager component and a distributed object manager 
component, which can be implemented in a modular fashion. 
In one aspect, the data manager component Supplies basic 
data functions (e.g., hash functions), and the object manager 
component implements object facade thereon including 
cache objects—while the distributed object manager pro 
vides distribution of the data in the distributed cache. 

0047 AS Such, the object manager component can map 
regions to containers and manage data eviction thresholds and 
Supply policy management for cached data. Such regions can 
represent cache containers that typically guarantee co-loca 
tions of the object placed/inserted in the container (e.g., co 
locations of objects in same cache node). Additionally, the 
object manager component can raise notifications (e.g., due to 
changes made to cached data) for various regions or objects of 
the distributed cache. Likewise, the distributed object man 
ager component can dispatch requests to various cache nodes 
associated with different regions of the distributed cache. 
0048 Moreover, the distributed object manager can inter 
face with partition maps, or routing tables, of the distributed 
cache for a given request, and can facilitate abstraction of the 
aggregated cache in the distributed environment, to a single 
unified cache. In one aspect, the distributed object manager 
component is positioned on top of the object manager com 
ponent, which itself is placed on top of the data manager 
component. Moreover, tight integration can be provided with 

Nov. 18, 2010 

ASP.NET to enable cache ASP.NET session data in the cache 
without having to write it to source databases, for example. 
0049. These components can provide pluggable features 
that can readily adapt to a user's preferences (e.g., replacing a 
data manger component with another type thereof, based on 
user preferences). Likewise, the object manager component 
can be replaced with another object manager component, 
wherein plugging different models in the layering arrange 
ment is enabled by enabling a call back mechanism with 
holding locks during call back throughout the stack. 
0050. In a related aspect, the layering arrangement can 
provide for a modular arrangement that facilitates operation 
on different levels and communication substrates (e.g., TCP/ 
IP), and which can be implemented in two topology models, 
namely as an independent separate tier model oran embedded 
application model. In the independent and separate tier 
model, the caching layer can function as an independent 
separate tier by itself (which can be positioned between appli 
cation servers and data servers). For example, in Such a con 
figuration the distributed cache can run as a service hosted 
either by Windows Activation Services (WAS) or windows 
service, and can run separate from the application. The appli 
cations can either employ the client stubs provided by the 
distributed cache to talk thereto, or can communicate through 
a representational state transfer (REST) API directly into the 
service. 
0051 Alternatively, in the embedded application model 
the cache can be embedded within the application itself (e.g., 
connecting the applications together to form a cluster—such 
as embedding caches in ASP.net instances to form a cluster of 
ASP net machines, wherein upon storing an item in a local 
cache it can be viewed from other machines.) This embedding 
can further enable tagging and Language Integrated Query 
(LINQ) queries on the objects from a functionality perspec 
tive. LINQ queries can then be run natively on stored objects, 
and can be embedded in .Net applications. 
0.052 The various aspects of the described tools and tech 
niques will now be described with reference to the annexed 
drawings, wherein like numerals refer to like or correspond 
ing elements throughout. However, the drawings and detailed 
description relating thereto are not intended to limit the 
claimed subject matter to the particular form disclosed. 
Rather, the intention is to coverall modifications, equivalents 
and alternatives falling within the spirit and scope of the 
claimed Subject matter. For example, data management may 
be implemented in an arrangement other than the disclosed 
cache layering arrangement. 

II. Cache System & Tools 
0053 A. Cache Layering 
0054 FIG. 1 illustrates an exemplary layering arrange 
ment that can enable aggregating memory capacity of mul 
tiple computers into a single unified cache. Such layering 
arrangement (100) can provide for a scalable system that can 
be tailored to different types of communication layers such as 
TCP/IP, and pluggable features can be further enabled for 
readily adapting to a user's preferences. The distributed cache 
system implementing the layering arrangement (100) can 
dynamically scale itself with growth of applications associ 
ated therewith, by addition of additional computers or storage 
processes as cache nodes to a cluster of machines and/or 
storage processes. As illustrated in FIG. 1, each of the cache 
nodes (131, 133) (1 to n, n being an integer) of the layering 
arrangement (100) can include a data manager component 
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(110), an object manager component (112) and a distributed 
object manager component (114), the set up of which can be 
implemented in a modular fashion. The distributed object 
manager component (114) can be positioned on top of the 
object manager component (112), which can be placed on top 
of the data manager component (110). The data manager 
component (110) can Supply basic data functions (e.g., hash 
functions), and the object manager component (112) can 
implement object facade thereon including cache objects, 
with the distributed object manager component (114) provid 
ing the distribution. As such, the object manager component 
(112) and data manager component (110) can act as local 
entities, wherein the distributed object manager component 
(114) can perform distributions. 
0055 Moreover, a clustering substrate (107) can establish 
clustering protocols among a plurality of cache nodes that 
form a single unified cache. For example, when a cache node 
is to join or leave the cluster, requisite operations for adding or 
leaving the cluster can be managed, wherein a distributed 
components availability Substrate (111) can employ Such 
information to manage operations (e.g., monitoring health of 
cache nodes, managing life cycles of cache nodes, creating a 
primary cache node on another machine). In addition, for 
each cache node, each of the components forming the layer 
ing arrangement can be pluggable based on user preferences, 
system features, and the like. 
0056. As explained earlier, the data manager component 
(110) (e.g., in memory) can provide primitive high perfor 
mance data structures such as hashtables, Btrees, and the like. 
Since the data manager component (110) can be memory 
bound and all operations of the distributed cache can be 
atomic, the data manager component (110) can typically 
implement highly concurrent hash tables. The data manager 
component (110) and the hash table structures can further 
facilitate creating the infrastructure for Supplying containers 
and indexes on containers. In addition, the data manager 
component (110) can provide simple eviction and expiration 
on these hash structures. Due to pluggable features Supplied 
by the layering arrangement (100), users can plugin different 
types of data managers tailored to users preferences, such as 
a transaction data manager or a disk paged data manager, or 
the like. Likewise, the object manager component (112) can 
provide object abstraction and can implement the concept of 
named caches and regions by employing data structures pro 
vided by the data manager component (110). 
0057 Similarly, the distributed object manager compo 
nent (114) can employ the local object manager component 
(112) and integrate with the distributed components availabil 
ity substrate (111) to provide the abstraction of the distributed 
cache. The distributed components availability substrate 
(111) can provide the transport and data consistency opera 
tions to make the system scalable and available. The distrib 
uted object manager component (114) can optionally be 
implemented as part of a client tier to facilitate dispatching 
requests (e.g., directly) to the cache nodes associated with the 
single unified cache. 
0058. In one particular aspect, the distributed object man 
ager component (114) can further include a dispatch manager 
component (117) and a distributed manager component 
(119). The dispatch manager component (117) can further 
look up the routing table to dispatch the requests to a primary 
cache node (e.g., where a primary region is located) as part of 
a dynamically scalable distributed cache. Moreover, the dis 
patch manager component (117) can also be present in the 
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client so that the client can directly dispatch requests to the 
primary cache node. For example, the distributed object man 
ager component (114) on the receiving cache node can inter 
act with a partition map to check if the cache node is indeed 
designated as the primary cache node as part of a plurality of 
cache nodes associated with the distributed cache, and can 
call the object manager component (112) to perform the 
operation. In the case of write operations, the distributed 
object manager component (114) can also communicate with 
a replicator to replicate the data to the secondary cache nodes. 
The distributed object manager component (114) can also 
interact with failover manager systems (not shown) to clone 
regions to create new secondary or primary cache nodes dur 
ing reconfiguration procedures Subsequent to possible fail 
U.S. 

0059. The object manager component (112) can further 
include a notification management component (123) that can 
track changes to regions and objects, and can relay notifica 
tions to delegates listening to those events. Moreover, appli 
cations can also register delegates for notifications on any 
cache node which may be different from the primary cache 
node on which the object resides. The distributed object man 
ager component (114) can further manage the propagation of 
notifications in a distributed fashion including providing high 
availability for such notifications when the primary cache 
node fails. For example, this can be handled by maintaining a 
local lookup table indexed by delegate id on the cache node 
where the application registers the delegate. The primary 
cache node that stores the object can maintain the delegate id 
and the originating cache node information. When an object 
changes, the distributed object manager component (114) of 
the primary cache node can notify all the originating cache 
nodes, passing along the delegate id. 
0060 Similarly, the distributed object manager compo 
nent (114) associated with the receiver can employ the lookup 
table to call the appropriate delegate, thus providing the 
change information to the application in a distributed fashion. 
For example, notifications can be asynchronous and can fur 
ther be backed up using the same secondary cache nodes. 
Accordingly, in the event of failures, the secondary cache 
nodes can attempt to deliver the pending notifications, 
wherein in the event of primary cache node failure, notifica 
tions can be resent because the primary cache node may not 
have synchronized the information regarding the delivered 
notifications before failure. Since all notifications can carry 
the region, key and version information, the application can 
use the version to ignore duplicate notifications. Following 
are some examples of callback syntax. 

Example - Region Level Callback 
public delegate Cachecallback 
elec cbk = new Cachecallback(myclass.handler); 
catalog.addCallback(ElectronicsRegion, elec cbk); 
Callback called for any updates to region 
Example - Object Level Callback 
public delegate CacheltemRemovedCallback 
elec cbk = new CacheltemRemovedCallback(); 
//Add the callback to the object; the elec cbk delegate will be called 
f, whenever the object changes regardless of where the object is present 
catalog.Add(“ElectronicsRegion”, “key, object elec cbk); 

0061 The availability substrate (111) can provide scal 
ability and availability to systems that contain a storage com 
ponent associated with the distributed cache. For example, 
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the availability substrate can include load balancers, fail over 
managers, replicators and the like. A communication Sub 
strate (109) can provide for failure detection of cache nodes 
and reliable message delivery between cache nodes. The 
communication substrate (109) can interact with the avail 
ability substrate (111). Moreover, the communication sub 
strate (109) can also provide the communication channels and 
cluster management. The communication Substrate (109) can 
provide callbacks whenever a new cache node joins the clus 
ter or when a node dies or fails to respond to exchanged 
messages (e.g., heartbeat messages). Moreover, the commu 
nication substrate (109) can provide efficient point-to-point 
and multicast delivery channels, and can further provide reli 
able message delivery for implementing replication proto 
cols. For example, the communication substrate (109) can 
Support notifications by maintaining delegate information in 
cache items and triggering the notification when items are 
modified. The communication substrate (109) can also trigger 
eviction based on policies defined at the region or named 
cache level. 
0062 B. Cache Topology 
0063 FIG. 2 and FIG. 3 illustrate two topology models, 
namely an independent separate tier model, and an embedded 
application model, respectively. According to one particular 
aspect, in the independent and separate tier model of FIG. 2, 
the caching tier (220) can function as an independent separate 
tier by itself (which can be positioned between application 
servers and data servers). For example, in Such configuration 
the distributed cache system can run as a service hosted either 
by WAS or windows service and can run separate from the 
application. The applications (201,203,205) (1 to m, m being 
an integer) can either employ the client stubs provided by the 
distributed cache to communicate with the cache system, or 
can communicate directly into the service. Such as through a 
representational state transfer (REST) API. 
0064. Alternatively, in the embedded application model 
the cache system can be embedded within the application 
itself as illustrated in FIG. 3. Such can occur by connecting 
the applications (310, 312,314) (1 to k, k being an integer) 
together to form a cluster, for instance as embedding caches 
in ASP.net instances to form a cluster of ASP.net machines, 
wherein upon storing an item in a local cache it can be viewed 
from other machines. For example, the distributed cache runt 
ime dlls can be compiled with the application and the appli 
cation can act as the cache host for the distributed cache 
runtime. All the thread pools and memory can come from the 
application's container. 
0065. In a related aspect, a Load Balancer (302) can 
dynamically redistribute load across the cluster in the event 
that one or more nodes are inundated. For example, data can 
be repartitioned to spread it to nodes that have less loads. All 
Such nodes can periodically send their load status as part of 
the configuration metadata. The load balancer (302) can also 
periodically query the configuration to determine which 
nodes are overloaded and can be balanced. For example, 
distributing the load may include repartitioning the over 
loaded partition of data on a primary node and spreading the 
overloaded partition to one (or more) of its secondary nodes. 
This may involve only a change in the configuration data 
(partition map) and no data movement (since the secondary 
nodes already have the data). In other scenarios, the data may 
be distributed to other non-secondary nodes since the second 
ary nodes themselves might be loaded and cannot handle the 
additional load. In Such cases, either the data partitions on the 
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secondary nodes (for which this node is the primary) can be 
further load balanced; or non-secondary nodes can be chosen 
to distribute the load, in which case in addition to the changes 
in the partition map, data can be moved. 
0066. C. Distributed Cache Structure 
0067 FIG. 4 illustrates a distributed cache system (400) 
that includes the runtime deployed on multiple machines 
(410, 411, 412) (1 to m, m being an integer) that form a 
cluster. On each machine (410,411, 412) there can exist one 
or more runtimes also referred to as cache hosts. Each cache 
host (422, 423) can host one or more named caches. The 
named caches can be configured in the distributed cache 
configuration file. Moreover, the named caches can be spread 
around all or a subset of the machines (410, 411, 412) in the 
cluster. In addition, one or more regions (433) can exist within 
each named cache. Such regions can be implicitly created by 
the distributed cache or can be explicitly defined by the appli 
cation. In general, all items in a region (433) can be guaran 
teed to be co-located on a cache host, such as by assigning one 
or more regions (433) to a single partition (436), rather than 
spreading regions across multiple partitions. Such can 
improve performance for operations that operate on multiple 
items in the region, such as query and other set operations. 
Moreover, the node where a region is located can be deemed 
as the primary node of that region, wherein typically access to 
this region will be routed to the primary node for that region. 
If the named cache is configured to have “backups' for high 
availability, then one or more other nodes can be chosen to 
contain a copy of this data. Such nodes are called secondary 
nodes for that region. All changes made to the primary node 
can also be reflected on these secondary nodes. Thus if the 
primary node for a region fails, the secondary node can be 
used to retrieve the data without having to have logs written to 
disk. 
0068. The following is a code example that shows the 
creation of a named cache and region. 

// CacheFactory class provides methods to return cache objects 
if Create instance of cachefactory (reads appconfig) 
DataCacheFactory fac = new DataCacheFactory(); 
// Get a named cache from the factory 
DataCache catalog = fac.GetCachet"catalogcache'); 
ff------------------------------------------------------- 
// Simple Get Put 
catalog. Put(“toy-101, new Toy(“thomas', ...)); 
if From the same or a different client 
Toy toyObj= (Toy)catalog.Get(“toy-101); 
. ------------------------------------------------------ 
// Region based Get Put 
catalog.CreateRegion("toy Region); 
if Both toy and toyparts are put in the same region 
catalog. Put(“toy-101, new Toy(...), “toyRegion'); 
catalog. Put(“toypart-100', new Toy Parts.(...), “toyRegion'); 
Toy toyObj= (Toy)catalog.Get(“toy-101, “toyRegion'); 

0069. Each cache region (433) can include one or more 
cache items (440). Each cache item can include an identifier 
Such as a key (442), a value or payload (444), and one or more 
tags (446). Cache regions may also be nested so that a cache 
region may include one or more other cache regions (433) 
and/or one or more cache items (440). 

III. Unified Cache System 
(0070 FIG. 5 illustrates a cache system (500) that can 
provide a unified cache view (520) of one or more caches 
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(530) for clients (540) spread across machines and/or pro 
cesses. A cache system (500) including this unified cache 
view (520) can provide an explicit, distributed, in-memory 
application cache for all kinds of data with consistency and 
query. Such data can reside in different tiers (in different 
service boundaries) with different semantics. For example, 
data stored in the backend database can be authoritative and 
can make it desirable to have a high degree of data consis 
tency and integrity. Typically, there tends to be a single 
authoritative source for any data instance. Most data in the 
mid-tier, being operated by the business logic tends to be a 
copy of the authoritative data. Such copies are typically Suit 
able for caching. 
IV. Distributed Cache with Artificial Intelligence Component 
0071 FIG. 6 illustrates an artificial intelligence (Al) com 
ponent (630) that can be employed in a distributed cache 
(600) to facilitate inferring and/or determining when, where, 
and/or how to scale the distributed cache and/or distribute 
application data therebetween. For example, Such artificial 
intelligence component (630) can Supply additional analysis 
with the distributed cache manager (640) to improve distri 
bution and/or scaling of the system. As used herein, the term 
“inference” refers generally to the process of reasoning about 
or inferring states of the system, environment, and/or user 
from a set of observations, as captured via events and/or data. 
Inference can be employed to identify a specific context or 
action, or can generate a probability distribution over states, 
for example. The inference can be probabilistic-that is, the 
computation of a probability distribution over states of inter 
est based on a consideration of data and events. Inference can 
also refer to techniques employed for composing higher-level 
events from a set of events and/or data. Such inference results 
in the construction of new events or actions from a set of 
observed events and/or stored event data, whether or not the 
events are correlated in close temporal proximity, and 
whether the events and data come from one or several event 
and data sources. 
0072 The AI component (630) can employ any of a vari 
ety of Suitable AI-based schemes as described Supra in con 
nection with facilitating various aspects of the herein 
described tools and techniques. For example, a process for 
learning explicitly or implicitly how or what candidates are of 
interest, can be facilitated via an automatic classification sys 
tem and process. Classification can employ a probabilistic 
and/or statistical-based analysis (e.g., factoring into the 
analysis utilities and costs) to prognose or infer an action that 
a user desires to be automatically performed. For example, a 
support vector machine (SVM) classifier can be employed. 
Other classification approaches include Bayesian networks, 
decision trees, and probabilistic classification models provid 
ing different patterns of independence can be employed. 
Classification as used herein also is inclusive of statistical 
regression that is utilized to develop models of priority. 
0073. As will be readily appreciated from the subject 
specification, classifiers can be explicitly trained (e.g., via a 
generic training data) as well as implicitly trained (e.g., via 
observing user behavior, receiving extrinsic information) so 
that the classifier can be used to automatically determine 
according to a predetermined criteria which answer to return 
to a question. For example, with respect to SVM's that are 
well understood, SVM's are configured via a learning or 
training phase within a classifier constructor and feature 
selection module. A classifier is a function that maps an input 
attribute vector, X=(x1, x2, X3, X4, xn), to a confidence that the 
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input belongs to a class—that is, f(X) confidence(class). 
Moreover, a rule based mechanism can further be employed 
for interaction of a routing manager and a routing layer asso 
ciated therewith (e.g., load balancing, memory allocation and 
the like). 

V. Suitable Computing Environment 
0074 The word “exemplary” is used herein to mean serv 
ing as an example, instance or illustration. Any aspect or 
design described herein as "exemplary' is not necessarily to 
be construed as preferred or advantageous over other aspects 
or designs. Similarly, examples are provided herein solely for 
purposes of clarity and understanding and are not meant to 
limit the Subject innovation or a portion thereof in any man 
ner. It is to be appreciated that a myriad of additional or 
alternate examples could have been presented, but have been 
omitted for purposes of brevity. 
(0075) Furthermore, all or portions of the described tools 
and techniques can be implemented as a system, method, 
apparatus, or article of manufacture using standard program 
ming and/or engineering techniques to produce Software, 
firmware, hardware or any combination thereof to control a 
computer to implement the disclosed tools and techniques. 
For example, computer readable storage media can include 
but are not limited to magnetic storage devices (e.g., hard 
disk, floppy disk, magnetic strips . . . ), optical disks (e.g., 
compact disk (CD), digital versatile disk (DVD). . . ), smart 
cards, and flash memory devices (e.g., card, Stick, key drive. 
. . ). Additionally a carrier wave can be employed to carry 
computer-readable electronic data Such as those used in trans 
mitting and receiving electronic mail or in accessing a net 
work such as the Internet or a local area network (LAN). Of 
course, those skilled in the art will recognize many modifi 
cations may be made to this configuration without departing 
from the scope or spirit of the claimed subject matter. 
0076. In order to provide a context for the various aspects 
of the disclosed subject matter, FIGS. 7 and 8 as well as the 
following discussion are intended to provide a brief, general 
description of a suitable environment in which the various 
aspects of the disclosed subject matter may be implemented. 
While the subject matter has been described above in the 
general context of computer-executable instructions of a 
computer program that runs on a computer and/or computers, 
those skilled in the art will recognize that the tools and tech 
niques also may be implemented in combination with other 
program modules. 
0077. As used in this application, the terms “component', 
“system, and “engine are intended to refer to a computer 
related entity, either hardware, a combination of hardware 
and software, software, or software in execution. For 
example, a component can be, but is not limited to being, a 
process running on a processor, a processor, an object, an 
executable, a thread of execution, a program, and/or a com 
puter. By way of illustration, both an application running on 
a server and the server can be a component. One or more 
components can reside within a process and/or thread of 
execution, and a component can be localized on one computer 
and/or distributed between two or more computers. 
0078 Generally, program modules include routines, pro 
grams, components, data structures, and the like, which per 
form particular tasks and/or implement particular abstract 
data types. Moreover, those skilled in the art will appreciate 
that the innovative methods can be practiced with other com 
puter system configurations, including single-processor or 
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multiprocessor computer systems, mini-computing devices, 
mainframe computers, as well as personal computers, hand 
held computing devices (e.g., personal digital assistant 
(PDA), phone, watch...), microprocessor-based or program 
mable consumer or industrial electronics, and the like. The 
illustrated aspects may also be practiced in distributed com 
puting environments where tasks are performed by remote 
processing devices that are linked through a communications 
network. However, some, if not all aspects of the tools and 
techniques can be practiced on Stand-alone computers. In a 
distributed computing environment, program modules may 
be located in both local and remote memory storage devices. 
0079. With reference to FIG. 7, an exemplary environment 
(710) for implementing various aspects of the described tools 
and techniques is described that includes a computer (712). 
The computer (712) can include a processing unit (714), a 
system memory (716), and a system bus (718). The system 
bus (718) can couple system components including, but not 
limited to, the system memory (716) to the processing unit 
(714). The processing unit (714) can be any of various avail 
able processors. Dual microprocessors and other multipro 
cessor architectures also can be employed as the processing 
unit (714). 
0080. The system bus (718) can be any of several types of 
bus structure(s) including the memory bus or memory con 
troller, a peripheral bus or external bus, and/or a local bus 
using any variety of available bus architectures including, but 
not limited to, 11-bit bus, Industrial Standard Architecture 
(ISA), Micro-Channel Architecture (MSA), Extended ISA 
(EISA), Intelligent Drive Electronics (IDE), VESA Local 
Bus (VLB), Peripheral Component Interconnect (PCI), Uni 
versal Serial Bus (USB), Advanced Graphics Port (AGP), 
Personal Computer Memory Card International Association 
bus (PCMCIA), and Small Computer Systems Interface 
(SCSI). 
0081. The system memory (716) can include volatile 
memory (720) and/or nonvolatile memory (722). The basic 
input/output system (BIOS), containing the basic routines to 
transfer information between elements within the computer 
(712), such as during startup, can be stored in nonvolatile 
memory (722). By way of illustration, and not limitation, the 
nonvolatile memory (722) can include read only memory 
(ROM), programmable ROM (PROM), electrically program 
mable ROM (EPROM), electrically erasable ROM (EE 
PROM), or flash memory. The volatile memory (720) can 
include random access memory (RAM), which can act as 
external cache memory. By way of illustration and not limi 
tation, RAM is available in many forms such as Synchronous 
RAM (SRAM), dynamic RAM (DRAM), synchronous 
DRAM (SDRAM), double data rate SDRAM (DDR 
SDRAM), enhanced SDRAM (ESDRAM), Synchlink 
DRAM (SLDRAM), and direct Rambus RAM (DRRAM). 
0082 Computer (712) can also include removable/non 
removable, Volatile/nonvolatile computer storage media. 
FIG. 7 illustrates a disk storage (724), wherein such disk 
storage (724) can include, but is not limited to, devices like a 
magnetic disk drive, floppy disk drive, tape drive, JaZ drive, 
Zip drive, LS-60 drive, flash memory card, or memory stick. 
In addition, disk storage (724) can include storage media 
separately or in combination with other storage media includ 
ing, but not limited to, an optical disk drive such as a compact 
disk ROM device (CD-ROM), CD recordable drive (CD-R 
Drive), CD rewritable drive (CD-RW Drive) or a digital ver 
satile disk ROM drive (DVD-ROM). To facilitate connection 
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of the disk storage (724) to the system bus (718), a removable 
or non-removable interface is typically used, such as interface 
(726). 
I0083. It is to be appreciated that FIG. 7 describes software 
that acts as an intermediary between users and the basic 
computer resources described in Suitable operating environ 
ment (710). Such software can include an operating system 
(728). The operating system (728), which can be stored on 
disk storage (724), can act to control and allocate resources of 
the computer (712). System applications (730) can take 
advantage of the management of resources by operating sys 
tem (728) through program modules (732) and program data 
(734) stored either in system memory (716) or on disk storage 
(724). It is to be appreciated that various components 
described herein can be implemented with various operating 
systems or combinations of operating systems. 
0084. A user can enter commands or information into the 
computer (712) through input device(s) (736). Input devices 
(736) include, but are not limited to, a pointing device such as 
a mouse, trackball, stylus, touchpad, keyboard, microphone, 
joystick, game pad, satellite dish, Scanner, TV tuner card, 
digital camera, digital video camera, web camera, and the 
like. These and other input devices connect to the processing 
unit (714) through the system bus (718) via interface port(s) 
(738). Interface port(s) (738) include, for example, a serial 
port, a parallel port, a game port, and a universal serial bus 
(USB). Output device(s) (740) use some of the same type of 
ports as input device(s) (736). Thus, for example, a USB port 
may be used to provide input to computer (712), and to output 
information from computer (712) to an output device (740). 
Output adapter (742) is provided to illustrate that there are 
Some output devices (740) like monitors, speakers, and print 
ers, among other output devices (740) that utilize such adapt 
ers. The output adapters (742) include, by way of illustration 
and not limitation, video and Sound cards that provide a 
means of connection between the output device (740) and the 
system bus (718). Other devices and/or systems of devices 
provide both input and output capabilities such as remote 
computer(s) (744). 
I0085 Computer (712) can operate in a networked envi 
ronment using logical connections to one or more remote 
computers, such as remote computer(s) (744). The remote 
computer(s) (744) can be a personal computer, a server, a 
router, a network PC, a workstation, a microprocessor based 
appliance, a peer device or other common network node and 
the like, and typically includes many or all of the elements 
described relative to the computer (712). For purposes of 
brevity, only a memory storage device (746) is illustrated with 
remote computer(s) (744). Remote computer(s) (744) is logi 
cally connected to the computer (712) through a network 
interface (748) and then physically connected via a commu 
nication connection (750). The network interface (748) 
encompasses communication networks such as local-area 
networks (LAN) and wide area networks (WAN). LAN tech 
nologies include Fiber Distributed Data Interface (FDDI), 
Copper Distributed Data Interface (CDDI), Ethernet/IEEE 
802.3, Token Ring/IEEE 802.5 and the like. WAN technolo 
gies include, but are not limited to, point-to-point links, cir 
cuit switching networks like Integrated Services Digital Net 
works (ISDN) and variations thereon, packet switching 
networks, and Digital Subscriber Lines (DSL). 
I0086 A communication connection(s) (750) refers to the 
hardware/software employed to connect the network inter 
face (748) to the bus (718). While the communication con 
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nection (750) is shown for illustrative clarity inside computer 
(712), it can also be external to the computer (712). The 
hardware/software for connection to the network interface 
(748) includes, for exemplary purposes only, internal and 
external technologies such as, modems including regular tele 
phone grade modems, cable modems and DSL modems, 
ISDN adapters, and Ethernet cards. 
0087 FIG. 8 is a schematic block diagram of a sample 
computing environment (800) that can be employed for dis 
tributing cache. The environment (800) can include one or 
more client(s) (810). The client(s) (810) can be hardware 
and/or software (e.g., threads, processes, computing devices). 
The environment (800) can also include one or more server(s) 
(830). The server(s) (830) can also be hardware and/or soft 
ware (e.g., threads, processes, computing devices). The Serv 
ers (830) can house threads to perform transformations by 
employing the components described herein, for example. 
One possible communication between a client (810) and a 
server (830) may be in the form of a data packet adapted to be 
transmitted between two or more computer processes. The 
environment (800) can include a communication framework 
(850) that can be employed to facilitate communications 
between the client(s) (810) and the server(s) (830). The client 
(s) (810) can be operatively connected to one or more client 
data store(s) (860) that can be employed to store information 
local to the client(s) (810). Similarly, the server(s) (830) can 
be operatively connected to one or more server data store(s) 
(840) that can be employed to store information local to the 
servers (830). 

VI. Cache Data Management 
0088 Distributed caches can solve the problem of data 
scale and performance by caching keys and their correspond 
ing values across multiple cache nodes. AS is discussed 
above, the data manager component in a distributed cache can 
handle the storage of the cache data. 
0089 Data management components often use data struc 
tures to map a key to a corresponding cache value. Such as one 
or more values in a cache item or a cache region. For example, 
such a data structure may be in the form of a hash table that 
can be used as a main lookup data structure to look up and 
access cache values stored in the cache. Hash tables are data 
structures that map one or more keys to one or more corre 
sponding values in an efficient fashion. The mapping can be 
done by hashing a key into an identifier, known as a hash key, 
and using that identifier to look up the corresponding cache 
value. Hashtables are often used for looking up and accessing 
cache units in caches. There are several design challenges in 
building a data manager that is scalable and efficient. The 
tools and techniques discussed below can address some of 
those challenges and/or provide improvements in cache data 
management. 
0090 A. Multiple Cache Directories 
0091. A multi-directory cache lookup data structure can 
be used to provide scalability and efficiency. In one embodi 
ment, a multi-directory hash table can be used. 
0092 Referring now to FIG.9, a main cache lookup data 
structure (900), such as a hash table, can include a hierarchy 
of directories. If hash keys (910) are used as identifiers for 
cache objects (i.e., cache units, which may be cache items, 
cache regions, etc.) using a cache directory, then the hash keys 
(910) can be produced from original keys, such as keys pro 
vided by users or applications accessing the cache, using 
standard hashing functions. 
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(0093. A first portion (912) of the hash key (910) can be 
used to identify a location in a parent directory (920). A 
directory is an array of pointer slots (922). Each slot (922) in 
a directory, such as the parent directory (920), can include a 
pointer (924). For example, the pointer (924) can point to a 
cache object or cache unit (932) or to a subdirectory or child 
directory (934), which can also include pointers to one or 
more other directories and/or one or more cache objects. One 
or more of the slots in each directory (920, 934) may be null 
or empty, so that the slot does not include a pointer (924). The 
cache lookup data structure (900) can include a hierarchy of 
such directories. A specific slot (922) in the directory (920) 
can be identified using an offset (940) from a default position, 
such as a beginning of the directory (920). This offset (940) 
for the parent directory (920) can be specified by the first 
portion (912) of the hash key (910). A second portion of the 
hash key (910) may specify an offset to a specific slot in the 
child directory (934), which can point another child directory 
or to a cache object, such as a cache unit. Thus, the hash key 
(910) can correspond to a cache unit, and the portion(s) of the 
hash key (910) can be used to follow pointer(s) in the direc 
tories of the cache lookup data structure (900) to locate and 
access the cache unit. 
0094. In one implementation, the first portion (912) of the 
hash key (910) can be an integer specifying the offset (940) as 
a number of slots from a default position (such as the begin 
ning of the directory), and the integer can have a fixed number 
of bits. The directory size (i.e., the number of slots in the 
directory) can also be fixed at a size that allows the integer to 
identify any of the slots in the directory. For example, if the 
offset integer uses b bits, then n=2 can be the size of the 
directory (920). 
(0095. The offset of a root directory can be specified in the 
first n least significant bits of a hash key. For example, if the 
first two significant bits were used as the integer to specify 
offset, then a root directory could have a size of four, with 
slots 0 to 4. If a hash key 01100100 was used as a hash key 
identifier for a cache object, then a pointer to the object could 
be placed in slot 0 (zero offset) of the root directory because 
the first two least significant bits are Zero (in binary). 
0096 Directory overflow (i.e., hash key conflict) can 
occur if hash keys of two different keys have the same in least 
significant bits. In this case, a Subdirectory can be created and 
the Subdirectory can include pointers to objects correspond 
ing to both keys, using the next n least significant bits of the 
hash keys. 
0097. It may be useful to estimate the number of number of 
items that are going to be identified by the hash table, and to 
allocate the root directory to be large enough to accommodate 
that number of items. Doing so can help avoid frequent con 
flicts between hash keys, and thus prevent frequent creations 
of additional directories in the hash table. Indeed, if no con 
flicts occur between hash keys, then the hash table can operate 
in a manner similar to a standard static hash table. However, 
it can also be extensible by using additional new subdirecto 
ries to accommodate larger numbers of cache items and cor 
responding hash keys that can produce conflicts. 
(0098 1. Multi-Directory Hash Table Examples 
(0099 Referring now to FIG. 10, an example of a multi 
directory hash table (1010) will be discussed. The hash table 
(1010) can include a root directory (1020) with 4 slots, which 
can be numbered according to the numbers in the boxes 
illustrating those slots in FIG.10 (i.e., 0, 1, 2, and 3). The slots 
of the root directory (1020) can be addressed by the two least 
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significant bits of hash keys, i.e., those two least significant 
bits can specify the offset to the corresponding slot in the root 
directory (1020). In this example, the hash keys can be the 
same as numeric keys given by a user, although they could be 
derived from the user-specified keys (e.g., names, numbers, 
etc.) using a hashing function. In either case, the hash keys 
can be hashed into the root directory (1020) using the first n 
least significant bits of each hash key, where n is 2 in the 
example of FIG. 10. Initially, as shown in the left side of FIG. 
10, the root directory (1020) can include four pointers (1022, 
1024, 1026, 1028) to four corresponding cache objects 
(1030): 

0100 a pointer (1022) in slot 0 pointing to a cache 
object with a corresponding hash key of 0 (as specified in 
the box corresponding to that object in FIG. 10, with an 
8-bit binary value 00000000, the two least significant 
bits being 00, or zero); 

0101 a pointer (1024) in slot 1 pointing to a cache 
object with a corresponding hash key of 5 (with an 8-bit 
binary value 00000101, the two least significant bits 
being 01, or one); 

0102) a pointer (1026) in slot 2 pointing to a cache 
object with a corresponding hash key of 10 (with an 8-bit 
binary value 00001010, the two least significant bits 
being 10, or two); and 

0103 a pointer (1028) in slot 3 pointing to a cache 
object with a corresponding hash key of 15 (with an 8-bit 
binary value 00001111, the last two least significant bits 
being 11, or three). 

0104. A new operation “add(25)” (1040) can beinvoked to 
add a new entry to the hash table (1010) pointing to an object 
with a corresponding hash key (1042) of 25, or binary 
00011001, with a first portion (the first two least significant 
bits (1044)) being 01, or one. Accordingly, the two least 
significant bits of the new hash key (O1) are the same as the 
existing hash key 5 (also 01). Accordingly, there is a hash 
conflict in slot 1 in the root directory (1020) because two hash 
keys (5 and 25) both specify that same slot. In such case, the 
hash table can be rehashed, as shown on the right side of FIG. 
10. Specifically, the pointer (1024) in slot 1 in the root direc 
tory (1020) can point to a new subdirectory (1050), which can 
be a newly-created directory, although it could alternatively 
be a previously-created directory. In the new subdirectory 
(1050), the keys that correspond to slot 1 in the root directory 
(1020) can be rehashed using the next 2 least significant bits. 
The next two least significant bits for hash key 5 are 01, and 
the next two least significant bits for hash key 25 are 10. 
Accordingly, the subdirectory (1050) can include pointers 
(1054 and 1056) to the cache items or objects (1060) corre 
sponding to hash keys 5 and 25 as follows: slot 1 of the 
subdirectory (1050) can include a pointer (1054) to the object 
corresponding to the hash key 5, and slot 2 of the subdirectory 
(1050) can include a pointer (1056) to the object correspond 
ing to the hash key 25. Accordingly, this conflict can be 
resolved by extending the hash table (1010) to include a new 
subdirectory (1050) that points to the objects (1060) corre 
sponding to the conflicting hash keys. 
0105. Note that if new directories are always created 
according to the technique described with reference to FIG. 
10, it may result in creating more Subdirectories than are 
needed to resolve the conflict. This scenario will be discussed 
with reference to a specific example illustrated in FIG. 11. 
FIG. 11 illustrates a hash table (1110) with the same initial 
state (illustrated on the left side) as the hash table (1010) 
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discussed above with reference to the example of FIG. 10, 
including a root directory (1120) with pointers (1122, 1124, 
1126, and 1128) pointing to corresponding objects (1130) 
whose hash keys have the same values as the objects (1030) 
illustrated in the initial example of FIG. 10. 
010.6 An operation “add(42)' (1140) can be invoked to 
add a pointer to a new object with a corresponding hash key 
(1142) of 42, or 00101010 in binary. The hashkey (1142) can 
have a first portion (1144) (the first two least significant bits) 
of 10, a second portion (1146) (the next two least significant 
bits) of 10, and a third portion (1148) (the next two least 
significant bits) of 10. Because the first portion (1144) has the 
bits 10 corresponding to slot 2 in the root directory, the hash 
key (1142) can be assigned to that slot. That assignment 
results in a conflict on slot 2 in the root directory because the 
existinghash key 10 (binary 00001010) is already assigned to 
slot 2. 

0107 As discussed above and illustrated in the right side 
of FIG. 11, in response to the conflict, the hash table (1110) 
can be extended to include a new subdirectory (1150), and the 
pointer (1126) in slot 2 of the root directory (1120) can point 
to the new subdirectory (1150). The conflicting keys 10 and 
42 can be hashed in the new directory (1150) using the next 
two least significant bits (second portions) of the conflicting 
hash keys. However, the next two least significant bits for 10 
and 42 (second portions) are both 10, and both identify slot 2 
in the new directory (1150). Accordingly, these keys also 
result in a conflict in the new directory (1150). New Subdi 
rectories can continue to be created until the conflict is 
resolved. 

0108. Here, a pointer (1156) from slot 2 in the new subdi 
rectory (1150) can point to another new subdirectory (1160), 
and the keys 10 and 42 can be rehashed to this new directory 
(1160) using the next two least significant bits (third portions) 
of the conflicting keys. For the key 10, the next two least 
significant bits are 00, so the key 10 can be assigned to slot 0 
in the new directory (1160). For key 42, the next two least 
significant bits are 10, Sokey 42 can be assigned to slot 2 in the 
new directory. Thus, the new directory can include two point 
ers (1162 and 1166) pointing to the cache objects (1170) 
corresponding to keys 10 and 42, with the pointer (1162) in 
slot 0 pointing to the object corresponding to key 10 and the 
pointer (1166) in slot 2 pointing to the object corresponding to 
key 42. 
0109 Accordingly, the operation “add(42) (1140) can 
result in two new directories (1150 and 1160) being formed to 
resolve a single conflict. To avoid having multiple directories 
formed to resolve a single conflict, it is possible to just split on 
the bits that resolve the conflict. Referring to FIG. 12, the 
same conflicting keys from FIG.11 are illustrated hashed into 
ahash table (1212), with a root directory (1220) having point 
ers (1222, 1224, and 1228) pointing to respective objects 
(1230) corresponding to hash keys 0, 5, and 15. As with the 
example in FIG. 11 discussed above, there is a conflict in slot 
2 of the root directory (1220) between keys 10 and 42. 
Accordingly, the pointer (1226) in slot 2 of the root directory 
(1220) can point to a new subdirectory (1260). However, 
instead of forming two new directories to resolve the conflict, 
a mask (1250) can be applied to hash the keys into the single 
new directory (1260) using the bits of the hash keys that 
resolve the conflict. In this case, the mask (1250) can specify 
that the fifth and sixth least significant bits are the second 
portions of the keys that will behashed into the new directory 
(1260). For example, this can be specified by the mask (1250) 
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having the binary value 00110000, where the 1's specify the 
bits to be used in hashing keys into the new directory (1260). 
Accordingly, the new directory (1260) can include pointers 
(1262 in slot 0 and 1266 in slot 2) pointing to respective 
objects (1270) corresponding to hash keys 10 and 42. 
0110 Thus, the masking technique illustrated in FIG. 12 
and discussed above can split on the bits that resolve the 
conflict and avoid the creation of unneeded subdirectories or 
levels. To do this, a data manager component can keep track 
of the mask of the bits for each subdirectory and compute slot 
numbers for hash keys using the corresponding masks. 
0111 2. Hash Table Nodes 
0112 A lookup hash table can include and point to differ 
ent kinds of hash table nodes, such as those described below. 
Ahashtable can point to object nodes, which can each include 
an actual cache unit (such as a cache item or region) and a 
hash key derived from a key corresponding to the cache item. 
0113 Ahash table can include different types of directory 
nodes, including internal nodes and conflict nodes (for com 
pletely conflicting hash values). Both internal nodes and con 
flict nodes can each contain an array of directory entries. An 
internal node is a directory, which can point to one or more 
other directory nodes, conflict nodes, and/or object nodes. To 
access a node to which a directory is pointing, a number of 
offset bits can be specified for the directory. As discussed 
above, a directory slot or entry can be specified with an offset 
or depth value, which can have the number of offset bits, and 
can specify the offset into the directory. For example, if there 
is a 10-bit offset (size of directory is 1024), then in a root 
directory node, the depth or offset can be specified using the 
10 least significant bits of a hash key. For a directory node one 
step below the root directory node, the next 10 least signifi 
cant bits of a hash key can be used to specify the depth or 
offset. 

0114. The problem of conflicts, which was discussed 
above, can be more serious if there is a perfect hash conflict, 
where two different objects are assigned the same hash key. 
To deal with Such a situation, a data structure such as a hash 
table can include conflict nodes. The hash table can store 
objects with pointers to the cache items corresponding to all 
of the conflicting hash keys. The conflict nodes can store Such 
objects or pointers to Such objects. Conflict nodes can be 
extended to accommodate as many keys as hash to the same 
hash key. Conflict nodes can be implemented as chained 
buckets to keep track of objects with conflicting hash key 
values. A get operation on Such a conflict node can scan all the 
objects pointed to by the conflict node and look for the given 
key. The buckets can include multiple conflict nodes, and a 
conflict node level lock can be implemented when a change is 
made to any of the slots in the conflict node. Alternately, 
conflict nodes could be implemented in some other way. Such 
as using concurrent linked lists, where locks may not need to 
be taken on an entire list when changes to the list are made. 
0115 Referring now to FIG. 13, hash table nodes in an 
example of a multi-directory hash table (1300) will be dis 
cussed. In the illustrated example, a root directory or internal 
node (1310) can include pointers (1312 and 1314), with one 
pointer (1312) pointing to a subdirectory or internal node 
(1320) and another pointer (1314) pointing to an object node 
(1330). The lower level internal node (1320) can include 
pointers (1322 and 1324), with one pointer (1322) pointing to 
a conflict node (1340) and another pointer (1324) pointing to 
an object node (1350). 
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0116 3. Multi-Directory Cache Lookup Techniques 
0117 Referring now to FIG. 14, a multi-directory cache 
lookup technique will be described. As with other techniques 
described herein, this technique can be used with the cache 
systems and components discussed above and/or with other 
combinations of systems and components. In the technique, a 
first portion (such as a first number of least significant bits) of 
a first identifier identifying a first cache unit (Such as a cache 
item or region) can be used to assign (1410) the first identifier 
to a slot in a first directory in a cache lookup data structure. 
One or more other identifiers may previously have been 
assigned to the first directory as well. These assignments can 
be made in various ways, such as placing pointers to the items 
in directory slots if the slots are not yet filled, or placing 
pointers to other directories that can lead to the items through 
a chain of one or more pointers if the slots have already been 
filled. 

0118. It can be determined (1430) whether one or more 
other identifiers have been assigned to the slot, or in other 
words whether multiple identifiers, including the first identi 
fier and one or more other identifiers, will be assigned to the 
slot. If not, then the technique can come to an end. Note that 
references to the “end” and “start of techniques discussed 
herein and in the accompanying figures is for convenience; 
additional operations, acts, etc. may occur before and/or after 
what is illustrated and discussed. If multiple identifiers will be 
assigned to the same slot in the first directory, then a second 
portion of the first identifier can be used to assign (1440) the 
first identifier to a slot in a new directory, which can be a 
pre-existing or newly-created directory other than the first 
directory. For example, it can be determined whether the first 
slot in the first directory holds a pointer to another directory. 
If so, then that other directory can be the new directory. If not, 
then the new directory can be created and a pointer to the new 
directory can be inserted in the slot in the first directory where 
the conflict occurs. A second portion of each of the one or 
more other identifiers can be used to assign (1450) each of the 
one or more other identifiers to one or more slots in the second 
directory. As an example, the first portion may be the first in 
least significant bits in the corresponding identifier, the sec 
ond portion may be the next n least significant bits in each 
identifier, etc. Alternatively, the second portion may be iden 
tified by a mask, Such as a mask that identifies bits that 
distinguish between the keys. It can also be determined 
(1430) whether the new assignments to the new directory will 
result in multiple identifiers being assigned to the same slot in 
the new directory. If not, then the technique can come to an 
end. But if so, then the conflicting identifiers can be assigned 
to another new directory. This technique can continue to loop 
through the determination (1430) and the assignment (1440 
and 1450) of the identifiers to slots in new directories using 
new portions of the identifiers until the identifiers are 
assigned to different slots in a directory or it is determined 
that the identifiers are the same. If the identifiers are the same, 
then the identifiers can be assigned to a conflict node that 
points to the cache units corresponding to the identifiers or 
that includes the identifiers. 

0119 The technique can also include, for each conflicting 
slot in an existing directory to which multiple identifiers are 
assigned, inserting a pointer to the new directory where the 
multiple identifiers are assigned as well. In this way, the 
identifiers can be assigned to one or more slots in the new 
directory and to the conflicting slot in the existing directory. 
The identifiers discussed above with reference to FIG. 14 can 



US 2010/0293338 A1 

behash keys, and the directories can be included in a multi 
directory cache lookup data structure. Such as a multi-direc 
tory hash table. 
0120) B. Compaction 
0121. As discussed above, using multiple cache directo 
ries to resolve conflicts between keys may lead to some 
unnecessary directories being created, which can adversely 
affect performance of the directory structure. To address this 
issue, directories in a lookup data structure can be compacted. 
Specifically, if a directory node points to less than two other 
hash table nodes (i.e., if only one or none of the directory slots 
is filled), the directory node can be removed. It can be desir 
able to perform this removal/compaction operation without 
taking latches or locks that would cause failures for read and 
write operations. 
0122 Referring now to FIG. 15, a compaction technique 
will be discussed, starting with an example of a directory 
node pointing to less than two other hash table nodes. Spe 
cifically, referring to the top portion of FIG. 15, initially a 
parent directory (1520) may include pointers (1524 and 1526) 
in slots 1 and 2. The pointer (1524) can point to other hash 
table nodes that are not illustrated. The pointer (1526) in slot 
2 of the parent directory (1520) can point to a leaf directory 
(1560). The leaf directory (1560) can be empty except for a 
pointer (1566) in slot 2 pointing to a cache unit (1570). 
0123. In compacting this or similar structures, a first count 
can be performed, counting the non-empty slots in a directory, 
such as the leaf directory (1560) of FIG. 15. If the result of this 
first count is found to be greater than one, then the technique 
can return control. If not, then there is no more than one item 
or pointer in the directory (1560). If this is the case, then the 
slot in the parent directory (1520) can be replaced with a 
self-pointer (1527) resulting in a self-loop, as is illustrated in 
the middleportion of FIG. 15. With this self-pointer (1527) in 
place, read and write operations intended for the leaf direc 
tory (1560) and the cache unit (1570) will continue to loop so 
that no locks are needed during the compaction technique. 
After this self-pointer (1527) is in place, a second count of 
pointers in the leaf directory (1560) can be performed to 
assure that no items or pointers have been added to the leaf 
directory (1560) since the first count. If the second count is 
not equal to the first count, then the technique can replace the 
self-pointer (1527) with the original pointer (1526) in the 
parent directory (1520) and return control without compact 
1ng. 
0.124. If the second count is equal to the first count, then 
the slot in the parent directory (1520) can be replaced with the 
same pointer (1566) that was found in the child directory 
(1560). If no pointers were found in the child directory in the 
first and second counts, then the slot in the parent directory 
can be null or empty. The slot in the child directory may 
include a temporary pointer (1567) back to the parent direc 
tory to assure that any operations that were en-route to the slot 
in the child leaf directory (1560) will be redirected to the 
parent directory (1520), and then to the cache unit (1570). 
0.125 Referring now to FIG. 16, a general compaction 
technique will be discussed. In the technique, a multi-direc 
tory data structure. Such as a hash table, can have directories 
including a root directory and one or more lower directories 
below the root directory. The directories can each include one 
or more directory items each pointing to another directory or 
to one or more cache units. In the technique it is determined 
(1610) whether a child or subject directory in the data struc 
ture includes more than one item, such as a pointer to another 
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directory or a cache unit. The child directory can be pointed to 
by a parent pointer in a parent slot in a parent directory. If the 
child directory does not include more than one item, then the 
parent pointer can be removed (1620) from the parent slot. If 
the child directory has only one item, then removing (1620) 
the parent pointer can include replacing the parent pointer 
with the one item from the child directory. If the child direc 
tory has no items, then removing (1620) the parent pointer 
can include leaving the parent slot empty, or null. 
0.126 Determining (1610) whether the child directory has 
more than one item can include performing a first count of 
non-empty slots in the child directory, replacing the parent 
pointer in the parent slot with pointer that points to itself, and 
performing a second count of non-empty slots in the child 
directory. Removing (1620) the parent pointer may be done if 
the first count is not more than 1 and the second count is equal 
to the first count, or not more than 1. 
(O127 C. Write-Only Latches 
I0128. In a typical cache, the number of reads (cache hits) 
are higher than the number of writes. Accordingly, it can be 
useful for a cache to satisfy reads faster than writes. Addi 
tionally, it can be desirable for a cache to facilitate concurrent 
operations on the cache. For example, it can be useful for a 
distributed cache to perform efficiently in a multi-core 
machine, where multiple read and/or write operations may be 
occurring at the same time. In dealing with Such concurrent 
operations, it can be useful for a cache to be able to handle 
write operations without locking out read operations. In addi 
tion, it can be useful for a cache hash table to handle large 
numbers of read requests without contention between result 
ing read operations. 
I0129. Common Language Runtime (CLR) supports an 
existing hash table that is not distributed. The CLR hash table 
is thread safe for use by multiple reader threads and a single 
writing thread. It is thread safe for multi-thread use when only 
one of the threads perform write (update) operations, which 
can allow lock-free reads, provided that the writers are seri 
alized to the hash table. To support multiple writers, all opera 
tions on the hash table must be done through the wrapper 
returned by the Synchronized method. The Synchronized 
method supports multiple writing threads, provided that no 
threads are reading the hash table. The synchronized wrapper 
does not provide for write-only locks on the hash table, and 
does not provide thread-safe access in the case of one or more 
readers and one or more writers. Whatever the advantages of 
Such a hash table, it does not provide the advantages of the 
write-only latch tools and techniques discussed herein. 
0.130. While concurrent operations are occurring in a 
cache lookup data structure. Such as a hash table, it can be 
desirable for put and get operations to be atomic, so that an 
entire put or get Succeeds or fails together. It can also be 
desirable for objects to be returned in some consistent state in 
response to get requests. In addition, it can be desirable to 
avoid losing requested updates to the data structure as a result 
of concurrent operations. In addition, as discussed above, it 
can be desirable to avoid blocking read-only operations. 
I0131 Latches can be used to help ensure atomicity of get 
and put operations in a cache lookup data structure, such as a 
hash table, in case of concurrent modifications to the struc 
ture. Referring to FIG. 17, a directory node (1710) can 
include one or more directory entries (1720), such as entries 
in the directory slots discussed above. Each directory entry 
(1720) can include a latch (1722), which can toggle between 
a latched State and an unlatched State. Each directory entry 
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(1720) can also include a node pointer (1724), which can 
point to another node, such as one of the types of nodes 
discussed above with reference to FIG. 13 (object node, inter 
nal node, etc.). Write operations can flip the latch (1722) to 
latch the directory entry (1720) before changing the node 
pointer (1724), which can change the reference to which the 
directory entry points. Upon completion of a write operation, 
the latch (1722) can be flipped back to the unlatched state. 
0132 Each object node that is referenced by a directory 
entry can be in a consistent state so that reads done without 
taking latches will always see the consistent object. This can 
occur by avoiding changes to the object nodes referenced by 
the lookup data structure. As discussed below, instead of 
making Such changes or updates directly to the object node 
itself, a new object node can be saved and prepared for access, 
and then a pointer to an existing object node can be replaced 
with a pointer to the new object node. Thus, read operations 
can return either the full existing object node or the full new 
object node in either case the object returned can be con 
sistent and the operation can be atomic. 
0.133 1. Write Operations 
0134 Write operations can include pre-operations and 
post-operations, which can be performed while the subject 
directory entry is latched. The pre- and post-operations can be 
delegated with a command, such as the following: Void Pre 
PostOperation(object old Item, object new Item). 
0135) In performing the write operations, a hash key cor 
responding to a given key corresponding to the cache unit of 
interest can be found. A leaf directory corresponding to the 
hash key can be found. For example, this can include using a 
first n least significant bits of the hash key to find a slot in a 
root directory, following a pointer in that slot, using the next 
in least significant bits of the hash key to find a slot in a 
subdirectory below the root directory, following a pointer in 
that Subdirectory, etc. until a leaf node corresponding to the 
given hash key is found. The slot number corresponding to the 
given key in the leaf directory can be found, and the slot can 
be latched. If the slot is pointing to an internal node, the latch 
can be released, and the operation can resume following the 
links in the directories. 
0136. Once the object node is found, sanity checks and 
pre-operations can be performed on the latched slot and the 
referenced object node. For example, the operation can check 
whether the key for the object of interest matches the one in 
the object node that was found. If one or more of these checks 
fails, an error can be thrown, which may result in the slot 
being unlatched and the write operation being terminated. 
0.137 If the checks succeed, the new pointer pointing to 
the new object node can be retrieved and marked as uncom 
mitted (i.e., not currently in use). In addition, the existing 
committed pointer (i.e., the pointer that is currently in use) 
can be linked with the new pointer, and the new pointer can be 
placed in the slot. 
0138 A check can be done to determine whether a com 
paction of the directory structure would result in a bypass the 
slot. Specifically, the operation can check whether a parent 
hash node slot that should be pointing to the hash node with 
the slot of interest is actually pointing to some other node. If 
So, then any changes can be rolled back, the latch can be 
released, and the technique described herein can resume with 
traversing the directory structure to find the correct slot that is 
currently pointing to the cache unit or object of interest, and 
sanity checks can be performed again, the new pointer can be 
placed in the new slot, etc. 
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0.139 Standard post-operations can then be performed to 
prepare for use of the new cache unit. It can be desirable 
attempt to prevent the post-operations from failing, although 
the pre-operations discussed above may fail (such as if the 
sanity checks fail). The new pointer in the slot can then be 
marked as committed and the slot can be unlatched. 

0140. This general write operation can be used to imple 
ment specific operations like Add, Put, Delete, etc. in similar 
ways. 

0141 
0142. As discussed above, read operations, such as get 
operations, can be done without taking latches. A read opera 
tion can include finding a hash key corresponding to a given 
key for a cache unit to be read. The look-up data structure can 
be traversed from a root directory to find the object node 
corresponding to the given hash key. If the given key matches 
the one present in the object node, then the cache unit pointed 
to by the committed pointer, i.e., the cache unit in the com 
mitted object node, can be returned. 
0143) 3. Write-Only Latch Technique 
0144. A write-only latch technique will be described with 
reference to FIG. 18. In the technique, a slot can be latched 
(1810) to prevent other write operations while a subject write 
operation (1820) is performed on an existing cache unit that is 
pointed to by an existing committed pointer in a cache direc 
tory slot. However, the latching (1810) can allow read opera 
tions on the cache unit during the write operation (1820). The 
write operation (1820) can include inserting (1822) a new 
uncommitted pointer in the slot, and then marking (1824) the 
new pointer as being committed. In addition, the slot can be 
unlatched (1830) after the write operation is complete. 
0145 The write operation (1820) can be any of a variety of 
write operations, such as a delete operation or an update 
operation. The write operation (1820) may proceed even 
while one or more read operations are being performed on a 
cache unit. Those read operations can produce consistent data 
corresponding to the cache unit prior to the write operation. 
0.146 
0.147. It can be useful for a cache to efficiently handle 
eviction and expiration of objects. Eviction from a cache can 
be based on a policy. Such as a least recently used policy or a 
least frequently used policy. In addition, expiration from a 
cache can be based on a time to live for a particular object. 
Eviction and expiration can be used for removing items, 
directories, etc. from a lookup data structure and from a cache 
to limit the memory consumption of the structure and the 
cache. 

0.148. The granularity of cache clean-up using eviction 
and expiration can be defined by defining the candidates for 
removal. For example, candidates may include cache units or 
object nodes that are pointed to by an entry in a leaf directory, 
and/or directories themselves. In addition, the cache units can 
be cache items, cache regions, etc. The candidates can be 
selected for removal based on their priority. This priority can 
be decided using statistics maintained along with the candi 
date in the lookup data structure. For example, the statistics 
can include a time to live and a creation time for a particular 
candidate, which can define the candidate's expiry status. In 
addition, the statistics can include a last access time for each 
candidate, which can define the candidate's eviction priority 
(e.g., according to a least recently used priority policy). 

2. Read Operations 

D. Eviction and Expiration 
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0149 1. Eviction and Expiration Using Different Priority 
Queues 
0150 Referring to FIG. 19, using the priority statistics, a 
data manager component (1910) can maintain a priority 
cleanup queue (PCQ) (1912) of removal candidates. The data 
manager component (1910) can perform a memory cleanup 
operation and can remove candidates in priority order using 
the PCO (1912). For candidates having the highest possible 
priority of removal, Sorting my not need to be done. These 
high priority candidates can be listed in a separate immediate 
cleanup queue (ICO) (1914). In this context, “immediate' 
does not mean that the candidates must be instantly deleted 
when they are included in the ICO (1914). Rather, in response 
to a request for a candidate for cleanup, the data manager 
component (1910) can return a candidate from the ICO 
(1914) before returning candidates from the PCQ (1912). The 
data manager component (1910) can also maintain a separate 
queue for items to be sorted (TBSQ) (1916). When candidates 
are to be removed from the cache, the data manager compo 
nent (1910) can perform the removal by instructing an object 
manager component (1930) to explicitly remove selected 
candidates returned from the ICO (1914) and/or PCQ (1912). 
Each of the queues (1912, 1914, and 1916) can include point 
ers to the actual candidates for removal, although they could 
include the candidates themselves. 
0151. The priority statistics (e.g., last access time) can be 
modified by each operation on the particular candidate. For 
example, in a least recently used strategy, the read operations 
and/or write operations typically make the candidate being 
written or read the least suitable for eviction. Accordingly, 
after any such operation, the PCQ (1912) may not be accurate 
until the PCQ (1912) is sorted again. 
0152 Operations can check whether a candidate associ 
ated with a key is expired upon each operation, periodically, 
or according to Some other scheme. If a candidate is expired, 
the candidate can be included in the ICO (1914). Candidates 
can also be included in the ICO (1914) on-demand when the 
ICO (1914) is found to be empty upon receiving a request to 
remove an item from the cache. However, a removal request 
may not result in an immediate traversal and re-sorting of the 
PCQ (1912) or TBSQ (1916). 
0153. Because sorting can be a resource-intensive opera 

tion, and Sorting more candidates takes more resources, dif 
ferent approaches can be taken to reduce the number of can 
didates Sorted by each sort operation. For example, a specified 
batch size can be selected, where only the batch size number 
of candidates are selected for each sort run, and/or multiple 
TBSQ's (1916) can be used to distribute the items to sort. 
0154 Following is a discussion of an example approach 
that can be taken to sort and remove candidates from a cache. 
A removal request can result in the selection of a candidate 
from either the head of the ICO (1914), or if ICO is empty 
(even after trying to repopulate it), then from head of the PCO 
(1912). This candidate can be deleted explicitly by the object 
manager component (1930). This can be done for as many 
candidates as are requested to be removed. 
(O155 The ICO (1914) and the PCQ (1912) can be main 
tained by a Sweeping technique. The Sweeping technique can 
include walking over the PCQ (1912) and the TBSQ (1916) 
and finding candidates in those queues that are eligible for 
immediate cleanup (e.g., the expired candidates). Such can 
didates can be moved to the ICO (1914). 
0156 The PCO (1912) can be maintained using a mark 
and-Sweep strategy. When a statistic for a candidate is 
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updated (typically indicating that the candidate has been 
accessed), the candidate can be marked with a flag. When 
marked candidates are encountered in the PCO (1912) by an 
operation responding to a removal request, the marked can 
didates need not be removed. Instead, when marked candi 
dates are encountered by Such requests, the candidates can be 
moved to the TBSQ (1916). 
0157 During a sweep, the unsorted candidates can be 
collected from TBSQ (1916) and unmarked. The collected 
candidates can be sorted, and the Sorted candidates can be 
merged with the existing candidates in the PCQ (1912). 
0158 Sweeping can be invoked in various ways. For 
example, Sweeping can be invoked asynchronously by a sepa 
rate thread that calls a Sweeping module periodically, and/or 
on-demand when the corresponding queue is empty upon 
receipt of a removal request. 
0159 2. Eviction and Expiration Techniques 
0160 Referring now to FIG.20, an eviction and expiration 
technique will be discussed. In the technique, a low priority 
cleanup queue can be maintained (2010). The low priority 
queue can list low priority removal candidates to be removed 
from a cache, the low priority removal candidates being 
Sorted in an order of priority for removal. Such as in a least 
recently used priority or a least frequently used priority. A 
high priority cleanup queue can also be maintained (2020). 
The high priority cleanup queue can list high priority removal 
candidates to be removed from the cache, Such as candidates 
that are identified as being expired. A to-be-Sorted queue can 
also be maintained (2030). The to-be-sorted queue can list 
removal candidates to be sorted in the low priority queue 
and/or the high priority queue. A request for removal can be 
responded to (2040). Responding (2040) can include return 
ing (2042) one or more removal candidates from the high 
priority cleanup queue if the high priority cleanup queue lists 
any high priority removal candidates. Responding (2040) can 
also include returning (2044) one or more low priority 
removal candidates from the low priority cleanup queue if no 
more high priority removal candidates remain in the high 
priority cleanup queue. The low priority removal candidates 
can be returned in an order of priority for removal. In addition, 
the returned candidates can be deleted (2050), such as in an 
order in which the candidates are returned. 
0.161 Maintaining the low priority cleanup queue, the 
high priority cleanup queue, and the to-be-Sorted queue can 
be done by listing new removal candidates in the to-be-sorted 
queue, identifying in the low priority cleanup queue and the 
to-be-Sorted queue eligible candidates for listing in the high 
priority queue, moving the eligible candidates to the high 
priority queue, Sorting the removal candidates in the to-be 
Sorted queue, and merging the candidates in the to-be-Sorted 
queue with the low priority candidates in the low priority 
queue. 
(0162 E. Enumeration 
(0163. It can be useful for a cache to be efficient and scal 
able in terms of enumeration of the cache contents, especially 
if the contents are sent out of a cache server to cache clients. 
Typical cache server enumerations, which maintain state on 
the serverside and do not do bulk operations, cannot be easily 
scaled. As used herein, an enumeration of a cache is a listing 
of all or part of the cache contents in an ordered manner. For 
example, this can include returning a cache unit, receiving a 
get next request and returning the next cache unit, etc. Enu 
meration can be done by traversing a lookup data structure, 
Such as a hash table, that is used for accessing a cache. 
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However, it can be difficult for a server interacting with 
numerous clients to maintain the state of each enumeration. 
0164 1. Stateful Enumerator 
0165. In one enumerator embodiment, an enumerator is 
implemented using traversal. Such as depth first traversal of a 
cache lookup data structure. Such as a multi-directory hash 
table. Referring to FIG. 20, a state of an enumeration can be 
maintained using a state Stack (2100) of state nodes (Enum 
StateNode) (2110), with each EnumStateNode (2110) includ 
ing the following information: directory node (DirNode) 
(2112), and index of last returned item (Index) (2114). DirN 
ode (2112) can include a pointer to a corresponding directory 
node in the cachelookup data structure that is being traversed, 
and Index (2114) can indicate the index (or offset) under 
traversal in that directory node. 
0166 Each time the traversal extends another level deeper 
into the lookup data structure, a new EnumStateNode (2110) 
can be created and pushed onto the top of the state stack 
(2100). Thus, the EnumStateNode (2110) at the top of the 
stack can include a DirNode (2112) pointing to the current 
directory node under traversal and an Index (2114) indicating 
where the next traversal should start. When the traversal 
exhausts a directory node (and all child nodes of that directory 
node) in the lookup data structure and ascends up a level to a 
parent directory node, the EnumStateNode (2110) corre 
sponding to the exhausted directory node can be discarded, 
leaving EnumStateNode (2110) corresponding to the parent 
directory node at the top of the state stack. Every GetNext 
operation can pop the EnumStateNode (2110) from the top of 
the state stack (2100) and start traversal from the directory 
node indicated by DirNode (2112) in that EnumStateNode 
(2110). Once the enumerator has located the next object node, 
the enumerator can push the EnumStateNode (2110) back to 
the top of the state stack (2100) with current directory node as 
DirNode (2112) and the current index+1 as Index (2114). The 
cache data in that next object can be returned. For example, 
the cache data may be returned to a cache client that sent a 
request for cache data by sending a GetNext request. 
0167 If directory nodes of the lookup data structure have 
been compacted, as discussed above, the state indicated by 
the state stack may no longer be valid. Hence enumerations 
may be invalidated by compaction. 
0168 The enumerator may be designed so that it does not 
deal with concurrent GetNext calls and is not shared for 
concurrent operations. However, if users desire to share Such 
an enumerator across threads, then user-level concurrency 
control primitives could be used for GetNext access. 
0169. Referring now to FIG. 22, a stateful enumeration 
technique will be discussed. In the technique, in response to 
receiving a cache data request, such as a GetNext request, an 
enumeration of cache units can be performed (2210), such as 
by traversing a multi-level cache lookup data structure. The 
data structure can include internal nodes and object nodes, 
with the object nodes corresponding to the cache units. 
0170. In addition, an enumeration state stack can be main 
tained (2220). The State stack can include state nodes, and can 
indicate a current state of the enumeration. For example, each 
state node can include a node identifier and a state index, as 
discussed above. The State nodes can correspond to a set of 
the internal nodes in the data structure, with the set of internal 
nodes forming a path from an internal node under traversal in 
the data structure to an internal root node in the data structure. 
Maintaining (2220) the state stack can include adding (2222) 
a state node to the state stack when traversing down a level in 
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the data structure as part of the enumeration. Maintaining 
(2220) the State stack can also include removing (2224)a state 
node from the State stack when traversing up a level in the data 
structure as part of the enumeration. 
0171 The technique can also include returning (2230) 
cache data located in the enumeration. The cache data could 
include various types of data, such as a cache unit or a batch 
of cache units. 
0172. 2. Stateless Enumerator 
(0173. In another enumerator embodiment, a stateless 
batch enumerator can be useful in networked environments 
Such as client-server environments. A cache server can 
expose a batch application programming interface (API), 
which can return a batch of data objects, and a client can 
enumerate on that batch. Once that batch is exhausted, the 
client can ask for a next batch from the server. The batch API 
can also be configured to send a current state of the enumera 
tion between the server and client. For example, each time a 
client requests a batch, the client can send the state of the 
enumeration to the server along with the batch request. When 
the server returns the next batch, it can send an updated State 
of enumeration, which the client can store until the client 
requests the next batch of cache data. 
0.174. Accordingly, enumeration can be done without 
maintaining the state of the enumeration on the server. This 
can save memory on the server, especially when the server is 
concurrently dealing with a large numbers of client enumera 
tions. 

0.175 Moreover, the batching can save resources because 
the client can cache each batch and does not need to call the 
enumerator on the server every time a GetNext command is 
received. Instead, the client can retrieve the data from the 
pre-fetched data in the batch. 
(0176). As discussed above, the stateful enumerator can 
maintain a state Stack, which can indicate a current state of 
enumeration over directory and conflict nodes. Referring to 
FIG. 23, the same state can be maintained in an enumeration 
state object (2300). The enumeration state object (2300) can 
include a parent identifier (2305), which can be used to store 
an identifier Such as a hash code of a parenthash table to check 
whether the batch request is called on the correct cache 
lookup data structure (such as the correct hash table). The 
enumeration state object (2300) can also include a creation 
time (2310), which can be compared with compaction times 
for the cache lookup data structure to determine whether any 
compactions invalidate the enumeration. 
0177. In addition, the enumeration state object (2300) can 
include a conflict index (2315) and a path (2320), which can 
each bean unsigned integer variable. The path (2320) indicate 
a current state of the enumeration and can thereby assist in 
locating a slot to be visited next in the traversal for the enu 
meration, and the conflict index (2315) can provide a current 
index in a conflict node if the enumeration is currently tra 
versing a conflict node. For an object node, the conflict index 
(2315) can be null or zero. 
(0178 Still referring to FIG. 23, the path (2320) can 
include multiple portions (2322, 2324, and 2326), each of 
which can provide an offset for a specified item in a directory, 
so that the overall path can specify a specific slot, Such as the 
next slot after the slot pointing to the last object returned in the 
last batch sent to the client. For example, as shown in FIG. 23. 
a first portion (2322) of the path (2320) can be four, indicating 
slot 4 in a root directory (2340), which can include a pointer 
(2342) pointing to a subdirectory (2350), which can include a 
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pointer (2352) to one subdirectory (2360) and another pointer 
(2354) to another subdirectory (2370). A second portion 
(2324) of the path (2320) can indicate slot 4 in the subdirec 
tory (2350), which can indicate a subdirectory (2370) pointed 
to by the pointer (2354) in slot 4. The third and final portion 
(2326) of the path (2320) can indicate slot 1 of the subdirec 
tory (2370), which can indicate a current slot for the enumera 
tion, such as where slot 1 is the slot for the traversal to resume 
for the enumeration. If slot 1 of the subdirectory (2370) were 
to point to a conflict node, then the conflict index (2315) could 
indicate an index in the conflict node where the traversal is to 
CSU. 

0179. As noted above, a state object (2300) can be sent to 
a cache client with each batch of cache data from the enu 
meration. Each time the client requests data, the client can 
send the state object (2300) along with the request. Accord 
ingly, the enumeration can proceed without maintaining the 
state of the enumeration on the server. 
0180 Referring now to FIG. 24, a first enumeration 
request with a first state object can be received (2410) at an 
enumerator, such as where the enumerator is at a cache server 
and receives the first enumeration request from a cache client. 
The first enumeration request can request cache data from a 
cache, and the first state object can indicate a state of an 
enumeration of the cache. Cache data to be sent in response to 
the request can be identified (2420) using the first state object, 
and the identified data can be sent (2430). Identifying (2420) 
the cache data to send using the first state object can include 
traversing a data structure that points to object nodes corre 
sponding to cache units in the cache. The data structure can be 
a multi-level hash table data structure that includes internal 
nodes and object nodes, where one of the internal nodes 
points to each object node. 
0181 Moreover, a second state object can be sent (2440) 
with the cache data in response to the first request, and a 
second enumeration request with the second state object can 
be received (2450), such as at an enumerator in a cache server. 
Accordingly, the enumeration can proceed without the State 
of the enumeration being maintained at the enumerator or 
elsewhere in the cache server. 
0182 F. Indexing 
0183. It can be useful for a cache data manager to support 
efficient creation and maintenance of indexes for performing 
lookups or searching on secondary values, such as tags. In one 
embodiment, an index data structure can be used for Such 
lookups or searching. This index data structure can be in 
addition to the main lookup data structure discussed above, 
which can include location information corresponding to the 
cache units and can be managed by the data manager. 
0184 The index data structure can be a multi-level hash 
table structure, which can be used for implementing an index 
system with composite keys being used as indices for search 
ing a cache, Such as a distributed partitioned cache. The 
indices can be managed with the cache data manager compo 
nent. 

0185. In the indexing hash table structure, one or more 
internal hash tables, including a root hash table, can point to 
lower level hash tables, which can in turn point to other even 
lower level hashtables. Inann-level hashtable structure, each 
leaf node for the ith level hash table can point to the (i-1) level 
hash table or to a cache unit. Operations on the multilevel 
hash table structure can be done using composite keys, where 
a composite key is an ordered set of Sub-keys, Such as an 
ordered set of hash keys. Each hash table can include a single 
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directory or multiple directories. For an n-level hash table 
structure, a composite key may include up to n sub-keys. The 
Sub-keys within the composite key can be specified in a con 
sistent order for all operations on the multi-level hash table 
structure. In other words, if an object is added to the multi 
level hash table structure with a composite key {k 1, k 2. 
k 3, ... k_n}, then to access the object, the same composite 
key can be used with the same order of the keys. In addition, 
an ith-level hash table that points to an object of interest 
within the multi-level hash table structure could be accessed 
using the first (n-i) keys in the composite key {k 1, k 2. 
k 3 ... k n with the same order of the keys. 
0186 Referring to FIG. 25, an example of a three-level 
hash table structure (2500) will be discussed. The table struc 
ture (2500) can include a third level (2510) including a root 
hash table (2512) associated with a tag (2514) (e.g. a tag for 
“Books”), a second level (2520) including one or more sub 
tables including a table (2522) associated with a tag (2524) 
(e.g., a tag for “Fiction'), and a first level (2530) including 
one or more sub-tables including a table (2532) associated 
with a tag (2534) (e.g., a tag for “Romance Novels). 
0187. An object (2540), such as a cache object associated 
with a particular book, pointed to by a leaf node of the hash 
table (2532) in the first level (2530) can be specified with a 
composite key (2550) having three ordered hash keys (2552, 
2554, and 2556). A first hash key (2552) in the composite key 
(2550) can specify a pointer in a leaf node of the root hash 
table (2512), where the pointerpoints to the hash table (2522) 
in the second level (2520). A second hash key (2554) in the 
composite key (2550) can specify a pointer in a leaf node in 
the second-level hash table (2522), where that pointer points 
to the leaf hash table (2532) in the first level (2530). A third 
hash key (2556) in the composite key (2550) can specify a 
pointer in a leaf node in the first-level hash table (2532), 
which can point to the specified object (2540), such as a cache 
unit. Accordingly, the hash table structure (2500) in FIG. 25 
can be considered a tree data structure, with the tables in the 
hash table structure (2500) being nodes in the tree structure. 
0188 A tag index can be formed using the multiple level 
hash table structure (2500), where a tag (2514, 2524, 2534, 
etc.) can be associated with each hash table. Objects pointed 
to by a hash table or its sub-tables can be considered to 
correspond to a tag associated with the hash table. 
(0189 Moreover, an index enumerator can maintain a list 
of one or more intermediatelevel hashtable enumerator states 
and a leaf hash table enumerator state (current state). When a 
client asks for a batch with an index enumerator state, the 
enumerator can traverse over the list of state to locate a leaf 
hash table. Once the leaf hash table is located, a batch can be 
requested for that leafhash table with the current enumeration 
state. Such as by using the stateful or stateless enumeration 
techniques discussed above. 
0190. Accordingly, the multi-level hashtable structure can 
be used to search for cache units associated with one or more 
tags. For example, if a root hash table was tagged for books 
and a sub-table was tagged for fiction, a search for fiction 
books could be performed by enumerating and returning all 
the book objects pointed to (either directly or indirectly such 
as through one or more sub-tables) by that sub-table. 
0191 Referring now to FIG. 26, an indexing technique 
will be discussed. The technique can be performed in a com 
puting environment that includes a cache, Such as a distrib 
uted partitioned cache, and that includes a main cache lookup 
data structure that includes location information correspond 
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ing to the cache units in the cache. The environment can also 
include a cache index data structure, such as the one illus 
trated in FIG. 25, with a higher level table and a lower level 
table, the higher level table having a leaf node pointing to the 
lower level table, and the lower level table having a leaf node 
pointing to one of the cache units. In addition, the lower level 
table can be associated with a tag. Alternatively, the technique 
can be performed in Some other environment. 
0.192 The technique can include conducting a search 
(2610) for cache units associated with a tag, which can be 
associated with a cache table in a cache index data structure. 
The search (2610) can be conducted using the cache index 
data structure. For example, a search request associated with 
the tag can be received (2612). In response to the request, a 
table in the data structure, such as the lower-level table dis 
cussed above, can be enumerated (2614). The enumeration 
can include enumerating (2614) the table associated with the 
tag (such as by enumerating cache units or objects that nodes 
in the table point to) and enumerating other tables in the data 
structure that are pointed to by the table associated with the 
tag. Conducting the search can include using a key to access 
one or more cache units pointed to by one or more tables in the 
cache index data structure. The key can be a composite key 
that includes an ordered set of sub-keys, with each sub-key 
including location information (e.g., in the form of a hash 
key) for a table in the cache index data structure. In addition, 
results from the search, Such as a list of cache units from the 
enumeration or the cache units themselves, can be returned 
(2640). Although the subject matter has been described in 
language specific to structural features and/or methodologi 
cal acts, it is to be understood that the subject matter defined 
in the appended claims is not necessarily limited to the spe 
cific features or acts described above. For example, the acts 
and features may be beneficially used with a cache that is not 
a distributed cache. Rather, the specific features and acts 
described above are disclosed as example forms of imple 
menting the claims. 

I/we claim: 
1. A computer-implemented method, comprising: 
maintaining a low priority cleanup queue that is configured 

to list low priority removal candidates to be removed 
from a cache, with the low priority removal candidates 
being sorted in an order of priority for removal; 

maintaining a high priority cleanup queue that is config 
ured to list high priority removal candidates to be 
removed from the cache; and 

in response to receiving a request for one or more candi 
dates for removal from the cache: 
if the high priority cleanup queue lists any high priority 

removal candidates, returning one or more candidates 
from the high priority cleanup queue; and 

if no more high priority removal candidates remain in 
the high priority cleanup queue, then returning one or 
more low priority removal candidates from the low 
priority cleanup queue in the order of priority for 
removal. 

2. The method of claim 1, wherein the high priority 
removal candidates are identified as being expired. 

3. The method of claim 1, wherein the low priority removal 
candidates are sorted according to a least recently used policy. 

4. The method of claim 1, wherein the low priority removal 
candidates are sorted according to a least frequently used 
policy. 
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5. The method of claim 1, further comprising maintaining 
a to-be-Sorted queue that is configured to list candidates to be 
Sorted in the low priority cleanup queue. 

6. The method of claim 5, wherein maintaining the low 
priority cleanup queue, the high priority cleanup queue, and 
the to-be-Sorted queue comprises: 

identifying in the low priority cleanup queue and the to-be 
Sorted queue eligible candidates for listing in the high 
priority queue; 

listing the eligible candidates in the high priority queue; 
sorting removal candidates listed in the to-be-Sorted queue; 

and 
merging the candidates listed in the to-be-Sorted queue 

with the low priority candidates in the low priority 
queue. 

7. The method of claim 6, wherein the cache is a distributed 
partitioned cache, wherein the low priority removal candi 
dates are sorted according to a least recently used policy, and 
wherein the high priority removal candidates are identified as 
being expired. 

8. The method of claim 1, further comprising deleting the 
returned removal candidates from the cache in an order in 
which the returned removal candidates are returned. 

9. A computer system comprising: 
means for receiving a request for one or more candidates 

for removal from a cache; 
means for returning one or more candidates for removal 

from the cache in response to the request, the means for 
returning comprising: 
means for returning one or more candidates for removal 

that are identified as being expired; 
means for determining when all candidates for removal 

that are identified as being expired have been 
returned; and 

means for returning candidates for removal according to 
a priority policy when all candidates for removal that 
are identified as being expired have been returned. 

10. The computer system of claim 9, wherein the priority 
policy comprises a least recently used policy. 

11. The computer system of claim 9, wherein the means for 
returning one or more candidates for removal that are identi 
fied as being expired comprises returning candidates from a 
high priority queue, and wherein the means for returning 
candidates for removal according to the priority policy com 
prises returning candidates from a low priority queue. 

12. The computer system of claim 9, further comprising 
means for deleting one or more returned candidates from the 
cache in an order in which the one or more returned candi 
dates are returned. 

13. The computer system of claim 9, wherein the means for 
returning one or more candidates for removal that are identi 
fied as being expired comprises means for maintaining a high 
priority queue listing high priority candidates that are identi 
fied as being expired. 

14. The computer system of claim 13, wherein the means 
for returning candidates for removal according to a priority 
policy comprises maintaining a low priority queue listing low 
priority candidates for removal, the low priority candidates 
being sorted according to the priority policy. 

15. One or more computer-readable storage media having 
computer-executable instructions embodied thereon that, 
when executed, perform acts comprising: 
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performing a write operation on an existing cache unit that 
is pointed to by an existing committed pointer in a cache 
directory slot; and 

latching the slot to prevent other write operations on the 
cache unit; 

allowing one or more read operations on the cache unit 
during the write operation; and 

unlatching the slot after the write operation is complete. 
16. The one or more computer-readable media of claim 15, 

wherein the write operation is a delete operation. 
17. The one or more computer-readable media of claim 15, 

wherein the write operation is an update operation. 
18. The one or more computer-readable media of claim 15, 

wherein the acts further comprise allowing the write opera 
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tion to proceed when one or more read operations are ongoing 
at a time when the write operation begins. 

19. The one or more computer-readable media of claim 15, 
wherein the one or more read operations that are allowed 
during the write operation return consistent data correspond 
ing to the cache unit prior to the write operation. 

20. The one or more computer-readable media of claim 15, 
wherein the write operation comprises: 

inserting a new uncommitted pointer in the slot, the new 
pointer pointing to a new cache unit that is to replace the 
existing cache unit; and 

marking the new pointer as being committed. 
c c c c c 


