
(12) INTERNATIONAL APPLICATION PUBLISHED UNDER THE PATENT COOPERATION TREATY (PCT)

(19) World Intellectual Property
Organization

International Bureau
(10) International Publication Number

(43) International Publication Date WO 2015/134537 Al
11 September 2015 (11.09.2015) P O P C T

(51) International Patent Classification: (81) Designated States (unless otherwise indicated, for every
H04N 13/04 (2006.01) kind of national protection available): AE, AG, AL, AM,

AO, AT, AU, AZ, BA, BB, BG, BH, BN, BR, BW, BY,
(21) International Application Number: BZ, CA, CH, CL, CN, CO, CR, CU, CZ, DE, DK, DM,

PCT/US2015/018538 DO, DZ, EC, EE, EG, ES, FI, GB, GD, GE, GH, GM, GT,
(22) International Filing Date: HN, HR, HU, ID, IL, IN, IR, IS, JP, KE, KG, KN, KP, KR,

3 March 2015 (03.03.2015) KZ, LA, LC, LK, LR, LS, LU, LY, MA, MD, ME, MG,
MK, MN, MW, MX, MY, MZ, NA, NG, NI, NO, NZ, OM,

(25) Filing Language: English PA, PE, PG, PH, PL, PT, QA, RO, RS, RU, RW, SA, SC,

(26) Publication Language: English SD, SE, SG, SK, SL, SM, ST, SV, SY, TH, TJ, TM, TN,
TR, TT, TZ, UA, UG, US, UZ, VC, VN, ZA, ZM, ZW.

(30) Priority Data:
61/947,843 4 March 2014 (04.03.2014) US (84) Designated States (unless otherwise indicated, for every

kind of regional protection available): ARIPO (BW, GH,
(71) Applicant: GOPRO, INC. [US/US]; 3000 Clearview GM, KE, LR, LS, MW, MZ, NA, RW, SD, SL, ST, SZ,

Way, Bldg. E, San Mateo, CA 94402 (US). TZ, UG, ZM, ZW), Eurasian (AM, AZ, BY, KG, KZ, RU,
TJ, TM), European (AL, AT, BE, BG, CH, CY, CZ, DE,(72) Inventors: MACMILLAN, Timothy; C/o GoPro, Inc.,
DK, EE, ES, FI, FR, GB, GR, HR, HU, IE, IS, IT, LT, LU,3000 Clearview Way, Bldg. E, San Mateo, CA 94402
LV, MC, MK, MT, NL, NO, PL, PT, RO, RS, SE, SI, SK,(US). NEWMAN, David, A.; C/o GoPro, Inc., 3000
SM, TR), OAPI (BF, BJ, CF, CG, CI, CM, GA, GN, GQ,

Clearview Way, Bldg. E, San Mateo, CA 94402 (US). AD-
GW, KM, ML, MR, NE, SN, TD, TG).

SUMILLI, Balineedu, Chowdary; C/o GoPro, Inc., 3000
Clearview Way, Bldg. E, San Mateo, CA 94402 (US). Published:
CAMPBELL, Scott, Patrick; C/o GoPro, Inc., 3000

— with international search report (Art. 21(3))
Clearview Way, Bldg. E, San Mateo, CA 94402 (US).

(74) Agents: AMSEL, Jason, E. et al; Fenwick & West LLP,
Silicon Valley Center, 801 California Street, Mountain
View, CA 94041 (US).

(54) Title: GENERATION OF VIDEO BASED ON SPHERICAL CONTENT

FIG. 6
(57) Abstract: A spherical content capture system captures spherical video content. A spherical video sharing platform enables users
to share the captured spherical content and enables users to access spherical content shared by other users. In one embodiment, cap -
tured metadata or video/audio processing is used to identify content relevant to a particular user based on time and location informa -
tion. The platform can then generate an output video from one or more shared spherical content files relevant to the user. The output
video may include a non- spherical reduced field of view such as those commonly associated with conventional camera systems. Par
ticularly, relevant sub-frames having a reduced field of view may be extracted from each frame of spherical video to generate an out
put video that tracks a particular individual or object of interest.



GENERATION OF VIDEO BASED ON SPHERICAL CONTENT

INVENTORS:

TIMOTHY MACMILLAN
DAVID A. NEWMAN

BALINEEDU CHOWDARY ADSUMILLI

SCOTT PATRICKCAMPBELL

CROSS-REFERENCE TO RELATED APPLICATIONS

[0001] This application claims the benefit of U.S. Provisional Application No. 61/947,843

entitled "Media Content System Using Spherical Video," filed on March 4, 2014 to Timothy

MacMillan, et al., the contents of which are incorporated by reference herein.

BACKGROUND

TECHNICAL FIELD

[0002] This disclosure relates to a media content system, and more specifically, to a media

content system using spherical video.

DESCRIPTION OF THE RELATED ART

[0003] In a spherical video capture system, a video camera system (which may include

multiple video cameras) captures video in a 360 degree field of view along a horizontal axis

and 180 degree field of view along the vertical axis, thus capturing the entire environment

around the camera system in every direction. Current spherical video systems have not

gained widespread use because high resolution, high frame rate video captured by such

systems are extremely large and difficult to process and manage.

BRIEF DESCRIPTIONS OF THE DRAWINGS

[0004] The disclosed embodiments have other advantages and features which will be more

readily apparent from the following detailed description of the invention and the appended

claims, when taken in conjunction with the accompanying drawings, in which:

[0005] Figure (or "FIG.") 1 illustrates an example representation of a spherical video and a

non-spherical video generated from the spherical content.

[0006] FIG. 2 illustrates an example embodiment of a media content system.

[0007] FIG. 3 illustrates an example architecture of a camera.

[0008] FIG. 4 illustrates a side view of an example embodiment of a camera.

[0009] FIG. 5 illustrates an example embodiment of a video server.



[0010] FIG. 6 illustrates an example embodiment of a process for generating an output video

relevant to a target path from one or more spherical videos.

[0011] FIG. 7 illustrates an example embodiment of a process for determining a matching

portion of a spherical video relevant to a target path.

[0012] FIG. 8 illustrates an example embodiment of a process for generating an output video

relevant to a target identified based on audio and/or visual analysis of spherical content.

[0013] FIG.9 illustrates an example embodiment of a process for generating an output video

based on an edit map.

[0014] FIG. 10 illustrates an example embodiment of a process for stitching relevant sub-

frames of an output video based on unstitched spherical video.

DETAILED DESCRIPTION

[0015] The figures and the following description relate to preferred embodiments by way of

illustration only. It should be noted that from the following discussion, alternative

embodiments of the structures and methods disclosed herein will be readily recognized as

viable alternatives that may be employed without departing from the principles of what is

claimed.

[0016] Reference will now be made in detail to several embodiments, examples of which are

illustrated in the accompanying figures. It is noted that wherever practicable similar or like

reference numbers may be used in the figures and may indicate similar or like functionality.

The figures depict embodiments of the disclosed system (or method) for purposes of

illustration only. One skilled in the art will readily recognize from the following description

that alternative embodiments of the structures and methods illustrated herein may be

employed without departing from the principles described herein.

CONFIGURATION OVERVIEW

[0017] A spherical content capture system captures spherical video content. A spherical

video sharing platform enables users to share the captured spherical content and enables users

to access spherical content shared by other users. By definition, a spherical camera will

capture everything in the surrounding environment (e.g., 360 degrees in the horizontal plane

and 180 degrees in the vertical plane). While only a small portion of the captured content

may be relevant to operator of the camera, the remainder of the captured content may be

relevant to a community of other users. For example, any individuals that were in the vicinity

of a spherical camera capturing spherical video content are likely to appear somewhere in the



captured content, and may therefore be interested in the content. Thus, any captured

spherical content may be meaningful to a number of different individuals and a community of

users may benefit from sharing of spherical video content. As one example, a group of

people each record their actions on a spherical camera and allow shared access to the

captured content. Each individual in the group is then capable of extracting relevant and

meaningful content from a shared capture, different portions of which will be relevant to

different members of the group or others outside of the group.

[0018] In one embodiment, metadata included in the spherical content is used to identify

content relevant to a particular user (e.g., based on time and location information).

Alternatively, the content relevant to a particular user may be determined by processing the

spherical video itself (e.g., by performing content recognition) or its corresponding audio

track. The platform can then generate an output video from one or more shared spherical

content files relevant to the user. The output video may include a non-spherical reduced field

of view such as those commonly associated with conventional camera systems (e.g., a 120

degree by 67 degree field of view). For example, a relevant sub-frame having a reduced field

of view may be extracted from each frame of spherical video to generate the output video.

For example, sub-frames may be selected to generate an output video that track a particular

individual, object, scene, or activity of interest. The output video thus reduces the captured

spherical content to a standard field of view video having the content of interest while

eliminating extraneous data outside the targeted field of view. As will be apparent, many

different output videos can be generated from the same set of shared spherical video content.

[0019] In one particular embodiment, a video server stores a first spherical video having first

spherical video content and first video metadata including location data pertaining to a

location of a first camera capturing the first spherical video content and timing data

pertaining to a time of capture of the first spherical video content. User metadata is received

representing a target path comprising a sequence of time-stamped locations corresponding to

a target. The video server determines, based on the user metadata and the first video

metadata, a first matching portion of the first spherical video that was captured when the first

camera was within a threshold vicinity of the target. A sequence of sub-frames are

determined by selecting, for each of a plurality of frames of the first matching portion of the

first spherical video, a sub-frame having content relevant to the target path, where each of the

sequence of sub-frames comprising a non-spherical field of view. The sub-frames are

combined to generate a first portion of the output video relevant to the target and the output

video is outputted.



[0020] In another particular embodiment, output videos are generated with sub-frames

selected based on audio and/or visual features of the spherical content without depending on

location-based tracking. In one such embodiment, a video server stores a first spherical video

comprising a sequence of spherical video frames each having a spherical field of view and

one or more audio tracks. The video server processes the first spherical video to identify a

target feature of interest meeting one or more audio or visual criteria. The video server

determines a first range of frames of the first spherical video having the target feature of

interest. The video server then determines a first sequence of sub-frames from each of the

first range of frames, where each of the first sequence of sub-frames having a non-spherical

field of view, and where each of the first sequence of sub-frames includes a spatial region

around the target feature of interest. A first portion of an output video is generated including

the sequence of sub-frames and the output video is outputted.

[0021] In yet another particular embodiment, a video server manages media content

generated from spherical video. The video server stores a plurality of spherical videos.

When an output video is requested, the video server receives an edit map specifying for each

frame time of an output video, an identifier of a spherical video and a spatial location of a

sub-frame in the identified spherical video having a non-spherical field of view. The output

video is generated based on the edit map and includes the sub-frame from the identified

spherical video specified for each frame time. The output video is then outputted.

[0022] Additional embodiments are described in further detail below.

GENERATION OF OUTPUT VIDEO FROM SPHERICAL CONTENT

[0023] FIG. 1 illustrates an example representation of a spherical video illustrated as a

sequence of spherical video frames 102 (e.g., frames 102-A, 102-B, 102-C, 102-D). In the

illustrated embodiment, the spherical video frames 102 are projected to a rectangular image.

In practice, the spherical video may be encoded in any of a number of possible file formats

including circular formats, rectangular formats, oval formats, etc. As can be seen, because

spherical video captures in every direction, the captured scene wraps around the edges (e.g.,

the house in FIG. 1 is approximately 180 degrees from the center of the image from the

perspective of the camera). To generate the output video, a relevant sub-frame 104 is

extracted from each of the spherical frames 102 (e.g., sub-frames that track the path of the

person). Thus, the output video has a non-spherical (e.g., standard) field of view and

provides the appearance of a camera panning across the scene to track the person's path. As

can be seen, different output videos could be created from the same raw spherical video by



extracting different sequences sub-frames depict other individuals or objects of interest. As

the number of shared videos in the sharing platform increases, the likelihood of users being

able to find videos of relevance increases substantially.

[0024] In one embodiment, a community content sharing platform enables individuals to

subscribe to a community of users. The subscribers are provided access to video captured by

not only themselves but also the wider group. The community content sharing platform may

effectively be a public open-source resource for everyone to find and use meaningful content

of themselves from a plurality of different spherical camera sources.

EXAMPLE SPHERICAL MEDIA CONTENT SYSTEM

[0025] FIG. 2 is a block diagram of a media content system 200, according to one

embodiment. The media content system 200 includes one or more metadata sources 210, a

network 220, a camera 230, a client device 235 and a video server 240. In alternative

configurations, different and/or additional components may be included in the media content

system 200. Examples of metadata sources 210 include sensors (such as accelerometers,

speedometers, rotation sensors, GPS sensors, altimeters, and the like), camera inputs (such as

an image sensor, microphones, buttons, and the like), and data sources (such as clocks,

external servers, web pages, local memory, and the like). In some embodiments, one or more

of the metadata sources 210 can be included within the camera 230. Alternatively, one or

more of the metadata sources 210 may be integrated with a client device 235 or another

computing device such as, for example, a mobile phone.

[0026] The camera 230 can include a camera body one or more a camera lenses, various

indicators on the camera body (such as LEDs, displays, and the like), various input

mechanisms (such as buttons, switches, and touch-screen mechanisms), and electronics (e.g.,

imaging electronics, power electronics, metadata sensors, etc.) internal to the camera body for

capturing images via the one or more lenses and/or performing other functions. One or more

cameras 230 is capable of capturing spherical or substantially spherical content. As used

herein, spherical content may include still images or video having spherical or substantially

spherical field of view. For example, in one embodiment, the camera 230 captures video

having a 360 degree field of view in the horizontal plane and a 180 degree field of view in the

vertical plane. Alternatively, the camera 230 may capture substantially spherical video

having less than 360 degrees in the horizontal direction and less than 180 degrees in the

vertical direction (e.g., within 10% of the field of view associated with fully spherical

content).



[0027] As described in greater detail in conjunction with FIG. 3 below, the camera 230 can

include sensors to capture metadata associated with video data, such as timing data, motion

data, speed data, acceleration data, altitude data, GPS data, and the like. In a particular

embodiment, location and/or time centric metadata (geographic location, time, speed, etc.)

can be incorporated into a media file together with the captured spherical content in order to

track the location of the spherical camera 230 over time. This metadata may be captured by

the camera 230 itself or by another device (e.g., a mobile phone) proximate to the camera

230. In one embodiment, the metadata may be incorporated with the content stream by the

camera 230 as the spherical content is being captured. In another embodiment, a metadata

file separate from the spherical video file may be captured (by the same capture device or a

different capture device) and the two separate files can be combined or otherwise processed

together in post-processing.

[0028] The video server 240 receives and stores videos captured by the camera 230 and

allows users to access shared videos at a later time. In one embodiment, the video server 240

provides the user with an interface, such as a web page or native application installed on the

client device 235, to interact with and/or edit the stored videos and to automatically generate

output videos relevant to a particular user (or a particular set of metadata) from one or more

stored spherical videos. The output videos may have a reduced field of view relative to the

original spherical videos. For example, an output video may have a field of view consistent

with that of a conventional non-spherical camera such as, for example, a 120 degree by 67

degree field of view. To generate the output video, the video server 240 extracts a sequence

of relevant sub-frames having the reduced field of view from frames of one or more spherical

videos. For example, sub-frames may be selected from one or more spherical videos to

generate an output video that tracks a path of a particular individual or object. In one

embodiment, the video server 240 can automatically identify sub-frames by finding

identifying spherical video that was captured near a particular location and time where a user

was present (or other time and location of interest). Because spherical content is captured in

all directions, the spherical video captured at the particular time and location where the user

was present is highly likely to include sub-frames depicting the user (or scene of interest). In

another embodiment, a time-varying path (e.g., a sequence of time-stamped locations) of a

target (e.g., a person, object, or other scene of interest) can be used to automatically find

spherical video having time and location metadata closely matching the path. Furthermore,

by correlating the relative location of the camera 230 with a location at each time point in the

path of interest, the video server 240 can automatically determine a direction between the



camera 230 and the target and thereby automatically select the appropriate sub-frames

depicting the target. Because the original spherical video captures video in all directions,

many different output videos can be generated from the same set of shared spherical video

content.

[0029] In an embodiment, the video server 240 generates the output video based on an input

metadata that includes a target path represented by a sequence of time-stamped target

locations. For example, the person depicted in FIG. 1 may carry a tracking device (e.g., a

camera, mobile device, or other tracking device) that tracks his location. For each time-

stamped target location, the video server 240 identifies spherical content that has a metadata

tag including a timestamp and location that match (or best match) the time-stamped location

in the input metadata sequence. Based on the relative location information, the video server

240 can also determine a direction between the camera and the target and thereby select a

sub-frame capturing the target. In other embodiments, output videos may be generated based

on two or more spherical video files shared on the video server.

[0030] As one example use case scenario, a skier at a ski resort may use an application on his

mobile phone to track his movement through the ski resort. One or more other users capture

spherical video content one the same day at the same ski resort and share the spherical

content on the video server, some of which will depict the skier. By correlating the

time/location metadata tracking the skier's movement with time/location metadata associated

with the spherical video files, the video server can automatically locate a sequence of sub-

frames from one or more of the spherical videos that depict the skier and follow his path

through the resort. Further still, other skiers can input a different set of time/location

metadata and obtain their own customized videos from the same set of captured spherical

content. If multiple skiers record and share spherical content, the volume of relevant video

for any individual skier is multiplied. Thus, as the size of the sharing community increases,

the relevance of the spherical content to any giving user increases rapidly.

[0031] In other embodiments, the video server 240 can automatically identify sub-frames of

interest based on the spherical video content itself or its associated audio track. For example,

facial recognition, object recognition, motion tracking, or other content recognition or

identification techniques may be applied to the spherical video to identify sub-frames of

interest. Alternatively, or in addition, a microphone array may be used to determine

directionality associated with a received audio signal, and the sub-frames of interest may be

chosen based on the direction between the camera and the audio source. These embodiments

beneficially can be performed without any location tracking of the target of interest. Further



still, any of the above techniques may be used in combination to automatically determine

which sub-frames to select for generating an output video.

[0032] A user can interact with interfaces provided by the video server 240 via the client

device 235. The client device 235 is any computing device capable of receiving user inputs as

well as transmitting and/or receiving data via the network 220. In one embodiment, the client

device 235 is a conventional computer system, such as a desktop or a laptop computer.

Alternatively, the client device 235 may be a device having computer functionality, such as a

personal digital assistant (PDA), a mobile telephone, a smartphone or another suitable device.

The user can use the client device 235 to view and interact with or edit videos stored on the

video server 240. For example, the user can view web pages including video summaries for a

set of videos captured by the camera 230 via a web browser on the client device 235.

[0033] One or more input devices associated with the client device 235 receive input from

the user. For example, the client device 235 can include a touch-sensitive display, a keyboard,

a trackpad, a mouse, a voice recognition system, and the like. In some embodiments, the

client device 235 can access video data and/or metadata from the camera 230 or one or more

metadata sources 210, and can transfer the accessed metadata to the video server 240. For

example, the client device may retrieve videos and metadata associated with the videos from

the camera via a universal serial bus (USB) cable coupling the camera 230 and the client

device 235. The client device 235 can then upload the retrieved videos and metadata to the

video server 240. In one embodiment, the client device 235 interacts with the video server

240 through an application programming interface (API) running on a native operating

system of the client device 235, such as IOS® or ANDROID™. While FIG. 2 shows a single

client device 235, in various embodiments, any number of client devices 235 may

communicate with the video server 240.

[0034] The video server 240 communicates with the client device 235, the metadata sources

210, and the camera 230 via the network 220, which may include any combination of local

area and/or wide area networks, using both wired and/or wireless communication systems. In

one embodiment, the network 220 uses standard communications technologies and/or

protocols. In some embodiments, all or some of the communication links of the network 220

may be encrypted using any suitable technique or techniques. It should be noted that in some

embodiments, the video server 240 is located within the camera 230 itself.

[0035] Various components of the environment 200 of FIG. 2 such as the camera 230,

metadata source 210, video server 240, and client device 225 can include one or more

processors and a non-transitory computer-readable storage medium storing instructions



therein that when executed cause the processor to carry out the functions attributed to the

respective devices described herein.

EXAMPLE CAMERA CONFIGURATION

[0036] FIG. 3 is a block diagram illustrating a camera 230, according to one embodiment. In

the illustrated embodiment, the camera 230 comprises two camera cores 310 (e.g., camera

core A 310-A and camera core B 310-B) each comprising a hemispherical lens 312 (e.g.,

hemispherical lens 312-A and hemispherical lens 312-B), an image sensor 314 (e.g., image

sensor 314-A and image sensor 314-B), and an image processor 316 (e.g., image processor

316-A and image processor 316-B). The camera 230 additional includes a system controller

320 (e.g., a microcontroller or microprocessor) that controls the operation and functionality

of the camera 230 and system memory 330 configured to store executable computer

instructions that, when executed by the system controller 320 and/or the image processors

316, perform the camera functionalities described herein.

[0037] An input/output (I/O) interface 360 transmits and receives data from various external

devices. For example, the I/O interface 360 may facilitate the receiving or transmitting video

or audio information through an I/O port. Examples of I/O ports or interfaces include USB

ports, HDMI ports, Ethernet ports, audioports, and the like. Furthermore, embodiments of the

I/O interface 360 may include wireless ports that can accommodate wireless connections.

Examples of wireless ports include Bluetooth, Wireless USB, Near Field Communication

(NFC), and the like. The I/O interface 360 may also include an interface to synchronize the

camera 230 with other cameras or with other external devices, such as a remote control, a

second camera 230, a smartphone, a client device 335, or a video server 340.

[0038] A control/display subsystem 370 includes various control a display components

associated with operation of the camera 230 including, for example, LED lights, a display,

buttons, microphones, speakers, and the like. The audio subsystem 350 includes, for example,

one or more microphones and one or more audio processors to capture and process audio data

correlated with video capture. In one embodiment, the audio subsystem 350 includes a

microphone array having two or microphones arranged to obtain directional audio signals.

[0039] Sensors 340 capture various metadata concurrently with, or separately from, video

capture. For example, the sensors 340 may capture time-stamped location information based

on a global positioning system (GPS) sensor, and/or an altimeter. Other sensors 340 may be

used to detect and capture orientation of the camera 230 including, for example, an

orientation sensor, an accelerometer, a gyroscope, or a magnetometer. Sensor data captured



from the various sensors 340 may be processed to generate other types of metadata. For

example, sensor data from the accelerometer may be used to generate motion metadata,

comprising velocity and/or acceleration vectors representative of motion of the camera 230.

Furthermore, sensor data from the may be used to generate orientation metadata describing

the orientation of the camera 230. Sensor data from the GPS sensor provides GPS

coordinates identifying the location of the camera 230, and the altimeter measures the altitude

of the camera 230. In one embodiment, the sensors 340 are rigidly coupled to the camera 230

such that any motion, orientation or change in location experienced by the camera 230 is also

experienced by the sensors 340. The sensors 340 furthermore may associates a time stamp

representing when the data was captured by each sensor. In one embodiment, the sensors 340

automatically begin collecting sensor metadata when the camera 230 begins recording a

video.

[0040] In alternative embodiments, one or more components of the camera cores 310 may be

shared between different camera cores 310. For example, in one embodiment, the camera

cores 310 may share one or more image processors 316. Furthermore, in alternative

embodiments, the camera cores 310 may have additional separate components such as, for

example, dedicated system memory 330 or system controllers 320. In yet other

embodiments, the camera 230 may have more than two camera cores 310 or a single camera

core with a 360° lens or a single hyper-hemi (super fish-eye) lens.

[0041] In one embodiment, the camera 230 comprises a twin hyper-hemispherical lens

system that capture two image hemispheres with synchronized image sensors which combine

to form a contiguous spherical image. The image hemispheres may be combined based on,

for example, a back-to-back configuration, a side-by-side configuration, a folded symmetrical

configuration or a folded asymmetrical configuration. Each of the two streams generated by

camera cores 310 may be separately encoded and then aggregated in post processing to form

the spherical video. For example, each of the two streams may be encoded at 2880x2880

pixels at 30 frames per second and combined to generate a 5760x2880 spherical video at 30

frames per second. Other resolutions and frame rates may also be used.

[0042] In an embodiment the spherical content is captured at a high enough resolution to

guarantee the desired output from the relevant sub-frame will be of sufficient resolution. For

example, if a horizontal field of view of 120° at an output resolution of 1920x1080 pixels is

desired in the final output video, the original spherical capture may include a horizontal 360°

resolution of at least 5760 pixels (3 x 1920).



[0043] In one embodiment, a 5.7K spherical file format provides 16 megapixel resolution.

This provides a resolution of approximately one pixel per inch at a distance of 23 meters (76

feet) from the camera 230. In this embodiment, spherical video is captured as a 5760 pixels

by 2880 pixels with a 360 degree horizontal field of view and a 180 degree vertical field of

view. In one embodiment, the image sensor may capture 6k x 3k image to provide six

degrees of overlap and 4 degrees of out-of-field image to avoid worst modulation transfer

function (MTF) region from the lens. From the spherical image frames, a 1920x1080 sub-

frame may be extracted that provides a 120 degree by 67.5 degree field of view. As

described above, the location of the sub-frame may be selected to capture sub-frames of

interest to a given user. In one embodiment, each of two image sensors capture 3k x 3k

images which are encoded as 2880x2880 images, which are combined to create the

5760x2880 spherical image.

[0044] In another embodiment, a 720p file format is used. Here, spherical video is

represented as 4000 pixels by 2000 pixels with a 360 degree horizontal field of view and a

180 degree vertical field of view. In one embodiment, the 4k x 2k image may be based on a

4000 pixels x 2250 pixels image captured by the image sensor to provide some overlap in the

vertical direction. From the spherical image frames, a 720x1280 sub-frame may be extracted

from each frame that provides a 115 degree by 65 degree field of view.

[0045] In one embodiment, the camera 230 includes a computational image processing chip

that aggregates the two data streams into one encoding internally to the camera 230. The

camera 230 can then directly output the spherical content or a downscaled version of it.

Furthermore, in this embodiment, the camera 230 may directly output sub-frames of the

captured spherical content having a reduced field of view based on user control inputs

specifying the desired sub-frame locations.

[0046] FIG. 4 illustrates a side view of an example camera 230. As can be seen, the camera

230 includes a first hemispherical lens 312-A capturing a first field of view 4 14-A and a

second hemispherical lens 312-B capturing a second field of view 414-B. The fields of view

4 14-A, 414-B may be stitched together in the camera 230 or in post-processing to generate

the spherical video.

EXAMPLE VIDEO SERVER ARCHITECTURE

[0047] FIG. 5 is a block diagram of an architecture of the video server 240. In the illustrated

embodiment, the video server 240 comprises a user storage 505, a video storage 510, a

metadata storage 525, a web server 530, a video generation module 540, and a video pre-



processing module 560. In other embodiments, the video server 240 may include additional,

fewer, or different components for performing the functionalities described herein.

Conventional components such as network interfaces, security functions, load balancers,

failover servers, management and network operations consoles, and the like are not shown so

as to not obscure the details of the system architecture.

[0048] In an embodiment, the video server 240 enables users to create and manage individual

user accounts. User account information is stored in the user storage 505. A user account

may include information provided by the user (such as biographic information, geographic

information, and the like) and may also include additional information inferred by the video

server 240 (such as information associated with a user's historical use of a camera and

interactions with the video server 240). Examples of user information include a username,

contact information, a user's hometown or geographic region, other location information

associated with the user, other users linked to the user as "friends," and the like. The user

storage 505 may include data describing interactions between a user and videos captured by

the user. For example, a user account can include a unique identifier associating videos

uploaded by the user with the user's user account. Furthermore, the user account can include

data linking the user to other videos associated with the user even if the user did not

necessarily provide those videos. For example, the user account may link the user to videos

having location metadata matching the user's location metadata, thus indicating that the video

was captured at a time and place where the user was present and the user is therefore highly

likely to be depicted somewhere in the video.

[0049] The video storage 510 stores videos captured and uploaded by users of the video

server 240. The video server 240 may access videos captured using the camera 230 and store

the videos in the video storage 510. In one example, the video server 240 may provide the

user with an interface executing on the client device 235 that the user may use to upload

videos to the video storage 515. In one embodiment, the video server 240 indexes videos

retrieved from the camera 230 or the client device 235, and stores information associated

with the indexed videos in the video store. For example, the video server 240 provides the

user with an interface to select one or more index filters used to index videos. Examples of

index filters include but are not limited to: the time and location that the video was captured,

the type of equipment used by the user (e.g., ski equipment, mountain bike equipment, etc.),

the type of activity being performed by the user while the video was captured (e.g.,

snowboarding, mountain biking, etc.), or the type of camera 230 used to capture the content.



[0050] In some embodiments, the video server 240 generates a unique identifier for each

video stored in the video storage 510 which may be stored as metadata associated with the

video in the metadata storage 525. In some embodiments, the generated identifier for a

particular video is unique to a particular user. For example, each user can be associated with a

first unique identifier (such as a 10-digit alphanumeric string), and each video captured by a

user is associated with a second unique identifier made up of the first unique identifier

associated with the user concatenated with a video identifier (such as an 8-digit alphanumeric

string unique to the user). Thus, each video identifier is unique among all videos stored at the

video storage 510, and can be used to identify the user that captured the video.

[0051] In some embodiment, in addition to being associated with a particular user, a video

may be associated with a particular community. For example, the video provider may choose

to make the video private, make the video available with the entire public, or make the video

available to one or more limited specified community such as, for example, the user's friends,

co-workers, members in a particular geographic region, etc.

[0052] The metadata storage 525 stores metadata associated with videos stored by the video

storage 510 and with users stored in the user storage 505. Particularly, for each video, the

metadata storage 525 stores metadata including time-stamped location information associated

with each frame of the video to indicate the location of the camera 230 at any particular

moment during capture of the spherical content. Additionally, the metadata storage 525 may

store other types of sensor data captured by the camera 230 in association with a video

including, for example, gyroscope data indicating motion and/or orientation of the device. In

some embodiments, metadata corresponding to a video is stored within a video file itself, and

not in a separate storage module. The metadata storage 525 may also store time-stamped

location information associated with a particular user so as to represent a user's physical path

during a particular time interval. This data may be obtained from a camera held by the user,

a mobile phone application that tracks the user's path, or another metadata source.

[0053] The web server 530 provides a communicative interface between the video server 240

and other entities of the environment of FIG. 2 . For example, the web server 530 can access

videos and associated metadata from the camera 230 or the client device 235 to store in the

video storage 510 and the metadata storage 525, respectively. The web server 530 can also

receive user input provided to the client device 235, can request automatically generated

output videos relevant to the user generated from the stored spherical video content as will be

described below. The web server 530 may furthermore include editing tools to enables users

to edit videos stored in the video storage 510.



[0054] A video pre-processing module 560 pre-processes and indexes uploaded videos. For

example, in one embodiment, uploaded videos are automatically processed by the video pre

processing module 560 to conform the videos to a particular file format, resolution, etc.

Furthermore, in one embodiment, the video pre-processing module 560 may automatically

parse the metadata associated with videos upon being uploaded to determine the temporal and

spatial path of the camera. The video pre-processing module 560 may furthermore

automatically correlate the camera path to path data associated with the users in order to

identify users that were in the vicinity of the camera when it was capturing the spherical

content and are therefore likely to appear somewhere in the spherical video. In an

embodiment, a user may be automatically alerted when new spherical video is uploaded that

has metadata closely matching the user's metadata, thus indicating the video was taken in the

vicinity of the user. Additionally, the video pre-processing module 560 may automatically

perform audio and/or video processing algorithms to identify sub-frames of interest

independently of known target locations. For example, the video pre-processing module 560

may perform facial recognition and facial tracking to identify an individual in a spherical

video and tag that person in the video. Additionally, content recognition may be performed

to identify particular objects in the video. In another embodiment, motion detection may be

performed to identify regions of the video having certain motion parameters that may

represent an activity of interest. In yet another embodiment, gesture recognition may be

performed to identify regions of the video having an individual performing a particular

gesture. In yet another embodiment, audio processing and/or speech recognition may be

performed based on a microphone array input to identify locations of one or more audio

sources in the spherical video.

[0055] The video generation module 540 automatically generates output videos relevant to a

user or to a particular set of inputs. For example, the video generation module 540 may

generate an output video including content that tracks a sequence of locations representing a

physical path over a particular time interval. Alternatively, the video generation module 540

may generate an output video including content that tracks a particular face or object

identified in the video, tracks an area of motion having particular motion characteristics,

tracks an identified audio source, etc. The output videos have a reduced field of view (e.g., a

standard non-spherical field of view) and represent relevant sub-frames to provide a video of

interest. For example, the video may track a particular path of an individual, object, or other

target so that each sub-frame depicts the target as the target moves through a given scene. In

one embodiment, the video generation module 540 may operate in response to a user



querying the video server 240 with particular input criteria. In another embodiment, the

video generation module 540 may automatically generate videos relevant to users of the

community based on metadata or profile information associated with user and automatically

provide the videos to the user when it is identified as being relevant to the user (e.g., via their

web portal, via email, via text message, or other means).

[0056] In an embodiment, the video server 240 enables the user to select from predefined

video generation templates. For example, the user can request that the video server 240

generate a video based on location tracking, based on facial recognition, gesture recognition,

audio tracking, motion detection, or other technique. Various parameters used by the video

server 240 to select relevant frames such as thresholds governing proximity distance and clip

duration can be adjusted or pre-set.

[0057] In an embodiment, content manipulation is performed on the video server 240 with

edits and playback using only the original source content. In this embodiment, when

generating an output video, the video server 140 saves an edit map indicating, for each frame

of the output video, the original spherical video file from which the sub-frame was extracted

and the location of the sub-frame. The edit map may furthermore store any processing edits

performed on the video such as, for example, image warping, image stabilization, output

window orientation, image stitching changes in frame rate or formatting, audio mixing,

effects, etc. In this embodiment, no copying, storing, or encoding of a separate output video

sequences is necessary. This beneficially minimizes the amount of data handled by the server.

When users views a previously saved output video, the server 240 re-generates the output

video based on the saved edit map by retrieving the relevant sub-frames from the original

source content. Alternatively, the user may select to download a copy of the output video, for

storing in the user's local storage.

[0058] In an embodiment, the user interface also provides an interactive viewer that enables

the user to pan around within the spherical content being viewed. This will allow the user to

search for significant moments to incorporate into the output video and manually edit the

automatically generated video.

[0059] In one embodiment, the user interface enables various editing effects to be added to a

generated output video. For example, the video editing interface may enable effects such as,

cut-away effects, panning, tilting, rotations, reverse angles, image stabilization, zooming,

object tracking,

[0060] In one embodiment, spherical content may also be processed to improve quality. For

example, in one embodiment, dynamic stabilization is applied to stabilize in the horizontal,



vertical, and rotational directions. Because the content is spherical, stabilization can be

performed with no loss of image resolution. Stabilization can be performed using various

techniques such as object tracking, vector map analysis, on-board gyro data, etc. For

example, an in-view camera body can be used as a physical or optical reference for

stabilization. Spherical content may also be processed to reduce rolling shutter artifacts.

This may be performed using on-board gyro motion data or image analysis data. This

processing is also lossless (i.e., no pixels are pushed out of the frame.). In this technique,

horizontal pixel lines are rotated to re-align an image with the true vertical orientation. The

technique works for rotational camera motion within an environment (e.g., when the camera

is spinning).

[0061] In one embodiment, to encourage users to share content, the platform may reward the

user with credits when his/her content is accessed/used by other members of a group or

community. Furthermore, a user may spend credits to access other content streams on the

community platform. In this way, users are incentivized to carry a camera and to capture

compelling content. If socially important spherical content is made available by a particular

user, the user could generate an income-stream as people access that content and post their

own edits.

OPERATION OF SPHERICAL MEDIA CONTENT SYSTEM

[0062] FIG. 6 illustrates an example embodiment of a process for automatically generating

an output video from spherical video content relevant to a particular target based on location

tracking. The video server 240 stores 602 one or more spherical videos and associated video

metadata including at least time and location metadata indicating a time and location that the

spherical content was captured. The time and location metadata may be generally associated

with the video in its entirety (i.e., a single timestamp or time interval and general location

associated with the entire video), or may include a sequence of time and location data points

associated with different portions of the video (e.g., on a frame-by-frame basis or block-by-

block basis). User metadata is then received 604 representing a target path of interest (e.g., a

sequence of time-stamped locations representing a path of the user or object or scene of

interest). The video metadata is correlated 606 with the user metadata to determine a

matching portion. For example, in one embodiment, a matching portion is found when over a

predefined minimum time duration (e.g., 5 seconds, 10 seconds, etc.) the camera is within a

predefined distance from the target path. Thus, over this time range, the user, object, scene or

other target of interest is nearby the camera and is highly likely to be depicted somewhere in



the captured spherical content. Once a matching portion is found, the video server 240

determines 608, for each frame of the matching portion of spherical content, a relevant sub-

frame to extract from the spherical content. For example, in one embodiment, the relevant

sub-frame is determined based on the user and video metadata by computing a relative

direction between the camera and the target at the times corresponding to each frame of the

matching portion of spherical content. Then, based on the relative direction and known

orientation of the spherical camera, the sub-frame can be chosen centered in that direction

and thus likely to depict the target. A different sub-frame location may be selected for each

frame of the matching portion so as to track a moving target. An output video is then

generated 610 from the relevant sub-frames.

[0063] In another embodiment, an output video may be generated from two or more different

spherical videos. For example, two or more different portions (which may be overlapping) of

the user metadata may have matches against two different spherical videos. A first portion of

the output video can then be generated by extracting relevant sub-frames from the

corresponding first spherical video and a second portion of the output video can be generated

by extracting relevant sub-frames from the corresponding second spherical video. If the

matching portions overlap, the video server 240 may automatically determine when to cut

from the first spherical video to the second spherical video. For example, the video server

240 may to determine to transition between the videos in a manner that maintains the shortest

distance between the camera and the target. As the number of shared spherical videos within

a given vicinity increases, users may be able to generate increasingly longer output videos

tracking a given target path through an environment by combining relevant sub-frames from

different spherical videos into a single combined output video.

[0064] FIG. 7 is a flowchart illustrating an example processing for determining a matching

portion of spherical content with a target path. The video server 240 determines 702

distances between the target and the camera for a sequence of time points based on the user

metadata and the video metadata. The video server 240 then identifies 704 time ranges over

which the distances are less than a predefined distance threshold (i.e., the camera is close to

the target). The video server 240 then identifies 706 a matching portion when the time range

exceeds a predefined time threshold (i.e., the camera is maintained close enough to the target

for a meaningful period of time from a video depicting the target can be generated).

[0065] Other techniques for identifying relevant sub-frames do not necessarily depend on

location data associated with the target and instead identify sub-frames relevant to a

particular target based on the spherical media content (e.g., visual and/or audio content) itself.



FIG. 8 illustrates an embodiment of a process for generating an output video relevant to a

particular target based on audio/video processing. The video server 240 stores 802 a plurality

of spherical videos. The video server 240 performs 804 image and/or video processing to

automatically identify a target feature that meets specified audio and/or visual criteria. For

example, in one embodiment, a facial recognition algorithm is performed on the spherical

content to identify and track a particular target face. Alternatively, rather than tracking one

particular face, the video server 240 may track regions in the spherical video where faces are

generally present. In yet another embodiment, an object recognition and/or object tracking

algorithm is performed to identify a region of the spherical video containing one or more

particular objects. In yet another embodiment, a motion analysis may be performed to

identify a region of motion having some particular characteristics that may be indicative of an

activity of interest. For example, a motion thresholding may be applied to locate objects

traveling according to a motion exceeding a particular velocity, acceleration, or distance. In

yet another embodiment, an audio analysis is performed on audio received from a

microphone array to detect a direction associated with the sound source. The direction of the

sound source can then be correlated to a particular spatial position within the spherical video

(using, for example, a known orientation of the camera determined based on sensor data or

visual cues). The position of the sound source can then be identified and tracked.

Furthermore, in one embodiment, speech recognition may be used to differentiate a sound of

interest from background noise. For example, a user may speak a command such as "tag me"

or state the user's name to indicate that the user's location in the video. In other

embodiments, a location of a target feature may be manually identified. In yet further

embodiments, two or more of the techniques described above can be combined to identify a

target feature of interest. For example, in one embodiment, different regions of the video

may be scored based on a number of weighted metrics and a region corresponding to a target

feature is chosen based on the weighted score.

[0066] Based on the identified target, a range of spherical frames is identified 806 that

includes the target feature. For example, in one embodiment the range of spherical frames

meets at least some minimum time duration to ensure that a meaningful length of video can

be extracted. Sub-frames of the spherical video around the spatial location of the target

feature are then determined 808 within the identified range. In one embodiment, sub-frame

selection is performed in order to generally provide smooth transitions between frames of the

output video (i.e., consecutive sub-frames in the output video generally have spatial regions

within some small distance threshold of each other) to provide an output video that closely



resembles the output of a camera that pans across a scene without discontinuous jumps. An

output video is then generated 810 from the relevant sub-frames in order to produce an output

video having a reduced field of view tracking the object or region of interest.

[0067] In another embodiment, the video server 240 can generate an output video from a

statically located sub-frame that corresponds to a center region (or other predefined region) of

one the image captured by one of the lenses. If the user knows which lens is considered the

"forward-looking" (e.g., based on a physical feature of the camera body), the user can "point"

the spherical camera so that the forward-looking lens is oriented in the direction of interest.

In other words, the user points the spherical camera in the same way that a user would

operate a standard camera with a standard (non-spherical) field-of-view. In this way, a video

can be generated that would be equivalent to what would have been captured by a camera

having a standard (non-spherical) field-of-view. However, because the camera captures in all

directions, the remaining content outside the center sub-frames may be of interest in

generating other secondary videos using the techniques described above.

[0068] As described above, different portions of a given spherical video may be relevant to a

large number of different users of the sharing community. In one embodiment, rather than

the video server 240 storing individual output videos generated for each of its users, the video

server can instead store an edit map specifying how the desired output video can be

regenerated from the original raw spherical video. Then, the output video can be generated

on request (e.g., in real-time) from the edit map when a user requests viewing. For example,

the output video can be streamed to the user or the user can download the output video to the

user's own local storage. An advantage of this approach is that individual output videos for

specific users need not be stored by the video server 240, thus reducing its storage

requirements. This storage savings may be significant because it is expected that a large

number of personalized output videos may be generated from a relatively small number of

shared spherical videos.

[0069] FIG. 9 illustrates an embodiment of a process for managing media content generated

from spherical video. The video server 240 stores 902 a plurality of spherical videos using

the community sharing platform. To generate an output video, the video server 240 receives

904 an edit map that specifies for each frame time of an output video, an identifier of a

spherical video and spatial location of a sub-frame in the identified spherical video. The

video server 240 then generates 906 the output video based on the edit map. In addition to

specifying the relevant sub-frames, the edit map may further specify other editing or video

processing functions to be performed on the raw spherical video to generate the output video.



For example, the video server 240 may apply stitching, image stabilization, or rolling artifact

reduction algorithms. By performing stitching or adding other video processing effect upon

video generation, the video server 240 can beneficially limit the processing to the selected

sub-frames instead of performing the processing algorithms on the entire spherical content.

[0070] In one embodiment, the raw spherical video is stored by the video server 240 as two

or more unstitched portions. For example, if the spherical video is captured with a camera

having two hemispherical lenses as described above, the two hemispherical videos are stored

by the video server 240 as separate raw files in an unstitched form. Then, the videos may be

stitched together when generating the output video only if a selected sub-frames includes

image data from more than one unstitched portion of the spherical content. Beneficially, if a

given sub-frame is entirely within one hemisphere, no stitching need be performed for that

sub-frame. Furthermore, where stitching is performed, the size of the edge for stitching is

limited by the dimensions of the sub-frame and processing is substantially reduced compared

to performing stitching on the entire spherical video.

[0071] FIG. 10 illustrates an example embodiment of a process for generating an output

video from unstitched spherical video based on a selection of sub-frames. The video server

240 identifies 1002 which of the selected sub-frames have spatial regions that cross

boundaries between unstitched portions of spherical video. The video server 240 then

performs 1004 stitching only as needed within the relevant sub-frame. The output video is

then generated 1006 including the stitched sub-frames (and the other sub-frames that did not

require stitching). This technique thus provides substantial savings in processing relative to a

system that stitches the entire spherical video in pre-processing. Other video editing effects

(e.g., image stabilization, rolling shutter artifact reduction, image enhancement, etc.) may be

similarly limited to the sub-frames and need not be performed for the entire output video.

[0072] As described above, the edit map may be generated automatically based on metadata

or based on audio/visual processing to identify relevant target features. Alternatively, edit

maps may be generated manually using a spherical video viewer and editing tools available

through the video server 240. For example, in one embodiment, the video server 240

displays a selected spherical video in a spherical video viewer and receives user inputs

indicating selections of the desired sub-frames at each frame of the selected spherical video.

The edit map can then be specified based on the user selections.

[0073] In one embodiment, previously generated output videos (either automatically or

manually generated) may be available for manual editing by users in order to further refine

the output videos. For example, users may edit the videos to adjust the sub-frame location at



each frame, change cut locations between videos when multiple overlapping matching

portions exist, or apply other video processing effects.

ADDITIONAL CONFIGURATION CONSIDERATIONS

[0074] Throughout this specification, some embodiments have used the expression "coupled"

along with its derivatives. The term "coupled" as used herein is not necessarily limited to

two or more elements being in direct physical or electrical contact. Rather, the term

"coupled" may also encompass two or more elements are not in direct contact with each

other, but yet still co-operate or interact with each other, or are structured to provide a

thermal conduction path between the elements.

[0075] Likewise, as used herein, the terms "comprises," "comprising," "includes,"

"including," "has," "having" or any other variation thereof, are intended to cover a non

exclusive inclusion. For example, a process, method, article, or apparatus that comprises a list

of elements is not necessarily limited to only those elements but may include other elements

not expressly listed or inherent to such process, method, article, or apparatus.

[0076] In addition, use of the "a" or "an" are employed to describe elements and components

of the embodiments herein. This is done merely for convenience and to give a general sense

of the invention. This description should be read to include one or at least one and the

singular also includes the plural unless it is obvious that it is meant otherwise.

[0077] Finally, as used herein any reference to "one embodiment" or "an embodiment"

means that a particular element, feature, structure, or characteristic described in connection

with the embodiment is included in at least one embodiment. The appearances of the phrase

"in one embodiment" in various places in the specification are not necessarily all referring to

the same embodiment.

[0078] Upon reading this disclosure, those of skill in the art will appreciate still additional

alternative structural and functional designs for the described embodiments as disclosed from

the principles herein. Thus, while particular embodiments and applications have been

illustrated and described, it is to be understood that the disclosed embodiments are not limited

to the precise construction and components disclosed herein. Various modifications, changes

and variations, which will be apparent to those skilled in the art, may be made in the

arrangement, operation and details of the method and apparatus disclosed herein without

departing from the scope defined in the appended claims.



CLAIMS

1. A method for generating an output video from spherical video content, the method

comprising:

storing, by a video server, a first spherical video having first spherical video content

and first video metadata including location data pertaining to a location of a

first camera capturing the first spherical video content and timing data

pertaining to a time of capture of the first spherical video content;

receiving user metadata representing a target path, the target path comprising a

sequence of time-stamped locations corresponding to a target;

determining by the video server, based on the user metadata and the first video

metadata, a first matching portion of the first spherical video, the first

matching portion captured when the first camera was within a threshold

vicinity of the target;

determining a sequence of sub-frames by selecting, for each of a plurality of frames of

the first matching portion of the first spherical video, a sub-frame having

content relevant to the target path, each of the sequence of sub-frames

comprising a non-spherical field of view;

combining the sequence of sub-frames to generate a first portion of the output video

relevant to the target; and

outputting the output video.

2 . The method of claim 1, wherein two or more of the selected sub-frames correspond to

different spatial regions in different frames of the first spherical video.

3 . The method of claim 1, wherein determining the first matching portion of the first

spherical video comprises:

determining for each of a sequence of corresponding time points, distances between

the target and the first camera based on the first video metadata and the user

metadata;

determining a time range over which the distances are less than a distance threshold;

and

determining the first matching portion based on the time range responsive to the time

range exceeding a predefined time threshold.



4 . The method of claim 1, wherein selecting the sub-frame comprises:

determining for a given frame of the first spherical video, a direction of the target

relative to the first camera based on the first video metadata and the user

metadata; and

selecting the sub-frame based on the direction.

5 . The method of claim 1, further comprising:

storing, by the video server, a second spherical video having second spherical video

content captured by a second camera and second video metadata;

determining by the video server, based on the user metadata and the second video

metadata, a second matching portion of the second spherical video, the second

matching portion captured when the second camera was within a threshold

vicinity of the target;

for each of a plurality of frames of the second matching portion of the second

spherical video, selecting a sub-frame having a non-spherical field of view, the

sub-frame having content relevant to the target path;

combining the selected sub-frames to generate a second portion of the output video

relevant to the target; and

combining the first portion of the output video with the second portion of the output

video.

6 . The method of claim 1, wherein combining the first portion of the output video with the

second portion of the output video comprises:

identifying a time overlap between the first portion of the output video and the second

portion of the output video; and

selecting between the first portion of the output video and the second portion of the

output video during the time overlap based on proximity between the first

camera and the target and between the second camera and the target.

7 . The method of claim 1, further comprising:

receiving the user metadata from a location tracking device tracking the target path of

the target.

8. A non-transitory computer-readable storage medium storing instructions for generating an

output video from spherical video content, the instructions when executed by one or

more processors causing the one or more processors to perform steps including:



storing a first spherical video having first spherical video content and first video

metadata including location data pertaining to a location of a first camera

capturing the first spherical video content and timing data pertaining to a time

of capture of the first spherical video content;

receiving user metadata representing a target path, the target path comprising a

sequence of time-stamped locations corresponding to a target;

determining, based on the user metadata and the first video metadata, a first matching

portion of the first spherical video, the first matching portion captured when

the first camera was within a threshold vicinity of the target;

determining a sequence of sub-frames by selecting, for each of a plurality of frames of

the first matching portion of the first spherical video, a sub-frame having

content relevant to the target path, each of the sequence of sub-frames

comprising a non-spherical field of view;

combining the sequence of sub-frames to generate a first portion of the output video

relevant to the target; and

outputting the output video.

9 . The non-transitory computer-readable storage medium of claim 8, wherein two or more of

the selected sub-frames correspond to different spatial regions in different frames of

the first spherical video.

10. The non-transitory computer-readable storage medium of claim 8, wherein determining

the first matching portion of the first spherical video comprises:

determining for each of a sequence of corresponding time points, distances between

the target and the first camera based on the first video metadata and the user

metadata;

determining a time range over which the distances are less than a distance threshold;

and

determining the first matching portion based on the time range responsive to the time

range exceeding a predefined time threshold.

11. The non-transitory computer-readable storage medium of claim 8, wherein selecting the

sub-frame comprises:



determining for a given frame of the first spherical video, a direction of the target

relative to the first camera based on the first video metadata and the user

metadata; and

selecting the sub-frame based on the direction.

12. The non-transitory computer-readable storage medium of claim 8, wherein the

instructions when executed by the one or more processors further cause the one or

more processors to perform steps including:

storing, by the video server, a second spherical video having second spherical video

content captured by a second camera and second video metadata;

determining by the video server, based on the user metadata and the second video

metadata, a second matching portion of the second spherical video, the second

matching portion captured when the second camera was within a threshold

vicinity of the target;

for each of a plurality of frames of the second matching portion of the second

spherical video, selecting a sub-frame having a non-spherical field of view, the

sub-frame having content relevant to the target path;

combining the selected sub-frames to generate a second portion of the output video

relevant to the target; and

combining the first portion of the output video with the second portion of the output

video.

13. The non-transitory computer-readable storage medium of claim 8, wherein combining

the first portion of the output video with the second portion of the output video

comprises:

identifying a time overlap between the first portion of the output video and the second

portion of the output video; and

selecting between the first portion of the output video and the second portion of the

output video during the time overlap based on proximity between the first

camera and the target and between the second camera and the target.

14. The non-transitory computer-readable storage medium of claim 8, wherein the

instructions when executed by the one or more processors further cause the one or

more processors to perform steps including:



receiving the user metadata from a location tracking device tracking the target path of

the target.

15. A video server for generating an output video from spherical video content, the video

server comprising:

one or more processors; and

a non-transitory computer-readable storage medium storing instructions for generating

an output video from spherical video content, the instructions when executed

by the one or more processors causing the one or more processors to perform

steps including:

storing a first spherical video having first spherical video content and first

video metadata including location data pertaining to a location of a

first camera capturing the first spherical video content and timing data

pertaining to a time of capture of the first spherical video content;

receiving user metadata representing a target path, the target path comprising a

sequence of time-stamped locations corresponding to a target;

determining, based on the user metadata and the first video metadata, a first

matching portion of the first spherical video, the first matching portion

captured when the first camera was within a threshold vicinity of the

target;

determining a sequence of sub-frames by selecting, for each of a plurality of

frames of the first matching portion of the first spherical video, a sub-

frame having content relevant to the target path, each of the sequence

of sub-frames comprising a non-spherical field of view;

combining the sequence of sub-frames to generate a first portion of the output

video relevant to the target; and

outputting the output video.

16. The video server of claim 15, wherein two or more of the selected sub-frames correspond

to different spatial regions in different frames of the first spherical video.

17. The video server of claim 15, wherein determining the first matching portion of the first

spherical video comprises:



determining for each of a sequence of corresponding time points, distances between

the target and the first camera based on the first video metadata and the user

metadata;

determining a time range over which the distances are less than a distance threshold;

and

determining the first matching portion based on the time range responsive to the time

range exceeding a predefined time threshold.

18. The video server of claim 15, wherein selecting the sub-frame comprises:

determining for a given frame of the first spherical video, a direction of the target

relative to the first camera based on the first video metadata and the user

metadata; and

selecting the sub-frame based on the direction.

19. The video server of claim 15, wherein the instructions when executed by the one or more

processors further cause the one or more processors to perform steps including:

storing, by the video server, a second spherical video having second spherical video

content captured by a second camera and second video metadata;

determining by the video server, based on the user metadata and the second video

metadata, a second matching portion of the second spherical video, the second

matching portion captured when the second camera was within a threshold

vicinity of the target;

for each of a plurality of frames of the second matching portion of the second

spherical video, selecting a sub-frame having a non-spherical field of view, the

sub-frame having content relevant to the target path;

combining the selected sub-frames to generate a second portion of the output video

relevant to the target; and

combining the first portion of the output video with the second portion of the output

video.

20. The video server of claim 15, wherein combining the first portion of the output video

with the second portion of the output video comprises:

identifying a time overlap between the first portion of the output video and the second

portion of the output video; and



selecting between the first portion of the output video and the second portion of the

output video during the time overlap based on proximity between the first

camera and the target and between the second camera and the target.

2 1. A method for managing media content generated from spherical video, the method

comprising:

storing, by a video server, a plurality of spherical videos;

receiving an edit map specifying for each frame time of an output video, an identifier

of a spherical video of the plurality of spherical videos and a spatial location

of a sub-frame in the identified spherical video, the sub-frame having a non-

spherical field of view;

generating the output video based on the edit map, the output video including the sub-

frame from the identified spherical video specified for each frame time; and

outputting the output video.

22. The method of claim 21, wherein the spherical video comprises a first hemispherical

video and a second hemispherical video captured in synchronization, and wherein

generating the output video comprises:

determining if a given sub-frame has a spatial region crossing a boundary between the

first hemispherical video and the second hemispherical video;

responsive to the given sub-frame having the spatial region crossing the boundary,

stitching corresponding portions of the first hemispherical video and the

second hemispherical video contained within the given sub-frame to generate

a stitched sub-frame; and

including the stitched sub-frame in the output video.

23. The method of claim 21, further comprising:

receiving a user selection of a selected spherical video from the plurality of spherical

videos on the video server;

displaying the selected spherical video in a spherical video viewer;

receiving user inputs indicating selections of sub-frames having a non-spherical field

of view for each of a plurality of frames of the selected spherical video; and

generating the edit map based on the selections of the sub-frames.

24. The method of claim 23, wherein receiving the user selection of the selected spherical

video comprises:



obtaining user metadata associated with a user, the metadata including at least time

and location information;

correlating the user metadata to video metadata associated with each of the plurality

of spherical videos to a identify a subset of the plurality of spherical videos

captured at a time and location corresponding to the user time and location

information;

providing a representation of the subset of the plurality of spherical videos in a user

interface accessible to the user; and

receiving the user selection from the subset of the plurality of spherical videos.

25. The method of claim 21, further comprising:

correlating user metadata associated with a user to video data metadata associated

with the plurality of spherical videos to automatically identify sub-frames

relevant to the user; and

automatically generating the edit map based on the automatically identified sub-

frames.

26. The method of claim 21, wherein generating the output video comprises:

performing one or more video processing functions specified by the edit map, the one

or more video processing functions including at least one of: an image

stabilization function and a rolling shutter artifact reduction.

27. The method of claim 21, further comprising:

indexing the plurality of spherical videos based on metadata associated with the

plurality of spherical videos including at least time and location information

representation a time and location of capture.

28. A non-transitory computer-readable storage medium storing instructions for managing

media content generated from spherical video, the instructions when executed by one

or more processors causing the one or more processors to perform steps including:

storing a plurality of spherical videos;

receiving an edit map specifying for each frame time of an output video, an identifier

of a spherical video of the plurality of spherical videos and a spatial location

of a sub-frame in the identified spherical video, the sub-frame having a non-

spherical field of view;



generating the output video based on the edit map, the output video including the sub-

frame from the identified spherical video specified for each frame time; and

outputting the output video.

29. The non-transitory computer-readable storage medium of claim 28, wherein the spherical

video comprises a first hemispherical video and a second hemispherical video

captured in synchronization, and wherein generating the output video comprises:

determining if a given sub-frame has a spatial region crossing a boundary between the

first hemispherical video and the second hemispherical video;

responsive to the given sub-frame having the spatial region crossing the boundary,

stitching corresponding portions of the first hemispherical video and the

second hemispherical video contained within the given sub-frame to generate

a stitched sub-frame; and

including the stitched sub-frame in the output video.

30. The non-transitory computer-readable storage medium of claim 28, wherein the

instructions when executed by the one or more processors further cause the one or

more processors to perform steps including:

receiving a user selection of a selected spherical video from the plurality of spherical

videos on the video server;

displaying the selected spherical video in a spherical video viewer;

receiving user inputs indicating selections of sub-frames having a non-spherical field

of view for each of a plurality of frames of the selected spherical video; and

generating the edit map based on the selections of the sub-frames.

31. The non-transitory computer-readable storage medium of claim 30, wherein receiving the

user selection of the selected spherical video comprises:

obtaining user metadata associated with a user, the metadata including at least time

and location information;

correlating the user metadata to video metadata associated with each of the plurality

of spherical videos to a identify a subset of the plurality of spherical videos

captured at a time and location corresponding to the user time and location

information;



providing a representation of the subset of the plurality of spherical videos in a user

interface accessible to the user; and

receiving the user selection from the subset of the plurality of spherical videos.

32. The non-transitory computer-readable storage medium of claim 28, wherein the

instructions when executed by the one or more processors further cause the one or

more processors to perform steps including:

correlating user metadata associated with a user to video data metadata associated

with the plurality of spherical videos to automatically identify sub-frames

relevant to the user; and

automatically generating the edit map based on the automatically identified sub-

frames.

33. The non-transitory computer-readable storage medium of claim 28, wherein generating

the output video comprises:

performing one or more video processing functions specified by the edit map, the one

or more video processing functions including at least one of: an image

stabilization function and a rolling shutter artifact reduction.

34. The non-transitory computer-readable storage medium of claim 28, wherein the

instructions when executed by the one or more processors further cause the one or

more processors to perform steps including:

indexing the plurality of spherical videos based on metadata associated with the

plurality of spherical videos including at least time and location information

representation a time and location of capture.

35. A video server for managing media content generated from spherical video, the video

server comprising:

one or more processors; and

a non-transitory computer-readable storage medium storing instructions for managing

media content generated from spherical video, the instructions when executed

by one or more processors causing the one or more processors to perform

steps including:

storing a plurality of spherical videos;

receiving an edit map specifying for each frame time of an output video, an

identifier of a spherical video of the plurality of spherical videos and a



spatial location of a sub-frame in the identified spherical video, the

sub-frame having a non-spherical field of view;

generating the output video based on the edit map, the output video including

the sub-frame from the identified spherical video specified for each

frame time; and

outputting the output video.

36. The video server of claim 35, wherein the spherical video comprises a first hemispherical

video and a second hemispherical video captured in synchronization, and wherein

generating the output video comprises:

determining if a given sub-frame has a spatial region crossing a boundary between the

first hemispherical video and the second hemispherical video;

responsive to the given sub-frame having the spatial region crossing the boundary,

stitching corresponding portions of the first hemispherical video and the

second hemispherical video contained within the given sub-frame to generate

a stitched sub-frame; and

including the stitched sub-frame in the output video.

37. The video server of claim 35, wherein the instructions when executed by the one or more

processors further cause the one or more processors to perform steps including:

receiving a user selection of a selected spherical video from the plurality of spherical

videos on the video server;

displaying the selected spherical video in a spherical video viewer;

receiving user inputs indicating selections of sub-frames having a non-spherical field

of view for each of a plurality of frames of the selected spherical video; and

generating the edit map based on the selections of the sub-frames.

38. The video server of claim 37, wherein receiving the user selection of the selected

spherical video comprises:

obtaining user metadata associated with a user, the metadata including at least time

and location information;

correlating the user metadata to video metadata associated with each of the plurality

of spherical videos to a identify a subset of the plurality of spherical videos

captured at a time and location corresponding to the user time and location

information;



providing a representation of the subset of the plurality of spherical videos in a user

interface accessible to the user; and

receiving the user selection from the subset of the plurality of spherical videos.

39. The video server of claim 35, wherein the instructions when executed by the one or more

processors further cause the one or more processors to perform steps including:

correlating user metadata associated with a user to video data metadata associated

with the plurality of spherical videos to automatically identify sub-frames

relevant to the user; and

automatically generating the edit map based on the automatically identified sub-

frames.

40. The video server of claim 35, wherein generating the output video comprises:

performing one or more video processing functions specified by the edit map, the one

or more video processing functions including at least one of: an image

stabilization function and a rolling shutter artifact reduction.

4 1. A method for generating an output video from spherical video content, the method

comprising:

storing, by a video server, a first spherical video comprising a sequence of spherical

video frames, each having a spherical field of view and one or more audio

tracks;

processing , by the video server, the first spherical video to identify a target feature of

interest meeting one or more audio or visual criteria;

determining, by the video server, a first range of frames of the first spherical video

having the target feature of interest;

determining, by the video server, a first sequence of sub-frames from each of the first

range of frames, each of the first sequence of sub-frames having a non-

spherical field of view, and each of the first sequence of sub-frames including

a spatial region around the target feature of interest;

generating, by the video server, a first portion of an output video including the

sequence of sub-frames; and

outputting the output video.

42. The method of claim 41, wherein processing the first spherical video to identify the

target feature comprises:



performing a facial recognition algorithm on the first spherical video to identify

spatial locations of one or more faces depicted in the first spherical video.

43. The method of claim 41, wherein processing the first spherical video to identify the

target feature comprises:

performing an object recognition algorithm on the first spherical video to identify

spatial locations of one or more objects depicted in the first spherical video.

44. The method of claim 41, wherein processing the first spherical video to identify the

target feature comprises:

performing a motion analysis algorithm on the first spherical video to identify spatial

locations of an object depicted in the first spherical video meeting predefined

motion parameters.

45. The method of claim 41, wherein processing the first spherical video to identify the

target feature comprises:

performing a motion analysis algorithm on the first spherical video to identify spatial

locations of an object depicted in the first spherical video meeting predefined

motion parameters.

46. The method of claim 41, wherein processing the first spherical video to identify the

target feature comprises:

performing a gesture recognition algorithm on the first spherical video to identify

spatial locations of an individual performing a particular gesture depicted in

the first spherical video.

47. The method of claim 41, wherein processing the first spherical video to identify the

target feature comprises:

performing an audio analysis on an audio track of first spherical video to identify a

direction between an audio source and a camera capturing the first spherical

audio; and

identifying a spatial location of the audio source in the first spherical video meeting

based on the direction between the audio source and the camera.



48. The method of claim 41, further comprising:

storing, by the video server, a second spherical video comprising a sequence of

spherical video frames each having a spherical field of view and one or more

audio tracks;

processing , by the video server, the second spherical video to identify the target

feature of interest meeting the one or more audio or visual criteria;

determining, by the video server, a second range of frames of the second spherical

video having the target feature of interest;

determining, by the video server, a second sequence of sub-frames from each of the

second range of frames, each of the second sequence of sub-frames having a

non-spherical field of view, and each of the second sequence of sub-frames

including a spatial region around the target feature of interest; and

generating, by the video server, a second portion of the output video including the

second sequence of sub-frames.

49. A non-transitory computer-readable storage medium storing instructions for generating

an output video from spherical video content, the instructions when executed by one

or more processors causing the one or more processors to perform steps including:

storing a first spherical video comprising a sequence of spherical video frames each

having a spherical field of view and one or more audio tracks;

processing the first spherical video to identify a target feature of interest meeting one

or more audio or visual criteria;

determining a first range of frames of the first spherical video having the target

feature of interest;

determining a first sequence of sub-frames from each of the first range of frames,

each of the first sequence of sub-frames having a non-spherical field of view,

and each of the first sequence of sub-frames including a spatial region around

the target feature of interest;

generating a first portion of an output video including the sequence of sub-frames;

and

outputting the output video.

50. The non-transitory computer-readable storage medium of claim 49, wherein processing

the first spherical video to identify the target feature comprises:



performing a facial recognition algorithm on the first spherical video to identify

spatial locations of one or more faces depicted in the first spherical video.

51. The non-transitory computer-readable storage medium of claim 49, wherein processing

the first spherical video to identify the target feature comprises:

performing an object recognition algorithm on the first spherical video to identify

spatial locations of one or more objects depicted in the first spherical video.

52. The non-transitory computer-readable storage medium of claim 49, wherein processing

the first spherical video to identify the target feature comprises:

performing a motion analysis algorithm on the first spherical video to identify spatial

locations of an object depicted in the first spherical video meeting predefined

motion parameters.

53. The non-transitory computer-readable storage medium of claim 49, wherein processing

the first spherical video to identify the target feature comprises:

performing a motion analysis algorithm on the first spherical video to identify spatial

locations of an object depicted in the first spherical video meeting predefined

motion parameters.

54. The non-transitory computer-readable storage medium of claim 49, wherein processing

the first spherical video to identify the target feature comprises:

performing a gesture recognition algorithm on the first spherical video to identify

spatial locations of an individual performing a particular gesture depicted in

the first spherical video.

55. The non-transitory computer-readable storage medium of claim 49, wherein processing

the first spherical video to identify the target feature comprises:

performing an audio analysis on an audio track of first spherical video to identify a

direction between an audio source and a camera capturing the first spherical

audio; and

identifying a spatial location of the audio source in the first spherical video meeting

based on the direction between the audio source and the camera.



56. The non-transitory computer-readable storage medium of claim 49, wherein the

instructions when executed by the one or more processors further cause the one or

more processors to perform steps including:

storing a second spherical video comprising a sequence of spherical video frames

each having a spherical field of view and one or more audio tracks;

processing the second spherical video to identify the target feature of interest meeting

the one or more audio or visual criteria;

determining a second range of frames of the second spherical video having the target

feature of interest;

determining a second sequence of sub-frames from each of the second range of

frames, each of the second sequence of sub-frames having a non-spherical

field of view, and each of the second sequence of sub-frames including a

spatial region around the target feature of interest; and

generating a second portion of the output video including the second sequence of sub-

frames.

57. A video server for generating an output video from spherical video content, the video

server comprising:

one or more processors; and

a non-transitory computer-readable storage medium storing instructions that when

executed by the one or more processors causing the one or more processors to

perform steps including:

storing a first spherical video comprising a sequence of spherical video frames each

having a spherical field of view and one or more audio tracks;

processing the first spherical video to identify a target feature of interest meeting one

or more audio or visual criteria;

determining a first range of frames of the first spherical video having the target

feature of interest;

determining a first sequence of sub-frames from each of the first range of frames,

each of the first sequence of sub-frames having a non-spherical field of view,

and each of the first sequence of sub-frames including a spatial region around

the target feature of interest;



generating a first portion of an output video including the sequence of sub-frames;

and

outputting the output video.

58. The video server of claim 57, wherein processing the first spherical video to identify the

target feature comprises:

performing a facial recognition algorithm on the first spherical video to identify

spatial locations of one or more faces depicted in the first spherical video.

59. The video server of claim 57, wherein processing the first spherical video to identify the

target feature comprises:

performing an object recognition algorithm on the first spherical video to identify

spatial locations of one or more objects depicted in the first spherical video.

60. The video server of claim 57, wherein processing the first spherical video to identify the

target feature comprises:

performing an audio analysis on an audio track of first spherical video to identify a

direction between an audio source and a camera capturing the first spherical

audio; and

identifying a spatial location of the audio source in the first spherical video meeting

based on the direction between the audio source and the camera.
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