
(12) United States Patent 
Zhong et al. 

USOO8332343B2 

US 8,332,343 B2 
Dec. 11, 2012 

(10) Patent No.: 
(45) Date of Patent: 

(54) 

(75) 

(73) 

(*) 

(21) 

(22) 

(65) 

(63) 

(51) 

(52) 
(58) 

SOLUTION RECOMMENDATION BASED ON 
NCOMPLETE DATASETS 

Inventors: Ming Zhong, Sunnyvale, CA (US); 
Tong Sun, Penfield, NY (US); Michael 
D. Shepherd, Ontario, NY (US); Alan T. 
Cote, Walworth, NY (US) 

Assignee: Xerox Corporation, Norwalk, CT (US) 

Notice: Subject to any disclaimer, the term of this 
patent is extended or adjusted under 35 
U.S.C. 154(b) by 0 days. 

Appl. No.: 13/269,142 

Filed: Oct. 7, 2011 

Prior Publication Data 

US 2012/OO3O163 A1 Feb. 2, 2012 

Related U.S. Application Data 

Continuation of application No. 12/173,040, filed on 
Jul. 15, 2008, now Pat. No. 8,037,003, which is a 
continuation-in-part of application No. 1 1/342,755, 
filed on Jan. 30, 2006, now Pat. No. 7,415,449. 

Int. C. 
G06F I7/00 (2006.01) 
G06N 5/02 (2006.01) 
U.S. Cl. ............................... 706/46; 706/.45; 706/12 
Field of Classification Search ........................ None 
See application file for complete search history. 

10 

INTAKE 
COMPONENT 

RECOMMENDATION 
SYSTEM 

(56) References Cited 

U.S. PATENT DOCUMENTS 

2004/0103087 A1* 5/2004 Mukherjee et al. ............... 707/3 
2007/0179924 A1* 8/2007 Zhong et al. ... 7O6/55 
2008/0275834 A1* 1 1/2008 Zhong et al. .................... TO6/46 

OTHER PUBLICATIONS 

Wei et al., L. “Clustering Workflow Requirements. Using Compres 
sion Dissimilarity Measure', IEEE International Conference on Data 
Mining, pp. 1-5, 2006.* 
Homayouni et al., R., "Gene Clustering by Latent Semantic Indexing 
of MEDLINEAbstracts'. Bioinformatics vol. 21. No. 1, pp. 104-115, 
2005.* 
Zhong et al., M., “A Printing Workflow Recommendation Tool-Ex 
ploiting Correlations between Highly Sparse Case Logs”, IEEE 
International Conference on Machine Learning and Applications, pp. 
1-6, 2006.* 

* cited by examiner 

Primary Examiner — David R Vincent 
Assistant Examiner — Adrian Kennedy 
(74) Attorney, Agent, or Firm — Fay Sharpe LLP 

(57) ABSTRACT 

In accordance with one aspect of the present exemplary 
embodiment, a system determines a solution based on 
received data. An intake component receives an incomplete 
data set from one or more sources. A recommendation system 
transforms the incomplete data set into a semantic data set via 
latent semantic indexing, classifies the semantic data set into 
an existing cluster and provides one or more solutions of the 
existing cluster as one or more recommendations. 
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SOLUTION RECOMMENDATION BASED ON 
INCOMPLETE DATASETS 

CROSS REFERENCE TO RELATED PATENTS 
AND APPLICATIONS 

This is a continuation of U.S. Ser. No. 12/173,040 filed Jul. 
15, 2008 now U.S. Pat. No. 8,037,003 entitled “Solution 
Recommendation Based on Incomplete Data Sets.” by Ming 
Zhong, et al., which is a continuation-in-part of application 
U.S. Ser. No. 1 1/342,755 filed Jan. 30, 2006, now U.S. Pat. 
No. 7,415,449 entitled “Solution Recommendation Based on 
Incomplete Data Sets.” by Ming Zhong, et al., the disclosures 
of which are hereby incorporated by reference in their 
entirety. 

BACKGROUND 

The following relates to recommendation systems. It finds 
particular application in recommendation systems utilizing 
missing value projections provided via latent semantic index 
ing techniques. 

In one application, a web-based tool allows a user to enter 
a customers information and associated workflow require 
ments and/or constraints through a dynamic questionnaire 
process. A set of workflow configurations that possibly sat 
isfy the customer's requirements are auto-generated. Finally, 
the customer will choose the most Suitable one among the 
auto-generated workflows. 

In one approach, the customer's constraints, the generated 
workflows, and final customer choice are recorded by the tool 
as a “case log which can be identified by a unique case 
identification code and stored in the case database. Based on 
these collected case logs, a production printing workflow 
recommendation system can provide new incoming cases 
with Suggested workflow configurations. The workflow rec 
ommendation system can discover hidden knowledge from 
existing case logs to enhance the core knowledge model and 
questionnaires of the workflow generation tool. In addition, 
the workflow recommendation system can significantly 
improve the efficiency and accuracy of current workflow 
generation tools by narrowing down the workflow search 
Scope for new cases that are similar to existing ones. 

However, there are several drawbacks to this approach. The 
major difficulty of designing a workflow recommendation 
system is due to the high incompleteness of data received. In 
Some instance, many case constraints have missing values 
because of customers laziness or incapability to answer con 
straint related questions. Most reported approaches of dealing 
with data incompleteness (e.g., mean/median estimation, 
regression, interpolation, etc.) fall into the category of miss 
ing value prediction. However, missing value prediction tech 
niques are limited in that they achieve adequate performance 
only under scenarios with only a few missing values and 
hence are not suitable for applications where a large number 
of constraints have missing values. 

Another approach, collaborative filtering, is also adopted 
by some recommendation systems to predict the missing 
recommendation scores of customers towards different prod 
ucts. This technique focuses only on recommendation score 
prediction and is not directly applicable for customer con 
straints (e.g., requirements) prediction needed in Such appli 
cations. 

In order to remedy this problem, alternative systems and 
methods need to be employed to provide accurate and useful 
recommendations based on incomplete data sets. 
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2 
BRIEF DESCRIPTION 

In one aspect, a system determines a solution based on 
received data. An intake component receives an incomplete 
data set from one or more sources. A recommendation system 
transforms the incomplete data set into a semantic data set via 
latent semantic indexing, classifies the semantic data set into 
an existing cluster and provides one or more solutions of the 
existing cluster as one or more recommendations. 

In another aspect, a method provides at least one solution 
based at least in part upon data received. At least one data set 
is received and mapped into one or more vectors based at least 
in part on one or more attribute values and importance asso 
ciated therewith. The one or more vectors are placed into a 
term-document matrix. The term-document matrix is decom 
posed via a latent semantic indexing transformation matrix to 
eliminate excessive data from the term-document matrix Such 
that only relevant data remains, wherein hidden semantic 
categories are recognized. Clusters associated with the hid 
den semantic categories are identified. 

In yet another aspect, a method provides representative 
workflows based at least in part upon one or more case logs. 
A new case is mapped into a vector in a case constraint space 
to produce a case log vector and a latent semantic indexing 
transformation matrix is utilized to map the case log vector 
into a semantic vector with reduced dimensionality. The 
semantic vector is classified into a particular case cluster, 
which is determined by the case cluster whose cluster cen 
troid vector has the largest cosine product with the semantic 
vector. The representative workflow of the particular case 
cluster is returned as one or more recommended workflow 
Solutions. The confidence score is calculated and output for 
the one or more recommended workflow solutions. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 illustrates a system that provides a solution via a 
recommendation system based on received user data; 

FIG. 2 illustrates the system of FIG. 1 wherein the recom 
mendation system utilizes an online and offline recommen 
dation system; 

FIG.3 illustrates the recommendation system wherein spe 
cific components perform particular functions to provide one 
or more solutions; 

FIG. 4 illustrates a methodology to establish one or more 
case clusters and determine their one or more representative 
Solutions; and 

FIG. 5 illustrates a methodology that correlates received 
case data to a pre-established cluster and provides one or 
solution associated therewith. 

DETAILED DESCRIPTION 

With reference to FIG. 1, a system is illustrated that pro 
vides Suggestions to a user that includes an intake component 
10, a recommendation system 12, and a solution bank 14. 
This system can discover (e.g., via data mining) hidden case 
clusters from incomplete data sets (e.g., case logs). The prob 
lem of data incompleteness can be addressed by utilizing one 
or more techniques such as latent semantic indexing (LSI) 
under the guide of a domain model for customer constraints 
(e.g., requirements). LSI can eliminate noise caused by con 
straint dependencies and transform original case logs into 
case logs with semantic constraints. In one example, each 
semantic constraint can represent a number of real constraints 
with hidden conceptual correlations. 
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The intake component 10 can receive one or more data sets 
from one or more sources. In one example, a source provides 
data acquired from a questionnaire or equivalent that queries 
a user to provide information related to one or more topics. 
For instance, a user (e.g., current client, potential client, etc.) 
can be asked to provide information related to workflows that 
exist in their work environment. Such workflows can be 
related to the manner in which a user manufactures a product, 
provides goods or services to a client, manages internal 
resources, etc. In one example, a workflow defines a process 
that is automated by at least one automation device. 

Recommendation systems are programs which attempt to 
predict items (e.g., movies, music, books, news, web pages, 
etc.) that a user may be interested in, given some information 
about the user's profile. Often, this is implemented as a col 
laborative filtering algorithm. Typically, recommendation 
systems work by collecting data from users, using a combi 
nation of explicit and implicit methods. 

Explicit data collection can be employed in several sce 
narios. In one example, a user is asked to rate an item on a 
sliding scale. In another example, a user is asked to rank a 
collection of items from favorite to least favorite. In yet 
another example, a user is asked to create a list of items that 
they like. In contrast, implicit data collection systems can 
utilize less overt means to obtain data, for example, by 
observing the items a user views in an online store, keeping a 
record of items that a user purchases online, etc. 
The recommendation system compares the collected data 

to similar data collected from others and calculates a list of the 
recommended items for the user. Recommendation systems 
are a useful alternative to search algorithms since they help 
user discover items they might not have found by themselves. 

Workflows generally employ one or more pieces of equip 
ment to automate one or more processes. In this manner, 
resources (e.g., personnel, time, money, etc.) can be more 
efficiently utilized. A manufacturer of goods and/or services 
employed to automate processes can utilize one or more 
diagnostic tools, e.g., software application, web interfaces, 
questionnaires, and the like to extract information from a user 
(e.g., current client, potential client, etc.). Such information 
can be helpful to assess the goods and/or services such a user 
may utilize to enhance the efficiency of their workflows. 

In order to diagnose a user's needs, a series of questions can 
be posed to scrutinize one or more aspects of production. 
Such questions can relate to color requirements, media char 
acteristics, print Volume, printer speed, finishing characteris 
tics, desired or current manufacturing output, capacity, etc. In 
addition, a user can be asked to provide the name, model, 
make, manufacturer, etc. of goods and/or services currently in 
use. In one example, information can be elicited from a user 
via queries by one or more personnel, a web application, a 
direct mailing, etc. to determine one or more appropriate 
Solutions to a user's needs. 

Typically, a user does not provide all requested information 
to the interrogating party. Thus, in order to provide a complete 
data set, the interrogating party must attempt to predict user 
responses to determine one or more appropriate Solutions to a 
user need. Such needs may be overtly known to the user 
and/or implicit in the user's responses. 
The intake component 10 can receive, organize, assemble, 

parse, etc. data received from the one or more sources. In one 
aspect, data can be transmitted as a series of constraints, 
wherein each constraint is related to one or more queries 
posed to the user. The intake component 10 can utilize a 
database or equivalent to assemble data from each disparate 
user into one or more common constraint fields. In one 
example, a value is assigned to a query wherein the corre 
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4 
sponding constraint provided by the user is located and placed 
in a database to provide to the recommendation system 12. In 
cases where a constraint is not provided in response to a 
query, the intake component 10 can assign a value (e.g., Zero, 
“XXX. etc.) to the constraint field when processing the incom 
ing data. 
The recommendation system 12 can assess data that is 

associated with one or more users. In one example, such data 
assessment can be employed to provide one or more user 
response predictions. Such predictions can provide a more 
comprehensive data set that can be employed to provide a 
more appropriate solution based upon Such predictions. In 
one approach, predictions are based at least in part upon data 
from one or disparate users. In this manner, data from previ 
ously collected user constraints can be leveraged to determine 
current and future user constraints. This information can then 
be employed to provide a more complete profile of a user and 
thus a more accurate Solution to the user. 
The recommendation system 12 can employ one or more 

algorithms to analyze data received from the intake compo 
nent 10 to predict one or more appropriate user Solution that 
are stored in the solution bank 14 and can be presented there 
from. Such analysis can be performed via one or more algo 
rithms. In one example, a domain model guided Latent 
Semantic Indexing (LSI) algorithm is utilized to handle data 
incompleteness. Although LSI is a technique utilized in text 
mining, it has not been used to address the problem of data 
incompleteness in recommendation systems. 
Under the guide of the domain model, LSI can be utilized 

to eliminate noise caused by constraint dependencies and to 
transform original received data into data with semantic con 
straints. In one example, data is received in the form of a case 
log which is representative of one or more user requirements. 
Following this example, each semantic constraint can repre 
sent a number of real constraints with hidden conceptual 
correlations. The generation process of semantic constraints 
can circumvent the problem of missing value prediction by 
folding multiple conceptually correlated constraints into one 
semantic constraint, whose value can be estimated as the LSI 
Summary of the values of its represented constraints. 
Case clusters are discovered among the above generated 

semantic case logs in a self-guided, adaptive way (i.e., no 
prior knowledge on cluster patterns or the number of clusters 
is needed) and make workflow Suggestions accordingly. Spe 
cifically, semantic case logs and their associated workflows 
are clustered into groups by using refined a K-means algo 
rithm or the like. For each cluster, some “representative' 
workflow configurations (e.g., the top popular workflows) are 
retrieved by direct statistics. A new case will be first trans 
formed into a semantic case by LSI, then classified into an 
existing cluster, and finally receive the typical workflow solu 
tions of that cluster as recommendations. Note that a new 
case's constraints and associated workflows will also be 
recorded into System database, which periodically performs 
case clustering to keep our case clusters up-to-date. 

FIG. 2 shows the system illustrated in FIG. 1 wherein the 
recommendation system 12 includes an online recommenda 
tion system 16 and an offline recommendation system 18. The 
online recommendation system 16 can execute online when 
the intake component transmits new data (e.g., one or more 
case logs) to the online recommendation system 16 that is 
received from one or more sources. Upon execution, the 
online recommendation system 16 can run one or more rou 
tines, processes, etc. to compare the received data to one or 
more predefined case clusters. A case cluster can be repre 
sentative of one or more semantic values that have similar 
semantic values. 
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In one example, the online recommendation system 16 can importance of each attribute. Specifically, the point coordi 
employ LSI to determine the similarity of semantic data val- nate corresponding to a numerical constraint attribute value is 
ues within one or more received case logs to previously defined as the multiplication between the normalized 
received data. In this manner, new data can be correlated to a attribute value and the predefined attribute importance 
data cluster. Each cluster can be associated with one or more 5 weight. Unlike numerical case attributes (e.g., printing 
Suggestions to appropriately respond to the received data. In speed), categorical case constraint attributes (e.g., case Zones, 
this manner, previously received data can be leveraged to multiple choice service properties) cannot be directly mapped 
provide one or more recommended solutions that are repre- into numerical point coordinates since they are typically 
sentative of that cluster. Since the clusters are pre-classified, unordered. To address this issue, an m-choice categorical 
runtime overhead expenses, resources, time, etc. can be 10 attribute can be mapped into m categorical point coordinates, 
reduced and more appropriate solution provided to the user. where m is an integer greater than or equal to 0. Each coor 
The offline recommendation system 18 supports the on- dinate can correspond to one category and take a non-zero 

line recommendation systems by discovering hidden pat- value exactly when its corresponding category is chosen by 
terns/clusters from previously received data (e.g., case logs). the user. 
The previously received case logs are first mapped into vec- 15 After the vectorization of case logs, data can be transmitted 
tors based on the attribute values and importance of each to the LSI transformation component 24 in the form of d 
attribute. After the vectorization of case logs, they are placed randomly sampled case logs will be represented by a txd 
in a term-document matrix which can be decomposed by matrix M, where each column vector is the vector corre 
utilizing LSI transformation matrix. In this manner, the sponding to the jth case log. In this example, M can be a two 
excessive data (e.g., noise) can be eliminated from the origi- 20 dimensional "term-document matrix, whereint is a “term 
nal term-document matrix Such that only relevant data axis and d is a "document” (e.g., case log) axis in the M 
remains. Thus, the hidden semantic data categories become matrix. In this manner, terms contained in each case log can 
recognizable and their associated clusters can be identified. be correlated to one another. 
Once this data processing is complete, the vectors are cor- Let r be the rank of M, then the Singular Value Decompo 

related to a particular data cluster. Each data cluster can be 25 sition (SVD) of M is M=TxSxD', where T (a txr matrix) and 
associated with one or more representative solutions to a user D (a dxr matrix) have orthonormal column vectors and S is a 
need. Such solutions can be organized and presented to a user diagonal matrix with singular values ranked in a descending 
based on any number of metrics such as popularity. Success, order. Let T, S, D be the resulted matrices by keeping only 
total throughput, resources employed, cost, etc. The offline the first k columns of T, S, D, where k should be the number 
recommendation system 18 can be executed on a periodic 30 of semantic concepts in the case logs. A case log vector X 
basis, based on need, when a condition is met, etc. In addition, could be folded into the k-dimensional semantic space by 
each solution can be associated with a confidence level based XXXT, which maps X, a t-dimensional case log vector, into 
on previous successfulness of the Solution. X, a k-dimensional semantic case log vector. 

FIG. 3 illustrates a recommendation system that includes The case clustering component 26 clusters semantic case 
the intake component 10, the recommendation system 12, and 35 log vectors into groups based on their mutual correlations. 
the solution bank 14. The recommendation system further Such a clustering algorithm can partition the points into 
includes the online recommendation system 16 and the offline groups such that the points within each group tend to have 
recommendation system 18. The online recommendation much higher correlations with each other than with outside 
system 16 utilizes a case classification and recommendation points, where the correlations between two points can be well 
component 30 to provide solutions to a user online. The 40 captured by the distance between them. Let the total number 
offline recommendation system 18 includes a case database of case log vectors be n. Let the maximum number of case 
20, a LSI initialization component 22, a LSI transformation clusters be K. The following can be representative of the 
component 24, a case clustering component 26, and a cluster framework of an algorithm to generate one or more clustering 
characterization component 28. schemes: 
The case database 20 receives data from the intake com- 45 1. FOR K=1 TO K. 

ponent that relates to all incoming data. The case database 20 a. Cluster n vectors into K clusters by using K-means 
maintains the records of previous cases, where each record algorithm with refined initial centroids. 
includes customer constraints and the generated and inter- b. Evaluate the performance of the K clusters by Bayesian 
ested workflow. For each incoming case, its customer prefer- Information Criterion (BIC) scores. 
ences are collected via pre-defined customer questionnaires. 50 c. Store the above K cluster centroids and their evaluation 
Here we assume that customer answers to the questionnaire score as a clustering scheme. 
are complete. The generated workflow(s) can be the outcome END 
of an auto-generation scheme, and the interested workflow(s) 2. Return the clustering scheme with the best evaluation 
is the final customer choice out of generated workflows, SCO. 
which are provided either by our recommendation system or 55 This algorithm can be employed to generate clustering 
by existing workflow generation systems. A typical record schemes for all possible values of K, the number of case 
contained in the case database 20 is as follows: clusters, and finally to return the overall best clustering 

Color Media Print Printer Finishing . . . . . . Generated Interested 
requirements Characteristics Volume Speed Characteristics . . . . . . Workflows workflows 

The LSI initialization component 22 can be employed to 65 scheme in terms of Bayesian Information Criterion (BIC) 
setup an LSI transformation matrix. The first step is to map evaluation scores. Hence, this algorithm candiscover both the 
case logs into vectors based on the attribute values and the actual number of case clusters and the corresponding clusters. 
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In Step 1a above, the clustering algorithm is motivated by 
the standard K-means algorithm and its refined versions. Let 
Abe a small constant. Our clustering algorithm is as follows. 
Input: n vectors. 
Output: K cluster centroid vectors. 
Algorithm: 
FOR 1=1 TOR 

1. Clustern input vectors into K clusters by using K-means 
algorithm as follows. 
A) Randomly choose Kinitial vectors and set them as K 

initial centroid vectors. 
B) For each vector X of the n input vectors, associate it 

with the centroid vector with the largest cosine prod 
uct. 

C) Update each centroid vector by taking the average of 
all vectors associated with this centroid vector. 

D) Keep running the above 
2 steps until centroid vectors do not change. 2. Store the 

above-computed K cluster centroids in C, a K-vector 
data structure. 

3. Evaluate the total distortion score for C, by computing 
the sum of the cosine products between each input vector 
and its associated centroid vector. 

END 
Return C, with the lowest total distortion score. 
A K-means algorithm converges to a local minimum in 

terms of global distortion metrics (the average distortion 
between a vector and its clustercentroid). The convergence of 
a K-means algorithm is deterministic and independent of the 
choice of initial centroid vectors. However, a bad choice of 
initial vectors can greatly affect the distortion of final clusters 
since the clusters may end up trapped in a bad local minimum. 
In order to address this problem, a K-means algorithm can be 
executed with R random sets of initial centroid vectors and a 
clustering scheme with the overall minimum distortion can be 
selected. It is to be appreciated that a K-clustering scheme is 
returned as K cluster centroid vectors, which associates an 
input vector to the centroid vector with the largest cosine 
product. 

In Step 1b above, the K-clustering scheme C, computed in 
Step 1a is evaluated by BIC scores, which gives the posterior 
probability of the input points. Motivated by the cluster evalu 
ation work in, a BIC score can be defined as follows: 

BIC(C)=2L(C)-nparlog n. 

Here, L(C) is the posterior log-likelihood of C. Npar, the 
number of parameters in our model, is Kim here since there are 
K centroids with m coordinates for each. 
The estimate of L(C) depends on the underlying cluster 

probability model. If it is assumed that the vectors of each 
cluster satisfy m-dimensional Gaussian distribution, then the 
mean value , and variance O, of the ith cluster's probability 
distribution are known since p, is the centroid of the cluster 
and O, can be easily estimated based on the cosine product 
between the centroid and all vectors of the cluster. Hence, L, 
can be computed based on cluster probability distributions 
and input vectors. Specifically, if n, denote the number of 
vectors in the ith cluster, then 

n; - K i. i. 

f 15 + n, log., -n, log 
A r n : 

L(C) = -log2,t)- (C) 2. slog2n.)--. log(O)- 

In Step 2, the clustering scheme with the maximal BIC score 
is returned as the list of cluster centroid vectors. 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

8 
The cluster characterization component 28 can calculate 

the representative workflows for each cluster in the final 
clustering scheme generated by the case clustering compo 
nent 26. The representative workflows can include any work 
flow that is interesting to customers, e.g., the most popular 
workflow based upon any number of factors such as cost, 
capacity, throughput, etc. 

In this embodiment, the online recommendation system 16 
includes the case classification and recommendation compo 
nent (CCRC) 30. The CCRC 30 can be executed upon the 
arrival of incoming case data to the recommendation system 
12. In one approach, the following process is employed: 

1. Map a new case into a vector in the case constraint space. 
2. Use the LSI transformation matrix to map the above case 

log vector into a semantic vector with reduced dimen 
sionality. 

3. Classify the above semantic vector into an existing case 
cluster whose cluster centroid vector has the largest 
cosine product with the semantic vector. 

4. Return the representative workflows of that cluster as the 
recommended workflow solutions. 

5. Calculate and output the confidence score for the rec 
ommendations just made. 

If the semantic vector corresponding to the incoming case 
is X, the associated cluster centroid vector of X is c(X), and d(x, 
y) denotes the cosine product between vector x and y in the 
semantic constraint space, then the confidence score is 
defined as follows: 

Score (x) = 2 

Depending on the cosine product between the semantic vec 
tor related to the incoming case and its associated cluster 
centroid vector, the confidence scores ranges from 0 to 1, 
where 1 represents the maximal confidence (when d(x,c(x)) 
= 1 or x=c(x)) and 0 represents the minimal confidence (when 
d(x,c(x))=-1 or x=-c(x)). In this embodiment, the confidence 
score is based on a logarithmic scale. However, it is to be 
appreciated that Substantially any scale can be employed Such 
as a linear, an exponential, etc. 
The intake component 10, recommendation system 12 and/ 

or the Suggestion bank 14, can be utilized within a computer 
74, as provided in FIG. 2. The computer 74 may include a 
processing unit, a system memory, and a system bus that 
couples various system components including the system 
memory to the processing unit (none shown). The processing 
unit may be any of various commercially available proces 
sors. Dual microprocessors and other multi-processor archi 
tectures also can be used as the processing unit. 
The system bus may be any of several types ofbus structure 

including a memory bus or memory controller, a peripheral 
bus, and a local bus using any of a variety of commercially 
available bus architectures. The computer memory includes 
read only memory (ROM) and random access memory 
(RAM). A basic input/output system (BIOS), containing the 
basic routines that help to transfer information between ele 
ments within the computer 74. Such as during start-up, is 
Stored in ROM. 
The computer 74 may further include a hard disk drive, a 

magnetic disk drive, e.g., to read from or write to a removable 
disk, and an optical disk drive, e.g., for reading a CD-ROM 
disk or to read from or write to other optical media. The hard 
disk drive, magnetic disk drive, and optical disk drive are 
connected to the system bus by a hard disk drive interface, a 
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magnetic disk drive interface, and an optical drive interface, 
respectively. The computer 74 typically includes at least some 
form of computer readable media. Computer readable media 
can be any available media that can be accessed by the com 
puter. By way of example, and not limitation, computer read 
able media may comprise computer storage media and com 
munication media. Computer storage media includes Volatile 
and nonvolatile, removable and non-removable media imple 
mented in any method or technology for storage of informa 
tion Such as computer readable instructions, data structures, 
program modules or other data. Computer storage media 
includes, but is not limited to, RAM, ROM, EEPROM, flash 
memory or other memory technology, CD-ROM, digital ver 
satile disks (DVD) or other magnetic storage devices, or any 
other medium which can be used to store the desired infor 
mation and which can be accessed by the computer. Commu 
nication media typically embodies computer readable 
instructions, data structures, program modules or other data 
in a modulated data signal Such as a carrier wave or other 
transport mechanism and includes any information delivery 
media. The term "modulated data signal” means a signal that 
has one or more of its characteristics set or changed in Such a 
manner as to encode information in the signal. By way of 
example, and not limitation, communication media includes 
wired media such as a wired network or direct-wired connec 
tion, and wireless media Such as acoustic, RF, infrared and 
other wireless media. Combinations of any of the above 
should also be included within the scope of computer read 
able media. 
A number of program modules may be stored in the drives 

and RAM, including an operating system, one or more appli 
cation programs, other program modules, and program non 
interrupt data. The operating system in the computer can be 
any of a number of commercially available operating sys 
temS. 

A user may enter commands and information into the com 
puter 74 through a keyboard and a pointing device. Such as a 
mouse. Other input devices may include a microphone, an IR 
remote control, a joystick, a game pad, a satellite dish, a 
scanner, or the like. These and other input devices are often 
connected to the processing unit through a serial port inter 
face that is coupled to the system bus, but may be connected 
by other interfaces, such as a parallel port, a game port, a 
universal serial bus (“USB), an IR interface, etc. A monitor, 
or other type of display device, is also connected to the system 
bus via an interface. Such as a video adapter. In addition to the 
monitor, a computer typically includes other peripheral out 
put devices (not shown), such as speakers, printers etc. 
The computer 74 may operate in a networked environment 

using logical and/or physical connections to one or more 
remote computers, such as a remote computer(s). The remote 
computer(s) may be a workstation, a server computer, a 
router, a personal computer, microprocessor based entertain 
ment appliance, a peer device or other common network 
node, and typically includes many or all of the elements 
described relative to the computer, although, for purposes of 
brevity, only a memory storage device is illustrated. The 
logical connections depicted include a local area network 
(LAN) and a wide area network (WAN). Such networking 
environments are commonplace in offices, enterprise-wide 
computer networks, intranets and the Internet. 
When used in a LAN networking environment, the com 

puter 74 is connected to the local network through a network 
interface or adapter. When used in a WAN networking envi 
ronment, the computer typically includes a modem, or is 
connected to a communications server on the LAN, or has 
other means for establishing communications over the WAN, 
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10 
such as the Internet. The modem, which may be internal or 
external, is connected to the system bus via the serial port 
interface. In a networked environment, program modules 
depicted relative to the computer, or portions thereof, may be 
stored in the remote memory storage device. It will be appre 
ciated that the network connections shown are exemplary and 
other means of establishing a communications link between 
the computers may be used. 

While, for purposes of simplicity of explanation, the meth 
odologies of FIGS. 4 and 5 are shown and described as 
executing serially, it is to be understood and appreciated that 
the exemplary embodiment is not limited by the illustrated 
order, as Some aspects could, in accordance with the exem 
plary embodiment, occur in different orders and/or concur 
rently with other aspects from that shown and described 
herein. Moreover, not all illustrated features may be required 
to implement a methodology in accordance with an aspect of 
the exemplary embodiment. 

FIG. 4 illustrates a methodology to establish one or more 
case clusters and determine their one or more representative 
Solutions. At reference numeral 40, at least one data set (e.g., 
sample data from a database) is received. In one embodiment, 
the data can be in the form of case logs which are represen 
tative of current and/or potential customer requirements. 
Such requirements can be gathered via one or more means 
Such as Verbal interrogation, written questionnaire, web 
application, etc. and Subsequently placed into the database. 
At 42, the at least one data set is mapped into one or more 

vectors. The data set can contain one or more language docu 
ments and/or fields. In one example, mapping can occur based 
on the attribute values and the importance of each attribute. At 
44, the one or more vectors are placed into a term-document 
matrix. In this manner, the language documents can be rep 
resented as mathematical objects to allow processing of the 
objects as a whole. Such term-document matrix can allow 
data to be organized Such that relationships between vectors 
can be located and identified. 
At 46, the term-document matrix is decomposed to deter 

mine semantic categories. Decomposition of the matrix can 
be accomplished utilizing a known process such as singular 
value decomposition, for example. The result of such decom 
position can be a plurality of semantic categories. At 48, one 
or more clusters associated with the semantic categories are 
identified. In one example, a clustering algorithm, as 
employed by the case clustering component 26 above, can be 
utilized to cluster the semantic data vectors. In addition, clus 
ters can be characterized Such that each cluster correlates to 
one or more representative solutions. In one example, a solu 
tion is provided as a workflow. Representative workflows can 
be calculated for each cluster in the final clustering scheme 
after case clusters have been established. The representative 
workflows can include any workflow that can be organized 
and presented based on one or more factors such as popular 
ity, confidence level, cost, capacity, throughput, etc. 
At 50, the clusters and representative solutions are output 

to one or more recipients. In one example, the recipient is an 
online component that can utilize such data to provide one or 
more solutions to a user based upon data representative of one 
or more current requirements. The online component can 
correlate the user requirements to a cluster that closely 
resembles the semantic values of the user. In addition, a list of 
representative Solutions can be provided. 

FIG. 5 illustrates a methodology that correlates received 
case data to a pre-established cluster and provides one or 
more solutions associated therewith. At 60, case data is 
received. Such data can be acquired from one or more users to 
determine their business requirements. For example, a user's 
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manufacturing requirements, logistics, budget, resources, 
etc. can be gathered and assembled into a case log for analy 
sis. At 62, received case data is vectorized. In one example, 
data is vectorized by mapping it into a vector in a case con 
straint space. At 64, the vectorized data is correlated to one or 
more pre-established clusters. In one approach, an LSI trans 
formation matrix can be employed to map the case log vector 
into a semantic vector with reduced dimensionality. In this 
process, data that is closely semantically related can be 
decomposed to reveal case data similarity or differences with 
a pre-established cluster. 

At 66, hidden knowledge within the vectorized case data is 
discovered. This discovery can be based at least in part upon 
the one or more pre-established clusters. At 68, recommended 
Solutions are output to one or more recipients. Such solutions 
can be acquired quickly with a low amount of overhead since 
the majority of the computation to classify, transform and 
cluster data is done offline. In one example, Solutions can be 
presented to the user based on one or more metrics. 

At 70, the confidence score of the recommended solutions 
is calculated. In one approach, the confidence score can be 
representative of whether the online solution is the same as 
the solution calculated offline. In one example, the formula 
employed by the CCRC component 30 can be employed to 
determine the confidence score between a value of 0 and 1. In 
this example, 0 represents a minimal confidence score and 1 
is a maximal confidence score. 

It will be appreciated that variations of the above-disclosed 
and other features and functions, or alternatives thereof, may 
be desirably combined into many other different systems or 
applications. Various and variant embodiments presently 
unforeseen or unanticipated alternatives, modifications, 
variations or improvements therein may be Subsequently 
made by those skilled in the art which are also intended to be 
encompassed by the following claims. In addition, the claims 
can encompass embodiments in hardware, software, or a 
combination thereof. 
The invention claimed is: 
1. A computer implemented method for recommending a 

production process workflow solution, comprising: 
receiving a plurality of existing case clusters defined using 

production process related constraints including at least 
one of manufacturing requirements, logistics, budget, 
and resources; the production process related constraints 
that define each existing case cluster of the plurality of 
case clusters being representative of a production pro 
cess workflow solution automated by one or more 
devices; 

receiving a case data set of an incomplete production pro 
cess workflow solution; 

mapping the case data set into one or more vectors in a case 
constraint space to create a case log vector, 
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12 
mapping the case log vector into a semantic case log vector 

with reduced dimensionality via a latent Semantic index 
transformation to eliminate excessive data from the case 
log vector Such that only relevant data remains; 

classifying the semantic case log vector into one of the 
plurality of existing case clusters whose cluster centroid 
vector has the largest cosine product with the semantic 
case log vector; and 

recommending the production process workflow solution 
associated with the existing case cluster into which the 
semantic case log vector is classified; the recommended 
production process workflow solution defining produc 
tion process related constraints for automating one or 
more devices of the incomplete production process 
workflow solution; 

wherein said receiving, mapping, classifying and recom 
mending are performed using one or more processors. 

2. The method of claim 1, wherein said recommending 
further comprises outputting a confidence score for the rec 
ommended production process workflow solution. 

3. The method of claim 1, wherein said classifying the 
semantic case log vector into one of the plurality of existing 
case clusters, further comprises: 

clustering n vectors into K clusters by using a K-means 
algorithm with refined initial centroids; 

evaluating the performance of the K clusters by Bayesian 
Information Criterion (BIC) scores; and 

storing the K cluster centroids and their evaluation score as 
a clustering scheme. 

4. The method of claim 1, further comprising receiving an 
indication of selection of the recommended production pro 
cess workflow solution. 

5. The method of claim 1, wherein said receiving a plurality 
of existing case clusters further comprises receiving a case 
database that stores at least one record of at least one existing 
case, wherein the at least one record includes one or more 
constraints, at least one recommended production process 
workflow solution and at least one interested workflow solu 
tion, wherein the at least one interested workflow solution is 
a recommended production process workflow solution that 
receives an indication of selection. 

6. The method of claim 1, wherein said receiving a plurality 
of existing case clusters further comprises: 
mapping a set of case data into a plurality of vectors; 
placing the plurality of vectors into a term-document 

matrix: 
decomposing the term-document matrix to determine 

semantic categories; and 
identifying a set of clusters associated with the semantic 

categories. 


