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SYSTEMAND METHOD FOR ENHANCED 
INFORMATION RETRIEVAL 

0001. This application is a continuation of copending 
application Ser. No. 1 1/469,948, filed Sep. 5, 2006, which is 
a continuation of Ser. No. 10/61 1,077, filed Jul. 1, 2003, now 
U.S. Pat. No. 7,103,594, issued Sep. 5, 2006, which is a 
continuation of application Ser. No. 09/974,242, filed Oct. 9, 
2001, now U.S. Pat. No. 6,604,103, issued Aug. 5, 2003, 
which is a continuation of Ser. No. 09/620,651, filed Jul. 20, 
2000, which is a continuation of Ser. No. 09/083,382, filed 
May 22, 1998, which is a continuation-in-part of Ser. No. 
08/918,912, filed Aug. 27, 1997, now U.S. Pat. No. 5,946, 
682, issued Aug. 31, 1999, which is a continuation of Ser. 
No. 08/474,921, filed Jun. 7, 1995, now U.S. Pat. No. 
5,715,445, issued Feb. 3, 1998, which is a continuation of 
Ser. No. 08/300,343, filed Sep. 2, 1994. Application Ser. No. 
09/083,382 claims the benefit of provisional application Ser. 
No. 60/047,554, filed May 22, 1997. All of these applica 
tions are hereby fully incorporated by reference. 

FIELD OF THE INVENTION 

0002 The present invention relates to a system for 
retrieving information from a database. More specifically, 
the present invention improves a systems usability and/or 
response time so that a user's request to view new informa 
tion is serviced quickly and/or efficiently. 

BACKGROUND AND SUMMARY 

0003. The recent proliferation of electronic text and mul 
timedia databases has placed at Society's fingertips a wealth 
of information and knowledge. Typically, a computer is 
employed that locates and retrieves information from the 
database in response to a users input. The requested infor 
mation is then displayed on the computer's monitor. Modern 
database systems permit efficient, comprehensive, and con 
venient access to an infinite variety of documents, publica 
tions, periodicals, and newspapers. Yet retrieving informa 
tion from databases is often slow. Sometimes, this is caused 
by bandwidth limitations, such as when information is 
retrieved from remotely-located databases over an ordinary 
telephone line, a very narrow bottleneck. In other cases, 
slow retrieval is caused by a relatively slow local mass 
storage device (e.g., a CD-ROM drive). 
0004 There exists a compelling need for a database 
system that has better usability and/or a quicker response 
time so that information is displayed very soon after the user 
requests it. In some embodiments, the present invention 
takes advantage of the fact that it can be useful to have the 
user exercise some direct control over the retrieval of 
information. Some embodiments of the present invention 
could also take advantage of the fact that the time that the 
user spends viewing displayed information is often Sufficient 
to advantageously preload a Substantial amount of informa 
tion. 

0005 With these and other objects, advantages, and fea 
tures of the invention that may become hereinafter apparent, 
the nature of the invention may be more clearly understood 
by reference to the following detailed description of the 
invention, the appended claims, and to the several drawings 
herein. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0006 FIG. 1a is a block diagram of a general purpose 
computer. 
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0007 FIG. 1b is a diagram of multiple computers con 
nected together to form a network of computers and/or 
networks. 

0008 FIGS. 1c. 1d, and 1g are diagrams illustrating 
various procedures for installing and executing software. 
0009 FIGS. 1e and 1fare flow charts illustrating proce 
dures for installing and executing Software. 
0010 FIG. 2 is a representation of four search documents 
and three related documents. 

0011 FIG. 3 is a representation of four search documents 
and three related documents with a display view and one 
anticipated view designated. 

0012 FIGS. 4(a) and 4(b) are each a representation of 
four search documents and three related documents showing 
a display view and four anticipated views. 
0013 FIGS. 5(a) and 5(b) are each a representation of 
four search documents and three related documents showing 
various term views. 

0014 FIG. 6 is a representation of four search documents 
and three related documents showing various Subdocument 
views. 

0015 FIG. 7 shows seven documents ordered according 
to four different ordering characteristics. 
0016 FIGS. 8, 9, and 10 are flow charts illustrating 
alternate embodiments of the present invention. 
0017 FIG. 11 is a diagram of the relationships between 
six statically-related documents. 
0018 FIG. 12 is a representation of a video display 
screen for a computer such as that of FIG. 1a. 
0.019 FIGS. 13a, 13b, 13c, 13d, and 13e are flow charts 
illustrating the operation of embodiments of the present 
invention. 

0020 FIG. 14 is a chart illustrating one example of the 
type of profile information that may be provided in connec 
tion with a given document. 
0021 FIG. 15 is a flow chart illustrating how profile 
information can be used in an embodiment of the present 
invention. 

0022 FIG. 16 is a flow chart of the operation of a system 
in one embodiment of the present invention where a plural 
ity of documents are preloaded in separate threads of execu 
tion. 

0023 FIGS. 17a to 17? are representations of a video 
display screen illustrating various features and embodiments 
of the present invention. 
0024 FIGS. 18a and 18b are flow charts illustrating the 
operation of various embodiments of the invention. 
0.025 FIG. 19 is a flow chart illustrating how an embodi 
ment of the present invention can effectively operate in a 
fee-based environment. 

0026 FIGS. 20a, 20b, and 20c are flow charts of the 
operation of embodiments of the present invention illustrat 
ing how server demands can be reduced in some circum 
StanceS. 
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0027 FIG. 21 is a flow chart that illustrates the operation 
of a computer program illustrating some aspects of the 
present invention. 
0028 FIG. 22 is a flow chart that illustrates the use of an 
embedded program in connection with the present invention. 
0029 FIG. 23 is a network diagram illustrating an alter 
nate method of preloading information on a network. 

DETAILED DESCRIPTION 

0030 FIG. 1a is a block diagram of a general purpose 
computer 102 that can be used to implement the present 
invention. The computer 102 has a central processing unit 
(CPU) 104, memory 113, and input/output (i/o) circuitry 
112. The CPU 104 is connected to the memory 113 and the 
i/o circuitry 112. The i/o circuitry permits the CPU 104 to 
access various peripheral devices, such as the display or 
monitor 108, local storage 106, and input device(s) 110. The 
input device(s) 110 may include a keyboard, mouse, pen, 
Voice-recognition circuitry and/or software, or any other 
input device. Some type of secondary or mass storage 106 
is generally used, and could be, for example, a hard disk or 
optical drive. The storage 106 can also be eliminated by 
providing a sufficient amount of memory 113. Either the 
storage 106 or the memory 113 could act as a program 
storage medium that holds instructions or source code. The 
i/o circuitry 112 is also connected to a network 114, thereby 
connecting the computer 102 to other computers or devices. 
0031 FIG. 1b is a representation of multiple computers 
(251, 252,253, 254, 255, 256, and 257) connected together 
to form a network of computers and/or networks. Computers 
251, 252, and 256 are shown connected to wide area network 
(WAN) 263, whereas computers 253, 254, 255, and 257 are 
shown interconnected by local area network (LAN) 261. The 
LAN 261 is connected to the WAN 263 by connection 262. 
Various network resources, such as databases of documents 
or other objects, are stored on one or more the computers 
shown in FIG. b. 

0032. In a networked environment, such as that of FIG. 
1b, there are numerous ways in which software can be 
installed, distributed, and/or executed on the various com 
puters on the network. FIG. 1c illustrates a conventional way 
in which desktop software is installed and executed. In FIG. 
1c, a computer program 1003 is installed at the computer 
1001 through some type of installation program typically 
started by the user of the computer 1001, and executed on 
the computer 1001. During installation, the program 1003 
may need to be configured at the computer 1001 for use with 
the network in order to enable access to other computers on 
the network (e.g., 1002 and 1012). After installation, the 
computer program 1003 resides and executes at the com 
puter 1001, and is persistent. When the computer 1001 is 
shut down or restarted, the program continues to be stored 
at the client on non-volatile storage media. Upon restarting 
the computer 1001, the program 1003 is available for use 
without reinstallation. 

0033 FIG. 1d shows a different embodiment. When the 
network-connected computer 1001 connects to or down 
loads an object stored on the remote computer 1002 over the 
network, a program 1005 embedded within the downloaded 
document or object is installed on the computer 1001 and is 
executed on the computer 1001. FIG. le is a flow chart that 
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illustrates one possible installation procedure that is carried 
out when the computer 1001 accesses the program 1005. 

0034) The computer 1001 identifies at 1020 one or more 
programs embedded within the accessed object. The client 
computer then determines whether each embedded program 
has been installed previously on the computer 1001. This 
can be done by searching the computer's storage or system 
registry for the program or for the program’s identifying 
characteristics. In Microsoft's ActiveX/COM architecture, 
for example, this is done by searching the registry for an 
instance of the program’s globally unique identifier (GUID) 
in the system registry. 

0035) If the embedded program has been installed on the 
client computer, the previously installed program is 
retrieved from local storage at 1030, and executed at 1028. 
However, if the program has not been already installed on 
the client computer, it is retrieved over the network (1023), 
and installed on the client computer. The installation process 
will typically involve updating a system registry or other 
persistent storage with identifying information on the com 
puter 1001. 

0036 Preferably, the program is installed at 1024 such 
that it need not be downloaded again over the network when 
it is encountered embedded within another object. For 
example, if the computer 1001 were to access an object on 
computer 1012 that had program 1005 embedded within it, 
the program 1005 would not need to be installed again 
because it has already been installed when computer 1002 
was accessed. 

0037 FIG. 1fis flow chart illustrating a different embodi 
ment of the present invention. In this system, when the 
computer 1001 encounters an object on computer 1002, it 
identifies at 1040 each program embedded within the object. 
It then retrieves one or more programs over the network, and 
then installs them at the client computer 1001, but without 
the use of a persistent storage mechanism. Thus, although 
the program is executed on the client computer 1001, the 
embedded program must be downloaded each time it is 
encountered because no persistent storage mechanism is 
used. This type of installation procedure may be more 
secure, and has been used in some of the early Java 
implementations. 

0038 A system in which software is downloaded over the 
network, perhaps from an untrusted server, has significant 
security risks associated with it, and for this reason, security 
restrictions may be placed on computer programs down 
loaded from the network. Thus, a downloaded computer 
program may be unable access Some of the resources of a 
client computer or of the network generally. In some 
embodiments, however, a downloaded program may be 
tested for authenticity and safety through a code signing 
procedure, or through a code verifying procedure. If such a 
program passes such authenticity tests, it may be given more 
complete access to system or network resources. 

0039. In yet another embodiment, shown in FIG. 1g, the 
network-connected computer 1001 connects to the remote 
computer 1002 over the network, but the program 1021 
executes on the remote computer 1002. Display information 
and/or instructions are sent from the remote computer 1002 
to the computer 1001, and this information and/or instruc 
tions are interpreted by a terminal program or a thin client 
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program 1023, which updates the display. Input device 
events (e.g., mouse clicks and keyboard events) caused by 
the user at the computer 1001 are sent to the remote 
computer 1002 so as to appropriately alter the execution of 
the program 1021 executing at the remote computer. In some 
implementations, it appears to the user of computer 1001 
that the program 1021 is executing on computer 1001, even 
though the program 1021 is actually executing on the 
computer 1002. This scenario, or one similar to it, is 
employed by some of the thin-client computing environ 
ments, such as Citrix Corporation's WinFrame solution, or 
Microsoft's forthcoming Hydra initiative. 
0040. Each of the described techniques for installation 
and/or use of Software can be implemented in connection 
with the present invention. For example, software used for 
carrying out one or more embodiments of the present 
invention may be installed and executed in accordance with 
the techniques described above. 
0041. In FIG. 2, four documents that might correspond to 
search documents found as a result of a query are shown. 
The query may be formulated to find all the documents in a 
given database that include the phrase “Hadley V. Baxen 
dale. Each X in the search documents 100A, 200A, 300A, 
and 400A represents an occurrence of the phrase “Hadley V. 
Baxendale.” As can be seen, the phrase “Hadley V. Baxen 
dale' can be found in search document 100A at two separate 
locations. Document 200A has six occurrences, and search 
document 300A has three. Search document 400A has one 
occurrence the title of search document 400A is “Hadley V. 
Baxendale.” 

0042. There are also “related documents' (500A, 600A, 
and 700A) shown in FIG. 2. A related document is a 
document that is somehow explicitly associated, linked, or 
otherwise connected to one of the search documents. For 
example, if search document 100A is a judicial opinion, a 
related document might be a Subsequent opinion in the same 
case (e.g., an decision on appeal). Other related documents 
might be an opinion or scholarly article that cites or dis 
cusses search document 100A, or a list of judicial opinions 
that cite the search document. Any document that is usefully 
associated with the search document can be considered a 
related document. Often the related document does not 
satisfy the query, so it is usually not one of the search 
documents. In some circumstances, however, the related 
document might satisfy the query, so it can be a search 
document. 

0.043 Related documents may also be related only to a 
particular view within a search document. For example, a 
search document that is a judicial opinion may have numer 
ous other judicial opinions cited in the text of the opinion. 
These cited opinions may be “related documents, but often 
they relate only to a particular view within the document. 
Depending on the implementation of the database system, 
they might not be considered to be “related to the search 
document as a whole. Thus, they are available as related 
documents only when the corresponding cite is within the 
currently displayed view. In such an implementation, the 
related documents are dependent on the view shown on the 
monitor at any given time. 
0044 FIG. 3 shows the representation of the four search 
documents that satisfy the user's query. The search docu 
ments are ordered by an ordering characteristic, Such as the 
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date of publication. Other ordering characteristics can be 
used as appropriate for a given situation (e.g., number of 
query terms in a document, statistical relevance of the 
documents, type of document, etc.). Any ordering charac 
teristic that permits the search documents to be distinguished 
from one another can be appropriate. In the example of FIG. 
3, search document 100A is the first search document 
according to the ordering characteristic, and view 101A 
(shaded) in search document 100A is the display view 
shown on the monitor. (The view shown on the monitor at 
any given time is the “display view.) Once view 101A is 
displayed on the monitor, the user reads, studies or otherwise 
observes the displayed information. When the user wishes to 
change the display view, he or she uses an input device to 
cause the system to display either (a) a different view in the 
search document 100A, or (b) a view from one of the other 
documents 200A, 300A, 400A, 500A, 600A, or 700A. 

0045. The user uses one or more input devices to request 
particular views. For example, an input device might be a 
keyboard that includes a “next page' key and a “next 
document' key. The “next page' key requests the next 
successive view (view 102A) within the document currently 
being viewed (document 100A). The “next document view 
requests the first view (view 201A) of the next successive 
search document according to the ordering characteristic 
(document 200A). Many database systems have “next page' 
and “next document” commands or keys (e.g., Westlaw, 
LEXIS/NEXIS, and West Publishing Company’s CD-ROM 
products), as well as others (e.g., “previous document, 
'"previous page'). Westlaw also permits a user to request a 
particular search document or “page' by typing a command. 
For example, to view search document three (300A), the 
user types “r3’: to request page 2 (i.e., view 2) within the 
currently displayed document, the user types “p2.' And in 
Some systems, multiple commands can be executed together 
by separating them with a semicolon, so page two from 
document three (view 302A) can be requested with a single 
command: “r3.p2.” 

0046. In the systems of the prior art, when the database 
system receives the command to display a different view, the 
requested view must be loaded from the database before it 
can be displayed on the monitor or display. Since retrieving 
information from the database is time-consuming, this load 
ing process is undesirably slow. But in a system employing 
the present invention, the time required to respond to the 
user's request for a different view (the “requested view') is 
reduced by taking advantage of the fact that it is often 
possible to predict the requested view before the user 
actually requests it. In the present invention, the view(s) that 
the user is likely to next request are preloaded while the user 
is reading the displayed view. 

0047 Thus, in one embodiment of the present invention, 
the view or views (i.e., anticipated view(s)) that are likely to 
be next requested by the user are “preloaded (e.g., in the 
background) to the extent permitted by the time the user 
spends reading or studying the display view. When the user 
does request that a different view be displayed (i.e., the user 
requests a “requested view'), the requested view can be very 
quickly displayed on the monitor if it has already been 
preloaded into memory. Thus, if the requested view is one of 
the anticipated views, the database system is able to quickly 
respond to the user's request for the requested view. 
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0.048. As shown in FIG. 3, while the user is reading or 
studying the display view 101A, view 201A is identified as 
an anticipated view (signified by the arrow from view 101A 
to view 201A). View 201A is likely to be requested by the 
user because it is the first view of the “next search docu 
ment (as defined by the ordering characteristic) following 
search document 100A. And while the display view 101A is 
being viewed by the user, the database system will preload 
view 201A from the database into memory, before it is 
actually requested by the user. After view 201A is preloaded 
into memory, the input device is checked to see if the user 
has requested that another view be displayed. If the user has 
requested that a requested view be displayed, the database 
system checks to see if the requested view has been loaded 
into memory (e.g., as the preloaded anticipated view). If the 
requested view is view 201A, it will have been loaded into 
memory as the anticipated view, so view 201A is retrieved 
from memory and displayed on the monitor. Since loading 
the requested view from memory is much faster than loading 
the requested view from the database, the time required to 
respond to the user's request for the requested view is 
shortened dramatically. If the requested view is not in 
memory, however, it must be retrieved from the database. 
0049 Instead of loading the entire anticipated view 
before checking the input device, in other embodiments of 
the present invention the input device is monitored during 
the time the anticipated view is being preloaded into the 
database. If the user requests a requested view, the preload 
ing of the anticipated view stops and the user's request is 
serviced. This ensures that the system is very responsive to 
the users input. Such an embodiment can be implemented 
by checking the input device each time a segment (i.e., a 
portion) of the anticipated view is preloaded. If the computer 
retrieving information from the database is running a mul 
titasking and/or multithreading operating system, Such an 
embodiment can alternatively be carried out using the vari 
ous techniques appropriate for Such an operating system. 

0050 FIG. 4(a) shows a situation where view 101A 
(shaded) is the display view, and the retrieval system has 
identified four views 102A, 501A, 201A, and 401A as 
anticipated views. View 102A is likely to be requested by the 
user when the displayed view is view 101A because it is the 
next view in the document that the user is currently viewing. 
View 501A is a candidate for the requested view because it 
is the first view from a document (500A) that relates to the 
search document (100A) that the user is currently viewing. 
View 401A is also an anticipated view because the user 
might wish to view the document that represents the oppo 
site extreme of the ordering characteristic (e.g., the oldest 
document). And as described above, view 201A is also likely 
to be requested by the user. 

0051. In the embodiment of FIG. 4(a), the retrieval 
system will attempt to load as many of these anticipated 
views as possible while the user is studying the display view 
101A. If enough time passes before the user requests a 
requested view, the retrieval system may preload all four of 
the anticipated views, thereby enhancing the likelihood that 
the next requested view will be in memory. 

0.052 Once the user issues a request for a requested view, 
the requested view is loaded from memory (or from the 
database, if necessary) and displayed on the monitor. The 
process of determining and preloading anticipated views 
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then starts over. For example, if the requested view is view 
201A, the display view will then become view 201A 
(shaded) as shown in FIG. 4(b). The anticipated views would 
also change, and might be identified as indicated by the 
aOWS. 

0053 FIG. 5(a) shows another representation of four 
search documents showing term views 111, 112, 211, 212, 
213, 214, 311A, 312A, and 411. In FIG. 5(a), a term view 
is a view that has at least one search term from the query. 
And as can be seen from document 100A in FIG. 5(a), the 
boundaries of these term views may or may not correspond 
to the boundaries of views 101A, 102A, 103A, and 104A. 
Term views may also be anticipated views because the user 
might request as a requested view the next view having one 
or more of the terms in the query. Some systems provide a 
command for this purpose (e.g., in Westlaw, the command is 
“t”). 
0054 FIG. 5(b) shows the representation of the four 
search documents showing other term views 171,271, 272, 
371, and 471. These term views are made up of a small 
number of words Surrounding each occurrence of a search 
term in the search documents. Since the number of words 
Surrounding the search terms is Small, more than one set of 
words can fit on the screen at a given time. Thus, the term 
view in this embodiment includes information from different 
parts of the document. The “KWIC' display format in the 
LEXIS/NEXIS system operates similarly. 

0.055 FIG. 6 shows another representation of the four 
search documents showing Subdocument views 121, 122, 
131, 141, 221, 231, 232, 233, 321, 331, 421, 431, and 441. 
The subdocuments are shown in FIG. 6 as 120, 130, 140, 
220, 230, 240, 320A, 330A, 420, 430, and 440. A subdocu 
ment is any logically separable or identifiable portion of a 
document. For example, if a document is a judicial opinion, 
there might be subdocuments for the title and citation for the 
case, for each of the headnotes, for the opinion itself, and for 
any dissenting opinions. A subdocument view is a view 
within a Subdocument. 

0056 Subdocument views may be anticipated views 
because the user is often particularly interested in a particu 
lar portion of the search documents. If the search documents 
consist of a series of judicial opinions, for example, a user 
may only wish to view, for each of the search documents, the 
Subdocument for the majority opinion (and not the head 
notes, dissenting opinions, etc.). Thus, it may be appropriate 
for the anticipated views to be drawn primarily from a 
particular type of Subdocument. 

0057. In other situations, however, the user may only 
wish to see the first subdocument view for each subdocu 
ment. It would be appropriate in these situations for the 
anticipated views to be primarily the first views from the 
various Subdocuments within each document. 

0058. The retrieval system of the present invention iden 
tifies anticipated documents by focussing on the current 
display view. The current display view gives clues as to 
which view might be requested by the user because the 
display view identifies the user's progress in browsing the 
search documents. In other words, the current display view 
identifies which search document in the sequence of search 
documents is currently being viewed. This information is 
useful because the search document immediately following 
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and preceding the current search document (as defined by 
the ordering characteristic) is often the search document 
next requested by the user. 
0059. The view displayed just prior to the displayed view 
might also be a consideration in determining the anticipated 
views if it tends to show a pattern that can identify the user's 
next requested view. For example, referring to FIG. 6, if the 
user requests view 131 of search document 100A, and then 
requests view 231 of search document 200A, the retrieval 
system can consider these two consecutive display views 
and determine that an appropriate anticipated view is view 
331 of Search document 300A. View 331 is the first view of 
subdocument 330A, which could be the same type as 
subdocuments 130 and 230, the two subdocuments previ 
ously viewed by the user. Since the goal is to accurately 
predict the next view, considering the views that the user 
requested in the past may be helpful if it tends to identify the 
views that the user will request in the future. 
0060. In general, any appropriate adaptive prediction 
scheme can be used that uses the user's history of requested 
views (and display views) to accurately determine which 
views are likely to be next requested by the user. It might be 
appropriate in Some cases to consider many display views in 
determining appropriate anticipated views. Longer histories 
may tend to identify patterns that would not show up if only 
a small number of recent display views are considered. 
0061 Tendencies can even be monitored over more than 
one research session in situations where a particular user or 
group of users tend to request views in a particular pattern 
each time research is done. In addition, the user could be 
prompted to indicate the type of research being undertaken, 
which may give clues as to what type of anticipated views 
are appropriate for efficient operation. Finally, the particular 
databases used or type of research being done can be 
monitored by the database system and advantageously taken 
into account in determining anticipated views. 
0062. In the preferred embodiments of the present inven 
tion, the anticipated views are drawn from both related 
documents and search documents. A fundamental distinction 
between related documents and search documents is that 
related documents are statically-related to the search docu 
ments, whereas search documents are dynamically-related to 
one another. This difference is significant because unlike 
statically-related documents, no predefined link needs to be 
set up for search documents. A statically-related document is 
always associated with a particular document, regardless of 
the query (the related document is therefore statically 
related). The search documents, on the other hand, are 
related to each other by the query. Since the query changes 
with each search, the search documents are considered 
dynamically-related to one another. 

0063) Some of the recent CD-ROM products have imple 
mented features such as hyperlinked text, and timeline 
linked text (clicking on a timeline item will take the user to 
a relevant article). See The Top 100 CD-ROMs, PC Maga 
zine, Sep. 14, 1994, p. 115. Links of this nature are static 
because they always apply and do not depend on any 
particular query run by the user. 

0064. The search documents are ordered by an ordering 
characteristic as described previously. Thus, when a “next 
document' is requested, it is assumed that the search docu 
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ment requested by a “next document command is the 
search document that is “next according to the ordering 
characteristic. If the search documents are ordered by pub 
lication date, for example, the “next document' will be 
interpreted as a request for the search document with the 
next oldest publication date. 
0065. In one embodiment of the present invention, it is 
possible to make a number of different ordering character 
istics available for use by the user in browsing the search 
documents. For example, FIG. 7 shows seven documents 
labeled “a” through 'g'' ordered according to four different 
ordering characteristics. When the display view is in docu 
ment “a, the “next document” command can be a request 
for four different documents (i.e., “b,”“e,”“f” or “c”), 
depending on the particular ordering characteristic used. 
More than one ordering characteristic must therefore be 
considered when determining anticipated views if the user is 
capable of moving to a “next document” in the context of 
more than one ordering characteristic. This feature can be 
enabled by an input device command that allows the user to 
select the desired ordering characteristic. 
0066. The present invention is applicable to single-user, 
multiple-user, and many-user databases, but the present 
invention is most effective when used in connection with 
single-user databases. The efficient operation of the inven 
tion depends on being able to retrieve data from the database 
very frequently, perhaps continually. The present invention 
is quite effective with single-user databases such as those on 
CD-ROM or other mass storage devices (this might also 
include a hard drive implementation). In a single-user data 
base, no other demands are being made on the database by 
the other users, so the database is often idle. 
0067 But since a many-user or multiple-user database 
must be shared among more than one user, Such a database 
will often be receiving simultaneous and continual requests 
for data. Databases in Such a system are rarely idle, so there 
is little time to preload anticipated views into memory. In 
such a situation, the present invention will not be as effective 
in improving the response time to users' requests for 
requested views. But in many-user or multiple-user database 
systems where the database is not as busy, the present 
invention can be effective in reducing response times to 
users requests for information. 
0068 FIG. 8 is a flow chart of the operation of the 
database system in one embodiment of the present inven 
tion. A system in one embodiment of the present invention 
begins by executing a query to identify the search docu 
ments. This step is carried out by search logic 51. The 
remaining steps shown in FIG. 8 (described below) are 
carried out by retrieval logic 52. Both the search logic 51 and 
the retrieval logic 52 are often software, but need not be. As 
one skilled in the art will recognize, in a software imple 
mentation the search logic 51 and the retrieval logic 52 may 
or may not be integral or intertwined parts of the same 
computer program. 
0069. As dictated by the retrieval logic 52, the database 
system then loads into memory a view from one of the 
search documents. See FIG.8. This first display view is then 
displayed on the monitor. Normally the user will take a few 
moments to read or study the display view. During this time, 
one or more anticipated views are identified. The anticipated 
views are views that the user is likely to request be displayed 
on the monitor after the display view. 
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0070 The database system then begins to preload these 
anticipated views into memory from the database, while also 
continually monitoring the input device to determine if the 
user has issued a request to display a different view (i.e., a 
“requested view') on the monitor. Anticipated views are 
loaded into memory until the user requests a requested view. 

0071. When the user does makes such a request, the 
database system then determines whether the requested view 
is in memory. The requested view may be in memory 
because it could have been preloaded into memory as an 
anticipated view. If the requested view is in memory, the 
requested view becomes the new display view, and it is 
displayed on the monitor. But if the requested view is not in 
memory, the requested view must first be loaded from the 
database before it can be displayed on the monitor as the 
display view. 

0072 The anticipated views are a function of the display 
view because the views that the user is likely to request 
depend to Some degree on the view the user is currently 
reading. In other words, those views that are anticipated 
views when view 101A is the display view are not likely to 
be the same as the anticipated views when view 202A is the 
display view. Therefore, as shown in FIG. 8, the anticipated 
views are determined each time the display view changes. 
0073. When the display view is changed, the anticipated 
views for the prior display view can remain in memory so 
that they are available if they are ever requested by the user. 
But if memory is limited, the anticipated views for the prior 
display view can be deleted from memory, preferably in an 
efficient matter (e.g., anticipated views common to both the 
new display view and the prior display view are not deleted 
from memory). It is best to delete those views that are not 
likely to be requested by the user. It may also be appropriate 
to consider whether a view is likely to become an anticipated 
view in the future. 

0074 FIG. 9 shows a flow chart representing another 
embodiment of the present invention where anticipated 
views from prior display views are deleted if memory is full. 
The views deleted are those that are not anticipated views for 
the new display view. This will presumably make room for 
new anticipated views to be preloaded into memory (if not 
all of the anticipated views are already in memory). 

0075. The number of anticipated views for a given dis 
play view does not have to be a predetermined or constant 
number, but rather can vary depending on memory available. 
Typically, the number of anticipated views for a display 
view is a trade-off between the amount of memory available 
and the desired speed of retrieval. In instances where 
memory is plentiful, where the number of search documents 
is few, and/or where the search documents are small, it may 
be possible for all of the search documents to be completely 
loaded into memory. In Such a situation, the number of 
anticipated views for a given display view could be as high 
as the total number of views in the search documents. At the 
other end of the spectrum, there might be only one or two 
anticipated views for each display view if memory is lim 
ited. 

0.076 Embodiments of the present invention can vary as 
to how anticipated views are preloaded into memory. In the 
embodiments of FIGS. 8 and 9, one anticipated view at a 
time is preloaded into memory, and the retrieval system does 
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not begin preloading a second anticipated view into memory 
until the prior anticipated view is completely preloaded into 
memory. In other embodiments, anticipated views are simul 
taneously preloaded. 

0077 Simultaneous preloading of multiple anticipated 
views can be done in a number of ways. In a multitasking 
operating system, for example, an appropriate time-slicing 
procedure can be used to preload the anticipated views so 
that they are preloaded simultaneously. In another embodi 
ment, one segment from each anticipated view is preloaded 
in turn, and the cycle is repeated until all the anticipated 
views are fully preloaded into memory (or until the user's 
request for a requested view interrupts the preloading pro 
cess). A segment is any portion of an anticipated view, Such 
as one or two lines or even a single byte of the anticipated 
V1eW. 

0078 FIG. 10 shows a simple implementation of the 
simultaneous preload concept, where the database system 
preloads a segment of a first anticipated view into memory, 
and then preloads a segment of a second anticipated view 
into memory. These steps continue until either the user 
requests a requested view, or both anticipated views are fully 
preloaded into memory. When the user requests a requested 
view, the database system checks to see if that requested 
view is in memory. If the requested view is only partially 
preloaded into memory, that portion in memory can be 
written to the monitor and the remaining portion loaded 
from the database. The response time in this situation will 
still be better than if the entire requested view has to be 
loaded from the database. 

0079. In another embodiment of the invention, the use of 
profile information is employed to assist in the selection of 
views or documents to preload, as illustrated in FIGS. 11-12, 
13a-13e, and 14-16. For example, FIG. 11 is a diagram of 
the relationships between six objects or documents 301-306. 
The six documents are linked to each other in the manner 
shown and hereinafter described. Document 301 contains 
three links (310,312, and 314); one to each of the documents 
302, 303, and 304. Document 302 contains two links, one 
link 316 to document 305, and another link318 to document 
306. Document 305 contains a link 320 back to document 
302, and document 306 contains a link322 to document 304. 
Each of these documents is stored on a server within a 
network, and may incorporate or have embedded within it 
objects stored on other servers. The documents 301-306 may 
be stored on the same server, or may be stored on various 
computers distributed throughout the network. 

0080 FIG. 12 shows a representation of a video display 
screen 404 for a computer such as that of FIG. 1. The area 
404 represents the area on a screen within which images, 
text, video, and other types of data or multimedia objects can 
be displayed and manipulated. On the display 404 shown in 
FIG. 12, a number of icons or objects 402 are arranged, 
along with another type of object, window 406. The window 
406 is a representation of a document retrieval, browsing, 
and/or viewing program that is used to view information 
either stored locally on the computer or retrieved over a 
network. The window 406 has a title area 408 that displays 
the title of the document being displayed. The title area 4.08 
could also display the location or address of the document 
being displayed, or also the universal resource locator of the 
document being displayed. Alternatively, an additional area 
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within the window could be used for displaying the univer 
sal resource locator. The contents of the document are shown 
in displayed within the window 406 in FIG. 12, but it should 
be understood that the contents could be displayed in other 
ways. For example, the contents could be displayed on the 
entire desktop, or a portion of the desktop. In another 
embodiment, the contents might be scrolled on the screen, 
perhaps under other windows. In addition, it should be 
understood that where a document has only a single view, or 
is treated as having only a single view, the “document' 
essentially becomes the same as the “view.” In such a 
situation, a scroll bar (not shown) may be used to allow a 
user to effectively expand the size of the display, thereby 
allowing the user to see the entire document/view. 
0081 Shown within the document viewing area of the 
window 406 in FIG. 12 is the contents of the document 301 
from FIG. 11. The document 301 has been displayed in the 
window 406 in response to a user query, which might 
involve a key word search or might involve the user speci 
fying the identity, address, or resource locator of document 
301. The document 301 could be also be displayed within 
the window 406 in response to the selection of a link in 
another document (not shown) that points to the document 
301. 

0082 FIG.13a is flow chart representing the operation of 
one embodiment of the present invention in which profile 
information is used to assist in the selection of documents to 
preload. In FIG. 13a, the documents 302 and 303 are 
assumed to be stored on the network on a (preferably) 
remote database server. At 501 in FIG. 13a, document 301 
is retrieved from the server by a document retrieval program 
that executes on a client computer, Such as, for example, the 
computer 257 in FIG. 1b. The document 301 may be stored 
on any of the other computers shown in FIG. 1b, including 
computer 257. Along with the document 301, the document 
retrieval program retrieves profile information that is pref 
erably (but not necessarily) embedded within or is stored 
with document 301. The profile information can be used to 
provide information about document 301, including infor 
mation about documents that are related to document 301, as 
described below. 

0083. At 502, the document viewing program renders 
document 301 in the window 406, as shown in FIG. 12a. 
Once document 301 is retrieved, the viewing program 
begins at 504 retrieving from the network the document 302. 
During this time, document 301 continues to be displayed in 
window 406, and the user is free to read, scroll through, or 
otherwise interact with the document 301 shown in the 
window 406 in FIG. 12a. Thus, document 302 is retrieved 
over the network (504) and stored into the memory or local 
storage (505) while the user is viewing document 301. 
0084. After document 302 has been retrieved, if the user 
has not requested (e.g., through the input device) at 506 that 
another document be displayed, the document viewing pro 
gram at 508 retrieves document 303 over the network, and 
this document is then stored in memory or local storage. The 
document 301 is still displayed in the window 406 at this 
point. If the user still has not requested that another docu 
ment be displayed at 510, the document 304 is retrieved 
from the network and stored in memory or local storage by 
the document viewing program in 512. 
0085. At 514, the document viewing program in the 
embodiment of FIG. 13a stops preloading documents, and 
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waits until the user requests that a new document be dis 
played. When the user does request that a new document be 
displayed in the viewing program at 514, the viewing 
program determines at 516 whether the requested document 
is one of the documents that has already been retrieved and 
stored in local storage. If so, then the locally-stored version 
of the requested document is retrieved from memory or local 
storage at 518. The locally-stored version of the requested 
document is then checked at 519 to see if it is out of date. 
If the requested document has content that may change 
often, it may be that the version of the requested document 
that is stored in local storage is not sufficiently new and is 
out of date or “stale. This condition can be determined by 
monitoring the amount of time since the document was 
originally preloaded, or by inspecting the time stamp on the 
requested document stored on the network and comparing it 
to the time stamp for the locally-stored version to determine 
whether the locally-stored version has changed. 

0086). If the locally stored version of the requested docu 
ment at 519 is not out of date, then it is displayed at 524. If 
the preloaded version at 519 is out of date, or if the requested 
document has not been preloaded at all (516), then the 
requested document is retrieved over the network and is 
displayed at 524. 

0087. In another embodiment, the document viewing 
program may continue preloading additional documents at 
512 in FIG. 13.a. For example, the document viewing 
program could begin to preload the documents that are 
linked to by the documents that are already preloaded (i.e., 
documents 302, 303, and 304). In the set of documents 
shown in FIG. 11, this would mean that the document 
viewing program would download over the network addi 
tional documents 305 and 306. Thus, the present invention 
need not be limited to the preloading of only a single level 
of linked documents, but rather, could extend to the pre 
loading of two or more levels. 

0088 As described in connection with FIG. 13a, the 
document viewing program retrieves over the network docu 
ments 302,303, and 304 while the user is viewing document 
301. And as shown in FIG. 13a, document 302 is preloaded 
first, followed by document 303, and then by document 304. 
In some embodiments, the document viewing program 
executing on the client computer in FIG.13a uses the profile 
information to determine the order in which the documents 
302, 303, and 304 are to be retrieved. In other words, in 
some embodiments, the database server determines the order 
in which the document viewing program executing on the 
client preloads the links within document 301. This proce 
dure can be quite effective because the database server may 
have useful information that can help to predict the docu 
ments that the user will request be displayed at the client 
computer. For example, a server that keeps track of the 
frequency that users select the links within document 301 
may find that one or two links are selected very often, 
whereas other links are selected rarely. The server can use 
this information to instruct the client as to the most efficient 
order in which to preload documents. 
0089 FIG. 14 is a chart illustrating one example of the 
type of profile information that could be provided with 
document 301 at 501 of FIG.13a. As shown in FIG. 14, for 
each of the documents identified in the profile information, 
the historical percentage of users that have selected the 
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document are identified. The first three documents (302. 
303, and 304) are documents that are linked to by the 
document 301 as shown in FIGS. 3 and 4. The fourth 
document (document 319) is not linked to or otherwise 
related to document 301, but the profile information never 
theless tells us that 2% of the people request document 319 
when document 301 is displayed. Thus, the profile informa 
tion tells us that document 302 is, historically, the most 
likely document to be selected. The document viewing 
program can use this information to ensure that document 
302 is preloaded when document 301 has been rendered in 
the window 406 because at least according to this statistical 
information, document 302 is likely to be requested by the 
user who is viewing (or who has at least retrieved) document 
301. 

0090. Other data that might be included in the document 
profile might be the server or database in which each 
document is stored. This information is shown in FIG. 14, 
and identifies the document 302 as being from the server 
"gaylords.com,” and document 303 as being from the 
“same' database server, which means the database server 
from which document 301 has been retrieved. Normally, the 
profile information of FIG. 14 would be stored in a particular 
format or data structure, or even as source code, and either 
embedded within the document 301, or downloaded by the 
document viewing program along with the document 301. 

0091. In operation, the server sends to the document 
viewing program the information of FIG. 14, and the docu 
ment viewing program can choose to ignore it, or could 
choose to act upon it in some way. Thus, the document 
viewing program in one embodiment engages in Some form 
of interpretation of the profile information and it exercises 
some control over how the information is used. In another 
embodiment, however, the profile information could simply 
consist of a list of documents that the document viewing 
program uses to select what documents to preload. The list 
of documents might be ordered so the document viewing 
program could determine relative priorities among the docu 
ments, but the document viewing program may not engage 
in interpretation of any statistical data or other data sent from 
the server. Such an embodiment may be implemented by 
actually programming a program embedded within a docu 
ment to retrieve certain documents, thus effectively hard 
coding the documents that are to be preloaded. Another 
embodiment may use a program embedded within an object 
or a document that reads a parameter list and uses the 
parameter list to select the documents to be preloaded. 
Where the profile information is not used, some type of 
predefined procedure could be followed for selecting docu 
ments to preload, and this procedure may involve preloading 
the documents that are linked to by the document 301 (the 
displayed document). 

0092 FIG. 15 is a flow chart which illustrates how the 
profile information might be used in an embodiment of the 
present invention. At 594, the document 301 is retrieved 
over the network, and at 595, the profile information for 
document 301 is retrieved over the network. The profile 
information is then analyzed at 596 to determine which 
documents to preload when document 301 is being dis 
played. At 597, the profile information is further analyzed to 
determine the order in which the documents identified at 596 
should be preloaded. Thus, in this embodiment, the profile 
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information not only identifies the order in which to preload 
documents, but also identifies at 596 the documents that are 
to be preloaded. 

0093 FIG. 13b is a continuation flow chart of FIG. 13a, 
where the user has requested that document 302 be dis 
played. In other words, the requested document at 516 of 
FIG. 12a is document 302. Thus, initially in FIG. 13b the 
document 302 and associated profile information associated 
with document 302 is retrieved at 529 and then displayed at 
530 within window 406. At 532, the viewing program 
checks to see if the user has requested that another document 
be displayed. If not, document 305, which is linked to by 
document 302 (see FIGS. 3 and 4b), is retrieved from the 
network and stored in local storage. At 536, the viewing 
program checks again to determine whether the user has 
requested that another document be displayed, and then 
proceeds to preload document 306, which is the other 
document linked to by document 302. In this particular 
embodiment, the order in which documents 305 and 306 are 
preloaded is dictated by the profile information. 

0094. When the user does request that a different docu 
ment be displayed in FIG. 13b, the viewing program deter 
mines at 542 whether the requested document has been 
already loaded into local storage. If it has been loaded into 
local storage, the requested document is retrieved from the 
higher-speed local storage (544) and the contents of the 
requested document are analyzed to determine if the infor 
mation in the preloaded version is out of date (545). If not, 
the preloaded version of the document is rendered in the 
window 406 (546). Otherwise, the document is retrieved 
over the network (548), and then rendered in the window 
406 (546). 

0.095 FIG. 13c is a continuation of the flow chart of FIG. 
13b, where the user has requested in FIG. 13b that document 
306 be displayed, and at 579 the document 306 and its 
profile information is retrieved, and then at 580 of FIG. 13c, 
document 306 is displayed. At 582, the viewing program 
checks to see if the user has requested that another document 
be displayed. If not, another document is preloaded into the 
memory unit or into local storage at 584. As can be seen in 
FIG. 11, document 306 contains only link 322, which is a 
link back to document 304. Thus, at 584, the document 306 
may be preloaded into memory or local storage if it is still 
in memory from a preloading operation at 538 in FIG. 13b. 
If it is in memory, it is not necessary to preload it, so the 
document viewing program can preload from the network 
Some other document that the user may be likely to request. 
Such a document could be identified in the profile informa 
tion for document 306 (as described above), or such a 
document could be a document that was linked to a previ 
ously-viewed document, but wasn't fully preloaded into 
local memory. For example, if in FIG. 13a document 303 
was not preloaded, this document could be preloaded at 584 
because it may, at Some point, be requested by the user. 
Alternatively, the document preloaded at 584 may be one of 
the bookmarked documents maintained by the document 
viewing program (e.g., at the client), or a document from 
Some other popular site. 

0096. When the user requests a new document, the docu 
ment viewing program checks at 586 to determine whether 
the requested document has been preloaded (586). If it has, 
the preloaded version is retrieved at 588 and analyzed to 
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determine whether it is out of date at 589. If the preloaded 
document is not out of date, it is displayed at 590. Otherwise, 
the document is retrieved over the network at 592, and 
displayed at 590. 

0097 FIG. 13d is a partial flow chart in an alternate 
embodiment of the present invention that can be used to 
replace 504 in FIG. 13.a. FIG. 13d illustrates that each 
document normally contains a number of objects, and in 
order to retrieve from the network the entire document, each 
of these embedded objects must be also be retrieved. In the 
embodiment of FIG. 13d, document 302 comprises a base 
document which is retrieved over the network at 550. The 
base document 302 contains references to the embedded 
objects within document 302. When the base document is 
retrieved from the network, it is analyzed at 552 to deter 
mine the additional embedded objects (if any) that must be 
retrieved to complete the document. If document 302 has 
three embedded objects, each is retrieved from the network 
as shown in FIG. 13b in succession (steps 554, 556, 558). 

0098. In an alternate embodiment, shown in FIG. 13e, a 
separate thread of execution is started for retrieving each of 
the embedded objects. This embodiment recognizes that it 
may be more efficient to download the embedded objects 
simultaneously, rather than one at a time as shown in FIG. 
13d. The embodiment of FIG. 13d, however, has the advan 
tage that it may be able to completely download at least one 
of the embedded objects before it is interrupted by a request 
to display another document. Depending on the implemen 
tation of the viewing program, a fully preloaded object may 
be more useful than a partially-preloaded object. Preloading 
documents simultaneously may increase the chance of hav 
ing a large number of partially-preloaded objects, and fewer 
fully-preloaded objects. Thus, where partially-preloaded 
objects are less useful than fully-preloaded objects, the 
embodiment of FIG. 13d may be more efficient than FIG. 
13e. 

0099 FIG. 16 is flow chart of the operation of a system 
in which document 301 and its associated profile informa 
tion is retrieved at 601, and the document 301 is displayed 
at 602. The documents 302 and 303 are then preloaded in 
two separate threads of execution (steps 604 and 606) so that 
they are retrieved from the network substantially simulta 
neously. Unlike FIG. 15, in the embodiment of FIG. 16 the 
document viewing program does not preload document 304 
while document 301 is displayed. The decision not to 
preload document 304 may be based on the profile infor 
mation for document 301 retrieved over the network at 601 
in FIG. 16. For example, the profile information could 
instruct the document retrieval program to not preload 
document 304, or the profile information could indicate that 
the document 304 has been (historically) so rarely selected 
by other users that the document retrieval program decides 
not to retrieve document 304. 

0100. A third thread of execution in FIG. 16 (610) 
monitors the user's actions (e.g., manipulation of the input 
device) to determine if the user has requested that a different 
document be displayed. When the user does request a 
document at 610, the system (e.g., the document viewing 
program) determines (612) whether the requested document 
has been at least partially preloaded. Where it has not, the 
requested document is retrieved over the network at 618 and 
displayed at 616. 
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0101 However, if the requested document has been at 
least partially preloaded, the preloaded version is checked 
for staleness at 617. At 613 the document viewing program 
determines whether the requested document has been par 
tially or fully preloaded. If the requested document has been 
fully preloaded, it is retrieved from local storage (614) and 
rendered on the display (616). If it has been only partially 
preloaded, the partially preloaded version is retrieved from 
local storage (620), and any portion not in local storage is 
retrieved from the network (622), and then rendered on the 
display (616). 
0102) In some situations, it may be useful to have the user 
exercise some direct control over the preloading process. For 
example, FIG. 17a shows a screen 704 having a window 
706, which includes a title bar 714 and an area 717 in which 
to visually render the contents of a document. A cursor 724 
corresponding to a pointing-type input device is also shown 
in the embodiment of FIG. 17a. The document shown in the 
window 706 includes hypertext links 718, 720, and 722, and 
the document also comprises graphical object 707, which 
includes area 709. The graphical object 707 also acts as a 
link to another document. Also shown in the window 706 are 
buttons 708, 710, and 712, which each correspond to one of 
the hypertext links. Button 708 corresponds to link 718, 
button 710 corresponds to link 720, and button 712 corre 
sponds to link 722. 
0103) In FIG. 17b, the cursor 724 has been moved to the 
button 712 so that the button 712 is selected. Upon selection, 
the document viewing program begins preloading the docu 
ment linked by the “forecast hyperlink 722, which corre 
sponds to the button 712. The “forecast document is not yet 
displayed within the window 706, however, and the “News 
Items' document shown in FIGS. 17a and 17b continues to 
be displayed. While the document corresponding to link 722 
is retrieved over the network, the progress of the preloading 
operation is displayed on the button 712. At the point shown 
in FIG. 17b, the document corresponding to the “forecast' 
link is 7% retrieved. 

0.104 FIG. 18a is a flow chart illustrating the operation of 
an embodiment of the present invention that is similar to that 
described in connection with FIGS. 17a and 17b. Initially at 
802, a document is displayed by the document viewing 
program. The document viewing program then alternatively 
monitors the users input to determine whether the user has 
selected a document to preload (804) or a document to be 
displayed (808). A document is selected to be preloaded by 
the user when one of the buttons 708, 710, or 712 is selected, 
or when area 709 within the graphical object 707 is selected. 
Upon Such a selection, the document corresponding to the 
selected button or to the selected graphical object is 
retrieved over the network and stored in local storage (806). 
0105. In the embodiment of FIG. 17a, the user requests a 
document to be displayed by selecting a hypertext link or by 
selecting the graphical object 707. When the user has 
requested a document to be displayed, the viewing program 
determines at 810 whether the requested document has 
already been retrieved into local memory or storage. If it has 
been preloaded, it is retrieved from local storage (816), and 
displayed in the window 706 (814). 
0106. In some embodiments, the document may also be 
checked at 818 to determine whether it is sufficiently new or 
current. If its download date, modification date, or other 
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information indicates that the contents of the document are 
not sufficiently new, or are out of date, the requested 
document is again retrieved over the network at 812. 
0107 FIG. 18b illustrates an embodiment of the present 
invention in which a document is displayed at 830 by the 
viewing program, and then one or more threads of execution 
begin preloading the documents that are linked to by the 
displayed document (832). Another thread of execution 
monitors the user's input to determine whether the user has 
selected a link to preload (834) or whether the user has 
selected a link to display (836). 

0108. When the user selects a link to preload at 834, such 
as by selecting one or more of the buttons 708, 710, or 712 
in FIG. 17a, the viewing program begins preloading the 
selected link, and does so at a higher priority at 840 than any 
of the other links that are being preloaded at 832. In other 
words, when the user selects a link to be preloaded, the 
viewing program allocates more resources to preloading the 
selected document at 840 than to any other preloading 
operations it is carrying out on any other documents at 832. 

0109). Where more than one link has been selected by the 
user, each could be preloaded at a priority higher than that 
of the documents being preloaded at 832. In another embodi 
ment, the document most recently selected for preloading 
could be given a priority higher than any other, so that the 
resources of the document viewing program are being 
applied to the preloading of the most recently selected 
document. 

0110. Once the user selects a document to be displayed, 
the viewing program determines at 842 whether the docu 
ment has been preloaded into local storage. If so, the 
preloaded version is retrieved from local storage (848), and 
displayed (846). Otherwise, the requested document is 
retrieved over the network (844) and displayed (846). 

0111. In the embodiments described in FIGS. 18a and 
18b, the user selects the document that he or she wishes to 
preload, and in the embodiments of FIGS. 17a and 17b, this 
is done by selecting button that corresponds to the desired 
link. In other embodiments, selecting the link that the user 
wishes to preload can be done in a number of other ways. 
For example, selection of a link to preload could be carried 
out by simply passing the mouse or pointing device cursor 
over the desired link or over an object that corresponds to the 
link. Such an action could communicate to the document 
viewing program the link that the user wishes to preload. In 
another embodiment, the user could select the desired link 
with a right mouse click (or Some other keyboard or pointing 
device action), or by directing the document viewing pro 
gram to preload a given link by selecting an appropriate 
option from a menu that is displayed when the link is 
selected with the pointing device. 

0112 In FIG. 17a, selection of the document linked to by 
the graphical object 707 is carried out by the selection of the 
space 709 within the object 707, or by passing the cursor 
over the area 709 in FIG. 17a. Selection of any other portion 
of the object 707 constitutes a request that the document 
corresponding to the document to the object 707 be dis 
played, rather than preloaded. FIG. 17b shows one way in 
which the progress of the preloading can be communicated 
to the user. FIGS. 17c, 17d, 17e, and 17f show other 
embodiments in which the progress being made in the 

May 10, 2007 

preloading operation is communicated to the user. In FIG. 
17c, the graphical object 707 from FIGS. 17a and 17b has 
been selected for preloading, and a progress gauge 717 has 
a shaded area 719 which is used to show what portion of the 
document has been preloaded. When the shaded area 719 
fills the gauge 717 entirely, the document linked to by the 
graphical object 707 has been preloaded. 
0113. The button 710 in FIG. 17d operates in a manner 
similar to the button 712 of FIG. 17b, but it changes colors 
to indicate the progress of the preloading operation. For 
example, the button 710 could get progressively darker (or 
lighter) while the linked document is being preloaded. FIG. 
17e shows a text button 760 that is used as a hyperlink. 
Selection of the button for preloading (e.g., by passing the 
cursor over the button) causes the button to change color or 
shade (see FIG. 17?) as the preloading proceeds. Any type of 
visual or audio progress indicator could be used to indicate 
progress of the preloading, and is useful to the user because 
he or she will know when a desired document has been 
preloaded. The user can continue to read or interact with the 
currently displayed document until the visual or audio 
indicator signifies that the document has been preloaded. 
Thus, the user can be assured that when the preloaded 
document is selected for display, it will be quickly displayed. 
0114. In some document retrieval systems, the user may 
incur a cost for each document or set of information that he 
or she retrieves from a database or over a network. In such 
a system, preloading documents before they are requested 
by the user could incur fees for documents that the user has 
never intended to see, use, or retrieve from the network. In 
other words, some documents may be retrieved in Such a 
system simply because they are linked or otherwise related 
to one of the documents that the user did retrieve. This can 
undesirably increase costs for the user. 
0115 FIG. 19 is a flow chart illustrating how an embodi 
ment of the present invention can effectively operate in an 
environment where the user incurs fees for each document 
or set of documents retrieved over the network. In this 
example, when a document is displayed at 902, the docu 
ment viewing program proceeds to preload one or more 
documents that are linked to the document that the user is 
viewing. However, the viewing program does not preload 
the version of the linked documents that incur a fee. Instead, 
the viewing program preloads a free (or reduced cost) 
encrypted version of the linked document(s). This encrypted 
version is distributed free or at a lower charge because it is 
unreadable (or at least difficult to read) to anyone that 
attempts to view the encrypted version. However, the 
encrypted version can be easily converted into the normal, 
readable version of the content or the document by process 
ing the encrypted version of the document with a password 
or a key. 
0116. When the user selects a document to be displayed 
at 906, the viewing program determines at 908 whether an 
encrypted version of the requested document has been 
preloaded. If so, the viewing program retrieves the password 
or key required to decrypt the encrypted version of the 
document, and at that time, the cost of retrieving the 
document is incurred at 910. The encrypted version of the 
document stored locally is decrypted at 912 and then dis 
played at 914. 
0.117 By retrieving only the password or key over the 
network and then decrypting the locally-stored encrypted 
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version of the requested document, the document will typi 
cally be displayed much more quickly than if the entire 
document would have to be retrieved from the network. 
Normally, the size of the key will be much smaller than the 
size of the document. Retrieving only the key, and process 
ing the encrypted document at the client will therefore 
typically be much faster than retrieving the unencrypted 
version of the document over the network upon receiving a 
request for it. 
0118. The use of the procedures described herein may, in 
Some environments, Substantially increase the number of 
requests that are issued to network servers, and may also 
increase the amount of bandwidth required for a given 
network. This can be exacerbated where each document has 
embedded within it additional objects that must be sepa 
rately requested from the server. Thus, it may be desirable to 
implement techniques to alleviate, eliminate, or avoid these 
effects. In one embodiment of the present invention, each 
time a request is issued to a network server, additional 
information is included within the request so that the data 
base server (or any other network hardware or resources) is 
notified of the type of the request. This will allow requests 
to be prioritized so that server and/or other network 
resources are not allocated to tasks that may have less 
priority (e.g., a request to preload a document) than other 
tasks (e.g., a normal document request). 
0119 FIG. 20a is a flow chart of a system in which the 
document viewing program communicates to the database 
server (or to the network itself) a priority for each request. 
At 1102, the document viewing program issues a normal 
priority request to the database server for document A. The 
database server responds to this request, and at 1104, docu 
ment A is retrieved over the network by the document 
viewing program. When it is received, it is displayed by the 
document viewing program at 1106. 
0120) The document viewing program then starts a thread 
that monitors the user input at 1108 to determine whether the 
user has requested a document for display. Another thread is 
also started, and this thread at 1120 issues a low priority 
request to the server for document B (one of the documents 
it seeks to preload). The user at this point has not requested 
that document B be displayed, so the retrieval of document 
B is done based on the expectation that the user may wish 
to view document B at some point. For this reason, the 
request for document B is issued on a low-priority basis. 
(Document B may be a document that is linked to document 
A, that is identified in profile information, or that is other 
wise related to document A.) When the server responds to 
the request, document B is downloaded over the network at 
1122, and stored locally at 1124. 
0121 The low-priority request allows the network server 
to respond to other normal or high priority requests in 
advance of responding to the low-priority request for docu 
ment B. This can be used to ensure that when the user 
actually requests a document from the server, the server will 
service that request before other low-priority requests by 
either that user or by other users. This information can also 
be used by the network hardware (e.g., network routers) 
itself to prioritize the routing of the requests or the routing 
of packets of data. 
0122) When a request that a document be displayed is 
made by the user at 1108, the document viewing program 
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determines whether the requested document is in local 
storage at 1110. If it is, it is retrieved from local storage at 
1116, and displayed at 1118. However, if the requested 
document is not stored in local storage, a normal-priority 
request is issued to the server at 1112. The request is a 
“normal priority request because the user has actually 
requested a document, in contrast to the request made at 
1120 of FIG. 20a. The document is then retrieved over the 
network at 1114, and then displayed at 1118. 
0123 FIG. 20b is another embodiment of the present 
invention that deals generally with the types of problems 
addressed in FIG. 20a. After document A is displayed at 
1130, a thread that monitors whether the user has requested 
a document for display is started at 1132. Another thread is 
started at 1140 to determine whether the server on which 
document B is stored is busy. If it is, a wait state is entered 
at 1141 so that requests are not issued to the server over the 
network. This procedure thus preserves network and/or 
server resources. After a period of time, the server is then 
checked again. When the server is not busy, document B is 
retrieved over the network at 1142, and stored on the client 
computer at 1144. 
0.124 When the user requests a document for display, the 
document viewing program determines whether the 
requested document has already been preloaded. If neces 
sary, the requested document is retrieved over the network 
at 1136; otherwise, it is retrieved from local storage at 1140. 
After it is retrieved, it is displayed at 1138. 
0.125 FIG. 20c is a flow chart of an embodiment of the 
present invention in which an anticipated document, docu 
ment B, is stored in a file along with the objects that are 
embedded within the document B, are referenced by the 
document B, or are linked to by document B. By download 
ing Such a file, the number of requests that must be issued 
to the server can be reduced. And if data compression is used 
to reduce the size of the file at the server and decompress the 
file at the client, the number of bits that must be downloaded 
to the client computer can be reduced. 
0.126 Once document A is displayed at 1148 in FIG. 20c, 
the document viewing program monitors the user at 1150 for 
a request to display a new document. At the same time (i.e., 
in another thread of execution), an object that contains 
document B and the objects embedded within it is retrieved 
over the network at 1160. This object may also include one 
or more documents that are linked to by document B. When 
the object is downloaded, it is parsed at the client computer 
at 1162 so as to extract document B and the embedded 
objects, which are then stored at 1164 on the client computer. 
When the user requests a document for display, the docu 
ment viewing program determines at 1152 whether the 
requested document has already been preloaded. If neces 
sary, requested document is retrieved over the network 
(1154), but if possible, it is retrieved from local storage 
(1156). After it is retrieved, it is displayed at 1158. 
0127. The present invention is suitable for implementa 
tion as an ActiveX or Java control, which could be down 
loaded as part of a web page into a browser or an operating 
system for execution on a client computer. In Such an 
embodiment, there may be security restrictions placed on the 
downloaded control. Appendix A is an outline of a Java 
program or pSuedocode for applet written in Java that can be 
inserted into a web page, and appears on the web page as a 
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button that it is associated with an HTML link. When the 
button is selected, the document corresponding to the asso 
ciated link is preloaded onto the client, and the base HTML 
document and at least some of the embedded objects are 
stored on the client's local file storage system. The clients 
file system is typically much faster than the network. 

0128. In some Java environments, the client’s local file 
system is not accessible because of security restrictions if 
the applet is downloaded from a remote host. These security 
restrictions can be avoided by using an insecure environ 
ment, or by using a code signing technique that allows the 
user to verify the author of the applet. Once the code is 
identified as being written by a trusted author, the security 
restrictions can be safely eased or eliminated. 

0129. In another embodiment, a secure means of access 
ing the clients file system can be used to securely and safely 
store data on the client’s file system. In Such a system, the 
applet may only be allowed to write files to certain direc 
tories. The applet may also be limited to reading only files 
that it had created. One such secure file system for Java has 
been referred to as “protected domains,” and can be useful 
in implementing some embodiments of the present inven 
tion. 

0130 Appendix B is another listing of Java code/psue 
docode in an implementation of the computer program or 
applet that does not use the local file system for storing 
preloaded documents. Instead, the Java program in Appen 
dix B stores preloaded documents in memory, and imple 
ments a web server on the client to serve the documents back 
to the document viewing program running on the client. 
Thus, when the user selects a link, the link is redirected to 
the server running on the client, and that local server 
responds with the preloaded document if it is available. The 
document viewing program would, in effect, be retrieving 
preloaded documents from local memory, thereby making 
access to preloaded documents quite fast. Such an imple 
mentation may also avoid the security restrictions placed on 
accesses to the local file system in some embodiments. 
0131 FIG. 21 is a flow chart that illustrates the high-level 
operation of the pseudocode of Appendix B. At 1202, a 
document is displayed, and a local document or object server 
is then set up at 1204. Two threads of execution are started, 
one to retrieve an anticipated document (document B) from 
the network and store it as a document capable of being 
served by the local server (steps 1220 and 1221), and 
another to monitor the user's actions to determine when the 
user has selected a document for display (1204). 
0132) When the user selects a document for display at 
1206, the request is routed to the local server (1210) if the 
requested document had been stored locally. Otherwise, the 
a request for the document requested by the user is issued to 
the server (usually a remote server) on the network (1216). 
When the document is retrieved (or as it is retrieved), the 
document is displayed at 1214. 
0.133 Because a web page control may have to be down 
loaded with each page, it may be desirable to implement 
techniques to speed the amount of time that a user has to wait 
for a document to be retrieved from the network. One such 
procedure is to embed a small applet into the web page that 
is downloaded by the user, where the small applet then 
retrieves a larger program that carries out the remaining 
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steps. Such a procedure will allow the user to begin inter 
acting with the web page after the Small applet is down 
loaded, and will not require that the user wait for a larger 
program to be downloaded before interacting with the web 
page. Once the Small applet is downloaded, the larger applet 
is downloaded in the background while the user is viewing 
or interacting with the web page. 
0.134 FIG. 22 is a flow chart that illustrates the use of a 
Small embedded program that retrieves a larger embedded 
program, and causes the latter to execute. At 1302, a 
document or object with an embedded initializing program 
stored within it is downloaded from the network. The 
document (or object) is displayed on the screen at 1304, and 
in a separate thread of execution, the initializing program is 
started at 1316. The initializing program retrieves supple 
mental program code over the network, and execution of this 
code is started at 1320. As indicated in FIG. 22, this new 
code retrieves anticipated documents over the network, also 
at 1320. 

0.135 Because the initializing program is small, it takes 
relatively little time to download, and the document viewing 
program is able to promptly start the execution of the 
initializing program. This may allow the display of the 
document at 1304 to take place more quickly. The effect is 
a more responsive program that does not cause the user 
significant delay while an applet implementing the present 
invention is being downloaded. 
0.136. Many embodiments of the present invention have 
been described as storing preloaded documents into local 
storage at the client computer. However, the present inven 
tion need not be limited to contexts in which information is 
stored at the client computer or in local storage at the client 
computer. The present invention is useful in any environ 
ment where it is possible to store preloaded information in 
an area where access to the preloaded information is faster 
than that of the original location for the information. For 
example, FIG. 23 shows a network where computer 1401 is 
preloading (1412) a document 1440 on server 1402 while 
viewing another document on the network. In the embodi 
ments described previously, the document 1440 is retrieved 
over the network and stored in local storage at the computer 
1401. However, other embodiments of the present invention 
can be performed by storing the preloaded document else 
where, but still in a location that can be accessed quickly. 
0.137 An example is shown in FIG. 23 where the com 
puter 1401 retrieves document 1440 from the server 1402 as 
part of a preloading procedure. At the direction (1412) of 
computer 1401, the preloaded document is retrieved (1410) 
and stored in the computer 1403, which is accessible by the 
computer 1401 over the LAN. Information on computer 
1403 can be accessed by the computer 1401 quickly because 
these two computers are connected over a relatively fast 
(local) network. This is unlike the connection between the 
computers 1401 and 1402, which are connected over the 
lower speed WAN. 
0.138. When the preloaded document 1440 is stored on 
the computer 1403, it can be more quickly retrieved from 
computer 1403 than from computer 1410. Thus, significant 
enhancements to the responsiveness of the document view 
ing program can be made in the present invention, even if the 
preloaded documents or objects are not stored directly in 
local storage, but instead, are stored elsewhere where they 
can be retrieved quickly. 
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0139 Some embodiments of the present invention have 
been described in the context of accessing the database and 
identifying search documents through a search term query. 
The present invention can be applicable in other research 
related contexts where search documents are identified using 
another type of entry path. For example, a time-line can be 
used for locating information or documents that are associ 
ated with a given time or time-frame. Another information 
access method uses a topic tree that permits a user to choose 
from Successively narrowing topics until the desired topic is 
located. It is possible for the present invention to be appli 
cable even in other non-research contexts where similar 
preloading techniques may permit efficient navigation of 
information and/or short response times. The present inven 
tion can also be used in combination with caching systems 
where previously-displayed documents or views are stored 
for repeated use. 

0140. The present invention has been primarily described 
in the context of a general purpose computer implementa 
tion. As one skilled in the art will recognize, however, it is 
possible to construct a specialized machine that can carry 
out the present invention. 
0141. The additional references listed below are hereby 
fully incorporated by reference to the extent that they enable, 
provide Support for, provide a background for, or teach 
methodology, techniques, and/or procedures employed 
herein. 

0142 Reference 1: Yellin, The Java Application Pro 
gramming Interface: Volumes 1 & 2 (Addison Wesley 1996) 
0143 Reference 2: Campione. The Java Tutorial (Addi 
son Wesley 1996) 
0144. Reference 3: Chappell, Understanding ActiveX 
and OLE (Microsoft Press 1996) 
0145 Reference 4: Denning, OLE Controls Inside Out 
(Microsoft 1995) 
0146) Reference 5: Brockschmidt, Inside OLE (2d ed. 
Microsoft 1995) 
0147 Reference 6: Graham, HTML Sourcebook (2d ed. 
John Wiley & Sons 1996) 
0148 Reference 7: Tanenbaum, Computer Networks (2d 
ed. Prentice Hall 1989) 
0149 Reference 8: Jamsa, Internet Programming (Jamsa 
Press 1995) 
0150 Reference 9: Comer, Internetworking with TCP/IP. 
Volumes 1, 2, & 3 (2d ed. Prentice Hall 1995) 
0151 Reference 10: Petzold, Programming Windows 95 
(Microsoft 1996) 
0152 Reference 11: Prosise, Programming Windows 95 
with MFC (Microsoft Press 1996) 
0153. Reference 12: Chapman, Building Internet Appli 
cations with Delphi 2 (Que 1996) 
0154 Reference 13: Schneier, Applied Cryptography 
(2nd edition John Wiley & Sons 1995) 
0155 Reference 14: Chan, The Java Class Libraries 
(Addison Wesley 1997) 
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0156 Reference 15: Siegel, CORBA Fundamentals and 
Programming (John Wiley & Sons 1996) 
O157 Reference 16: Lemay, Official Marimba Guide to 
Castanet (Sams.Net 1997) 
0158 Reference 17: Adkins, Internet Security Profes 
sional Reference (New Riders 1996) 
0159 Reference 18: Microsoft Corporation, Windows 
NT Server Resource Kit (Microsoft Press 1996) 
0160 Reference 19: Russel, Running Windows NT 
Server (Microsoft Press 1997) 
0.161 Reference 20: Lemay et al., Java in 21 Days 
(Sams.Net 1996) 
0162 Reference 21: Danesh, JavaScript in a Week (Sam 
s.Net 1996) 
0163) Reference 22: Kovel et al., The Lotus Notes Idea 
Book (Addison Wesley 1996) 
0.164 Reference 23: Sun Microsystems, Inc., The Java 
Beans 1.0 API Specification (Sun Microsystems 1996) 
(available at http://java. Sun.com/beans) 
0.165 Reference 24: Sun Microsystems, Inc., The Java 
1.1 API Specification (Sun Microsystems 1997) (available at 
http://java. Sun.com/) 
0166 Reference 25: Bell, “Make Java fast: Optimize!.” 
JavaWorld April 1997 (JavaWorld 1997) (available at http:// 
www.javaworld.com/) 

0167 Reference 26: Vanhelsuwe, “How to make Java 
applets start faster,” JavaWorld December 1996 (JavaWorld 
1996) (available at http://www.javaworld.com/) 
0168 Although the present invention has been shown and 
described with respect to preferred embodiments, various 
changes and modifications, even if not shown or specifically 
described herein, are deemed to lie within the spirit and 
Scope of the invention and the following claims. Impor 
tantly, it should be understood that any specific features or 
aspects of the embodiments described or illustrated herein 
are not intended to limit the scope and interpretation of the 
claims in a manner not explicitly required by the claims. 

What is claimed is: 

1-20. (canceled) 
21. A system for providing access to information on a 

network, where the network includes a first server and a 
second server, and where a first web page that is available at 
the first server includes a link to a second web page that is 
available at the second server, the system comprising: 

(a) an apparatus including a third server connected to the 
network, where the apparatus is configured to carry out 
the operations of: 

retrieving the second web page over the network from the 
second server, and 

making an alternate version of the second web page 
available on the network at the third server, where the 
alternate version of the second web page is made 
available at the third server so that it can be retrieved 
over the network and displayed more quickly than the 
second web page stored on the second server; and 
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(b) a storage medium having computer program instruc 
tions stored on it, where the computer program instruc 
tions are executable on a client computer operated by a 
user and connected to a network, and where the com 
puter program instructions configure the client com 
puter to be capable of carrying out the operations of 

monitoring input from the user operating the client com 
puter, where the operation of monitoring input includes 
monitoring input from a pointing device associated 
with the client computer, and where the pointing device 
controls a pointing device cursor that is displayed on a 
display screen associated with the client computer, 

detecting a first user action as input from the user oper 
ating the client computer, where the first user action 
indicates that the user has requested that the first web 
page be displayed on the display Screen associated with 
the client computer, 

retrieving the first web page over the network to the client 
computer, where the first web page is retrieved over the 
network from the first server located at a remote 
location relative to the client computer, 

displaying the first web page in a web browser window on 
the display screen associated with the client computer, 
where the link to the second web page is selectable by 
the user through the pointing device associated with the 
client computer, thereby enabling the second web page 
to be displayed within the web browser window, 

continuing to monitor input from the user operating the 
client computer, 

detecting a second user action as input from the user 
operating the client computer, where the second user 
action indicates that the user wishes to make the second 
web page visible, and 

in response to detecting the second user action as input 
from the user, displaying the alternate version of the 
second web page on the display Screen associated with 
the client computer by retrieving the alternate version 
of the second web page over the network from the third 
server to the client computer, where the alternate ver 
sion of the second web page is made available at the 
third server prior to the operation of detecting the 
second user action as input from the user operating the 
client computer. 

22. The system of claim 21, 

where the second user action is moving the pointing 
device over an object that is different than the link to 
the second web page and is displayed near the link to 
the second web page, 

where the alternate version of the second web page 
comprises a file that includes within it an object refer 
enced by the second web page, and 

where the operation of displaying the alternate version of 
the second web page is carried out under the direction 
of computer program instructions embedded within the 
first web page, and where the computer program 
instructions are subject to security restrictions at the 
client computer. 
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23. The system of claim 21, 
where the alternate version of the second web page is 

stored at the third server in a single file that is smaller 
than the second web page, and that includes within it an 
object referenced by the second web page, and 

where the operation of displaying the alternate version of 
the second web page is carried out at the direction of 
computer program instructions embedded within the 
first web page, and where the computer program 
instructions are subject to security restrictions, and 
where the computer program instructions are written in 
JavaScript. 

24. The system of claim 21, 
where the first web page is responsive to a search query 

entered as input by the user, and where the second web 
page is a search document identified as being relevant 
to the search query, and 

where the alternate version of the second web page is 
retrieved by the client computer using fewer network 
requests and by transferring less data to the client 
computer compared to retrieving the second web page 
available at the second server. 

25. A method for providing information on a network, 
where the network includes a first server and a second 
server, and where a first web page that is available at the first 
server includes a link to a second web page that is available 
at the second server, the method comprising the acts of 

(a) retrieving the second web page over the network from 
the second server; 

(b) making an alternate version of the second web page 
available on the network at a third server, where the 
alternate version of the second web page is made 
available at the third server so that it can be retrieved 
over the network and displayed more quickly than the 
second web page stored on the second server; and 

(c) communicating with a client computer operated by a 
user and connected to the network, where the client 
computer is programmed to carry out the operations of: 

monitoring input from the user operating the client com 
puter, where the operation of monitoring input includes 
monitoring input from a pointing device associated 
with the client computer, and where the pointing device 
controls a pointing device cursor that is displayed on a 
display screen associated with the client computer, 

detecting a first user action as input from the user oper 
ating the client computer, where the first user action 
indicates that the user has requested that the first web 
page be displayed on the display Screen associated with 
the client computer, 

retrieving the first web page over the network to the client 
computer, where the first web page is retrieved over the 
network from the first server located at a remote 
location relative to the client computer, 

displaying the first web page in a web browser window on 
the display screen associated with the client computer, 
where the link to the second web page is selectable by 
the user through the pointing device associated with the 
client computer, thereby enabling the second web page 
to be displayed within the web browser window, 
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where the operation of displaying the alternate version of 
the second web page is carried out at the direction of 

continuing to monitor input from the user operating the 
client computer, 

detecting a second user action as input from the user 
operating the client computer, where the second user 
action indicates that the user wishes to make the second 
web page visible, and 

in response to detecting the second user action as input 
from the user, displaying the alternate version of the 
second web page on the display Screen associated with 
the client computer by retrieving the alternate version 
of the second web page over the network from the third 
server to the client computer, thereby satisfying the 
user's request to make the second web page visible, 
where the alternate version of the second web page is 
made available at the third server prior to the operation 
of detecting the second user action as input from the 
user operating the client computer. 

26. The method of claim 25, 
where the alternate version of the second web page is 

retrieved by the client computer using fewer network 
requests and by transferring fewer bits to the client 
computer compared to retrieving the second web page 
available at the second server, and 

where the operation of displaying the alternate version of 
the second web page is carried out at the direction of 
computer program instructions embedded within the 
first web page, and where the computer program 
instructions are subject to security restrictions imposed 
by the client computer. 

27. The method of claim 25, 
where the second user action is moving the pointing 

device cursor over the link to the second web page, 
where the alternate version of the second web page is 

retrieved by the client computer with fewer network 
requests and by transferring fewer bits to the client 
computer compared to retrieving the second web page 
available at the second server, and 

where the operation of displaying the alternate version of 
the second web page is carried out at the direction of 
computer program instructions embedded within the 
first web page, and where the computer program 
instructions are subject to security restrictions imposed 
by the client computer. 

28. The method of claim 25, 
where the first web page is responsive to a search query 

entered as input by the user, and where the second web 
page is a search document identified as a result of 
processing the search query, and 

where network access from the client computer to the 
third server is faster than network access from the client 
computer to the second server. 

29. The method of claim 25, 
where the first web page is responsive to a search query 

entered as input by the user, and where the second web 
page is a search document identified as being relevant 
to the search query, 

where the alternate version of the second web page 
comprises a file that has embedded within it an object 
referenced by the second web page, 

computer program instructions embedded within the 
first web page, and 

where the alternate version of the second web page 
available at the third server is difficult to read at the 
client computer. 

30. A storage medium having computer program instruc 
tions stored on it, where the computer program instructions 
are executable on a client computer operated by a user and 
connected to a network, and where the computer program 
instructions configure the client computer to be capable of 
carrying out the operations of 

monitoring input from the user operating the client com 
puter, where the operation of monitoring input includes 
monitoring input from a pointing device associated 
with the client computer, and where the pointing device 
controls a pointing device cursor that is displayed on a 
display screen associated with the client computer; 

detecting a first user action as input from the user oper 
ating the client computer, where the first user action 
indicates that the user has requested that a first web 
page be displayed on the display Screen associated with 
the client computer; 

retrieving the first web page over the network to the client 
computer, where the first web page is retrieved over the 
network from a first server located at a remote location 
relative to the client computer; 

displaying the first web page in a web browser window on 
the display screen associated with the client computer, 
where the first web page includes a plurality of links to 
other web pages, including a link to a second web page 
and a link to a third web page, 

where the link to the second web page is selectable by the 
user through the pointing device associated with the 
client computer, thereby enabling the second web page 
to be displayed within the web browser window, and 
where the link to the third web page is selectable by the 
user through the pointing device associated with the 
client computer, thereby enabling the third web page to 
be displayed within the web browser window; 

continuing to monitor input from the user operating the 
client computer; 

detecting a second user action as input from the user 
operating the client computer, where the second user 
action indicates that the user is seeking to retrieve 
information that can be used to display the second web 
page over the network to the client computer without 
yet making the second web page visible on the display 
Screen; and 

in response to detecting the second user action as input 
from the user, retrieving information that can be used to 
display the second web page over the network to the 
client computer without yet making the second web 
page visible on the display Screen. 

31. The storage medium of claim 30, where the second 
user action includes interacting with the link to the second 
web page and selecting from a menu that appears upon 
interacting with the link to the second web page, and where 
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the client computer is further configured to be capable of 
carrying out the operations of 

storing the information that can be used to display the 
second web page in local storage at the client computer; 

detecting a third user action as input from the user 
operating the client computer; and 

in response to detecting a third user action, quickly 
making the second web page visible on the display 
Screen by accessing the stored information. 

32. The storage medium of claim 30, where the operation 
of retrieving information that can be used to display the 
second web page includes the operations of retrieving the 
entire second web page and presenting to the user informa 
tion about the progress of the retrieval, and where the client 
computer is further configured to be capable of carrying out 
the operations of: 

storing the information that can be used to display the 
second web page in local storage at the client computer; 

detecting a third user action as input from the user 
operating the client computer; and 

in response to detecting a third user action, making the 
second web page visible on the display screen quickly 
by using the stored information. 

33. The storage medium of claim 30, where the second 
user action includes interacting with, using the pointing 
device, an object displayed on the display screen that is 
different than the link to the second web page, and where the 
client computer is further configured to be capable of 
carrying out the operations of 

storing the information that can be used to display the 
second web page in local storage at the client computer; 

detecting a third user action as input from the user 
operating the client computer; and 

in response to detecting a third user action, quickly 
making the second web page visible on the display 
Screen by using the stored information. 

34. The storage medium of claim 30, where the client 
computer is further configured to carry out the operations of 

after detecting the second user action as input from the 
user, retrieving information that can be used to display 
the third web page over the network to the client 
computer, without yet making the third web page 
visible on the display Screen, 

where the operations of retrieving information that can be 
used to display the second web page and retrieving 
information that can be used to display the third web 
page are performed using separate threads of execution 
on the client computer; 

storing the information that can be used to display the 
second web page in local storage at the client computer; 

storing the information that can be used to display the 
third web page in local storage at the client computer; 

detecting a third user action as input from the user 
operating the client computer; and 

in response to detecting a third user action, quickly 
making the second web page visible on the display 
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Screen by using the stored information that can be used 
to display the second web page. 

35. The storage medium of claim 34, 
where the first web page is responsive to a search query 

entered as input by the user, and where the second web 
page and the third web page are search documents 
identified as relevant to the search query, 

where a visual indication is displayed when the second 
web page can be displayed quickly, and 

where the operation of retrieving information that can be 
used to display the third web page is performed without 
requiring any additional input from the user. 

36. The storage medium of claim 34, 
where the first web page is responsive to a search query 

entered as input by the user, and where the second web 
page and the third web page are search documents 
identified as relevant to the search query, where the 
operation of retrieving information that can be used to 
display the second web 

page is carried out at the direction of computer program 
instructions that are downloaded over the network and 
installed on the client computer using persistent stor 
age, and where the client computer places restrictions 
on the execution of computer program instructions 
downloaded over the network, but where the computer 
program instructions are installed at the client computer 
so that they are not subject to the restrictions. 

37. A storage medium having computer program instruc 
tions stored on it, where the computer program instructions 
are executable on a client computer operated by a user and 
connected to a network, and where the computer program 
instructions configure the client computer to be capable of 
carrying out the operations of 

monitoring input from the user operating the client com 
puter, where the operation of monitoring input includes 
monitoring input from a pointing device associated 
with the client computer, and where the pointing device 
controls a pointing device cursor that is displayed on a 
display screen associated with the client computer; 

detecting input from the user operating the client com 
puter, where the input from the user indicates that the 
user has requested that a first web page be displayed on 
the display screen associated with the client computer; 

retrieving the first web page over the network to the client 
computer, where the first web page is retrieved over the 
network from a first server located at a remote location 
relative to the client computer; 

displaying the first web page in a web browser window on 
the display screen associated with the client computer, 
where the first web page includes at least one link to 
another web page, including a link to a second web 
page that is stored on a second server, 

where the link to the second web page is selectable by the 
user through the pointing device associated with the 
client computer, thereby enabling the second web page 
to be displayed within the web browser window; 

continuing to monitor input from the user operating the 
client computer; 
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detecting that the user has moved the pointing device 
cursor over a display object that is displayed within the 
first web page in the web browser window on the 
display screen associated with the client computer; 

in response to detecting that the user has moved the 
pointing device cursor over a display object that is 
displayed within the first web page, retrieving infor 
mation that can be used to display the second web page 
over the network to the client computer without remov 
ing the first web page from the web browser window. 

38. The storage medium of claim 37, where the client 
computer is further configured to be capable of carrying out 
the operations of: 

detecting that the user has selected the link to the second 
web page through the pointing device associated with 
the client computer, and 

in response to detecting that the user has selected the link 
to the second web page, displaying the second web 
page in the web browser window, where the second 
web page is displayed by retrieving the second web 
page from the second server. 

39. The storage medium of claim 38, 
where the first web page is responsive to a search query 

entered as input by the user, and where the second web 
page is a search document, 

where the display object that the user has moved the 
pointing device cursor over is different than the link to 
the second web page and is a graphical object displayed 
within the first web page near the link to the second 
web page, and 

where the operation of retrieving information that can be 
used to display the second web page is carried out at the 
direction of computer program instructions that are 
downloaded over the network and installed on the 
client computer using persistent storage, and where the 
client computer places restrictions on the execution of 
computer program instructions downloaded over the 
network, but where the computer program instructions 
are installed at the client computer so that they are not 
subject to the restrictions. 

40. The storage medium of claim 38, 
where the display object that the user has moved the 

pointing device cursor over is the link to the second 
web page, 

where the operation of retrieving information that can be 
used to display the second web page includes the 
operation of retrieving over the network an alternate 
version of the second web page that is stored on the 
network, and 

where the alternate version of the second web page is 
retrieved by the client computer with fewer network 
requests and by transferring fewer bits to the client 
computer compared to retrieving the second web page 
available at the second server. 

41. The storage medium of claim 38, 
where the display object that the user has moved the 

pointing device cursor over is the link to the second 
web page, 
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where the operation of retrieving information that can be 
used to display the second web page includes the 
operation of retrieving over the network an alternate 
version of the second web page that is stored on the 
network, 

where the alternate version of the second web page 
comprises a file that includes within it an object refer 
enced by the second web page, and 

where the operation of displaying the alternate version of 
the second web page is carried out at the direction of 
computer program instructions embedded within the 
first web page, and where the computer program 
instructions are subject to security restrictions imposed 
by the client computer. 

42. The storage medium of claim 38, 

where the first web page is responsive to a search query 
entered as input by the user, and where the second web 
page is a search document, 

where the display object that the user has moved the 
pointing device cursor over is different than the link to 
the second web page and is displayed within the first 
web page near the link to the second web page, 

where the operation of retrieving information that can be 
used to display the second web page includes the 
operation of retrieving over the network an alternate 
version of the second web page that is stored on the 
network, and 

where the alternate version of the second web page is 
retrieved by the client computer with fewer network 
requests and by transferring fewer bits to the client 
computer compared to retrieving the second web page 
available at the second server. 

43. The storage medium of claim 37, 

where the operation of retrieving information that can be 
used to display the second web page includes the 
operation of retrieving over the network an alternate 
version of the second web page that is stored on the 
network, 

where the alternate version of the second web page 
comprises a file that includes within it an object refer 
enced by the second web page, 

where the alternate version of the second web page is 
retrieved by the client computer with fewer network 
requests and by transferring fewer bits to the client 
computer compared to retrieving the second web page 
available at the second server, and 

where the operation of displaying the alternate version of 
the second web page is carried out at the direction of 
computer program instructions embedded within the 
first web page, and where the computer program 
instructions are subject to security restrictions imposed 
by the client computer. 


