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REALTIME BUSYNESS FOR PLACES

BACKGROUND
[0001] Some map information may provide an indication of how busy a particular geographic

location has historically been. This information is typically averaged over months of visit data.

Aggregating over a long period of time enables generation of occupancy distribution histograms for

smaller places where non-aggregated data may be too noisy and sparse to be displayed. However,

aggregating over such long period of time may also require significant resources, such as memory and

bandwidth.

BRIEF SUMMARY
[0002] The present disclosure provides for measuring, using one or more processors, an

aggregate amount of real-time location information available for a particular public place, determining,

with the one or more processors, whether the public place meets a first qualification based at least in part

on the amount of available real-time location information, and if the public place meets the first

qualification, computing, with the one or more processors, real-time busyness information for the public

place based on the real-time location information. Further, it is determined whether the computed real

time busyness information meets a second qualification based on an accuracy of the real-time busyness

information, and if the computed real-time busyness information meets the second qualification, the

computed real-time busyness information for the particular public place may be provided as output, for

example, for display.

[0003] Determining whether the public place meets the first qualification may include

computing a hash of an identifier, the identifier uniquely assigned to a user at the particular public place,

counting a number of unique hashes having location data that, within a predetermined period of time,

corresponds to the particular public place, and determining, with the one or more processors, whether a

threshold number of unique hashes for the public place are reached within the predetermined period of

time. Counting the number of unique hashes may include filling a predetermined portion of a first data

structure, such as a bit vector.

[0004] Computing the real-time busyness information for the public place may include

aggregating the unique hashes within a second data structure, and determining, with the one or

more processors, a duration of time during which the unique hashes were aggregated. Moreover, the

computing may include emptying the second data structure each time it is filled, and counting a number

of times the second data structure is emptied.

[0005] Determining whether the computed real-time busyness information meets the second

qualification may include comparing, over an evaluation period, the computed real-time busyness

information for the public place to historical real-time busyness information for the public place for each

hour that the public place was open during the evaluation period. A first number of hours that differ

beyond a first threshold is counted, and a second number of hours that match beyond a second threshold

is counted. It is determined whether the first number of hours is less than a first predetermined

percentage of the total open hours in the evaluation period, and whether the second number of hours is

greater than a second predetermined percentage of the total open hours in the evaluation period.



[0006] The disclosure further provides a system, comprising a memory and one or more

processors in communication with the memory. The one or more processors are configured to measure

an aggregate amount of real-time location information available for a particular public place, and

determine whether the public place meets a first qualification based on the amount of available real-time

location information. If the public place meets the first qualification, real-time busyness information is

computed for the public place based on the real-time location information. Further, the one or more

processors determine whether the computed real-time busyness information meets a second qualification

based on an accuracy of the real-time busyness information, and provide for display, if the computed

real-time busyness information meets the second qualification, the computed real-time busyness

information for the particular public place.

[0007] The disclosure yet further provides a computer-readable storage medium storing

instructions executable by one or more processors for performing a method, comprising measuring an

aggregate amount of real-time location information available for a particular public place, determining

whether the public place meets a first qualification based on the amount of available real-time location

information, if the public place meets the first qualification, computing real-time busyness information

for the public place based on the real-time location information. Further, the method performed by

executing the instructions includes determining whether the computed real-time busyness information

meets a second qualification based on an accuracy of the real-time busyness information, and providing

for display, if the computed real-time busyness information meets the second qualification, the computed

real-time busyness information for the particular public place.

BRIEF DESCRIPTION OF THE DRAWINGS

[0008] Fig. 1 illustrates an example of how current busyness information may be displayed.

[0009] Fig. 2 is an example block diagram illustrating an example system used to qualify,

compute, and display the current busyness levels.

[0010] Fig. 3 is an example block diagram illustrating another example system used to

qualify, compute, and display the current busyness levels.

[0011] Fig. 4 is a flow diagram illustrating an example method of qualifying and providing the

real-time busyness information.

[0012] Fig. 5 is another flow diagram illustrating in more detail a method for aggregating data

and determining if the first qualification is met for the public place.

[0013] Fig. 6 illustrates an example of how one or more time periods may be correlated with

the aggregation of unique hashes in the second data structure.

[0014] Fig. 7 is a flow diagram illustrating an example of how the real-time busyness

information is qualified.

[0015] Fig. 8 illustrates an example display of the real-time data.

DETAILED DESCRIPTION
Overview



[0016] The technology relates generally to measuring and displaying in real-time a level of

busyness of a public place. It is determined whether the given public place meets a first qualification

with respect to privacy. The first qualification may be based on a variety of conditions, such as types of

establishment intended for public visitation, non-sensitive and non-prohibited places, historical visitation

rates, historical visit data quality, etc. For example, an available amount of aggregated real-time location

information corresponding to a given public place is measured. If an insufficient amount of data is

available, the given public place is disqualified and ignored. Ignoring such public places that do not

qualify provides increased privacy protection, as well as better quality results. Continuing this example,

if sufficient data is available, the given public place meets the first qualification, and real-time busyness

information is computed for the given public place based on the aggregated real-time location

information. A quality of the computed data is assessed and used to determine whether the given public

place meets a second qualification with respect to quality. If the given public place meets both

qualifications, a current level of busyness for the given place is provided for display. The current

busyness may be provided in relation to historical busyness information for the given public place.

[0017] The current busyness information may be provided for display. For example, map

information related to the public place ("Business A") is provided, along with other information

corresponding to the public place. Examples of such other information include a phone number,

directions, website, operating hours, etc. For each of the operating hours, a typical busyness level is

shown based on historical data. In addition, the current busyness level may be overlaid on top of the

typical levels, thereby giving users a frame of reference.

[0018] Example systems used to qualify, compute, and display the current busyness levels

may include, for example, one or more processors in communication with one or more databases and

mobile devices. For example, raw location information may be provided by mobile devices that have

authorized the sending of such information. The location information may include GPS coordinates,

signal strength from a particular access point, semantic information such as images of landmarks, or the

like. The raw location information may be correlated with a point of interest. For example, GPS

coordinates may be correlated with known coordinates of a business. The correlated location information

is then used to determine whether a sufficient amount of location information is available for a given

location. If so, the quality of such data is verified, and only qualifying information is provided for

output.

[0019] In an example method for aggregating data and determining if the first qualification is

met for the public place, the location information report from a device carries an identifier that

distinguishes the reports from different users' devices. A hash function is applied to the report' s identifier

and the raw identifier is then discarded for the purposes of aggregation. The number of unique hashes are

counted, for example, by storing each unique hash in a data structure, such as a vector. Due to collisions

in the hash function, the number of unique hashes recorded may be a noisy underestimate of the true

number of identifiers observed. Moreover, this data structure retains none of the original location data

report identifiers. When a threshold number of unique hashes are stored in the data structure within a



predetermined amount of time, the location is qualified as a privacy-qualified place. For example, if 50

unique hashes are stored in the vector within 1.5 days, the location may be marked as a privacy-

qualified place. If the location does not qualify, it is regarded as privacy-disqualified

and ignored. When the threshold is reached, the data structure is cleared, resetting the count of unique

hashes to zero, thus restarting the count. If the threshold is not reached within some maximum period of

time, the data structure may be cleared as well, also resetting the count. Each such clearing of the data

structure removes all the hashes and thus the only remaining trace of the location data report identifiers

that may have contributed to them.

[0020] The hash function may be such that it has a high collision rate. For example, a Bloom

filter may be used to hash a large set of identifiers down to a small set of discrete values. The cost of

observing a location data identifier is therefore low as calculating a hash value and setting a bit is a

computationally efficient process. Moreover, by setting the threshold number of hash values to be stored

in the predetermined portion of the data structure before meeting the first qualification, the amount of

data to be stored at any instant in time is minimized.

[0021] Once the public place is qualified from a privacy perspective, real-time busyness may

be determined with a finer granularity. In this regard, a second data structure may be used. The second

data structure may be a bit vector, similar to the first data structure, with a lesser number of bits. For

example, the second data structure may be 10 bits. This second data structure may be used to aggregate

the unique hashes. Each time the second data structure is filled, it may be emptied and refilled. An

occupancy event may be recorded once the predetermined portion of the data structure is filled, provided

all additional privacy and quality requirements have been met. Each such occupancy event represents a

noisy underestimate of the true number of identifiers observed.

[0022] A period of time corresponding to the filling the second data structure is

measured. For example, it may be determined that the second data structure was filled in 5 minutes, or

that the second data structure was filled 8 times in one hour.

[0023] Hashed information is thus retained in the second data structure for a short amount of

time, namely the time until the predetermined portion is full. As described above, resetting the data

structure destroys the list of hashes and, with it, any of the short-lived information associated with the

location data report identifiers that might have contributed to it. Network traffic is also reduced, since

only occurrence of aggregate occupancy events need be communicated to the system components

responsible for determining busyness, and not individual location data reports. Reducing the amount of

data to be stored in this manner enables the concept to be applied to a wide range of locations.

[0024] Before providing the computed real-time busyness information for display, a quality of

the computed real-time busyness information is verified. Historical busyness information for a particular

location is relatively reliable. The computed real-time busyness information may be compared to the

historical busyness information, or historical and realtime busyness plus other signals may be combined

in a statistical model to produce a better estimate. For example, an evaluation period, such as a week, a

month, etc., may be used. For the length of the evaluation period, the real-time data may be compared



with the historical data for each hour that the public place is open. Based on this comparison, some hours

may be flagged as "good" hours while others are flagged as "bad" hours. For example, if for a particular

hour, the real-time data matched the historical data to a threshold degree, such as above 75% match, that

particular hour may be marked as a good hour. Conversely, if real-time data for the particular hour

differs from the historical data to a second threshold degree, such as above a 75% difference, that hour

may be marked as a bad hour. A number of the good hours and the bad hours are counted. If more than

a particular percentage of the total number of hours in the evaluation period are good hours, and less than

a second percentage of the total number of hours are bad hours, the real-time data may qualify based on

quality. By way of example, if more than 80% of the hours are "good" and less than 5% of the hours are

"bad," the real-time data may qualify. Qualified real-time data may be provided for display. However,

data that is not qualified may be ignored. For example, data that does not meet the quality threshold is

discarded, thereby conserving network and database resources for only locations with quality

data. Additionally, a user experience is improved by only receiving reliable information.

[0025] The determination of the real-time busyness information is controlled in a manner

which preserves privacy of individual location data reports contributing to the aggregate. The

determination of the real-time occupancy information is controlled in a manner which ensures that the

information displayed at user devices is reliable. The determination of the real-time occupancy

information is also controlled in a manner which requires low data storage requirements, processing

requirements and network traffic. Furthermore, the determination of the real-time occupancy information

is controlled in a manner which avoids unnecessary network traffic and minimizes network

disruption. This means that the real-time occupancy information is determined and delivered to user

devices in a manner which is efficient in terms of its use of network resources.

Example Systems
[0026] Fig. 1 illustrates an example of how the current busyness information may be

displayed. In this example, graphic 100 includes a map section 110, an informational section 120, and a

busyness section 130. The graphic 100 may be displayed, for example on a client device, in response to a

request for information related to Business A. The request for information may include, for example, an

address, business name, general geographical area, type of business, etc.

[0027] The map section 110 may include a depiction of geographical objects at a particular

geographic location. For example, the geographic objects may include roads, buildings, landmarks,

statues, street signs, etc. The objects may be depicted in, for example, a roadgraph, aerial imagery, street

level imagery, or the like. The map section 110 may also depict a marker 112 corresponding to a

requested location, such as Business A. The marker identifies where the requested location is located

with respect to other objects depicted in the map section. The marker may be depicted in any of a variety

of shapes and forms. Further, a label 114 may identify that the marker 112 corresponds to Business

A. Though not shown, in some examples the marker or map near the marker may be depicted so as to

indicate real-time busyness of the geographical location. For example, a size, shape, shading, or other

aspect of the marker or map may change as the busyness level rises or falls. As another example,



additional icons may be positioned on the map near the marker to indicate busyness. It should be

understood that these are merely examples, and any of a number of indicators may be used.

[0028] Informational section 120 provides further information related to the Business A. Such

information may include user input controls 122, 124, 126, enabling the user to take a predetermined

action. The predetermined action may be, for example, calling a phone number for the Business A,

requesting navigational information to the Business A, or visiting another website such as a site for the

Business A. The informational section 120 may also include text 128, such as a listing of the operating

hours of the Business A.

[0029] The busyness section 130 includes an indication of how busy the requested location is

at a current time. In this example, typical levels of busyness are indicated by unshaded bars 132, while

the current level of busyness is indicated by shaded bar 134. In this regard, the current busyness is

shown in relation to the typical busyness, thereby providing a frame of reference. The current busyness

level may be highlighted in any of a number of ways, such as by a graphic effect, such as a blinking light,

colors, shapes, etc. A timeline 136 may also be provided for reference, indicating a time corresponding

to each bar in the chart. Each bar may correspond to a one hour interval, or to any other interval of

time. Moreover, the timeline 136 may correspond to a range of hours that the Business A is in

operation.

[0030] While a number of example sections are described above in connection with Fig. 1,

and the real-time busyness information is shown as being displayed in a bar graph, it should be

understood that these are merely examples. The real-time busyness information may be provided for

display in any of a number of ways, such as text, pictorial diagrams, charts, graphs, etc. In other

examples, the real-time busyness information may be provided to other applications, such as scheduling

applications, ride-service applications, games, or any of a variety of other applications.

[0031] Fig. 2 illustrates an example system used to qualify, compute, and display the current

busyness levels. It should not be considered as limiting the scope of the disclosure or usefulness of the

features described herein. In this example, system 200 can include computing devices 210 in

communication with one or more client devices 260, 270, as well as storage system 240, through network

250. Each computing device 210 can contain one or more processors 220, memory 230 and other

components typically present in general purpose computing devices. Memory 230 of each of computing

device 210 can store information accessible by the one or more processors 220, including instructions

234 that can be executed by the one or more processors 220.

[0032] Memory 230 can also include data 232 that can be retrieved, manipulated or stored by

the processor. The memory can be of any non-transitory type capable of storing information accessible

by the processor, such as a hard-drive, memory card, ROM, RAM, DVD, CD-ROM, write-capable, and

read-only memories.

[0033] The instructions 234 can be any set of instructions to be executed directly, such as

machine code, or indirectly, such as scripts, by the one or more processors. In that regard, the terms

"instructions," "application," "steps," and "programs" can be used interchangeably herein. The



instructions can be stored in object code format for direct processing by a processor, or in any other

computing device language including scripts or collections of independent source code modules that are

interpreted on demand or compiled in advance. Functions, methods, and routines of the instructions are

explained in more detail below.

[0034] Data 232 may be retrieved, stored or modified by the one or more processors 220 in

accordance with the instructions 234. For instance, although the subject matter described herein is not

limited by any particular data structure, the data can be stored in computer registers, in a relational

database as a table having many different fields and records, or XML documents. The data can also be

formatted in any computing device-readable format such as, but not limited to, binary values, ASCII or

Unicode. Moreover, the data can comprise any information sufficient to identify the relevant

information, such as numbers, descriptive text, proprietary codes, pointers, references to data stored in

other memories such as at other network locations, or information that is used by a function to calculate

the relevant data.

[0035] The one or more processors 220 can be any conventional processors, such as a

commercially available CPU. Alternatively, the processors can be dedicated components such as an

application specific integrated circuit ("ASIC") or other hardware-based processor. Although not

necessary, one or more of computing devices 210 may include specialized hardware components to

perform specific computing processes, such as decoding video, matching video frames with images,

distorting videos, encoding distorted videos, etc. faster or more efficiently.

[0036] Although Fig. 2 functionally illustrates the processor, memory, and other elements of

computing device 210 as being within the same block, the processor, computer, computing device, or

memory can actually comprise multiple processors, computers, computing devices, or memories that may

or may not be stored within the same physical housing. For example, the memory can be a hard drive or

other storage media located in housings different from that of the computing devices 210. Accordingly,

references to a processor, computer, computing device, or memory will be understood to include

references to a collection of processors, computers, computing devices, or memories that may or may not

operate in parallel. For example, the computing devices 210 may include server computing devices

operating as a load-balanced server farm, distributed system, etc. Yet further, although some functions

described below are indicated as taking place on a single computing device having a single processor,

various aspects of the subject matter described herein can be implemented by a plurality of computing

devices, for example, communicating information over network 260.

[0037] Each of the computing devices 210, 260, 270 can be at different nodes of a network

250 and capable of directly and indirectly communicating with other nodes of network 250. Although

only a few computing devices are depicted in Fig. 2, it should be appreciated that a typical system can

include a large number of connected computing devices, with each different computing device being at a

different node of the network 250. The network 250 and intervening nodes described herein can be

interconnected using various protocols and systems, such that the network can be part of the Internet,

World Wide Web, specific intranets, wide area networks, or local networks. The network can utilize



standard communications protocols, such as Ethernet, WiFi and HTTP, protocols that are proprietary to

one or more companies, and various combinations of the foregoing. Although certain advantages are

obtained when information is transmitted or received as noted above, other aspects of the subject matter

described herein are not limited to any particular manner of transmission of information.

[0038] As an example, each of the computing devices 210 may include web servers capable of

communicating with storage system 240 as well as computing devices 260, 270 via the network 250. For

example, one or more of server computing devices 210 may use network 250 to transmit and present

information to a user on a display, such as display 265 of computing device 260. In this regard,

computing devices 260, 270 may be considered client computing devices and may perform all or some of

the features described herein.

[0039] Each of the client computing devices 260, 270 may be configured similarly to the

server computing devices 210, with one or more processors, memory and instructions as described

above. Each client computing device 260, 270 may be a personal computing device intended for use by a

user, and have all of the components normally used in connection with a personal computing device such

as a central processing unit (CPU), memory (e.g., RAM and internal hard drives) storing data and

instructions, a display such as display 265 (e.g., a monitor having a screen, a touch-screen, a projector, a

television, or other device that is operable to display information), and user input device 266 (e.g., a

mouse, keyboard, touch-screen, or microphone). The client computing device may also include a camera

267 for recording video streams and/or capturing images, speakers, a network interface device, and all of

the components used for connecting these elements to one another. The client computing device 260

may also include a location determination system, such as a GPS 268. Other examples of location

determination systems may determine location based on wireless access signal strength, images of

geographic objects such as landmarks, semantic indicators such as light or noise level, etc.

[0040] Although the client computing devices 260, 270 may each comprise a full-sized

personal computing device, they may alternatively comprise mobile computing devices capable of

wirelessly exchanging data with a server over a network such as the Internet. By way of example only,

client computing device 260 may be a mobile phone or a device such as a wireless-enabled PDA, a tablet

PC, a netbook, a smart watch, a head-mounted computing system, or any other device that is capable of

obtaining information via the Internet. As an example the user may input information using a small

keyboard, a keypad, microphone, using visual signals with a camera, or a touch screen.

[0041] As with memory 230, storage system 240 can be of any type of computerized storage

capable of storing information accessible by the server computing devices 210, such as a hard-drive,

memory card, ROM, RAM, DVD, CD-ROM, write-capable, and read-only memories. In addition,

storage system 240 may include a distributed storage system where data is stored on a plurality of

different storage devices which may be physically located at the same or different geographic

locations. Storage system 240 may be connected to the computing devices via the network 250 as shown

in Fig. 1 and/or may be directly connected to any of the computing devices 210.



[0042] Storage system 240 may store data, such as historical busyness information for

particular locations, accuracy information, quality information, thresholds, etc. For example, the

busyness information for a popular business for a past number of months or years may be stored. Only

geographic locations that have passed a privacy qualification are stored, such that increased privacy

protection is afforded. For example, the geographic locations must have a number of logged visits above

a predetermined threshold.

[0043] Using the stored data, the computing devices 110 may qualify a public place for

computation of real-time busyness information. The qualification for the real-time busyness information

may take place in multiple parts, such as a first qualification based on privacy and a second qualification

based on accuracy.

[0044] Fig. 3 illustrates another example system 300 used to qualify, compute, and display the

current busyness levels. As shown in this example, mobile device 360 provides information to a raw

location database 340, which further provides information to computing system 310. Computing system

310 includes one or more components, such as processors and memory. For example, as shown in Fig. 3,

the computing system 310 includes a semantic location feed processor 312, a semantic location service

316, a current location state database 314, a real-time aggregation processor 318, and a real-time quality

processor 320.

[0045] The raw location data received at the database 340 from the mobile device 360

includes only information authorized by a user of the mobile device. For example, the user may adjust

settings on the mobile device to allow or disallow providing information such as geographic coordinates

or other location based information. Moreover, privacy protections are provided for any user data

transmitted by the mobile device, including, for example, anonymization of personally identifiable

information, aggregation of data, filtering of sensitive information, encryption, hashing or filtering of

sensitive information to remove personal attributes, time limitations on storage of information, or

limitations on data use or sharing. For example, detailed location information may only be stored for a

relatively short-lived period of time in the database 340. Moreover, data may be anonymized and

aggregated such that individual user data is not revealed. Rather than using any personal information to

uniquely identify a mobile device, a hash of a unique identifier may be used. For example, the hash may

be a cryptographic hash. The hash may have a high collision rate. The hash may be applied to a unique

number or text string associated with mobile device. In this regard, no personal information is stored.

[0046] The semantic location feed processor 312 may be a streaming processor that consumes

the raw location feed from the raw location database 340, and determines a current semantic location for

each mobile device on each update. For example, each time the semantic location feed processor 312

receives location information for a mobile device, it may correlate the location information with an

establishment. For example, if the received location information indicates that the mobile device is at

coordinates (x, y), the semantic location feed processor 312 may determine that Business A is located at

the coordinates (x,y) and therefore the mobile device is at Business A. In addition or alternative to using

geographic coordinates, other location information may be used to determine the current semantic



location, such as images of landmarks, wireless access received signal strength indicators, barometric

pressure, noise level, light level, etc.

[0047] In determining the current semantic location, the semantic location feed processors 312

communicates with semantic location service 316 and current location state database 314. The semantic

location service 316 may be a remote procedure call (RPC) service that supports multiple semantic

location-related calls. For example, the semantic location feed processor 312 issues a "snap-to-place"

request to the semantic location service 316. The semantic location feed processor 312 uses a response to

the request to determine semantic location from raw latitude/longitude data. The current location state

database 314 may store only locations that meet a privacy qualification. For example, the locations

offered as a possible match to the raw location data may only include public places, such as businesses,

parks, etc.

[0048] The semantic location feed processor 312 publishes the current semantic location for

each mobile device to the real-time aggregation processor 318. The real-time aggregation processor 318

consumes the current semantic location feed published by the semantic location feed processor 312,

aggregating visits by place, over time. For example, the real-time aggregation processor 318 may

aggregate visits within a predetermined period of time, such as hours, days, weeks, months. In

aggregating the visits, the processor 318 may use a data structure, such as a bit vector. By way of

example only, a 128 bit vector may be populated with a new bit for each time a unique hash appears for

Business A. A separate bit vector may be used for each different establishment. If a particular hash

value appears more than once in a given time period, such as several minutes or an hour, it may be

assumed that the hash represents the same device, and no additional bits are added to the vector for the

additional appearance. For example, if the same device goes in and out of the Business A, it will only be

counted once. The real-time aggregation processor 318 may be used to determine if a given location

meets a privacy qualification. For example, if a predetermined portion of the bit vector for the Business

A is filled within the predetermined time period, the Business A may meet a privacy threshold. By way

of example only, if 65 bits of the 128 bit vector are filled within one day, the Business A may meet the

privacy threshold. However, if an insufficient number of bits are filled, the Business A may be privacy

disqualified and removed from the database 314. The real-time aggregation processor may produce a

trace of real-time busyness that can be used to detect places that are unusually busy, or unexpectedly

quiet. A density of reporting users can be used to infer real-time busyness of places, unexpected

closures, unusual crowds, and other events.

[0049] According to one example, after a place is privacy qualified, the real-time busyness

may be computed with a finer granularity. For example, an input may be a stream of {timestamp, hashed

identifier, place-identifier} tuples, and an output may be a stream of {timestamp, place-identifier, delta}

trigger events. The delta is how long it took to reach a threshold for the number of unique hashes

seen. The shorter the trigger interval, the higher the number of people present. According to one

example, a second bit vector is used per place being aggregated, wherein the second bit vector may be

smaller than the first. For each hash identifier on the input, a single bit is set. When the configured



threshold number of bits is set, a trigger event is generated for that place, and the bit vector is reset.

Multiple appearances of the same identifier set the same bit, so that device will not be counted multiple

times during one trigger interval. Different identifiers may set the same bit. The threshold then represents

the minimum number of unique devices seen at that location. The expected number can be determined by

simulation using random identifiers. For instance, for a threshold of 40 bits out of 64, there is a 99.3%

chance that at least 50 unique identifiers were seen, and the expected number is 63.6. Using the above

approach, identifiers are not retained and cannot be reconstructed, the same identifier will not be counted

twice in the same interval, and the data structure is very compact.

[0050] The trigger interval for a place at a given time reflects the number of people who are

there. More precisely, it measures the reporting rate of devices present who have location history

reporting enabled. This may be proportional to an actual number of people present. Thus, for example, if

the second bit vector is filled every 5 minutes before it needs to be reset, the place corresponding to the

second bit vector may be assumed to be much busier than if the second bit vector was filled every 30

minutes.

[0051] Real-time quality processor 320 may be used to determine if the real-time data is

quality/accuracy qualified. For example, the real-time data for a given place from the real-time

aggregation processor 318 may be compared to historical data for the given place. Based on the

comparison, a live occupancy percentage for places above some quality threshold is provided. According

to one example of this second qualification, for each hour that the place (e.g., Business A) is open, a

difference between the computed real-time busyness level and historical business levels is

determined. For each hour where the difference is relatively low, such as below a predetermined

threshold, the hour may be marked as "good." The predetermined threshold may be, for example, less

than 20%-35% difference, or more or less. Likewise, for each hour where the difference is relatively

high, such as above a predetermined threshold, the hour may be marked as "bad." The threshold

difference for bad hours may be, by way of example only, above 60%, above 70%, above 80%, or the

like. As a result, for a total number of hours in an evaluation period, some may be marked "good," some

may be marked "bad," and some may be unmarked. An evaluation period may be, for example, a

number of days, weeks, months, etc. According to one example, an evaluation period of approximately 2

weeks is used. If the number of "good" hours is above a predetermined percentage (e.g., 80% or 90%) of

the total number of hours, and the number of "bad" hours is below a predetermined percentage (e.g., 2%,

5%, 15%, etc.) of the total number of hours, the real-time data may meet the second qualification and be

considered accuracy qualified.

[0052] Although real-time busyness may be computed at a finer granularity, in some examples

the data provided for output to a display is level across a longer span of time. For example, while real

time busyness may be computed every 5, 10, 15 minutes, etc., the output may be combined across a half-

hour, hour, or some other longer time period. In this regard, some predictions may be used to supplement

data from the very recent past. For example, for a real-time busyness query at 9:05 am, real-time data

from 8:05-9:04 am is available, but an output includes predictions about occupancy of the place from 9-



10am. The need for prediction may depend on a structure of the output. For example, for a histogram

depicting busyness levels for each hour, more prediction may be necessary than for a histogram or

another display structure depicting busyness levels for shorter time periods.

Example Methods

[0053] Further to the example systems described above, example methods are now

described. Such methods may be performed using the systems described above, modifications thereof, or

any of a variety of systems having different configurations. It should be understood that the operations

involved in the following methods need not be performed in the precise order described. Rather, various

operations may be handled in a different order or simultaneously, and operations may be added or

omitted.

[0054] Fig. 4 illustrates an example method 400 of qualifying and providing the real-time

busyness information.

[0055] In block 410, an available amount of real-time busyness data is measured in aggregate

for a given public place. The measuring may include determining a number of mobile devices present at

a location of the given public place. For example, location information is authorized by a user of each

device to be provided. The location information may be correlated with location information for

businesses, parks, or other public places.

[0056] In block 420, it is determined whether the given public place is privacy qualified based

at least in part on the amount of available real-time busyness data. For example, a place may meet a first

qualification if an aggregate amount of available real-time busyness data meets or exceeds a

predetermined threshold.

[0057] Regarding block 430, if the public place is privacy qualified, the method 400 proceeds

to block 440, where the real-time busyness information is computed. For example, the real-time

busyness information may be computed with a finer granularity, while still aggregating and anonymizing

data to protect privacy. However, if the public place is privacy disqualified at block 430, it may be

removed from a relevant database of candidate public places. Moreover, a new public place is selected in

block 435 for analysis.

[0058] In block 450, it is determined whether the public place meets a second qualification,

for example, related to accuracy. For example, the real-time busyness information may be compared to

historical busyness information, which has known reliability. According to some examples, a confidence

score may be computed based on the comparison. The confidence score may be compared to a

predetermined threshold.

[0059] Regarding block 460, if it is determined that the real-time busyness data is accuracy-

qualified, it may be provided for display or to another application in block 470. For example, the real

time busyness data may be provided for display in relation to the historical data for the given place, thus

providing an indication of relative busyness. If the data is accuracy-disqualified, the public place may be

ignored or removed from the database of candidate public places, and a new public place is selected in

block 435. By removing disqualified places from the database, resources are conserved. Moreover,



limiting the end results to those that are privacy-qualified and accuracy-qualified provides for an efficient

use of network resources, such as bandwidth, as well as an improved end-user experience.

[0060] Fig. 5 illustrates in more detail a method 500 for aggregating data and determining if

the first qualification is met for the public place. For example, some of the operations in the method 500

may correspond to block 420 of Fig. 4. Other operations of the method 500 relate to determining the

real-time busyness level for a place at a finer granularity than used for the initial determination of

whether the public place is privacy-qualified.

[0061] In block 510, location information is received from mobile devices having a location

corresponding to the given public place. Location information is only received from devices that have

been set to allow for providing such information. The location information may include, for example,

geographic coordinates or other information, which may be matched with geographic coordinates or

other information for the public place.

[0062] In block 520, a hash of an identifier for each of the mobile devices at the public place

is computed. For example, the hash may be a cryptographic hash with a high collision rate. The

identifier may be unique to each mobile device or each user. While the identifier need not include

personal information, by hashing the identifier, privacy is protected.

[0063] In block 530, a number of unique hashes is counted. For example, each unique hash

may be considered to represent the presence of a person at the public place. Hashes that are duplicative

or repetitive of previously counted hashes are not counted again, to avoid miscounting. In some

examples, the unique hashes may be counted using a particular data structure, such as a bit vector. For

example for each unique hash that appears for the location, a bit may be entered in the bit vector.

[0064] In block 540, it is determined whether a threshold number of unique hashes are

reached within a predetermined period of time. For example, for a particular place to meet privacy

qualifications, it must be visited by a threshold number of users within a given time period. Referring to

the example using the bit vector, a predetermined number of bits in the bit vector must be filled within a

predetermined time to meet the qualification. By way of example only, if 90 unique hashes appear at the

location over a 10-day period, the location may pass privacy qualifications. It should be understood that

the number of hashes and the length of the period may be varied.

[0065] If the public place does not register the threshold number of unique hashes within the

predetermined time period in block 540, it is privacy-disqualified and rejected. Thus, for example, it may

be ignore or removed from relevant databases, and a new pubic place is selected in block 545.

[0066] However, if the public place meets the threshold in block 540, it is privacy

qualified. Accordingly, the method proceeds to block 550. In block 550 and the following blocks, a real

time busyness level is computed for the public place. For example, the unique hashes may be re-counted

by aggregate, but with a finer granularity. For example, a data structure such as a second bit vector may

be used, wherein the second bit vector is smaller than the first bit vector. For example, the second bit

vector may be 10 bits, 15 bits, 20 bits, etc. For each unique hash appearing at the location of the public



place, a bit may be set in the second bit vector. When the second bit vector is filled, a trigger event may

take place. When this occurs, the second bit vector may be emptied and reset.

[0067] In block 560, an amount of time required to aggregate to the predetermined number is

determined. For example, the second bit vector may have been filled in 10 minutes, 30 minutes, 60

minutes, etc. In other examples, the second bit vector may have been filled, emptied, and refilled

numerous times within the time interval.

[0068] In block 570, a current level of busyness for the public place is determined based on at

least one of the aggregate count (block 550) or the determined amount of time (block 560). The current

level of busyness may be provided as output.

[0069] Fig. 6 illustrates an example of how one or more time periods may be correlated with

the aggregation of unique hashes in the second data structure. In computing how many devices are at a

privacy-qualified place within a span of time, one factor may include a period of down time in which

devices have arrived at the place but their unique hashes have not yet been received. This down time

period may be approximated, for example, based on previous tests, or computed using other information,

such as information related to access points near the place. In this particular example, a number of

unique hashes are counted, for example, in batches. Each batch may include, for example, 5, 10, or any

other number of unique hashes. Out of the total number of batches, it is determined how quickly the

hashes were detected. For example, 25% of all the detected hashes for a given location were detected in

less than 5 minutes, while 52% were detected in less than 10 minutes, and 74% were detected in less than

20 minutes. Computing busyness levels over a larger span of time, such as half an hour, an hour, etc.,

may reduce offsets in the actual busyness levels caused by the down time. In other examples, estimations

or projections may factor in one or more values associated with an approximated down time.

[0070] Fig. 7 illustrates an example of how the real-time busyness information is

qualified. For example, some blocks of Fig. 7 may correspond to blocks 450-460 of Fig. 4, providing

further detail.

[0071] In block 710, real-time and historical busyness data are compared for a given public

place for each hour the public place is open during an evaluation period. The evaluation period may be,

for example, a number of days or weeks or longer. The operating hours of the public place may be

determined from, for example, map information. In other examples, the operating hours may be

determined based on a pattern of appearances of unique hashes.

[0072] In block 720, based on the comparison, a first number of the hours are identified,

wherein a difference between the real-time and historical information for each of the first number of the

hours exceeds a first threshold. For example, the two sets of data may differ beyond 60% or more for a

particular hour. In some examples, that particular hour may be labeled using some convention, such as a

ranking or scoring system, or using text such as "mismatched," "bad," "unreliable" or the like.

[0073] In block 730, a second number of hours are counted, wherein for each of the second

number of hours the real-time data matches the historical data above a second threshold. The second

threshold may be different from the first threshold. For example, the second number of hours may match



greater than 70%, 80%, etc., or may differ less than 10%, 20%, etc. It should be understood that the first

and second thresholds may be varied. Similar to the first number of hours, each of the second number of

hours may also be labeled according to a similar convention, such as a scoring value, text, etc.

[0074] In block 740, it is determined whether the first number of hours is less than a first

predetermined percentage the total number of hours. For example, if the number of mismatched hours is

less than 2% or 5% or some other relatively low percentage of the total number of hours, the method 700

may proceed to the next accuracy consideration. If not, however, the public place is disqualified (block

775) and a new public place is selected for analysis (block 785).

[0075] In block 750, it is determined whether the second number of hours is more than a

second predetermined percentage of the total number of hours. For example, if the number of matching

hours I more than 80% or 85% or some other relatively high percentage of the total number of hours,

then the public place may be quality-qualified (block 760). If not, the method may return to block 775.

[0076] Fig. 8 illustrates an example display of the real-time data. As shown in this example,

the displayed real-time busyness data is displayed relative to typical busyness levels, which may be

derived from historical data. The current busyness level is shown as indicated by a glowing dot 810.

Further provided is a text description 820 of how the current busyness level compares to typical busyness

levels.

[0077] The concept allows real-time occupancy information for geographical venues to be

determined and displayed in user devices. The determination of the real-time occupancy information is

controlled in a manner which ensures that the information displayed at user devices is

reliable. Furthermore, the determination of the real-time occupancy information is controlled in a

manner which avoids unnecessary network traffic and minimises network disruption. This means that

the real-time occupancy information is determined and delivered to user devices in a manner which is

efficient in terms of its use of network resources.

[0078] For any particular venue, a confidence in real-time occupancy information may be

determined in an off-network vetting process. The process may involve performing a comparison of past

real-time location information for the venue, obtained from user devices, with historical occupancy

information which is known to be accurate for the venue.

[0079] The vetting process may output a marker for each venue. The marker may be readable

by devices in a main network and may indicate whether there is confidence in the real-time occupancy

information for each venue. If, for a particular venue, the comparison referred to above shows a close

match between occupancies determined from the past real-time location information and corresponding

occupancies determined from historical location information, the confidence in the real-time occupancy

information for the venue may be marked as high.

[0080] The confidence for each venue indicates to devices in the network whether ongoing

real-time occupancy information for the venue is likely to be accurate. If the confidence in the real-time

occupancy information for a particular venue is not high, the network may not request ongoing real-time



occupancy information for the venue. This may contribute to the advantages discussed above in terms of

minimising network traffic and network disruption.

[0081] For example, following the comparison process, ongoing real-time occupancy

information for venues may be determined by obtaining live real-time device location information from a

network computing apparatus, such as a location server. Such live device location information may be

obtained, over the network, from the location server, only when it is known from the confidence marker

that the real-time location information can be used to produce a reliable indication of live occupancy for

the venue. Otherwise, the live information may not be requested over the network.

[0082] The process may continuously monitor the reliability of ongoing real-time occupancy

information for each venue by comparing the ongoing real-time information with corresponding

occupancy information determined from ongoing historical location information. Depending on the

result of such monitoring, confidence in the real-time occupancy information for particular venues may

change over time.

[0083] The concept ensures that real-time occupancy information can be continuously relied

upon to be accurate when displayed to users at user devices. This reliability can have added

advantages. For example, the concept may permit the safety of a particular venue to be improved by

allowing the live occupancy of the venue to be monitored relative to the venue' s legal maximum.

[0084] The concept allows real-time occupancy information for geographical venues to be

determined and displayed in user devices. The determination of the real-time occupancy information is

controlled in a manner which ensures that the information displayed at user devices is

reliable. Furthermore, the determination of the real-time occupancy information is controlled in a

manner which avoids unnecessary network traffic and minimizes network disruption. This means that

the real-time occupancy information is determined and delivered to user devices in a manner which is

efficient in terms of its use of network resources.

[0085] For any particular venue, a confidence in real-time occupancy information may be

determined in an off-network vetting process. The process may involve performing a comparison of past

real-time location information for the venue, obtained from user devices, with historical occupancy

information which is known to be accurate for the venue.

[0086] The vetting process may output a marker for each venue. The marker may be readable

by devices in a main network and may indicate whether there is confidence in the real-time occupancy

information for each venue. If, for a particular venue, the comparison referred to above shows a close

match between occupancies determined from the past real-time location information and corresponding

occupancies determined from historical location information, the confidence in the real-time occupancy

information for the venue may be marked as high.

[0087] The confidence for each venue indicates to devices in the network whether ongoing

real-time occupancy information for the venue is likely to be accurate. If the confidence in the real-time

occupancy information for a particular venue is not high, the network may not request ongoing real-time



occupancy information for the venue. This may contribute to the advantages discussed above in terms of

minimizing network traffic and network disruption.

[0088] For example, following the comparison process, ongoing real-time occupancy

information for venues may be determined by obtaining live real-time device location information from a

network computing apparatus, such as a location server. Such live device location information may be

obtained, over the network, from the location server, only when it is known from the confidence marker

that the real-time location information can be used to produce a reliable indication of live occupancy for

the venue. Otherwise, the live information may not be requested over the network.

[0089] The process may continuously monitor the reliability of ongoing real-time occupancy

information for each venue by comparing the ongoing real-time information with corresponding

occupancy information determined from ongoing historical location information. Depending on the

result of such monitoring, confidence in the real-time occupancy information for particular venues may

change over time.

[0090] The concept ensures that real-time occupancy information can be continuously relied

upon to be accurate when displayed to users at user devices. This reliability can have added

advantages. For example, the concept may permit the safety of a particular venue to be improved by

allowing the live occupancy of the venue to be monitored relative to the venue' s legal maximum.

[0091] A computer-implemented method comprises accumulating location information from

one or more user devices on a network, and assigning a data structure to a public location of interest and

recording one or more indicators in the data structure, each indicator representing the presence of one or

more users of the user devices at the location of interest, determined from the accumulated location

information. The method further comprises recording occurrence of an occupancy event on recording a

threshold number of indicators in the data structure, resetting the content of the data structure if an

occupancy event is recorded, and determining a level of busyness of the location of interest from the rate

of occurrence of occupancy events. According to this method, the location information may be

accumulated in real-time in association with one or more unique identifiers of corresponding one or more

devices. Moreover, the location information may be accumulated over a sliding temporal window in

association with one or more unique identifiers of corresponding one or more devices.

[0092] The data structure may comprise a plurality of memory locations, each memory

location arranged to accommodate an indicator, wherein on recording an indicator in the data structure,

the memory location in which an indicator is to be recorded is determined in accordance with the identity

of the corresponding device identified at the location of interest. Each memory location is associated

with a set of devices, and on identifying the presence of a device in a set at the location of interest, an

indicator is recorded at the corresponding memory location, such that no further indicator can be

recorded at the same memory location if the presence of a device in the set is subsequently identified at

the location of interest until the data structure is reset. The data structure may be a bit vector, wherein the

size of the bit vector represents the number of the plurality of memory locations, and each memory

location is configured to accommodate a bit, wherein an indicator corresponds to a bit having a



predetermined one of two states. The method may further comprise applying a predetermined hash

function to the unique identifier of a device on determining the presence of the device at the location of

interest, wherein the size of the bit vector represents the range of values that can be generated by the

predetermined hash function. The predetermined hash function may be cryptographic. The

predetermined hash function may have a collision rate sufficiently high to represent the unique user

identifiers in 128 hash values, the bit vector has a length of 128 bits, and the threshold number of

indicators corresponds to ten bits. Further to any of the above examples the method may further

comprise recording the one or more indicators in a further bit vector, and resetting the content of the

further bit vector on recording a further threshold number of indicators in the further bit vector, and

qualifying the location of interest as a public location of interest on recording the further threshold

number of indicators in the further bit vector, wherein the further threshold number of indicators is larger

than the threshold number of indicators of the data structure. The further bit vector may be reset after a

predetermined time period elapses.

[0093] An apparatus comprises at least one processing apparatus, and at least one computer-

readable memory, wherein the at least one memory contains computer-readable instructions which, when

executed by the at least one processing apparatus, cause any of the above example methods to be

performed.

[0094] A computer-implemented method comprises accessing geographic location data of a

first type for a plurality of user devices, accessing geographic location data of a second type for a

plurality of user devices, determining, from the geographic location data of the first type, for at least one

predetermined previous time, at least one occupancy indicator for at least one venue, and determining,

from the geographic location data of the second type, for at least one corresponding previous time, at

least one expected occupancy indicator for the at least one venue. Further, the method comprises

comparing the at least one occupancy indicator with the at least one expected occupancy indicator to

determine a confidence in the at least one occupancy indicator for the at least one venue, and providing,

for the at least one venue, a confidence result for the at least one occupancy indicator.

[0095] In some examples, the accessed geographic location data of the first type comprises

geographic location data obtained from user devices over a previous time period. The accessed

geographic location data of the second type may comprise post-processed geographic location data

obtained from user devices over a previous time period. The post-processed geographic location data

may comprise matches between device locations and venues based on at least one post-processing

parameter.

[0096] Any of the example methods above may further include determining, based on the

confidence result, whether to access, from at least one computing apparatus over a network, further

geographic location data of the first type for a plurality of user devices to determine, for at least one

further predetermined time, at least one further occupancy indicator for the at least one venue. The at

least one computing apparatus may comprise at least one network server apparatus storing live

geographic location data of the first type for a plurality of user devices in the network. Further, the



method may include accessing, from the at least one computing apparatus over the network, the further

geographic location data of the first type, and determining, from the further geographic location data of

the first type, for the at least one further predetermined time, at least one further occupancy indicator for

the at least one venue. The at least one further predetermined time may be a current time.

[0097] The method may further comprise causing the at least one further occupancy indicator

for the at least one venue to be displayed in at least one user device. The method may further comprise

causing at least one expected occupancy indicator for the at least one venue at the at least one further

predetermined time to be displayed in the at least one user device simultaneously with the at least one

further occupancy indicator. The method may further comprise comparing the at least one further

occupancy indicator with at least one expected occupancy indicator for the at least one venue at the at

least one further predetermined time to determine a confidence in the at least one further occupancy

indicator for the at least one venue, and providing, for the at least one venue, a further confidence result

for the at least one further occupancy indicator. The method may further comprise determining, based on

the further confidence result, whether to access, from the at least one computing apparatus over the

network, still further geographic location data of the first type to determine, for at least one still further

predetermined time, at least one still further occupancy indicator for the at least one venue. The at least

one still further predetermined time may be a time later than the at least one further predetermined time.

[0098] An apparatus comprises at least one processing apparatus, and at least one computer-

readable memory, wherein the at least one computer-readable memory contains computer-readable

instructions which, when executed by the at least one processing apparatus, cause any of the above

methods to be performed.

[0099] A computer program comprising computer-readable instructions executable by at least

one computing apparatus may perform any of the above methods.

[0100] Unless otherwise stated, the foregoing alternative examples are not mutually exclusive,

but may be implemented in various combinations to achieve unique advantages. As these and other

variations and combinations of the features discussed above can be utilized without departing from the

subject matter defined by the claims, the foregoing description of the embodiments should be taken by

way of illustration rather than by way of limitation of the subject matter defined by the claims. In

addition, the provision of the examples described herein, as well as clauses phrased as "such as,"

"including" and the like, should not be interpreted as limiting the subject matter of the claims to the

specific examples; rather, the examples are intended to illustrate only one of many possible

embodiments. Further, the same reference numbers in different drawings can identify the same or similar

elements.



CLAIMS

1. A method, comprising:

measuring, using one or more processors, an aggregate amount of real-time location information

available for a particular public place;

determining, with the one or more processors, whether the public place meets a first qualification

based at least in part on the amount of available real-time location information;

if the public place meets the first qualification, computing, with the one or more processors, real

time busyness information for the public place based on the real-time location information;

determining whether the computed real-time busyness information meets a second qualification

based on an accuracy of the real-time busyness information; and

providing for display, if the computed real-time busyness information meets the second

qualification, the computed real-time busyness information for the particular public place.

2. The method of claim 1, wherein determining whether the public place meets the first

qualification based on the amount of available real-time location information further comprises:

computing a hash of an identifier, the identifier uniquely assigned to a user at the particular

public place;

counting a number of unique hashes having location data that, within a predetermined period of

time, corresponds to the particular public place; and

determining, with the one or more processors, whether a threshold number of unique hashes for

the public place are reached within the predetermined period of time.

3. The method of claim 2, wherein counting the number of unique hashes comprises filling

a predetermined portion of a first data structure.

4. The method of claim 3, wherein the data structure is a first bit vector.

5. The method of claim 1, wherein computing the real-time busyness information for the

public place comprises:

aggregating the unique hashes within a second data structure; and

determining, with the one or more processors, a duration of time during which the unique

hashes were aggregated.

6 . The method of claim 5, further comprising:

emptying the second data structure each time it is filled; and

counting a number of times the second data structure is emptied.



7 . The method of claim 1, wherein determining whether the computed real-time busyness

information meets the second qualification comprises comparing, over an evaluation period, the

computed real-time busyness information for the public place to historical real-time busyness information

for the public place for each hour that the public place was open during the evaluation period.

8. The method of claim 7 , further comprising:

counting a first number of hours that differ beyond a first threshold;

counting a second number of hours that match beyond a second threshold;

determining whether the first number of hours is less than a first predetermined

percentage of the total open hours in the evaluation period; and

determining whether the second number of hours is greater than a second predetermined

percentage of the total open hours in the evaluation period.

9. The method of claim 1, further comprising providing for display historical busyness

information for the public place, the historical information provided in relation to the real-time

information.

10. A system, comprising:

a memory; and

one or more processors in communication with the memory, the one or more processors

configured to:

measure an aggregate amount of real-time location information available for a particular public

place;

determine whether the public place meets a first qualification based on the amount of available

real-time location information;

if the public place meets the first qualification, compute real-time busyness information for the

public place based on the real-time location information;

determine whether the computed real-time busyness information meets a second qualification

based on an accuracy of the real-time busyness information; and

provide for display, if the computed real-time busyness information meets the second

qualification, the computed real-time busyness information for the particular public place.

11. The system of claim 10, wherein in determining whether the public place meets the first

qualification based on the amount of available real-time location information, the one or more processors

are further configured to:

compute a hash of an identifier, the identifier uniquely assigned to a user at the particular public

place;



count a number of unique hashes having location data that, within a predetermined period of

time, corresponds to the particular public place; and

determine whether a threshold number of unique hashes for the public place are reached within

the predetermined period of time.

12. The system of claim 11, wherein counting the number of unique hashes comprises filling

a predetermined portion of a first data structure.

13. The system of claim 12, wherein the data structure is a first bit vector.

14. The system of claim 10, wherein in computing the real-time busyness information for the

public place, the one or more processors are further configured to:

aggregate the unique hashes within a second data structure; and

determine a duration of time during which the unique hashes were aggregated.

15. The system of claim 14, wherein the one or more processors are further configured to:

empty the second data structure each time it is filled; and

count a number of times the second data structure is emptied.

16. The system of claim 10, wherein determining whether the computed real-time busyness

information meets the second qualification comprises comparing, over an evaluation period, the

computed real-time busyness information for the public place to historical real-time busyness information

for the public place for each hour that the public place was open during the evaluation period.

17. The system of claim 16, wherein the one or more processors are further configured to:

count a first number of hours that differ beyond a first threshold;

count a second number of hours that match beyond a second threshold;

determine whether the first number of hours is less than a first predetermined percentage

of the total open hours in the evaluation period; and

determine whether the second number of hours is greater than a second predetermined

percentage of the total open hours in the evaluation period.

18. The system of claim 10, wherein the one or more processors are further configured to

provide for display historical busyness information for the public place, the historical information

provided in relation to the real-time information.

19. A computer-readable storage medium storing instructions executable by one or more

processors for performing a method, comprising:



measuring an aggregate amount of real-time location information available for a particular public

place;

determining whether the public place meets a first qualification based on the amount of available

real-time location information;

if the public place meets the first qualification, computing real-time busyness information for the

public place based on the real-time location information;

determining whether the computed real-time busyness information meets a second qualification

based on an accuracy of the real-time busyness information; and

providing for display, if the computed real-time busyness information meets the second

qualification, the computed real-time busyness information for the particular public place.
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