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(57) ABSTRACT 

A computing system includes: a storage device configured to 
perform in-storage processing with formatted databased on 
application data from an application; and return an in-storage 
processing output to the application for continued execution. 
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COMPUTING SYSTEM WITH DISTRIBUTED 
COMPUTE-ENABLED STORAGE GROUP 
AND METHOD OF OPERATION THEREOF 

CROSS-REFERENCE TO RELATED 
APPLICATION(S) 

0001. This application claims the benefit of U.S. Provi 
sional Patent Application Ser. No. 62/098,530 filed Dec. 31, 
2014, and the subject matter thereof is incorporated herein by 
reference thereto. 

TECHNICAL FIELD 

0002 Embodiments relate generally to a computing sys 
tem, and more particularly to a system with distribute com 
pute-enabled storage. 

BACKGROUND 

0003 Modern consumer and industrial electronics, such 
as computing systems, servers, appliances, televisions, cellu 
lar phones, automobiles, satellites, and combination devices, 
are providing increasing levels of functionality to Support 
modern life. These devices are more interconnected. Storage 
of information is becoming more of a necessity. 
0004 Research and development in the existing technolo 
gies can take a myriad of different directions. Storing infor 
mation locally or over a distributed network is becoming 
more important. Processing efficiency and inputs/outputs 
between storage and computing resources are more problem 
atic as the amount of data, computation, and storage 
increases. 

0005 Thus, a need still remains for a computing system 
with distributed compute-enabled storage group for ubiquity 
of storing and retrieving information regardless of the Source 
of data or the request for the data, respectively. In view of the 
ever-increasing commercial competitive pressures, along 
with growing consumer expectations and the diminishing 
opportunities for meaningful product differentiation in the 
marketplace, it is increasingly critical that answers be found 
to these problems. Additionally, the need to reduce costs, 
improve efficiencies and performance, and meet competitive 
pressures adds an even greater urgency to the critical neces 
sity for finding answers to these problems. 
0006 Solutions to these problems have been long sought 
but prior developments have not taught or Suggested any 
Solutions and, thus, Solutions to these problems have long 
eluded those skilled in the art. 

SUMMARY 

0007 An embodiment provides an apparatus, including: a 
storage device configured to perform in-storage processing 
with formatted databased on application data from an appli 
cation; and return an in-storage processing output to the 
application for continued execution. 
0008. An embodiment provides a method including: per 
forming in-storage processing with a storage device with 
formatted databased on application data from an application; 
and returning an in-storage processing output from the Stor 
age device to the application for continued execution. 
0009 Certain embodiments of the invention have other 
steps or elements in addition to or in place of those mentioned 
above. The steps or elements will become apparent to those 
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skilled in the art from a reading of the following detailed 
description when taken with reference to the accompanying 
drawings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0010 FIG. 1 is a computing system with distributed com 
pute-enabled storage group in an embodiment of the present 
invention. 
0011 FIG. 2 is an example of an architectural view of a 
computing system with a distributed compute-enabled Stor 
age device. 
0012 FIG. 3 is an example of an operational view for a 
split function of the data preprocessor. 
0013 FIG. 4 is an example of an operational view for a 
split--padding function of the data preprocessor. 
0014 FIG. 5 is an example of an operational view for a 
split-redundancy function of the data preprocessor. 
0015 FIG. 6 is an example of an operational view for a 
mirroring function of the data preprocessor. 
0016 FIG. 7 is an example of an architectural view of the 
output coordinator. 
0017 FIGS. 8A and 8B are detailed examples of an opera 
tional view of the split and split--padding functions. 
0018 FIG. 9 is an example of an architectural view of the 
computing system in an embodiment. 
(0019 FIG. 10 is an example of an architectural view of the 
computing system in a further embodiment. 
0020 FIG. 11 is an example of an architectural view of the 
computing system in a yet further embodiment. 
0021 FIG. 12 is an example of an operational view of the 
computing system issuing device requests for in-storage pro 
cessing in a centralized coordination model. 
0022 FIG. 13 is an example of an operational view of the 
computing system issuing device requests for in-storage pro 
cessing in a decentralized coordination model. 
0023 FIG. 14 is an operational view for the computing 
system of a centralized coordination model. 
0024 FIG. 15 is an operational view for a computing 
system in a decentralized model in an embodiment with one 
output coordinator 
0025 FIG. 16 is an operational view of a computing sys 
tem in a decentralized model in an embodiment with multiple 
output coordinators. 
0026 FIG. 17 is an example of a flow chart for the request 
distributor and the data preprocessor. 
0027 FIG. 18 is an example of a flow chart for a mirroring 
function for centralized and decentralized embodiments. 
(0028 FIG. 19 is a flow chart of a method of operation of a 
computing system in an embodiment of the present invention. 

DETAILED DESCRIPTION 

0029. Various embodiments provide a computing system 
for efficient distributed processing by providing methods and 
apparatus for performing in-storage processing with multiple 
storage devices with capabilities for performing in-storage 
processing of the application data. An execution of an appli 
cation can be shared by distributing the execution among 
various storage devices in a storage device. Each of the Stor 
age devices can perform in-storage processing with the appli 
cation data as requested by an application request. 
0030 Various embodiments provide a computing system 
to reduce overall system power consumption by reducing the 
number of inputs/outputs between the application execution 



US 2016/O 191665 A1 

and the storage device. This reduction is achieved by having 
the storage devices perform in-storage processing instead of 
mere storage, read, and re-store by the application. Instead, 
the in-storage processing outputs can be returned as an aggre 
gated output from the various storage devices that performed 
the in-storage processing, back to the application. The appli 
cation can continue to execute and utilize the in-storage out 
puts, the aggregated output, or a combination thereof. 
0031. Various embodiments provide a computing system 
that reduces total cost of ownership by providing formatting 
and translation functions for the application data for different 
configurations or organizations of the storage device. Further, 
the computing system also provides translation for the in 
storage processing to be carried out by the various storage 
devices as part of the storage group. Examples of types of 
translation or formatting include split, split--padding, split-- 
redundancy, and mirroring. 
0032 Various embodiments provide a computing system 
that also minimizes integration by allowing the storage 
devices to handle more of the in-storage processing coordi 
nation functions, with less being done by the host execution 
the application. Another embodiment allows for the in-stor 
age processing coordination to increasingly be located and 
operate outside of both the host and the storage devices. 
0033. Various embodiments provide a computing system 
with more efficient execution of the application with less 
interrupts to the application by coordinating the outputs of the 
in-storage processing from the storage devices. The output 
coordination can buffer the in-storage processing outputs and 
can also sort the order of each of the in-storage processing 
outputs before returning an aggregated output to the applica 
tion. The application can continue to execute and utilize the 
in-storage outputs, the aggregated output, or a combination 
thereof. 
0034 Various embodiments provide a computing system 
further minimizing integration obstacles by allowing the Stor 
age devices in the storage group to have different or the same 
functionalities. As an example, one of the storage devices can 
function as the only output coordinator for all the in-storage 
processing outputs from the other storage devices. As a fur 
ther example, the aggregation function can be distributed 
amongst the storage devices, passing along from Storage 
device to storage device and performing partial aggregation at 
each storage device, until a final one of the storage devices 
returns the full aggregated outputback to the application. The 
application can continue to execute and utilize the in-storage 
outputs, the aggregated output, or a combination thereof. 
0035. The following embodiments are described in suffi 
cient detail to enable those skilled in the art to make and use 
the invention. It is to be understood that other embodiments 
may be evident based on the present disclosure, and that 
system, process, architectural, or mechanical changes can be 
made to the embodiments as examples without departing 
from the scope of the present invention. 
0036. In the following description, numerous specific 
details are given to provide a thorough understanding of the 
invention. However, it will be apparent that the invention and 
various embodiments may be practiced without these specific 
details. In order to avoid obscuring an embodiment of the 
present invention, some well-known circuits, system configu 
rations, and process steps are not disclosed in detail. 
0037. The drawings showing embodiments of the system 
are semi-diagrammatic, and not to Scale and, particularly, 
Some of the dimensions are for the clarity of presentation and 
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are shown exaggerated in the drawing figures. Similarly, 
although the views in the drawings for ease of description 
generally show similar orientations, this depiction in the fig 
ures is arbitrary for the most part. Generally, an embodiment 
can be operated in any orientation. 
0038. The term “module” referred to herein can include 
software, hardware, or a combination thereof in an embodi 
ment of the present invention in accordance with the context 
in which the term is used. For example, the software can be 
machine code, firmware, embedded code, application soft 
ware, or a combination thereof. Also for example, the hard 
ware can be circuitry, processor, computer, integrated circuit, 
integrated circuit cores, a pressure sensor, an inertial sensor, a 
microelectromechanical system (MEMS), passive devices, or 
a combination thereof. Additional examples of hardware cir 
cuitry can be digital circuits or logic, analog circuits, mixed 
mode circuits, optical circuits, or a combination thereof. Fur 
ther, if a module is written in the apparatus claims section 
below, the modules are deemed to include hardware circuitry 
for the purposes and the scope of apparatus claims. 
0039. The modules in the following description of the 
embodiments can be coupled to one another as described oras 
shown. The coupling can be director indirect without or with, 
respectively, intervening between coupled items. The cou 
pling can be physical contact or by communication between 
items. 
0040. Referring now to FIG. 1, therein is shown a com 
puting system 100 with a data protection mechanism in an 
embodiment of the present invention. The computing system 
100 is depicted in FIG. 1 as a functional block diagram of the 
computing system 100 with a data storage system 101. The 
functional block diagram depicts the data storage system 101 
installed in a host computer 102. 
0041 Various embodiments can include the computing 
system 100 with devices for storage, such as a solid state disk 
110, a non-volatile memory 112, hard disk drives 116, 
memory devices 117, and network attached storage 122. 
These devices for storage can include capabilities to perform 
in-storage processing, that is, to independently perform rela 
tively complex computations at a location outside of a tradi 
tional system CPU. As part of the in-storage processing para 
digm, various embodiments of the present inventive concept 
manage the distribution of data, the location of data, and the 
location of processing tasks for in-storage processing. Fur 
ther, these in-storage computing enabled storage devices can 
be grouped or clustered into arrays. Various embodiments 
manage the allocation of data and/or processing based on the 
architecture and capabilities of these devices or arrays. In 
storage processing is further explained later. 
0042. As an example, the host computer 102 can be as a 
server or workstation. The host computer 102 can include at 
least a central processing unit 104, host memory 106 coupled 
to the central processing unit 104, and a host bus controller 
108. The hostbus controller 108 provides a host interface bus 
114, which allows the host computer 102 to utilize the data 
storage system 101. 
0043. It is understood that the function of the host bus 
controller 108 can be provided by central processing unit 104 
in Some implementations. The central processing unit 104 can 
be implemented with hardware circuitry in a number of dif 
ferent manners. For example, the central processing unit 104 
can be a processor, an application specific integrated circuit 
(ASIC) an embedded processor, a microprocessor, a hard 
ware control logic, a hardware finite state machine (FSM), a 
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digital signal processor (DSP), a field programmable gate 
array (FPGA), or a combination thereof. 
0044) The data storage system 101 can be coupled to a 
solid state disk 110, such as a non-volatile memory based 
storage group having a peripheral interface system, or a non 
Volatile memory 112, Such as an internal memory card for 
expanded or extended non-volatile system memory. 
0045. The data storage system 101 can also be coupled to 
hard disk drives (HDD) 116 that can be mounted in the host 
computer 102, external to the host computer 102, or a com 
bination thereof. The solid state disk 110, the non-volatile 
memory 112, and the hard disk drives 116 can be considered 
as direct attached storage (DAS) devices, as an example. 
0046. The data storage system 101 can also support a 
network attach port 118 for coupling to a network 120. 
Examples of the network 120 can include a personal area 
network (PAN), a local area network (LAN), a storage area 
network (SAN), a wide area network (WAN), or a combina 
tion thereof. The network attach port 118 can provide access 
to network attached storage (NAS) 122. The network attach 
port 118 can also provide connection to and from the hostbus 
controller 108. 
0047 While the network attached storage 122 are shown 
as hard disk drives, this is an example only. It is understood 
that the network attached storage 122 could include any non 
Volatile storage technology, Such as magnetic tape storage 
(not shown), storage devices similar to the Solid state disk 
110, non-volatile memory 112, or hard disk drives 116 that 
are accessed through the network attach port 118. Also, the 
network attached storage 122 can include aggregated 
resources, such as just a bunch of disks (JBOD) systems or 
redundant array of intelligent disks (RAID) systems as well 
as other network attached storage 122. 
0048. The data storage system 101 can be attached to the 
host interface bus 114 for providing access to and interfacing 
to multiple of the direct attached storage (DAS) devices via a 
cable 124 for storage interface, such as Serial Advanced Tech 
nology Attachment (SATA), the Serial Attached SCSI (SAS), 
or the Peripheral Component Interconnect Express (PCI-e) 
attached storage devices. 
0049. The data storage system 101 can include a storage 
engine 115 and memory cache 117. The storage engine 115 
can be implemented with hardware circuitry, software, or a 
combination thereof in a number of ways. For example, the 
storage engine 115 can be implemented as a processor, an 
application specific integrated circuit (ASIC), an embedded 
processor, a microprocessor, a hardware control logic, a hard 
ware finite state machine (FSM), a digital signal processor 
(DSP), FPGA, or a combination thereof. 
0050. The central processing unit 104 or the storage 
engine 115 can control the flow and management of data to 
and from the host computer 102, and from and to the direct 
attached storage (DAS) devices, the network attached storage 
122, or a combination thereof. The storage engine 115 can 
also perform data reliability check and correction, which will 
be further discussed later. The storage engine 115 can also 
control and manage the flow of data between the direct 
attached storage (DAS) devices and the network attached 
storage 122 and amongst themselves. The storage engine 115 
can be implemented in hardware circuitry, a processor run 
ning software, or a combination thereof. 
0051. For illustrative purposes, the storage engine 115 is 
shown as part of the data storage system 101, although the 
storage engine 115 can be implemented and partitioned dif 
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ferently. For example, the storage engine 115 can be imple 
mented as part of in the host computer 102, implemented in 
Software, implemented in hardware, or a combination 
thereof. The storage engine 115 can be external to the data 
storage system 101. As examples, the storage engine 115 can 
be part of the direct attached storage (DAS) devices described 
above, the network attached storage 122, or a combination 
thereof. The functionalities of the storage engine 115 can be 
distributed as part of the host computer 102, the direct 
attached storage (DAS) devices, the network attached storage 
122, or a combination thereof. The central processing unit 
104 or some portion of it can also be in the data storage system 
101, the direct attached storage (DAS) devices, the network 
attached storage 122, or a combination thereof. 
0.052 The memory devices 117 can function as a local 
cache to the data storage system 101, the computing system 
100, or a combination thereof. The memory devices 117 can 
be a volatile memory or a nonvolatile memory. Examples of 
the Volatile memory can include static random access 
memory (SRAM) or dynamic random access memory 
(DRAM). 
0053. The storage engine 115 and the memory devices 117 
enable the data storage system 101 to meet the performance 
requirements of data provided by the host computer 102 and 
store that data in the solid state disk 110, the non-volatile 
memory 112, the hard disk drives 116, or the network 
attached storage 122. 
0054 For illustrative purposes, the data storage system 
101 is shown as part of the host computer 102, although the 
data storage system 101 can be implemented and partitioned 
differently. For example, the data storage system 101 can be 
implemented as a plug-in card in the host computer 102, as 
part of a chip or chipset in the host computer 102, as partially 
implement in Software and partially implemented in hard 
ware in the host computer 102, or a combination thereof. The 
data storage system 101 can be external to the host computer 
102. As examples, the data storage system 101 can be part of 
the direct attached storage (DAS) devices described above, 
the network attached storage 122, or a combination thereof. 
The data storage system 101 can be distributed as part of the 
host computer 102, the direct attached storage (DAS) devices, 
the network attached storage 122, or a combination thereof. 
0055 Referring now to FIG. 2, therein is shown an archi 
tectural view of a computing system 100 with a distributed 
compute-enabled storage device. The architectural view can 
depict an example of relationships between some parts in the 
computing system 100. As an example, the architectural view 
can depict the computing system 100 to include an applica 
tion 202, an in-storage processing coordinator 204, and a 
storage group 206. 
0056. As an example, the storage group 206 can be parti 
tioned in the computing system 100 of FIG. 1 in a number of 
ways. For example, the storage group 206 can be part of or 
distributed among the data storage system 101 of FIG. 1, the 
hard disk drives 116 of FIG. 1, the network attached storage 
122 of FIG. 1, the solid state disk 110 of FIG. 1, the non 
volatile memory 112 of FIG. 1, or a combination thereof. 
0057 The application 202 is a process executing a func 
tion. The application202 can provide an end-user (not shown) 
function or other functions related to the operation, control, 
usage, or communication of the computing system 100. As an 
example, the application 202 can be a software application 
executed by a processor, a central processing unit (CPU), a 
programmable hardware state machine, or other hardware 
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circuitry that can execute software code from the software 
application. As a further example, the application 202 can be 
a function executed purely inhardware circuitry, such as logic 
gates, finite State machine (FSM), transistors, or a combina 
tion thereof. The application 202 can execute on the central 
processing unit 104 of FIG. 1. 
0058. The in-storage processing coordinator 204 manages 
the communication and activities between the application 
202 and the storage group 206. The in-storage processing 
coordinator 204 can manage the operations between the 
application202 and the storage group 206. As an example, the 
in-storage processing coordinator 204 can translate informa 
tion between the application 202 and the storage group 206. 
Also for example, the in-storage processing coordinator 204 
can—direct information flow and assignments between the 
application202 and the storage group 206. As an example, the 
in-storage processing coordinator 204 can include a data pre 
processor 208, a request distributor 210, and an output coor 
dinator 212. 
0059. As an example, the in-storage processing coordina 
tor 204 or portions of it can be executed by the central pro 
cessing unit 104 or other parts of the host computer 102. The 
in-storage processing coordinator 204 or portions of it can 
also be executed by the data storage system 101. As a specific 
example, the storage engine 115 of FIG. 1 can execute the 
in-storage processing coordinator 204 or portions of it. The 
hard disk drives 116 of FIG. 1, the network attached storage 
122 of FIG. 1, the solid state disk 110 of FIG. 1, the non 
volatile memory 112 of FIG. 1, or a combination thereof can 
execute the in-storage processing coordinator 204 or portions 
of it. 
0060. The data preprocessor 208 performs data formatting 
of application data 214 and placement of formatted data 216. 
The application data 214 is the information or data generated 
by the application 202. The formatting can enable storing the 
application data 214 as formatted data 216 across multiple 
storage devices 218 for in-storage processing (ISP) to be 
stored in the storage group 206. 
0061 In-storage processing refers to the processing or 
manipulation of the formatted data 216 to be sent back to the 
application 202 or the system executing the application 202. 
The in-storage processing is more than mere storing and 
retrieval of the formatted data 216. Examples of the manipu 
lation or processing as part of the in-storage processing can 
include integer or floating point math operations, Boolean 
operations, reorganization of data bits or symbols, or a com 
bination thereof. Other examples of manipulating or process 
ing as part of the in-storage processing can include search, 
sort, compares, filtering, combining the formatted data 216, 
the application data 214, or a combination thereof. 
0062. As a further example, the data preprocessor 208 can 
format the application data 214 from the application 202 and 
generate the formatted data 216 to be processed outside or 
independent from execution of the application202. This inde 
pendent processing can be performed with the in-storage 
processing. The application data 214 can be independent of 
and not necessarily the same format as those stored in the 
storage group 206. The format of the application data 214 can 
be different than the formatted data 216, which will be 
described later. 
0063. Depending on the type of the application data 214, 
array configurations of the storage group 206, or other user 
defined policies, the application data 214 can be processed in 
various ways. As an example, the policies can refer to avail 
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ability requirements so as to affect the array configuration, 
Such as mirroring, of the storage group 206. As a further 
example, the policies can refer to performance requirements 
as to further affect the array configuration, Such as Striping, of 
the storage group 206. 
0064. As examples of translation, the application data 214 
can be translated to the formatted data 216 using various 
methods, such as split, split--padding, split-redundancy, and 
mirroring. These methods can create independent data sets of 
the formatted data 216 that can be distributed to multiple 
storage devices 218, allowing for concurrent in-storage pro 
cessing. The concurrent in-storage processing refers to each 
of the storage devices 218 in the storage group 206 being able 
to independently process or operate on the formatted data 
216, the application data 214, or a combination thereof. This 
independent processing or operation can be independent of 
the execution of the application202, the other storage devices 
218 of the storage group 206 that received some of the for 
matted data 216 from the application data 214, or a combi 
nation thereof. 
0065. The request distributor 210 manages application 
requests 220 between the application 202 and the storage 
group 206. As a specific example, the request distributor 210 
accepts the application requests 220 from the application 202 
and distributes them. The application requests 220 are actions 
between the application 202 and the storage group 206 based 
on the in-storage processing. For example, the application 
requests 220 can provide information from the application 
202 to be off-loaded to the storage group 206 for in-storage 
processing. Furthering the example, the results of the in 
storage processing can be returned to the application 202 
based on the application requests 220. 
0066. As an example, the request distributor 210 manages 
the application requests 220 from the application 202 for 
in-storage processing, for write or storage, or for output. The 
request distributor 210 also distributes the application 
requests 220 from the application 202 across the multiple 
storage devices 218 in the storage group 206. 
0067. As another example, incoming application requests 
220 for in-storage processing can be split into multiple Sub 
application requests 222 to perform in-storage processing 
according to a distribution of the formatted data 216, organi 
Zation of the storage group 206, or other policies. The request 
distributor 210 can perform this split of the application 
request 220 for in-storage processing based on the placement 
scheme for the application data 214, the formatted data 216, 
or a combination thereof. 
0068 Example types of data placement schemes include a 
centralized scheme and decentralized scheme, discussed 
from FIGS. 9 to 11. In various embodiments in a centralized 
scheme, the data preprocessor 208 is placed inside the in 
storage processing coordinator 204, while a decentralized 
model places the data preprocessor 208 inside the storage 
group 206. 
0069. For the embodiments with a centralized scheme, 
once the in-storage processing coordinator 204 receives an 
application request 220 Such as a data write request with 
required information, as an example, address, data, data 
length, and a logical boundary, from the application 202, the 
request distributor 210 provides the data preprocessor 208 
with the required information Such as data, data length, and 
logical boundary. Then, the data preprocessor 208 partitions 
the data into multiple data chunks of an appropriate size based 
on the store unit information. Then, the request distributor 
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210 distributes the corresponding data chunks to each of the 
storage devices 218 with multiple Sub-application requests 
222. The storage group 206, the storage devices 218, or a 
combination thereof can receive the application requests 220, 
the Sub-application requests 222, or a combination thereof. 
On the other hand, the request distributor 210 in a decentral 
ized model divides the data into a predefined size of chunks, 
for instance, data size/N, where N is the number of storage 
devices, and then distributes the chunks of data into each of 
the storage devices 218 with sub-application requests 222 
combined with the required information Such as address, data 
length, and a logical boundary. Then, the data preprocessor 
208 inside storage devices 206 partitions the assigned data 
into Smaller chunks based on the store unit information. 

0070. As a further specific example, for a write request for 
the application data 214, given the application data 214 to be 
written, its length, and an optional logical boundary of the 
application data 214, the request distributor 210 can send the 
write request to the data preprocessor 208 so that it can 
determine how to distribute the application data 214. Once 
data distribution is determined, the request distributor 210 
can issue the write request to the storage devices 218 in the 
storage group 206. The hostbus controller 108 of FIG.8 or the 
network attach port 118 of FIG. 1 can be used to execute the 
request distributor 210 and issue the application requests 220. 
0071 Continuing with the example, the storage devices 
218 can perform the in-storage processing on the formatted 
data 216. The request distributor 210 can process the request 
for output by forwarding the output request to the in-storage 
processing coordinator 204, or as a specific example to the 
output coordinator 212, to send in-storage processing outputs 
224 back to the application 202 or the system executing the 
application202. The application can continue to execute with 
the in-storage processing outputs 224. The in-storage pro 
cessing outputs 224 can be the results of the in-storage pro 
cessing by the storage group 206 of the formatted data 216. 
The in-storage processing outputs 224 are not a mere read 
back or read of the formatted data 216 stored in the storage 
group 206. 
0072 The output coordinator 212 can manage processed 
data generated from each of the multiple storage devices 218 
of the storage group 206 and can send it back to the applica 
tion 202. As an example, the output coordinator 212 collects 
the results or the in-storage processing outputs 224 and pro 
vides them to the application 202 or various applications 202 
or the system executing the application 202. The output coor 
dinator 212 will be described later. 

0073. The computing system 100 also can provide error 
handling capabilities. For example, when one or more of the 
storage devices 218 in the storage group 206 become inac 
cessible or has a slower performance, the application requests 
220 can fail, such as time-outs or non-completions. Forbetter 
availability, the computing system 100 can perform a number 
of actions. 

0074 The following are examples for the application 
requests 220 for writes to the storage group 206. The in 
storage processing coordinator 204, or as a more specific 
example the request distributor 210, can maintain a request 
log that can be used to issue retries for the application requests 
220 that failed or were not completed. Also as an example, the 
in-storage processing coordinator 204 can keep retrying the 
application requests 220 to write the application data 214. As 
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a further example, the in-storage processing coordinator 204 
can report that status of the application requests 220 to the 
application 202. 
0075. The following are examples for the application 
requests 220 for in-storage processing at the storage group 
206. If one of the storage devices 218 in the storage group 206 
includes a replica of the application data 214, the formatted 
data 216, or a combination thereofas to the storage device 218 
that was inaccessible, these application requests 220 can be 
redirected to the storage device 218 with the replica. If error 
recovery is possible, the error recovery process can be 
executed prior to the previous failed application requests 220 
being reissued to the recovered storage device 218. An 
example of the error recovery technique can be a redundant 
array of inexpensive disk (RAID) recovery with rebuilding a 
storage device 218 that has been striped. As other examples, 
the in-storage processing coordinator 204 can try the appli 
cation requests 220 that previously failed. The in-storage 
processing coordinator 204 can also generate reports of fail 
ures even if the application requests 220 are redirected, 
retried, and even eventually successful. 
0076. The in-storage processing coordinator 204 or at 
least a portion of it can be implemented in a number of ways. 
As an example, the in-storage processing coordinator 204 can 
be implemented with software, hardware circuitry, or a com 
bination thereof. Examples of hardware circuitry can include 
a processor, an application specific integrated circuit (ASIC) 
an embedded processor, a microprocessor, a hardware control 
logic, a hardware finite state machine (FSM), a digital signal 
processor (DSP), FPGA, or a combination thereof. 
0077 Referring now to FIG. 3, there is shown an example 
of an operational view for a split function of the data prepro 
cessor 208 of FIG. 2. FIG.3 depicts that application data 214 
as input to the data preprocessor 208 or more generally the 
in-storage processing coordinator 204 of FIG. 2. FIG. 3 
depicts one example method of the data formatting performed 
by the data preprocessor 208 as mentioned in FIG. 2. In this 
example, the data formatting is a split function or a split 
scheme. FIG. 3 also depicts the formatted data 216 as the 
output of the data preprocessor 208. 
0078. In this example, the amount of the application data 
214 is shown to span a transfer length.302. The transfer length 
302 refers to the amount of data or information sent by the 
application 202 to the data preprocessor 208 or vice versa. 
The transfer length.302 can be a fixed size or variable depend 
ing on what the application 202 transfers for in-storage pro 
cessing. 
0079 Also in this example, the application data 214 can 
include application units 304. The application units 304 are 
fields within or portions of the application data 214. Each of 
the application units 304 can be fixed in size or can be vari 
able. As an example, the application units 304 can represent 
partitioned portion or chunks of application data 214. 
0080. As an example, the size of each of the application 
units 304 can be the same across the application data 214. 
Also as an example, the size of each of the application units 
304 across the application data 214 can differ for different 
transfers of the application data 214. Further for example, the 
size of each of the application units 304 can vary within the 
same transfer or across transfers. The application units 304 
can also vary in size depending on the different applications 
202 sending the application data 214. The number of appli 
cation units 304 can vary or can be fixed. The number of 
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application units 304 can vary for the same application 202 
sending the application data 214 or between different appli 
cations 202. 
I0081 FIG. 3 also depicts the formatted data 216 as the 
output of the data preprocessor 208. The formatted data 216 
can include formatted units 306 (FUs). The formatted units 
306 are fields within that formatted data 216. In this example, 
each of the formatted units 306 can be fixed in size or can be 
variable. The size of the formatted units 306 can be the same 
for the formatted data 216 or different for transfers of the 
formatted data 216, or can vary within the same transfer or 
across transfers. The formatted units 306 can also vary in size 
depending on the different applications 202 sending the for 
matted data 216. The number of the formatted units 306 can 
vary or can be fixed. The number of the formatted units 306 
can vary for the same application 202 sending the formatted 
data 216 or between different applications 202. 
I0082 FIG. 3 depicts the formatted data 216 after a split 
formatting with the formatted units 306 overlaid visually with 
the application units 304. An example storage application for 
this split formatting or split Scheme can be with redundant 
array of inexpensive disk (RAID) systems as the storage 
group 206, or with at least some of the multiple storage 
devices 218 in the storage group 206. The in-storage process 
ing, or even the mere storage of the application data 214, can 
at least involve splitting the application units 304 to different 
destination devices in the storage group 206. 
0083 Continuing with this example, the data preprocessor 
208 can split the application data 214 into a predefined fixed 
length blocks referred to as the formatted units 306 and can 
give each block to one or more of the multiple storage devices 
218 of the in-storage processing in a round robin fashion, as 
an example. The split Scheme can generate non-aligned data 
sets between the application data 214 and the formatted data 
216. As a specific example, the data preprocessor 208 can 
generate the non-alignment between the application units 304 
relative to the boundaries for the formatted units 306. 
0084. Further with this example, FIG. 3 depicts an alter 
nating formatting or allocation of the application units 304 to 
the different devices in the storage group 206. In this example, 
the application units 304 are depicted as "Data 1, "Data 2. 
“Data 3, and through “Data K”. The formatted units 306 are 
depicted as “FU 1, “FU 2", and through “FUN”. 
0085. As a specific example, the formatted data 216 can 
have alternating instances targeted for one device or another 
device in the storage group 206. In other words, for example, 
odd numbered "FUs’ can be for drive 1 and even numbered 
“FUs' can be for drive 0. The overlay of the application units 
304 as “Data' is shown as not aligned with the boundaries of 
the “FU” and FIG.3 depicts“Data2 and “Data K” being split 
between FU 1 (drive 1) and FU 2 (drive 0), again for this 
example. 
I0086. As a further example, the formatted data 216 can 
also be stored on one of the storage device 218 as opposed to 
being partitioned or allocated to different instances of the 
storage devices 218 in the storage group 206. In this example, 
the formatted units 306 can be sized for a sector based on a 
physical blockaddress or a logical blockaddress on one of the 
storage devices 218 as a hard disk drive or a solid state disk 
drive. 
0087 As a specific example for the split function, the 
request distributor 210 can initially send up to N in-storage 
processing application requests 220 to the storage devices 
218 in the storage group 206. The termN is an integer number. 
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The application units 304 that are not aligned with the for 
matted units 306, such as “Data2 and “Data K” in this figure 
and example, can undergo additional processing at the Stor 
age devices 218 with in-storage processing. 
I0088 For example, the non-aligned application units 304 
can be determined after initial processing of the application 
data 214 by the host computer 102 of FIG. 1, the request 
distributor 210, or other storage devices 218. The non-aligned 
application units 304 can by fetched by the host computer 102 
or the request distributor 210 allowing the non-aligned appli 
cation units 304 to be concurrently processed by the host 
computer 102, the request distributor 210, the storage devices 
218 in the storage group 206, or a combination thereof. The 
non-aligned application units 304 can also be fetched by the 
host computer 102 or the request distributor 210 such that 
these non-aligned application units 304 can be writtenback to 
the devices for in-storage processing. Each of the storage 
devices 218 can send the results of the processed non-aligned 
application units 304 to the host computer 102, the request 
distributor 210, or the other storage devices 218 so the host 
computer 102 or the other storage devices 218 can continue to 
process the application data 214. 
I0089 Referring now to FIG. 4, therein is shown an 
example of an operational view for a split--padding function 
of the data preprocessor 208 of FIG. 2. FIG. 4 depicts the 
application data 214 as input to the data preprocessor 208 as 
similarly described in FIG. 3. FIG. 4 also depicts the format 
ted data 216 as the output of the data preprocessor 208. FIG. 
4 depicts one example method of the data formatting per 
formed by the data preprocessor 208 as mentioned in FIG. 2. 
In this example, the data formatting is a split--padding func 
tion or split--padding scheme. 
0090. In this example, the split--padding function by the 
data preprocessor 208 adds data pads 402 to align the appli 
cation units 304 to the formatted units 306. The alignment of 
the application units 304 and the formatted units 306 can 
allow the request distributor 210 of FIG. 2 to send up to K 
independent in-storage processing application requests 220 
to multiple storage devices 218 of FIG. 2 in the storage group 
206 of FIG. 2. The term K is an integer. In other words, the 
alignment allows for each of the multiple storage devices 218 
to perform in-storage processing of the application units 304. 
the formatted units 306, or a combination thereof indepen 
dently without requiring further formatting or processing 
required on the formatted data 216. 
0091. As a specific example, each of the formatted units 
306 includes one of the application units 304 plus one of the 
data pads 402. Each of the data pads 402 aligns each of the 
application units 304 to the boundaries of each of the format 
ted units 306. The data pads 402 can also provide other 
functions or include other information. For example, the data 
pads 402 can include error detection or error correction infor 
mation, Such as parity, ECC protection, meta-data, etc. 
0092. The data pads 402 can be placed or located in a 
number of different locations within the formatted units 306. 
For example, one of the data pads 402 can be located at the 
end of one of the application units 304 as shown in FIG. 4. 
Also for example, each of the data pads 402 can also be 
located at the beginning of each of the formatted units 306 and 
before each of the application units 304. Further for example, 
each of the data pads 402 can be distributed, uniformly or 
non-uniformly, across each of the formatted units 306 and 
within each of the application units 304. 
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0093. As an example, the size of each of the data pads 402 
can depend on the difference in size between each of the 
application units 304 and each of the formatted units 306. The 
data pads 402 can be the same for each of the formatted units 
306 or can vary. Further for example, the term size can refer 
to the number of bits or symbols for the formatted units 306, 
the application units 304, or a combination thereof. The term 
size can also refer to the transmission time, recording time, or 
a combination thereof for the formatted units 306, the appli 
cation units 304, or a combination thereof. 
0094. In this example, the size of the application data 214 

is shown to span the transfer length.302 as similarly described 
in FIG. 3. In this example, the application units 304 are 
depicted as “Data 1”, “Data 2", “Data3”, and through “Data 
K’. In this example, the formatted units 306 are depicted as 
“FU 1”, “FU 2", and through “FUN”. 
0095 FIG. 4 depicts the formatted data 216 after a split-- 
padding formatting with the formatted units 306 overlaid 
visually with the application units 304 and with the data pads 
402. An example storage application for this split--padding 
formatting or scheme can be with use of redundant array of 
inexpensive disk (RAID) systems as the storage group 206 or 
with at least some of the multiple storage devices 218 in the 
storage group 206. The in-storage processing or even the 
mere storage of the application data 214 can at least involve 
splitting-padding the application units 304 to different des 
tination devices in the storage group 206. 
0096 Continuing with this example, the data preprocessor 
208 can split the application data 214 with the data pads 402 
into a predefined length, and gives each length to one or more 
of the storage devices 218 for in-storage processing. A length 
can include any number of the application units 304. As a 
specific example, the formatted data 216 of any length can be 
targeted for one or more of the multiple storage devices 218 in 
the storage group 206. 
0097. Referring now to FIG. 5, therein is shown an 
example of an operational view for a split-redundancy func 
tion of the data preprocessor 208 of FIG. 2. FIG.5 depicts the 
application data 214 as input to the data preprocessor 208 as 
similarly described in FIG. 3. The application data 214 can 
include the application units 304. 
0098 FIG. 5 also depicts the formatted data 216 as the 
output of the data preprocessor 208 as similarly described in 
FIG. 3. The formatted data 216 can include the formatted 
units 306. 

0099. In this example, the split-redundancy function can 
process the aligned and non-aligned application units 304. 
The in-storage processing in each of the storage devices 218 
of FIG. 2 in the storage group 206 of FIG. 2 can process the 
aligned application units 304 separately, the non-aligned 
application units 304 separately, or both at the same time. 
0100. In this example, the data preprocessor 208 is per 
forming the split-redundancy function or the split-redun 
dancy Scheme. As part of this function, the split--padding 
function can split the application data 214 to formatted data 
216 offixed length, variable length, or a combination thereof. 
0101 Also part of the split-redundancy function is the 
redundancy function. For the redundancy function as the 
example, the data preprocessor 208 does not necessarily need 
to manipulate the application data 214, the application units 
304, or a combination thereof that are non-aligned to the 
formatted units 306 as the split function described in FIG. 3. 
This is depicted as the first row of the formatted data 216 in 
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FIG. 5 and is redundancy data 502. The formatted data 216 
generated from the split-redundancy function includes the 
redundancy data 502. 
0102. As an example, the redundancy data 502 can be an 
output of the data preprocessor 208 mapping the application 
data 214, or as a more specific example the application units 
304 to the formatted data 216 and across the formatted units 
306 even with some of the application units 304 nonaligned 
with the formatted units 306. In other words, some of the 
application units 304 fall within the boundary of one of the 
formatted units 306 and these application units 304 are con 
sidered aligned. Other instances of the application units 304 
traverses multiple instances of the formatted units 306 and 
these application units 304 are considered nonaligned. As a 
specific example, the application units 304 depicted as “Data 
2 and "Data Keach span across two and adjacent instances 
of the formatted units 306. 

0103 Also as an example, the split-redundancy function 
can also perform the split--padding function to some of the 
application units 304. The data preprocessor 208 can store the 
application units 304 that are not aligned to the formatted 
units 306. This is depicted in the second row of the formatted 
data 216 of FIG. 5 and is an aligned data 504. For these 
particular, non-aligned application units 304, the data prepro 
cessor 208 can perform the split--padding function as 
described in FIG. 4 to form the aligned data 504. In the 
example depicted in FIG. 5, the application units 304 "Data 
2 and “Data K” are not aligned to or traverses multiple 
instances of the formatted units 306. The aligned data 504 
generated by the data preprocessor 208 includes the data pads 
402 to these instances of the nonaligned application units 304 
in the redundancy data 502. 
0104. In this example, the split-redundancy function 
allows the in-storage processing coordinator 204 to send up to 
N+M requests to the storage devices 218 in the storage group 
206. Both N and Mare integers. N represents the number of 
formatted units 306 in the redundancy data 502. M represents 
the additional formatted units 306 in the aligned data 504. For 
the in-storage processing in each of the storage devices 218, 
the non-aligned application units 304 in the redundancy data 
502 can be ignored. 
0105 Referring now to FIG. 6, therein is shown an 
example of an operational view for a mirroring function of the 
data preprocessor 208 of FIG. 2. FIG. 6 depicts the formatted 
data 216 as the output of the data preprocessor 208 as simi 
larly described in FIG. 3. The formatted data 216 of FIG. 2 
can include the formatted units 306 of FIG.3. The application 
data 214 of FIG. 3 can be processed by the data preprocessor 
208. 

0106 When the application data 214 is mirrored in this 
example, at least some of the storage devices 218 of FIG. 2 
can receive all of the application data 214, which are repli 
cated, or also referred to as mirrored. The application data 214 
that are replicated are referred to as replica data 602. FIG. 6 
depicts the multiple storage devices 218 as “Device 1 
through “Device r for the replica data 602. Replicated units 
604 are the application units 304 of FIG.3 that are replicated 
and are shown as “Data 1”, “Data 2, “Data 3’ through “Data 
K” on “Device 1 through “Device r. One of the storage 
devices 218 can store the application data 214 as the format 
ted data 216 for that storage device 218. Some of the other 
storage devices 218 can store the replica data 602 and the 
replicated units 604. 
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0107. In this example, the data preprocessor 208 does not 
manipulate the application units 304 or the application data 
214 as a whole. However, the data preprocessor 208 can 
collect or store mirroring information and the application 
units 304. Also, the in-storage processing coordinator 204 can 
receive the application data 214 or the application units 304 
from the application 202 when processing for efficient, con 
current in-storage processing. 
0108. The in-storage processing coordinator 204 or the 
data preprocessor 208 can perform the mirroring functions in 
a number of ways. As an example, the in-storage processing 
coordinator 204 or the data preprocessor 208 can take into 
account factors for mirroring the application data 214 to the 
formatted data 216. One factor is the number of target devices 
from the multiple storage devices 218. Another factor is the 
size of the application data 214, the application units 304 of 
FIG.3, or a combination thereof. A further factor is the size of 
the formatted data 216, the formatted units 306, or a combi 
nation thereof. 
0109 Referring now to FIG. 7, therein is shown an 
example of an architectural view of the output coordinator 
212. As noted earlier, the output coordinator 212 manages the 
in-storage processing outputs 224 generated from each of the 
multiple storage devices 218 of the storage group 206 and 
sends it back to the application 202. The output coordinator 
212 can manage the interaction with the application 202 in a 
number of ways. 
0110. As an example, the output coordinator 212 function 
can be described as an output harvest 702, an output manage 
ment 704, and an output retrieval 706. The output harvest 702 
is a process for collecting the in-storage processing outputs 
224. For example, the output harvest 702 can collect the 
in-storage processing outputs 224 from each of the storage 
devices 218 and store them. The storage can be done locally 
where the output harvest 702 is being executed. Also for 
example, the output harvest 702 can collect the locations of 
the in-storage processing outputs 224 in each of the storage 
devices 218. 
0111. The following are examples of various embodi 
ments of how the output coordinator 212, or as a specific 
example the output harvest 702, can collect the in-storage 
processing outputs 224 from the storage devices 218. As an 
example, the output coordinator 212 can fetch the in-storage 
processing outputs 224 or their locations from each of the 
storage devices 218 that performed the in-storage processing 
of the application data 214 of FIG. 2, the formatted data 216 
of FIG. 2, or a combination thereof. 
0112. As an example, the output coordinator 212 can fetch 
the in-storage processing outputs 224 in a number of ways. 
For example, the output coordinator 212 can utilize a direct 
memory access (DMA) with the storage devices 218. DMA 
transfers are transfer mechanisms not requiring a processor or 
a computing resource to manage the actual transfer once the 
transfer is setup. As another example, the output coordinator 
212 can utilized a programmed input/output (PIO) with the 
storage devices 218. PIO transfers are transfer mechanism 
where a processor or computing resources manages the actual 
transfer of data and not just the setup and status collection at 
a termination of the transfer. As a further example, the output 
coordinator 212 can utilize interface protocol commands, 
such as SATA vendor specific commands, PCIe, DMA, or 
Ethernet commands. 
0113. As an example, the storage devices 218 can send the 
in-storage processing outputs 224 to the output coordinator 
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212 in a number of ways. For example, the output coordinator 
212 can utilize the DMA or PIO mechanisms. The DMA can 
be a remote DMA (rDMA) whereby the transfer is a DMA 
process from memory of one computer (e.g. the computer 
running the application 202) into that of another (e.g. one of 
the storage devices 218 for the in-storage processing) without 
involving either one's operating system or processor inter 
vention for the actual transfer. As another example, the output 
coordinator 212 can utilize interface protocol processes. Such 
as background SATA connection or Ethernet. 
0114. Also for example, the storage devices 218 can send 

its respective in-storage processing outputs 224 or their loca 
tions to the application 202. This can be accomplished with 
out the in-storage processing outputs 224 passing through the 
output coordinator 212. For this example, the storage devices 
218 and the application 202 can interact in a number of ways, 
such as DMA, rDMA, PIO, back SATA connection, or Eth 
ernet. 

0115 Regarding the output management 704, the output 
coordinator 212 can manage the order of the outputs from the 
storage devices 218. The output management 704 manages 
the outputs based on multiple constraints, such as size of 
output, storage capacity of output coordinator 212, and types 
of the application requests 220 of FIG. 2. The outputs can be 
the in-storage processing outputs 224. As an example, the 
output management 704 can order the outputs based on vari 
ous policies. 
0116. As a specific example, the outputs or the in-storage 
processing outputs 224 for each of the sub-application 
requests 222 of FIG. 2 for in-storage processing can be stored 
in a sorted order by a sub-request identification 708 per a 
request identification 710 for the in-storage processing. The 
request distributor 210 can transform the application request 
220 of FIG. 2 into multiple sub-application requests 222 with 
the formatted data 216 and distributes them to the storage 
devices 218. 

0117. After data processing in each of the storage devices 
218, the output coordinator 212 gathers the in-storage pro 
cessing outputs 224 from each of the storage devices 218. The 
output coordinator 212 may need to preserve the issuing order 
of application requests 220, the Sub-application requests 222, 
or a combination thereof even though the in-storage process 
ing outputs 224 from the storage devices 218 can be delivered 
to the output coordinator 212 in an arbitrary order because the 
data processing time of the storage devices 218 can be differ 
ent. 

0118. As an example to implement this order, the storage 
group 206 of FIG. 2 can assign a sequence number to each of 
the in-storage processing outputs 224, where each of the 
in-storage processing outputs 224 also can be composed of 
multiple sub-outputs. For these sub-outputs, the storage 
group 206 also assigns sequence numbers or sequence iden 
tifications. Once the output coordinator 212 receives each of 
the in-storage processing outputs 224 or sub-output data from 
each of the storage devices 218, it can maintain each outputs 
sequence thereby sorting them by sequence numbers or iden 
tification. If the order of the in-storage processing outputs 224 
or the sub-outputs is not important for application 202, the 
output coordinator 212 can send the in-storage processing 
outputs 224 in an out of order manner. 
0119 The request identification 710 represents informa 
tion that can be used to demarcate one of the application 
requests 220 from another. The sub-request identification 708 
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represents information that can be used to demarcate one of 
the Sub-application requests 222 from another. 
0120. As an example, the sub-request identification 708 
can be unique or associated with a specific instance of the 
request identification 710. As a further example, the sub 
request identification 708 can be non-constrained to a specific 
instance of the request identification 710. 
0121. As a more specific example, the output coordinator 
212 can include and output buffer 712. The output buffer 712 
can store the in-storage processing outputs 224 from the 
storage devices 218. The output buffer 712 can be imple 
mented in a number of ways. For example, the output buffer 
712 can be a hardware implementation of a first-in first-out 
(FIFO) circuit or of a linked list structure. Also for example, 
the output buffer 712 can be implemented with memory cir 
cuitry with the software providing the intelligence for the 
FIFO operations, such as pointers, status flags, etc. 
0122. Also as a specific example, the outputs or the in 
storage processing outputs 224 for each of the Sub-applica 
tion requests 222 can be added to the output buffer 712. The 
in-storage processing outputs 224 can be fetched from the 
output buffer 712 as long as the output for the desired instance 
of the sub-application requests 222 is in the output buffer 712. 
The sub-request identification 708 can be utilized to deter 
mine whether the associated in-storage processing output 224 
has been stored in the output buffer 712. The request identi 
fication 710 can also be utilized, such as an initial determi 
nation. 

0123 Continuing the example for various embodiments, 
the output coordinator 212 can collect the in-storage process 
ing output 224 from the storage devices 218. To guarantee the 
data integrity of the in-storage processing outputs 224, the 
output coordinator 212 can maintain the sequence of each of 
the in-storage processing outputs 224 or Sub-outputs data in a 
correct order. For this, the output coordinator 212 can utilize 
the sub-request identification 708 or the request identification 
710 (e.g. if each of the in-storage processing output 224 of 
each of the storage devices 218 also reuses the same identi 
fication as their output sequence number or output sequence 
identification). Since the processing times of each of the 
storage devices 218 can be different, the output coordinator 
212 can temporarily store each of the in-storage processing 
outputs 224 or sub-output data into output buffer 712 to make 
them all sequential (i.e., correct data order). If there exists any 
missing in-storage processing output 224 or sub-output (that 
is, a hole in the sequence IDs), the application 202 cannot get 
the output data until all the in-storage processing outputs 224 
are correctly collected in the output buffer 712. 
0.124. As a further specific example, the outputs or the 
in-storage processing outputs 224 for each of the Sub-appli 
cation requests 222 can be sent to the application 202 without 
passing through the output coordinator 212 or the output 
buffer 712 in the output coordinator 212. In this example, the 
in-storage processing outputs 224 can be sent from the Stor 
age devices 218 without being stored before reaching the 
application 202. 
0.125 Regarding the output retrieval 706, once the output 
or the in-storage processing outputs 224 are known, the appli 
cation 202 can retrieve the in-storage processing outputs 224 
in a number of ways. In some embodiments, the output 
retrieval 706 can include the in-storage processing outputs 
224 passing through the output coordinator 212. In other 
embodiments, the output retrieval 706 can include the in 
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storage processing outputs 224 being sent to the application 
202 without passing through the output buffer 712. 
0126. As an example, the outputs or the in-storage pro 
cessing outputs 224 can be passed from the storage devices 
218 to the output coordinator 212. The output coordinator 212 
can store the in-storage processing outputs 224 in the output 
buffer 712. The output coordinator 212 can then send the 
in-storage processing outputs 224 to the application 202. 
0127. Also as an example, the outputs or the in-storage 
processing outputs 224 can be passed from the storage 
devices 218 to the output coordinator 212. The output coor 
dinator 212 can send the in-storage processing outputs 224 to 
the request distributor 210. The request distributor 210 can 
send the in-storage processing outputs 224 to the application 
202. In the example, the output buffer 712 can be within the 
output coordinator 212, the request distributor 210, or a com 
bination thereof. 
I0128. Further as an example, the outputs or the in-storage 
processing outputs 224 can be passed from the storage 
devices 218 to the application 202. In this example, this 
transfer is direct without the in-storage processing outputs 
224 to pass through the output coordinator 212, the request 
distributor 210, or a combination thereof. 
I0129. The output coordinator 212 can be implemented in a 
number of ways. For example, the output coordinator 212 can 
be implemented in hardware circuitry, such as a processor, an 
application specific integrated circuit (ASIC) an embedded 
processor, a microprocessor, a hardware control logic, a hard 
ware finite state machine (FSM), a digital signal processor 
(DSP), FPGA, or a combination thereof. Also for example, 
the output coordinator 212 can implemented with software. 
Further for example, the output harvest 702, the output man 
agement 704, the output retrieval 706, or a combination 
thereof can be implemented with hardware circuitry, with the 
examples noted earlier, or by Software. 
0.130. Similarly the request distributor 210 can be imple 
mented in a number of ways. For example, the request dis 
tributor 210 can be implemented in hardware circuitry, such 
as a processor, an application specific integrated circuit 
(ASIC) an embedded processor, a microprocessor, a hard 
ware control logic, a hardware finite state machine (FSM), a 
digital signal processor (DSP). FPGA, or a combination 
thereof. Also for example, the output coordinator 212 can 
implemented with software. 
I0131 Referring now to FIGS. 8A and 8B, therein are 
shown detailed examples of an operational view of the split 
and split--padding functions. FIGS. 8A and B depict embodi 
ments for an in-storage processing (ISP)-aware RAID. Vari 
ous embodiments can be applied to an array configuration for 
the storage devices 218 of FIG. 2 or the storage group 206 of 
FIG. 2. Examples of RAID functions include striping, mir 
roring, or a combination thereof 
I0132 FIGS. 8A and 8B depict examples of the application 
data 214 and the application units 304. The application units 
304 can be processed by the in-storage processing coordina 
tor 204 of FIG. 2. FIGS. 8A and 8B each depicts one example. 
I0133. The example in FIG. 8A depicts the application data 
214 undergoing the split function, similarly to the one 
described in FIG. 3. This depiction can also represent a strip 
ing function in a RAID application. 
I0134. The example in FIG. 8B depicts the application data 
214 undergoing a split--padding function, similarly to the one 
described in FIG. 4. This depiction can also represent a strip 
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ing function in a RAID application but for various embodi 
ments providing the in-storage processing for split--padding 
function. 
0135. Describing FIG. 8A, this part depicts the formatted 
data 216 and the formatted units 306. In this example, the 
formatted data 216 is split and sent to two of the storage 
devices 218. Each of the formatted units 306 includes one or 
more of the application units 304, such as FU0 in DEV1, 
which can include AUO and AU1. These application units 304, 
such as AU0, AU1, AU2, AU4, etc., can be each entirely 
contained in one of the formatted units 306 or traverse or span 
across multiple formatted units 306, such as AU3, AU6, AU8, 
etc. As described in FIG.3, some of the application units 304 
are aligned with the formatted units 306 while others are not. 
0136. In this example, there are shown 10 of the applica 
tion units 304 being split into the formatted units 306 that are 
sent to two of the storage devices 218. In this example appli 
cation units 304 labeled as AU1, AU3, AU5, AU6, and AU8 
are not aligned. These non-aligned application units 304 can 
be identified with in-storage processing and separately pro 
cessed by host systems or cooperatively with other storage 
devices 218. Therefore, the application requests 220 of FIG. 
4 for in-storage processing can be serialized and more com 
plex request coordination could be required. 
0137. Describing FIG. 8B, this part depicts the formatted 
data 216 and the formatted units 306, as in FIG. 8A. As in the 
left-side, this example depicts the formatted data 216 being 
split in some form and sent to two of the storage devices 218. 
In this example, each of the application units 304, such as 
AU0, AU1, AU2, AU3, etc., can be aligned with one of the 
formatted units 306 with one of the data pads 402, as similarly 
described in FIG. 4. 
0.138. In this example for use in ISP-aware RAID, the 
application units 304 is pre-processed and aligned by split-- 
padding policy, allowing each of the application requests 220 
for in-storage processing to be independent. This indepen 
dence can maximize the opportunity for efficient, concurrent 
processing since no additional phase of processing is required 
for the formatted units 306 with the aligned application units 
304, compared with the non-aligned units. 
0139 Referring now to FIG. 9, therein is shown an 
example of an architectural view of the computing system 
900 in an embodiment. The computing system 900 can be an 
embodiment of the computing system 100 of FIG. 1. 
0140. In this embodiment as an example, FIG. 9 depicts 
the in-storage processing coordinator 904 in a centralized 
coordination model. In this model, the in-storage processing 
coordinator 904 is separate from or external to the host com 
puter 102 and the storage devices 218. The term separate and 
external represents that the in-storage processing coordinator 
904 is in a separate system to the host computer 102 and the 
storage devices 218 can be housed separate system housing. 
0141. In this example, the host computer 102 can be 
executing the application 202 of FIG. 2. The host computer 
102 can also provide file and object services. Further to this 
example, the in-storage processing coordinator 904 can be 
included as part of the network 120 of FIG. 1, the data storage 
system 101 of FIG. 1, implemented external to the host com 
puter 102, or a combination thereof. As previously described 
in FIG. 2 and other figures earlier, the in-storage processing 
coordinator 904 can include the request distributor 910, the 
data preprocessor 908, and the output coordinator 912. 
0142 Continuing with this example, each of the storage 
devices 218 performs the in-storage processing functions. 
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Each of the storage devices 218 can include an in-storage 
processing engine 922. The in-storage processing engine 922 
can perform the in-storage processing for its respective Stor 
age device 218. 
0143. The storage devices 218 can be located in a number 
of places within the computing system 100. For example, the 
storage devices 218 can be located within the data storage 
system 101 of FIG.1, as part of the network 120 of FIG. 1, the 
hard disk drive 116 of FIG. 1 or storage external to the host 
computer 102, or as part of the network attached storage 122 
of FIG. 1. 
0144. In various embodiments in a centralized coordina 
tion model as in this example, the in-storage processing coor 
dinator 904 can function with the storage devices 218 in a 
number of ways. For example, the storage devices 218 can be 
configured to Support various functions, such as RAID 0,1,2, 
3, 4, 5, 6, and object stores. 
0145 The in-storage processing engine 922 can be imple 
mented in a number of ways. For example, in-storage pro 
cessing engine 922 can be implemented with Software, hard 
ware circuitry, or a combination thereof. Examples of 
hardware circuitry can include a processor, an application 
specific integrated circuit (ASIC) an embedded processor, a 
microprocessor, a hardware control logic, a hardware finite 
state machine (FSM), a digital signal processor (DSP), 
FPGA, or a combination thereof. 
014.6 Referring now to FIG. 10, therein is shown an 
example of an architectural view of the computing system 
1000 in a further embodiment. The computing system 1000 
can be an embodiment of the computing system 100 of FIG. 
1. 
0.147. In this embodiment as an example, FIG. 10 depicts 
the in-storage processing coordinator 1004 in a centralized 
coordination model. In this model, the in-storage processing 
coordinator 1004 is internal to the host computer 102. The 
term internal represents that the in-storage processing coor 
dinator 1004 is in the same system to the host computer 102 
and is generally housed in the same system housing as the 
host computer 102. This embodiment also has the in-storage 
processing coordinator 1004 as a separate from or external to 
the storage devices 218. 
0.148. In this embodiment as an example, the host com 
puter 102 can include the in-storage processing coordinator 
1004 as well as the file object services. In this example, the 
host computer 102 can execute the application 202 of FIG. 2. 
As previously described in FIG.2 and other figures earlier, the 
in-storage processing coordinator 1004 can include the 
request distributor 1010, the data preprocessor 1008, and the 
output coordinator 1012. 
0149 Continuing with this example, each of the storage 
devices 218 performs the in-storage processing function. 
Each of the storage devices 218 can include an in-storage 
processing engine 1022. The in-storage processing engine 
1022 can perform the in-storage processing for its respective 
storage device 218. 
0150. The storage devices 218 can be located in a number 
of places within the computing system 100. For example, the 
storage devices 218 can be located within the data storage 
system 101 of FIG.1, as part of the network 120 of FIG. 1, the 
hard disk drive 116 of FIG. 1 or storage external to the host 
computer 102 or as part of the network attached storage 122 
of FIG. 1. 

0151. Various embodiments in a centralized model as in 
this example, the in-storage processing coordinator 1004 can 
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function with the storage devices 218 in a number of ways. 
For example, the storage devices 218 can be configured to 
Support various functions, such as RAID 0,1,2,3,4, 5, 6, and 
object stores. 
0152 The in-storage processing engine 1022 can be 
implemented in a number of ways. For example, in-storage 
processing engine 1022 can be implemented with Software, 
hardware circuitry, or a combination thereof. Examples of 
hardware circuitry can include similar examples as in FIG.9. 
The functions for this embodiment will be described in detail 
later. 
0153. Referring now to FIG. 11, therein is shown an 
example of an architecture view of the computing system 
1100 in a yet further embodiment. The computing system 
1100 can be an embodiment of the computing system 100 of 
FIG 1. 
0154) In this embodiment as an example, FIG. 11 depicts 
the in-storage processing coordinator 1104 in a decentralized 
coordination model. In this example, the in-storage process 
ing coordinator 1104 is partitioned between the host com 
puter 102 and the storage devices 218. Additional examples of 
operational flow for this model are described in FIG.15 and in 
FIG. 16. 
0155 As previously described in FIG. 2 and other figures 

earlier, the in-storage processing coordinator 1104 can 
include the request distributor 1110, the data preprocessor 
1108, or a combination thereof. In this embodiment as an 
example, the data preprocessor 1108 and at least a portion of 
the request distributor 1110 are internal to the host computer 
102. The term internal represents that the request distributor 
1110 and the data preprocessor 1108 are in the same system to 
the host computer 102 and housed in the system housing as 
the host computer 102. 
0156 Also, this embodiment has the output coordinator 
1112 and at least a portion of the request distributor 1110 
separate or external to the host computer 102. As a specific 
example, this embodiment provides the output coordinator 
1112 and at least a portion of the request distributor 1110 as 
internal to the storage devices 218. 
0157. In this example, the host computer 102 can execute 
the application 202 of FIG. 2. Continuing with this example, 
each of the storage devices 218 performs the in-storage pro 
cessing function. Each of the storage devices 218 can include 
an in-storage processing engine 1122. The in-storage pro 
cessing engine 1122 can perform the in-storage processing 
for its respective storage device 218. 
0158. The storage devices 218 can be located in a number 
of places within the computing system 100. For example, the 
storage devices 218 can be located within the data storage 
system 101 of FIG.1, as part of the network 120 of FIG. 1, the 
hard disk drive 116 of FIG. 1 or storage external to the host 
computer 102 or as part of the network attached storage 122 
of FIG. 1. 

0159. In various embodiments in a decentralized model as 
in this example, this partition of the in-storage processing 
coordinator 1104 can function with the storage devices 218 in 
a number of ways. For example, the storage devices 218 can 
be configured to Support various functions, such as RAID 1 
and object stores. 
0160 The in-storage processing engine 1122 can be 
implemented in a number of ways. For example, in-storage 
processing engine 1122 can be implemented with Software, 
hardware circuitry, or a combination thereof. Examples of 
hardware circuitry can include similar examples as in FIG.9. 
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0.161 Referring now to FIG. 12, therein is shown an 
example of an operational view of the computing system 100 
for in-storage processing in a centralized coordination model. 
FIG. 12 can represent embodiments for the centralized coor 
dination model described from FIG. 9 or FIG. 10. 
0162 FIG. 12 depicts the in-storage processing coordina 
tor 204 and the interaction between the request distributor 210 
and the data preprocessor 208 for the centralized coordination 
model. FIG. 12 also depicts the output coordinator 212. FIG. 
12 also depicts the in-storage processing coordinator 204 
interacting with the storage devices 218. 
0163 As an operational example, FIG. 12 depicts the in 
storage processing coordinator 204 issuing the device 
requests 1202 for in-storage processing, such as write 
requests to the storage devices 218. The request distributor 
210 can receive the application requests 220 of FIG. 2 for 
writing the application data 214. The request distributor 210 
can also receive a data address 1204 as well as the transfer 
length 302 and a logical boundary 1206 of the application 
units 304. The data address 1204 can represent the address for 
the application data 214. The logical boundary 1206 repre 
sents the length or size of each of the application units 304. 
0164 Continuing with the example, the request distributor 
210 can send information to the data preprocessor 208 to 
translate the application data 214 to the formatted data 216. 
The request distributor 210 can also send the transfer length 
302 for the application data 214. The application data 214 can 
be sent to the data preprocessor 208 as the application units 
304 or the logical boundaries to the application units 304. 
0.165. Furthering the example, the data preprocessor 208 
can translate the application data 214 or the application units 
304 to generate the formatted data 216 or the formatted units 
306 of FIG.3. Examples of the types of translation can be one 
of the methods described in FIG.2 and FIG.3 through FIG. 6. 
The data preprocessor 208 can return the formatted data 216 
or the formatted units 306 to the request distributor 210. The 
request distributor 210 can generate and issue device requests 
1202 for writes to the storage devices 218 based on the for 
matting policies and policy for storing or for in-storage pro 
cessing of the formatted data 216 or the formatted units 306. 
The device requests 1202 are based on the application 
requests 220. 
0166 Further continuing with the example, each of the 
storage devices 218 can include an in-storage processing 
function or application and the in-storage processing engine 
922. Each of the storage devices 218 can receive the device 
requests 1202 and at least a portion of the formatted data 216. 
0.167 For illustrative purposes, although FIG. 12 depicts 
the device requests 1202 being issued to all of the storage 
devices 218, it is understood that the request distributor 210 
can operate differently. For example, the device requests 1202 
can be issued to some of the storage devices 218 and not 
necessarily to all of them. Also for example, the device 
requests 1202 can be issued at different times or can be issued 
as part of the error handling examples as discussed in FIG. 2. 
0.168. As a specific example for a centralized coordination 
model, the in-storage processing coordinator 204 can receive 
all the application requests 220 from the application 202, can 
issue all the device requests 1202 to the storage devices 218, 
or a combination thereof. The request distributor 210 can send 
or distribute the device requests 1202 to multiple storage 
devices 218 based on a placement scheme. The output coor 
dinator 212 can collect and manage the in-storage processing 
outputs 224 from the storage devices 218. The output coor 
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dinator 212 can then send the in-storage processing outputs 
224 to the application 202 of FIG. 2 as similarly described in 
FIG. 7. 
0169. Referring now to FIG. 13, therein is shown an 
example of an operational view of the computing system 
1300 issuing data write requests to the storage devices 1318 
for in-storage processing in a decentralized coordination 
model. The computing system 1300 can include similarities 
to the computing system 1100 of FIG. 11. FIG. 13 depicts the 
in-storage processing coordinator 1304 including the request 
distributor 1310 and the data preprocessor 1308. 
(0170 Both FIG. 12 and FIG. 13 depict an example of an 
operational view of computing system 1300 in terms of stor 
ing data to the storage devices 218. That is, both FIGS. 12 and 
13 focus on how to efficiently store data across the storage 
devices 218 for in-storage processing. 
0171 FIG.13 also depicts the output coordinator 1312 and 
a portion of the request distributor 1310 in each of the devices 
1318. FIG. 13 also depicts the in-storage processing coordi 
nator 1304 interacting with the devices 1318. 
0172. As an operational example, FIG. 13 depicts the in 
storage processing coordinator 1304 issuing the device 
requests 1302 as write requests to the devices 1318. The 
request distributor 1310 in the in-storage processing coordi 
nator 1304 can receive the application requests 220 of FIG. 2 
for writing the application data 214 of FIG. 2. The request 
distributor 1310 can also receive a data address 1204 as well 
as the transfer length 302 of FIG.3 and the logical boundary 
of the application units 304 of FIG. 3. The data address 1204 
can represent the address for the application data 214. 
0173 Continuing with the example, the request distributor 
1310 can send information to the data preprocessor 1308 to 
translate the application data 214 to the formatted data 216 of 
FIG. 2. The request distributor 1310 can also send the transfer 
length 302 for the application data 214. The application data 
214 can be sent as the application units 304 or the logical 
boundaries to the application units 304 to the data preproces 
Sor 1308. 
0.174 Furthering the example, the data preprocessor 1308 
can translate the application data 214 or the application units 
304 to generate the formatted data 216 or the formatted units 
306 of FIG.3. Examples of the types of translation can be one 
of the methods described in FIG.2 and FIG.3 through FIG. 6. 
The data preprocessor 1308 can return the formatted data 216 
or the formatted units 306 to the request distributor 1310 in 
the in-storage processing coordinator 1304. The request dis 
tributor 1310 can generate and issue the application requests 
220 for writes to the devices 1318 based on the formatting 
policies and policy for storing or for in-storage processing of 
the formatted data 216 or the formatted units 306. 
0.175. Further continuing with the example, each of the 
devices 1318 can include an in-storage processing function or 
application and the in-storage processing engine 1322. Each 
of the devices 1318 can receive the device requests 1302 and 
at least a portion of the formatted data 216. Each of the 
devices 1318 can also include the output coordinator 1312, a 
portion of the request distributor 1310, or a combination 
thereof. 
0176 For illustrative purposes, although FIG. 13 depicts 
the device requests 1302 being issued to all of the devices 
1318, it is understood that the request distributor 1310 can 
operate differently. For example, the device requests 1302 can 
be issued to some of the devices 1318 and not necessarily to 
all of them. Also for example, the device requests 1302 can be 
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issued at different times or can be issued as part of the error 
handling examples as discussed in FIG. 2. 
0177. As a specific example for a decentralized coordina 
tion model, the in-storage processing coordinator 1304 can 
receive the application requests 220 from the application 202, 
can issue the device requests 1302 to the devices 1318, or a 
combination thereof. The request distributor 1310 in the in 
storage processing coordinator 1304 can send or distribute 
the device requests 1302 to multiple devices 1318 based on a 
placement scheme. 
0.178 Continuing with the specific example, the request 
distributor 1310 in each of the devices 1318 can receive the 
request from the in-storage processing coordinator 1304. The 
output coordinator 1312 can collect and manage the in-stor 
age processing outputs 224 from the devices 1318 or one of 
the devices 1318. 
0179 Also as a specific example for a decentralized coor 
dination model, there are various communication methods 
depending on the configuration of the storage group 206. The 
functions of the request distributor 1310 and the output coor 
dinator 1312 in the devices 1318 in a decentralized coordina 
tion model will be described later. 
0180 Referring now to FIG. 14, therein is shown an opera 
tional view for the computing system 100 for in-storage pro 
cessing in a centralized model. FIG. 14 depicts the in-storage 
processing coordinator 904 to be external to both the host 
computer 102 and the storage devices 218. Although the 
application 202 is shown outside of the host computer 102, it 
is understood that the application 202 can be executed by the 
host computer 102 as well as outside of the host computer 
102. In addition, although the in-storage processing coordi 
nator 904 is external to the host in FIG. 14, it is also under 
stood that the in-storage processing coordinator 904 can be 
internal to the host, like in FIG. 10. 
0181 FIG. 14, FIG. 15, and FIG. 16 depict an example of 
an operational view of computing system 1300 of FIG. 13 in 
terms of processing data in the storage devices 218. That is, 
FIGS. 14, 15, and 16 focus on how to efficiently process/ 
compute the stored data in the storage devices 218 with in 
storage processing techniques. 
0182. In this example, the application 202 can issue appli 
cation requests 220 for in-storage processing to the host com 
puter 102. The host computer 102 can issue host requests 
1402 based on the application requests 220 from the applica 
tion 202. The host requests 1402 can be sent to the in-storage 
processing coordinator 904. 
0183 The in-storage processing coordinator 904 can 
translate the application data 214 of FIG. 2 and the applica 
tion units 304 of FIG.3 to generate the formatted data 216 of 
FIG. 2 and the formatted units 306 of FIG. 3. The in-storage 
processing coordinator 904 can also generate the device 
requests 1202 to the storage devices 218. The in-storage 
processing coordinator 904 can also collect and manage the 
in-storage processing outputs 224 from the storage devices 
218, and can deliver an aggregated output 1404 back to the 
host computer 102, the application 202, or a combination 
thereof. The aggregated output 1404 is the combination of the 
in-storage processing outputs 224 from the storage devices 
218. The aggregated output 1404 can be more than concat 
enation of the in-storage processing outputs 224. 
0.184 As a specific example, the in-storage processing 
coordinator 904 can include the request distributor 910. The 
request distributor 910 can receive the application requests 
220 as the host requests 1402. The request distributor 910 can 
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generate the device requests 1202 from the host requests 
1402. The request distributor 910 can also generate the sub 
application requests 222 of FIG. 7 as the device requests 
1202. 
0185. As a further specific example, the in-storage pro 
cessing coordinator 904 can include the data preprocessor 
908. The data preprocessor 908 can receive the information 
from the application requests 220 or the host requests 1402 
through the request distributor 910. The data preprocessor 
908 can format the application data 214 as appropriate based 
on the placement scheme onto the storage devices 218. 
0186 Also as a specific example, the in-storage process 
ing coordinator 904 can include the output coordinator 912. 
The output coordinator 912 can receive the in-storage pro 
cessing outputs 224 from the storage devices 218. The output 
coordinator 912 can generate the aggregated output 1404 
with the in-storage processing outputs 224. In this example, 
the output coordinator 912 can return the aggregated output 
1404 to the host computer 102. The host computer 102 can 
also return the aggregated output 1404 to the application 202. 
The application 202 can continue to execute and utilize the 
in-storage outputs 224, the aggregated output 1404, or a com 
bination thereof. 
0187. In this example, each of the storage devices 218 
includes the in-storage processing engine 922. The in-storage 
processing engine 922 can receive and operate on specific 
instance of the device requests 1202. The in-storage process 
ing engine 922 can generate in-storage processing output 224 
to be returned to the in-storage processing coordinator 904 or 
as a specific example to the output coordinator 912. 
0188 Referring now to FIG. 15, therein is shown an opera 
tional view for a computing system 1500 in a decentralized 
model in an embodiment with one output coordinator 1512. 
The computing system 1500 can be the computing system 
1100 of FIG. 11. 
0189 As an operational overview of this embodiment, the 
host computer 102 can issue an application request 220 to the 
storage devices 218 for in-storage processing. The host com 
puter 102 and the storage devices 218 can be similarly parti 
tioned as described in FIG. 11. Each of the storage devices 
218 can perform the in-storage processing. Each of the Stor 
age devices 218 can provide its in-storage processing output 
224 to the storage device 218 that received the application 
request 220 from the host computer 102. This storage device 
218 can then return an aggregated output 1504 back host 
computer 102, the application 202, or a combination thereof. 
The application 202 can continue to execute and utilize the 
in-storage outputs 224, the aggregated output 1504, or a com 
bination thereof. 
0190. Continuing with the example, the application 
request 220 can be issued to one of the storage devices 218. 
That one storage device 218 can issue the application request 
220 or a device request 1202 to the other storage devices 218. 
As an example, the storage device 218 that received the appli 
cation request 220 can decompose the application request 220 
to partition the in-storage processing to the other storage 
devices 218. The device request 1202 can be that partitioned 
request based off the application request 220 and the in 
storage processing execution by the previous storage devices 
218. 

0191 This example depicts a number of the devices 
labeled as “DEV 1, “DEV 2, “DEV 3, and through 
“DEV N”. The term “N” in the figure is an integer. The 
storage devices 218 in this example can perform in-storage 
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processing. Each of the storage devices 218 are shown includ 
ing an in-storage processing engine 1522, a data preprocessor 
1508, and an output coordinator 1512. 
0.192 For illustrative purposes, all of the storage devices 
218 are shown with the output coordinator 1512, although it 
is understood that the computing system 1500 can partitioned 
differently. For example, only one of the storage devices 218 
can include the output coordinator 1512. Further for example, 
the output coordinator 1512 in each of the storage devices 218 
can operate differently from another. As a specific example, 
the output coordinator 1512 in DEV 2 through DEV N can 
act as pass through to the next storage device 218 or to return 
the in-storage processing output 224 back to DEV 1. Each of 
the storage devices 218 can manage it request identification 
710 of FIG.7, the sub-request identification 708 of FIG. 7, or 
a combination thereof. 

0193 In this example, the host computer 102 can send the 
application request 220 to one of the storage devices 218 
labeled DEV 1. The in-storage processing engine 1522 in 
DEV 1 can perform the appropriate level of in-storage pro 
cessing and generates the in-storage processing output 224. In 
this example, the in-storage processing output 224 from 
DEV 1 can be referred to as a first output 1524. 
0194 Continuing with this example, the data preprocessor 
1508 in DEV 1 can format or translate the information from 
the application request 220 that will be forwarded to DEV 2. 
DEV 3, and through to DEV. N. The in-storage processing 
engine 1522 in DEV 2 can generate the in-storage processing 
output 224 and can be referred to a second output 1526. The 
output coordinator 1512 in the DEV 2 can send the second 
output 1528 to DEV 1. The in-storage processing engine 
1522 in DEV 3 can generate the in-storage processing output 
224 and can be referred to a third output 1528. The output 
coordinator 1512 in the DEV 3 can send the third output 
1528 to DEV 1. The in-storage processing engine 1522 in 
DEV N can generate the in-storage processing output 224 
and can be referred to an Nth output. The output coordinator 
1512 in the DEV N can send the Nth output to DEV 1. The 
output coordinator 1512 in DEV 1 generates the aggregated 
output 1504 that includes the first output 1524, the second 
output 1526, the third output 1528, and through the Nth 
output. 

0.195 Referring now to FIG.16, therein is shown an opera 
tional view for a computing system 1600 in a decentralized 
model in an embodiment with multiple output coordinators 
1612. The computing system 1600 can be the computing 
system 1100 of FIG. 11. 
0196. As an operational overview of this embodiment, the 
host computer 102 can issue an application request 220 to 
storage devices 218 for in-storage processing. The host com 
puter 102 and the storage devices 218 can be similarly parti 
tioned as described in FIG. 11. The application request 220 
can be issued to one of the storage devices 218. That storage 
device 218 then performs the in-storage processing. The 
execution of the application request 220 and the in-storage 
processing results is issued or sent to another of the storage 
devices 218. This process can continue until all the storage 
devices 218 performed the in-storage processing and the last 
of the storage devices 218 can return the result to the first of 
the storage devices 218. That first of the storage devices 218 
then returns an aggregated output 1604 back host computer 
102, the application 202, or a combination thereof. The appli 
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cation 202 can continue to execute and utilize the in-storage 
outputs 224 of FIG. 2, the aggregated output 1604, or a 
combination thereof. 

0.197 For illustrative purposes, this embodiment is 
described with DEV 1 providing the aggregated output 1604 
to the host computer 102, although it is understood that this 
embodiment can operate differently. For example, the last 
device or DEV N in this example can provide the aggregated 
output 1604 back to the host computer 102 instead of DEV 1. 
0198 This example depicts a number of the storage 
devices 218 labeled as “DEV 1, “DEV 2, “DEV 3, and 
through “DEV N”. The term “N” in the figure is an integer. 
The storage devices 218 in this example can perform in 
storage processing. Each of the storage devices 218 are shown 
including an in-storage processing engine 1622, a data pre 
processor 1608, and an output coordinator 1612. 
0199 For illustrative purposes, all of the storage devices 
218 are shown with the output coordinator 1612, although it 
is understood that the computing system 1600 can partitioned 
differently. For example, only one of the storage devices 218 
can include the output coordinator 1612 with full functional 
ity. Further for example, the output coordinator 1612 in each 
of the storage devices 218 can operate differently from 
another. As a specific example, the output coordinator 1612 in 
DEV 2 through DEV N can act as pass through to the next 
storage device 218 or to return the aggregated output 1604 
back to DEV 1. 
0200. In this example, the host computer 102 can send the 
application request 220 to one of the storage devices 218 
labeled DEV 1. The in-storage processing engine 1622 in 
DEV 1 can perform the appropriate level of in-storage pro 
cessing and can generate the in-storage processing output 
224. In this example, the in-storage processing output 224 
from DEV 1 can be referred to a first output 1624. In this 
example, the DEV 1 can decompose the application request 
220 to partition the in-storage processing to DEV 2. The 
device request 1202 of FIG. 12 can be that partitioned request 
based off the application request 220 and the in-storage pro 
cessing execution DEV 1. This process of decomposing and 
partitioning can continue through DEV. N. 
0201 Continuing with this example, the data preprocessor 
1608 in DEV 1 can format or translate the information from 
the application request 220 that will be forwarded to DEV 2. 
The data preprocessor 1608 in DEV 1 can also format or 
translate the in-storage processing output 224 from DEV 1 or 
the first output 1624. 
0202 Furthering this example, the output coordinator 
1612 in DEV 1 can send the output of the data preprocessor 
1608 in DEV 1, the first output 1624, a portion of the appli 
cation request 220, or a combination thereof to DEV 2. 
DEV 2 can continue the in-storage processing of the appli 
cation request 220 sent to DEV 1. 
0203 Similarly, the in-storage processing engine 1622 in 
DEV 2 can perform the appropriate level of in-storage pro 
cessing based on the first output 1624 and can generate the 
in-storage processing output 224 from DEV 2. In this 
example, the in-storage processing output 224 from DEV 2 
can be referred to a second output 1626 as "a partial aggre 
gated output.” 
0204 Continuing with this example, the data preprocessor 
1608 in DEV 2 can format or translate the information from 
the application request 220 or the second output 1626 that will 
be forwarded to DEV 3. The data preprocessor 1608 in 

Jun. 30, 2016 

DEV 2 can also format or translate the in-storage processing 
output 224 from DEV 2 or the second output 1626. 
0205 Furthering this example, the output coordinator 
1612 in DEV 2 can send the output of the data preprocessor 
1608 in DEV 2, the second output 1626, a portion of the 
application request 220, or a combination thereof to DEV 3. 
DEV 3 can continue the in-storage processing of the appli 
cation request 220 sent to DEV 1. 
0206 Similarly, the in-storage processing engine 1622 in 
DEV 3 can perform the appropriate level of in-storage pro 
cessing based on the second output 1626 and can generate the 
in-storage processing output 224 from DEV 3. In this 
example, the in-storage processing output 224 from DEV 3 
can be referred to a third output 1628. 
0207 Continuing with this example, the data preprocessor 
1608 in DEV 3 can format or translate the information from 
the application request 220 or the third output 1628 that will 
be forwarded to DEV 1. The data preprocessor 1608 in 
DEV 2 an also format or translate the in-storage processing 
output 224 from DEV 3 or the third output 1628. 
0208 Furthering this example, the output coordinator 
1612 in DEV 3 can send the output of the data preprocessor 
1608 in DEV 3, the third output 1628, a portion of the appli 
cation request 220, or a combination thereof to DEV 1. 
DEV 1 can return to the host computer 102 or the application 
202 the aggregated output 1604 based on the first output 
1624, the second output 1626, and the third output 1628. 
0209. In this example, in-storage processing by one of the 
storage devices 218 that follows a previous storage device 
218 can aggregate the in-storage processing outputs 224 of 
the storage devices 218 that preceded it. In other words, the 
second output 1626 is an aggregation of the in-storage pro 
cessing output 224 from the DEV 2 as well as the first output 
1624. The third output 1628 is an aggregation of the in 
storage processing output from DEV 3 as well as the second 
output 1626. 
0210 Referring now to FIG. 17, therein is shown an 
example of a flow chart for the request distributor 210 and the 
data preprocessor 208. The request distributor 210 and the 
data preprocessor 208 can be operated in a centralized or 
decentralized model as described earlier, as examples. 
0211. As an overview of this example, this flow chart 
depicts how the application data 214 of FIG. 2 can be trans 
lated to the formatted data 216 of FIG. 2 based on the storage 
policies. As examples, the storage policies can include the 
split policy, the split--padding policy, the split-redundancy 
policy, and storage without any chunking of the application 
units 304 of FIG. 3 to the formatted units 306 of FIG. 3. This 
example can represent the application request 220 of FIG.2 as 
a write request. 
0212. The request distributor 210 of FIG.2 can receive the 
application request 220 directly or some form the application 
request 220 through the host computer 102 of FIG. 1. The 
application request 220 can include information Such as the 
data address 1204 of FIG. 12, the application data 214, the 
transfer length 302 of FIG. 3, the logical boundary 1206 of 
FIG. 12, or a combination thereof. 
0213. As an example, the request distributor 210 can 
execute a chunk comparison 1702. The chunk comparison 
1702 compares the transfer length with a chunk size 1704 of 
the storage group 206, in this example operating as a RAID 
system. The chunk size 1704 represents a discrete unit of 
storage size to be stored in the storage devices 218 of FIG. 2 
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in the storage group 206 of FIG. 2. As an example, the chunk 
size 1704 can represent the size of one of the formatted units 
306. 

0214. If the chunk comparison 1702 determines the trans 
fer length 302 is greater than the chunk size 1704, the han 
dling of the application request 220 can continue to a bound 
ary query 1706. If the chunk comparison 1702 determines 
that the transfer length is not greater than the chunk size 1704, 
the handling of the application request 220 can continue to a 
device Selection 1708. 

0215. The branch of the flow chart starting with the device 
selection 1708 represents the handling of the application data 
214 without chunking of the application units 304 or the 
application data 214. An example of this can be the mirroring 
function as described in FIG. 6. 

0216 Continuing with this branch of the flow chart, the 
device selection 1708 determines which of the storage 
devices 218 in the storage group 206 will store the application 
data 214 as part of the application request 220. The request 
distributor 210 can generate the device requests 1202 of FIG. 
12 as appropriate based on the application request 220. 
0217. When the logical boundary 1206 of FIG. 12 for the 
application units 304 are included with the application 
request 220, the request distributor 210 can distribute the 
application request 220 by splitting the application request 
220 to sub-application requests 222 of FIG. 2 or by sending 
identical application requests 220 to multiple storage devices 
218. 

0218. In the example for the sub-application requests 222, 
each of the Sub-application requests 222 can make the size of 
each of the sub-application requests 222 to be a multiple of 
the logical boundary 1206 of the application units 304. The 
sub-application requests 222 can be the device requests 1202 
issued to the storage devices 218. 
0219. In the example for identical application requests 
220, multiple storage devices 218 can receive these applica 
tion requests 220. The first in-storage processing output 224 
of FIG. 2 returned can be accepted by the output coordinator 
212 of FIG. 2 to be returned back to the application 202. The 
identical application requests 220 can be the device requests 
1202 issued to the storage devices 218. 
0220. When the logical boundary 1206 for the application 
units 304 is not included, the request distributor 210 can split 
the application request 220 to the Sub-application requests 
222. These sub-application requests 222 make the size of 
each of these requests to be an arbitrary length. The requests 
can be handled as a split function by the data preprocessor 
208. The sub-application requests 222 can be the device 
requests 1202 issued to the storage devices 218. 
0221) The request distributor 210, the data preprocessor 
208, or a combination thereof can continue from the device 
selection 1708 to an address calculation 1710. The address 
calculation 1710 can calculate the address for the application 
data 214 or the formatted data 216 to be stored in the storage 
devices 218 receiving the device requests 1202. For illustra 
tive purposes, the address calculation 1710 is described being 
performed by the request distributor 210 or the data prepro 
cessor 208, although it is understood that the address calcu 
lation 1710 can be performed elsewhere. For example, the 
storage devices 218 receiving the device requests 1202 can 
perform the address calculation 1710. Also for example, the 
address can be a pass-through from the application request 
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220 in which case the address calculation 1710 could have 
been performed by the application 202 of FIG.2 or by the host 
computer 102. 
0222. The flow chart can continue to a write non-chunk 
function 1712. Each of the storage devices 218 receiving the 
device request 1202 can write the application data 214 or the 
formatted data 216 on the storage device 218. Since each of 
the storage devices 218 contain the application data 214 in a 
complete or non-chunked form, any of the application data 
214 or the formatted data 216 can undergo in-storage pro 
cessing by the storage device 218 with the application data 
214. 
0223 Returning to the branch of the flow chart from the 
boundary query 1706, the boundary query 1706 determines if 
the logical boundary 1206 is provided in the application 
request 220, as an example. If the boundary query 1706 
determines that the logical boundary 1206 is provided, the 
flow chart can continue to a padding query 1714. If the bound 
ary query 1706 determines that the logical boundary 1206 is 
not provided, the flow chart can continue to a normal RAID 
query 1716. 
0224. The branch of the flow chart starting with the normal 
RAID query 1716 represents the handling of the application 
data 214 with chunking of the application units 304 (or some 
of the application units 304). An example of this can be the 
split function described in FIG. 3. As an example, this branch 
of the flow chart can be used for unstructured application data 
214 or for application data 214 with no logical boundary 
1206. The chunk size 1704 can be with a fixed size or a 
variable-length size. 
0225 Continuing with this branch of the flow chart, the 
normal RAID query 1716 determines if the application 
request 220 is for a normal RAID function as the in-storage 
processing, or not. If so, the flow chart can continue to a chunk 
function 1718. If not the flow chart can continue to another 
portion of the flow chart or can return an error status back to 
the application 202. 
0226. In this example, the chunk function 1718 can split 
the application data 214 or the application units 304 or some 
portion of them in the chunk size 1704 for the storage devices 
218 to receive the application data 214. As an example, the 
data preprocessor 208 can perform the chunk function 1718 
to generate the formatted data 216 or the formatted units 306 
with the application data 214 translated to the chunk size 
1704. The data preprocessor 208 can interact with the request 
distributor 210 to issue the device requests 1202 to the storage 
devices 218. 
0227. For illustrative purposes, the chunk function 1718 is 
described as being performed by the data preprocessor 208, 
although it is understood that the chuck function 1718 can be 
executed differently. For example, the storage devices 218 
receiving the device requests 1202 can perform the chunk 
function 1718 as part of the in-storage processing at the 
storage devices 218. 
0228. In this example, the flow chart can continue to a 
write chunk function 1719. The write chunk function 1719 is 
an example of the in-storage processing at the storage devices 
218. The write chunk function 1719 writes the formatted data 
216 or the formatted units 306 at the storage devices 218 
receiving the device requests 1202 from the request distribu 
tor 210. 

0229 Returning to the branch of the flow chart from the 
padding query 1714, the branch below the padding query 
1714 represents the handling of the application data 214 or the 
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application units 304 or a portion thereof with the data pads 
402. An example of this can be the split--padding function as 
described in FIG. 4. 
0230. The padding query 1714 determines if the applica 
tion data 214 or the application units 304 or some portion of 
them should be padded to generate the formatted data 216 or 
the formatted units 306. The data preprocessor 208 can per 
form the padding query 1714. 
0231 When the padding query 1714 determines that pad 
ding of the application units 304 is needed, the flow chart can 
continue to an application data sizing 1720. The application 
data sizing 1720 calculates a data size 1722 of the application 
data 214 for the split padding function. The data size 1722 
is the amount of the application data 214 to be partitioned for 
the formatted data 216. As an example, the application data 
sizing 1720 can determine the data size 1722 for the amount 
of the application unit 304 or multiple application units 304 
for each of the formatted units 306. In this example, each of 
the formatted units 306 are of the chunk size 1704 and the data 
size 1722 is per chunk. 
0232. As a specific example, the data size 1722 can calcu 
lated with Equation 1 below. 

data size 1722=(floor(chunk size 1704/logical bound 
ary 1206))xlogical boundary 1206 (Equation 1) 

0233. In other words, the data size is calculated with the 
floor function of the chunk size 1704 divided by the logical 
boundary 1206. The result of the floor function is then mul 
tiplied by the logical boundary 1206 to generate the data size 
1722. 
0234. The flow chart can continue to a pad sizing 1724. 
The pad sizing 1724 calculates a pad size 1726 for the data 
pads 402 for each of the formatted units 306. As an example, 
the pad size 1726 can be calculated with Equation 2 below. 

pad size 1726=chunk size 1704-data size 1722 

0235. In the words, the pad size 1726 per chunk or per each 
of the formatted units 306 can be calculated with the chunk 
size 1704 subtracted by the data size 1722 per chunk or per 
each of the formatted units 306. 
0236. The flow chart can continue to a chunk number 
calculation 1728. The chunk number calculation 1728 deter 
mines a chunk number 1730 or the number of the formatted 
units 306 needed for the application data 214. The chunk 
number 1730 can be used to determine the size or length of the 
formatted data 216. The data preprocessor 208 can perform 
the chunk number calculation 1728. 
0237. The flow chart can continue to a split function 1732. 
The split function 1732 partitions the application data 214 to 
the data size 1722 for each of the formatted units 306. The 
split function 1732 is part of generating the formatted data 
216 where the application units 304 are aligned with the 
chunk size 1704 or the formatted units 306. The data prepro 
cessor 208 can perform the split function 1732. 
0238. The flow chart can continue to a write pad function 
1734. The write pad function 1734 performs the in-storage 
processing of writing the formatted data 216 with the appli 
cation data 214 partitioned to the data size 1722 and with the 
data pads 402. The data pads 402 can include additional 
information, Such as parity, metadata, Synchronization fields, 
or identification fields. The request distributor 210 can send 
the device requests 1202 to the storage devices 218 to perform 
the write pad function 1734 of the formatted data 216. 
0239 Returning to the padding query 1714, when the pad 
ding query 1714 determines that padding of the application 
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units 304 is not needed, the flow chart can continue to a 
redundancy query 1736. When the redundancy query 1736 
determines that redundancy of the application data 214 is 
needed, then this branch of the flow chart represents the 
redundancy function. As an example, the redundancy func 
tion is described in FIG. 6. 

0240. The flow chart can continue from the redundancy 
query 1736 to the application data sizing 1720. As an 
example, FIG. 17 depicts the application data sizing 1720 
under the redundancy query 1736 to be a separate function 
from the application data sizing 1720 under the padding 
query 1714, although it is understood that the two functions 
can perform the same operations and can also be the same 
function. The application data sizing 1720 under the redun 
dancy query 1736 can be computed using the expression 
found in Equation 1 described earlier. 
0241 The flow chart can continue to a chunk function 
1718. The chunk function 1718 splits or partitions the appli 
cation data 214 to the formatted data 216 as described in FIG. 
6. The data preprocessor 208 can perform the chunk function 
1718. As an example, FIG. 17 depicts the chunk function 
1718 under the normal RAID query 1716 to be a separate 
function from the chunk function 1718 under the redundancy 
query 1736, although it is understood that the two functions 
can perform the same operations and can also be the same 
function. 

0242. The flow chart can continue to a redundancy func 
tion 1738. For each chunk or for each of the formatted units 
306, the redundancy function 1738 copies that application 
data 214 that is in the range of the data size 1722 and the 
chunk size 1704 to additional chunks to generate the replica 
data 602 of FIG. 6. 

0243 The flow chart can continue to a write redundancy 
function 1740. The write redundancy function writes format 
ted data 216 including the application data 214 and the replica 
data 602. The request distributor 210 as issue device requests 
1202 to the storage devices 218 to perform the write redun 
dancy function 1740. Returning to the branch with the redun 
dancy query 1736, when the redundancy query 1736 deter 
mines that redundancy is not needed, the flow chart can 
continue to the normal RAID query 1716. 
0244. For illustrative purposes, the flow chart is described 
with the split--padding function separately from the redun 
dancy function, although it is understood that the flow chart 
can provide a different operation. For example, the flow chart 
can be arranged to provide the split-redundancy function as 
described in FIG. 5. As an example, this can be accomplished 
with the redundancy query 1736 being placed before the write 
pad function 1734. Furthering this example, the redundancy 
function 1738 above could be modified to operate only on the 
non-aligned application units 304 to form the aligned data 
504 of FIG.5as opposed to the replica data 602. The modified 
redundancy function can be followed by a further write func 
tion. The further write function would combine portions of 
the write pad function 1734 and the write redundancy func 
tion 1740. The write pad function 1734 be utilize a portion of 
the formatted data 216 with the data pads 402 and the write 
redundancy function 1740 can write the aligned data 504 as 
opposed to the replica data 602. 
0245 Referring now to FIG. 18, therein is shown an 
example of a flow chart for a mirroring function for central 
ized and decentralized embodiments. As examples, the cen 
tralized embodiment can be the computing system 900 of 
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FIG. 9 or the computing system 1000 of FIG. 10. As an 
example, the decentralized embodiment can be the comput 
ing system 1100 of FIG. 11. 
0246 The flow chart on the left-hand side of FIG. 18 
represents an example of a flow chart for a centralized 
embodiment. The flow chart on the right-hand side of FIG. 18 
represents an example of a flow chart for a decentralized 
embodiment. 
0247 Starting with the centralized embodiment, the 
request distributor 210 of FIG. 2 can receive the application 
request 220 of FIG. 2. The application request 220 can 
include the data address 1204 of FIG. 12, the application data 
214 of FIG. 2, and the transfer length 302 of FIG. 3. 
0248 For example, the data preprocessor 208 of FIG. 2 
can execute a replica query 1802. The replica query 1802 
determines if the replica data 602 of FIG. 6 should be created 
or not. As an example, the replica query 1802 can make this 
determines by comparing if a number 1804 of replica data 602 
being requested is greater than Zero. If so, the flow chart can 
continue to a create replica 1806. If not, the flow chart can 
continue to the device selection 1708. 
0249. As an example, the device selection 1708 can be the 
same function or perform the same or similar function as 
described in FIG. 17. The flow chart can continue to the 
address calculation 1710. As with the device selection 1708, 
the address calculation 1710 can be the same function or 
perform the same or similar function as described in FIG. 17. 
The flow chart can continue to the write non-chunk function 
1712. As with the address calculation 1710, the write non 
chunk function 1712 can be the same function or perform the 
same or similar function as described in FIG. 17. 
0250) As an example, the request distributor 210 can 
execute the device selection 1708, the address calculation 
1710, or a combination thereof include the outputs of these 
operations as part of the device request 1202 of FIG. 12. The 
write non-chunk function 1712 can be performed by one of 
the storage devices 218 to store the application data 214. 
0251 Returning to the replica query 1802, when the rep 
lica query 1802 determines the replica data 602 of FIG. 6 
should be generated, then the flow chart can continue to the 
create replica 1806. As an example, the replica query 1802 
can make this determination when the number 1804 of replica 
sought is greater than Zero. 
0252. In this example, the create replica 1806 can generate 
the replica data 602 from the application data 214. The replica 
data 602 can be as described in FIG. 6. As an example, the 
data preprocessor 208 can perform the create replica 1806. 
The create replica 1806 can generate the number 1804 of the 
replica data 602 as needed and not just one. 
0253) The flow chart can continue to a prepare replica 
1808. As an example, the request distributor 210 can prepare 
each of the replica data 602 for the device selection 1708. The 
replica data 602 can be written to the storage devices 218 
following the flow chart from the device selection 1708, as 
already described. 
0254 Returning to the flow chart for the decentralized 
embodiment on the right-hand side of FIG. 18, the request 
distributor 210 can receive the application request 220. The 
application request 220 can include the data address 1204, the 
application data 214, the transfer length 302, and the number 
1804 of the replica data 602. 
0255. The request distributor 210 can send one of the 
device requests 1202 to one of the storage devices 218. That 
storage device 218 can perform the address calculation 1710. 
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As an example, the address calculation 1710 can be the same 
function or perform the same or similar function as described 
in FIG. 17 and as for the centralized embodiment. 
0256 In this example, the same storage device 218 can 
also perform the write non-chunk function 1712. As an 
example, the write non-chunk function 1712 can be the same 
function or perform the same or similar function as described 
in FIG. 17 and as for the centralized embodiment. 
0257 The flow chart can continue to the replica query 
1802. As an example, the replica query can be the same 
function or perform the same or similar function as described 
for the centralized embodiment. If the number 1804 for the 
replica data 602 is not greater than Zero, the process to write 
additional data stops for this particular application request 
220. 
0258 If the replica query 1802 determines that the number 
1804 for the replica data 602 is greater than Zero, then the flow 
chart can continue a group selection 1810. The group selec 
tion 1810 can select one of the storage devices 218 in the same 
replica group 1812. The replica group 1812 is a portion of the 
storage devices 218 of FIG. 2 in the storage group 206 of FIG. 
2 designated to be part of a redundancy function for the 
application data 214 and for in-storage processing. The 
request distributor 210 can perform the replica query 1802, 
the group selection 1810, or a combination thereof. 
0259. The flow chart can continue to a number update 
1814. The number update 1814 can decrement the number 
1804 for replica data 602 still to be written to the replica group 
1812. The decrement amount can be by an integer value, such 
as one. The request distributor 210 can perform the number 
update 1814. 
0260 The flow chart can continue to a request generation 
1816. The request generation 1816 generates one of the 
device requests 1202 to another of the storage devices 218 in 
the replica group 1812 for writing the replica data 602. The 
request distributor 210 can perform the request generation 
1816. 
0261 The flow chart can loop back (not drawn in FIG. 18) 
to the replica query 1802 and iterate until the number 1804 
has reached Zero. At this point, the replica data 602 has been 
written to the replica group 1812. 
0262 For illustrative purposes, the decentralized embodi 
ment is described as operating in a serial manner writing to 
one of the storage devices 218 at a time, although it is under 
stood that the decentralized embodiment can operate differ 
ently. For example, the request distributor 210 can issue a 
number of device requests 1202 to the storage devices 218 in 
the replica group 1812 and have the replica data 602 written 
on multiple storage devices 218 simultaneously before the 
other storage devices 218 in the replica group completes the 
write. 
0263. It has been discovered that the computing system 
provides efficient distributed processing by providing meth 
ods and apparatuses for performing in-storage processing 
with multiple storage devices, with capabilities for perform 
ing in-storage processing of application data. An execution of 
an application can be shared by distributing the execution 
among various devices in a storage device. Each of the 
devices can perform in-storage processing with the applica 
tion data as requested by an application request. 
0264. It has also been discovered that the computing sys 
tem can reduce overall system power consumption by reduc 
ing the number of inputs/outputs between the application 
execution and the storage device. This reduction is achieved 
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by having the devices perform the in-storage processing 
instead of mere storage, read, and re-store by the application. 
Instead, the in-storage processing outputs can be returned as 
an aggregated output from the various devices that performed 
the in-storage processing back to the application. The appli 
cation can continue to execute and utilize the in-storage out 
puts, the aggregated output, or a combination thereof. 
0265. It has been discovered that the computing system 
provides for reduced total cost of ownership by providing 
formatting and translation function of the application data for 
different configuration or organization of the storage device. 
Further, the computing system also provides translation for 
the type of in-storage processing to be carried out by the 
devices in the storage device. Examples of types of translation 
or formatting include split, split--padding, split-redundancy, 
and mirroring. 
0266. It has been discovered that the computing system 
provides more efficient execution of the application with less 
interrupts to the application via the output coordination of the 
in-storage processing outputs from the storage devices. The 
output coordination can buffer the in-storage processing out 
puts and can also sort the order of each of the in-storage 
processing outputs before returning an aggregated output to 
the application. The application can continue to execute and 
utilize the in-storage outputs, the aggregated output, or a 
combination thereof. 
0267. It has been discovered that the computing system 
further minimizes integration obstacles by allowing the 
devices in the storage group to have different or the same 
functionalities. As an example, one of the devices can func 
tion as the only output coordinator for all the in-storage pro 
cessing outputs from the other devices. As a further example, 
the aggregation function can be distributed amongst the 
devices passing along and performing partial aggregation 
from device to device until one of the devices returns the full 
aggregated output back to the application. The application 
can continue to execute and utilize the in-storage outputs, the 
aggregated output, or a combination thereof. 
0268. The modules described in this application can be 
hardware implementations or hardware accelerators in the 
computing system 100. The modules can also be hardware 
implementation or hardware accelerators within the comput 
ing system 100 or external to the computing system 100. 
0269. The modules described in this application can be 
implemented as instructions stored on a non-transitory com 
puter readable medium to be executed by the computing 
system 100. The non-transitory computer medium can 
include memory internal to or external to the computing 
system 100. The non-transitory computer readable medium 
can include non-volatile memory, Such as a hard disk drive, 
non-volatile random access memory (NVRAM), solid-state 
storage group (SSD), compact disk (CD), digital video disk 
(DVD), or universal serial bus (USB) flash memory devices. 
The non-transitory computer readable medium can be inte 
grated as a part of the computing system 100 or installed as a 
removable portion of the computing system 100. 
(0270. Referring now to FIG. 19, therein is shown a flow 
chart of a method 1900 of operation of a computing system 
100 in an embodiment of the present invention. The method 
1900 includes: performing in-storage processing with a stor 
age device with formatted databased on application data from 
an application in a block 1902; and returning an in-storage 
processing output from the storage device to the application 
for continued execution in a block 1904. 
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(0271 The method 1900 can further include receiving a 
Sub-application request at the storage device based on an 
application request from the application for performing in 
storage processing. The method 1900 can further include 
sorting in-storage processing outputs from a storage group 
including the storage device. The method 1900 can further 
include issuing a device request based on an application 
request from the application to a storage group including the 
storage device. 
(0272. The method 1900 can further include issuing a 
device request from the storage device; receiving the device 
request at another storage device; generating another device 
request by the another storage device; and receiving the 
another device request by yet another storage device 
(0273. The method 1900 can further include sending in 
storage processing outputs by a storage group include the 
storage device to be aggregated and sent to the application. 
The method 1900 can further include aggregating an in-stor 
age processing output as a partial aggregated output to be 
returned to the application. The method 1900 can further 
include generating the formatted databased on the applica 
tion data. The method 1900 can further include generating a 
formatted unit of the formatted data with an application unit 
of the application data and a data pad. The method 1900 can 
further include generating a formatted unit of the formatted 
data with non-aligned instances of application units of the 
application data and a data pad. 
0274 While the invention has been described in conjunc 
tion with a specific best mode, it is to be understood that many 
alternatives, modifications, and variations will be apparent to 
those skilled in the art in light of the aforegoing description. 
Accordingly, it is intended to embrace all such alternatives, 
modifications, and variations that fall within the scope of the 
included claims. All matters set forth herein or shown in the 
accompanying drawings are to be interpreted in an illustrative 
and non-limiting sense. 
What is claimed is: 
1. A computing system comprising: 
a storage device configured to: 

perform in-storage processing with formatted databased 
on application data from an application; and 

return an in-storage processing output to the application 
for continued execution. 

2. The system as claimed in claim 1 wherein the storage 
device is further configured to receive a Sub-application 
request based on an application request from the application 
for performing in-storage processing. 

3. The system as claimed in claim 1 wherein the storage 
device is further configured to generate an aggregated output 
from in-storage processing outputs from one or more other 
storage devices and return the aggregated output to the appli 
cation for continued execution. 

4. The system as claimed in claim 1 wherein the storage 
device is further configured to issue a device request based on 
an application request from the application to at least one of 
other storage devices. 

5. The system as claimed in claim 1 wherein: 
the storage device is further configured to: 

issue a device request; 
further comprising: 

another storage device configured to: 
receive the device request, 
generate another device request; and 
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yet another storage device configured to receive the 
another device request. 

6. The system as claimed in claim 1 further comprising a 
storage group including the storage device, configured to 
send in-storage processing outputs to be aggregated and sent 
to the application. 

7. The system as claimed in claim 1 wherein the storage 
device is further configured to aggregate an in-storage pro 
cessing output as a partial aggregated output to be returned to 
the application. 

8. The system as claimed in claim 1 wherein the storage 
device is further configured to generate the formatted data 
from the application data. 

9. The system as claimed in claim 1 wherein the storage 
device is further configured to generate a formatted unit of the 
formatted data with an application unit of the application data 
and a data pad. 

10. The system as claimed in claim 1 wherein the storage 
device is further configured to generate a formatted unit of the 
formatted data with non-aligned instances of application 
units of the application data and a data pad. 

11. A method of operation of a computing system compris 
ing: 

performing in-storage processing with a storage device 
with formatted databased on application data from an 
application; and 

returning an in-storage processing output from the storage 
device to the application for continued execution. 

12. The method as claimed in claim 11 further comprising 
receiving a Sub-application request at the storage device 
based on an application request from the application for per 
forming in-storage processing. 
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13. The method as claimed in claim 11 further comprising 
sorting in-storage processing outputs from a storage group 
including the storage device. 

14. The method as claimed in claim 11 further comprising 
issuing a device request based on an application request from 
the application to a storage group including the storage 
device. 

15. The method as claimed in claim 11 further comprising: 
issuing a device request from the storage device; 
receiving the device request at another storage device; 
generating another device request by the another storage 

device; and 
receiving the another device request by yet another storage 

device. 
16. The method as claimed in claim 11 further comprising 

sending in-storage processing outputs by a storage group 
include the storage device to be aggregated and sent to the 
application. 

17. The method as claimed in claim 11 further comprising 
aggregating an in-storage processing output as a partial 
aggregated output to be returned to the application. 

18. The method as claimed in claim 11 further comprising 
generating the formatted databased on the application data. 

19. The method as claimed in claim 11 further comprising 
generating a formatted unit of the formatted data with an 
application unit of the application data and a data pad. 

20. The method as claimed in claim 11 further comprising 
generating a formatted unit of the formatted data with non 
aligned instances of application units of the application data 
and a data pad. 


