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FIG. 1

00oo (57) Abstract: The present disclosure pertains to a paraphrase generation system. The system comprises one or more hardware pro -
cessors and/or other components. The system is configured to obtain a training corpus. The training corpus comprises language and
known paraphrases of the language. The system is configured to generate, based on the training corpus, a word-level attention-based
model and a character- level attention- based model. The system is configured to provide one or more candidate paraphrases of a nat

o ural language input based on both the word-level and character-level attention-based models. The word-level attention-based model
is a word-level bidirectional long short term memory (LSTM) network and the character-level attention-based model is a charac -
ter-level bidirectional LSTM network. The word-level and character level LSTM networks are generated based on words and charac -

o ters in the training corpus. In some embodiments, the LSTM networks are stacked residual LSTM networks comprising residual con
nections between stacked layers of a given LSTM network.



SYSTEMS AND METHODS FOR NEURAL CLINICAL PARAPHRASE
GENERATION

BACKGROUND

1. Field

[01] The present disclosure pertains to a paraphrase generation system

configured to provide one or more paraphrases of a natural language input.

2 . Description of the Related Art

[02] Neural machine translation systems are known. Existing neural machine

translation systems typically perform bilingual machine translation via word-level

computations using an encoder-decoder approach (e.g., where a fixed-length vector is

generated from a source sentence that is used to form a target sentence) or an attention-

based soft-search approach (e.g., where the model is capable of learning to align and

translate jointly, which helps improve target word prediction in relatively long sentences

by using context vectors of the most relevant source words). These approaches are

unable to accurately predict a target word given an unknown source word (e.g., a word

that is not included in a training dataset for the neural network).

SUMMARY

[03] Accordingly, one or more aspects of the present disclosure relate to a

system configured to a paraphrase generation system comprising one or more hardware

processors and/or other components. The one or more hardware processors are

configured by machine-readable instructions to: obtain a training corpus, the training

corpus comprising language and paraphrases of the language; generate, based on the

training corpus, a word-level attention-based model and a character-level attention-based

model; and provide one or more candidate paraphrases of a natural language input based



on both the word-level and character-level attention-based models. In some

embodiments, the one or more hardware processors are configured such that the word-

level attention-based model is a word-level bidirectional long short term memory (LSTM)

network and the character-level attention-based model is a character-level bidirectional

LSTM network. The word-level and character level LSTM networks are generated based

on words and characters in the training corpus. In some embodiments, the one or more

hardware processors are configured to generate a sentence-level attention-based model

based on the training corpus and provide the one or more candidate paraphrases of the

natural language input based on the sentence-level, word-level, and character-level

attention-based models. In some embodiments, the one or more hardware processors are

configured to determine word-level, character-level, and sentence-level embeddings using

the training corpus; update the word-level, character-level, and sentence-level

embeddings based on semantic relationships known from existing knowledge bases;

generate the word-level and character-level attention-based models based on the updated

word-level and character-level embeddings; and provide the one or more candidate

paraphrases based on the word-level and character-level attention-based models, and the

updated sentence-level embeddings. In some embodiments, the one or more hardware

processors are configured to determine the sentence-level, word-level, and character level

embeddings using recurrent neural networks (RNN) and/or convolutional neural networks

(CNN). In some embodiments, the one or more hardware processors are configured such

that the providing the one or more candidate paraphrases comprises determining a reward

function for the reinforcement learning model configured to compare a semantic

similarity and novelty of candidate paraphrase word choices to a target sentence, and

outputting a candidate paraphrase based on the comparison. In some embodiments, the

one or more hardware processors are configured such that the word-level attention-based

model is a stacked residual word-level bidirectional LSTM network and the character-

level attention-based model is a stacked residual character-level bidirectional LSTM

network. The stacked residual LSTM networks comprise residual connections between

stacked layers of a given LSTM network.



Another aspect of the present disclosure relates to a method for generating

paraphrases with the paraphrase generation system. The method comprises: obtaining a

training corpus, the training corpus comprising language and paraphrases of the language;

generating, based on the training corpus, a word-level attention-based model and a

character-level attention-based model; and providing one or more candidate paraphrases

of a natural language input based on both the word-level and character-level attention-

based models. In some embodiments, the word-level attention-based model is a word-

level bidirectional LSTM network and the character-level attention-based model is a

character-level bidirectional LSTM network. The word-level and character level LSTM

networks are generated based on words and characters in the training corpus. In some

embodiments, the method further comprises generating a sentence-level attention-based

model based on the training corpus, and providing the one or more candidate paraphrases

of the natural language input based on the sentence-level, word-level, and character-level

attention-based models. In some embodiments, the method further comprises

determining word-level, character-level, and sentence-level embeddings using the training

corpus; updating the word-level, character-level, and sentence-level embeddings based on

semantic relationships known from existing knowledge bases; generating the word-level

and character-level attention-based models based on the updated word-level and

character-level embeddings; and providing the one or more candidate paraphrases based

on the word-level and character-level attention-based models, and the updated sentence-

level embeddings. In some embodiments, the sentence-level, word-level, and character

level embeddings are determined using RNN and/or CNN. In some embodiments,

providing the one or more candidate paraphrases comprises determining a reward

function reinforcement learning model configured to compare a semantic similarity and

novelty of candidate paraphrase word choices to a target sentence, and outputting a

candidate paraphrase based on the comparison. In some embodiments, the word-level

attention-based model is a stacked residual word-level bidirectional LSTM network and

the character-level attention-based model is a stacked residual character-level



bidirectional LSTM network. The stacked residual LSTM networks comprise residual

connections between stacked layers of a given LSTM network.

Still another aspect of present disclosure relates to a system for generating

paraphrases. The system comprises: means for obtaining a training corpus, the training

corpus comprising language and paraphrases of the language; means for generating, based

on the training corpus, a word-level attention-based model and a character-level attention-

based model; and means for providing one or more candidate paraphrases of a natural

language input based on both the word-level and character-level attention-based models.

In some embodiments, the word-level attention-based model is a word-level bidirectional

LSTM network and the character-level attention-based model is a character-level

bidirectional LSTM network. The word-level and character level LSTM networks are

generated based on words and characters in the training corpus. In some embodiments,

the system further comprises means for generating a sentence-level attention-based model

based on the training corpus, and providing the one or more candidate paraphrases of the

natural language input based on the sentence-level, word-level, and character-level

attention-based models. In some embodiments, the system further comprises means for

determining word-level, character-level, and sentence-level embeddings using the training

corpus; means for updating the word-level, character-level, and sentence-level

embeddings based on semantic relationships known from existing knowledge bases;

means for generating the word-level and character-level attention-based models based on

the updated word-level and character-level embeddings; and means for providing the one

or more candidate paraphrases based on the word-level and character-level attention-

based models, and the updated sentence-level embeddings. In some embodiments, the

sentence-level, word-level, and character level embeddings are determined using RNN

and/or CNN. In some embodiments, providing the one or more candidate paraphrases

comprises determining a reward function reinforcement learning model configured to

compare a semantic similarity and novelty of candidate paraphrase word choices to a

target sentence, and outputting a candidate paraphrase based on the comparison. In some

embodiments, the word-level attention-based model is a stacked residual word-level



bidirectional LSTM network and the character-level attention-based model is a stacked

residual character-level bidirectional LSTM network. The stacked residual LSTM

networks comprise residual connections between stacked layers of a given LSTM

network.

These and other objects, features, and characteristics of the present

disclosure, as well as the methods of operation and functions of the related elements of

structure and the combination of parts and economies of manufacture, will become more

apparent upon consideration of the following description and the appended claims with

reference to the accompanying drawings, all of which form a part of this specification,

wherein like reference numerals designate corresponding parts in the various figures. It is

to be expressly understood, however, that the drawings are for the purpose of illustration

and description only and are not intended as a definition of the limits of the disclosure.

BRIEF DESCRIPTION OF THE DRAWINGS

[07] FIG. 1 is a schematic illustration of a paraphrase generation system.

[08] FIG. 2 illustrates multi-layer CNN architecture.

[09] FIG. 3 illustrates multi-layer RNN architecture.

[10] FIG. 4A illustrates an LSTM network.

[11] FIG. 4B illustrates a stacked residual bidirectional LSTM network.

[12] FIG. 5 illustrates a reinforcement learning architecture.

[13] FIG. 6 illustrates a portion of the operations performed by the system.

[14] FIG. 7 illustrates a method of generating paraphrases with a paraphrase

generation system.

DETAILED DESCRIPTION OF EXEMPLARY EMBODIMENTS

[15] As used herein, the singular form of "a", "an", and "the" include plural

references unless the context clearly dictates otherwise. As used herein, the statement

that two or more parts or components are "coupled" shall mean that the parts are joined or



operate together either directly or indirectly, i.e., through one or more intermediate parts

or components, so long as a link occurs. As used herein, "directly coupled" means that

two elements are directly in contact with each other. As used herein, "fixedly coupled" or

"fixed" means that two components are coupled so as to move as one while maintaining a

constant orientation relative to each other.

[16] As used herein, the word "unitary" means a component is created as a

single piece or unit. That is, a component that includes pieces that are created separately

and then coupled together as a unit is not a "unitary" component or body. As employed

herein, the statement that two or more parts or components "engage" one another shall

mean that the parts exert a force against one another either directly or through one or

more intermediate parts or components. As employed herein, the term "number" shall

mean one or an integer greater than one (i.e., a plurality).

[17] Directional phrases used herein, such as, for example and without

limitation, top, bottom, left, right, upper, lower, front, back, and derivatives thereof, relate

to the orientation of the elements shown in the drawings and are not limiting upon the

claims unless expressly recited therein.

[18] FIG. 1 is a schematic illustration of a paraphrase generation system 10.

Paraphrasing comprises using textual alternatives to express the same and/or similar

meaning expressed by source content. Paraphrasing is used in various Natural Language

Processing (NLP) applications such as search summarization, question answering,

information extraction, information retrieval, and natural language generation. System 10

facilitates a holistic approach for paraphrase generation (e.g., clinical paraphrase

generation) based on a combination of deep neural networks by casting the task of

paraphrase generation as a monolingual neural machine translation problem. System 10

is configured to transform a text to improve readability while keeping the overall meaning

intact. Clinical paraphrase generation, for example, has value in developing patient-

centric clinical decision support (CDS) applications where users are able to understand

complex clinical jargon via easier alternative paraphrases, and/or other applications.



[19] Traditional paraphrase generation methods exploit hand-crafted rules,

automatically learned complex paraphrase patterns, thesaurus-based or semantic analysis

driven natural language generation approaches, and/or leverage statistical machine

learning theory. Existing neural machine translation systems perform bilingual machine

translation via word-level computations using an encoder-decoder approach (e.g., where a

fixed-length vector is generated from a source sentence that is used to form a target

sentence), or an attention-based soft-search approach (e.g., where the model is capable of

learning to align and translate jointly, which helps improve target word prediction in

relatively long sentences by using context vectors of the most relevant source words).

However, these approaches are limited in their ability to predict a target word given an

unknown source word (e.g., a word that is not included in a training dataset for the neural

network).

[20] System 10 is a deep neural network configured for clinical and/or other

paraphrase generation that overcomes the limitations of the traditional approaches to

neural machine translation. System 10 is configured to overcome the limitations of prior

systems by performing character-level modeling and/or other operations to paraphrase

unknown (e.g., words not included in a training database and/or other words) source

words. In some embodiments, system 10 combines Convolutional Neural Networks

(CNN), Recurrent Neural Networks (RNN), Long Short-Term Memory (LSTM)

Networks, and reinforcement learning operations to form ensemble architecture for

paraphrase generation. In some embodiments, system 10 includes multiple stacked

LSTM networks having residual connections between layers.

[21] The present specification often refers to "clinical" paraphrase generation.

This is not intended to be limiting. System 10 may generate paraphrases as described

herein for clinical, non-clinical, and/or other applications. Clinical paraphrase generation

is used as a convenient example because there are a wide range of different types and

styles of clinical documentation. Such documentation is often verbose in its description,

and often a busy caregiver and/or other user 1 (e.g., clinician, doctor, nurse, care facility

staff, family member, friend, etc.) would prefer a paraphrased overview of information



conveyed by such documentation (e.g., presented in a user interface 16 of a computing

device 18 associated with user 12). Such documentation also often includes words not

previously encountered by the paraphrase generation system (e.g., "unknown" words as

described above). A specific user 12 may only be interested in a fraction of the

information conveyed in a report, for example, as a reminder during a medical

intervention, treatment planning, and/or at other times. Using clinical paraphrase

generation as an example, system 10 is configured to paraphrase language in clinical

documents such that a user 12 may quickly come up to speed with the latest information

relevant to a particular patient.

[22] In some embodiments, system 10 comprises a computing device 18

(including user interface 16), one or more processors 20, electronic storage 22, external

resources 24, and/or other components.

[23] Computing device 18 is configured to provide an interface between a user

12 and system 10. Computing device 18 is configured to provide information to and/or

receive information from user 12 and/or other users. Computing device 18 includes a

user interface 16 and/or other components. User interface 16 is configured to receive

entry and/or selection of information from user 12. User interface 16 is configured to

present user 12 and/or other users with the generated paraphrases. In some embodiments,

user interface 16 includes a plurality of separate interfaces associated with computing

device 18, processor 20 and/or other components of system 10, for example. In some

embodiments, system 10 comprises a plurality of computing devices 18 associated with a

plurality of users 12.

[24] In some embodiments, a given computing device 18 is configured to

provide user interface 16, processing capabilities, databases, and/or electronic storage to

system 10. As such, computing device 18 may include processors 20, electronic storage

22, external resources 24, and/or other components of system 10. In some embodiments,

computing device 18 is connected to a network (e.g., the internet). In some embodiments,

computing device 18 does not include processor 20, electronic storage 22, external

resources 24, and/or other components of system 10, but instead communicates with these



components via the network. For example, processor 20, electronic storage 22, and

external resources 24, and/or other components of system 10 may be located in a "public

cloud" or "private cloud" (hereinafter "cloud"). In some embodiments, computing device

18 is, for example, a dumb device that receives information stored and processed in the

public or private cloud. The connection to the network may be wireless or wired. For

example, processor 20 may be located in a remote server and may generate and wirelessly

cause display of the paraphrases via user interface 16 to user 12 on computing device 18.

In some embodiments, computing device 18 is a laptop, a desktop computer, a

smartphone, a tablet computer, and/or other computing devices.

[25] Examples of interface devices suitable for inclusion in user interface 16

include a touch screen, a keypad, touch sensitive and/or physical buttons, switches, a

keyboard, knobs, levers, a display, speakers, a microphone, an indicator light, an audible

alarm, a printer, and/or other interface devices. The present disclosure also contemplates

that computing device 18 includes a removable storage interface. In this example,

information may be loaded into computing device 18 from removable storage (e.g., a

smart card, a flash drive, a removable disk) that enables user 12 and/or other users to

customize the implementation of computing device 18. Other exemplary input devices

and techniques adapted for use with computing device 18 and/or user interface 16

include, but are not limited to, an RS-232 port, RF link, an IR link, a modem (telephone,

cable, etc.) and/or other devices.

[26] Processor 20 is configured to provide information processing capabilities

(e.g. using a standard Graphics Processing Unit (GPU) and/or other components) in

system 10. As such, processor 20 may comprise one or more of a digital processor, an

analog processor, a digital circuit designed to process information, an analog circuit

designed to process information, a state machine, and/or other mechanisms for

electronically processing information. Although processor 20 is shown in FIG. 1 as a

single entity, this is for illustrative purposes only. In some embodiments, processor 20

may comprise a plurality of processing units. These processing units may be physically

located within the same device (e.g., a server), or processor 20 may represent processing



functionality of a plurality of devices operating in coordination (e.g., one or more servers,

computing device 18, devices that are part of external resources 24, electronic storage 22,

and/or other devices.)

[27] In some embodiments, processor 20, external resources 24, computing

device 18, electronic storage 22, and/or other components may be operatively linked via

one or more electronic communication links. For example, such electronic

communication links may be established, at least in part, via a network such as the

Internet, and/or other networks. It will be appreciated that this is not intended to be

limiting, and that the scope of this disclosure includes embodiments in which these

components may be operatively linked via some other communication media. In some

embodiments, processor 20 is configured to communicate with external resources 24,

computing device 18, electronic storage 22, and/or other components according to a

client/server architecture, a peer-to-peer architecture, and/or other architectures.

[28] As shown in FIG. 1, processor 20 is configured via machine-readable

instructions to execute one or more computer program components. The one or more

computer program components may comprise one or more of a training corpus

component 30, an embedding generation component 32, a model component 34, an

ensemble learning component 36, a reinforcement learning component 38, an output

component 40, and/or other components. Processor 20 may be configured to execute

components 30, 32, 34, 36, 38, and/or 40 by software; hardware; firmware; some

combination of software, hardware, and/or firmware; and/or other mechanisms for

configuring processing capabilities on processor 20.

[29] It should be appreciated that although components 30, 32, 34, 36, 38, and

40 are illustrated in FIG. 1 as being co-located within a single processing unit, in

embodiments in which processor 20 comprises multiple processing units, one or more of

components 30, 32, 34, 36, 38, and/or 40 may be located remotely from the other

components. The description of the functionality provided by the different components

30, 32, 34, 36, 38, and/or 40 described below is for illustrative purposes, and is not

intended to be limiting, as any of components 30, 32, 34, 36, 38, and/or 40 may provide



more or less functionality than is described. For example, one or more of components 30,

32, 34, 36, 38, and/or 40 may be eliminated, and some or all of its functionality may be

provided by other components 30, 32, 34, 36, 38, and/or 40. As another example,

processor 20 may be configured to execute one or more additional components that may

perform some or all of the functionality attributed below to one of components 30, 32, 34,

36, 38, and/or 40.

[30] Training corpus component 30 is configured to obtain a training corpus.

The training corpus comprises language, paraphrases of the language, and/or other

information. The language is formed by individual sentences, phrases, words, characters

(e.g., letters) and/or other components arranged in a specific manner (e.g., as a medical

report, medical record, etc.) by an author. The paraphrases are characters, words, and/or

other notations that correspond to the language (e.g., medical report, medical record, etc.)

and communicate the same and/or similar information to that communicated by the

language, but in a shortened and/or abbreviated way. For example, the training corpus

may include clinical language (e.g., sentences, phrases, words, characters, etc.) and

known paraphrases that correspond to the clinical language in a predetermined manner.

[31] In some embodiments, training corpus component 30 is configured such

that the training corpus is determined based on clinical and/or non-clinical language, data,

and/or other information. Non-clinical language, data, and/or information may be

obtained from non-clinical publicly available paraphrase databases (e.g. paraphrase.org,

etc.) and/or other sources. Clinical language, data, and/or other information may be

obtained from open-source clinical ontologies (e.g., the collection of unique specified

names and corresponding synonyms for clinical concepts in SNOMED CT) and/or other

sources. Information sources like these may be included in external resources 24, for

example. Training corpus component 30 is configured such that the non-clinical and/or

clinical language, data, and/or other information are combined to generate a training

corpus having source language and known corresponding paraphrases (e.g., in an

individual language such as English such that the task of paraphrase generation is cast as

a monolingual translation problem.) Training corpus component 30 is configured such



that obtaining the training corpus further comprises pre-processing the corpus by

performing tokenization and vocabulary generation. For example, unique words available

in the corpus are indexed in an appropriate data structure (e.g., for later determination of

word-level information); and unique characters are similarly indexed (e.g., for later use in

determination of character-level information).

[32] Embedding component 32 is configured to determine word-level,

character-level, and sentence-level embeddings using the training corpus, and update the

word-level, character-level, and sentence-level embeddings based on semantic

relationships known from existing knowledge bases. In some embodiments, the

sentence-level, word-level, and character level embeddings are determined using RNN

and/or CNN.

[33] As shown in FIG. 2 (CNN) and FIG. 3 (RNN) multi-layer CNN and/or

RNN architectures 200 and 300 (respectively) are used to perform unsupervised pre-

training of the training corpus to learn the embeddings. CNN is a type of feed-forward

artificial neural network where the individual neurons are tiled with overlaps, such that

individual neurons are connected to/activated by not the whole, but part of the input

sentence, allowing the creation of locally connected networks to enable weight sharing

via temporal convolutions. As shown in FIG. 2, CNNs include an input layer 202, a

convolution layer 204, and a max-pooling layer 206. Max-pooling layer 206 determines

the max value of a selected set of output neurons from convolution layer 204 to be used

as inputs to higher layers. Thus, convolution 204 and max-pooling 206 layers help reduce

the computational complexity of the overall network by shrinking the parameter space

and providing a form of translational invariance. In some embodiments, translational

invariance may be a limitation to NLP problems because of the application of large max-

pooling towards variable-sized input sentences (whereas sequence/ordering may need to

be preserved). In FIG. 2, weights (W) W l and W4 are shared, W2 and W5 are shared,

and W3 and W6 are shared.

[34] As shown in FIG. 3, RNNs may resolve such sequence prediction

problems as they typically possess three sets of shared parameters across the network:



input to hidden weights (W) 302, hidden to hidden weights (U) 304, and hidden to output

weights (V) 306. This weight sharing property allows RNNs to be suitable for variable-

sized inputs in NLP problems. (As shown in FIG. 3, RNNs include an input layer 308, a

hidden layer 310, and an output layer 312.) In FIG. 3, Xo,i, ...t refer to the input

word/character at time, t ; ho,i, ...t refer to the corresponding hidden state at time, t ; and y

denotes the output. In some embodiments, embedding component 32 is configured such

that the RNN is a bidirectional RNN. Bidirectional RNNs are based on the assumption

that an output at time t may not only depend on the previous elements in a sequence, but

also future elements. For example, to predict a missing word/character in a sequence it

may be necessary to consider both context to the left of the missing word in the sequence

and context to the right of the missing word in the sequence. Thus, the bidirectional

RNN architecture follows an RNN encoder-decoder approach where two RNNs are used

to encode a source sentence in order to capture the contextual properties of the words in a

sentence in both forward and backward directions; and then one RNN is used as a

decoder to generate a target sentence. In some embodiments, the bidirectional RNN

architecture is fed with an input source sentence sequence multiple times. The term

"attention" in the attention-based model stands for giving emphasis (i.e. putting attention)

to certain source words during the decoding process. The attention-based decoding

mechanism allows the model to search for the most relevant source words while

predicting the next target word, which alleviates issues related to long-range

dependencies in relatively long sentences.

In some embodiments, the learned embeddings (the output of the CNN

and/or RNN) comprise vectors representing contextual information associated with

sentences, words, characters of the language in the training corpus and/or other

information. In some embodiments, embedding component 32 is configured to update

the learned embeddings using semantic relationships obtained from existing knowledge

bases (e.g. Wikipedia, PubMed articles, etc. included in external resources 24 shown in

FIG. 1). The updated word and character-level embeddings are used to initialize the



attention-based word-level and char-level bidirectional LSTM networks, respectively

(e.g., as described below).

[36] In some embodiments, the CNN and/or RNN architecture comprises a

multi-layer highway network characterized by substantially unimpeded information flow

across several layers on "information highways". Highway networks with hundreds of

layers may be trained directly using stochastic gradient descent, opening up the possibility

of studying extremely deep and efficient architectures. For example, the concept of

highway networks can allow more layers in the architectures shown in FIG. 2 and FIG. 3

by allowing direct connections between the neurons in distant layers with a modified

gating function, which enables the model to train a very deep neural network to improve

the model performance.

[37] Returning to FIG. 1, model component 34 is configured to generate word-

level attention-based models, character-level attention-based models, and/or other

models. As described above, in some scenarios, word-level models alone likely will not

accurately predict a target word (e.g., paraphrase) based on a previously unknown source

(input) word. System 10 resolves this issue by determining a character-level model in

addition to a word-level model. When using a character-level model, the number of

available characters (e.g., letters) used to compose clinical language and/or

documentation is finite (unlike the unlimited number of possible words and/or sentences

available to an author), thereby facilitating accurate prediction of one or more target

words (e.g., by decreasing the set of possible candidate paraphrases, reducing the amount

of computational resources required for accurate prediction of the target words, etc.).

[38] In some embodiments, the word-level attention-based model is a word-

level bidirectional LSTM network and the character-level attention-based model is a

character-level bidirectional LSTM network. FIG. 4A illustrates a block diagram 400 of

an LSTM network and corresponding equations 402 that describe the functionality of an

LSTM network. An LSTM network is an RNN which adds an internal memory cell ct e

R at individual time steps. An LSTM network unit takes three inputs xt; ht-1 ; ct-i at

individual time steps and produces the hidden state, ht and the internal memory state, ¾ at



time step t . The memory cell is controlled via three learned gates: input i, forget/ and

output o . These memory cells use the addition of a gradient with respect to time and thus

minimize any gradient explosion. In the equations shown in FIG. 4A, Wx and W are

learned parameters for x and h respectively; σ and tanh denote element-wise sigmoid and

hyperbolic tangent functions; Θ is the element-wise multiplication operator; and b

denotes an added bias.

[39] As described above, in some embodiments, the word-level and character-

level LSTM networks are generated based on the updated word-level and/or character-

level embeddings. In some embodiments, the word-level and character-level LSTM

networks are generated based on the words, characters, and/or other features of the

training corpus (e.g., without the need for word and/or character-level embeddings). In

such embodiments, the word-level sequence-to-sequence model is a stacked residual

word-level bidirectional LSTM network and the character-level sequence-to-sequence

model is a stacked residual character-level bidirectional LSTM network. The stacked

residual LSTM networks comprise residual connections between stacked layers of a given

LSTM network and/or other information.

[40] FIG. 4B illustrates a stacked residual bidirectional LSTM network. In

some embodiments, model component 34 (FIG. 1) is configured such that the word-level

and/or character level LSTM networks comprise vertical stacking where an output of a

previous layer of an LSTM network is fed as an input to a subsequent layer. In some

embodiments, all but a first layer input at time step t is passed from the hidden state of the

previous layer 1¾ , where / denotes the layer. Thus, for a layer /, the activation is

described by:

where hidden states h are recursively determined and ht
1 at t = 0 and 1= 0 is given by

(e.g., as shown in FIG. 4A):

ht = ot Θ tanh (c¾).



[41] In some embodiments, as shown in FIG. 4B, addition of a residue x 404 to

the function being learned (e.g., stacked LSTM networks 406 and 408) facilitates deeper

network training without overfitting the data (in the description of FIG. 4B, F is used

instead of F in order to avoid confusion with the forget gate symbol described above;

also, like FIG. 4A, "X" in FIG. 4B denotes the input). It should be noted that it is not

necessary to add the residue connection after every stacked layer of an LSTM network.

For example, in a four-layer stacked LSTM network (e.g., for either and/or both of the

character-level and/or word-level models), residue connections may be added at layer two

as a pointwise addition, such that the input is required to be in the same dimension as the

output of h?. Model component 34 (FIG. 1) is configured to facilitate a last hidden unit

stacking of an LSTM network which allows clipping t to match the dimension of xt-2

when they are not the same. Similar results may be obtained by padding x to match the

dimension. Thus, the function FT that is learned for a layer with a residue connection is

given by:

Advantageously, the addition of residual connections does not add learnable parameters

to increase the complexity of a model.

[42] Returning to FIG. 1, ensemble component 36 is configured to provide one

or more candidate paraphrases. The one or more candidate paraphrases are paraphrases

of a natural language input. The candidate paraphrases are determined based on both the

word-level and character-level attention-based models. In this way, for example, the

character-level attention-based model may be used in addition to the word-level attention-

based model to overcome one or more potential deficiencies of using a word-level model

alone (e.g., to generate accurate paraphrases of previously unknown words). In addition,

in some scenarios, the use of a character-level model alone for paraphrase generation may

periodically generate an incorrect ordering of characters, thus producing unusual and/or

unintelligent words. Ensemble component 36 utilizes an ensemble learning architecture

that leverages the strengths of both the word-level and character-level models.



[43] Ensemble component 36 is configured to determine a plurality of

candidate paraphrases based on both the word-level LSTM model and the character-

LSTM model. In some embodiments, the word-level and character-level models may

individually generate two or more sets of candidate paraphrases. For example, word-level

and character-level candidate paraphrase determinations may be generated by the models

where the model can take word-level/character-level inputs at the input layer and generate

word-level/character-level outputs at the prediction/output layer (which combined

together comprise four sets of candidate paraphrases). Similarly, multiple approaches

(e.g. bidirectional encoder-decoder, attention-based soft-search, stacked residual LSTM

networks etc.) for generating the models themselves may be combined to produce

multiple learning models from the same training corpus, which may contribute multiple

different sets of candidate clinical paraphrases.

[44] In some embodiments, the one or more candidate paraphrases are

determined based on the word-level and character-level attention-based models, and the

updated sentence-level embeddings. In some embodiments (e.g., such as when the word-

level attention-based model is a stacked residual word-level bidirectional LSTM network

and the character-level attention-based model is a stacked residual character-level

bidirectional LSTM network) the one or more candidate paraphrases are determined

based on the training corpus alone, without need for the word and/or character-level

embeddings.

[45] Reinforcement component 38 is configured to determine and/or utilize a

reward function reinforcement learning model. The reward function reinforcement

learning model is configured to compare a semantic similarity and novelty of candidate

paraphrase word choices to a target sentence and/or other information. Reinforcement

component 38 selects individual candidate paraphrases from the possible paraphrases

determined by ensemble component 36 and determines how good the candidate

paraphrase is with respect to the target sentence using a reward function. The reward

function measures how close the candidate paraphrase is to the source/target sentence

context. The reward function can be defined by any sentence similarity function that can



measure the similarity between two sentences in terms of meaningfulness, novelty, and

grammaticality. The reward for the individual possible paraphrase can be essentially

determined based on a comparison of the word choices to the context information

conveyed by the sentence embeddings. Reinforcement component 38 is configured such

that the paraphrase generated by system 10 is a highest ranked (e.g., based on the

comparisons and/or "rewards") one of the candidate paraphrases.

[46] Reinforcement component 38 is configured to use the reinforcement

learning architecture shown in FIG. 5 . As shown in FIG. 5, in reinforcement learning

architecture 500, agent 502 interacts with the environment 504. Responsive to individual

actions 506, environment 504 generates a state 508 reward 510 pair, and agent 502

generates subsequent actions based on what it learns from the state 508 reward 510 pair.

Reinforcement component 38 and ensemble component 36 are configured such that

generating a candidate paraphrase is the 'action' 506 (e.g., with operations performed by

ensemble component 36 corresponding to agent 502) and a result of comparing the

semantic similarity and novelty of candidate paraphrase word choices to a target sentence

corresponding to the state 508 reward 510 pair.

[47] Returning to FIG. 1, output component 40 is configured to output the

paraphrase of the natural language input. The output paraphrase may be one of the

candidate paraphrases provided by ensemble component 36. The output paraphrase may

be determined based on the comparison by reinforcement component 38, the one or more

candidate paraphrases determined by ensemble component 36, the word-level and

character-level models, and/or other information. Output component may output the

paraphrase to computing device 18 for display via user interface 16, store the output

paraphrase in electronic storage 22, communicate the output paraphrase to external

resources 24 and/or perform other operations.

[48] FIG. 6 summarizes a portion of operations performed by system 10 (shown

in FIG. 1). FIG. 6 summarizes operations performed by an embodiment of system 10

wherein the one or more candidate paraphrases are determined based on the word-level

and character-level attention-based models, and the updated sentence-level embeddings



(in contrast to embodiments wherein the word-level attention-based model is a stacked

residual word-level bidirectional LSTM network, the character-level attention-based

model is a stacked residual character-level bidirectional LSTM network, and the one or

more candidate paraphrases are determined based on the training corpus alone, without

need for the word and/or character-level embeddings). For example, as shown in FIG. 6,

system 10 (e.g., training corpus component 30 shown in FIG. 1 and described herein) is

configured to obtain 600 a training corpus. System 10 (e.g., embedding component 32) is

configured to determine 602, 604 word-level, character-level, and sentence-level

embeddings using the training corpus. In some embodiments, the sentence-level, word-

level, and character level embeddings are determined using RNN and/or CNN. System

10 is configured to update 606, 608 the word-level, character-level, and sentence-level

embeddings based on semantic relationships known from existing knowledge bases 610,

612. System 10 (e.g., model component 34) is configured to generate 614 the word-level

and character-level attention-based models. In some embodiments, the word-level

attention-based model is a word-level bidirectional LSTM network and the character-

level attention-based model is a character-level bidirectional LSTM network. The word-

level and character-level LSTM networks are generated based on the updated word-level

and character-level embeddings, and/or other information. System 10 (e.g., ensemble

component 36) is configured to provide 616 candidate paraphrases. In the embodiment,

shown in FIG. 6, system 10 (e.g., ensemble component 36) is configured such that the one

or more candidate paraphrases are determined based on the word-level and character-

level attention-based models, the updated sentence-level embeddings, and/or other

information. System 10 (e.g., reinforcement component 38 and/or output component 40)

is configured to determine 618 a reward function reinforcement learning model

configured to compare 620 a semantic similarity and novelty of candidate paraphrase

word choices to a target sentence, and output 622 a candidate paraphrase of a natural

language input 624 based on the comparison.

Returning to FIG. 1, electronic storage 22 comprises electronic storage

media that electronically stores information. The electronic storage media of electronic



storage 22 may comprise one or both of system storage that is provided integrally (i.e.,

substantially non-removable) with system 10 and/or removable storage that is removably

connectable to system 10 via, for example, a port (e.g., a USB port, a firewire port, etc.)

or a drive (e.g., a disk drive, etc.). Electronic storage 22 may be (in whole or in part) a

separate component within system 10, or electronic storage 22 may be provided (in whole

or in part) integrally with one or more other components of system 10 (e.g., computing

device 18, processor 20, etc.). In some embodiments, electronic storage 22 may be

located in a server together with processor 20, in a server that is part of external resources

24, in computing device 18 associated with subject 12, and/or in other locations.

Electronic storage 22 may comprise one or more of optically readable storage media (e.g.,

optical disks, etc.), magnetically readable storage media (e.g., magnetic tape, magnetic

hard drive, floppy drive, etc.), electrical charge-based storage media (e.g., EPROM,

RAM, etc.), solid-state storage media (e.g., flash drive, etc.), and/or other electronically

readable storage media. Electronic storage 22 may store software algorithms, information

determined by processor 20 (e.g., candidate paraphrases), information received via

computing device 18 and/or user interface 16 and/or other external computing systems,

information received from external resources 24, and/or other information that enables

system 10 to function as described herein.

External resources 24 include sources of information (e.g., databases;

websites; the training corpus sources such as paraphrase.org, SNOMED CT, etc.; the

existing knowledge bases used by embedding component 32 to update the word-level,

character-level, and sentence-level embeddings; etc.), external entities participating with

system 10 (e.g., an electronic database system of a health care provider that stores clinical

records which may be paraphrased by system 10), one or more servers outside of system

10, a network (e.g., the internet), electronic storage, equipment related to Wi-Fi

technology, equipment related to Bluetooth® technology, data entry devices, sensors,

scanners, and/or other resources. In some implementations, some or all of the

functionality attributed herein to external resources 24 may be provided by resources

included in system 10. External resources 24 may be configured to communicate with



processor 20, computing device 18, electronic storage 22, and/or other components of

system 10 via wired and/or wireless connections, via a network (e.g., a local area network

and/or the internet), via cellular technology, via Wi-Fi technology, and/or via other

resources.

[51] FIG. 7 illustrates a method 700 for generating paraphrases with a

paraphrase generation system. The system comprises a computing device including one

or more hardware processors and/or other components. The one or more hardware

processors are configured by machine readable instructions to execute computer program

components. The computer program components include a training corpus component,

an embedding component, a model component, an ensemble component, a reinforcement

component, an output component, and/or other components. The operations of method

700 presented below are intended to be illustrative. In some embodiments, method 700

may be accomplished with one or more additional operations not described, and/or

without one or more of the operations discussed. Additionally, the order in which the

operations of method 700 are illustrated in FIG. 7 and described below is not intended to

be limiting.

[52] In some embodiments, method 700 may be implemented in one or more

processing devices (e.g., a digital processor, an analog processor, a digital circuit

designed to process information, an analog circuit designed to process information, a state

machine, and/or other mechanisms for electronically processing information). The one or

more processing devices may include one or more devices executing some or all of the

operations of method 700 in response to instructions stored electronically on an electronic

storage medium. The one or more processing devices may include one or more devices

configured through hardware, firmware, and/or software to be specifically designed for

execution of one or more of the operations of method 700.

[53] At an operation 702, a training corpus is obtained. The training corpus

comprises language, paraphrases of the language, and/or other information. The language

is formed by individual sentences, phrases, words, characters (e.g., letters) and/or other

components arranged in a specific manner (e.g., as a medical report, medical record, etc.)



by an author. The paraphrases are characters, words, and/or other notations that

correspond to the language (e.g., medical report, medical record, etc.) and communicate

the same and/or similar information to that communicated by the language, but in a

shortened and/or abbreviated way. For example, the training corpus may include clinical

language (e.g., sentences, phrases, words, characters, etc.) and known paraphrases that

correspond to the clinical language in a predetermined manner. In some embodiments,

operation 702 is performed by a processor component the same as or similar to training

corpus component 30 (shown in FIG. 1 and described herein).

[54] At an operation 704, word-level and character-level attention-based

models are generated. In some embodiments, the word-level attention-based model is a

word-level bidirectional LSTM network and the character-level attention-based model is

a character-level bidirectional LSTM network. The word-level and character-level LSTM

networks are generated based on the words, characters, and/or other features of the

training corpus. In some embodiments, the word-level attention-based model is a stacked

residual word-level bidirectional LSTM network and the character-level attention-based

model is a stacked residual character-level bidirectional LSTM network. The stacked

residual LSTM networks comprise residual connections between stacked layers of a given

LSTM network and/or other information.

[55] In some embodiments, operation 704 includes determining word-level,

character-level, and sentence-level embeddings using the training corpus; updating the

word-level, character-level, and sentence-level embeddings based on semantic

relationships known from existing knowledge bases; and generating the word-level and

character-level attention-based models based on the updated word-level and character-

level embeddings. In some embodiments, the sentence-level, word-level, and character

level embeddings are determined using RNN and/or CNN. In some embodiments,

operation 704 is performed by processor components the same as or similar to embedding

component 32 and/or model component 34 (shown in FIG. 1 and described herein).

[56] At an operation 706, candidate paraphrases are provided. The one or more

candidate paraphrases are paraphrases of a natural language input. The candidate



paraphrases are determined based on both the word-level and character-level attention-

based models. In some embodiments, the one or more candidate paraphrases are

determined based on the word-level and character-level attention-based models, and the

updated sentence-level embeddings. In some embodiments, providing the one or more

candidate paraphrases comprises determining a reward function reinforcement learning

model configured to compare a semantic similarity and novelty of candidate paraphrase

word choices to a target sentence, and outputting a candidate paraphrase based on the

comparison. In some embodiments, operation 706 is performed by processor components

the same as or similar to ensemble component 36, reinforcement component 38, and/or

output component 40 (shown in FIG. 1 and described herein).

[57] Although the description provided above provides detail for the purpose of

illustration based on what is currently considered to be the most practical and preferred

embodiments, it is to be understood that such detail is solely for that purpose and that the

disclosure is not limited to the expressly disclosed embodiments, but, on the contrary, is

intended to cover modifications and equivalent arrangements that are within the spirit and

scope of the appended claims. For example, it is to be understood that the present

disclosure contemplates that, to the extent possible, one or more features of any

embodiment can be combined with one or more features of any other embodiment.

[58] In the claims, any reference signs placed between parentheses shall not be

construed as limiting the claim. The word "comprising" or "including" does not exclude

the presence of elements or steps other than those listed in a claim. In a device claim

enumerating several means, several of these means may be embodied by one and the

same item of hardware. The word "a" or "an" preceding an element does not exclude the

presence of a plurality of such elements. In any device claim enumerating several means,

several of these means may be embodied by one and the same item of hardware. The

mere fact that certain elements are recited in mutually different dependent claims does not

indicate that these elements cannot be used in combination



What is claimed is:

1. A paraphrase generation system (10) comprising one or more hardware

processors (20) configured by machine-readable instructions to:

obtain a training corpus, the training corpus comprising language and

paraphrases of the language;

generate, based on the training corpus, a word-level attention-based model

and a character-level attention-based model; and

provide one or more candidate paraphrases of a natural language input

based on both the word-level and character-level attention-based models.

2 . The system of claim 1, wherein the one or more hardware processors

are configured such that the word-level attention-based model is a word-level

bidirectional long short term memory (LSTM) network and the character-level attention-

based model is a character-level bidirectional LSTM network, and wherein the word-level

and character level LSTM networks are generated based on words and characters in the

training corpus.

3 . The system of claim 1, wherein the one or more hardware processors

are configured to generate a sentence-level attention-based model based on the training

corpus, wherein the one or more hardware processors are configured to provide the one or

more candidate paraphrases of the natural language input based on the sentence-level,

word-level, and character-level attention-based models.

4 . The system of claim 1, wherein the one or more hardware processors

are further configured to determine word-level, character-level, and sentence-level

embeddings using the training corpus; update the word-level, character-level, and

sentence-level embeddings based on semantic relationships known from existing

knowledge bases; generate the word-level and character-level attention-based models



based on the updated word-level and character-level embeddings; and provide the one or

more candidate paraphrases based on the word-level and character-level attention-based

models, and the updated sentence-level embeddings.

5 . The system of claim 4, wherein the one or more hardware processors

are configured to determine the sentence-level, word-level, and character level

embeddings using recurrent neural networks (RNN) and/or convolutional neural networks

(CNN).

6 . The system of claim 1, wherein the one or more hardware processors

are configured such that the providing the one or more candidate paraphrases comprises

determining a reward function reinforcement learning model configured to compare a

semantic similarity and novelty of candidate paraphrase word choices to a target sentence,

and outputting a candidate paraphrase based on the comparison.

7 . The system of claim 1, wherein the one or more hardware processors

are configured such that the word-level attention-based model is a stacked residual word-

level bidirectional long short term memory (LSTM) network and the character-level

attention-based model is a stacked residual character-level bidirectional LSTM network,

the stacked residual LSTM networks comprising residual connections between stacked

layers of a given LSTM network.

8 . A method for generating paraphrases with a paraphrase generation

system (10), the system comprising one or more hardware processors (20) configured by

machine-readable instructions, the method comprising:

obtaining a training corpus, the training corpus comprising language and

paraphrases of the language;

generating, based on the training corpus, a word-level attention-based

model and a character-level attention-based model; and



providing one or more candidate paraphrases of a natural language input

based on both the word-level and character-level attention-based models.

9 . The method of claim 8, wherein the word-level attention-based model

is a word-level bidirectional long short term memory (LSTM) network and the character-

level attention-based model is a character-level bidirectional LSTM network, and wherein

the word-level and character level LSTM networks are generated based on words and

characters in the training corpus.

10. The method of claim 8, further comprising generating a sentence-level

attention-based model based on the training corpus, and providing the one or more

candidate paraphrases of the natural language input based on the sentence-level, word-

level, and character-level attention-based models.

11. The method of claim 8, further comprising determining word-level,

character-level, and sentence-level embeddings using the training corpus; updating the

word-level, character-level, and sentence-level embeddings based on semantic

relationships known from existing knowledge bases; generating the word-level and

character-level attention-based models based on the updated word-level and character-

level embeddings; and providing the one or more candidate paraphrases based on the

word-level and character-level attention-based models, and the updated sentence-level

embeddings.

12. The method of claim 11, wherein the sentence-level, word-level, and

character level embeddings are determined using recurrent neural networks (RNN) and/or

convolutional neural networks (CNN).

13. The method of claim 8, wherein providing the one or more candidate

paraphrases comprises determining a reward function reinforcement learning model



configured to compare a semantic similarity and novelty of candidate paraphrase word

choices to a target sentence, and outputting a candidate paraphrase based on the

comparison.

14. The method of claim 8, wherein the word-level attention-based model

is a stacked residual word-level bidirectional long short term memory (LSTM) network

and the character-level attention-based model is a stacked residual character-level

bidirectional LSTM network, the stacked residual LSTM networks comprising residual

connections between stacked layers of a given LSTM network.

15. A system (10) for generating paraphrases, the system comprising:

means (30) for obtaining a training corpus, the training corpus comprising

language and paraphrases of the language;

means (34) for generating, based on the training corpus, a word-level

attention-based model and a character-level attention-based model; and

means (36, 38, 40) for providing one or more candidate paraphrases of a

natural language input based on both the word-level and character-level attention-based

models.

16. The system of claim 15, wherein the word-level attention-based model

is a word-level bidirectional long short term memory (LSTM) network and the character-

level attention-based model is a character-level bidirectional LSTM network, and wherein

the word-level and character level LSTM networks are generated based on words and

characters in the training corpus.

17. The system of claim 15, further comprising means (32) for generating

a sentence-level attention-based model based on the training corpus, and providing the

one or more candidate paraphrases of the natural language input based on the sentence-

level, word-level, and character-level attention-based models.



18. The system of claim 15, further comprising means (32) for

determining word-level, character-level, and sentence-level embeddings using the training

corpus; means (32) for updating the word-level, character-level, and sentence-level

embeddings based on semantic relationships known from existing knowledge bases;

means (34) for generating the word-level and character-level attention-based models

based on the updated word-level and character-level embeddings; and means (36, 38, 40)

for providing the one or more candidate paraphrases based on the word-level and

character-level attention-based models, and the updated sentence-level embeddings.

19. The system of claim 18, wherein the sentence-level, word-level, and

character level embeddings are determined using recurrent neural networks (RNN) and/or

convolutional neural networks (CNN).

20. The system of claim 15, wherein providing the one or more candidate

paraphrases comprises determining a reward function reinforcement learning model

configured to compare a semantic similarity and novelty of candidate paraphrase word

choices to a target sentence, and outputting a candidate paraphrase based on the

comparison.

21. The system of claim 15, wherein the word-level attention-based model

is a stacked residual word-level bidirectional long short term memory (LSTM) network

and the character-level attention-based model is a stacked residual character-level

bidirectional LSTM network, the stacked residual LSTM networks comprising residual

connections between stacked layers of a given LSTM network.
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