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(57) ABSTRACT 
The automated, real-time detection of specific blocks of 
code within a larger body of source code is described. 
Specific implementations relate to the detection of known 
code libraries in web page code to improve the efficiency of 
the generation of polymorphic transformations of the web 
page code for the purpose of impeding automated cyber 
attacks. 
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AUTOMATIC LIBRARY DETECTION 

BACKGROUND 

0001 Automated cyber-attacks that exploit web applica 
tions have been on the rise throughout the past decade, 
growing in both frequency and variety. Many of these 
cyber-attacks have potentially devastating consequences. 
For instance, a recent automated attack modified banking 
transactions without using authentication credentials. Thus, 
defending against automated attacks is becoming an increas 
ingly high priority for businesses with an online presence. 
0002 Implementing security countermeasures to prevent 
automated attacks generally comes at the cost of slowing 
down the operation of web applications. Because perceptible 
latency in interactions with Such applications is unaccept 
able to users, increasing efficiency in the fight against 
cyber-attacks is, and will continue to be, an important 
objective. 

SUMMARY 

0003. According to various implementations, methods, 
apparatus, systems, and computer program products are 
provided for the detection of specific blocks of code within 
a larger body of Source code. According to a particular class 
of implementations, source code is received from a server, 
responsive to a request from a client. A set of tokens based 
on the source code is generated. A first string of values 
representing a subset of the set of tokens is generated. It is 
determined whether any portion of the first string corre 
sponds to any of a plurality of predetermined strings of 
values. The source code is processed responsive to deter 
mining whether any portion of the first string corresponds to 
any of the predetermined strings. The processed source code 
is provided to the client in response to the request. 
0004. In some implementations, each of the predeter 
mined strings might correspond to a known library. In other 
implementations, each of the predetermined Strings might 
correspond to previously processed code, and the processing 
of the Source code might include use of processing results 
corresponding to the previously processed code. 
0005 According to some implementations, the source 
code might correspond to a web page and processing the 
Source code might include recoding the source code to 
generate a polymorphic representation of the source code. 
0006. According to some implementations, where a first 
portion of the first string corresponds to one of the prede 
termined strings, a first portion of the Source code corre 
sponding to the first portion of the first string is excluded 
from at least a portion of the processing of the source code. 
0007. A further understanding of the nature and advan 
tages of various implementations may be realized by refer 
ence to the remaining portions of the specification and the 
drawings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0008 FIG. 1 shows an example of a system for generat 
ing polymorphic transformations of web page code for the 
purpose of impeding automated attacks. 
0009 FIG. 2 is a simplified block diagram of a network 
appliance configured to generate polymorphic transforma 
tions of web page code. 
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0010 FIG. 3 is a flowchart illustrating the operation of a 
specific implementation in which library code is detected 
within the source code of a web page. 
0011 FIG. 4 shows an example of the tokenization of 
Source code. 
0012 FIG. 5 shows an example of a comparison between 
strings corresponding to web page source code and strings 
corresponding to known JavaScript libraries. 
0013 FIG. 6 shows an example of the Aho-Corasick 
string matching algorithm embodied as a finite state 
machine. 

DETAILED DESCRIPTION 

0014. This disclosure describes the automated, real-time 
detection of specific blocks of code within a larger body of 
Source code. Specific implementations are described that 
involve the detection of known code libraries in web page 
code to improve the efficiency of the generation of poly 
morphic transformations of the web page code for the 
purpose of impeding automated cyber-attacks. However, it 
should be noted that these implementations are merely 
examples of a much broader class of applications contem 
plated by the inventors. 
0015 The polymorphic transformation of web page code 
involves dynamically altering the ordinarily static source 
code associated with a web page. This makes the source 
code more difficult to exploit from the perspective of an 
automated attacker while leaving web content viewable to 
the human user apparently unchanged. One challenge asso 
ciated with Such techniques is that, in order for a web page 
to remain functional, changes to its source code must be 
consistent across resources related to the web page. For 
instance, if a web page is associated with html Source code 
further referencing JavaScript, any change made to the html 
code must be consistent with the internally referenced 
JavaScript and vice versa. Thus, changing the Source code of 
a web page while maintaining its functionality requires 
identifying connections within and between components of 
the Source code. Analyzing code for Such connections can be 
computationally expensive, potentially introducing unac 
ceptable latency in the delivery of web content and services 
to end users. 
0016. According to specific implementations described 
herein, blocks of code within source code that do not require 
processing are identified and excluded from processing, 
thereby reducing the latency associated with the processing 
of the Source code. For example, detecting a known 
JavaScript library and excluding the library from unneces 
sary processing facilitates efficiency in the context of gen 
erating polymorphic transformations of web pages. In 
another example, gains in efficiency can be achieved by 
detecting code that has previously been analyzed for poly 
morphic transformation and excluding the analyzed code 
from potentially redundant processing and/or reusing the 
results of the previous processing. 
0017 FIG. 1 illustrates an example of a computing envi 
ronment 100 in which polymorphic transformations of web 
page code are generated for the purpose of impeding auto 
mated attacks that are designed to exploit Such code. One or 
more servers 104 serve web pages via a network 108 to one 
or more client devices 112. Network 108 represents any 
subset or combination of a wide array of network environ 
ments, including the interne, public networks, private net 
works, local area networks, TCP/IP-based networks, tele 
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communications networks, wireless networks, cable 
networks, etc. Client devices 112 could be any device 
capable of requesting web pages served by server(s) 104. 
For instance. Such devices might include a desktop com 
puter, a laptop computer, a tablet, a Smartphone, a set top 
box, a wearable device, etc. 
0018. A load balancer 116 acts as an intermediary 
between the servers 104 and the network 108, distributing 
Source code (e.g., web pages served by servers 104) to one 
or more network appliances 120. The one or more network 
appliances 120 process at least a portion of the source code 
received, generating polymorphic representations of the 
Source code. Ultimately, the one or more network appliances 
120 provide the transformed source code to one or more 
client devices 112 via the load balancer 116 to the network 
108. 

0019. A simplified block diagram of such a network 
appliance 120 is shown in FIG. 2. Appliance 120 contains 
one or more processors 200, including one or more single or 
multi-core processors configured to execute stored instruc 
tions. Appliance 120 also includes one or more memories 
204. Memory 204 comprises non-transitory computer-read 
able storage media that could potentially include a wide 
variety of forms of volatile and non-volatile storage media. 
For instance, memory 204 could include electronic storage 
media, magnetic storage media, optical storage media, quan 
tum storage media, mechanical storage media, etc. Memory 
204 provides storage for computer readable instructions, 
data structures, program modules and other data for the 
operation of appliance 120. 
0020 Appliance 120 also includes one or more network 
interfaces 208. The network interfaces 208 may be used to 
connect via wired or wireless connections to cellular net 
works, including the internet, public networks, private net 
works, local area networks, etc. For example, network 
interfaces 208 may include modules for a T-carrier such as 
a T1 or T3 line, an optical carrier line such as a line to a 
synchronous optical network or a fiber optic network, an 
Ethernet connection, a digital Subscriber line, a telephone 
line, a coaxial cable, etc. Network interfaces 208 might also 
include radio frequency modules for a 3G or 4G cellular 
network, a WiFi local area network and a Bluetooth private 
network. Appliance 120 also includes one or more buses or 
other internal communications hardware or Software (not 
shown) that allow for the transfer of data and instructions 
between the various modules and components of the appli 
aCC. 

0021 While appliance 120 might have many functions, 
this document focuses mainly on the use of appliance 120 to 
generate polymorphic representations of source code asso 
ciated with a web page. In one implementation, appliance 
120 receives Input Source Code 212 associated with a web 
page through one or more network interfaces 208. The Input 
Source Code 212 is processed by a series of modules. While 
the number and variety of modules will vary depending on 
the specific implementation, three modules relevant to the 
depicted implementation are discussed herein. It will be 
understood that these and other modules may be imple 
mented by processor(s) 200 executing code in memory 204. 
0022. In the library detection module 216, appliance 120 
detects blocks of source code within the Input Source Code 
212. For instance, appliance 120 might be configured to 
detect known JavaScript libraries. In other examples, appli 
ance 120 might be configured to detect known libraries 
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associated with other languages such as JavaScript, Coffee 
Script, Typescript, Dart, Cascading Style Sheets (CSS), 
Hypertext Markup Language (html), C, C++, Python, PHP: 
Hypertext Preprocessor, Perl, Visual Basic Script, etc. In yet 
another example, appliance 120 could be configured to 
detect blocks of source code that have already been subject 
to Some level processing in order to exclude those blocks of 
code from redundant processing. Library detection is dis 
cussed in more detail below. 

0023. At least a portion of the Input Source Code 212 is 
subject to processing at the Code Analysis Module 220. As 
discussed above, one challenge associated with modification 
of web page source code is that changes must be consistent 
across all resources related to the web page. Thus, in the 
context of generating polymorphic transformations of web 
page code, the Code Analysis Module 220 processes the 
code to identify connections between web page resources— 
e.g., between html source code and internally referenced 
JavaScript. For additional information regarding the pro 
cessing of web page code in the context of generating 
polymorphic transformations of the code, please refer to 
U.S. patent application Ser. No. 14/055,704 for “Safe Intel 
ligent Content Modification filed on Oct. 16, 2013 (Attor 
ney Docket No. 37109-0005001), the entire disclosure of 
which is incorporated herein by reference for all purposes. 
0024. According to some implementations, certain 
blocks of source code identified at the Library Detection 
Module 216 might be excluded from processing by the Code 
Analysis Module 220 to save computational resources. For 
instance, third party JavaScript libraries, such as Query, 
Tea leaf. Some jQuery plugins, etc., might be detected by the 
Library Detection Module 216 and, as a result, be excluded 
from processing by the Code Analysis Module 220. Along 
the same lines, if a block of source code is identified at the 
Library Detection Module 216 to be a block of source code 
that has been previously analyzed, the previously analyzed 
block of Source code might also be excluded from process 
ing by the Code Analysis Module 220. 
0025. A polymorphic representation of the Input Source 
Code 212 is generated at the Recoding Module 224. It 
should be noted that there are a number of ways to transform 
web page source code without changing the web page’s 
appearance to a user. For instance, a variable (e.g., “user 
name’) describing an inputted username could be changed 
from “user name to a random string (e.g., 
“n2qi87fpr3wr”). In another example, the layers of a field 
from which a username is gathered could be changed. 
Instead of taking all of the user name characters from a 
single field, the first and third characters might be entered in 
one field, the second character in another, etc. If the fields 
are overlaid in the user interface, a user cannot tell the 
difference between a representation of a website where all 
username characters are gathered from a single field and a 
representation where the characters are gathered from mul 
tiple overlaid fields. Ultimately, the recoding process can 
vary greatly from implementation to implementation. Fur 
ther examples may be found with reference to U.S. appli 
cation Ser. No. 14/055,704 incorporated herein by reference 
above. 

0026. After the source code is transformed in the Recod 
ing Module 224. Output Source Code 228 comprising a 
polymorphic representation of the Input Source Code 212 is 
transmitted from the appliance 120 via the one or more 
network interfaces 208. In some implementations, the Out 
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put Source Code 228 is transmitted to a load balancer (e.g., 
load balancer 116 of FIG. 1) and then on to the requesting 
user device via a network (e.g., to one of devices 112 via 
network 108 as shown in FIG. 1). Alternatively, the Output 
Source Code 228 might be transmitted directly to the user 
device. The Output Source Code 228 may then be rendered 
as a web page in a browser on the user device. 
0027. It should be noted that, despite references to spe 

cific computing paradigms and software tools in this disclo 
Sure, the computer program instructions on which imple 
mentations are based may correspond to any of a wide 
variety of programming languages, software tools and data 
formats, may be stored in any type of non-transitory com 
puter-readable storage media or memory device(s), and may 
be executed according to a variety of computing models 
including, for example, a client/server model, a peer-to-peer 
model, on a stand-alone computing device, or according to 
a distributed computing model in which various function 
alities may be effected or employed at different locations. In 
addition, references to particular protocols in this disclosure 
are merely by way of example. Suitable alternatives known 
to those of skill in the art may be employed as appropriate 
for particular implementations. 
0028 Referring now to FIG. 3, a particular example of 
the detection of blocks of code within a larger body of source 
code will be described. As mentioned above, the example of 
FIG. 3 is discussed in the context of detecting known code 
libraries within web page source code to improve the 
efficiency of generating polymorphic transformations of the 
web page source code for the purpose of impeding auto 
mated cyber-attacks. It should also be noted that the example 
of FIG. 3 could be implemented in a variety of ways 
including, for instance, integrated with the operation of a 
network appliance Such as, for example, appliance 120 
described above. Alternatively, code detection as described 
herein might be implemented in another device (e.g., inte 
grated with the originating server or at an intermediate 
device Such as a load balancer) or be distributed among 
multiple devices. 
0029 Source code is received from a server in response 

to a request from a client (300). The source code could 
include components in a wide variety of languages includ 
ing, for example, JavaScript, CoffeeScript, Typescript, Dart, 
Cascading Style Sheets (CSS), Hypertext Markup Language 
(html), C, C++, Python, PHP: Hypertext Preprocessor, Perl, 
Visual Basic Script, etc. The source code could also be 
associated with a number of objects including, for example, 
an executable program. For the sake of clarity and brevity, 
the specific implementations discussed in this document will 
focus on Source code associated with a web page. However, 
it will be understood that the described techniques are not so 
limited. 

0030. A set of tokens is generated based on the source 
code (304). Tokenization is a broadly defined process. For 
instance, tokenization might include breaking up the Source 
code into recognized words, whitespace, and punctuation, 
and including the whitespace and punctuation in the set of 
tokens. In another scenario, whitespace and punctuation may 
not be included. An example of tokenization is provided in 
FIG. 4. Source code 400 is broken into tokens 402-424. In 
this example, the tokens include all elements of the Source 
code including whitespace and punctuation. 
0031. Any number of tokens, including Zero, might be 
removed from the set of tokens to produce a subset of tokens 
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(308). For example, in the context of web page code, some 
of the removed tokens might be associated with one or more 
portions of the source code that are unnecessary for pro 
cessing of the source code by a browser. Tokens might also 
be removed such that the subset of tokens is sufficient, but 
no greater in size than necessary, to uniquely identify the 
various blocks of code within the source code. In other 
situations, a greater number of tokens may be removed Such 
that various blocks within the source code may no longer be 
completely uniquely identifiable but are still sufficiently 
likely to be correctly identified based on the remaining 
subset of tokens. 
0032. In the example shown in FIG. 4, tokens represent 
ing punctuation and whitespace are removed from a set of 
tokens 426 to produce subset 428. A token for “var 414 is 
also removed. Since “var” is used to define variable scope, 
it may be used in Some variations of a given library and not 
used in others. Therefore, while token subset 428 may not 
contain information about all of the intricacies of Source 
code 400, it is likely sufficient to correctly identify whether 
or not source code 400 is a specific block of code, e.g., a 
known JavaScript library. 
0033 Referring again to FIG. 3, a string of values is 
generated based on the subset of tokens (312). This may be 
done in a variety of ways. For example, as shown in FIG. 4. 
the string could representa one to one mapping of the tokens 
to integers; each token in Subset 428 being mapped to an 
integer to generate string 430. In other implementations, the 
string could comprise alphanumeric characters or other 
symbols and could be associated with the subset of tokens in 
a variety of ways. For example, a specific class of tokens 
might be represented by a hexadecimal digit. Other ways of 
representing the Subset of tokens may be application specific 
and will be appreciated by those of skill in the art. 
0034. It is then determined whether any portion of the 
string corresponds to any of a plurality of predetermined 
strings of values, each of which corresponds to a known 
library or block of code (316). FIG. 5 shows an example in 
which a set of strings 500 representing JavaScript from a 
web page are compared to a set of predetermined strings 
504. In the depicted example, the strings derived from the 
web page include strings 508 and 512 corresponding to 
blocks of code labeled in FIG. 5 as bundle.js and ga.js, 
respectively. Predetermined strings 516, 520, 524, and 528 
correspond to JavaScript libraries Query,” “Mootools.” 
“dojo.” and “Google Analytics.” respectively. String 512 is 
determined to correspond to string 528 (“Google Analytics’) 
because each element of string 512 matches the correspond 
ing element of string 528. On the other hand, string 508 does 
not match any of the predetermined strings 504. 
0035. In a particular implementation, the predetermined 
strings are included in a previously generated database of 
strings in which at least Some of the strings represent known 
JavaScript libraries. The database could be generated offline 
using a process similar to that described above with refer 
ence to 304-312. That is, each known library or block of 
code to be included in the database could be tokenized (304), 
have tokens optionally removed (308), and a have a repre 
sentative string generated based on the remaining tokens 
(312). Such a database might, for example, be stored in the 
memory of or be otherwise available to appliance 120. 
0036. According to various implementations, determin 
ing whether any portion of a string generated from received 
Source code corresponds to any of the predetermined strings 
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(316) can be done in a variety of ways. According to a 
particular class of implementations, the identification pro 
cess is implemented as a finite state machine, which is 
pre-computed offline. Pre-computing the state machine 
offline, allows it to be loaded into the memory of a device, 
e.g., appliance 120. Advantageously, the state machine oper 
ates quickly, allowing the string matching process to operate 
with little or no perceptible latency. 
0037. An example of the operation of such a state 
machine, employing the Aho-Corasick algorithm, is illus 
trated in FIG. 6. For more specific details about the Aho 
Corasick algorithm, please refer to “Efficient string match 
ing: an aid to bibliographic search’ by Alfred V. Aho and 
Margaret J. Corasick, published in “Communications of the 
ACM volume 18, issue 6 p. 333-40 (June 1975), the entire 
text of which is incorporated herein by reference for all 
purposes. 
0038. As depicted in FIG. 6, the states and transitions are 
defined by a set of predetermined strings 600, each repre 
senting a JavaScript library. More specifically, the transi 
tions leading to an endpoint state (616, 632, or 636) are 
defined by Successive characters in a string, each character 
corresponding to a given JavaScript library associated with 
the endpoint state. Each solid line with an arrow represents 
a transition and is labeled with a number which leads to the 
transition. A dotted line with an arrow represents a failure 
transition. For the sake of clarity, failure transitions leading 
to the root state 604 are not shown in FIG. 6. Each state in 
the machine is labeled with reference numerals 604-636. 
When an endpoint state (616, 632, or 636) is reached, the 
state machine outputs the name of the library corresponding 
to the endpoint state. 
0039. To illustrate how the state machine works, it may 
be helpful to walk through a specific example. Assume that 
a string representing received source code comprising inte 
gers 138647 is inputted into the machine. Beginning at root 
state 604, the first character of the input string, 1, will change 
the state to 608. The next character, 3, will change the state 
to 612. There is no transition from state 612 associated with 
the next character of the input string, 8, leading to a failure. 
There is a failure transition leading from 612 to 620 because 
3 is a prefix leading to both state 612 and 620; therefore, the 
state will change to 620. The next characters, 8, 6, and 4. 
trigger transitions leading to states 624, 628, and 632 
respectively. State 632 is an endpoint corresponding to the 
Mootools library; therefore, the machine will output that the 
3864 portion of the string matches the Mootools library. 
There is no transition from state 632 corresponding to 7: 
thus, the next character, 7, leads to back to root state 604. 
Again, there is no transition associated with 7. So the State 
will not change. At this point, there are no remaining 
elements in the inputted String; thus, the process will stop. 
0040. Returning to FIG. 3, where a portion of the string 

is determined to correspond to one of the predetermined 
strings (316), a corresponding portion of the source code is 
excluded from at least a portion of the processing of the 
source code (320). As mentioned above, excluding identified 
blocks of code from processing may serve to save compu 
tational resources in the context of generating polymorphic 
transformations of web page code. For example, to save 
processing time, many third party JavaScript libraries may 
be excluded from the analysis stage of Such a process. 
0041 According to Some implementations, it may 
optionally be determined whether any portion of the string 
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representing the received code corresponds to any of an 
additional set of predetermined strings, each of which cor 
responds to previously processed code (324). This allows for 
the re-use of the results of previous processing (328) after, 
for example, blocks of code have been processed and 
cached. For example, once a block of code has been pro 
cessed, a string corresponding to that block of code can be 
saved as one of the predetermined strings. When a previ 
ously processed block of code is detected in newly received 
code, redundant processing steps can be avoided. For 
example, assume that a user accesses a web page that was 
accessed by another user. Also assume that at the time the 
first user accessed the web page, the Source code associated 
with the web page was processed. Thus, when the second 
user accesses the same web page, a portion of the source 
code associated with the web page will have been previously 
processed. Because the portion of previously processed 
Source code has already been Subject to a level of process 
ing, the results of the processing might be reused or redun 
dant processing might be avoided altogether. 
0042. In some instances, data Surrounding the processing 
of web page source code might be shared by multiple 
devices. For example, source code might be analyzed for 
connections by a first device (e.g., an appliance 120) when 
a web page is accessed by a first user. A string corresponding 
to the analyzed code could be shared with one or more 
additional devices (e.g., additional appliances 120). Thus, 
when future users access the previously analyzed web page, 
the analyzed code will be detected and redundant analysis 
skipped even if the first device is offline. 
0043. It should be noted that string processing for the 
detection of known libraries and the detection of previously 
processed code have been described as being performed 
separately for the purpose of clear illustration. However, it 
will be understood that these detections may be performed 
together as part of the same sequence of processing steps. 
That is, the predetermined strings corresponding to known 
libraries and those corresponding to previously processed 
code may be stored in the same database and be used to 
implement a single state machine against which received 
code is processed as described. 
0044 Returning to FIG. 3, the source code is processed 
responsive to the results of the string detection (332). For 
example, if no portions of the string representing the 
received code correspond to any of the predetermined 
strings, the entire Source code might be processed. On the 
other hand, if a match is detected, the portion of the source 
code corresponding to the matched portion of the string 
might be subject to lesser processing or be excluded from 
processing. 
0045. It is important to note that the processing of the 
source code as represented in FIG. 3 is intended to cover a 
broad range of alternatives. For example, processing might 
include analysis for connections within and between com 
ponents of source code. Processing might also include the 
recoding of Source code to generate a polymorphic repre 
sentation of the source code. Moreover, the manner in which 
the processing is responsive to the detection of blocks of 
code within the source code may also vary considerably. For 
example, if source code corresponding to a recently ana 
lyzed and recoded block of source code is detected, the 
analyzed and recoded block of source code might be re-used. 
In another example, a known JavaScript library might be 
detected, e.g., in the Library Detection Module 216 of 
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appliance 120, and the responsive processing might include 
the detected code being excluded from processing by the 
Code Analysis Module 220. 
0046 Returning to FIG. 3, the processed source code is 
provided to a client (336). For instance, the source code 
might be associated with an online banking website and 
might be transmitted for rendering in a browser on a 
customer's smart phone. In the context of the polymorphic 
transformation of the web page code, the customer would be 
able to interact with the website with little or no perceptible 
latency because redundant processing is eliminated through 
the library detection techniques disclosed herein. 
0047. As mentioned above, the disclosed methods, appa 

ratus, and computer-readable storage media for detecting 
specific blocks of code within a larger body of source code 
are not limited to the detection of known libraries. For 
example, they might be used purely for caching the results 
of previous processing as described above. For example, 
when a block of source code is analyzed, e.g., in the code 
analysis module 220 in appliance 120, a string representing 
the analyzed source code can be cached so as to prevent 
subsequent re-analysis of the same code. In another 
example, once source code has been through some level of 
processing (e.g., polymorphic transformation), the pro 
cessed source code itself can be cached for later re-use. 
Alternatively, a result from the processing of a block of 
source code, e.g., whether or not the block of source code is 
transformable, can be cached and later re-used when that 
block of source code is identified. 
0048. Another useful implementation of detecting spe 

cific blocks of code within a larger body of source code 
might involve detecting malicious code that has been 
injected into web page source code. For example, a dynami 
cally generated web page might receive an input containing 
a malicious script. A string representing the web page source 
code can be compared to a database of predetermined strings 
representing certain malicious scripts using the methods 
described herein. If a malicious script is detected, the 
malicious script can be removed before damage is done. 
0049. Yet another useful implementation of detecting 
specific blocks of code within a larger body of source code 
might involve source code scanning. For example, the 

Nov. 24, 2016 

detection methods disclosed herein could be used by devel 
opers to detect third party libraries in a source code reposi 
tory. 
0050. While the subject matter of this application has 
been particularly shown and described with reference to 
specific implementations thereof, it will be understood by 
those skilled in the art that changes in the form and details 
of the disclosed implementations may be made without 
departing from the spirit or scope of the invention. Examples 
of some of these implementations are illustrated in the 
accompanying drawings, and specific details are set forth in 
order to provide a thorough understanding thereof. It should 
be noted that implementations may be practiced without 
some or all of these specific details. In addition, well known 
features may not have been described in detail to promote 
clarity. Finally, although various advantages have been 
discussed herein with reference to various implementations, 
it will be understood that the scope of the invention should 
not be limited by reference to such advantages. Rather, the 
scope of the invention should be determined with reference 
to the appended claims. 
What is claimed is: 
1. A computer-implemented method, comprising: 
receiving source code from a server, the source code being 

responsive to a request from a client to the server, 
using one or more processors, generating a set of tokens 

based on the source code: 
using the one or more processors, generating a first string 

of values representing a subset of the set of tokens; 
using the one or more processors, determining whether 

any portion of the first string corresponds to any of a 
plurality of predetermined strings of values, each of the 
predetermined strings corresponding to a known 
library; 

using the one or more processors, processing the source 
code responsive to determining whether any portion of 
the first string corresponds to any of the predetermined 
strings; and 

providing the processed source code to the client in 
response to the request. 
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