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METHOD AND SYSTEM FOR IMPROVING SECURITY THREATS DETECTION IN

COMMUNICATION NETWORKS

D E S C R I P T I O N

TECHNICAL FIELD

The present invention relates generally to network security and more particularly to

a method and system for enhancing security in communications networks and

systems.

DESCRIPTION OF THE PRIOR ART

As the systems and systems grow more complex, so grew the problem of monitoring

their health status. This is accurate for all the health indicators of a system

(performance, resource consumption) but it's especially true of their security status.

Thus, security monitoring has moved, in a few years, from environments with a

reduced security devices set, generating a few hundreds of daily events, to

environments with a huge device number that generate several hundreds of

thousands of daily events.

Where security managers were previously performing a manual analysis of all

security events, now it is impossible to perform such a manual analysis, due to the

sheer volume of daily events.

To solve this problem, Security Information and Event Management (SIEM)

(information about these systems can be found at

http://www.rsa.com/node.aspx?id=3182) systems were born to facilitate that

analysis and automate where it is possible tasks that, routinely, are executed on the

analysis of any security log on every environment. SIEM systems are designed to

centralize all the security information generated by the devices deployed on any

company, at the same time normalizing the collected information in a common

format that will allow performing an integrated analysis of security events,

independently of the originating devices.

The term Security Information Event Management (SIEM) describes the product

capabilities of gathering, analyzing and presenting information from network and



security devices; identity and access management applications; vulnerability

management and policy compliance tools; operating system, database and

application logs; and external threat data. Some Commercial SIEM products include

AccelOps, AraKnos, ArcSight, BLUESOC, Cisco Security MARS, ImmuneSecurity,

LogLogic, LogICA, NitroSecurity, RSA enVision, SenSage, and others.

Usually SIEM Capabilities include at least:

• Data Aggregation: SIEM/LM (log management) solutions aggregate data

from many sources, including network, security, servers, databases, applications,

providing the ability to consolidate monitored data to help avoid missing crucial

events. The collected information is standardized (adapted/translated) to a

requested common format.

• SIEM solutions filter the information not related to system security.

• Correlation: looks for common attributes, and links events together into

meaningful bundles to detect known threats. This technology provides the ability to

perform a variety of correlation techniques to integrate different sources, in order to

turn data into useful information.

• Alerting: the automated analysis of correlated events and production of

alerts, to notify recipients of immediate issues.

• Dashboards: SIEM/LM tools take event data and turn it into informational

charts to assist in seeing patterns, or identifying activity that is not forming a

standard pattern.

• Compliance: SIEM applications can be employed to automate the gathering

of compliance data, producing reports that adapt to existing security, governance

and auditing processes.

• SIEM solutions present the information using different formats for different

types of reports or applications.

• Retention: SIEM/SIM solutions employ long-term storage of historical data to

facilitate correlation of data over time, and to provide the retention necessary for

compliance requirements.

Although SIEM systems bridged the gap between the increases of generated

security events and the need of having a meaningful analysis of those same events,



they brought also some new problems to the table. The main one is that SIEM

systems' correlation modules (modules that relate or inter-relate individual events to

detect more complex attacks) are based on detecting known threats, which must be

characterized and configured beforehand by an expert. SIEM's correlation modules

are based on fixed, procedural rules: 'if event A has occurred and event B occurs on

the next X seconds, and then event C occurs then raise an alarm'. That is, only

specific events related to specific machines, systems or applications are detected.

This detection method forces therefore a continuous revision of the configured

correlations, to detect new threats that weren't included or configured initially. Any

actualization of the probes/machines used as an information source (e.g. Routers,

Antivirus, Firewalls, Web Servers, Intrusion Detection Systems, Intrusion Prevention

Systems...) require revising the configured correlations since it might be necessary

to modify some of the existing correlations to include the newly defined events, or it

might be necessary to define new correlations to monitor the events previously

unknown to the system. If a new device, from a previously unknown maker, is

deployed then all the correlations will have to be modified to include the events

generated by the new device. Otherwise, the threats that affect, use or start on the

new system will not be detected.

Besides those configuration tasks, which must be executed on a continuous way,

there are other problems that cannot be solved easily or at all with the correlation

solutions implemented on currently available commercial SIEM systems:

• The correlation module is highly dependent of the Intrusion Detection

Systems (IDS) generated events. This dependency means that a high number of

false positives is generated usually, which in turn leads to a wasted effort in

analyzing and solving them by security managers tasked with that analysis.

• Since correlations must be defined specifically for each threat, current

correlations modules cannot detect new kinds of threats, or even current threats that

use a new, previously unknown, sequence of events.

For example, if we want to detect a successful brute force attack against our FTP

server, we must define a correlation rule like:

If we find more than seven ftp authentication failed events and later a

successful authentication login, we must generate an alarm notifying this issue.



If we want to detect the same brute force attack against a SSH server, we have to

generate another correlation rule like:

If we find more than seven ssh authentication failed events, we generate a

brute force alarm.

SIEM systems' correlation modules need to define exactly what events must be

analyzed to detect this kind of attack. If we add new devices than send new events,

we have to review the actual brute force correlation rules to include these new

events.

• Even after the threat is identified and characterized, the system must be

manually configured to detect it, and that requires an additional effort by the security

managers.

In other words, the overall problem is the use of not flexible correlation modules in

current systems (the current correlation modules have high dependency on specific

events, in order to detect new attack technique new correlations must be defined,

small changes in a current attack technique make the attack not detectable...).

New correlation tools are therefore required to deal with those challenges. Those

new tools should allow decreasing the manual effort that, continuously, security

managers must invest on current systems. They should also reduce false positives

generated by the systems, which have a direct impact on the time and effort

required to manage current systems, and at the same time reduce the actual time

available to process real alarms.

SUMMARY OF THE INVENTION

The present invention use a new method and system based on artificial intelligence,

that will reduce or eliminate the deficiencies present on current SIEM systems.

The proposal is based on two high level axes:

• Defining a dynamic grouping of security events that will allow the system to

be independent of specific events generated by any specific device.

• Using artificial intelligence algorithms to reduce or even eliminate the

deficiencies present on current correlation systems. Concretely, the new system will

use neural networks due to the intrinsic characteristics of such networks, which

minimize several of the deficiencies of current correlation systems.



From now on, the term ACS (Advanced Correlation System) will be used to refer to

the newly developed invention.

In a first aspect, it is presented a method of improving the detection of security

threats in a communication network, the communication network including security

devices which generate security events, those events being stored in a security

database, the system comprising:

a) Defining different types of security events, each type of security event is called a

dynamic tag, the dynamic tag assigned to each security event will depend on certain

conditions met by the description of the event.

b) Defining the data models, a data model being the collection of dynamic tags

which are related to a certain security threat; a data model will be defined for each

type of security threat to be detected

c) On each configured execution interval, selecting the devices to be analyzed for

each data model and, for each analyzed device, reading from the security database

the events generated by said device, assigning a dynamic tag to each security event

and calculating the value of each dynamic tag, the value of the tag is the number of

occurrences for each analyzed device of the type of events correspondent to said

tag

d) Clustering the tags, according to the data model definition, generating a pattern

with the tag values for each data model and for each analyzed device

e) For each data model, reading the correspondent patterns generated in the step d

and applying a Artificial Intelligence algorithm based on the information stored in a

knowledge database of said data model, in order to decide whether a suspicious

activity alarm must be generated for each analyzed pattern or not; each knowledge

database including, for each data model, a set of known patterns with the

information whether an alarm must be generated for said pattern or not



In another aspect, it is presented a system comprising means adapted to perform

the method.

Finally, a computer program comprising computer program code means adapted to

perform the above-described method is presented.

For a more complete understanding of the invention, its objects and advantages,

reference may be had to the following specification and to the accompanying

drawings.

BRIEF DESCRIPTION OF THE DRAWINGS

To complete the description and in order to provide for a better understanding of the

invention, a set of drawings is provided. Said drawings form an integral part of the

description and illustrate a preferred embodiment of the invention, which should not

be interpreted as restricting the scope of the invention, but rather as an example of

how the invention can be embodied. The drawings comprise the following figures:

Figure 1 represents a block diagram of the data abstraction module in an exemplary

embodiment of the present invention.

Figure 2 represents a block diagram of the data abstraction module and the A l

engine module in an exemplary embodiment of the present invention.

Figure 3 shows a block diagram of the ACS arquitecture integrated in a SIEM

system in an exemplary embodiment of the present invention.

Figure 4 is a graphic showing the number of total alarms generated by ACS and an

standard SIEM system.

Corresponding numerals and symbols in the different figures refer to corresponding

parts unless otherwise indicated.

DETAILED DESCRIPTION OF THE INVENTION



The present invention proposes a method and system which analyze automatically

security information to detect anomalies and threats, in a way which solves the prior

art problems. In the present invention, the detection is independent of specific

events generated by specific devices (web servers, routers...) and allows

decreasing the manual effort and the number of false positives

Current security systems use references to specific events or group of events to

detect actions that will reflect a suspicious activity that should be monitored, so

when new events or new machines are introduced, the security system must be

modified.

In order to avoid a dependency of the system on specific events, and to allow

efficient integration of new data sources, a tagging system based on dynamically

grouping events according to the event description has been designed. The different

events are classified in a category (i.e. they are labeled with a specific tag)

depending on the type of event. These categories or tags are called "dynamic tags".

Identification and definition of every tag or category is a task that must be executed

by an expert, taking into account the desired model. Although that work must be

realized taking into account the previous expertise of the expert on the field, he can

use data mining and/or statistical tools to help him on the definition and identification

process, especially during the first phases of the process.

In order to assign this tags, the events produced by the different information sources

(devices usually identified with an IP address) are analyzed, and if the event fulfills

certain conditions, it is labeled with a certain tag. Usually this process is done by

analyzing the event description, and if certain keywords are found in the description,

the event is assigned to a specific category/tag.

Hence, the present invention allows classifying unknown events generated by new

devices without any modification in the system (if the new event description include

certain keyword(s), it would be classified automatically without modifying the

system), so the correlation engine proposed in the present invention is independent

of specific events generated by any specific device.



In a preferred embodiment, the events are classified (assigned) with a certain

dynamic tag depending on keywords used in their description. So, each dynamic tag

will have certain keywords associated and if said keywords are found in the

description of the event, the event will be assigned to the correspondent tag.

As an example we will describe the process used to define a dynamic tag to identify

all events relative to a web server configuration. To that extent, the logs of the

monitoring devices will be analyzed searching for common features for events

related to web servers. For example, as a result of the analysis we might identify as

related to web traffic all the events that include any of the following words: 'web'

'http' 'php' 'iis' 'script'. Now the logs for the common features of the configuration

traces are analyzed. And so, we could add another word set that refer to some

configuration aspect: 'conf 'disclos' 'reveal' Thus, all the logs/events that have a

word from the first set and a word from the second one will be detected and

assigned to the "web configuration" category or, in other words, they are labeled

with the "web configuration" dynamic tag.

Once the events are analyzed and classified, the amount of events classified in

each group or tag is calculated and store in a database. The tag value is defined as

the amount of events for each analyzed device classified in that specific group or

tag.

The system allows the definition of as many tags as needed. Besides the keywords

for each tag it is necessary to define, at least, the following additional information to

define completely each tag:

· Database and table that where the actual value of each tag is store.

• Data type of the value of the tag (Usually is a number, but it could be also a

YES/NO value).

• Additional conditions that might be necessary to include on the tag definition,

as for example:

o Exceptions.

o Time window that will be consulted to generate a a value for the tag.



Each time the correlation module wants to update the value of each dynamic tag, a

dynamic query base of their definition will be generated to get the correct number of

occurrences of this type of events (the tag value).

Some examples of defined tags in one exemplary embodiment of the invention are:

web_access, web_atttempts, web_overflow, web_scan, web_eror, web_auth,

web_highseverty, web_attack, web_password...

The security attacks or threats are usually characterized by the occurrence of

several types of events within a period of time, i.e. usually in order to detect a

security threat, several types of events must be detected. As each type of event is

identified by a tag, it is useful to cluster the tags in groups which characterized a

certain attack or threat. This collection of related tags is known in this context as

data model.

For example, there could be a data model about an SQL database suspicious

activity. This data model will contain the following tags:

sql=Any SQL event

sql_access=events which imply access to the SQL database

sql_command= events which imply commands on the SQL database

sql_scan= events which imply an scan of the SQL database

The minimum information that is needed to define a data model is as follows:

• Data model name

• List of the tags included in the data model.

• File where the real time data read will be stored

• Identification of which group of IP addresses will be monitored by the data

model. Each security attack (represented by the data model) affect to certain

devices, so it is a waste of time and resources to monitor all the devices for every

data model. Hence, for each data model, only certain devices (defined by their IP

adresses) are monitored.



On the tag definition phase, the tags which would be taken into account by an expert

realizing a manual analysis of the security of a given system will be identified as

relevant to detect a specific malicious activity. These tags will be clustered in the

data model which defines said specific malicious activity.

In each configured execution interval, the values of the tags are obtained for each

analyzed device and clustered according to the model definition. The value of each

model, that is the specific tag values obtained in each execution interval grouped in

each data model, is called a pattern.

For the above example, a pattern 5 , 0 , 0 , 5 will mean 5 SQL events which are 5 SQL

scans with no access and no commands. A pattern like that, will be suspicious so an

alarm should be generated.

Once the tags and the data models are defined, the second part of the present

invention, the use of Artificial Intelligence, Al, algorithms, particularly neural

networks A l algorithm is going to be explained.

Using A l algorithms allows dealing with security events as a real security expert

would do, removing the known traffic and focusing on the unknown suspicious traffic

but in an automatic way, without involving the participation of a real security expert.

The system will include several A l algorithms, based on the needs detected on the

different environments where ACS is used. Every Al algorithm will incorporate all the

learnt knowledge from every environment. Thus, knowledge from a previously

studied environment will be directly useable on following deployments. A l

algorithms are defined using dynamic tags -clustered in data models— as input

nodes, not using specific events.

The same process will have to be followed to define all the different models that

would be later implemented on Al algorithms. We will show, as an example, the

definition of one of the networks of ACS, used for the identification and detection of

Web attacks.



1. First we would identify and define the dynamic tags, clustered in data

models, that will be used to create the A l model, that is, which events will be

processed by a given neural network

2 . Once the dynamic tags that will form the A l model have been identified, a

first programming of the neural network will be realized, based on the theoretical

behavior that the network should have. To that extent, we will feed the network an

initial set of patterns that should generate alarms, and an initial set of patterns that

should not generate alarms. These patterns consist in the combination of tag values

within each data model, which will generate a security alarm (yes) and the

combination of values of tags within each data model, which will not generate a

security alarm (no).

As an example, we include some patterns include in the WEBNeuro model

described before.

187,90,80,0,0,4,0,33,4,1 5,0,1 7,0,0,0,0,0,0,0,0,yes

221 ,98, 104,0,0,5,0,48,5,1 5,1 ,25,0,0,0,0,0,0,0,0,yes

2353,0,0,0,0,0,0,0,0,0,0,0,0,0,0,1 ,0,0,0,0, no

3 106,0,0,0,0,0,0,0,0,0,0,0,0,0,0,2,0,0,0,0, no

Each value of the pattern, separated by coma, is related with the current dynamic

tag of the model, described in the xml definition of the model. So, if we see the

following pattern,

3 106,0,0,0,0,0,0,0,0,0,0,0,0,0,0,2,0,0,0,0, no

We can deduce that a certain device with a certain IP generates 3106 events

detected by the web tag (first tag), and 2 events detected by the 'web_error' tag

( 16th tag).

Once the tags and initial behavior have been defined, A l model programming can

start. The goal is to find a parameter configuration for the A l model that will allow the

resulting network to fulfill at 100% the knowledge included on the predefined

patterns.

3 . Adding new patterns on the knowledge base, normally during a real

environment test phase, and based on the analysis of real alarms, will allow for fast

knowledge learning. During the learning and tuning phase, false positives should

decrease rapidly as new patterns based on the real behavior of the system are

added to the neural network knowledge base. Internally, when the system operator

or the system expert adds a new pattern to the knowledge base, the pattern isn't



incorporated immediately. Instead, the new patterns will be added to a temporal

knowledge base. Periodically, patterns included on the permanent and temporal

knowledge bases will be analyzed, and the network parameters will be adjusted to

try to get a 100% of success. If any of the new patterns is incoherent with the

existing, permanent, knowledge base, then the newly reconfigured network won't be

able to adapt to the 100% of the patterns. If this situation arises, then the temporal

knowledge base won't be consolidated on the permanent knowledge base, and an

expert will have to analyze the new patterns to identify and discard the incoherent

ones.

The advanced correlation engine proposed in the present invention comprises two

different parts of modules.

Data abstraction module and

Artificial Engine Module

Some details from the data abstraction module are shown in figure 1. As it can be

seen, the input of this module is the database of a SIEM system. In this database,

the security SIEM system stores all security events (generated by the

communication network devices as firewalls, routers, web servers...) that will be

analyzed by ACS. That is, in the present implementation, the security events to be

analyzed have been collected and input in a database by an external system, in this

implementation a SIEM system (this is a well known technique and it is not the

object of the present invention).

The advanced correlation engine proposed in the present invention is independent

from the SIEM solution deployed. The only requisite is that the engine must have

access to the database (1) where the SIEM centrally stores all events.

This module comprises the following sub-modules:

• Database access. Module that will manage the access of the model engine

to the SIEM Database. It will translate the events in the format used by the SIEM

database to the format used by the ACS system. This module will make stronger

the independency between Model Engine and SIEM Database



• Dynamic tags definition. File set that includes the information about each

dynamic tag. This configuration file and the models definition file, feeds the Model

Engine, which will generate patterns during its runtime.

• Data Models definition. File set that includes the information about the

dynamic tags which form each model, and also about the devices which must be

analyzed for each data model. For each data model, only certain devices (defined

by their IP address) are monitored, so for each data model an IP filter definition is

applied to select the devices whose events must be analyzed.

• Model Engine. Module that will generate patterns for each data model

based on the SIEM stored events. It will generate a data file for each data model,

that will include the patterns generated for each analyzed device (each device

identified by its IP address).

On each configured execution interval, the model engine analyzes the events stored

in the SIEM database and calculates the value of each defined tag (the number of

occurrences for each analyzed device, of the type of events correspondent to said

tag according to the tag definition). The model engine clusters the tags, according to

the data model definition, generating real patterns (one pattern per data model and

per device). The patterns will be divided in N subgroups (6) (data model 1 to data

model N). The subgroup data model m, will include the Km patterns generated for

the model m, being Km the number of devices to be analyzed for data model m. All

these patterns will be the input of the A l Engine module.

The arquitecture of the Artificial Engine Module is shown on figure 2 . This module

comprises the following sub-modules (as shown in figure 2):

• Al knowledge databases. There is at least one A l knowledge database for

each data model, each database will include a file that will describe the dynamic

tags included by the model, and all the patterns that form the initial knowledge used

to program the neural network (initial set of patterns). For each pattern, it will be

pointed out whether a security alarm must be generated or not. (e.g. "if pattern for

data model m=221 ,98,1 04,0,0,5,0,48,5, 15,1 ,25,0,0,0,0,0,0,0,0, then alarm

generated). These knowledge bases are feed with new patterns (with the

corresponding information about whether an alarm must be generated or not) during

all the working period.



• Al Engines. This module will implement all the A l algorithms that will

process the patterns generated by the data abstraction module. There will be N Al

Engines (one per data model) and each one will process the patterns of the

correspondent data model. Patterns will be included in a data file, and will be

evaluated by the correspondent A l Engine. Al Engines use standard neural or

bayesians networks for the alarm detection algorithm implementation based on the

knowledge base from each A l Engine. It uses clustering techniques for the

identification of unusual patterns and it may include other proprietary algorithms if

it's necessary. For the new patterns (not included in the knowledge database), the

A l algorithm will estimate a result based on the weighted similarity between the new

patterns and the known patterns included in the knowledge database. When an

analyzed pattern is too different from the known patterns, the engine can warn the

administrator that the different pattern can probably generate a false positive or

negative. The Al engines will process the patterns and as a result, they will be

decided if an alarm should be generated or not for each processed pattern. This

information will be transmitted to an Alarm Generation Module and then to the Alarm

compilation module of the security system (usually a SIEM system) on which the

modules are integrated. If a false alarm is generated by the engine, the

correspondent pattern is stored in the knowledge database, so no more false alarms

will be generated for these patterns.

Once the theoretical behavior has been defined, it will be implemented and tested

on a real environment where the initial configuration will be checked. During a first

period (learning period) there will be a tuning of the initial parameters of the A l

Engines and of the data in the knowledge databases, in order to get a final model.

This phase will enrich the knowledge base until a complete, working model, is

defined. Even after this learning period, when the working model is defined, it's

possible that some new patterns appear that should be included on the knowledge

base, although the number of new patterns will be small and will decline quickly

once all specific knowledge has been incorporated to the knowledge base (because

of the fast learning of the A l algorithms).

Summarizing, the ACS workflow can be described as follows:



0) The tags and models are defined. The A l engines (neural networks) are

configured including in the knowledge databases an initial set of know patterns.

Then it's time to start analyzing real event to detect suspicious activity.

1) Each certain configured time interval, ACS Data Abstraction Module finds out

which devices (IPs) must be analyzed (usually identified by an IP Filter Definition)

for each possible security attack (data model), that is, the devices whose generated

events must be analyzed for each data model.

2) ACS Data Abstraction Module generate a query based on tag definition, building

a pattern for each selected IP (usually a SQL query).

3) All patterns are evaluated by the Neural Network implemented in the ACS Al

Engine Module for the analyzed data model. If an analyzed pattern is considered

suspicious by the neural network, ACS will send an alarm to notify this suspicious

activity.

In an embodiment of the present invention, the ACS has been integrated in a

standard SIEM architecture (SIEM of the free distribution suite OSSIM Open Source

Security Information Management). The artificial intelligence algorithms used in this

embodiment are neural networks and event clustering techniques. Figure 3 shows

the Arquitecture of the embodiment.

The standard SIEM makes a compilation of all events sent by the information

sources (2). All these events are processed by a server engine and stored in a

centralized database used by the native correlation engine to analyze all this

information in order to generate alarms when some suspicious activity is discover.

ACS has been configured as a complement to the native correlator, although it

allows two possible configuration methods:

• Notification of any suspicious activity detected by any of the A l based

algorithms.

· Alarm generation only when the native correlation engine hasn't detected it.

As said in the previous paragraph, the ACS module takes at input data the events

stored in the centralized SIEM database. The events are read and processed in the

Data Abstraction Module which generates the patterns for each of the models so



they can be analyzes by the Al, Artificial Intelligence, Engines Module. The

suspicious activity detected may be treated by the SIEM algorithm as events to be

compiled and analyzed in order to decide if an alarm must be raised (usually if the

event is a suspicious activity detected by the ACS module, an alarm will be raised).

To show the benefits from the present invention, a real use case will be shown. On

this use case we will show a comparison between a SIEM using its default set of

correlations, with the present invention ACS. First thing we would like to highlight is

that the number of alarms generated by ACS is smaller than the ones the stock

SIEM generated. The figure 4 shows the number of total alarms generated by ACS

and a stock SIEM, by days.

There can be observed two distinct periods on the figure:

A first period, until the fifth day, that corresponds to the training/learning

period for ACS, during which it was adjusted to the environment it was running on.

A second period, from the fifth day till the end, that corresponds with the

actual effective period for ACS, once it has incorporated on all the models the

particularities of the environment it was running on.

On both periods, ACS generates fewer alarms than the stock SIEM, and it finally

stabilizes around 5 daily alarms. Another important point to consider, associated to

the system efficiency, is the total number of non relevant alarms generated. This

data point is important because, from the point of view of a system operator, the less

non relevant alarms a system generates, the less time and effort is wasted.

It is important also to define what we understand for relevant and non relevant

alarms. We consider an alarm as relevant when it implies an actual problem, which

will require operator or expert intervention, to solve the problem or at least to

mitigate the risks produced by the problem. Thus, alarms that don't require any

intervention, because they are of low severity, or informative, or they are just false

positives, are tagged as non relevant. In the shown case, ACS generates a very

small number of non relevant alarms (30 alarms, or a 9% of the total alarms

generated), while the SIEM generated a much higher number (310 alarms, or 91%

of the total alarms generated).



Another important point to evaluate is the capacity of the new system to detect new

alarms that aren't generated by the used SIEM. In this working mode, ACS only

generates alarms when it detects that SIEM hasn't generated it. To this respect, in

the present case, ACS generates an 88% of the total relevant alarms, while the

stock SIEM generates only 12%.

Summarizing, the advantages of the present invention compared with current SIEM,

are:

• ACS is independent of the Intrusion Detection Systems (IDS) generated

events. The dynamic tag system described is responsible for that independence,

and lets the invention use the same configuration independently of the deployed

IDS. An update on the detected events by the deployed IDS, or by any other device,

does not require an ACS configuration update due to the definition of dynamic tag

based on event description (common to all the manufactured devices) and not on

the specific event generated by an specific device.

• SIEM systems' correlation modules are based on detecting known threats,

which must be characterized and configured beforehand by an expert. This

detection method forces a continuous revision of the configured correlations, to

detect new threats that weren't included or configured initially. On the other hand,

artificial intelligence algorithms used on the invention allow for the detection of new,

previously unknown threats using as a based the initial configuration (knowledge).

This learning behavior is intrinsic to the used algorithms.

• The invention can warn the system when the result is not reliable (detect

when it is likely that a false positive or negative is generated).

· Training time of ACS, from its installation till the optimum working point is

very low, and it also has a very low maintenance cost, since there's no need to

define specific rules for each new threat.

• Adjustment for ACS consists basically on detecting and declaring the false

positives (updating the knowledge databases of the A l engine with this information)

so they won't appear again. If the training has been realized correctly, then false

positive number will tend to zero rapidly

Hence, ACS main improvements over a standard SIEM are:



• Higher efficiency, since alarms generated by ACS can be catalogued as

highest priority, and most of them require operator or security manager intervention.

• Higher effectiveness, since it detects a lot of alarms that aren't detected by

a stock S IEM.

· Lower costs, both in start up and operation costs.

Although the present invention has been described with reference to specific

embodiments, it should be understood by those skilled in the art that the foregoing

and various other changes, omissions and additions in the form and detail thereof

may be made therein without departing from the spirit and scope of the invention as

defined by the following claims.



CLAIMS

1. A method of improving the detection of security threats in a communication

network, the communication network including security devices which generate

security events, those events being stored in a security database, the system

comprising:

a) Defining different types of security events, each type of security event is called a

dynamic tag, the dynamic tag assigned to each security event will depend on certain

conditions met by the description of the event.

b) Defining the data models, a data model being the collection of dynamic tags

which are related to a certain security threat; a data model will be defined for each

type of security threat to be detected

c) On each configured execution interval, selecting the devices to be analyzed for

each data model and, for each analyzed device, reading from the security database

the events generated by said device, assigning a dynamic tag to each security event

and calculating the value of each dynamic tag, the value of the tag is the number of

occurrences for each analyzed device of the type of events correspondent to said

tag

d) Clustering the tags, according to the data model definition, generating a pattern

with the tag values for each data model and for each analyzed device

e) For each data model, reading the correspondent patterns generated in the step d)

and applying a Artificial Intelligence algorithm based on the information stored in a

knowledge database of said data model, in order to decide whether a suspicious

activity alarm must be generated for each analyzed pattern or not; each knowledge

database including, for each data model, a set of known patterns with the

information whether an alarm must be generated for said pattern or not.



2 . A method according to claim 1 where the Artificial Intelligence algorithm is a

Neural Network algorithm

3 . A method according to any of the previous claims, where the security devices

which generate the security events may be routers, firewalls, web servers, Intrusion

detection systems or Intrusion Prevention systems.

4 . A method according to any of the previous claims where the step of defining the

dynamic tags comprises the step of defining the keywords associated to each

dynamic tag and the step of assigning a dynamic tag to a security event, comprises

the step of analyzing the description of the security event and assigning a dynamic

tag to the security event if the keywords associated to said dynamic tag are found

on the description of the security event.

5 . A method according to any of the previous claims where the step of defining the

data models further includes:

- defining the list of the dynamic tags included in each data model

- defining the list of devices which must be analyzed for each data model

6 . A method according to any of the previous claims where each device is identified

by its IP address.

7 . A method according to any of the previous claims where the suspicious activities

alarm generated are sent to a Security Information Event Management, SIEM,

system and the security database is part of this system and wherein the security

events generated by the security devices are stored in the security database by the

SIEM system.

8 . A method according to any of the previous claims where, before the first

execution interval starts, an initial set of known patterns with the information whether

an alarm must be generated for said pattern or not, is stored in each knowledge

data base and, in each execution interval, new patterns may be added to the

knowledge databases with the information whether an alarm must be generated for

said pattern or not, based on the analysis of real alarms.



9 . A method according to claim 8 where if, as a result of analyzing a pattern, the

algorithm takes the decision of generating an alarm, and this alarm is a false alarm,

then the information of not generating an alarm for said pattern, is stored in the

correspondent knowledge database.

10. A method according to claim 1, where the method, previous to step c), further

includes a step of translating the format of the events stored in the security database

to a requested common format.

11. A method according to any of the previous claims where the method is used to

improve the correlation module of a Security Information Event Management, SIEM,

system.

12. A system comprising means adapted to perform the method according to any

preceding claim.

13. A computer program comprising computer program code means adapted to

perform the method according to any claims from 1 to 11 when said program is run

on a computer, a digital signal processor, a field-programmable gate array, an

application-specific integrated circuit, a micro-processor, a micro-controller, or any

other form of programmable hardware.
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