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PACKET ROUTING IN A NETWORK BY MODIFYING IN-PACKET BLOOM
FILTER

Technical Field

The present invention relates to packet forwarding in a network. In particular it relates

to a method in which forwarding information is contained in a packet header so that a

network node may determine along which link(s) the packet should be forwarded from

the forwarding information in the packet header.

Background

A Bloom filter is a well-known space-efficient data structure that answers set

membership queries with some chance of false positives. In an attempt to solve many

of the implementation constraints faced of next generation networks (e.g., Gbps

speeds, increasingly complex tasks, larger systems, high-speed memory availability,

etc.), the use of small Bloom filters in packet headers for different purposes (routing,

security, accountability, etc.) has been proposed in PCT/EP 2008/061 167 and

PCT/EP2008/063647. The key idea presented in these documents is a novel, space-

and-computation-efficient source-routing and packet forwarding mechanism based on

link identifiers and small Bloom Filters in packet headers. The basic idea expressed in

PCT/EP 2008/061 167 and PCT/EP2008/063647 is that each link in the network is

given a name (or "Link Identifier Tag") encoded as a bitstring and a path is named by

computing a bitwise OR over all the links included. Such arrangement ensures that the

packet is forwarded through the specified path (or tree).

In this document, we refer to the Bloom filters that are placed in the packet header,

used in these type of applications, as an in-packet Bloom filters (iBF). In a way, an iBF

follows a reverse approach compared to traditional BF-based approached previously

described in the literature, for example by Broder and Mitzenmacher in Network

Applications of Bloom Filters: A Survey. Internet Mathematics (2002) vol. 1 (4) pp.

485-509.



One feature of a Bloom Filter is that it may give a "false positive" - that is, when a

Bloom Filter is queried to determine whether a particular link is one of the links whose

names is encoded into the Bloom Filter, the Bloom Filter query may incorrectly return

the answer "yes". When a false positive occurs in Bloom Filter based routing, the

result is that a packet additionally traverses one or more links that are not encoded in

the Bloom Filter and along which it was not intended to send the packet. Typically, to

minimize the probability of a false positive the length of the Bloom Filter needs to be

large compared to the number of 1s in a link name.

The basic approach described in PCT/EP 2008/061 167 and PCT/EP2008/063647 uses

static link identifiers. A secure variant is described in PCT/EP 2009/062785. This is

based on the idea of computing the link identifier "on the fly", for example based on

information in the packet and information secret to each router, for example according

to:

0=F(K, I , C)

where K is a key only known to the router and topology manager, I is some information

taken from the packet that is unique to the session (such as sender and destination IP

address and port numbers, or a publication identifier), and C is context specific

information related to the processing, such as local identifier for the input and output

links. A router that operates according to the principles of PCT/EP 2009/062785 will be

referred to herein as a "secure router".

PCT/SE 2010/050001 further enables tying the iBF to per-packet unique data.



Forwarding security is especially needed for cases in which the path passes through

multiple domains. Thus, in order to make iBFs viable for use in such multi-domain

environments (e.g. end-to-end or inter-domain paths/trees), the forwarding must be

secure. However, the security of the basic iBFs does not suffice and, to obtain

forwarding security, it would be necessary for all forwarding elements to use a secure

router. This is because of the way iBFs are constructed - should there be only one

secure router on a path, it would be relatively easy for an attacker to guess how a iBF

needs to be modified, in order to prompt the secure router to falsely forward it towards

the path. In this sense, iBFs do not provide absolute security at any particular point in

the network and instead employ a defence in depth. Each secure hop gives a

probabilistic security and having multiple secure hops makes sending unwanted traffic

extremely difficult.

However, a secure router of the type described in PCT/EP 2009/062785 is more

expensive to provide and operate than a simple "insecure" router. Also, the secure

routers, to be effective, require per-session or per-packet processing. It would be

preferable if secure routing could be effected without the need for every router to be a

secure router, as this would reduce costs and would also make it easier to apply iBF-

based routing in existing networks.

Additionally, some network usages require filtering out false positives, e.g. for security.

As an example, if an operator uses iBF-based routing in its network, it will not want

traffic being handled for one customer to end up in another customer's network, as this

could lead to a security breach (this has been identified as a key security concerns for

MPLS customers). However, the use of per-session or per-packet iBFs means that

every flow, or every packet has a separate iBF, which means growth to the filtering

tables and increased risk of false positives (see, for example, Luyuan Fang, ed.

Security Framework for MPLS and GMPLS Networks, Internet draft draft-ietf-mpls-

mpls-and-gmpls-security-framework-07.txt).



A further problem caused by false positives in iBF-based routing is that of "looping" and

flow duplication. "Looping" happens when a series of false positives at consecutive

routing nodes causes a packet to perform a loop and return to a border router in the

multicast tree specified by the iBF. In such a situation, when the packet returns to the

border router its iBF will match exactly the same links as before - and hence, the

packet will inevitably be repeatedly sent around the loop until it is dropped when it

reaches its hop count limit (TTL). Each round of looping causes an additional copy of

the packet to be forwarded to all the receivers that reside in the sub-tree of the border

router, which may be a considerable waste of resources.

Summary

A first aspect of the invention provides a network node located within a domain. The

node is adapted to receive, from another node, a packet having an in-packet Bloom

filter or Bloom filter equivalent encoding information about a route within the domain.

The node reversibly modifies the in-packet Bloom filter or Bloom filter equivalent, in a

manner which is linear with respect to the operation used to add links to the Bloom

filter or Bloom filter equivalent. The node then forwards the packet, with its header

containing the modified Bloom filter or Bloom filter, to another node.

The node may forward the packet to another node in another domain. This is the case

where the node is a border node that is responsible for forwarding the packet from one

domain to another domain (such as the node NB1 in figure 5 , which forwards a packet

from domain B to domain A). Since the node modifies the in-packet Bloom filter or

Bloom filter equivalent before forwarding the packet to the another domain, the

invention makes it possible to employ simple insecure routers within a trusted network

core, and only requires that complex operations are performed at a domain boundary.

In the example of figure 5 , for example, nodes NB2, NB3 and NB4 in domain B may

employ simple insecure routers.

Alternatively, the node may forward the packet to another node in the domain. Since

the node modifies the in-packet Bloom filter or Bloom filter equivalent before forwarding

the packet, if a series of false positives at consecutive forwarding nodes should cause

the packet to perform a loop, when the packet returns to the node the in-packet Bloom

filter or Bloom filter equivalent contained in the packet will be different to the in-packet



Bloom filter or Bloom filter equivalent contained in the packet when it was originally

received at the node. The packet will therefore not be forwarded again around the

loop. The invention is therefore effective at preventing a packet being repeatedly sent

around a loop.

A second aspect of the invention provides a network node associated with a domain

and adapted to generate a Bloom filter or Bloom filter equivalent encoding information

about a route within a domain of a network. The node reversibly modifies the Bloom

filter or Bloom filter equivalent, in a manner which is linear with respect to the operation

used to add links to the Bloom filter or Bloom filter equivalent, and forwards the

modified Bloom filter or Bloom filter to another node for inclusion in the header of a

packet to be sent from the another node. The first aspect of the invention is

appropriate where the in-packet Bloom filter or Bloom filter for the route is generated by

sending a collector packet along the route. The second aspect is complementary to

the first aspect, and is appropriate where the in-packet Bloom filter or Bloom filter for

the route is generated by a node such as a topology manager that is at least partially

aware of the network routing information and capabilities.

A node of the first or second aspect may modify the Bloom filter or Bloom filter

equivalent so as not to substantially increase the number of " 1 "s in the Bloom filter or

Bloom filter equivalent.

A node of the first or second aspect may modify the Bloom filter or Bloom filter

equivalent by applying a bit permutation to the Bloom filter or Bloom filter equivalent.

A node of the first or second aspect may modify the Bloom filter or Bloom filter

equivalent by applying a random or pseudo-random bit permutation to the Bloom filter

or Bloom filter equivalent. (By a "random" permutation is meant that the permutation is

drawn randomly from among the set of all n ! permutations on n bits, with each of the n !

permutations having the same probability. By "pseudorandom" permutation is meant

that the permutation is drawn in a way which for all practical purposes is

indistinguishable from a random permutation.)



A node of the first or second aspect may modify the Bloom filter or Bloom filter

equivalent by applying a bit permutation that is dependent on at least one of a time-

dependent key and a session identifier.

A node of the first or second aspect may further modify the Bloom filter or Bloom filter

equivalent by encrypting the Bloom filter or Bloom filter equivalent. It may concatenate

the Bloom filter or Bloom filter with t pre-specfied bits (where t is a positive integer)

before encrypting the Bloom filter or Bloom filter equivalent.

A third aspect of the invention provides a network node, the network node being

located within a domain and adapted to receive, from another node, a packet having a

packet header containing an in-packet Bloom filter or Bloom filter equivalent that

contains routing information representing a route within the domain and to which a

modification that is linear with respect to the operation used to add links to the Bloom

filter or Bloom filter equivalent has been applied. The node is adapted to recover the

routing information from the Bloom filter or Bloom filter equivalent. For example, the

node may apply a reverse modification to the Bloom filter or Bloom filter equivalent

contained in the received packet, so as to recover the routing information. Whereas

the first and second aspects of the invention relate to modification of the in-packet

Bloom filter or Bloom filter equivalent before sending the packet, this aspect of the

invention relates to a node that receives a packet that contains a modified in-packet

Bloom filter or Bloom filter equivalent.

A node of the third aspect may forward the packet according to the recovered routing

information.

The modification applied to the Bloom filter or Bloom filter equivalent may comprise a

bit permutation and the network node may be adapted to recover the routing

information by applying a reverse bit permutation to the Bloom filter or Bloom filter

equivalent.

The modification applied to the Bloom filter or Bloom filter equivalent may further

comprise an encryption and the network node may be adapted to recover the routing

information by decrypting the Bloom filter or Bloom filter equivalent.



A node of the third aspect may compare the fill factor of the decrypted Bloom filter or

Bloom filter equivalent with a preset threshold, and to drop the packet if the fill factor of

the decrypted Bloom filter or Bloom filter equivalent exceeds the preset threshold.

A fourth aspect of the invention provides a method of routing a packet comprising

receiving, at a node in a domain, a packet having an in-packet Bloom filter or Bloom

filter equivalent encoding information about a route within the domain, and reversibly

modifying the in-packet Bloom filter or Bloom filter equivalent in a manner which is

linear with respect to the operation used to add links to the Bloom filter or Bloom filter

equivalent. The method then comprises forwarding the packet with its header

containing the modified Bloom filter or Bloom filter to another node.

A fifth aspect of the invention provides a method of providing packet routing

information, the method comprising generating, at a node, a Bloom filter or Bloom filter

equivalent encoding information about a route within a domain of a network, and

reversibly modifying the Bloom filter or Bloom filter equivalent in a manner which is

linear with respect to the operation used to add links to the Bloom filter or Bloom filter

equivalent. The method then comprises forwarding the modified Bloom filter or Bloom

filter to another node for inclusion in the header of a packet to be sent from the another

node.

A sixth aspect of the invention provides a method of providing packet routing

information, the method comprising receiving, at a network node, a packet having a

packet header containing an in-packet Bloom filter or Bloom filter equivalent that

contains routing information to which a modification has been applied, the modification

being linear with respect to the operation used to add links to the Bloom filter or Bloom

filter equivalent, the routing information representing a route within the domain. The

method then comprises recovering the routing information from the Bloom filter or

Bloom filter equivalent.

A method of the sixth aspect may further comprise forwarding the packet according to

the recovered routing information.

Brief Description of the Drawings



Preferred embodiments of the present invention will be described by way of example

with reference to the accompanying figures in which:

Figure 1 llustrates the basic principles of an iBF-based routing method;

Figure 2 llustrates the dynamic computation of a link identifier;

Figure 3 llustrates a permutation of a bitstring;

Figure 4 llustrates a reverse permutation of a bitstring;

Figure 5 llustrates an embodiment of the according to the present invention;

Figure 6 s a block flow diagram of a method according to the present invention;

Figure 7 s a block flow diagram of a method according to the present invention;

Figure 8 s a block flow diagram of a method according to the present invention; and

Figure 9 s a block flow diagram of a method according to the present invention.

Detailed Description

The present invention requires use of secure iBF routers only at the edge of a network,

and makes it possible to use simple basic iBF routers in the core of the network.

An iBF that encodes forwarding information for a path may be formed in any suitable

manner, for example by hop-by-hop collection by sending a packet containing a

collecting Bloom filter along the path for which the iBF is required. Within a domain the

iBF is collected and formed as described in PCT/EP 2008/061 167 and PCT/EP

2009/062785. Before (preferably immediately before) the iBF is passed to a

neighbouring domain, the iBF is reversibly transformed in a manner which is linear with

respect to the operation used to generate the Bloom filter, for example using a keyed

bit permutation function. The permutation function will move each bit of the iBF from its

place to another place in such a way that an attacker cannot guess the original

positions of the bits. It is important to note, that the reversible transformation need be

performed only once, at the boundary of the trusted domain. Other nodes within the

trusted domain need not be aware of the permutation or other modification used. In

effect, the permutation or other modification makes each router on a path behave as a

secure router against any outside attacker.



A bit permutation function is a function that moves bits of a bitstring from one position

in the bit string to another (Y. Hilewitz, Z Shi and R. Lee. "Comparing Fast

Implementations of Bit Permutation Instructions", in proceedings of 38th annual

Asilomar Conference on Signals, Systems, and Computers, pp. 1856-1863, 2004). As

an example, if we name the bits of the original string as B 1 , B2, B3, and B4 so that the

index number indicates the position of the bit in the string (i.e. B 1B2B3B4 is the original

bitstring), then B4B1 B3B2 is a potential permutation of the string. In our case, a good

pseudo-random permutation function is a function that provides an essentially equal

chance for a given bit of the original bitstring to end up at any location in the permuted

bitstring.

The permutation may be a static permutation, ie where the same permutation is always

used. For additional security, the permutation (or other modification) that is used may

be changed, for example at fixed time intervals, or may be tied to a given session

identifier (such as flow id or a pair of IP addresses).

In the embodiments described below, we assume that an inter-domain iBF is formed by

the routers collecting the iBF by a hop-by-hop method. That is, a collector packet is

sent via the path for which an iBF is wanted. Each router along the path stamps a

"collecting" iBF in the packet with the link identifier hop-by-hop corresponding to a link

of the path. Then, when the collector packet arrives at a secure router, for example at

a domain boundary, the secure router implements the permutation function disclosed

herein, ie, it additionally permutes the bits in the "collecting" iBF as well as adding its

respective link identifier. The resultant iBF is then passed to a second domain, and

further link identifiers may be added to the iBF by routers in the second domain (and in

principle a secure router at the boundary of the second domain may apply a further

permutation or modification before forwarding the iBF to a third domain, as the method

works when there are multiple trust boundaries and multiple bit permutations

performed on the path). However, the invention is not limited to collecting the iBF by a

hop-by-hop method, and the invention may be applied to any arrangement in which an

iBF is formed for a path, for example where an explicit, off-line iBF path computation

element (eg a topology manager) takes into account the permutation function(s) used

and their respective location along a given path or tree.



A preferred embodiment of the invention is essentially based on using pseudo-random

permutations. Permutations such as bit permutations are always invertible (reversible),

and use of a permutation thus allows the iBF to be reversibly transformed. That is, the

invertibility of the permutation ensures that, for each domain, the 1-bits in the iBF that

describe the links used for a particular flow will be in their original positions after the

reversing of the permutation. Furthermore, the number of 1-bits does not increase

before the packet is sent to the other domain, as would happen e.g. if the iBF were

encrypted instead. This enables the other domains to add further links identifiers into

the "collecting" iBF - if the number of 1-bits were to increase before the packet is

passed to another domain, the BF might become "full" with 1s, and the OR-ing in of link

identifiers for links in the other domain would not work properly. In addition, increasing

the number of 1-bits would lead to an increase in the probability of false positives.

Moreover, since the permutation is pseudo-random, we can ensure that existing

statistical analysis of "false positive rates" apply.

The formation of an iBF ("Z-formation") will be described, as background. In P. Jokela,

A . Zahemszky, C. Esteve Rothenberg, S. Arianfar, P. Nikander, "LIPSIN: Line speed

publish/subscribe inter-networking", Proceedings of ACM SIGCOMM 2009 and

PCT/EP 2008/061 167 ("LIPSIN"), a packet forwarding mechanism based on Link

Identifiers (LIDs), instead of IP addresses (or other types of end-to-end addresses) is

described. The idea is to compute each forwarding path on a separate path

computation element, called the Topology layer in LIPSIN. Each computed forwarding

path (or tree) contains a set of nodes, that must be passed on the way from the source

to the destination. Given the set of nodes, the needed outgoing LIDs were added to a

Bloom filter, making a compact representation of the forwarding tree. This Bloom filter,

called as an iBF, was passed from the Topology layer to the data source, to be put into

the data packet header when sent out from the source node. When a packet is routed

using the iBF, each router on the path checks the forwarding identifier to see if any of

its own outgoing interface LIDs had been included in the iBF. If that was the case, the

packet was forwarded out of that interface. As a result of this mechanism, forwarding

is a very efficient operation, consisting (in the basic form) of one bit-wise AND

operation and one comparison operation.



Figure 1 shows the general principle of Bloom filter based routing, according to LIPSIN.

LIPSIN described a packet forwarding mechanism based on Link Identifiers (LIDs),

instead of IP (or other types of end-to-end) addresses. The principle is to build a

forwarding path on the Topology layer, or at a separate path computation element such

as a Topology Manager), the forwarding path containing a set of nodes through which

a packet needs to pass on its way from the source to the destination. From this set of

nodes, the required outgoing LIDs are used to construct a Bloom filter, making a

compact representation of the forwarding tree. In figure 1 the Bloom filter is generated

by a process denoted schematically as 4 , in the example shown by "OR-ing" the LIDs

of the links forming the path (the process . This Bloom filter, or "iBF", is put into the

header of a data packet 2 to be sent out from a source node 1. (The process 4 of

generating the Bloom filter may be carried out at the source node 1 or it may be carried

out elsewhere, for example at a Topology Manager (not shown in figure 1) . The packet

2 is shown as containing a Flow ID which identifies the particular packet flow, and data.

Each intermediate node or router 3 on the path performs a matching operation

(denoted schematically as 5 in figure 1) on the iBF in a received packet, to check if any

of its own outgoing interfaces' LIDs had been included in the iBF carried in the packet.

If this is the case, the packet is forwarded out of that interface(s). As a result of this

mechanism, forwarding is a very efficient operation in [LIPSIN], consisting (in the basic

form) of one bit-wise AND and one comparison operation.

In Christian Esteve and Petri Jokela and Pekka Nikander and Mikko Sarela and Jukka

Ylitalo, "Self-routing Denial-of-Service Resistant Capabilities using ln-packet Bloom

Filters", proceedings of European Conference on Computer Network Defence (EC2ND)

2009 and PCT/EP 2009/62785 ("Z-FORMATION), instead of maintaining an explicit

forwarding table that contains a number of Link identifiers (or Link Identifier Tags, see

[LIPSIN]) for each outgoing interface, a more sophisticated approach was used. That

approach was based on dynamically computed, per-flow or per-packet link identifiers.

For each incoming packet, a fixed function Z was used to compute the corresponding

link identifiers using

(i) a periodically changing secret key K,

(ii) some in-packet information / (a flow or per-packet identifier), part of which may be

designated as a d value for z-Filter variation, and

(iii) the incoming and outgoing interface indices (In, Out).



The function Z produces a dynamically computed link identifier. This is depicted in

Fig. 2 , which shows link identifier(s) being computed upon receipt of an incoming

packet 6 at a node. The function Z compute a link identifier using, as inputs, the

incoming and outgoing interface indices ( IN port # and OUT port #), the time-

dependent key K(t), in-packet information, in the example of Figure 2 a Flow ID, and a

d value. The function Z computes one or more link identifiers LIT(d). As in LIPSIN,

also here each LIT(d) = Z (I , K(t), In, Out) is a Bloom mask of size m.

Note that separating the "d value" out from the Flow ID / is optional; from the

conceptual point of view, the d-value may be considered as part of the Flow ID.

As the iBF is now constructed using dynamic link identifiers instead of static link

identifiers, the resulting iBF are bound to the flow ID, a specific time period, and the

input interface index, in addition of being bound to the output interface index, as in

[LIPSIN]. Especially, having the Flow ID / as an input parameter tied the given iBF to

only those packets carrying the specified Flow ID.

While the [LIPSIN] solution was originally designed to be used in a publish/subscribe

style networking with separate rendezvous and topology functions, it is possible to use

it also in other types of networks. From that point of view, in this invention we

preferably utilise hop-by-hop IP forwarding as a topology function and each target end-

node as the rendezvous point.

Securing iBFs using permutations at the domain edges will now be described. For

some uses, static permutations are sufficient. Here we describe the method for

securing iBFs using keyed permutations at a domain edge. This section describes the

most essential new functionality disclosed in this invention.

Assume that an iBF being collected for a path between two domains A and B. Let the

path consist on links A1-A2-A3-B1-B2-B3, as shown in figure 5 . We further assume

that the collection process creates a reverse direction iBF, in other words, the

destination along the path, NB4, sends a signaling packet towards A 1 along the path,

initially along the link B3. The signalling packet contains a "collecting" iBF field that is

initially empty, i.e. contains all 0-bits.



From the point of view of node NB4, domain B is a "trusted domain", in that there is no

objection to nodes in domain B becoming aware of routing information relating to a

path in domain B. Domain A , however, is not a trusted domain from the point of view

of node NB4, so that it is preferred that a node in domain A does not become aware of

routing information relating to a path in domain B.

Each router on the path adds the link identifier for the "reverse" next hop (towards B3)

to the "collecting" iBF by bitwise ORing the received "collecting" iBF and the

appropriate link identifier together, resulting in a new, augmented "collected" iBF, to be

sent in a signaling packet to the next node. For example, router NB3 adds the link

identifier for the link B3 (which is the "reverse" next hop towards NB4) to the

"collecting" iBF by bitwise ORing the received "collecting" iBF and the link identifier for

link B3 together, and send the new, augmented iBF to the next node (NB2). Before the

signaling packet is passed from domain B to domain A , the last router within the

domain B, router NB1 , computes a pseudo-random permutation of the "collecting" iBF

gathered so far. Let the so-far-collected iBF that is received at router NB1 be

zFB1,B2,B3 (i.e. B 1 OR B2 OR B3) and let the permutation be P(zFB1,B2,B3). Then

router NB1 replaces the iBF zFB1,B2,B3 with the permuted iBF P(zFB1,B2,B3), and

sends a packet containing the permuted iBF P(zFB1,B2,B3) to the boundary router of

domain A (router A3 in figure 5).

Figure 6 is a block flow diagram showing the principal steps carried out at node NB1 .

Initially at step 1, node NB1 receives a packet, in this example, from node NB2, that

contains an iBF in the packet header. Node NB1 adds the link identifier for the

"reverse" next hop (that is for the hop to node NB2 in figure 5) to the iBF and then, at

step 2 of figure 6 , performs a reversible modification on the iBF as described above.

Node NB1 then forwards, at step 3 of figure 6 , the packet containing the modified iBF

to node NA3.

The iBF is then passed through domain A, with each router of domain A adding the link

identifier for the "reverse" next hop. Consequently, in the example of figure 5 the final

"collected" iBF will be:

A 1 OR A2 OR A3 OR P(B1 OR B2 OR B3),



where Ax denotes the link identifier as used by router x and P is the permutation

function used by router NB1 . Note that the P function does not change the number of

1-bits in the iBF, but it merely moves them to pseudo-random positions.

Once the iBF has been collected, the sender-node A 1 can use it to send packets along

the path. At nodes NA1 , NA2, NA3, NB2 and NB3 any iBF-containing data packet may

be handled as disclosed in prior art. However, at the first node within a receiving

domain (node NB1 in this case), an inverse of the pseudo-random permutation is

applied to the iBF.

Figure 8 is a block flow diagram showing the principal steps carried out at the node

NB1 when a packet is sent from domain A to domain B. Initially, at step 1, the node

NB1 receives a packet, in the example of figure 5 from node NA3. The packet

contains, in its header, an iBF. In the example of figure 5 , node NB1 will receive a

packet containing an iBF as sent by A 1, i.e. A 1 OR A2 OR A3 OR P(B1 OR B2 OR

B3). The node NB1 then, at step 2 of figure 8 , applies the reverse modification to the

iBF to recover the routing information - ie, in the example of figure 5 node NB1 applies

the reverse permutation P to the received iBF, which by virtue of linearity of P with

respect to the operation (in this example the OR operation) used to add links to the

Bloom-filter (see below), results in P (A1 OR A2 OR A3) OR B 1 OR B2 OR B3. The

iBF obtained by applying the reverse permutation in turn can be used by nodes NB1 ,

NB2, and NB3 according to known iBF routing techniques, so that, at step 3 of figure 8 ,

node NB1 forwards the packet according to the recovered routing information.

Requirements for the permutation function P (or other modification) will now be

explained in detail.

We require the permutation function to have the following property:

Let the operator + denote the building operation used to add a link to the Bloom filter

(this is the OR operation in the above example). Let P(D) be a pseudo-random

permutation, and P (□ ) be its reverse. Then, it is required that, for any equally long bit

strings x , y, and z :



P (x + P(y + z)) ≡ P (x) + P (P(y + z)) ≡ P x ) + y + z

In other words, P needs to be linear with respect to the operator "+". A bit permutation

function is an example of a function that satisfies that property, although any

permutation function that satisfies the requirements may be used in the invention .

Additionally, for the Bloom filter based forwarding to work properly, we require the other

property of that any value generated as a result of applying the permutation P, such as

the value sent to the A-domain , i.e. P(B1 OR B2 OR B3), must not affect packet

forwarding in domain A . That is, the generated value must interoperate with whatever

BF-routing scheme that domain A uses. Hence, use of encryption at the permutation

would not work in many cases as it would probably not preserve Bloom Filter

properties for domain A , e.g. would probably not maintain the false positive rate etc.

Figure 3 shows an example of a bit permutation function and Figure 4 shows the

corresponding reverse permutation . It will be seen that the effect of applying the bit

permutation function of figure 3 and the corresponding reverse permutation of figure 4

is to recover the original bitstring.

In a preferred embodiment the permutation function is not a static permutation function .

In a preferred embodiment the permutation function depends both on time and the

packet contents, and this is achieved using a keyed permutation function of the form:

where the symbol □ denotes the input string, K denotes a key that may be computed

based on some periodically changing key material K
,

and I denotes a session

identifier (which can be deduced from the packet). K and I together form an index,

denoting the specific permutation used to process the input string.



There are several known examples of keyed permutation functions. As a specific

example, pseudo random bit permutations can be used (see e.g. Y. Hilewitz, Z Shi and

R. Lee. "Comparing Fast Implementations of Bit Permutation Instructions", in

proceedings of 38th annual Asilomar Conference on Signals, Systems, and Computers,

pp. 1856-1863, 2004).

The session identifier can be, for example, a rendezvous identifier, an MPLS label, or

some information from the IP header of the packet (and potentially the transport

header), such as source and destination IP addresses (or subnet prefixes), port

numbers and protocol type, or any combination thereof.

To summarise, the permutation function P (or other modification) must satisfy one or

more, and preferably all, of the following requirements:

• Security: an attacker must not be able to infer the original positions of the 1-bits from

the permuted bitstring.

• Reversibility (all permutations are reversible and so satisfy this requirement).

• Compatibility with other iBF operations: the number of 1-bits that result from applying

P must be (approximately) equal to the number of 1-bits in the input.

Additionally, the key is preferably computable on-demand based on a router's private

information and on information related to a session (e.g. flow identifier). A number of

methods can be used for this, such as cryptographic hash functions.

Additionally, the permutation (or other modification) is preferably non-static- so that the

positions of the bits signifying certain links in the path are dependent on the flow, even

if most or all routers use the non-secure variant of iBFs.

From the point of view of security, it should be noted that the probability of guessing a

valid link ID that is part of some iBF, z , is the same as guessing the bit locations where

the corresponding bits are moved to by P(z). Thus, these two probabilities are the

same (dependent on the number of bits added by each link) and the P function does

not make it harder, nor easier, to guess a link inside the domain.



The function P may, for instance, be implemented as follows. Assume the total

number of bits in the iBF is n . Assume also we have a random cryptographic

permutation, F, that is applied on the set { 1 , 2 , n } . Such permutation can (as long

as n is even) be constructed from the well-known Luby-Rackoff construction (Luby, M.

and Rackoff, C. How to construct pseudo-random permutations from pseudo-random

functions, Advances in cryptology "CRYPTO'85", Springer Verlag). Now, to permute

the bit string x(1 ) , x(2), x(n), we just map it to x(F(1 )), x(F(2)), ... , x(F(n)).

The invention is not limited to the embodiments described above, and there are

variations that can still solve the problems addressed by this invention disclosure.

For example, if each domain utilizes its own iBF, then the filter used within a domain

can be encrypted at the domain border. In the above example of figure 5 , of creating

an iBF for the path from NA1 to NB4 via links A1-A2-A3-B1-B2-B3, this would mean

that the forwarding identifier for the path would contain a concatenation of two,

potentially shorter, Bloom Filters zF NA1-NB1 and zF NB1-NB4. This is quite suitable

for the unicast case, and for cases in which an iBF is sent across a trust boundary but

where the iBF will not be changed or augmented by the receiver. An example of the

latter could be sending the iBF from a provider edge (PE) router to a customer edge

(CE) router.

However, this variant may be problematic if it were applied to a case where an inter-

domain multicast tree is specified (e.g. the number of bits in the filter is increased).

Consider the following example: A multicast tree from A to (B1 ,B2,..., B20) is specified.

Then the forwarding identifier according to this variation should contain separate iBFs

for 2 1 different domains - and it should have enough structure for each domain to be

able to tell which part of the forwarding identifier specifies its local encrypted iBF.



In the description of the embodiment of figure 5 , the iBF for the portion of the path in

domain B (ie the portion from NB4 to NB1 ) was generated by sending a collector

packet from node NB4. The invention is not however limited to this, and the iBF for the

portion of the path in domain B may alternatively be generated by a Topology Manager

TM that has knowledge of the network topology of domain B. The generated iBF is

then sent from the Topology Manager TM to node NB1 . When node NB1 received the

iBF it then applies a reversible modification to the iBF as described above, puts the

modified iBF into the header of a packet, and forwards the packet to domain A.

Figure 7 is a block flow diagram showing the principal steps carried out at the Topology

Manager TM. Initially at step 1, the Topology Manager TM generates an iBF for the

portion of the path in domain B and then, at step 2 of figure 7 , the Topology Manager

TM performs a reversible modification on the iBF as described above. The Topology

Manager TM then forwards, at step 3 of figure 7 , a packet containing in its header the

modified iBF to node NB1 , for inclusion in the header of a packet to be sent from the

node NB1 .

In principle, the Topology Manager TM could generate the iBF for the portion of the

path in domain B, itself apply a reversible modification to the iBF, and forward the

modified iBF to node NB1 . When node NB1 received the iBF it puts the modified iBF

into the header of a packet, and forwards the packet to domain A . This embodiment

would require that the node NB1 has knowledge of the modification applied to the iBF

by the Topology Manager TM, so that node NB1 can apply the reverse modification to

the iBF in a packet received from domain 1 in order to recover routing the routing

information. (To do this, the Topology Manager TM and node NB1 need to share

knowledge of the permutation to be used. Either the Topology Manager TM or node

NB1 may decide which permutation to use, and then inform the other of the chosen

permutation.)



In a yet further variant, it is in principle possible for the Topology Manager TM to

generate the iBF for the portion of the path in domain B, and forward the iBF to a

another node in domain A (not shown), which applies a reversible modification to the

iBF, and forward the modified iBF to node NB1 . This would again require that the node

NB1 has knowledge of the modification applied to the iBF. (To do this, the node in

domain A and node NB1 need to share knowledge of the permutation to be used.

Either the node in domain A or node NB1 may decide which permutation to use, and

then inform the other of the chosen permutation.)

Figure 5 shows the Topology Manager TM within domain B but, in principle, the

Topology Manager TM could be outside domain B.

The variant of encrypting at the customer edge for increased security will now be

described. In the embodiments described above the iBF was modified by applying a

bit permutation. The invention is not however limited to this, and the iBF may be

modified in other ways provided that a potential attacker cannot deduce (or cannot

easily deduce) the original routing information from the modified iBF.

As one example, as briefly discussed above, the iBF may be encrypted before it is sent

outside its originating domain. The encryption may be additional to the bit permutation,

that is the encryption may be applied after the bit permutation. (It should be noted that

a bit permutation may be considered as an "encryption" in that it converts one bit string

into another bit string that (in principle) cannot be deciphered by someone is not aware

of the encryption process used. However, a bit permutation is not a particularly strong

encryption, and a more secure encryption would preferably be applied after the bit

permutation if it were desired to protect the contents of the iBF. While encryption may

be undesirable in some cases, there are some cases where encrypting the iBF can be

applied, such as cases where the recipient will not modify the iBF. In those cases

changing the maximum fill factor can be used to make brute force attacks more

difficult.



As disclosed in prior art, a maximum Bloom filter fill factor defines the maximum

number of 1-bits in a Bloom filter as a percentage of the total number of bits. As an

example, a 256-bits long BF with maximum fill factor of 0.4 is only allowed to have 102

bits set to 1. When fill-factor-based filtering is applied to iBF-base forwarding, each

router in the network first checks whether the iBF in the incoming packet has a fill

factor larger than the specified maximum value, and drops the packet if it does.

Figure 9 is a block flow diagram illustrating the principal steps of this method. At step 1

a packet is received (for example node NB1 of figure 5 receives a packet from domain

A) that contains routing information in the form of an encrypted iBF in its header (with

the encryption preferably having been applied after a bit permutation had been applied

to the iBF), and at step 2 the node decrypts the routing information to obtain a

decrypted iBF. At step 3 of figure 9 the node compares the fill factor of the decrypted

iBF with a threshold, for example checks whether the fill factor of the decrypted iBF

exceeds 0.4. At step 4 of figure 9 the node drops the packet if the fill factor of the

decrypted iBF exceeds the threshold, and otherwise forwards the packet according to

the routing information in the decrypted iBF (after performing a reverse bit permutation

if the encryption had been applied after a bit permutation).

The effects of fill-factor-based filter will now be considered in more detail.

Let us denote a pair of encryption and decryption functions as E(D ) and D(D ) ,

correspondingly. An iBF encryption system works so that a border router sends an

encrypted iBF to its neighbour router, i.e. it send E(zf) instead of zf, to prevent the

neighbour from modifying the filter or recovering any routing information from it. The

neighbour, when using the iBF for routing, will then place the encrypted version of the

iBF into a packet in place of the iBF. When the border router receives, from the

neighbour router a packet containing the encrypted iBF, the border router applies the

appropriate decryption function D(D ) to the received iBF, which in the case of an

encrypted iBF returns the original iBF.



However, a dishonest neighbour can still try a brute force technique by constructing

random cipher texts, i.e. sending many packets and always modifying the encrypted

version of the iBF so that the each packet contains different routing information. When

any of such packets is received in the trusted domain, the border router decrypts the

iBF field using D(D ) and then attempts to forward the packet to those links that match

the iBF recovered by applying D(D ) . Since the dishonest neighbour is putting different

routing information into each packet, the result of the decryption will be different for

each packet so that each packet is routed differently within the trusted domain. This

sort of attack may be countered by setting the maximum allowable fill factor of the iBF

below 0.5, for example, to 0.4, since this affects the probability of creating a valid iBF,

as the decryption of random strings can be assumed to produce strings with random

distribution of 0s and 1s. When using 256-bits long Bloom filters, the binomial

distribution ensures that the probability of getting a string with a smaller fill factor is in

the order of 5* 10 4 (approximated using a standard distribution with a mean of 128 and

the standard deviation of 8). Thus, the large majority of the attacking packets sent by

the neighbour will, when their iBF field is decrypted upon arrival in the trust domain,

produce an iBF having a fill factor greater than the maximum allowable fill factor and,

hence, the packets will be dropped.

Another way of making it more difficult for an attacker to guess a valid encrypted iBF

(of length m) is to:

1. Concatenate the iBF (preferably after applying bit permutation) with t pre-specified

bits that are e.g. all zeros.

2 . Encrypt all m+t bits.

Now an attacker needs to guess a bitstring that is m+t bits long, and which decrypts

into a bitstring ending with the t known bits. The probability of finding such a string is

low, being 2 ' .

The present invention has a number of advantages. As explained above, the present

invention enables secure use of iBF-based routing even in the presence of non-secure

routers/switches. Security can be handled at a domain border, so that only border

routers are required to be secure routers. The routers and switches elsewhere in a

domain can be either secure or non-secure variants.



The core of the invention is the modification of the bits in the iBF, for example by

secure keyed permutation, with the modification applied before passing the iBF to a

router outside the trusted domain, and then performing the reverse operation when a

packet is received from a node outside the trusted domain.

Compared to the routing methods described in PCT/EP 2008/061 167, PCT/EP

2008/063647, and PCT/EP 2009/062785, the present invention enables security and

privacy of intra-domain iBF information, even if the domain utilizes non-secure iBF

elements in its network. Only the routers at the domain boundary are require to be

secure iBF routers.

This invention enables a domain to form an identifier specifying a path and to let an

untrusted neighboring domain (a client, ally, or a competitor) utilize that identifier for a

particular flow. The details of the network topology within the trusted domain remain

hidden from nodes in the untrusted domain, which helps the network operator to keep

its network secure. As an example, when using inter-domain MPLS the operators do

not want to reveal the IP addresses of their routers, as this would lead to the possibility

of attacks against them. According to the invention, a path can be opened to a given

router for a pre-defined time and only with regards to a specific flow.

Moreover, only node NB1 in the example of figure 5 is required to perform the present

invention. The nodes NB2, NB3 and NB4 operate in exactly the same way as before,

and require no modification. The invention is effected by the "boundary node", that is

by the node which passes the signalling packet to domain A in construction of the iBF,

and which receives a packet from domain A during subsequent routing.

A further advantage of the invention is that is may also prevent loops and flow

duplication. For loop prevention it is not necessary for the permutations used to

depend on packet contents, and a static permutation may be used.



Loop and flow duplication happens when a consecutive series of "false positives"

causes a packet to follow a loop through nodes such that it returns to a border router in

the multicast tree specified by the iBF. In such a situation, the border router will

forward the packet along the links specified in the iBF in the packet - but these match

exactly the same links as before. Hence, the packet will inevitably follow the loop until

it reaches its hop count limit and is dropped. Each round of looping causes an

additional copy of the packet to be forwarded to all the nodes that reside in the sub-tree

of the border router, which may be a considerable waste of resources.

The described invention addresses this problem as follows. Each iBF-based router that

inspects the iBF contained in a received packet applies a reversible random bit

permutation (or other modification) to the bits of the iBF, performs the forwarding

decision based on the results of the permutation, and updates the iBF in the header.

Even if a packet should follow a loop and return to a router, the effect of the random bit

permutation (or other modification) is that, when the packet is received at the router for

the second time after following the loop, the bits in the iBF will be in random positions

compared to where they need to be to match the local edge-pair label in the router.

Assuming the bit positions are random, the probability of matching the same links (for

both the "correct" path and the ones that caused the loop) are approximately the same

as having false positives on any link.

The invention may be combined with the method described in PCT/SE 2010/050001 as

follows.

PCT/SE 201 0/050001 provides means for "on-line" generation of a per-packet-

encrypted Bloom Filter. In essence all packets routed along a sequence of links have

unique "random looking" iBFs so that, even if past iBFs are known, it is not possible for

an attacker to predict the value of the iBF for the next packet along the same path.

Moreover, each router may process the iBF at "line-speed", i.e. no buffering is needed

and the "decryption" of the iBF can be performed incrementally, as each bit of the iBF

arrives at the iBF. Accordingly, if routers in domain A of figure 5 use the techniques of

PCT/SE 2010/050001 , a node at the border of domain A may apply a bit-permutation

to the (already encrypted) iBF produced inside A (before forwarding to domain B).



CLAIMS:

1. A network node, the network node being located within a domain and adapted

to:

receive, from another node, a packet having an in-packet Bloom filter or Bloom

filter equivalent encoding information about a route within the domain;

reversibly modify the in-packet Bloom filter or Bloom filter equivalent; and

forward the packet with its header containing the modified Bloom filter or Bloom

filter to another node;

wherein the node is adapted to reversibly modify the in-packet Bloom filter or

Bloom filter equivalent in a manner which is linear with respect to the operation used to

add links to the Bloom filter or Bloom filter equivalent.

2 . A node as claimed in claim 1 wherein forwarding the packet to another node

comprises forwarding the packet to another node in another domain.

3 . A node as claimed in claim 1 wherein forwarding the packet to another node

comprises forwarding the packet to another node in the domain.

4 . A network node, the network node being associated with a domain and adapted

to:

generate a Bloom filter or Bloom filter equivalent encoding information about a

route within a domain of a network;

reversibly modify the Bloom filter or Bloom filter equivalent; and

forward the modified Bloom filter or Bloom filter to another node for inclusion in

the header of a packet to be sent from the another node;

wherein the node is adapted to reversibly modify the Bloom filter or Bloom filter

equivalent in a manner which is linear with respect to the operation used to add links to

the Bloom filter or Bloom filter equivalent.

5 . A node as claimed in any preceding claim and adapted to modify the Bloom

filter or Bloom filter equivalent so as not to substantially increase the number of "1"s in

the Bloom filter or Bloom filter equivalent.



6 . A node as claimed in any preceding claim and adapted to modify the Bloom

filter or Bloom filter equivalent by applying a bit permutation to the Bloom filter or Bloom

filter equivalent.

7 . A node as claimed in claim 6 and adapted to modify the Bloom filter or Bloom

filter equivalent by applying a random or pseudo-random bit permutation to the Bloom

filter or Bloom filter equivalent.

8 . A node as claimed in claim 6 or 7 and adapted to modify the Bloom filter or

Bloom filter equivalent by applying a bit permutation that is dependent on at least one

of a key and a session identifier.

9 . A node as claimed in any one of claims 1 to 8 and adapted to further modify the

Bloom filter or Bloom filter equivalent by encrypting the Bloom filter or Bloom filter

equivalent.

10. A node as claimed in claim 9 and adapted to concatenate the Bloom filter or

Bloom filter with t pre-specified bits (where t is a positive integer) before encrypting the

Bloom filter or Bloom filter equivalent.

11. A network node, the network node being located within a domain and adapted

to:

receive, from another node, a packet having a packet header containing an in-

packet Bloom filter or Bloom filter equivalent that contains routing information to which

a modification has been applied, the modification being linear with respect to the

operation used to add links to the Bloom filter or Bloom filter equivalent, the routing

information representing a route within the domain; and

recover the routing information from the Bloom filter or Bloom filter equivalent.

12. A network node as claimed in claim 11, and adapted to forward the packet

according to the recovered routing information.

13. A network node as claimed in claim 11 or 12 wherein the modification applied to

the Bloom filter or Bloom filter equivalent comprised a bit permutation and wherein the



network node is adapted to recover the routing information by applying a reverse bit

permutation to the Bloom filter or Bloom filter equivalent.

14. A network node as claimed in claim 11, 12 or 13 wherein the modification

applied to the Bloom filter or Bloom filter equivalent futher comprised an encryption and

wherein the network node is adapted to recover the routing information by decrypting

the Bloom filter or Bloom filter equivalent.

15. A network node as claimed in claim 14 and adapted to compare the fill factor of

the decrypted Bloom filter or Bloom filter equivalent with a preset threshold, and to drop

the packet if the fill factor of the decrypted Bloom filter or Bloom filter equivalent

exceeds the preset threshold.

16. A method of routing a packet comprising:

receiving, at a node in a domain, a packet having an in-packet Bloom filter or

Bloom filter equivalent encoding information about a route within the domain;

reversibly modifying the in-packet Bloom filter or Bloom filter equivalent; and

forwarding the packet with its header containing the modified Bloom filter or

Bloom filter to another node;

wherein modifying the in-packet Bloom filter or Bloom filter equivalent comprises

modifying the in-packet Bloom filter or Bloom filter equivalent in a manner which is

linear with respect to the operation used to add links to the Bloom filter or Bloom filter

equivalent.

17. A method of providing packet routing information, the method comprising:

generating, at a node, a Bloom filter or Bloom filter equivalent encoding

information about a route within a domain of a network;

reversibly modifying the Bloom filter or Bloom filter equivalent; and

forwarding the modified Bloom filter or Bloom filter to another node for inclusion

in the header of a packet to be sent from the another node;

wherein modifying the in-packet Bloom filter or Bloom filter equivalent comprises

modifying the Bloom filter or Bloom filter equivalent in a manner which is linear with

respect to the operation used to add links to the Bloom filter or Bloom filter equivalent.

18. A method of providing packet routing information, the method comprising:



receiving, at a network node, a packet having a packet header containing an in-

packet Bloom filter or Bloom filter equivalent that contains routing information to which

a modification has been applied, the modification being linear with respect to the

operation used to add links to the Bloom filter or Bloom filter equivalent, the routing

information representing a route within the domain; and

recovering the routing information from the Bloom filter or Bloom filter

equivalent.
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