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System and Method to Store Third-Party Metadata in a Cloud Storage System

Cross-Reference to Related Applications

[8001] This application claims priority to U.S. Provisional Application Serial No.

61/806,079, filed on March 28, 2013, entitled "System and Method to Store Third-Party

Metadata in a Cloud Storage System," the entire contents of which are hereby incorporated

by reference.

Background

[8002] Personal computers traditionally store files locally on a medium directly accessed by

the computer generating or editing the files. As network access has become more

widespread, it has become feasible to store files on a remoie network. Storing files on a

remote network, also referred to as cloud storage, allows a user to access the files using any

device that can access the network. Such cloud storage systems reduce the user's need for

local storage capacity and assure the user that, regardless of which device is accessing a file,

an up-to-date copy of the file is being accessed.

[8003] Existing cloud storage systems limit the metadata associated with the files they

store. Such systems may record information corresponding to different metadata categories,

such as a name of the file, a creation date of the file, the last time the contents of the file were

modified, or other suitable information that is typically limited to a set of predetermined

categories of metadata. Applications interacting with the files stored in existing cloud storage

systems are therefore restricted to either using the predetermined metadata categories or

relying on a second storage system to keep track of metadata that the cloud storage system

does not store.



Summary

[8004] Thus there exists a need in the art to allow applications to generate and interact with

alternative metadata categories. The systems and methods described herein allo a cloud

storage system to store third-party-generated metadata that is associated with a file but may

not be associated with a predefined metadata category. The systems and methods described

herein further allow a cloud storage system to identify files to third-party applications based

on one or more metadata elements.

[0005] In certain aspects, the systems and methods described herein relate to providing

metadata associated with a file stored on a cloud storage system to an application. Metadata

may include a text string, a numerical value, a date or time, or other suitable information, and

in some implementations some metadata may change as a predetermined function of time.

The cloud storage system may include a communication processor that receives a request to

access metadata associated with the file. The communication processor identifies a first

application associated with the request, and identifies a first set of metadata categories

associated with the first application. The communication processor filters metadata

associated with the file based on the first set of metadata categories, and provides the filtered

metadata to the application. In some implementations, the communication processor also

identifies whether a user is associated with a metadata category and which user is associated

with the request, and such information may also be used to filter metadata associated with the

file. In some implementations, the communication processor also generates both metadata

categories in the first set of metadata categories and metadata in such categories. In some

such implementations, the communication processor also deletes such metadata categories

when a user revokes permission of their associated application to access the file.

[8006] In certain aspects, the systems and methods described herein relate to creating

metadata associated with a file stored on a cloud storage system. The cloud storage system



may include a communication processor that receives a request to access the file with an

application. The communication processor identifies the application and generates a

metadata category associated only with the identified applicaiion. The communication

processor creates metadata associated with the generated metadata category and

corresponding to the file. In some implementations, the communication processor deletes the

metadata category in response to a user revoking permission of the application to access the

file.

Brief Description of the Drawings

[0007] The systems and methods described herein are set forth in the appended claims.

However, for the purpose of explanation, several embodiments are set forth in the following

drawings.

FIG. 1 is a block diagram of a cloud storage system, according to an illustrative

implementation;

[80 9] FIG. 2 is a block diagram of a cloud storage engine, according to an illustrati ve

implementation;

[0010] F G. 3 is a table depicting a exemplary file database storing the contents of and

metadata associated with files, according to an illustrative implementation;

[8011] FIG. 4 is a flow chart of a process for searching for files on a cloud storage system

based on metadata associated with the files, according to an illustrative implementation;

[0012] FIG. 5 is a flow chart of a process for providing access to metadata associated with a

file on a cloud storage system, according to an illustrative implementation;

[00 ] FIG. 6 is a flow chart of a process for editing metadata associated with a file stored

on a cloud storage system, according to an illustrative implementation; and

[8014] FIG. 7 is a block diagram of a computing device for performing any of the processes

described herein, according to an illustrative implementation.



Detailed Description

[80 ] n the following description, numerous details are set forth for the purpose of

explanation. However, one of ordinary skill in the art will realize ha the implementations

described herein may be practiced without the use of these specific details and that the

implementations described herein may be modified, supplemented, or otherwise altered

without departing from the scope of the systems and methods described herein.

[8(516] The systems and methods described herein relate to accessing and editing metadata

associated with a fife stored on a cloud storage system. The cloud storage system may allow

applications to create application-specific metadata for a fsle, and may further identify files

based on general or application-specific metadata. The cloud storage system may restrict

which users or which applications may access or alter metadata associated with certain

metadata categories.

[8817] Figure 1 is an illustrative block diagram of a cloud storage system 0, which

provides remote storage of and access to computer files. Computer files may include text,

pictures, audio files, video files, presentation files, spreadsheets, binary data fifes, computer

instructions, HyperText Markup Language (HTML) files, or other suitable files. Files are

stored on cloud storage device 102, which may include a server, a personal computer, a

mainframe, a cluster of computing devices, or some other suitable computing device, and

which is described in more detail in relation to FIG. 2 Files may be uploaded to or accessed

from cloud storage device 2 via network 04. Neiwork 4 is a computer network, and in

certain implementations may be the Internet. As depicted, user devices 06A and 106B

(collectively user devices 06) may interact with cloud storage device 02 through network

04.

[0018] A user device 106 is a computing device that may be used to access cloud storage

device 02, and may be a personal laptop computer, a personal desktop computer, a tablet



computer, a smartphone, or some other suitable computing device. User device 06 may

include installed applications, or may have access to applications that are capable of

accessing or altering files stored on cloud storage device 02 In certain implementations,

user device 6 may store information regarding one or more users, the data processing

capacity of user device 106, a list of installed applications, a list of file types accessible by

each installed application, the categories of metadata used by each installed application, or

other suitable information regarding the capability of use device 06 o access files stored on

cloud storage device 102. n such implementations, user device 6 may be configured to

transmit a portion or the whole of such information upon first connecting to cloud storage

device 102, in response to a query by cloud storage device 102, or under other suitable

circumstances.

[8019] Cloud storage system 00 stores computer files and allows a user to access the fifes

with a remote user device 6. A user device 6 connects to cloud storage device 2.

through network 104. An application on user device 6 may generate, access, edit, or delete

metadata associated with a file stored on cloud storage device 02.

[ 2 ] Figure 2 is an illustrative block diagram of a cloud storage engine 200, which may

act as the cloud storage device 02 of FIG. Cloud storage engine 200 allows user device

06 to access files over network 104. Cloud storage engine 200 transmits and receives data

through communication port 202. Communication processor 204 identifies user instructions

received through communication port 202 and stores or transmits information based on the

received instructions. The content and metadata of files may be stored in file database 206,

user information may be stored in user database 208, and information regarding applications

may be stored in application database 2 . Authentication processor 212 may verify that a

request to access or edit information associated with cloud storage engine 200 is authorized.



[002 ] The depicted communication port 202 is a network port which receives user

commands via network 4 and transmits information sent by cloud storage engine 200

Communication port 202 may include a 100BASE-TX port, a 1000BASE-T port, a

0GBASE-T port, a Wi-Fi antenna, a cellular antenna, or other suiiable network ports. In

certain implementations, there may be a different number of ports than are depicted. In

certain implementations, communication port 202. may provide secure communications, such

as by using the Secure Sockets Layer (SSL) protocol, the Transport Layer Security (TLS)

protocol, or other suitable protocol.

[0022] Communication processor 204 may be a computer processor which identifies

instructions received through communication port 202 and may store or transmit information

in response. Upon a user connecting to cloud storage engine 200, communication processor

204 may identify the user, in certain implementations by comparing login information

provided by the user to information stored in user database 208. Communication processor

204 may further identify the user device 106 or an application thereon from packet headers

identifying the source of data received from the user, by querying the user device 06, from

information provided by the user device 06 at login, or through some other suitable method

of identifying the user device or an application thereon. Communication processor 204 may

respond to a user command by identifying files having metadata that meets criteria provided

in the user command, by transmitting metadata associated with one or more files to a user, by

editing metadata associated with a file, or by some other suiiable measure according to the

command. Communication processor 204 may also provide access to or edit content of a file

according to a user command, which in some implementations may also cause

communication processor 204 to edit metadata associated with the file. As an illustrative

example of such implementations, upon implementing a user edi to the content of a file,



communication processor 204 may also adjust metadata indicating the last time the file was

edited.

[8023] File database 206 may be a computer-readable and -writable medium storing at least

one file associated with a cloud storage system 0. In some implementations, a portion of

file database 206 may be accessed through a remote network. Such a portion may be a third-

party database. Files stored on file database 2.06 may include text, images, audio files, video

files, spreadsheets, presentation files, HTML files, or other suitable computer files. File

database 206 may also store metadata associated with each file. Each item of metadata may

correspond to a metadata category, such as a Multipurpose Internet Mail Extensions (MIME)

type of the file, the time at which the file was generated, or other suitable metadata category.

A metadata category may be associated with every file in file database 206 or with only a

portion of the files in file database 206. As an illustrative example, each file in file database

206 may have a file identifier, while only files associated with a particular application may be

associated with a metadata category unique to the application. In certain implementations,

metadata may be stored in a database separate from file database 206.

[0024] Each category of metadata may be general or application-specific. General

metadata may be accessible to any application associated with the file, and in some

implementations any application associated w h the file may edit general metadata.

Application-specific metadata may be accessible to and edited by a single application. In

some implementations, application- specific metadata may be accessible to a set of

applications. In some such implementations, a subset of the applications may edit the

application-specific metadata. File database 206 may store information indicating whether a

category of metadata is general or application-specific, and with which application or set of

applications an application-specific category of metadata is associated. In some

implementations, any application may generate general metadata categories. In some



implementations, information about whether metadata is general or application-specific may

be stored in application database 2 .

[8025] Each category of metadata may also be public or private. Public metadata may be

accessed by any user with permission to access the file, while private metadata may only be

accessed by an owner of the metadata or a user that the owner authorized to access the private

metadata. As an illustrative example, a filename may be public metadata, while metadata

indicating the stage of a document within a workflow may be private metadata. File database

206 may store information indicating whether a category of metadata is public or private, and

which user or set of users may access or edit public or private metadata. In some

implementations, information about whether metadata is public or private may be stored in

user database 208.

[8026] in some implementations, a metadata category may be associated with another

metadata category. As an illustrative example of such implementations, a first metadata

category may indicate a document priority, while a second metadata category may indicate a

deadline after which the document priority will change.

[8027] User database 208 may be a computer-readable and -writable medium storing

information associated with at least one user of cloud storage engine 200. The information

may include one or more of a usemame and password associated with a user, a list of the files

associated with each user, a list of at least one user device 106 associated with the user, a list

of applications available to a user, a list of each application the user has authorized to access

each file or file type represented in the user's files, user-specified preferences, or other

suitable user information.

[8028] Application database 2 may be a computer-readable and -writable medium storing

information regarding applications associated with cloud storage engine 200. Application

database 210 may store metadata associated with an application, which may include metadata



categories visible to the application, metadata categories that may be edited by the

application, fi e types the application is capable of opening, the users authorized to use the

application, or other suitable information. In some implementations, application database

210 may include compiled or uncompiled computer instructions comprising an application, a

link to access a cloud application, a link to download a native application, an icon associated

with the application, a description of the application, or other suitable information regarding

an application. In some implementations, some applications may be stored as computer

instructions that may be performed by a web browser run on a user device 106, which may be

written in HTML, JavaScript, Asynchronous JavaScript and XML (Ajax), or another suitable

computer language. In some such implementations, a stored application may be executed by

cloud storage engine 200 and one or more outputs from the application may be transmitted to

a user device 1 6

2 J Authentication processor 12 may be a computer processor that blocks unauthorized

access or editing of information associated with cloud storage engine 200. Unauthorized

access may be detected by comparing one or more of a username and password combination,

information identifying a user device 1 6, geographic information associated with the user

device 6, or other suitable information with information stored in user database 208. If a

request to access or edit information is not successfully verified, authentication processor 212

may transmit a message to the user or a system administrator, block user device 106,

temporarily lock the user account, o take some other predetermined action. In certain

implementations, if a user device 106 has not previously been connected to cloud storage

engine 200, authentication processor 212 may require the user to provide identification

information, which may include a username and password combination, an identification

number provided to the user by a voice or text message sent to a telephone number previously

provided by the user, or other predetermined identification information. In certain



implementations, authentication processor 2 may verity that an applicaiion may he allowed

to access or edit contents or metadata of a file by searching file database 206, user database

208, and appiication database 210 to determine whether the application is associated with the

user who generated the request, whether the user is permitted to access or alter the file,

whether the application is associated with the category of metadata being accessed or edited,

whether the user has authorized the application to access the file or the fs e type, or other

suitable verification information. n some such implementations, authentication processor

212 may verify a security token provided by the application against information stored in one

or more of file database 2.06, user database 208, or application database 2. f an

applicaiion is not authorized to access information, authentication processor 212 may prevent

the application from accessing the information, transmit a message to the user or a system

administrator, or take some other suitable action. In certain implementations, such a message

to the user may ask if the user wishes to authorize the application to access the information.

In certain implementations, authentication processor 212 may establish a secure connection

with user device 6 using a protocol such as the SSL or TLS protocols.

[0030] Cloud storage engine 2.00 receives transmissions from user device 06 at

communication port 202 via network 104. Communication processor 204 may identify an

account associated with a user upon the establishment of a connection with a user device 106,

and authentication processor 2 2 may compare information provided by user device 106 with

information stored in user database 208 to verify that the user has access to the account.

Communication processor 204 may identify files based on metadata associated with the file.

Authentication processor 2 2 may verify that requests to access or edit one or more metadata

categories associated with a fi e were generated by a user and an application authorized to

access or edit the metadata categories, and, if the request is successfully verified,

communication processor 204 may implement the request.



[0031] Figure 3 is a illustrative table depicting a file database 300, such as the file

database 206 described in relation to FIG 2. As depicted, file database 300 stores files 302A,

302B, and 302C, collectively files 302. For each file 302, file database 300 records the

content 304 of the file as well as three categories of metadata describing each file. Metadata

category 306 is a public, general category, and indicates the name of the file 302. Metadata

category 308 is a public, general category, and indicates the type of the file 302. Metadata

category 3 0 is a private, application-specific category, and indicates which user is next in

line to approve the associated file 302. Thus, an authorized search for files with "Kate" as

their metadata in metadata category 3 0 would return files 302. A and 302B, while a similar

search for image files named "Lorem" would return no files. The metadata categories here

depicted may vary in number, whether they are public or private, whether they are general or

application-specific, and in the information they record. Likewise, the number, content, and

associated metadata of files 302 may vary from how they are here depicted. A s an illustrative

example, file 302A may be associated with application-specific metadata associated with

metadata category 3 0, while file 302B may not be associated with any application-specific

metadata a all. n some implementations, metadata in a metadata category may vary with

time. As an illustrative example of such implementations, a metadata category may indicate

the priority of a document, which may increase with time.

[0032] Figure 4 is an illustrative flow chart of a metadata search process 400. Metadata

search process 400 identifies one or more files matching criteria provided by a user or an

application. Referring also to FIG. 2, metadata search process 400 begins with step 40 , in

which communication processor 204 receives a request to identify one or more files based on

metadata criteria. The request may be generated by a user through an application run on or

provided to user device 106, and the application may be an operating system, a web browser,

a document editing application, or some other suitable application. Metadata criteria may



include one or more of a text string associated with a metadata category, a range of numerical

values associated with a metadata category, a range of dates and times associated with a

metadata category, the absence of a text string associated with a metadata category, or other

suitable criteria.

[8033] in step 402, communication processor 204 identifies the user and the application

associated with the request based on the source of the request, a token associated with the

request, or some other suitable indicator. In step 403, authentication processor 2. verifies

that both the user and the application generating the request are authorized to access the

metadata categories associated with the request made in step 40 . If the request is made by

an unauthorized user or application, metadata search process 400 ends with communication

processor 204 taking remedial action in step 404. The remedial action may include indicating

that there are no files meeting the criteria of step 4 , blockmg the application from accessing

cloud storage engine 200, alerting the user or a system administrator, transmitting a message

to the user informing them how they may gain access to the file, or some other appropriate

action. If authentication processor 212 instead verifies that the user and the application are

authorized to access the varieties of metadata indicated in the search of step 40 , metadata

search process 400 continues to step 405.

[8034] In step 405, communication processor 204 determines which files are available to

the user identified in step 402 The determination may be based on user-related metadata

stored in file database 206 or in a listing of files associated with a user stored in user database

208. In step 406, communication processor 204 then identifies which of the available files

meet the requested metadata criteria. 'This information may be provided to a user or to an

application as a list of filenames or other file identifiers. In some implementations, the list

may also pro vide information such as the metadata associated with the criteria of step 40 1.



[8(535] Figure 5 is a illustrative flow chart of a metadata access process 500. Metadata

access process 500 provides metadata associated with one or more files. Referring also to

FIG 2, metadata access process 500 begins with step 5 , in which communication processor

204 receives a request for access to metadata associated with a file. The request may be

generated by a user through an application run on or provided to user device 106, and the

application may be an operating system, a web browser, a document editing application, or

some other suitable application.

[8036] n step 502, communication processor 204 identifies the user and the application

associated with the request based on the source of the request a token associated with the

request, or some other suitable indicator. In step 503, authentication processor 212 verifies

that both the user and the application generating the request are authorized to access the

metadata requested in step 501. If the request is made by an unauthorized user or application,

metadata search process 500 ends with communication processor 204 taking remedial action

in step 504. The remedial action may include indicating that the requested metadata is not

available, blocking the application from accessing cloud storage engine 200, alerting the user

or a system administrator, transmitting a message to the user informing them how they may

gain access to the metadata, or some other appropriate action. If authentication processor 2 2

instead verifies that the user and the application are authorized to access the metadata

requested in step 5 , metadata search process 500 ends with step 505, in which

communication processor 204 retrieves the requested metadata from file database 206 and

provides it to the user through the application used to generate the request.

[8837] Figure 6 is an illustrative flow chart of a metadata edit process 600. Metadata edit

process 600 edits metadata associated with a file. Referring also to FIG 2, metadata edit

process 600 begins with step 60 1, in which communication processor 204 receives a request

to edit metadata associated with a file. The request may be generated by a user through an



application run on or provided to user device 106, and the application may be an operating

system, a web browser, a document editing application, or some other suitable application.

[8038] In step 602, communication processor 204 identifies the user and the application

associated with the request based on the source of the request, a token associated with the

request, or some other suitable indicator in step 603, authentication processor 2 verifies

that both the user and the application generating the request are authorized to make the edit

requested in step 6 . If the request is made by an unauthorized use or application, metadata

edit process 600 may end with communication processor 204 taking remedial action in step

604. The remedial action may include blocking the application from accessing cloud storage

engine 200, alerting the user or a system administrator, transmitting a message to the user

informing them how they may gain access to the file, or some other appropriate action. If

authentication processor 212 instead verifies that the user and the application are authorized

to make the edi requested in step 601, metadata edit process 600 continues to step 605.

[8(539] In step 605, communication processor 204 determines whether the file is associated

with the metadata category associated with the request of step 6 . If so, metadata edit

process 600 ends with step 606, in which communication processor 204 edits the metadata

according to the request of step 6 . If not metadata process 600 continues to step 607, in

which communication processor 204 determines whether the metadata quota associated with

the file has been reached. A metadata quota may restrict the number of metadata categories

associated with a file, the number of an application's application-specific metadata categories

associated with a file, or otherwise restrict the metadata that may be associated with a file.

As an illustrative example of a metadata quota, a file may be restricted to having one hundred

metadata categories, with a maximum of thirty application-specific metadata categories

associated with any one application. If there is space to store the metadata category,

metadata edit process 600 ends with step 608, in which communication processor 204



generates the metadata category for the file and stores the requested metadata therein. Thus,

the metadata stored in cloud storage engine 200 is not limited to a hardcoded set of metadata

categories, but may accept arbitrary metadata categories generated by applications accessing

cloud storage engine 200. In some implementations, there may be no quota, in which case

step 607 would always be followed by step 608. Otherwise, if storing the metadata would

cause the metadata quota to be exceeded, metadata edit process ends with step 609, in which

the request is denied. In step 609, communication processor 204 may iransmit an error code

to user device 106, generate a message indicating what metadata may be deleted to allow the

request to be fulfilled, or generate some other suitable message to user device 6

[8048] In some implementations, metadata quota may also or alternatively limit the size

of metadata associated with a file, such as the amount of memory available for a metadata

category, the amount of memory available for all metadata associated with a file, or some

other suitable limit. n such implementations, step 605 or step 607 may be followed by step

609 if the requested edit would cause the metadata quota to be exceeded.

[8041] Figure 7 is a block diagram of a computing device that can be used to implement or

support any of the components of the system of FIG. 1 or 2, and for performing any of the

processes described herein. Cloud storage engine 200 may be implemented on one or more

computing devices 700 having suitable circuitry, and user device 106 may communicate with

cloud storage device 1 2 through one or more computing devices 700 having suitable

circuitry. In certain aspects, plurality of the components of cloud storage system 00 may

be included within one computing device 700. In certain implementations, a component and

a storage device may be implemented across several computing devices 700.

[8042] The computing device 700 comprises a least one communications interface unit, an

input/output controller 710, system memory, and one or more data storage devices. This can

support a network connection such as a connection to network 104 in FTG. I . The system



memory includes at least one random access memory (RAM 702) and at least one read-only

memory (ROM 704) RAM 702 can support the file database 206 of FIG. 2, for example.

All of these elements are in communication with a central processing unit (CPU 706) to

facilitate the operation of the computing device 700. The computing device 700 may be

configured in many different ways. For example, the computing device 700 may be a

conventional standalone computer or alternatively, the functions of computing device 700

may be distributed across multiple computer systems and architectures. In FIG. 7, the

computing device 700 may be linked, via network or local network, to other servers or

systems.

[8043] The computing device 700 may be configured in a distributed architecture, wherein

databases and processors are housed in separate units or locations. Some units perform

primary processing functions and contain, at a minimum, a general controller or a processor

and a system memory. n distributed architecture implementations, each of these units may

be attached via the communications interface unit 708 to a communications hub or port (not

shown) that serves as a primary communication ink with other servers, client or user

computers, and other related devices. The communications hub or port may have minimal

processing capability itself, serving primarily as a communications router. A variety of

communications protocols may be part of the system, including, but not limited to: Ethernet,

SAP, SAS™, ATP, BLUETOOTH™, GSM, and TCP/IP.

[8(544] The CPU 706 comprises a processor, such as one or more conventional

microprocessors and one or more supplementary co-processors such as math co-processors

for offloading workload from the CPU 706. The CPU 706 is in communication with the

communications interface unit 708 and the input/output controller 7 , through which the

CPU 706 communicates with other devices such as other servers, user terminals, or devices.

The communications interface unit 708 and the input/output controller 71 may include



multiple communication channels for simultaneous communication with, for example, other

processors, servers, or client terminals.

[8045] The CPU 706 is also in communication with the data storage device. The data

storage device may comprise an appropriate combination of magnetic, optical, or

semiconductor memory, and may include, for example, RAM 702, ROM 704, flash drive, an

optical disc such as a compact disc, or a hard disk or drive. The CPU 706 and the data

storage device each may be, for example, located entirely within a single computer or other

computing device; or connected to each other by a communication medium, such as a USB

port, serial port cable, a coaxial cable, an Ethernet cable, a telephone line, a radio frequency

transceiver, o other similar wireless or wired medium or combination of the foregoing. For

example, the CPU 706 may be connected to the data storage device via the communications

interface unit 708. The CPU 706 may be configured to perform one or more particular

processing functions.

[8(546] The data storage device may store, for example, (i) an operating system 712 for the

computing device 700; (ii) one or more applications 714 (e.g., computer program code or a

computer program product) adapted to direct the CPU 706 in accordance with the systems

and methods described here, and particularly in accordance with the processes described in

detail with regard to the CPU 706; or (iii) database(s) 7 adapted to store information that

may be utilized to store information required by the program. The depicted database 7 6 can

be any suitable database system, and can be a local or distributed database system.

[8(547] The operating system 712 and applications 7 4 may be stored, for example, in a

compressed, an uncompiled and an encrypted format, and may include computer program

code. The instructions of the program may be read into a main memory of the processor from

a computer- readable medium other than the data siorage device, such as from the ROM 704

or from the RAM 702, or from a computer data signal embodied in a carrier wave, such as



that found within the well-known Web pages transferred among devices connected to the

Internet. While execution of sequences of instructions in the program causes the CPU 706 to

perform the process steps described herein, hard-wired circuitry may be used in place of, or

in combination with, software instructions for implementation of the processes of the present

disclosure. Thus, the systems and methods described are not limited to any specific

combination of hardware and software.

[8(548] Suitable computer program code may be provided for performing one or more

functions in relation to a cloud storage system as described herein. The program also may

include program elements such as an operating system 7 , a database management system,

and "device drivers" that allow the processor to interface with computer peripheral devices

(e.g. , a video display, a keyboard, a computer mouse, etc.) via the input/output controller 0.

[8049] The term "computer-readable medium" as used herein refers to any non-transitory

medium that provides or participates i providing instructions to the processor of the

computing device 700 (or any other processor of a device described herein) for execution.

Such a medium may take many forms, including but not limited to, non-volatile media and

volatile media. Non-volatile media include, for example, optical, magnetic, or opto-magnetic

disks, or integrated circuit memory , such as flash memory. Volatile media include dynamic

random access memory (DRAM), which typically constitutes the main memory. Common

forms of computer-readable media include, for example, a floppy disk, a flexible disk, hard

disk, magnetic tape, any other magnetic medium, a CD-ROM, DVD, any other optical

medium, punch cards, paper tape, any other physical medium with patterns of holes, a RAM,

a PROM, an EPROM or EEPROM (electronically erasable programmable read-only

memory), a FLASH-EEPRQM, any other memory chip or cartridge, or any other non-

transitory medium from which a computer can read.



[8(558] Various forms of computer readable media may be involved in carrying one or more

sequences of one or more instructions to the CPU 706 (or any other processor of a device

described herein) for execution. For example, the instructions may initially be borne on a

magnetic disk of a remote computer (not shown). The remote computer can load the

instructions into its dynamic m em or ' and send the instructions over an Ethernet connection,

cable line, or even telephone line using a modem A communications devic local to a

computing device 700 (e.g., a server) can receive the data on the respective communications

line and place the data on a system bus for the processor. The system bus carries the data to

main memory, from which the processor retrieves and executes the instructions. The

instructions received by main memory ma optionally be stored in memory either before or

after execution by the processor. In addition, instructions may be received via a

communication port as electrical, electromagnetic, or optical signals, which are exemplary

forms of wireless communications or data streams that carry various types of information.

[8(551] Some implementations of the above described may be implemented by the

preparation of application-specific integrated circuits or by interconnecting an appropriate

network of conventional component circuits, as will be apparent to those skilled in the art.

Those of skill in the ai would understand that information and signals may be represented

using any of a variety of different technologies and techniques. For example, data,

instructions, requests, information, signals, bits, symbols, and chips that may be referenced

throughout the above description may be represented by voltages, currents, electromagnetic

waves, magnetic fields or particles, optical fields or particles, or any combination thereof.

[8052] While various embodiments of the present disclosure have been shown and

described herein, it will be obvious to those skilled in the art that such embodiments are

provided by way of example only. Numerous variations, changes, and substitutions will now

occur to those skilled in the art without departing from the disclosure. For example, users



may have metadata quotas rather than individual files, uninstalling an application or revoking

its access to a file may delete application-specific metadata associated with the application, or

changing metadata associated with a folder of the computer system may change

corresponding metadata of the files contained within the folder. It shoidd be understood that

various alternatives to the embodiments of the disclosure described herein may be employed

in practicing the disclosure. Elements of an implementation of the systems and methods

described herein may be independently implemented or combined with other

implementations. Tt is intended that the following claims define the scope of the disclosure

and that methods and structures within the scope of these claims and their equivalents be

covered thereby.



CLAIMS

We claim:

. A computer-implemented method of providing metadata associated with a file stored on a

cloud storage system to a first application, comprising:

receiving a request to access metadata associated with the file;

identifying the first application, wherein the first application is associated with the

request;

identifying a first set of metadata categories, wherem the first set of metadata

categories is associated with the first application;

filtering metadata associated with the file based on the first set of metadata

categories: and

providing the filtered metadata to the first application.

2 . The method of claim , further comprising:

generating the first set of metadata categories and second set of metadata categories,

wherein the second set of metadata categories is not associated with the first application;

and

generating metadata associated with the first application, wherem the generated

metadata is in a metadata category in the first set of metadata categories.

3. The method of claim 1, wherein at least one metadata category in the first set of metadata

categories is only associated with the first application.

4. The method of claim 1, wherein at least one metadata category in the first set of metadata

categories is associated with a second application.

5. The method of claim , wherein at least one metadata category in the first set of metadata

categories is associated with a first user.

6 The method of claim 5, further comprising:



identifying a second user associated w h the request;

determining whether the second user is associated with the fife; and

in response to determining that the second user is associated with the file,

providing the filtered metadata to the first application.

7. The method of claim 1, wherein metadata associated with at least one metadata category

in the first set of metadata categories is a predetermined function of time.

8. The method of claim 1, wherein metadata includes a text string.

9. The method of claim 1, wherein metadata includes a numerical value.

0. The method of claim , wherein metadata includes a date and time.

1. The method of claim 1, wherein a first metadata category in the first set of metadata

categories is associated with a second metadata category in the first set of metadata

categories.

12. The method of claim , further comprising verifying that the first application is

authorized to access the file.

3. A computer-implemented method of creatmg metadata associated with a file stored on a

cloud storage system, comprising:

receiving a request to access the file with an application;

identifying the application;

generating a metadata category associated only with the application; and

creating metadata associated with the metadata category and corresponding to the

file.

4. The method of claim 13, wherein the file is associated with a first user and the application

is associated with a second user.

15. The method of claim 14, wherein the second user is not allowed to edit any content

associated with the file.



6. The method of claim 13, wherein the metadata is based on a folder containing the file.

7. The method of claim 3, further comprising deleting the metadata category in response to

a user revoking permission of the application to access the file.

8. A cloud storage system, comprising:

a communication processor in communication with:

a file database for storing a plurality of files and metadata associated with each

of the plurality of files; and

a user database for storing information associating at least one user with at

least one file,

wherein he communication processor is configured to:

receive a request to access metadata associated with a file in the plurality

of files;

identify a first application associated with the request;

identify a first set of metadata categories, wherein the first set of metadata

categories is associated with the first application;

fi lter metadata associated with the file based on the first set of metadata

categories; and

provide the filtered metadata to the first application.

. The system of claim , wherein the communication processor is further configured to

generate a metadata category in the first set of meta ia a categories.

20. The system of claim 1 , wherein the communication processor is further configured to

delete the metadata category in response to a user revoking permission of the first

application to access the file.



2 . The system of clai 19, wherein the communication processor is further configured to

generate a second set of metadata categories, wherein the second set of metadata

categories is not associated with the first application.

22. The system of claim , wherein at least one metadata category in the first set of metadata

categories i on y associated with the first application.

23. The system of claim 8, wherein at least one metadata category i the first set of metadata

categories is associated with a second application.

24. The system of claim 18, wherein at least one metadata categor in the first set of metadata

categories is associated with a first user.

25. The system of claim 24, wherein the communication processor is further configured to:

identify a second user associated with the request;

determine whether the second user is associated with the file; and

provide the filtered metadata to the first application in response to determining that

the second user is associated with the file.

26. The system of claim 18, wherein the communication processor is further configured to

edit metadata associated with the file in response to the request.

27. The system of claim 18, wherein metadata associated with at least one metadata category

in the first set of metadata categories is a predetermined function of time.

28. The system of claim 8, wherein metadata includes a text string.

29. The system of claim 18, wherem metadata includes a numerical value.

30. The system of claim 1 , wherein metadata includes a date and time.

3 . The system of claim 1 , wherein a first metadata category in the first set of metadata

categories is associated with a second metadata category in the first set of metadata

categories.

32. The system of claim 8, wherein:



the file database is further configured for storing a folder associated with one or

more files and metadata associated with the folder, and

the communication processor is further configured to edit one or more metadata

categories based on metadata associated with the folder.

The system of claim , wherein the communication processor is further configured to

verify that the first application is authorized to access the file.
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