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(57) Abstract: Methods, apparatuses and systems for user-
1 00 plane congestion management are provided. Among these

method, apparatuses and systems is a method, implementable
by a base station (and/or a serving gateway), for mitigating

RECEIVE A GENERAL PACKET RADIO user plane congestion. The method may include sending a

SYSTEM (GPRS) TUNNELING PROTOCOL congestion indication to a core network; receiving a general
1102

(GTP) PACKET INCLUDING AN INTERNET packet radio system (GPRS) tunneling protocol (GTP) packet

PROTOCOL (IP) PACKET ASSOCIATED including an first internet protocol (IP) packet associated

WITH A FLOW WITHIN A BEARER with a first flow within a bearer; obtaining, from a header of
the GTP packet, an indicator indicative of a priority of the IP
packet, wherein the indicator was inserted into the header of
the GTP packet by the core network responsive to the con
gestion indication; and dropping any of the GTP packet and

OBTAIN, FROM A HEADER OF THE GTP the first IP packet on condition that a priority of a second IP
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PACKET, AN INDICATOR INDICATIVE OF A packet associated with second flow within the bearer takes
precedence over the priority of the first IP packet.PRIORITY OF THE IP PACKET

< DROP THE GTP PACKET AND/OR THE IP
PACKET ON CONDITION THAT A

© PRIORITY OF AN IP PACKET ASSOCIATED 1106
WITH ANOTHER FLOW TAKES

o PRECEDENCE OVER THE PRIORITY OF
THE IP PACKET

o
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USER-PLANE CONGESTION MANAGEMENT

CROSS REFERENCE TO RELATED APPLICATIONS

[0001] This application claims the benefit of (i) U.S. Provisional Application Serial No. 61/751 ,550

filed 11-Jan-2013 (Attorney Docket Ref. 11664US01 ) , and (ii) U.S. Provisional Application Serial No.

61/806,807, filed 29-Mar-2013 (Attorney Docket Ref. 11759US01); each of which is incorporated by

reference herein in its entirety.

BACKGROUND

[0002] Field

[0003] This application is related to wireless communications.

[0004] Related Art

[0005] In recent years, demand for mobile wireless media has steadily increased, and its growth is

predicted to increase with the new infrastructure of the Long Term Evolution (LTE) and/or LTE

advanced network that offers significantly higher user data rates. Although present-day wireless

networks have increased capacity, and smart phones are now capable of generating and/or displaying

the media, actually transporting various types of the media across these advanced wireless

communication networks has become challenging, and the management of resources in the wireless

network to accommodate transmission of the media is a difficult task.

BRIEF DESCRIPTION OF THE DRAWINGS

[0006] A more detailed understanding may be had from the detailed description below, given by way

of example in conjunction with drawings appended hereto. Figures in such drawings, like the detailed

description, are examples. As such, the Figures and the detailed description are not to be considered

limiting, and other equally effective examples are possible and likely. Furthermore, like reference

numerals in the Figures indicate like elements, and wherein:

[0007] Figure 1A is a system diagram of an example communications system in which one or more

disclosed embodiments may be implemented;

[0008] Figure 1B is a system diagram of an example wireless transmit/receive unit (WTRU) that may

be used within the communications system illustrated in Figure 1A;

[0009] Figures 1C, 1D, and 1E are system diagrams of example radio access networks and example

core networks that may be used within the communications system illustrated in Figure 1A;

[0010] Figures 2A-2G are block diagrams illustrating an example of a communications system and

examples of default and dedicated bearers established the communications system;

[001 1] Figure 3 is a block diagram illustrating an example of an end-to-end mapping of an EPS

bearer to a radio bearer (RB), S 1 bearer and a S5 bearer;

[0012] Figures 4-8 are flow diagrams illustrating examples of flows directed to hierarchical traffic

differentiation;

[0013] Figure 9 is a block diagram illustrating an example of a communications system in which user

plane congestion may occur in a particular cell;

[0014] Figure 10 is a block diagram illustrating an example of a communications system in which user

plane congestion may occur in a particular cell;



[0015] Figures 11-22 are flow diagrams illustrating examples of flows directed to mitigating user plane

congestion;

[0016] Figures 23-26 are block diagrams illustrating example call flows for carrying out hierarchical

traffic differentiation in view of user-plane congestion;

[0017] Figures 27-32 are a call flow diagram illustrating example call flows directed to congestion

load reporting;

[0018] Figure 33 is a call flow diagram illustrating an example call flow directed to congestion load

mitigation;

[0019] Figure 34 is an example flow diagram of PCC rules during IP-CAN session establishment;

[0020] Figure 35 is an example flow diagram of PCC rules during PCEF-initiated IP-CAN session

modification;

[0021] Figure 36 is an example flow diagram of PCC rules during PCRF-initiated IP-CAN session

modification;

[0022] Figure 37 is an example flow diagram of PCC rules during GW control session procedures

[0023] Figure 38 is an example flow diagram of a handover procedure taking into account congestion

load information;

[0024] Figure 39 is an example flow diagram of X2-based handover congestion load reporting;

[0025] Figure 40 is an example flow diagram of congestion load information during E-UTRAN to

UTRAN lu inter RAT handover;

[0026] Figure 4 1 is an example flow diagram of congestion load information during UTRAN to E-

UTRAN inter RAT handover;

[0027] Figure 42 is a block diagram illustrating an example of a communications system in which one

or more embodiments may be implemented

[0028] Figure 43 is a block diagram illustrating an example of a communications system in which one

or more embodiments may be implemented; and

[0029] Figure 44 is a call-flow diagram illustrating an example call flow in accordance with one or

more embodiments.

DETAILED DESCRIPTION

[0030] In the following detailed description, numerous specific details are set forth to provide a

thorough understanding of embodiments and/or examples disclosed herein. However, it will be

understood that such embodiments and examples may be practiced without some or all of the specific

details set forth herein. In other instances, well-known methods, procedures, components and circuits

have not been described in detail, so as not to obscure the following description. Further, embodiments

and examples not specifically described herein may be practiced in lieu of, or in combination with, the

embodiments and other examples described, disclosed or otherwise provided explicitly, implicitly and/or

inherently (collectively "provided") herein.

[0031] Example Communications System

[0032] The methods, apparatuses and systems provided herein are well-suited for communications

involving both wired and wireless networks. Wired networks are well-known. An overview of various



types of wireless devices and infrastructure is provided with respect to Figures 1A-1 E , where various

elements of the network may utilize, perform, be arranged in accordance with and/or be adapted and/or

configured for the methods, apparatuses and systems provided herein.

[0033] Figures 1A-1 E (collectively "Figure 1") are block diagrams illustrating an example

communications system 100 in which one or more disclosed embodiments may be implemented. The

communications system 100, for example, may be suitable for implementing and/or carrying out, for

example, any of bandwidth management ("BWM"), bandwidth aggregation ("BWA"), flow management,

internet protocol ("IP") flow mobility ("IFOM"), and the like to IP traffic that may be carried over, across

and/or among (collectively "among") multiple accesses and/or access systems; some, all or none of

which use different access technologies. The IFOM may be based on over IP-level protocols. Such over

IP-level protocols may include, for example, general-packet-radio service ("GPRS") tunneling protocol

("GTP"), and/or protocols based and/or built on Mobile-IP ("MIP"), such as, for example, dual-stack MIP

version 6 ("DSMIPv6") and proxy MIP version 6 ("PMIPv6").

[0034] In general, the communications system 100 defines an architecture that supports multiple

access systems over which multiple wireless users may access and/or exchange (e.g., send and/or

receive) content, such as voice, data, video, messaging, broadcast, etc. The architecture also supports

having two or more of the multiple access systems use and/or be configured in accordance with

different access technologies. This way, the communications system 100 may service both wireless

users capable of using a single access technology, and wireless users capable of using multiple access

technologies.

[0035] The multiple access systems may include respective accesses; each of which may be, for

example, an access network, access point and the like. In various embodiments, all of the multiple

accesses may be configured with and/or employ the same radio access technologies ("RATs"). Some

or all of such accesses ("single-RAT accesses") may be owned, managed, controlled, operated, etc. by

either (i) a single mobile network operator and/or carrier (collectively "MNO") or (ii) multiple MNOs. In

various embodiments, some or all of the multiple accesses may be configured with and/or employ

different RATs. These multiple accesses ("multi-RAT accesses") may be owned, managed, controlled,

operated, etc. by either a single MNO or multiple MNOs.

[0036] The communications system 100 may enable multiple wireless users to access such content

through the sharing of system resources, including wireless bandwidth. For example, the

communications systems 100 may employ one or more channel access methods, such as code division

multiple access (CDMA), time division multiple access (TDMA), frequency division multiple access

(FDMA), orthogonal FDMA (OFDMA), single-carrier FDMA (SC-FDMA), and the like.

[0037] As shown in Figure 1A, the communications system 100 may include wireless transmit/receive

units (WTRUs) 102a, 102b, 102c, 102d, a radio access network (RAN) 104, a core network 106, a

public switched telephone network (PSTN) 108, the Internet 110, and other networks 112, though it will

be appreciated that the disclosed embodiments contemplate any number of WTRUs, base stations,

networks, and/or network elements. Each of the WTRUs 102a, 102b, 102c, 102d may be any type of

device configured to operate and/or communicate in a wireless environment. By way of example, the

WTRUs 102a, 102b, 102c, 102d may be configured to transmit and/or receive wireless signals, and



may include user equipment (UE), a mobile station, a fixed or mobile subscriber unit, a pager, a cellular

telephone, a personal digital assistant (PDA), a smartphone, a laptop, a netbook, a personal computer,

a wireless sensor, consumer electronics, a terminal or like-type device capable of receiving and

processing compressed video communications, or like-type device.

[0038] The communications systems 100 may also include a base station 114a and a base station

114b. Each of the base stations 114a, 114b may be any type of device configured to wirelessly

interface with at least one of the WTRUs 102a, 102b, 102c, 102d to facilitate access to one or more

communication networks, such as the core network 106, the Internet 110, and/or the networks 112. By

way of example, the base stations 114a, 114b may be a base transceiver station (BTS), Node-B (NB),

evolved NB (eNB), Home NB (HNB), Home eNB (HeNB), enterprise NB ("ENT-NB"), enterprise eNB

("ENT-eNB"), a site controller, an access point (AP), a wireless router, a media aware network element

(MANE) and the like. While the base stations 114a, 114b are each depicted as a single element, it will

be appreciated that the base stations 114a, 114b may include any number of interconnected base

stations and/or network elements.

[0039] The base station 114a may be part of the RAN 104, which may also include other base

stations and/or network elements (not shown), such as a base station controller (BSC), a radio network

controller (RNC), relay nodes, etc. The base station 114a and/or the base station 114b may be

configured to transmit and/or receive wireless signals within a particular geographic region, which may

be referred to as a cell (not shown). The cell may further be divided into cell sectors. For example, the

cell associated with the base station 114a may be divided into three sectors. Thus, in one embodiment,

the base station 114a may include three transceivers, i.e., one for each sector of the cell. In another

embodiment, the base station 114a may employ multiple-input multiple output (MIMO) technology and,

therefore, may utilize multiple transceivers for each sector of the cell.

[0040] The base stations 114a, 114b may communicate with one or more of the WTRUs 102a, 102b,

102c, 102d over an air interface 116, which may be any suitable wireless communication link (e.g.,

radio frequency (RF), microwave, infrared (IR), ultraviolet (UV), visible light, etc.). The air interface 116

may be established using any suitable radio access technology (RAT).

[0041] More specifically, as noted above, the communications system 100 may be a multiple access

system and may employ one or more channel access schemes, such as CDMA, TDMA, FDMA,

OFDMA, SC-FDMA, and the like. For example, the base station 114a in the RAN 104 and the WTRUs

102a, 102b, 102c may implement a radio technology such as Universal Mobile Telecommunications

System (UMTS) Terrestrial Radio Access (UTRA), which may establish the air interface 116 using

wideband CDMA (WCDMA). WCDMA may include communication protocols such as High-Speed

Packet Access (HSPA) and/or Evolved HSPA (HSPA+). HSPA may include High-Speed Downlink

Packet Access (HSDPA) and/or High-Speed Uplink Packet Access (HSUPA).

[0042] In another embodiment, the base station 114a and the WTRUs 102a, 102b, 102c may

implement a radio technology such as Evolved UMTS Terrestrial Radio Access (E-UTRA), which may

establish the air interface 116 using Long Term Evolution (LTE) and/or LTE-Advanced (LTE-A).

[0043] In other embodiments, the base station 114a and the WTRUs 102a, 102b, 102c may

implement radio technologies such as IEEE 802.16 (i.e., Worldwide Interoperability for Microwave



Access (WiMAX)), CDMA2000, CDMA2000 1X, CDMA2000 EV-DO, Interim Standard 2000 (IS-2000),

Interim Standard 95 (IS-95), Interim Standard 856 (IS-856), Global System for Mobile communications

(GSM), Enhanced Data rates for GSM Evolution (EDGE), GSM EDGE (GERAN), and the like.

[0044] The base station 114b in Figure 1A may be a wireless router, Home Node B, Home eNode B,

or access point, for example, and may utilize any suitable RAT for facilitating wireless connectivity in a

localized area, such as a place of business, a home, a vehicle, a campus, and the like. In one

embodiment, the base station 114b and the WTRUs 102c, 102d may implement a radio technology

such as IEEE 802.1 1 to establish a wireless local area network (WLAN). In another embodiment, the

base station 114b and the WTRUs 102c, 102d may implement a radio technology such as IEEE 802.15

to establish a wireless personal area network (WPAN). In yet another embodiment, the base station

114b and the WTRUs 102c, 102d may utilize a cellular-based RAT (e.g., WCDMA, CDMA2000, GSM,

LTE, LTE-A, etc.) to establish a picocell or femtocell. As shown in Figure 1A, the base station 114b may

have a direct connection to the Internet 110. Thus, the base station 114b may not be required to access

the Internet 110 via the core network 106.

[0045] The RAN 104 may be in communication with the core network 106, which may be any type of

network configured to provide voice, data, applications, and/or voice over internet protocol (VoIP)

services to one or more of the WTRUs 102a, 102b, 102c, 102d. For example, the core network 106

may provide call control, billing services, mobile location-based services, pre-paid calling, Internet

connectivity, video distribution, etc., and/or perform high-level security functions, such as user

authentication. Although not shown in Figure 1A, it will be appreciated that the RAN 104 and/or the core

network 106 may be in direct or indirect communication with other RANs that employ the same RAT as

the RAN 104 or a different RAT. For example, in addition to being connected to the RAN 104, which

may be utilizing an E-UTRA radio technology, the core network 106 may also be in communication with

another RAN (not shown) employing a GSM radio technology.

[0046] The core network 106 may also serve as a gateway for the WTRUs 102a, 102b, 102c, 102d to

access the PSTN 108, the Internet 110, and/or other networks 112. The PSTN 108 may include circuit-

switched telephone networks that provide plain old telephone service (POTS). The Internet 110 may

include a global system of interconnected computer networks and devices that use common

communication protocols, such as the transmission control protocol (TCP), user datagram protocol

(UDP) and the internet protocol (IP) in the TCP/IP internet protocol suite. The networks 112 may

include wired or wireless communications networks owned and/or operated by other service providers.

For example, the networks 112 may include another core network connected to one or more RANs,

which may employ the same RAT as the RAN 104 or a different RAT.

[0047] Some or all of the WTRUs 102a, 102b, 102c, 102d in the communications system 100 may

include multi-mode capabilities, i.e., the WTRUs 102a, 102b, 102c, 102d may include multiple

transceivers for communicating with different wireless networks over different wireless links. For

example, the WTRU 102c shown in Figure 1A may be configured to communicate with the base station

114a, which may employ a cellular-based radio technology, and with the base station 114b, which may

employ an IEEE 802 radio technology.



[0048] Figure 1B is a system diagram of an example WTRU 102. As shown in Figure 1B, the WTRU

102 may include a processor 118 , a transceiver 120, a transmit/receive element 122, a

speaker/microphone 124, a keypad 126, a display/touchpad 128, non-removable memory 106,

removable memory 132, a power source 134, a global positioning system (GPS) chipset 136, and other

peripherals 138. It will be appreciated that the WTRU 102 may include any sub-combination of the

foregoing elements while remaining consistent with an embodiment.

[0049] The processor 118 may be a general purpose processor, a special purpose processor, a

conventional processor, a digital signal processor (DSP), a graphics processing unit (GPU), a plurality

of microprocessors, one or more microprocessors in association with a DSP core, a controller, a

microcontroller, Application Specific Integrated Circuits (ASICs), Field Programmable Gate Array

(FPGAs) circuits, any other type of integrated circuit (IC), a state machine, and the like. The processor

118 may perform signal coding, data processing, power control, input/output processing, and/or any

other functionality that enables the WTRU 102 to operate in a wireless environment. The processor 118

may be coupled to the transceiver 120, which may be coupled to the transmit/receive element 122.

While Figure 1B depicts the processor 118 and the transceiver 120 as separate components, it will be

appreciated that the processor 118 and the transceiver 120 may be integrated together in an electronic

package or chip.

[0050] The transmit/receive element 122 may be configured to transmit signals to, or receive signals

from, a base station (e.g. , the base station 114a) over the air interface 116 . For example, in one

embodiment, the transmit/receive element 122 may be an antenna configured to transmit and/or

receive RF signals. In another embodiment, the transmit/receive element 122 may be an

emitter/detector configured to transmit and/or receive IR , UV, or visible light signals, for example. In yet

another embodiment, the transmit/receive element 122 may be configured to transmit and receive both

RF and light signals. It will be appreciated that the transmit/receive element 122 may be configured to

transmit and/or receive any combination of wireless signals.

[0051 ] In addition, although the transmit/receive element 122 is depicted in Figure 1B as a single

element, the WTRU 102 may include any number of transmit/receive elements 122. More specifically,

the WTRU 102 may employ MIMO technology. Thus, in one embodiment, the WTRU 102 may include

two or more transmit/receive elements 122 (e.g. , multiple antennas) for transmitting and receiving

wireless signals over the air interface 116 .

[0052] The transceiver 120 may be configured to modulate the signals that are to be transmitted by

the transmit/receive element 122 and to demodulate the signals that are received by the

transmit/receive element 122. As noted above, the WTRU 102 may have multi-mode capabilities. Thus,

the transceiver 120 may include multiple transceivers for enabling the WTRU 102 to communicate via

multiple RATs, such as UTRA and IEEE 802. 11, for example.

[0053] The processor 118 of the WTRU 102 may be coupled to, and may receive user input data

from, the speaker/microphone 124, the keypad 126, and/or the display/touchpad 128 (e.g. , a liquid

crystal display (LCD) display unit or organic light-emitting diode (OLED) display unit). The processor

118 may also output user data to the speaker/microphone 124, the keypad 126, and/or the

display/touchpad 128. In addition, the processor 118 may access information from, and store data in,



any type of suitable memory, such as the non-removable memory 106 and/or the removable memory

132. The non-removable memory 106 may include random-access memory (RAM), read-only memory

(ROM), a hard disk, or any other type of memory storage device. The removable memory 132 may

include a subscriber identity module (SIM) card, a memory stick, a secure digital (SD) memory card,

and the like. In other embodiments, the processor 118 may access information from, and store data in,

memory that is not physically located on the WTRU 102, such as on a server or a home computer (not

shown).

[0054] The processor 118 may receive power from the power source 134, and may be configured to

distribute and/or control the power to the other components in the WTRU 102. The power source 134

may be any suitable device for powering the WTRU 102. For example, the power source 134 may

include one or more dry cell batteries (e.g., nickel-cadmium (NiCd), nickel-zinc (NiZn), nickel metal

hydride (NiMH), lithium-ion (Li-ion), etc.), solar cells, fuel cells, and the like.

[0055] The processor 118 may also be coupled to the GPS chipset 136, which may be configured to

provide location information (e.g., longitude and latitude) regarding the current location of the WTRU

102. In addition to, or in lieu of, the information from the GPS chipset 136, the WTRU 102 may receive

location information over the air interface 116 from a base station (e.g., base stations 114a, 114b)

and/or determine its location based on the timing of the signals being received from two or more nearby

base stations. It will be appreciated that the WTRU 102 may acquire location information by way of any

suitable location-determination method while remaining consistent with an embodiment.

[0056] The processor 118 may further be coupled to other peripherals 138, which may include one or

more software and/or hardware modules that provide additional features, functionality and/or wired or

wireless connectivity. For example, the peripherals 138 may include an accelerometer, an e-compass,

a satellite transceiver, a digital camera (for photographs or video), a universal serial bus (USB) port, a

vibration device, a television transceiver, a hands free headset, a Bluetooth® module, a frequency

modulated (FM) radio unit, a digital music player, a media player, a video game player module, an

Internet browser, and the like.

[0057] Figure 1C is a system diagram of the RAN 104 and the core network 106 according to an

embodiment. As noted above, the RAN 104 may employ a UTRA radio technology to communicate with

the WTRUs 102a, 102b, 102c over the air interface 116. The RAN 104 may also be in communication

with the core network 106. As shown in Figure 1C, the RAN 104 may include Node-Bs 140a, 140b,

140c, which may each include one or more transceivers for communicating with the WTRUs 102a,

102b, 102c over the air interface 116. The Node-Bs 140a, 140b, 140c may each be associated with a

particular cell (not shown) within the RAN 104. The RAN 104 may also include RNCs 142a, 142b. It will

be appreciated that the RAN 104 may include any number of Node-Bs and RNCs while remaining

consistent with an embodiment.

[0058] As shown in Figure 1C, the Node-Bs 140a, 140b may be in communication with the RNC

142a. Additionally, the Node-B 140c may be in communication with the RNC 142b. The Node-Bs 140a,

140b, 140c may communicate with the respective RNCs 142a, 142b via an lub interface. The RNCs

142a, 142b may be in communication with one another via an lur interface. Each of the RNCs 142a,

142b may be configured to control the respective Node-Bs 140a, 140b, 140c to which it is connected. In



addition, each of the RNCs 142a, 142b may be configured to carry out or support other functionality,

such as outer loop power control, load control, admission control, packet scheduling, handover control,

macrodiversity, security functions, data encryption, and the like.

[0059] The core network 106 shown in Figure 1C may include a media gateway (MGW) 144, a mobile

switching center (MSC) 146, a serving GPRS support node (SGSN) 148, and/or a gateway GPRS

support node (GGSN) 150. While each of the foregoing elements are depicted as part of the core

network 106, it will be appreciated that any one of these elements may be owned and/or operated by an

entity other than the core network operator.

[0060] The RNC 142a in the RAN 104 may be connected to the MSC 146 in the core network 106 via

an luCS interface. The MSC 146 may be connected to the MGW 144. The MSC 146 and the MGW 144

may provide the WTRUs 102a, 102b, 102c with access to circuit-switched networks, such as the PSTN

108, to facilitate communications between the WTRUs 102a, 102b, 102c and traditional land-line

communications devices.

[0061] The RNC 142a in the RAN 104 may also be connected to the SGSN 148 in the core network

106 via an luPS interface. The SGSN 148 may be connected to the GGSN 150. The SGSN 148 and the

GGSN 150 may provide the WTRUs 102a, 102b, 102c with access to packet-switched networks, such

as the Internet 110, to facilitate communications between and the WTRUs 102a, 102b, 102c and IP-

enabled devices.

[0062] As noted above, the core network 106 may also be connected to the networks 112, which may

include other wired or wireless networks that are owned and/or operated by other service providers.

[0063] Figure 1D is a system diagram of the RAN 104 and the core network 106 according to another

embodiment. As noted above, the RAN 104 may employ an E-UTRA radio technology to communicate

with the WTRUs 102a, 102b, 102c over the air interface 116. The RAN 104 may also be in

communication with the core network 106.

[0064] The RAN 104 may include eNode Bs 160a, 160b, 160c, though it will be appreciated that the

RAN 104 may include any number of eNode Bs while remaining consistent with an embodiment. The

eNode Bs 160a, 160b, 160c may each include one or more transceivers for communicating with the

WTRUs 102a, 102b, 102c over the air interface 116. In one embodiment, the eNode Bs 160a, 160b,

160c may implement MIMO technology. Thus, the eNode B 160a, for example, may use multiple

antennas to transmit wireless signals to, and receive wireless signals from, the WTRU 102a.

[0065] Each of the eNode Bs 160a, 160b, 160c may be associated with a particular cell (not shown)

and may be configured to handle radio resource management decisions, handover decisions,

scheduling of users in the uplink and/or downlink, and the like. As shown in Figure 1D, the eNode Bs

160a, 160b, 160c may communicate with one another over an X2 interface.

[0066] The core network 106 shown in Figure 1D may include a mobility management gateway

(MME) 162, a serving gateway (SGW) 164, and a packet data network (PDN) gateway (PGW) 166.

While each of the foregoing elements are depicted as part of the core network 106, it will be

appreciated that any one of these elements may be owned and/or operated by an entity other than the

core network operator.



[0067] The MME 162 may be connected to each of the eNode Bs 160a, 160b, 160c in the RAN 104

via an S 1 interface and may serve as a control node. For example, the MME 162 may be responsible

for authenticating users of the WTRUs 102a, 102b, 102c, bearer activation/deactivation, selecting a

particular SGW during an initial attach of the WTRUs 102a, 102b, 102c, and the like. The MME 162

may also provide a control plane function for switching between the RAN 104 and other RANs (not

shown) that employ other radio technologies, such as GSM or WCDMA.

[0068] The SGW 164 may be connected to each of the eNode Bs 160a, 160b, 160c in the RAN 104

via the S 1 interface. The SGW 164 may generally route and forward user data packets to/from the

WTRUs 102a, 102b, 102c. The SGW 164 may also perform other functions, such as anchoring user

planes during inter-eNode B handovers, triggering paging when downlink data is available for the

WTRUs 102a, 102b, 102c, managing and storing contexts of the WTRUs 102a, 102b, 102c, and the

like.

[0069] The SGW 164 may also be connected to the PGW 166, which may provide the WTRUs 102a,

102b, 102c with access to packet-switched networks, such as the Internet 110 , to facilitate

communications between the WTRUs 102a, 102b, 102c and IP-enabled devices.

[0070] The core network 106 may facilitate communications with other networks. For example, the

core network 106 may provide the WTRUs 102a, 102b, 102c with access to circuit-switched networks,

such as the PSTN 108, to facilitate communications between the WTRUs 102a, 102b, 102c and

traditional land-line communications devices. For example, the core network 106 may include, or may

communicate with, an IP gateway (e.g. , an IP multimedia subsystem (IMS) server) that serves as an

interface between the core network 106 and the PSTN 108. In addition, the core network 106 may

provide the WTRUs 102a, 102b, 102c with access to the networks 112 , which may include other wired

or wireless networks that are owned and/or operated by other service providers.

[0071 ] Figure 1E is a system diagram of the RAN 104 and the core network 106 according to another

embodiment. The RAN 104 may be an access service network (ASN) that employs IEEE 802. 16 radio

technology to communicate with the WTRUs 102a, 102b, 102c over the air interface 116 . As will be

further discussed below, the communication links between the different functional entities of the

WTRUs 102a, 102b, 102c, the RAN 104, and the core network 106 may be defined as reference points.

[0072] As shown in Figure 1E , the RAN 104 may include base stations 170a, 170b, 170c, and an

ASN gateway 172, though it will be appreciated that the RAN 104 may include any number of base

stations and ASN gateways while remaining consistent with an embodiment. The base stations 170a,

170b, 170c may each be associated with a particular cell (not shown) in the RAN 104 and may each

include one or more transceivers for communicating with the WTRUs 102a, 102b, 102c over the air

interface 116 . In one embodiment, the base stations 170a, 170b, 170c may implement M IMO

technology. Thus, the base station 170a, for example, may use multiple antennas to transmit wireless

signals to, and receive wireless signals from, the WTRU 102a. The base stations 170a, 170b, 170c may

also provide mobility management functions, such as handoff triggering, tunnel establishment, radio

resource management, traffic classification , quality of service (QoS) policy enforcement, and the like.

The ASN gateway 172 may serve as a traffic aggregation point and may be responsible for paging,

caching of subscriber profiles, routing to the core network 106, and the like.



[0073] The air interface 116 between the WTRUs 102a, 102b, 102c and the RAN 104 may be defined

as an R 1 reference point that implements the IEEE 802.16 specification. In addition, each of the

WTRUs 102a, 102b, 102c may establish a logical interface (not shown) with the core network 106. The

logical interface between the WTRUs 102a, 102b, 102c and the core network 106 may be defined as an

R2 reference point, which may be used for authentication, authorization, IP host configuration

management, and/or mobility management.

[0074] The communication link between each of the base stations 170a, 170b, 170c may be defined

as an R8 reference point that includes protocols for facilitating WTRU handovers and the transfer of

data between base stations. The communication link between the base stations 170a, 170b, 170c and

the ASN gateway 172 may be defined as an R6 reference point. The R6 reference point may include

protocols for facilitating mobility management based on mobility events associated with each of the

WTRUs 102a, 102b, 102c.

[0075] As shown in Figure 1E , the RAN 104 may be connected to the core network 106. The

communication link between the RAN 14 and the core network 106 may defined as an R3 reference

point that includes protocols for facilitating data transfer and mobility management capabilities, for

example. The core network 106 may include a mobile IP home agent (MIP-HA) 174, an authentication,

authorization, accounting (AAA) server 176, and a gateway 178. While each of the foregoing elements

are depicted as part of the core network 106, it will be appreciated that any one of these elements may

be owned and/or operated by an entity other than the core network operator.

[0076] The MIP-HA 174 may be responsible for IP address management, and may enable the

WTRUs 102a, 102b, 102c to roam between different ASNs and/or different core networks. The MIP-HA

174 may provide the WTRUs 102a, 102b, 102c with access to packet-switched networks, such as the

Internet 11, to facilitate communications between the WTRUs 102a, 102b, 102c and IP-enabled

devices. The AAA server 176 may be responsible for user authentication and for supporting user

services. The gateway 178 may facilitate interworking with other networks. For example, the gateway

178 may provide the WTRUs 102a, 102b, 102c with access to circuit-switched networks, such as the

PSTN 108, to facilitate communications between the WTRUs 102a, 102b, 102c and traditional land-line

communications devices. In addition, the gateway 178 may provide the WTRUs 102a, 102b, 102c with

access to the networks 112, which may include other wired or wireless networks that are owned and/or

operated by other service providers.

[0077] Although not shown in Figure 1E , it will be appreciated that the RAN 104 may be connected to

other ASNs and the core network 106 may be connected to other core networks. The communication

link between the RAN 104 the other ASNs may be defined as an R4 reference point, which may include

protocols for coordinating the mobility of the WTRUs 102a, 102b, 102c between the RAN 104 and the

other ASNs. The communication link between the core network 106 and the other core networks may

be defined as an R5 reference, which may include protocols for facilitating interworking between home

core networks and visited core networks.

[0078] Figures 2A-2G are block diagrams illustrating an example of a communications system 200

and examples of default and dedicated bearers 205, 207 established in the communications system

200. The communications system 200 may be a multiple access system, and may be configured as



provided above with respect to the communications system 100 of Figures 1A-1D. The communications

system 200, for example, may include a WTRU 202 (e.g., a UE) and a network 203.

[0079] The network 203 may include a RAN 204 (Figure 2B), a core network (not shown) and one or

more PDNs, such as an internet 210. The RAN 204 may include a base station 260 (e.g., an eNode B).

The WTRU 202 and the base station 260 may implement a radio technology such as E-UTRA, and may

establish an air interface using LTE, LTE-A and/or other protocol(s) of like-type wireless

communications standards. The core network may include an MME 262, a SGW 264, a PGW 266, a

home subscriber server (HSS) and/or a subscriber profile repository (SPR) (collectively "HSS/SPR")

218, a Policy and Charging Control (PCC) architecture shown generally as 219, an access network

discovery and selection function (ANDSF) 222, and other elements (not shown). The core network (and

its constituent elements) may be formed in accordance with the system architecture evolution (SAE) as

promulgated by the Third Generation Partnership Project (3GPP) for LTE, LTE-A and/or like-type

communications standards. The core network may be, for example, an evolved packet core (EPC).

Details of the core networks and/or communications systems, any of which may be representative of

the communications system 200 and/or elements thereof, may be found in U.S. Patent Application

Serial No. 13/446, 685, filed 13-Apr-2012 (Atty. Docket Ref.: 11001 US01 ) , which is incorporated herein

by reference.

[0080] In general, the default bearer 205 is assigned to the WTRU 202 and established when the

WTRU 202 first attaches to the network 203. The default bearer 205 remains assigned to the WTRU

202, and may persist while the WTRU 202 is attached to the network 203. Associated with the default

bearer 205 is an IP address, which is implicitly assigned to the WTRU 202 (e.g., via a default evolved-

packet-system (EPS) bearer activation). Although only one default bearer is shown, multiple default

bearers may be assigned to the WTRU 202; each of which has carries its own (e.g., separate) IP

address. Not all of the multiple default bearers need to be assigned when the WTRU 202 first attaches

to the network. Typically, one default bearer is assigned when the WTRU first attaches to the network

203 and additional default bearers may be established at a later time. In some embodiments, a

maximum of eleven ( 1 1) default bearers with the WTRU 202 may be established.

[0081] The dedicated bearer 207 acts as an additional bearer on top of the default bearer 205, and. is

linked to the default bearer 205. The dedicated bearer 207 does not require a IP address separate from

the IP address of the default bearer 205; which IP address is implicitly assigned to the WTRU 202 via,

for example, a dedicated EPS bearer activation. Although only one dedicated bearer is shown, multiple

dedicated bearers linked to the default bearer 205 may be assigned to the WTRU 202. In embodiments

where multiple default bearers are assigned to the WTRU 202, one or more dedicated bearers may be

established and linked to such multiple default bearers.

[0082] In terms of QoS, the default bearer 205 and the dedicated bearer 207 may provide for traffic

differentiation based on respective levels or classes of service (each a "QoS class"). The default bearer

205 is typically configured for best effort class(es) of service, and the dedicated bearer 207 is typically

configured for better than best effort class(es) of service. To facilitate providing such classes of service,

the dedicated bearer 207 may be configured as a guaranteed bit rate (GBR) bearer, and the default

bearer 205 may be configured as a non-GBR bearer. In general, a non-GBR bearer may be best suited



for handling best-effort classes of service traffic, such as for file downloads, email and internet

browsing; and a GBR bearer may be best suited for better than best effort classes of service (e.g., real¬

time) traffic, such as for conversational voice and video. Although it may be configured as a non-GBR

bearer, the default bearer 205 may handle better than best effort classes of service traffic. The

dedicated bearer 207 may handle best effort classes of service traffic notwithstanding that is may be

configured as a GBR bearer.

[0083] The network 203 may reserve a minimum amount of bandwidth ("bandwidth allocation") for the

dedicated bearer 207, and the dedicated bearer 207 may consume resources of the base station 260

regardless of whether it is used or not. If implemented properly, the dedicated bearer 207 should not

experience packet loss in the network 203, including in the RAN 204 and the core network, due to

congestion. The dedicated bearer 207 may be defined with (e.g., low) latency and jitter tolerances that

are typically needed for real-time services.

[0084] The network 203 does not make a specific bandwidth allocation reservation for the default

bearer 205. The default bearer 205 may experience packet loss when the network 203 is congested or

otherwise resource constrained. A maximum bit rate (MBR) is not specified on a per-bearer basis for

the default bearer 205 and/or any other default bearers. An aggregate maximum bit rate (AMBR) may

be specified on a per-subscriber basis for all of the default bearers assigned to such subscriber.

[0085] Each of the default and dedicated bearers 205, 207 is associated with a set of QoS

parameters ("bearer-level QoS parameters") for conveying one or more properties of a transport

channel associated therewith. These properties may include, for example, bit rates, packet delay,

packet loss, bit error rate and a scheduling policy of the base station 260. The bearer-level QoS

parameters of the default bearer 205 ("default-bearer QoS parameters") may be assigned by the

network 203, and/or based on subscription information maintained in (and retrievable from) the

HSS/SPR 218. The default-bearer QoS parameters may include a QoS class indicator (QCI), and an

allocation and retention priority (ARP).

[0086] The bearer-level QoS parameters of the dedicated bearer 207 ("dedicated-bearer QoS

parameters") may include a QCI, an ARP, a GBR and a MBR. A decision to establish or modify the

dedicated bearer 207 (or any other dedicated bearer) may be taken up by the core network, and the

dedicated-bearer QoS parameters may be assigned by the core network (e.g., the MME 262). The

values of the dedicated-bearer QoS parameters are generally not modified by the MME 262, and may

be forwarded transparently to the base station 260 and/or other element of the RAN. The MME 262

may reject establishment of the dedicated bearer 207 (or any other dedicated bearer).

[0087] The default-bearer and dedicated-bearer QCIs may be used to specify how IP packets

received on the respective default and dedicated bearers 205, 207 are treated. For example, the

default-bearer QCI and dedicated-bearer QCI may be set to different values; each of which may be

indicative of, and/or operate as a reference to, a set of attributes associated with the corresponding

QoS class. The respective sets of attributes may impact several node-specific parameters, such as link

layer configuration, scheduling weights and queue management, in different ways, and in turn, impact

packet forwarding of traffic traversing each of the default and dedicated bearers 205, 207 handled by

edge and/or intermediate nodes (e.g., the PGW 266 and/or the base station 260, respectively) of the



network 203. Traffic differentiation between the default bearer 205 and the dedicated bearer 207 may

be implemented by assigning different QoS classes to them, using different values for the QCIs, for

instance.

[0088] 3GPP has defined nine (9) different QCIs; each of which is indicative of one of nine (9)

different QoS classes. Table 1 (below) lists the 9 QCIs along with corresponding attributes associated

with each of the QCI types.

Table 1 - 3GPP QCIs and Corresponding Attributes

[0089] QCIs 5-9 (non-GBR) may be assigned to the default bearer 205, and QCIs 1-4 (GBR) may be

assigned to the dedicated bearer 207. Not all of the QCIs and/or QoS classes need to be adopted

and/or deployed . For example, an operator transitioning to or otherwise implementing QoS in the

network 203 might initially deploy only basic service classes, such as voice, control signaling and best-

effort data, and later introduce dedicated bearers offering premium services, such as high-quality

conversational video.

[0090] All traffic mapped to the default and dedicated bearers 205, 207 may receive the same bearer

level packet forwarding treatment. For example, traffic mapped to the default and dedicated bearers

205, 207 may receive the bearer level packet forwarding treatment in accordance with respective QoS

classes as indicated by respective QCIs assigned to such default and dedicated bearers 205, 207.

[0091 ] The communications system 200 may be suitable for implementing and/or carrying out any of

BWM, BWA, flow management, IFOM and the like to IP traffic that may be carried over among multiple

accesses and/or access systems; some, all or none of which use different access technologies. As

shown in Figures 2C-G, the communications system 200 may include the WTRU 202 and network 203.

The network 203 may include a 3GPP access 204-I , a trusted non-3GPP access 2042 , an untrusted non-

3GPP access 2043, a HA 207, the HSS/SPR 2 18 , the PCC system 2 19 , the ANDSF 222, a network



monitoring and control function ("NMCF") 224, an evolved PDG ("ePDG") 226, a 3GPP AAA server

246, the SGW 264, the PGW 266 and a retransmission coordination function ("RCF") 268.

[0092] The PCC system 219 may support both 3GPP networks and non-3GPP networks

interfacing with the network 203. The PCC system 219 may also support dynamic PCC for IFOM

among multiple simultaneous 3GPP and non-3GPP access connections, e.g., among any of the 3GPP

access 204-I , trusted non-3GPP access 2042, and untrusted non-3GPP access 2043 (collectively

"accesses 204 -3"). The PCC system 219 may include, as a baseline, the 3GPP PCC architecture due

to, for example, general acceptance of such framework by non-3GPP and fixed broadband networks

and 3GPP, but the concepts may be applied to other architectures as well. The PCC system 219 may

include elements in addition to, in lieu of and/or different from elements of the 3GPP PCC architecture.

[0093] The PCC system 219 may handle policy and charging for the IMS over operator IP

networks, for example, QoS policy control and flow-based charging. The PCC system 219 may also

handle policy and charging for non-IMS services, including over-the-top (OTT) services (e.g., video

streaming services on the Internet). In various embodiments, preconfigured PCC rules may be used on

specific types of IP traffic identified via packet inspection (e.g., deep packet inspection (DPI)) and/or

some other technique or method.

[0094] The PCC system 219 may perform QoS policy control. The QoS policy control may be used to

ensure that delivery of one or more specified sets of IP user plane packets (each a "service data flow"

(SDF)), is maintained at or above a GBR (if specified), and/or to ensure that such delivery does not

exceed a specified MBR. In various embodiments, the GBR may be used to allocate network

resources, while the MBR may be used to enforce the maximum bit rate that each of the SDFs may

consume. Each of the SDFs may be identified by a 5-tuple. The 5-tuple may include, for example, a

source IP address, a destination IP address, a source port number, a destination port number, and a

transport protocol (e.g., transmission control protocol (TCP), user datagram protocol (UDP), etc.). The

SDFs may be identified by other identifiers or combination of identifiers.

[0095] The PCC policy rules may be maintained in a policy and charging rules function (PCRF) 220

and enforced by a policy charging and enforcement function (PCEF) 270. The PCEF 270 may be a

function of, or collocated in the PGW 266 (or, alternatively, in a GGSN of a packet-switched core

network ("PS CN")). The PCEF 270 may reside in the user plane, and may function to ensure that the

PCC policy rules are followed. The PCEF 270 may apply, for example, (i) QoS policies related to gating

(block/allow) and traffic shaping (reduce the bandwidth) (collectively "traffic shaping"), and (ii), online

and offline charging policies. The QoS policies may be at the SDF level or other level of granularity. The

online and offline charging policies may be obtained from an online charging system (OCS) 221 and an

offline charging system (OFCS) 223.

[0096] The PCC system 219 may include several interfaces and/or reference points. These interfaces

and/or reference points may include, for example, an Rx reference point and a Gx reference point. The

Rx reference point may, for example, employ a Diameter protocol. The Rx reference point resides

between an application function (AF) 272 and the PCRF 220. The AF 272 may be a third party

application server. This reference point may enable transport of application level session information

from AF 272 to PCRF 220. Such information may include, for example: IP filter information to identify a



SDF for policy control and/or differentiated charging and media/application bandwidth requirements for

QoS control. For sponsored data connectivity, such information may include: the sponsor's

identification, optionally, a usage threshold and whether the PCRF 220 reports such events to the AF

272, and/or information identifying an application service provider and application, for example, SDFs,

Application ID, and the like. The Rx reference point may enable AF subscription to notifications on IP

CAN bearer level events, for example, signaling path status of an AF session, in the IP CAN.

[0097] The Rx reference point may allow an application function (AF) 272 in the PDNs to provide

information to the PCRF 220. The PCRF 220 may use the information as input to PCC rule generation.

The provided information may include SDF information. The SDF information may include QoS

requirements and/or parameters, for example.

[0098] The PCRF 220 may receive, from the AF 272, a request containing media level information

about a flow. The PCRF 220 may analyze offered characteristics (set forth in the request) against

operator defined policy, and authorize a certain QoS reservation and/or reject the request from the AF

272. The PCRF 220 may download service-related and/or subscriber-related information from the

HSS/SPR 218. The PCRF 220 may also provide rules (e.g., PCC rules, event report triggers, etc.) to

the PCEF 270. Some PCC rules may be pre-configured, and the PCEF 270 may apply these rules to

specific types of IP traffic. The specific types of IP traffic may be identified by way of packet inspection,

for example.

[0099] The PCRF 220 may have dynamic control over PCC and/or application detection and control

(ADC) behavior at the PCEF 270. Such dynamic control may be enabled by the Gx reference point. The

Gx reference point may enable the signaling of PCC/ADC decision, which may govern the PCC/ADC

behavior. The Gx reference point may support one or more of the following functions: establishment of

Gx session (corresponding to an IP CAN session, for example) by the PCEF 270; requests for

PCC/ADC decision from the PCEF 270 to the PCRF 220; provisioning of IP flow mobility routing

information from PCEF 270 to PCRF 220; provisioning of PCC/ADC decision from the PCRF 220 to the

PCEF 270; reporting of the start and the stop of a detected applications and/or transfer of SDF

descriptions and application instance identifiers for detected applications from the PCEF 270 to the

PCRF220; reporting of the accumulated usage of network resources on a per IP-CAN session basis

from the PCEF 270 to the PCRF220; delivery of IP CAN session specific parameters from the PCEF

270 to the PCRF 220 or, if Gxx is deployed, from the PCRF 220 to the PCEF 2710 per corresponding

request; negotiation of IP CAN bearer establishment mode (UE-only or UE/NW); and termination of a

Gx sessions (corresponding to an IP CAN session, for example) by the PCEF 270 or the PCRF 220.

The PCRF decision to terminate a Gx session may be based on operator policies. It may only occur in

rare situations (for example, the removal of a WTRU subscription) to avoid service interruption due to

the termination of the IP CAN session.

[0100] An Sp reference point may reside between the SPR 218 and the PCRF 220. The Sp reference

point may allow the PCRF 220 to request subscription information related to the IP CAN transport level

policies from the SPR 218 based on a subscriber ID (e.g., an international mobile subscriber identity

(IMSI)), a PDN identifier and possibly other IP CAN session attributes. The Sp reference point may

allow the SPR 218 to notify the PCRF 220 when the subscription information has been changed. The



SPR 218 may stop transmitting the updated subscription information when a cancellation notification

request has been received from the PCRF 220.

[0101] A Gy reference point may resides between the OCS 221 and the PCEF 270. The Gy reference

point may allow online credit control for service data flow based charging. For a visited access, a visited

Private Land Mobile Network (PLMN) may use an OCS proxy between the PCEF 270 and the OCS

221 .

[0102] A Sy reference point may reside between the PCRF 220 and the OCS 221 . The Sy reference

point may enable transfer of policy counter status information relating to subscriber spending from the

OCS 221 to the PCRF 220. The Sy reference point may support one or more of the following functions:

requests for reporting of policy counter status information from PCRF 220 to OCS 221 ; subscribing to,

or unsubscribing from, spending limit reports (i.e. notifications of policy counter status changes);

reporting of policy counter status information from the OCS 221 to the PCRF 220 pursuant a PCRF

request; notification of spending limit reports from the OCS 221 to PCRF 220; and cancellation of

spending limit reporting from the PCRF 220 to the OCS 221 .

[0103] A Gz reference point may reside between the PCEF 270 and the OFCS 223. The Gz reference

point may enable transport of service data flow based offline charging information.

[0104] In addition to using GPRS Tunneling Protocol (GTP) to provide access to the PGW 266 (or, a

GGSN), the PCC architecture 219 may use Internet Engineering Task Force (IETF) based Mobile IP

(MIP) protocols (e.g., any of MIPv4, PMIPv6 and DSMIPv6). The MIP protocols may facilitate

convergence of various types of accesses, such as, for example, the trusted non-3GPP access 2042,

untrusted non-3GPP access 2043, and other systems, such as 3GPP2, WLAN, and WiMAX (not shown)

with the non-3GPP systems. To facilitate the use of MIP protocols that do not support the QoS-related

signaling inherent in GTP, the PCC architecture 219 may include a Bearer Binding and Event Reporting

Function (BBERF) 274. The BBERF 274 may include an interface, for example, a Diameter-based Gxx

interface, for QoS information conveyed to and/or from the PCRF 220. The Gxx reference point may

correspond to the Gxa and Gxc. The Gxx reference point may enable the PCRF 220 to have dynamic

control over the BBERF behavior. The Gxx reference point may support the one or more of the

following functions: establishment of a Gxx session by the BBERF 274; termination of a Gxx session by

BBERF 274 and/or PCRF 220; establishment of a Gateway Control Session by the BBERF 274;

termination of a Gateway Control Session by the BBERF 274 or the PCRF 220; requests for QoS

decisions from the BBERF 274 to the PCRF 220; provisioning of QoS decisions from the PCRF 220 to

the BBERF 274; delivery of IP CAN-specific parameters from the PCRF 220 to the BBERF 274, or from

the BBERF 274 to the PCRF 220; and negotiation of IP CAN bearer establishment mode (UE-only and

UE/NW). A QoS control decision may consist of zero or more QoS rule(s) and IP CAN attributes.

[0105] The PCC architecture 219 may also support access to home services or direct local services

when roaming in a visited Private Land Mobile Network (PLMN) (not shown). This support may be

enabled by PCC policy peering between Home and Visited PCRFs. Such peering may be carried out

via a Diameter-based S9 interface, for example. The S9 reference point may reside between a PCRF in

the HPLMN (H PCRF) and a PCRF in the VPLMN (V PCRF). For roaming with a visited access (PCEF

and, if applicable, BBERF in the visited network), the S9 reference point may enable the H PCRF to (via



the V PCRF): have dynamic PCC control, including the PCEF and, if applicable, BBERF, and, if

applicable, TDF, in the VPLMN; deliver or receive IP CAN-specific parameters from both the PCEF and,

if applicable, BBERF, in the VPLMN; serve Rx authorizations and event subscriptions from an AF in the

VPLMN; and receive Application Identifier, service flow descriptions, if available, and application

detection start/stop event triggers report. For roaming with a home routed access, the S9 may enable

the H PCRF to provide dynamic QoS control policies from the HPLMN, via a V PCRF, to a Bearer

Binding and Event Reporting Function (BBERF) in the VPLMN.

[0106] Although not shown, the core network may include a User Data Repository (UDR), instead of

the HSS/SPR 218, to store PCC related subscription data, if, for example, a User Data Convergence

(UDC) architecture is employed. A Ud reference point may reside between the UDR and the PCRF 220.

The Ud reference point may act as an application front-end. The Ud reference point may be used by the

PCRF 220 to access PCC related subscription data when stored in the UDR.

[0107] The PCC architecture 219 may include a Traffic Detection Function (TDF) 276. The TDF 276

may perform application traffic detection, notification, and policy control. The PCC architecture 219 may

support an SPR-based architecture for roaming with home-routed access, which may be facilitated by

S9 roaming interfaces and the TDF 276. An Sd reference point may reside between the PCRF 220 and

the TDF 276. The Sd reference point may enable the PCRF to possess dynamic control over the ADC

behavior at the TDF 276. The Sd reference point may enable the signaling of ADC decisions, which

govern the ADC behavior. The Sd reference point may support one or more of the following functions:

establishment of TDF session between the PCRF 220 and the TDF 276; termination of a TDF session

between the PCRF 220 and the TDF 276; provisioning of ADC decisions from the PCRF 220 (e.g., for

application traffic detection and enforcement at the TDF 276); requests for ADC decisions from the TDF

276 to the PCRF 220; reporting of the start and the stop of a detected applications and transfer of SDF

descriptions and/or application instance identifiers for detected applications from the TDF 276 to the

PCRF 220; reporting of the accumulated usage of network resources on a per TDF session basis from

the TDF 276 to the PCRF 220; and requests for. and delivery of, IP CAN session specific parameters

between the PCRF 220 and the TDF 276.

[0108] The PCC architecture 219 may handle multiple simultaneous access connections, and support

for DSMIPv6 based Internet Protocol (IP) flow mobility (IFOM), including both WTRU-initiated and/or

network-initiated IFOM. The support for such IFOM may involve the PCEF 270 keeping the PCRF 220

up to date about a current routing address and IFOM routing rules for each IP flow. The IFOM routing

rules may include information that the PCRF 220 may use to install, in the PCEF 270, the QoS rules for

SDFs subject to flow mobility. The IFOM routing rules may be provided to the PCRF 220 from the

PCEF 270 during session establishment or modification. The PCEF 270 may derive the IFOM routing

rules based on flow binding information received from the WTRU 202.

[0109] The PCC architecture 219 may also include an Event Reporting Function (ERF). The ERF may

perform event trigger detection. The ERF, for example, may report an event to the PCRF 220

responsive to the event matching the event trigger. The ERF may be integrated into, integral to,

combined with co-located with any of the PCEF 270, BBERF 274 and TDF 276 for solicited application

reporting (if applicable).



[0110] The PCRF 220 may accept input for PCC decision-making from any of the PCEF 270, BBERF

274, TDF 276, the HSS/SPR 218, AF 272, and itself. One or more PCC policy rules, QoS control rules,

IP-CAN bearer/session policy information rules, usage monitoring control information rules, IFOM

routing rules and application detection and control (ADC) rules may be handled by the PCC architecture

219. For example, the SDFs may be mapped to PCC policy rules sent to the PCEF 270. These PCC

policy rules may include a rule name, a service identifier, one or more SDF filters, precedence, gate

status (open/closed), QoS parameters, charging key (rating group), other charging parameters, and the

like.

[011 1] The QoS control rules sent to BBERF 274 may include a subset of the PCC policy rules. As an

example, the QoS control rules may include the rule name, one or more of the SDF filters, the

precedence and the QoS parameters. Alternatively, the QoS control rules may be the same as the PCC

policies rules. The QoS parameters provided in both of the PCC policy rules and the QoS control rules

may include one or more QCIs, one or more subordinate QCIs ("sub-QCIs"), reserved bit rates for

guaranteed bearers, maximum bit rates for best effort bearers, allocation/retention priority (ARP), APN-

Aggregated Maximum Bit Rate (AMBR), and the like. The QoS parameters may include other

parameters, as well.

[0112] Bearer binding may involve association of PCC policy rules to an access bearer. For GTP-

based access, both charging and QoS rule enforcement may be carried out by the PCEF 270. For

PMIPv6 access, the QoS information might not be conveyed using GTP-based protocols. A Diameter-

based control protocol may be used over the Gxx interface instead to convey the QoS rules to the

BBERF 274. In various embodiments, the bearer binding may occur in the BBERF 274, but charging

and/or gating may be carried out in the PCEF 270.

[0113] The ANDSF 222 may provide interworking (e.g., 3GPP/non-3GPP interworking) information for

the WTRU 202 over an IP-based S14 interface, for example. In general, the ANDSF 222 may enable a

carrier to balance subscribers among the available accesses using best access selection criteria based

on current requirements of the WTRU 202. The ANDSF 222 may provide support for IFOM, as currently

standardized using DSMIPv6 or otherwise.

[0114] The ANDSF 222 may assist the WTRU 202 in discovery of non-3GPP accesses, if any. The

ANDSF 222 may provide the WTRU 202 with rules for policing the connection to these networks, such

as, inter-system mobility policies (ISMP) and inter-system routing policies (ISRP) using, for example, a

management object (MO) (hereinafter "ANDSF MO"). The relation between the ISMP, the ISRP and

discovery information may be that (i) the ISMP prioritize different accesses when the WTRU 102 is not

capable of connecting to the core network through multiple accesses, (ii) the ISRP indicate how to

distribute traffic among available accesses when the WTRU 202 is capable of connecting to the core

network through the multiple accesses (e.g., the WTRU 202 is configured for IFOM, MAPCON, non-

seamless WLAN offload or any combination of these capabilities); and (iii) and the discovery

information provides further information for the WTRU 202 to access the different accesses defined in

the ISMP and/or the ISRP.

[0115] The ISMP may enable IP flow level control. The ISMP may be provided by a MNO, and may be

defined per access point name (APN), per IP flow class under any APN or per IP flow class under a



specific APN. The ISMP may be defined in other ways, as well. The IP flow class may be identified via

any of a media type (e.g., audio), IMS Communication Service Identifier (e.g., MMTEL) for IMS

applications and respective 5-tuple (e.g., IP source address, IP destination address, source port,

destination port, protocol type) for any type of application. The 5-tuple may include wildcard values in

any of the possible fields. For example, the ANDSF 222 may indicate that a given (e.g., a 3GPP)

access has a highest priority access for a given IP flow class, and another (e.g., an untrusted-non-

3GPP) access has a highest priority access for another IP flow class. For example, the ANDSF 222

may indicate that 3GPP access 204-1 has a highest priority access for a given IP flow class, and the

untrusted-non-3GPP access 2043 has a highest priority access for another IP flow class.

[0116] The ISRP may provide the capability to identify traffic based on types of information, including

extrinsic information available to the WTRU 202, such as the APN, and IP packet header information.

The IP packet header information may include, for example, transport protocol, destination port and

destination IP address.

[0117] The ANDSF 222 may also be adapted to perform traffic identification and/or record traffic-

identification information. Identification of the traffic may be based on (i) throughput (e.g., identifying

traffic based on the total amount of data sent/received); (ii) an application (e.g., identifying traffic based

on an application ID/name/etc. ) ; (iii) content type (e.g., identifying traffic based on the type of content

(e.g. video, audio, data, control, etc.); and (iv) destination domain (e.g., identifying traffic based on the

destination domain, such as the fully qualified destination name (FQDN) in the web request). The

traffic-detection information may be stored in the ANDSF MO along with other ANDSF information

described herein and/or set forth in 3GPP TS 24.312.

[0118] The ANDSF 222 may receive from the WTRU 202 an indication of its capability to support ISMP

and/or ISRP when, for example, the WTRU 202 is in the process of establishing a connection. The

ANDSF 222 may provide the policies (e.g., the ISMP and/or ISRP) to the WTRU 202, and, based on

the provided policies, the WTRU 202 may request the PGW 266 (e.g., a home agent (HA) per

DSMIPv6-based IFOM) to route IP flows to various accesses; as appropriate (e.g., the HA 207 per

DSMIPv6-based IFOM) to route IP flows to the 3GPP access 204 , trusted non-3GPP access 2042,

and/or untrusted non-3GPP access 2043; as appropriate.

[0119] In various embodiments, the communications system 200 may include support (e.g., any of an

interface or reference point) for establishing and/or exploiting interaction (direct or otherwise) between

the PCC system 219 and ANDSF 222 including, for example, handling of potential policy-related

conflicts. The ANDSF 222, PCC system 219 and functionality provided herein may include elements

and functions to permit interaction between the ANDSF 222 and PCC system 219 to facilitate policy-

based flow management among any of the accesses 204 -3 . The policy-based flow management may

allow MNOs to provide users with an expected quality of experience ("QoE").

[0120] The expected QoE may be obtained through, for example, one or more polices ("BWM

policies") for managing bandwidth among any of the accesses 204 1-3 . Some or all of the BWM policies

may be configured to make flexible and/or efficient use of network resources. The interaction may be

manifested as control plane functionality (e.g., signaling) between ANDSF 222 and entities of the PCC



system 219, such as, for example, between the ANDSF 222 and the PCRF 220. The control plane

signaling may subsequently affect user plane paths delivering data services.

[0121] Depending on capabilities of the WTRU 202 and network, policy-based traffic management may

be employed to 1) identify and segregate IP data flows ("IP flows") based on a type of service in use

(e.g., "flow identification" and "flow filtering", respectively), and/or 2) assign specific flows or sub-flows

over at least two of the accesses 204 -3 simultaneously ("flow routing" and "sub-flow routing",

respectively).

[0122] Mobility signaling may be used to provide routing information to the network (e.g., PGW/HA

266/207 in the EPC network 203), resulting in possible establishment, modification, or deletion of

bearers carrying IP flows. The PCC signaling may be used to provide QoS rules and event report

triggers to the appropriate gateways (e.g., PGW/PCEF 266/270 in the EPC network 203) at a SDF or

other level based on a current routing of IP flows.

[0123] In addition to WTRU-initiated mobility signaling to the DSMIPv6 Home Agent (HA) 207 to

trigger the PCEF-to-PCRF PCC signaling, signaling between the WTRU 202 and ANDSF 222, and

between the ANDSF 222 and PCRF 220 may be carried out. For example, measurements or metrics

about (e.g., performance of) the network (e.g., local operating environments) may be collected by the

WTRU 202 and/or by one or more RANs. These measurements and/or metrics (collectively

"measurements") may be extracted from RAT drivers, application statistics, etc., for example.

[0124] Once collected, various reporting mechanism may be used by the WTRU 202 and/or RANs to

report the measurements to any of the ANDSF 222 and PCRF 220. As an example, the measurements

may be reported back to the ANDSF 222 by storing the measurements in the ANDSF MO ("UE-MO") at

the WTRU 202, and synchronizing the ANDSF MO ("NETWORK-MO") at the ANDSF 222 using any of

a push and/or pull model.

[0125] To facilitate reporting the measurements along with other information (e.g., policy information)

to the PCRF 220, the PCRF 220 may establish a connection (direct or otherwise) with the ANDSF 222

over a defined interface. This interface may be defined in accordance with a standardized or proprietary

protocol. For example, the interface may be defined in accordance with any of a Diameter protocol,

Diameter application and a protocol based on the Diameter protocol. Alternatively the interface may be

defined in accordance with a device management (DM) protocol, such as, for example, Open-Mobile

Alliance (OMA) DM protocol. The PCRF 220 may also establish a connection with the WTRU 202 via

the connection with the ANDSF 222.

[0126] Although the PGW 266 includes the functionality of HA 207, as shown in Figure 2D, such

functionality of the HA 207 may be implemented as a stand-alone entity or as an entity of the EPC

network 203 other than the PGW 266. As an alternative, the functionality of the HA 207 may be

distributed among a number of entities of the EPC network 203. As another alternative, the HA 207 may

be co-located with any of the PGW 266 and another entity of the EPC network 203 (not shown).

[0127] The EPC network 203 may define a 3GPP access system 205-I , a trusted-non-3GPP-access

system 2052 (e.g., a 1evDo access system) and an untrusted-non-3GPP-access system 2053 (e.g., a

WLAN access system) . As shown, the 3GPP access system 205i may include the 3GPP access 204-I ,

the SGW 264 and the PGW 266. The trusted-non-3GPP-access system 2052 may include the trusted



non-3GPP access 2042, and the PGW 266. The trusted non-3GPP access 2042 may include an access

gateway ("AGW") 275 communicatively coupled with the PGW 266 and one or more of the base

stations of the trusted non-3GPP access 2042 (not shown). The untrusted-non-3GPP-access system

2053 may include the untrusted non-3GPP access 2043 the ePDG 226 and the PGW 366.

[0128] The WTRU 202 may exchange DSMIP signaling messages with the HA 207 via any of the

3GPP access system 205i, trusted-non-3GPP-access system 2052 and untrusted-non-3GPP-access

system 2053 . The DSMIP signaling messages may be carried via an S2c interface or any other suitable

interface.

[0129] The NMCF 224 may obtain performance metrics associated with any of the accesses 204 -3 .

The NMCF 224 may, for example, collect performance metrics, such as, congestion (user-plane or

otherwise), connectivity, loading, latency, etc. associated with local radio and/or backhaul links, via

interfaces on the accesses 204 -3 . Alternatively, the NMCF 224 may garner the performance metrics

from one or more network condition reports (e.g., radio reports) associated with the accesses 204 1-3 .

The network condition reports may emanate from any of (i) the WTRU(s) 202 ("WTRU network

condition report(s)"); (ii) the untrusted non-3GPP access 2043 ("untrusted-access network condition

report(s)"), trusted non-3GPP access 2042 ("trusted-access network condition report(s)") and the 3GPP

access 204-I ("3GPP network condition report(s)"). The NMCF 224 may receive the network condition

reports directly from the WTRUs 202 and/or the accesses 204 -3. Alternatively and/or additionally, the

NMCF 224 may receive the network condition reports by way of one or more network entities, such as

any of the PCRF 220, ANDSF 222, HSS/SPR 2 18 and PGW 266.

[0130] The WTRU network condition reports, individually or collectively, may include one or more of

the performance metrics associated with one or more of the accesses 204 1-3 , as detected, measured or

otherwise obtained by the WTRUs 202. The WTRU network condition reports, individually or

collectively, may include, in addition to or in lieu of such performance metrics, information from which

one or more performance metrics may be derived, generated or otherwise obtained (hereinafter

"performance information").

[0131] The untrusted-access network condition reports, individually or collectively, may include one or

more of the performance metrics and/or performance information associated with the untrusted non-

3GPP access 2043, as detected, measured or otherwise obtained by one or more BSs (e.g., WLAN

APs) of the untrusted non-3GPP access 2043. The trusted-access network condition reports may

include one or more of the performance metrics and/or performance information associated with the

trusted non-3GPP access 2042, as detected, measured or otherwise obtained by one or more BSs

(e.g., H/E(e)NBs) of the trusted non-3GPP access 2042. The 3GPP-RAN reports, individually or

collectively, may include one or more of the performance metrics and/or performance information

associated with the 3GPP access 204-I , as detected, measured or otherwise obtained by one or more

BSs (e.g., NBs and/or eNBs) of the 3GPP access 204i.

[0132] For scalability, the performance metrics, performance information and/or the network condition

reports may be aggregated by network edge nodes (aggregation points) for exchange with the NMCF

224. In various embodiments, the ePDG 226 may be the aggregation point for the performance metrics,

performance information and/or network condition reports associated with the untrusted non-3GPP



access 2043. The AGW 275 may be the aggregation point for the performance metrics, performance

information and/or network condition reports associated with the trusted non-3GPP access 2042. The

SGW 264 may be the aggregation point for the performance metrics, performance information and/or

network condition reports associated with the 3GPP access 204 . Aggregation may be carried out

using, for example, an OMA-type interface. The OMA-type interface may permit exchange of the

performance metrics, performance information and/or network condition reports, including, for example,

alarm notifications.

[0133] In various embodiments, the NMCF 224 may obtain the performance metrics, performance

information and/or network condition reports on a real-time and/or a near real-time basis. The real-time

and/or near real-time basis may allow for decisions to be made more accurately than those made using

a non-real-time and/or non-near-real-time basis.

[0134] The NMCF 224 may use probing and/or passive monitoring techniques to collect, derive,

generate or otherwise obtain the performance metrics. The NMCF 224 may, for example, probe and/or

passively monitor the performance information and/or network condition reports, and generate

performance metrics based, at least in part, on the performance information and/or network condition

reports. The NMCF 224 may evaluate the performance metrics, and provide the performance metrics

and/or an evaluation of the performance metrics to various entities of the communications system 100.

For example, the NMCF 224 may monitor and generate, from the performance information and/or

network condition reports, performance metrics related to packet retransmissions ("retransmission

metrics") for any of the accesses 204 -3 . Such retransmission metrics may include, for example,

statistics related to the packet retransmissions, such as, a number or rate of the packet transmissions.

[0135] The NMCF 224 may also send the retransmission metrics to the RCF 268 responsive to such

metrics (e.g., the number or rate of retransmissions) for any of the accesses 204 -3 exceeding,

approaching and/or satisfying a threshold ("retransmission threshold"). The retransmission threshold

may be and/or be based on a maximum number or rate of retransmissions, and may be defined by a

MNO. Values of the retransmission threshold may be defined as policies per access in the PCRF 220.

The performance metrics related to packet retransmission may be sent on a per access basis or

otherwise.

[0136] The RCF 268 may receive the retransmission metrics the NCMF 224 and may decide whether

or not to switch retransmitted packets from one of the accesses 204 -3 to another. When the number of

retransmissions on any of the accesses 204 -3 exceeds, approaches and/or satisfies the

retransmission-threshold policy value, the RCF 268 may decide to re-route one or more retransmitted

packets from one of the accesses 204 -3 to another. The RCF 268 may make such decision based on a

comparison of values of the retransmission threshold of each of the accesses and values of the

retransmission metrics. The RCF 268 may use retransmission rates (e.g., as defined by MNO policies

in the PCRF 220). The RCF 268 may receive values of the retransmission threshold of each of the

accesses and values of the retransmission metrics as policies. As an example, if the untrusted-3GPP

(e.g., a 2 Mbps Wi-Fi) access 2043 is transmitting packets of 1000 bits, and the retransmission

threshold of 250 retransmissions per second is satisfied (i.e., a large number of packets are



retransmitted), the RCF 268 may decide to switch the packets to any of the 3GPP access 204-1 and

trusted non-3GPP access 2042, exhibiting a lower retransmission rate.

[0137] In cellular systems, advanced retransmission technologies, e.g., chase combining or

incremental redundancy, may enable a high probability of successful retransmissions. Since such

technologies might not be deployed in WLAN systems, the RCF 268 may decide when retransmission

packet traffic may be switched from one of the accesses 204 -3 to another with support of (i) operator-

based policies stored in the PCRF 220, and (ii) any of the performance metrics, performance

information and network condition reports sent from the NMCF 224.

[0138] The NMCF 224 may provide any of the performance metrics, performance information and/or

network condition reports to the PCEF 270. The NMCF 224 may directly exchange such information

with the PCRF 220 via an interface defined between the NMCF 224 and PCRF 220. This interface may

be, for example, an S7a interface. The S7a interface may be based on (e.g., a modification of) a S7/Gx

reference point. Alternatively, may be a S7/Gx reference point.

[0139] The NMCF 224 may provide any of the performance metrics, performance information and/or

network condition reports to the ANDSF 222. The NMCF 224 may directly exchange such information

with the ANDSF 222 via an interface defined between the NMCF 224 and ANDSF 222, such as, for

example, an S7a interface.

[0140] The NMCF 224 may also send to the ANDSF 222 information for updating, modifying or

otherwise adapting one or more policies ("policy-adapting information"), including, for example, WTRU-

specific policies, based on the performance metrics, performance information and/or network condition

reports. The WTRU 202 may request the policy-adapting information from the ANDSF 222, or,

alternatively, the policy-adapting information may be pushed to the WTRU 202 based on some event

trigger and/or via synchronization.

[0141] Alternatively, the NMCF 224 may send the policy-adapting information to the SPR 218, if, for

example, a direct interface between NMCF 224 and ANDSF 222 is not available. The SPR 218 may

provide the policy-adapting information to the ANDSF 222 so as to allow to the ANDSF 222 to modify

the policies, including the WTRU-specific policies, based on the performance metrics (e.g., current

network loads). An interface between ANDSF 222 and SPR 218 may be realized as a manifestation of

the Ud interface. The interface between the NMCF 224 and PCRF may 220 also be realized via Ud

interface (not shown) or an S7a interface, for example.

[0142] The AGW may include the BBERF 274 to facilitate using PMIPv6 between the PGW 266 and

given (e.g., non-3GPP) accesses. As another alternative, the BBERF 274 may be disposed in the SGW

264 to facilitate using PMIPv6 between the PGW 266 and a given (e.g., 3GPP) access.

[0143] As shown in Figure 2F, the Gx reference point between the PCRF 220 and PCEF 270 may be

adapted to support BWM-based policies. For network-initiated BWM, rules may include IP flow

identification requirements and flow mobility and/or aggregation policies.

[0144] The PCEF 270 may be adapted to support interaction with a Bandwidth Management Function

(BWMF) 402. The adapted PCEF 270 may use information from the BWMF 402 to dynamically

establish, modify, or release bearers of the accesses 204 -3 ("multi-RAT bearers") being used by the

WTRU 202 based on the policy rules provided by the PCRF 220.



[01 45] The BWMF 402 may include inputs that may enable the PCEF 270 to enforce the BWM policies

among any of the accesses 204 1-3 The BWMF 402 may perform packet-based measurements from any

of the accesses 204 -3 routes (e.g. , by monitoring the GTP traffic). The BWMF 402 may also receive

input from the NCMF 224. The BWM F 224 may provide the inputted performance metrics, performance

information and/or network condition reports to the PCEF 270, enabling it to modify allowed QoS

associated with each RAT based on the BWM policies.

[01 46] The NCM F 224 shown in Figures 2C-F may be a multi-RAT functional entity in that it stores and

processes information regarding both the Femto/Macro-Cellular networks as well as Wi-Fi network

conditions. Figure 2G is a block diagram illustrating an example of a distributed NMCF 500. As shown,

the distributed NMCF 500 may include separate functions for the cellular and Wi-Fi networks, for

example, C-NMCF 502 and W-NMCF 504 respectively. Each of the C-NMCF 502 and W-NMCF 504

may communicate with the PGW 266 using interfaces similar to those between the NCMF 224 and

PGW 266 of Figures 2C-F.

[01 47] Alternatively, the C-NMCF 502 and W-NMCF 504 may communicate using the interface used

for direct communication between NCM F 224 and the PCRF 220. Direct communication may be

replaced by communication via the SPR 2 18 as an intermediary. The NCM F 224 may support an Ud

interface to SPR 2 18 , which in turn may communicate with the PCRF 220 via a Sp interface. Such

indirect communication may be used where a single Multi-RAT NCMF is replaced by multiple single-

RAT NMCFs, namely, C-NMCF 502 and W-NCMF 504.

[01 48] The ANDSF 222 may store information regarding various Wi-Fi APs ("WAPs") and geo-locates

them at a cell-I D level. Here, a number of enhancements are disclosed that may make the information

in the ANDSF database dynamic to keep track of changes in the network environment as well as to

make it capable of handling both Wi-Fi and Femto network environments.

[01 49] The ANDSF 222 may be made more dynamic by obtaining inputs from F-NCMF 506 and W-

NCM F 504, which may report the turning on and/or off of Femto-APs (FAPs) and Wi-Fi APs (WAPs) of

the trusted non-3GPP access 2042 and the untrusted non-3GPP access 2043 respectively.

[01 50] In addition to on/off status, the FAP information may also include additional parameters, such as

those indicating the access mode (e.g. hybrid vs. Open), etc. To accommodate such additional fields of

information , the format of the data stored in the ANDSF 222 may be suitably configured. The ANDSF

222 may obtain these inputs using direct interfaces or via the SPR-Front End ("SPR-FE") 508 (e.g. , as

illustrated in Figure 2G).

[01 5 1] The various NMCFs 502-506 and/or the ANDSF 222 may report any of the performance

metrics, performance information and network condition reports to the PCRF 220 via the SPR-FE 508

using, for example, the Ud interface. The ANDSF 222 may also support the Sp interface, which may

allow it to directly query SPR-FE 506 and/or obtain any of the performance metrics, performance

information and network condition reports from the various NMCFs 502-506. Also, each of the NMCFs

502-506 may support a Sp interface, as well, allowing the NMCFs 502-506 to query and receive

information back from the SPR-FE 508.

[01 52] In various embodiments, information for storage in an ANDSF client of the WTRU 202 may be

supplied to the WTRU 202 by the network as follows. The ANDSF 222 may trigger a network-initiated



PDP context activation, followed by transfer of updated information to the WTRU 202. To facilitate this,

an interface between ANDSF 222 and SGW 265 may be established. The ANDSF 222 may also

communicate the trigger information via the PCRF 220, using interfaces illustrated in Figure 5 .

[0153] Provided below are examples of a sets of BWM policies that may be provided to various

network components in an evolved multi-RAT mobile network, such as in any of the communications

systems 100 and 200. A first set of policies may include policies provided to WTRUs. These policies

may provide a network with control over how a WTRU makes decisions that it is "free to make." The

policies provided to WTRUs may also provide a network operator with control over behavior of the

WTRUs at all times. These policies provided to WTRUs may be provided to the WTRUs via an ANDSF.

A second set of policies may include policies residing in the network's own PCRF and/or PCEF (e.g.,

policies describing how a network controls its own operation).

[0154] One aspect of WTRU-decision making is whether the WTRU 202 makes decisions per

connection or whether a finer (per flow) granularity is supported. For per-connection decisions, the

policy may contain one or more elements, including, for example, any of a policy owner; policy access

characteristics; policy activation time (e.g., immediate, for new sessions only, etc.); policy persistence

(e.g., overwrite default; revert to default after timeout expiry, etc.); user permissions, policy granularity

(e.g., per connection or flow based); flow identification process and policy properties.

[0155] The policy owner may be, for example, a network issuing the policy. The policy owner may be

used as a criterion for looking up a policy when connected to this network. The policy access

characteristics may specify under which condition(s) the policy is to be used when connecting to the

policy owner. Examples of the policy access characteristics may include (i) "always", (ii) "when macro-

BS connection is the only one available", and (iii) "when a trusted Wi-Fi AP is available", (iv) etc.

[0156] The flow identification process may be used if flow-based policy granularity is used. The flow

identification process may specify how "hard" the WTRU 202 should try to identify the flow. Example

settings of the flow identification process may include packet inspection level (the packet inspection

level may be commonly understood by a WTRU 202 and the network); use of well-known port

mappings (e.g., TCP port 80 is always HTTP); use of deep packet inspection (if available) and

identification of application sub-flows.

[0157] The policy properties may include properties to be used for per connection granularity. The

policy properties may also be used as a "default" policy for flow-based granularity. Examples of

properties of the policy properties may include (i) which initial connection to use (e.g., Cellular, Wi-Fi,

peer-to-peer or Bluetooth), and (ii) which access procedure to configure (e.g., network-controlled

mobility, mobile IP, BW aggregation, static TCP/IP, etc.).

[0158] If flow-based policies are used, for each flow, a sub-policy may be provided that may include a

flow description and/or policy properties. A flow description may include a flow name (e.g., HTTP,

video, voice, VoIP, etc.) and/or a flow identifier. The flow identifier may include a destination port used

(e.g., TCP Port 80 for HTTP) or a DPI signature; for example. The policy properties may be the same

as for a master policy, which may include, for example, which initial connection to use (e.g., Cellular,

Wi-Fi, peer-to-peer or Bluetooth) and which access procedure to configure (e.g., network-controlled

mobility, mobile IP, BW aggregation, static TCP/IP, etc.).



[0159] If flow-based policies are used, the policy framework may allow for the WTRU 202 to not be

able to identify all (or many) flows. A default policy may be provided. The default policy may be explicit

provided (e.g., using a flow-specific policy with "default" in a flow description). Alternatively, the master

policy may include policy properties that are treated as default.

[0160] Policies in the network may be structured around the WTRU 202 or around flows. WTRU-centric

policies may apply to all flows associated with a WTRU 202. Flow-based policies may apply to all flows

or to a particular type of flow associated with any WTRU 202. Examples of WTRU-centric policies and

associated parameters that may be defined for controlling multi-RAT BWM-enabled behavior in macro

and CGW environments may include any of a policy activation time (e.g., immediate, for new sessions

only, etc.); policy persistence (e.g., overwrite default, revert to default after timer expiry, etc.); user

permissions; BWM flow mobility thresholds; BWM flow aggregation thresholds; and RCF retransmission

thresholds.

[0161] The BWM flow mobility policies may include any of a WTRU identity (e.g., IMSI); WTRU priority

for uplink and downlink (e.g., high, low, or the like); service classification and/or identification

requirements (e.g., video based on specified IP address, flash videos based on DPI, etc.); preferred

access per service for uplink and downlink (e.g., cellular, Wi-Fi, etc.); minimum QoS per IP flow (e.g.,

bit rate, packet latency, packet loss, etc.); and maximum QoS per IP flow (e.g., bit rate, packet latency,

packet loss, etc.).

[0162] The BWM flow aggregation policies may include any of a WTRU identify (e.g., IMSI); WTRU

priority (e.g., high, low, or the like); service classification and/or identification requirements (e.g., video

based on specified IP address, flash videos based on DPI, etc.); minimum QoS per service (e.g., bit

rate, packet latency, packet loss, etc.); and maximum QoS per service (e.g., bit rate, packet latency,

packet loss, etc.). Execution of these policies may assume that any BWM-enabled capabilities have

been communicated between the WTRU 202 and the macro/CGW systems, either explicitly or

implicitly.

[0163] Each of the SDFs may represent IP packets related to a user service. The SDFs are bound to

specific bearers based on policies defined by the network operator. This binding may occur at the

WTRU 202 and the base station 260. The binding for each of the SDFs may be carried out using a

traffic flow template (TFT). Each TFT may include packet filtering information for identifying and

mapping packets to specific bearers. The packet filtering information may be configurable by the

network operator, and may include the 5-tuple identifying the corresponding SDF. The dedicated bearer

207 is associated with a TFT. The default bearer 205 may (but need not) be associated with a TFT.

[0164] Figure 3 is a block diagram illustrating an example of an end-to-end mapping 300 of an EPS

bearer 302 to a radio bearer (RB) 304, S 1 bearer 306 and a S5 bearer 308. For convenience, the end-

to-end mapping is described with reference to the communication system 200 of Figure 2 . A downlink

TFT function and an uplink TFT function are shown in Figure 3 . In the downlink, the PGW 266 may map

downlink traffic to a TFT mapped to the S5 bearer 308. In the uplink; the base station 260 may map the

RB 302 to the S 1 bearer 306.

[0165] The PGW 266 may map the bearers to the underlying transport network. The transport network

may be Ethernet based, and may use multiprotocol label switching (MPLS), for example. The transport



network may not be aware of the bearers (including the bearer structures and/or constructs), and may

use other (e.g., standard) IP QoS techniques, such as differentiated services (DiffServ).

[0166] The base station 260 may play a significant role in end-to-end QoS and policy enforcement. The

base station 260 may perform uplink and downlink rate policing, along with RF radio resource

scheduling. The base station 260 may use ARP when allocating resources to bearers (e.g., the default

and dedicated bearers 205, 207). The base station 260, like the PGW 266, may map bearer traffic to

the underlying IP transport network. The WTRU 202 may also play a role in the end-to-end QoS and

policy enforcement. For example, the WTRU 202 may perform an initial mapping of SDFs to the

bearers in the uplink direction.

[0167] As noted, the transport network (e.g., switches, routers and the like) may be unaware of the

bearers, and may use DiffServ for QoS. To facilitate bearer-level QoS, the base station 260 and the

PGW 266 may map the bearer level QoS parameters (e.g., QCIs) to respective DiffServ code point

(DSCP) values. The mapping of bearer level QoS parameters (e.g., QCI) to IP network QoS framework

(e.g., DSCP) may be implemented in various ways. The following DSCP per-hop behavior is defined to

provide guidelines for such mapping function:

Assured Forwarding (AF) Video Conferencing, streaming, client-server transactions

Expedited Forwarding (EF) VoIP
Default Forwarding (DF) Undifferentiated applications

Any flow with no bandwidth assurance (e.g., Low-priority
Best Effort Class Stream

Data).

[0168] Hierarchical Traffic Differentiation

[0169] Provided herein are methods, apparatuses and systems for performing hierarchical traffic

differentiation and/or employing hierarchical traffic differentiation to, for example, handle congestion

and/or to manage user quality of experience (QoE). Performing the hierarchical traffic differentiation

may include differentiating or otherwise classifying (collectively "differentiating") traffic (e.g., flows)

mapped to, or within, a bearer formed in accordance with a QoS class into multiple traffic sub-classes.

[0170] Each traffic sub-class may be configured with one or more attributes for differentiating its class

of traffic from another traffic sub-class and/or one or more policies with rules for how to handle policing

and scheduling for its sub-class of traffic. These attributes may include one or more characteristics

attributed to the class of traffic, such as, for example, a relative priority with respect to the other traffic

sub-classes, a share of the QoS parameters, etc. The attributes may include one or more

characteristics of, or one or more criteria for identifying and/or indicating, the traffic that qualifies for

classification under the corresponding traffic sub-class. For example, each traffic sub-class may have a

criterion that the traffic has a particular traffic profile to qualify for its classification. Alternatively and/or

additionally, each traffic sub-class may have a criterion that the traffic include an indication indicating

that the traffic is classified as, or qualifies for classification under such traffic sub-class. Alternatively

and/or additionally, each traffic sub-class may have a criterion that the traffic includes an indication

indicating one or more of the characteristics attributed to the class of traffic, such as, for example, the

relative priority of the traffic sub-class.



[0171] The methods, apparatuses and systems provided herein for performing hierarchical traffic

differentiation and/or employing hierarchical traffic differentiation may be applicable to and/or useful for

various scenarios or use cases, including those provided below. In the description that follows, the

terms "QoS class(es)" and "QCI level(s)" are used interchangeably without loss of generality and/or

differences there between. Similarly, the terms "traffic sub-class(es)" and "intra-QCI level(s)" are used

interchangeably without loss of generality and/or differences there between. In addition, the terms

"traffic" and "flow" are used interchangeably without loss of generality and/or differences there between.

[0172] Traffic of (e.g., OTT) applications having the same QCI may be treated the same in terms of

QoS, packet forwarding, etc. In some instances, unacceptable and/or undesired delays for real-time

and/or other better than best effort traffic may be experienced during periods of congestion in the

network 203. As described in more detail below, performing hierarchical traffic differentiation and/or

employing hierarchical traffic differentiation to police (e.g., filter) and/or adjust scheduling of

differentiated traffic based on a prioritization of, and/or policies for managing, the traffic sub-classes

(intra-QCI level) may mitigate congestion and/or enhance the QoE of the real-time and/or other better

than best effort traffic. Policing and scheduling strategies that employ the hierarchical traffic

differentiation may be employed as available bandwidth for users in the mobile network changes due to

interference, fading and competition from other user traffic.

[0173] An application may source different types of traffic; all of which have the same application id. In

legacy methods, apparatus and systems, the TFT defined for the bearer may map all of the different

types of traffic of the application to a single bearer at the PGW 266 (downlink) and/or the WTRU 202

(uplink). As an example, an application (e.g., a Skype application) may source voice and other audio,

video, text and/or keep-alive messaging. Intermediate network nodes (e.g., the base station 260) might

not be able to distinguish the different types of traffic in the same bearer (from one another) and/or

make corresponding traffic prioritization decisions in view of the all of the different types of traffic of the

application being mapped to a single bearer. Differentiating traffic based on granularity below (e.g., finer

than) the QCI level may allow, for example, the voice traffic of the application to be prioritized over

video and/or other type of traffic in the same bearer. These and other appropriate decisions may be

made in response to temporary bandwidth drop; for example dropping the video and/or other type of

traffic so as to provide good audio quality and/or prevent call drop.

[0174] When the WTRU 202 is in connected mode, certain applications may only source intermittent

traffic (e.g., Skype keep-alive messaging). The network operator may prefer to use the default bearer

205 to carry such traffic. The operator may also prefer to use the default bearer 205 for short duration

videos (e.g., a small YouTube video) or other short-duration session traffic in view of the cost/benefit of

establishing and tearing down the dedicated bearer 207 for such sessions. To facilitate the preference

of using the default bearer 205 over the dedicated bearer 207 for better than best effort services and/or

using the default bearer 205 exclusively, differentiation of the traffic within the default bearer 205, e.g.,

for load balancing and scheduling at the RAN and the core network, may be carried out by

differentiating the traffic based on granularity below (e.g., finer than) the QCI level. For example, in case

of congestion, the base station 260 may perform active queue management and make a decision to

drop traffic that exceeds the queue buffer size, based on the traffic profile. Before making the decision



on which traffic to drop, the base station 260 may determine if any of the traffic is classified in

accordance with one or more intra-QCI levels, and if so, may make appropriate drop decisions based

on such determination.

[0175] Referring now to Figure 4 , a flow diagram illustrating an example of a flow 400 directed to

hierarchical traffic differentiation is shown. The flow 400 may be carried out to, for example, handle

congestion and/or to manage user QoE.

[0176] At process block 402, traffic mapped to a bearer formed in accordance with a QoS class (QCI

level) is obtained. At process block 404, the traffic within the bearer is differentiated into multiple traffic

sub-classes (intra-QCI levels). Differentiating the traffic within the bearer into multiple traffic sub-classes

may include obtaining an indication of which traffic sub-class of the multiple traffic sub-classes to assign

a packet of the traffic to.

[0177] In an embodiment, the packet may include the indication, and obtaining the indication may

include performing packet inspection of the packet to reveal the indication. The indication may be

disposed in various locations within the packet. For example, the packet may include a header, and the

header may include the indicator. The header may be, or be in accordance with, the GTP, for instance.

[0178] In an embodiment, obtaining the indication may include performing packet inspection of the

packet to obtain information about the packet, and deriving the indication based on the obtained

information. The obtained information may include, for example, an application-specific signature for

distinguishing different types of traffic.

[0179] In an embodiment, obtaining the indication may include receiving the indication via signaling

(e.g., signaling separate from the packet).

[0180] In an embodiment, the indication may be indicative of a priority of the traffic sub-class to assign

the packet to. In an embodiment, the packet may include a QCI corresponding to the QoS class. In an

embodiment, the indicator may be a sub-QCI.

[0181] In an embodiment, the indication may be indicative of a policy rule to be applied to the traffic

sub-class to handle the packet to. In an embodiment, the policy rule may include parameters to use for

policing and/or scheduling packets of the traffic sub-class.

[0182] At process block 406, the differentiated traffic is scheduled for transmission based on a

prioritization of the multiple traffic sub-classes. Scheduling the differentiated traffic may include

adjusting a scheduled time of transmission of a packet the differentiated traffic based on the

prioritization of the multiple traffic sub-classes. The scheduling of the differentiated may be carried out

in view of a lack of resources and/or congestion. The congestion may include, for example, user plane

congestion occurring in the RAN.

[0183] Although not shown, the differentiated traffic may be filtered based on the prioritization of the

multiple traffic sub-classes, in lieu of, in addition to or in combination with the scheduling of the

differentiated traffic. In an embodiment, filtering the differentiated traffic may include filtering a packet

from the differentiated traffic based on the packet being assigned to a traffic sub-class of the multiple

traffic sub-classes having a priority less than a priority of at least one other traffic sub-class of the

multiple traffic classes. In an embodiment, the packet may be filtered from the differentiated traffic

based on the packet being assigned to a traffic sub-class of the multiple traffic sub-classes having a



priority less than a priority of each of the multiple traffic classes. In an embodiment, the packet may be

filtered from the differentiated traffic based on the packet being assigned to a traffic sub-class of the

multiple traffic sub-classes having a priority in the order of precedence of the prioritization that is below

a priority at which packets of the differentiated traffic are not filtered from the differentiated traffic.

[0184] The flow 400 may be carried out by various entities of the communications system 200 of

Figures 2A-2G, such as the WTRU 202 and/or various nodes of the network 203, including, for

example, the base station 260, SGW 264, PGW 266 and other data plane network elements and/or

nodes. The flow 700 may be carried out in other communications systems, as well.

[0185] Figure 5 is a flow diagram illustrating an example of a flow 500 directed to hierarchical traffic

differentiation. The flow 500 may be carried out to, for example, handle congestion and/or to manage

user QoE. The flow 500 of Figure 5 is similar to the flow 400 of Figure 4 , except as described herein.

[0186] At process block 502, the differentiated traffic is filtered based on the prioritization of the

multiple traffic sub-classes. In an embodiment, filtering the differentiated traffic may include filtering a

packet from the differentiated traffic based on the packet being assigned to a traffic sub-class of the

multiple traffic sub-classes having a priority less than a priority of at least one other traffic sub-class of

the multiple traffic classes. In an embodiment, the packet may be filtered from the differentiated traffic

based on the packet being assigned to a traffic sub-class of the multiple traffic sub-classes having a

priority less than a priority of each of the multiple traffic classes. In an embodiment, the packet may be

filtered from the differentiated traffic based on the packet being assigned to a traffic sub-class of the

multiple traffic sub-classes having a priority in the order of precedence of the prioritization that is below

a priority at which packets of the differentiated traffic are not filtered from the differentiated traffic. The

filtering of the differentiated traffic may be carried out in view of lack of resources and/or congestion.

The congestion may include user plane congestion.

[0187] At process block 504, the filtered traffic is scheduled for transmission. In an embodiment,

scheduling the filtered traffic for transmission may be based on the prioritization of the multiple traffic

sub-classes. This may include adjusting a scheduled time of transmission of a packet the filtered traffic

based on the prioritization of the multiple traffic sub-classes.

[0188] The flow 500 may be carried out by various entities of the communications system 200 of

Figures 2A-2B, such as the WTRU 202 and/or various nodes of the network 203, including, for

example, the base station 260, SGW 264, PGW 266 and other data plane network elements and/or

nodes. The flow 500 may be carried out in other communications systems, as well.

[0189] Figures 6 and 7 are flow diagrams illustrating examples of flows 600 and 700 directed to

hierarchical traffic differentiation. Each of the flows 600 and 700 may be carried out to, for example,

handle congestion and/or to manage user QoE. The flows 600 and 700 of Figures 6 and 7 are similar to

the flows 400 and 500 of Figures 4 and 5 , respectively, except that the scheduling and/or filtering of the

differentiated traffic is based (at least in part) on respective polices for managing the multiple traffic sub

classes, such as, for example, applicable policies provided infra and/or supra.

[0190] The flows 600 and 700 may be carried out by various entities of the communications system

200 of Figures 2A-2B, such as the WTRU 202 and/or various nodes of the network 203, including, for



example, the base station 260, SGW 264, PGW 266 and other data plane network elements and/or

nodes. The flows 600 and 700 may be carried out in other communications systems, as well.

[0191] Figure 8 is a flow diagram illustrating an example of a flow 800 directed to hierarchical traffic

differentiation. The flow 800 may be carried out to, for example, handle congestion and/or to manage

user QoE. The flow 800 of Figure 8 is similar to the flows 400, 500, 600 and 700 of Figures 4-7, except

as described herein.

[0192] At process block 802, a policy for handing the differentiated traffic is referred to. At process

block 804, the differentiated traffic is managed based on the policy. The policy may be any of the

policies for handling differentiated traffic provided infra and/or supra (e.g., in a policy table described

below). In an embodiment, the policy may include one or more conditions derived from user

subscription information. The policy may include one or more conditions derived from operator policies.

The policy may include other conditions, as well.

[0193] The flow 800 may be carried out by various entities of the communications system 200 of

Figures 2A-2B, such as the WTRU 202 and/or various nodes of the network 203, including, for

example, the base station 260, SGW 264, PGW 266 and other data plane network elements and/or

nodes. The flow 800 may be carried out in other communications systems, as well.

[0194] Among the methods, apparatuses and systems for performing hierarchical traffic differentiation

and/or employing hierarchical traffic differentiation are methods, apparatuses and systems for carrying

out the hierarchical traffic differentiation using a tree-based structure and/or methodology. The tree-

based structure and/or methodology may include, for each or any QCI level, one or more subordinate or

intra-QCI level identifiers ("sub-QCIs"). These sub-QCIs may be associated with respective priorities of

sub-flows of a flow and/or traffic sub-classes to assign the sub-flows to.

[0195] Also among the methods, apparatuses and systems are methods, apparatuses and systems in

which the TFT may be extended to include the application-specific signature for distinguishing the

different types of traffic. The application-specific signature may be available in the user profile or UE

context (for, e.g., HSS), and installed in the core network nodes (e.g., a PCEF) and the RAN nodes

(e.g., the UE). These nodes may be provisioned with, and maintain, respective policy tables. Each of

these with policy tables may include rules for handling specific sub-flows within a bearer, their relative

priority with respect to each other, their share of the QoS parameters, etc.

[0196] Intermediate nodes (e.g., the eNode B) may be configured to detect which of the sub-flows each

packet belongs to. The intermediate nodes, which have the capability to perform DPI, may be

configured with the application signatures. Alternatively, the application signatures might only installed

in edge nodes; which nodes may perform DPI to determine the sub-QCI of each packet and forward the

information along with the user-plane packet node. The intermediate nodes may recover the sub-QCI

value associated with each user-plane packet, and may use the policy table to determine the handling

for the packet.

[0197] To facilitate the using the tree-based structure and/or methodology, the network and/or the RAN

layers may be configured to handle interactions between application and the core network so as to

provide the traffic at a granularity attendant to the sub-QCI level, and handle creation and/or removal of

dedicated EPS and radio bearers in accordance with such QoS differentiation.



[01 98] Flow Labeling for Fine Traffic Differentiation

[01 99] Tree-shaped priority mapping

[0200] The PCC system 2 19 may provide mapping of flows (as identified by TFTs) to QCIs. Table 1

shows QCI characteristics that may be used for mapping flows to the specified QCIs. A sub-QCI (or

intra-QCI level) label or indication may be assigned and/or applied to the flows based on sub-priorities

of the sub-flows within each flow and/or on the traffic sub-classes to assign the sub-flows to. Such sub-

QCI labeling may be implemented using a tree-based priority mapping structure. The sub-QCI labels

may exist on the tree-based priority mapping structure as leaves subordinate to the QCIs. In the

downlink, the PGW 266 may be provisioned with mapping rules to support the sub-QCI labels and/or

the tree-based priority mapping structure. In the uplink, the base station 260 (e.g. , eNodeB) may be

provisioned with mapping rules to support the sub-QCI labels and/or the tree-based priority mapping

structure. Table 2 (below) lists the 9 QCIs, corresponding attributes of each of the QCI types, and

example sub-QCI labels for the 9 QCIs.

Table 2 - QCIs, Corresponding Attributes and Example sub-QCI labels

[0201 ] The base station 260 and/or any intermediate node may extract the sub-QCI information from

the user-plane packet (e.g. , from a header of a GTP packet). Alternatively, the base station 260 and/or



any intermediate node may derive the sub-QCI information using an application signature along with

performing deep packet inspection. The base station 260 and/or any intermediate node may use the

sub-QCI information for scheduling or RRM decisions. The base station 260 and/or any intermediate

node may use the sub-QCI information to decide which frames may be dropped due to congestion,

pursuant to active queue management (for e.g. Random Early Detection (RED)) or the like.

[0202] The sub-QCI information may provide and/or convey relative priority, and/or drop precedence,

of packets within the same bearer/QCI class. In various embodiments, a certain sub-QCI may be

associated with individual MBR, or a wildcard to indicate the associated traffic/sub-flow may use any

left-over resources not consumed by other higher-precedence sub-flows.

[0203] In various embodiments, the sub-QCI (intra-QCI level) prioritization along with associated

application signature may be provided by the HSS for each UE context, and may be installed in the

network nodes (e.g., the PGW 266, PCEF 270, base station 260, MME 262, etc) during WTRU 202

configuration/attach procedures. This may make configuration information available when a default

bearer is created, to allow demarcation of traffic within a default bearer.

[0204] The application signature may include new or additional parameters added to the TFT rules to

differentiate sub-flows within a flow, and may use existing or new packet inspection (DPI) rules. As an

example, sub-categorization of Skype application may be defined to map voice with sub-QCI 1, video

with sub-QCI 2 and text data with sub-QCI 3 .

[0205] Mapping Function for Sub-flow Traffic Differentiation

[0206] The sub-QCI information may be used at the edge and/or intermediate network nodes (e.g., the

PGW 266 and/or base station 260, respectively) to map packets to particular sub-flows by performing

packet inspection (DPI). The rules provided at the edge and/or intermediate network nodes to map

certain sub-flows of traffic belonging to a certain flow (QCI) may be configured during WTRU

configuration (e.g., configured by the MME 262 to the base station 260 in the UE (WTRU) context), or

specifically configured when an EPS bearer is configured.

[0207] The rules may be installed by default in the edge nodes (e.g., the PGW 260, PCEF 270, etc.) or

any intermediate nodes per application. As an example, rules for handling 2 sub-priorities may be

installed for application traffic of a video application. Table 3 (below) illustrates such rules applied to a

particular instance of a QCI and corresponding sub-QCIs.

Table 3

[0208] As another example, the sub-priorities may be applied to the different temporal layers in

Hierarchical-P coded video. Table 4 (below) illustrates such sub-priorities applied to the different

temporal layers in Hierarchical-P coded video for a particular instance of a QCI and corresponding sub-

QCIs.



Table 4

[0209] For conversational video flows with all P-Frames with a single layer video CODEC, prioritization

may be performed based on the variation of importance of the video content. Such importance may be

based on that some frames (even for all P-Frame single layer coding), if lost, can have a larger impact

on the end user QoE than others.

[021 0] The traffic mapping information (e.g. , TFT filters for GPRS and EPS) that the PCRF 220

provides to the PGW 266 may include the TFT rules, e.g. the UDP port number for a real-time protocol

(RTP) session indicates the sub-stream, and the corresponding rules may be installed in the PCEF 270.

[021 1] The individual sub-QCI information may be added to an IP-CAN session during a create packet

data protocol (PDP) Context Request/EPC Bearer Create Request, which may include specific QoS

requirements and traffic mapping information (e.g. , a TFT). A Create PDP Context Response message,

indicating that a new PDP context is created , is sent to the SGW 264 (or a SGSN (not shown)). The

response may include any changes in QoS according to bearer binding and policy enforcement.

[021 2] The WTRU 202 may use the uplink TFT and downlink TFT to associate EPS bearer activation

or modification procedures to an application and to traffic flow aggregates of the application. The PGW

266 may, in the Create Dedicated Bearer Request and the Update Bearer Request messages, provide

(e.g. , all) available traffic flow description information (e.g. , source and destination IP address and port

numbers and the protocol information).

[021 3] The sub-QCI and application signatures may be added to TFT rules as follows:

[021 4] The sub-QCI policy provisioning may be at the dynamic PCC or static PCC rules. If dynamic

PCC is deployed , then the PCRF 220 may send a PCC decision provision with sub-QCI mapping

information to the PGW 266. If dynamic PCC is not deployed, the PGW 266 may apply local QoS

policy.

[021 5] The PGW 266 may use the QoS policy to assign the EPS Bearer QoS (e.g. , it may assign

values to the bearer-level QoS parameters, such as the QCI , sub-QCI , ARP, GBR and MBR).

[021 6] The base station 260 may map the EPS Bearer QoS to the RB QoS. The base station 260 may

signal a RRC Connection Reconfiguration (Radio Bearer QoS, Session Management Request, EPS RB

Identity) message to the WTRU 202. The WTRU may store the QoS Negotiated, Radio Priority, Packet

Flow Id and Tl, which it received in the Session Management Request, for use when accessing via

GERAN or UTRAN. The WTRU non-access stratum (NAS) may store the EPS Bearer Identity and links

the dedicated bearer to the default bearer indicated by the Linked EPS Bearer Identity (LBI ) . The

WTRU 202 may use the uplink packet filter (UL TFT) including the sub-QCI to determine the mapping

of traffic flows to the RB. The WTRU 202 may provide the EPS Bearer QoS parameters to the

application handling the traffic flow.



[0217] Alternatively, the sub-QCI and application signatures mapping function rules may be added to

the UE context in the UE subscription profile and installed and/or removed in network nodes during UE

(WTRU) configuration and/or reconfiguration procedures (for e.g. UE attach procedure). The WTRU

202 may add sub-QCIs, as appropriate, to the TFTs and/or the IP flows in the uplink based on policies

provided by the ANDSF 222 via, for example, the S14 reference point. Alternatively and/or additionally,

the WTRU 202 may add sub-QCIs, as appropriate, to the TFTs and/or the IP flows in the uplink or

based on UE (WTRU) pre-configuration, such as, for example, policies installed in memory (e.g., at a

universal integrated circuit card (UICC)) of the WTRU 202.

[0218] Network Procedures To Handle Legacy Flows And New Flows Concurrently

[0219] The network may handle legacy flows and new flows concurrently. During the EPS bearer setup

process, the PCRF 220 may derive the QoS rules for a particular SDF. The SDF that receives QoS

rules having a QCI without a sub-QCI is referred to herein as a legacy flow. The SDF that receives QoS

rules having a QCI and a sub-QCI is referred to herein as a new flow. The PCRF 220 may pass the

QoS rules and information extracted by the AF 272 to the PCEF 270, which may handle both types of

flows according to the QoS rules.

[0220] Any of the core network node and/or edge network nodes (e.g., the PGW 266) may first perform

service differentiation at the QCI level for all flows. If active queue management is to be carried out for

any flow, the network node to perform active queue management may determine whether the flow has

a sub-flow policy defined and signature available. If such flow is a new flow, the network node may use

the sub-QCI information (e.g., the sub-QCI information set forth in Table 2) for finer service

differentiation. Otherwise, the network node (e.g., the PGW 266) may use the QCI level granularity.

[0221] Sub-QCI identification in User Plane Packets

[0222] The edge nodes, such as the PGW 266 for downlink (DL) and the base station 260 for the

uplink (UL), may associate each user-plane frame with the associated sub-QCI, so that intermediate

nodes can apply applicable policy rules to handle each packet appropriately. The association may be

presented using any of the field values in a header (e.g., GTP header), e.g., spare values in the GTP

header, or using a hash function to compute a unique TEID defined by combining and/or multiplexing

the QCI and sub-QCI. Alternatively, the value may be embedded in the payload of the GTP packet,

e.g., the ToS field in the IP header, may carry information regarding the sub-QCI of the flow.

[0223] The use of sub-QCI may allow the network 203 to select only a subset of the packets to serve in

the event of network congestion. Other mechanisms may be used together with the use of the sub-QCI.

For example, the network 203 may perform admission control, i.e., which EPS bearer setup request

should be granted based on the network resource availability and the user subscription service. Another

example is access control. Before the WTRU 202 requests to establish an EPS bearer, it may need to

connect to the base station 260. The request may be made via a RRC Connection Request message

sent from the WTRU 202 to the base station 260. When the base station makes a decision whether or

not to accept the request, the base station 260 can take into account network resource availability; e.g.,

if the wireless channel is heavily loaded, the base station 260 may reject the request; otherwise, the

base station may accept the request.



[0224] RAN User Plane Congestion

[0225] RAN user plane congestion may occur when demand for RAN resources exceeds available

RAN capacity to deliver the user data for a period of time. RAN user plane congestion may lead to, for

example, packet drops or delays, and may or may not result in degraded end-user experience. Short-

duration traffic bursts may be a normal condition at any traffic load level, and is generally not

considered as RAN user plane congestion. Likewise, a high-level of utilization of RAN resources (based

on operator configuration) may be considered a normal mode of operation, and is generally not

considered as RAN user plane congestion. RAN user plane congestion may include user plane

congestion that occurs over an air interface (e.g., LTE-Uu), in the radio node (e.g., eNB) and/or over the

backhaul interface between RAN and CN (e.g., S1-U).

[0226] Figure 9 is a block diagram illustrating example communications system 900 in which user

plane congestion may occur in a particular cell. The user plane congestion in the cell may occur

pursuant to traffic volume exceeding a capacity of the cell. The communications system 900 may

include three WTRUs 902a, 902b and 902c (collectively "WTRUs 902") and a network (shown

generally) 903. The network 903 may include a 3GPP RAN 904; a core network (shown as "EPC") 906,

three cells, namely, cells 913a, 913b and 913c; and a PDN (e.g., internet) 910. The cells 913a, 913b

and 913c may include respective base stations (e.g., eNodeBs) 914a, 914b and 914c.

[0227] Each of the cells 913a, 913b and 913c may have, for example, a radio capacity of 75 Mbps. An

interface between the 3GPP RAN and the core network 906 ("3GPP-RAN-to-EPC interface") 915 may

have, for example, a capacity of 100 Mbps. The radio capacity and the 3GPP-RAN-to-EPC interface

capacity are provided as examples only, and may be different from those provided.

[0228] As shown, each of the WTRUs 902a, 902b and 902c may be connected and/or associated with

the network 903 via the cell base station 914b. When, for example, the user plane traffic with the

WTRUs 902a, 902b total the radio capacity of the base station 914b and the WTRU 902c attempts to

generate user plane traffic, user plane congestion may occur.

[0229] Figure 10 is a block diagram illustrating an example communications system 1000 in which user

plane congestion may occur in a particular cell. The user plane congestion in the cell may occur

pursuant to traffic volume exceeding a capacity of the an 3GPP-RAN-to-EPC interface. The

communications system 1000 may include six WTRUs 1002a, 1002b, 1002c, 1002d, and 1002e, 1002f,

(collectively "WTRUs 1002") and a network (shown generally) 1003. The network 1003 may include a

3GPP RAN 1004; a core network (shown as "EPC") 1006, three cells, namely, cells 1013a, 1013b and

1013c; and a PDN (e.g., internet) 1010. The cells 1013a, 1013b and 1013c may include respective

base stations (e.g., eNodeBs) 2314a, 2314b and 2314c.

[0230] Each of the cells 1013a, 1013b and 1013c may have, for example, a radio capacity of 75 Mbps.

The 3GPP-RAN-to-EPC 1015 interface may have, for example, a capacity of 100 Mbps. The radio

capacity and the 3GPP-RAN-to-EPC interface capacity are provided as examples only, and may be

different from those provided.

[0231] When the user plane data/traffic volume of all the WTRUs 1002 being served by cells 1013a,

1013b and 1013c totals more than the capacity of the 3GPP RAN to EPC interface 1015 (as shown in

Figure 10), any and/or all of the WTRUs 1002 may be impacted. For example, any and/or all of the



WTRUs 1002 may undergo (e.g., potentially excessive) data rate reduction and/or experience service

denial. Even though each of the cells 1013a, 1013b and 1013c may have capacity to support the

1002a, 1002b, 1002c, 1002d, and 1002e, 1002f, the capacity of the 3GPP RAN to EPC interface 1012

may have an impact on each of the WTRUs 1003. In some instances, the limitation of the capacity of

the 3GPP RAN to EPC interface 1012 may prevent the WTRUs 1003 from being offered any resources

at all.

[0232] User-impacting congestion may occur when a service that is delivered to a user over the default

bearer or a dedicated bearer does not meet the user's expected service experience due, at least in part,

to RAN user plane congestion. The expectation for a service delivery is, generally, highly dependent on

the particular service or application. The expected service experience may also differ between

subscriber groups (e.g., a premium subscriber may have higher expectations than a subscriber with the

lesser subscription). RAN resource shortage where the RAN can still fulfill the user expectations for a

service delivery is generally not considered to be user-impacting congestion. It is rather an indication for

full RAN resource utilization, and as such, is generally considered a normal mode of operation.

[0233] The terms "congestion", "user-plane congestion" as used herein encompass various types of

congestion, including the RAN user-plane congestion and user-impacting congestion types (such as

promulgated by 3GPP). And the use of the terms "RAN user-plane congestion" and/or "user-impacting

congestion" may be used interchangeably with other types congestion without loss of generality.

[0234] RAN User Plane Congestion Mitigation and Awareness

[0235] Provided herein are solutions for mitigating and/or providing awareness of RAN user plane

congestion. In various embodiments, the solutions may be directed to effectively mitigating RAN user

plane congestion for mobile data traffic delivered over default bearers. Such solutions assume that an

operator cannot (or decides not to) move such applications onto different bearers (e.g., guaranteed

bearers) due to, for example, increased cost. It is important to note that the majority of the operators (if

not all) has configured their networks to run all services via a default bearer. The congestion mitigation

measures may include traffic prioritization, traffic reduction and limitation of traffic. The mitigation

measures may be based on user subscription, type of application and type of content, for example.

[0236] In various embodiments, the solutions may be directed to identifying whether entities in the

system (i.e., WTRU, RAN, core network) are (or need) to be made aware of RAN user plane congestion

and/or to identify which entities in the system (i.e., WTRU, RAN, core network) are (or need) to be

made aware of the RAN user plane congestion.

[0237] Mitigation of User Plane Congestion based on Intra-QCI level Traffic Differentiation

[0238] Provided herein are methods, apparatuses and systems for carrying out hierarchical QoS

differentiation of traffic within the same QCI (i.e., intra-QCI) level in view of user plane congestion.

Among such methods, apparatuses and systems may be a method for (and/or an apparatus and/or a

system adapted) for mitigating and/or otherwise affecting user plane congestion based on intra-QCI

level traffic differentiation. Such other affectation may have, for example, (i) a positive effect on the user

plane congestion, such as, e.g., a reduction in an amount of the user plane congestion; (ii) a negative

effect on the user plane congestion, such as, e.g., an increase in an amount of the user plane

congestion; or (iii) no net effect on the user plane congestion, such as e.g., a reduction in one amount



of the user plane congestion and an corresponding increase in another amount of the user plane

congestion. In various embodiments, the mitigation and/or other affection of the user plane congestion

may have a positive effect in that such may cause a reduction in an amount of the user plane

congestion with respect to a single user or multiple users. In various embodiments, the mitigation

and/or other affection of the user plane congestion may have a negative effect in that such may cause

an increase in an amount of the user plane congestion with respect to a single user or multiple users. In

various embodiments, the mitigation and/or other affection of the user plane congestion may have a not

net effect in that such may cause (i) a reduction in an amount of the user plane congestion with respect

to a single user or multiple users, and (ii) an increase in an amount of the user plane congestion with

respect to a single user or multiple users.

[0239] Figures 11-22 are flow diagrams illustrating examples of flows 1100-2200; each of which is

directed to mitigating user plane congestion, such as user plane congestion in a RAN. For simplicity of

exposition, the flows 1100-2200 are described with reference to the base station 260. The flows 1100-

2200 may be carried out by other entities of the communications system 200 of Figures 2A-2B,

including various other nodes of the network 203, such as, for example, SGW 264. The flows 1100-

1200 may be carried out in other communications systems, as well.

[0240] Referring now to Figure 11 at process block 1102, the base station 260 may receive a GTP

packet including a first IP packet associated with a first flow within a bearer. This bearer may be, for

example a default bearer, or other bearer formed in accordance with a QoS class (QCI level). At

process block 1104, the base station 260 may obtain, from a header of the GTP packet (GTP-packet

header), an indicator indicative of a priority of the first IP packet. This indicator may be, for example, a

sub-QCI (or sub-QCI label). In an embodiment, obtaining the indication may include performing packet

inspection of the GTP-packet header to reveal the indicator. Due to the indicator being disposed in the

GTP-packet header, deep packet inspection of the payload of the GTP packet is not necessary.

[0241] At process block 1106, the base station 260 may drop (filter) the GTP packet and/or the IP

packet on condition that a priority of a second IP packet associated with a second flow takes

precedence over the priority of the first IP packet. Such condition may exist, for example, if the second

packet has a sub-QCI indicating a priority lower than the priority indicated by the sub-QCI of the first

packet.

[0242] The flow 1200 of Figure 12 is similar to the flow 1100 of Figure 11, except that at process block

1206, the base station 260 may perform queue management to en-queue the first IP packet and to d e

queue the second IP packet on condition that the priority of the first IP packet takes precedence over a

priority of a second IP packet that is associated with a second flow and that persists in a queue. Such

condition may exist, for example, if the second packet has a sub-QCI indicating a priority lower than the

priority indicated by the sub-QCI of the first packet.

[0243] The flow 1300 of Figure 13 is similar to the flows 1100, 1200 of Figures 11, 12, except that at

process block 1306, the base station 260 may perform queue management to de-queue one or more IP

packets associated with the first flow persisting in a queue on condition that a priority of a second IP

packet associated with a second flow takes precedence over the priority of the first IP packet. This



condition may exist, for example, if the second packet has a sub-QCI indicating a priority higher than

the priority indicated by the sub-QCI of the first packet.

[0244] The flow 1400 of Figure 14 is similar to the flows 1100-1300 of Figures 11-13, except as follows.

At process block 1406, the base station 260 may perform a first queue management to de-queue the

second IP packet on condition that a priority of a second IP packet persisting in a queue is the same as

the priority of the first IP packet. This condition may exist, for example, if the priorities indicated by the

sub-QCIs of the first and second packets are the same.

[0245] At process block 1408, the base station 260 may perform a second queue management to e n

queue the first IP packet and/or de-queue the second IP packet on condition that the priority of the first

IP packet takes precedence over a priority of the second IP packet. Such condition may occur when the

second packet has a sub-QCI indicating a priority lower than the priority indicated by the sub-QCI of the

first packet.

[0246] The flow 1500 of Figure 15 is similar to the flows 1100-1400 of Figures 11-14, except that at

process block 1506, the base station 260 may delay scheduling of the first IP packet on condition that a

priority of a second IP packet associated with a second flow within the bearer takes precedence over

the priority of the first IP packet. This condition may occur when the second packet has a sub-QCI

indicating a priority higher than the priority indicated by the sub-QCI of the first packet.

[0247] The flow 1600 of Figure 16 is similar to the flows 1100-1500 of Figures 11-15, except that at

process block 1506, the base station 260 may schedule the first IP packet ahead of a second IP packet

associated with a second flow within the bearer on condition that the priority of the first IP packet takes

precedence over a priority of the second IP packet. This condition may occur when the second packet

has a sub-QCI indicating a priority lower than the priority indicated by the sub-QCI of the first packet.

[0248] Referring now to flow 1700 of Figure 17 at process block 1702, the base station 260 (and/or the

RAN) may send a congestion indication to the core network 203. The congestion indication may be sent

to the PCRF 220, for example. The congestion information may be sent through bearer traffic, and may

include any information indicating that the base station and/or the RAN is experiencing congestion. At

process block 1704, the base station 260 may receive a GTP packet including a first IP packet

associated with a first flow within a bearer. The bearer may be a default bearer, or other bearer formed

in accordance with a QoS class (QCI level). At process block 1706, the base station 260 may obtain,

from the GTP-packet header, an indicator indicative of a priority of the first IP packet. This indicator may

have been inserted into the GTP-packet header by the core network in responsive to the congestion

indication. The indicator may be, for example, a sub-QCI (or sub-QCI label). In an embodiment,

obtaining the indication may include performing packet inspection of the GTP-packet header to reveal

the indicator. Due to the indicator being disposed in the GTP-packet header, deep packet inspection of

the payload of the GTP packet is not necessary. In some embodiments, previously received GTP

packets might not have included priority-indicating indicators. In which case, the base station 260 may

assume that the priority of the first IP packet does not take precedence over any of the previously

received GTP packets (e.g., select at random).

[0249] At process block 1708, the base station 260 may drop (filter) the GTP packet and/or the IP

packet on condition that the priority of the first IP packet does not takes precedence over the priorities



of the IP packets (from the previously received GTP packets). Such condition may exist, for example, if

the previously received packets do not have sub-QCIs, and thus assumed to have a priority higher than

the priority indicated by the sub-QCI of the first packet.

[0250] In some embodiments, the base station 260 may perform deep packet inspection of IP packets

of the previously received GTP packets to determine the priorities of the received IP packets. In which

case, the base station 260 may drop the GTP packet and/or the IP packet on condition that the priority

of the first IP packet does not takes precedence over the priorities of the previously received IP

packets.

[0251] The flow 1800 of Figure 18 is similar to the flow 1700 of Figure 17, except that at process block

1808, the base station 260 may perform queue management to en-queue the first IP packet and to d e

queue the second IP packet on condition that the priority of the first IP packet takes precedence over a

priority of a second IP packet that is associated with a second flow and that persists in a queue. Such

condition may exist, for example, if the previously received packets do not have sub-QCIs, and are

assumed to have a priority lower than the priority indicated by the sub-QCI of the first packet.

Alternatively, the condition may exist, if after, the base station 260 performs deep packet inspection of

IP packets of the previously received GTP packets, the priorities of the received IP packets are lower

than the priority indicated by the sub-QCI of the first packet.

[0252] The flow 1900 of Figure 19 is similar to the flows 1700, 1800 of Figures 17, 18, except that at

process block 1908, the base station 260 may perform queue management to de-queue one or more IP

packets associated with the first flow persisting in a queue on condition that a priority of a second IP

packet associated with a second flow takes precedence over the priority of the first IP packet. Such

condition may exist, for example, if the previously received packets do not have sub-QCIs, and thus

assumed to have a priority higher than the priority indicated by the sub-QCI of the first packet.

Alternatively, the condition may exist, if after, the base station 260 performs deep packet inspection of

IP packets of the previously received GTP packets, the priorities of the received IP packets are higher

than the priority indicated by the sub-QCI of the first packet.

[0253] The flow 2000 of Figure 20 is similar to the flows 1700-1900 of Figures 17-19, except as follows.

At process block 2008, the base station 260 may perform a first queue management to de-queue the

second IP packet on condition that a priority of a second IP packet persisting in a queue is the same as

the priority of the first IP packet. This condition may exist, for example, if the priorities of the previously

received IP packets are assumed to be the same as the priority indicated by the sub-QCI of the first

packet. Alternatively, the condition may exist, if after, the base station 260 performs deep packet

inspection of IP packets of the previously received GTP packets, the priorities of the received IP

packets are the same as the priority indicated by the sub-QCI of the first packet.

[0254] At process block 2010, the base station 260 may perform a second queue management to e n

queue the first IP packet and/or de-queue the second IP packet on condition that the priority of the first

IP packet takes precedence over a priority of the second IP packet. This condition may exist, if the

priorities of the previously received IP packets are assumed to be lower than the priority indicated by

the sub-QCI of the first packet. The condition may also exist, if after, the base station 260 performs



deep packet inspection of IP packets of the previously received GTP packets, the priorities of the

received IP packets are lower than the priority indicated by the sub-QCI of the first packet.

[0255] The flow 2100 of Figure 2 1 is similar to the flows 1700-2000 of Figures 17-20, except that at

process block 2108, the base station 260 may delay scheduling of the first IP packet on condition that a

priority of a second IP packet associated with a second flow within the bearer takes precedence over

the priority of the first IP packet. This condition may exist, if the priorities of the previously received IP

packets are assumed to be higher than the priority indicated by the sub-QCI of the first packet, and/or, if

after, the base station 260 performs deep packet inspection of IP packets of the previously received

GTP packets, the priorities of the received IP packets are determined to be higher than the priority

indicated by the sub-QCI of the first packet.

[0256] The flow 2200 of Figure 22 is similar to the flows 1700-2100 of Figures 11-21 , except that at

process block 2208, the base station 260 may schedule the first IP packet ahead of a second IP packet

associated with a second flow within the bearer on condition that the priority of the first IP packet takes

precedence over a priority of the second IP packet. This condition may occur when the second packet

has a priority lower than the priority indicated by the sub-QCI of the first packet.

[0257] Although not shown in Figures 11-17, the base station 260 may detect the user plane

congestion, and/or be informed of the user plane congestion by another entity of the communications

system 200 (e.g., the WTRU 202, NCMF 224, PCEF 270, MME 262, ANDSF 222, etc.). In any case,

the base station 260 may drop packets, perform queue management, schedule packets, etc.,

responsive to the user plane traffic being detected, and on the conditions provided infra. In some

embodiments of the flows 1100-2200, the first and second flows may be associated with different

applications. In other embodiments of the flows 1100-2200, the first and second flows may be

associated with the same application (e.g., the first and second flows may be sub-flows of the same

application).

[0258] Utilizing PCC for Mitigation and/or Other Affectation of User Plane Congestion based on

Intra-QCI level Traffic Differentiation sub-QCI attributes

[0259] In various embodiments, mitigating and/or otherwise affecting user plane congestion based on

intra-QCI level traffic differentiation may be carried out using a PCC system along with PCC policies

and/or rules for reducing, and in turn, enforcing, QoS for IP flows/sub-flow by deriving and including

(e.g., low priority) sub-QCIs. For simplicity of exposition, in the description that follows such PCC

system, PCC rules and/rules are described with reference to the PCC system 219 of Figures 2A-B.

[0260] In an embodiment, the PCRF 220 may receive a user plane congestion report from the WTRU

202 or the base station 260. The UE 220 is assumed to have an active PDN connection with best effort

traffic (e.g., using QCI=5).

[0261] Based on the congestion report, the PCRF 220 may decide to throttle or otherwise traffic shape

traffic by providing updated PCC rules including sub-QCI rules within IP flows/traffic that may require or

otherwise be subject to traffic shaping and/or throttling. The updated PCC rules may be generated by

the PCRF 220 or other entity, and may be provided to the PCEF 270 (or other PCEF that enforces the

PCC rules) and/or to the BBERF 274 (or other BBERF that enforces QoS rules (for e.g., PMIP S5)).



[0262] The updated PCC rules may include (e.g., low priority) sub-QCIs. Other factors for the PCRF

200 to derive the PCC rules based on low priority sub-QCI may include, for example, user subscription

profile(s)obtained from the HSS/SPR 218, volume usage (such as, in accordance with the usage

monitoring clause 4.4 of 3GPP TS 23.203 v),and/or spending limits of one or more users. In

embodiments in which the spending limits are utilized, the PCRF 220 may subscribe to the OCS 221 to

be notified via Sy reference points if the users exceed respective spending thresholds.

[0263] The updated PCC rules may include QoS rules configured to reduce the MBRs of IP flows

having the low priority sub-QCIs. The PCEF 270 and/or the BBERF 274 may enforce the rules by, for

example, ensuring the bit rates of such traffic do not exceed the new, reduced MBRs. By enforcing

such QoS rules, the PCC system 219 may effectively and/or intelligently throttle or otherwise traffic

shape traffic of applications creating or contributing to the user plane congestion.

[0264] Figures 23-26 are block diagrams illustrating example call flows 2300-2600, respectively, for

carrying out hierarchical QoS differentiation of traffic within the same QCI level, e.g., using one or more

sub-QCIs, in view of user plane congestion. Each of the call flows 2300-2600 is described with

reference to the communications system 200 of Figures 2A-2G, for simplicity of exposition. The call

flows 2300-2600 may be carried out in other communications systems, as well.

[0265] In each of the call flows 2300-2600, user plane congestion information may be used by the PCC

system 219 in enforcement of QoS for IP flows/sub-flow having low priority sub-QCIs. Enforcement of

the QoS for IP flows/sub-flow having low priority sub-QCIs may positively, negatively, or otherwise

affect the user plane congestion, and in turn, QoE(s) of the WTRU 202 and/or other user(s).

[0266] The example call flow 2300 of Figure 23 is directed to establishing PCC rules during a period of

congestion, e.g., during and/or responsive to an indication of congestion load from the PCEF 270, such

as during and/or responsive to an indication of IP-CAN session establishment or IP-CAN session

modification. The PCC rules may be aimed at mitigating or otherwise affecting user plane congestion,

and may include PCC rules for reducing, and in turn, enforcing, QoS for IP flows of low priority traffic as

well as include sub-QCI information to differentiate the priority of IP flows sent over the same bearer

(e.g., all traffic sent over the default bearer of QCI=9).

[0267] At call-flow part 2302, the PCEF 270 may receive IP-CAN session signaling, e.g., a request for

IP CAN Bearer establishment. The PCEF 270 may also receive the congestion load information.

[0268] At call-flow part 2304, the PCEF 270 may send to the PCRF 220 a message requesting

authorization of allowed service(s) and/or for PCC Rules information may. The PCEF 270 may do so,

for example, after determining that a PCC authorization may be required. The PCEF 270 may also

include the congestion load information.

[0269] At call-flow part 2306, the PCRF 220 may decide on PCC and/or QoS rules taking into account

the subscription profile of the user. The PCRF 220 may make the authorization and policy decision. If

congestion load reports are present for the user, the PCRF 220 may take the information into account.

[0270] For the solicited application reporting, if the PCRF 220 determines that policy decisions

depends on the application used, the PCRF 220 may request the TDF 276 to establish the relevant

session towards PCRF 220 and provides ADC Rules to the TDF 276, as per user profile configuration.

The TDF 276 may transmit an ACK (accept or reject of the ADC rule operation(s)) to inform the PCRF



220 about the outcome of the actions related to the decision(s) received. The ACK may also include the

list of Event Triggers to report. The Event Triggers may indicate to the PCRF 220 what events to be

forwarded from the PCRF 220 to the TDF 276, once PCRF 220 gets the corresponding Event Report

from the PCEF/BBERF.

[0271] The PCRF 220 may transmit the decision(s) which may include PCC rules to mitigate

congestion. The PCRF 220 may provide the default charging method and may include the following

information: the PCC Rules to activate and the Event Triggers to report. If PCEF 270 is enhanced with

ADC, the applicable ADC rules may be provided, according to the user profile configuration. The Policy

and Charging Rules may allow the enforcement of policy associated with the IP CAN session. The

Event Triggers may indicate to the PCEF 270 what events must be reported to the PCRF 220. If the

TDF 276 provided a list of Event Triggers to the PCRF 220 in the previous step, the PCRF 220 may

also provide those Event Triggers to the PCEF. The PCRF 220 may also subscribe to the PCEF 270 to

be informed of volume usage levels.

[0272] At call-flow part 2308, the PCRF 220 may send to the PCEF 270 an acknowledgement (ACK)

message acknowledging IP CAN session establishment. The ACK message may include the

decision(s). The decision(s) may include PCC rules aimed at mitigating congestion, including, for

example, PCC rules for reducing QoS of IP flows and/or sub-flows by including low priority sub-QCIs to

low priority traffic

[0273] At call-flow part 2310, the PCEF 270 may enforce the PCC rules provided by the PCRF 220. If

the PCC rules include sub-QCI information, the PCEF 220 may add sub-QCI information (e.g., sub-QCI

label) within the IP flow(s) packets.

[0274] The example call flow 2400 of Figure 24 is directed to establishing PCC and/or QoS rules

during a period of congestion, e.g., during and/or responsive to an indication of congestion load from

the BBERF. The PCC and/or QoS rules may be aimed at mitigating user plane congestion, and may

include PCC and/or QoS rules for reducing, and in turn, enforcing, QoS for IP flows of low priority traffic

as well as include sub-QCI information to differentiate the priority of IP flows sent over the same bearer

(e.g. all traffic sent over the default bearer of QCI=9).

[0275] At call-flow part 2404, the BBERF 274 may send, and the PCRF 220 may receive user plane

congestion load information. At call-flow part 2406, the PCRF 220 may make a PCC rule decision

taking into account user plane congestion (if available). The PCRF 220 may make the authorization and

policy decision. If congestion load reports are present for the user, the PCRF 220 may take the

information into account.

[0276] For the solicited application reporting, if the PCRF 220 determines that policy decisions

depends on the application used, the PCRF 220 may request the TDF 276 to establish the relevant

session towards PCRF 220 and provides ADC Rules to the TDF 276, as per user profile configuration.

The TDF 276 may transmit an ACK (accept or reject of the ADC rule operation(s)) to inform the PCRF

220 about the outcome of the actions related to the decision(s) received. The ACK may also include the

list of Event Triggers to report. The Event Triggers may indicate to the PCRF 220 what events to be

forwarded from the PCRF 220 to the TDF 276, once PCRF 220 gets the corresponding Event Report

from the PCEF/BBERF.



[0277] The PCRF 220 may transmit the decision(s) which may include PCC rules to mitigate

congestion. The PCRF 220 may provide the default charging method and may include the following

information: the PCC Rules to activate and the Event Triggers to report. If PCEF 270 is enhanced with

ADC, the applicable ADC rules may be provided, according to the user profile configuration. The Policy

and Charging Rules may allow the enforcement of policy associated with the IP CAN session. The

Event Triggers may indicate to the PCEF 270 what events must be reported to the PCRF 220. If the

TDF 276 provided a list of Event Triggers to the PCRF 220 in the previous step, the PCRF 220 may

also provide those Event Triggers to the PCEF. The PCRF 220 may also subscribe to the PCEF 270 to

be informed of volume usage levels. The PCRF 220 may additionally include sub-QCIs within the PCC

and/or QoS rules for low priority traffic.

[0278] At call-flow part 2408, the PCRF 220 may provision QoS rules (that include sub-QCI)

information towards the BBERF 274. If the BBERF 274 asked for new QoS rules or IP CAN-specific

parameters need to be delivered back to the BBERF or both, the PCRF 220 may transmit a Gateway

Control and QoS Rules Reply to the BBERF 274. This interaction may include QoS Rules and Event

Triggers. The BBERF 274 may initiate the IP CAN Bearer signaling if required for the QoS Rules and

Event Triggers deployed. The BBERF 274 may receive the response for the IP CAN Bearer signaling. If

new and/or modified QoS Rules are provided, the result of the QoS rule activation may be returned to

the PCRF 220, indicating whether the resources requested have been successfully allocated.

[0279] At call flow part 2410, the BBERF 274 may enforce the QoS rules, and if the QoS rules include

sub-QCI information, the BBERF 274 may add sub-QCI information within the packets of the various IP

flows.

[0280] PCRF-initiated sub-QCI Provisioning

[0281] The example call flow 2500 of Figure 25 is directed to establishing PCC rules that may include

sub-QCI information. An example of such procedure can be carried out during a PCRF-initiated IP-CAN

Session Modification. The PCC rules may be aimed at mitigating user plane congestion, and may

include PCC rules for reducing, and in turn, enforcing, QoS for IP flows of low priority traffic as well as

include sub-QCI information to differentiate the priority of IP flows sent over the same bearer (e.g. all

traffic sent over the default bearer of QCI=9).

[0282] At call-flow part 2502, the AF 272 may provide/revoke service information to the PCRF 220

responsive to AF session signaling. The AF 272 may subscribe to notification of bearer level events

related to the service information. To facilitate generating the applicable events, the PCRF 220 may

instruct the PCEF 270 to report events related to the corresponding PCC rules.

[0283] At call-flow part 2504, an alternative to call-flow part 2502, is shown for the TDF 276, e.g. for

when the TDF 276 may detect a start and/or stop of an application traffic that matches one or more

active ADC Rules, such as, for example, in accordance with step 1b of clause 7.4.2 of 3GPP TS

23.203, or otherwise. The TDF 276 may provide application information responsive to solicited

application reported (e.g., based on PCRF ADC rules; for example the PCRF 220 instructing the TDF

276 to report specific applications due to user plane congestion load) or unsolicited application reported

(e.g., based on TDF pre-configuration).



[0284] At call-flow part 2506, as another alternative, the OCS 221 may provide a Spending Limit

Report to the PCRF 220, such as, e.g., described in clause 7.9.4 of 3GPP TS 23.203, or otherwise. The

PCRF 220 may have subscribed to be notified if the user spending limits have been met based on user

plane congestion load policies provided by the HSS/SPR 218.

[0285] The PCRF 220 may store the service information, if available, and may respond to the AF 272

with an ACK message. This ACK message may be applicable to call-flow part 1902. Without AF

interaction, a trigger event in the PCRF 220 may cause the PCRF 220 to determine that the PCC rules

require updating at the PCEF 270, e.g. change to configured policy. This procedure may also be

triggered by a GW Control and QoS Rules Request procedure.

[0286] At call-flow part 2508, the PCRF 220 may alter the subscribed list of policy counters using an

Initial, Intermediate or Final Spending Limit Report Request procedure. The PCRF 220 may do so, for

example, if the PCRF 220 determined a change to policy counter status reporting is required, such as

e.g., responsive to congestion load reports.

[0287] At call-flow part 2510, the PCRF 220 may make an authorization and policy decision. The

PCRF 220 may take into account the congestion load reported, the spending limit, the volume usage

level, IP flows/sub-flows reported (from the AF 272) and application information reported (from the TDF

276), and/or HSS/SPR policies for user plane congestion load (that may include policies based on sub-

QCI parameters of the IP flows/sub-flows), if available.

[0288] The PCRF 220 may store the application information (if provided), and may respond with an

ACK message to the TDF 276 (for unsolicited application reporting) or a TDF session modification (for

solicited application reporting). For the TDF solicited application reporting, the PCRF 220 may provide a

new ADC decision to the TDF 276. If the last occurring ADC rule is deactivated, the PCRF 220 may

request the TDF 276 to terminate the TDF session towards the PCRF 220. If there is no active TDF

session yet between the TDF 276 and the PCRF 220, the PCRF 220 may request the TDF 276 to

establish the TDF session towards PCRF 220 and provide an ADC decision to the TDF 276. In case of

a local breakout, the V-PCRF may provide ADC rules as instructed by the H PCRF 220 over an S9

interface or reference point.

[0289] For the TDF solicited application reporting, in the case of an existing on-going session, if

requested by PCRF 220, the TDF 276 may send a Provision ACK (accept or reject of the ADC Rule

operation(s)). For a new session, the TDF 276 may send an Ack. This may inform the PCRF 220 about

the outcome of the actions related to the received ADC decision(s). The Provision Ack / Ack may also

include the list of Event Triggers to report. The Event Triggers indicate to the PCRF 220 which events

are to be forwarded from the PCRF 220 to the TDF 276, once the PCRF 220 obtains the corresponding

Event Report from the PCEF 270/BBERF 274.

[0290] At call-flow part 2512, the PCRF 220 may initiate a GW Control and QoS Rules Provision

Procedure. The PCRF 220 may do so, for example, if there is no GW Control and QoS Rules Reply

pending and there is a need to provision QoS rules. The PCRF 220 may initiate the GW Control and

QoS Rules Provision Procedure in accordance with 7.7.4 of 3GPP TS 23.203 (applicable for PMIP S5

or S2c, as defined in clause 7.1 of 3GPP TS 23.203) or otherwise.



[0291] If there are multiple BBERFs associated with the IP CAN session, call flow part 1912, may

be performed with the BBERFs that support UE/NW bearer establishment mode. If there is a GW

Control and QoS Rules Reply pending, e.g. this procedure was invoked from a Gateway Control and

QoS Rules Request procedure (e.g., as defined in clause 7.7.3 of 3GPP TS 23.203), the PCRF 220

may use that opportunity for provisioning the applicable QoS rules. If there are multiple BBERFs

associated with the IP CAN session, and the procedure was previously invoked by a GW Control and

QoS Rules Request procedure from a primary BBERF, then the PCRF 220 may receive a GW Control

and QoS Rules Request from the non-primary BBERFs.

[0292] At call-flow part 2514, the PCRF 220 may sends the Policy and Charging Rules Provision (PCC

Rules, Event Trigger, Event Report) to the PCEF 270. The PCRF 220 may also provide all new ADC

decisions to the PCEF 270, if enhanced with ADC. If the TDF 276 provided a list of Event Triggers to

the PCRF 220, the PCRF 220 may also provide those Event Triggers to the PCEF 270.

[0293] At call-flow part 2516, the PCEF 270 may enforce the decision. Call-flow parts 2518 to 2530

may be carried out in accordance with clause 7.4.2 of 3GPP TS 23.203. Call-flow parts 2518 to 2530

may be carried out in other ways, as well.

[0294] Congestion Mitigation in the Uplink

[0295] The WTRU 202 (e.g., a UE) may be able to mitigate congestion in the uplink direction based on

operator policies provided by the ANDSF 222 via, e.g., the S14 reference point. The ANDSF policies

may include information to drop low sub-QCI packets of specific applications based on the user plane

congestion status in the uplink. The WTRU 202 may be able to differentiate between application based

on the work carried out in 3GPP on data identification in ANDSF (DIDA). Alternatively, based on the

sub-QCI information added by the WTRU 202 on the uplink direction the base station 260 (e.g., an

eNode B) may drop low sub-QCI packets based on the user plane congestion status in the backhaul

(e.g., between the RAN and SGW nodes).

[0296] Proactive Congestion Mitigation in the Uplink

[0297] In the uplink, a media access control (MAC) layer scheduler of the WTRU 202 may dynamically

inspect a MAC SDU to identify the QCI sub layer priority for each packet, and perform prioritized

scheduling to transmit the high priority packets first, and low priority packets next. If low priority packets

become delayed in the queue past discardTimer timeout (in a packet data convergence protocol

(PDCP) layer), such packets may be discarded before transmission. Such discard may reduce or

otherwise affect congestion.

[0298] The WTRU 202 may be configured with the rules to mark the packets of the same RB with a

sub-priority by ANDSF or RB configuration or RRC configuration applicable to all RBs. The identification

of the SDU packet priority may be obtained by packet inspection (e.g., DPI), such as packet inspection

of a DSCP field in IP packet that has been configured in higher layers based on the ANDSF policies.

The PDCP layer may obtain the packets with an additional parameter that indicates the sub-priority that

should be assigned to the packet, which may be further relayed to the radio link control (RLC) and MAC

layers. The MAC layer logical channel prioritization may use logical channel priority to decide on which

logical channel to select next, and within each logical channel, may use the sub-priority information to

prioritize the selection of the packet or transport block within the same logical channel.



[0299] Utilizing RAN for Mitigation and/or Other Affectation of User Plane Congestion based on

Intra-QCI level Traffic Differentiation sub-QCI attributes

[0300] In various embodiments, mitigating and/or otherwise affecting user plane congestion based on

intra-QCI level traffic differentiation may be carried out at a base station or other RAN element. For

simplicity of exposition, in the description that follows, the base station or other RAN element is

described with reference to the communications system 200 of Figures 2A-B.

[0301] In various embodiments, the base station 260 may be able to detect user plane congestion. The

base station 260 may be assumed to support a Deep Packet Inspection capability where inspection of

the QoS parameters (i.e. sub-QCI parameters) of IP flows/sub-flows is possible.

[0302] The base station 260 may mitigate congestion (at least in part) by, for example, updating a UE

context stored in the MME 262 with parameters to indicate base station behavior during user plane

congestion for a particular user. The UE context may include, for example, information indicating that a

particular user is a high priority user, and such user should receive high QoE even at cases of high user

plane congestion.

[0303] During user plane congestion, the base station 260 may take into account a subscription profile

stored in the UE context so as to identify how to mitigate congestion. For example, the base station 260

may discard packets of low priority sub-QCIs along with taking into account the subscription profile of

the user stored in the UE context.

[0304] The example call flow 2600 of Figure 26 is directed to mitigating and/or otherwise affecting user

plane congestion based on intra-QCI level traffic differentiation carried out at a base station 260 or

other RAN element. The base station 260 may take into account a subscription profile stored in the UE

(WTRU) context so as to identify how to mitigate congestion, by for example, discarding packets of low

priority sub-QCIs based on the subscription profile of the user stored in the UE context.

[0305] At call-flow part 2602, the base station 260 may detect that there are not enough resources to

deliver all user plane traffic. At call-flow part 2604, the base station 260 may notify the MME 262 with

user plane congestion information, The base station 260 may do so if, for example, the base station

260 does not possess UE context stored for a particular user. The base station 260 may report the user

plane congestion information via NAS signaling, for instance.

[0306] At call-flow part 2606, the MME 262 may provide updated UE context information. At call-flow

part 2608, the base station 260 may perform DPI on (e.g., all or some of) UE (WTRU) traffic.

[0307] At call-flow part 2610, the base station 260 may drop IP packets of the IP flows/sub-flows

having low priority sub-QCIs. The IP packets of the IP flows/sub-flows having low priority sub-QCIs

dropped by the base station 260 may be based on the UE context information provided by the MME

262 and the DPI performed.

[0308] Provided herein are methods, systems and apparatuses adapted for making a core network

aware of RAN user plane congestion. Also provided herein are methods, systems and apparatuses

adapted for determining how RAN user plane congestion can be mitigated for multiple applications

running over a default bearer (i.e., QCI 5), such as, where the operator cannot and/or desired not to

move such applications to different bearers (for example guaranteed/dedicated bearers).



[0309] In various embodiments, a core network approach for mitigating RAN user plane congestion

may be used. To facilitate such core network approach, RAN user plane congestion information may be

provided to the core network. The RAN user plane congestion information may be sent via NAS

signalling, for example. In some embodiments, one or more of the MME 262, HSS 218, PGW 266,

SGW 264, PCEF 270 and/or PCRF 220 may undertake actions to resolve the RAN user plane

congestion. Congestion mitigation procedures after congestion reports are transmitted may be carried

out at the MME 262, PGW 266 (or GGSN), SGW 264, PCEF 270 and/or PCRF 220.

[0310] In various embodiments, a RAN approach to mitigate RAN user plane congestion may be used.

In some embodiments, the base station 260 and/or the MME 266 may be employed to handle the RAN

user plane congestion, for example, by handing over WTRUs 202 to cells with less RAN user plane

congestion.

[031 1] In various embodiment that follow, it may be assumed that the base station 260 (e.g., eNodeB

(E-UTRAN), RNC/BSS (for UTRAN) and H(e)NB for femtocells (E-UTRAN and UTRAN)) are capable of

detecting RAN user plane congestion. Congestion measured by the base station 260 may be based on:

the number of WTRUs 202 attached in the base station 260, the maximum throughput supported by the

base station 260, and/or the number of active PDN connections.

[0312] The base station 260 may report congestion information to other nodes (e.g., other RAN nodes

or CN nodes). The congestion information reported may include one or more of the following

percentage of load in a cell (for example, high load = 80%); current throughput and maximum

throughput supported by a cell; current number of WTRUs 202 in ECM-CONNECTED state and

maximum number of ECM-CONNECTED states supported by the cell (for E-UTRAN cells); current

numbers of WTRUs in PMM-CONNECTED state and maximum number of PMM-CONNECTED states

supported by the cell (for UTRAN cells supporting lu reference point); and whether the WTRU initiated

request is for attended or unattended data traffic. This information may be provided by the WTRUs 202

and may be forwarded by the RAN nodes.

[0313] In some embodiments, congestion load information may be exchanged via NAS signaling. For

E-UTRAN accesses upon detecting RAN user plane congestion, the base station 260 may transmit

congestion information to the core network by including congestion information within (e.g., every) S1-

AP UPLINK NAS TRANSPORT message to the MME 262. The base station 260 may transmit S1-AP

UPLINK messages to the MME 262 when the WTRU 202 transmits TAU messages in ECM-

CONNECTED states. In such case, the core network may be aware that the WTRU 202 is in active

state. In some embodiments, the base station 260 may transmit S1-AP UPLINK messages to the MME

266 during (i) WTRU Triggered Service Request, a WTRU PDN connectivity Request and/or an S1-

based handover.

[0314] For UTRAN accesses, upon detecting RAN user plane congestion the RNC may transmit

congestion information to the core network within one or more (e.g., every) location reports, an initial

WTRU message, and one or more (e.g., every) UTRAN originated direct transfer control messages

over lu interface. In such case, the core network may be aware that the WTRU 202 is in active state.

[0315] Referring now to Figure 27, a call flow diagram illustrating an example call flow 2700 directed to

congestion load reporting is shown. Congestion load reporting may be carried out during a tracking



area update (TAU), and pursuant to call flow 2700, the congestion load reporting may be carried out

using a TAU procedure with a change in SGW.

[0316] The WTRU 202 may trigger a TAU request. The TAU request may include a number of

parameters. At call-flow part 2702, the WTRU 202 may transmit the TAU request to the base station

260. At call-flow part 2704, the base station 260 may forward the TAU request to a new MME. The

forwarded TAU request message may include a number of parameters and/or congestion load

information.

[0317] The new MME 262-N may use the GUTI received from the WTRU 202 to derive an address of

the old MME 262 (or old S4 SGSN (not shown). At call flow part 2706, the new MME 262-N may

transmit a Context Request message to the old MME 262 (or old S4 SGSN) to retrieve user

information. The Context Request message may include an old GUTI, a complete TAU Request

message, a P-TMSI Signature, an MME Address, and a WTRU validated set.

[0318] The WTRU validated set may indicate that the new MME 262-N has validated the integrity

protection of the TAU message, for example, based on native EPS security context for the WTRU. To

validate the Context Request message, the old MME may use the complete TAU Request message

(the old S4 SGSN may use the P-TMSI signature, instead). The old MME 262 (or the old S4 SGSN)

may respond with an appropriate error if integrity check fails. This may initiate the security functions in

the new MME 262-N, as shown at call flow part 2708. If the security functions authenticate the WTRU

202 correctly, then the new MME 262-N may transmit a Context Request message to the old MME 262

(or the old S4 SGSN). This Context Request message may include an IMSI, a complete TAU Request

message, a MME Address, and the WTRU Validated set. If the new MME 262-N indicates that it has

authenticated the WTRU 202, and/or if the old MME (or the old S4 SGSN) correctly validates the

WTRU 202, then the old MME 262 (or the old S4 SGSN) may start a timer.

[0319] If the Context Request message is transmitted to an old MME 262, then the old MME 262 may

respond with a Context Response message, as shown at call flow part 2710. The Context Response

message may include an ME Identity (if available), an MM Context, one or more EPS Bearer Contexts,

a SGW signalling address and one or more TEIDs, an ISR Supported indication, a MS Info Change

Reporting Action (if available), WTRU Core Network Capability, and/or WTRU Specific DRX

parameters. If the Context Request message is transmitted to the old S4 SGSN, the old S4 SGSN may

respond with a Context Response message, which may include an MM Context, one or more EPS

Bearer Contexts, an SGW signalling address and one or more TEIDs, an ISR Supported indication, an

MS Info Change Reporting Action (if available), WTRU Core Network Capability, and/or one or more

WTRU Specific DRX parameters.

[0320] The MM Context may contain security related information along with other parameters. These

parameters may include an IMSI, an ME Identity (if available) and an MSISDN. Unused Authentication

Quintets in the MM Context may also be maintained in the SGSN.

[0321] The PGW Address and TEID(s) (for GTP-based S5/S8) or GRE Keys (PMIP-based S5/S8 at

the PGW(s) for uplink traffic) and the Tl(s), may be part of the EPS Bearer Context. If the WTRU 202 is

not known in the old MME 262 (or the old S4 SGSN) and/or or if the integrity check for the TAU

Request message fails, then the old MME 262 (or the old S4 SGSN) may respond with an appropriate



error cause. The ISR Supported indication may be indicated if the old MME 262 (or the old S4 SGSN) is

capable to activate ISR for the WTRU 202. The MSISDN may be included if the old MME 262 (or the

old S4 SGSN) has it stored for the WTRU 202.

[0322] If the integrity check of TAU Request message fails, then authentication may be mandatory. If

GUTI allocation is going to be done and the network supports ciphering, the NAS messages may be

ciphered. If the TAU request is received for a WTRU which is already in ECM_CONNECTED state and

the PLMN-ID of the TAI transmitted by the base station 260 is different from that of the GUTI in the TAU

Request message, the MME may delay authenticating the WTRU until after TAU Complete message.

The MME may delay the authentication such that the WTRU 202 first updates its registered PLMN-ID to

the new PLMN-ID selected by the RAN during handover. The new PLMN-ID may be provided by the

MME to the WTRU 202 as part of the GUTI in the TAU accept message. This may ensure that the

same PLMN-ID is used in the derivation of the Kasme key by both the network and the WTRU.

[0323] The MME (e.g., the new MME 262-N if the MME has changed) may determine to relocate the

SGW. The SGW may be relocated when the old SGW 264 cannot continue to serve the WTRU 202.

The MME (e.g., the new MME 262-N if the MME has changed) may also decide to relocate the SGW if

a new SGW 264-N is expected to serve the WTRU 202 longer and/or with a more optimal WTRU-to-

PGW path, or if a new SGW 264-N is co-located with the PGW.

[0324] If the MME has changed, then the new MME 262-N may transmit a Context Acknowledge

message to the old MME 262 (or the old S4 SGSN), as shown at call flow part 2712. This Context

Acknowledge message may include a SGW-change indication to indicate a new SGW 264-N has been

selected. The old MME 262 (or the old S4 SGSN) may mark in its WTRU context that the information in

the GWs is invalid. And, if the old node is an MME, the old MME 262 may mark in its WTRU context

that the information in the HSS is invalid. This may ensure that the old MME 262 (or the old S4 SGSN)

updates the GWs, and the old MME 262 may update the HSS 218, if the WTRU 202 initiates a TAU or

RAU procedure back to the old MME 262 (or the old S4 SGSN) before completing the ongoing TAU

procedure. If the security functions do not authenticate the WTRU 202 correctly, then the TAU may be

rejected, and the new MME 262-N may transmit a reject indication to the old MME 262 (or the old S4

SGSN). The old MME 262 (or the old S4 SGSN) may continue as if the Identification and Context

Request message was never received. The ISR may not be indicated in the Context Acknowledge as

ISR is not activated due to the SGW change.

[0325] At call flow part 2714, the new MME 262-N may generate and transmit a Create Session

Request message to the new SGW 264-N. The Create Session Request message may include the

congestion load information.

[0326] After call flow part 2714, a GTP-based S5 interface procedure and/or a PMIP-based S5

interface procedure between the SGW and the PGW may be carried out. Call flow parts 2716-2720 are

applicable to the GTP based S5 interface procedure, and call flow parts 2722-2728 are applicable to

the PMIP-based S5 interface procedure.

[0327] At call flow part 2716, the new SGW 264-N may generate and transmit a Modify Bearer

Request message to PGW. The Modify Bearer Request message may include the congestion load

information. If PCC is supported, the PCEF 270 (of the PGW 266) may initiate a (PCEF-initiated) IP-



CAN Session Modification via the Gx reference point to PCRF220, as shown at call flow part 2718. The

PCEF 270 may provide the congestion load information to the PCRF 220 in connection with the IP-CAN

Session Modification. At call flow part 2720, the PGW may transmit a Modify Bearer Response

message to the new SGW 264-N.

[0328] At call flow part 2722, the new SGW 264-N may initiate a Gateway Control Session

Establishment procedure to the PCRF 220 via the Gxx interface. The new SGW 264-N may include the

congestion load information within a Gateway Control Session Establishment message sent to the

PCRF 220 as part of the procedure.

[0329] At call flow part 2724, the PCRF 220 may generate and transmit a Gateway Control Session

Establishment Response message to the new SGW 264-N. At call flow part 2726, the PCRF 220 may

provide updated PCC rules to the PGW 266. At call flow part 2728, the new SGW 264-N may transmit a

Proxy Binding Update message to the PGW 266, and the PGW 266 may respond with a Proxy Binding

Ack message.

[0330] Although not shown, the new SGW 264-N may update its bearer context. This may allow the

new SGW 264-N to route bearer PDUs to the PGW 266 when received from base station 260. The new

SGW 264-N may return a Create Session Response message to the new MME. The Create Session

Response message may include a SGW address and TEID for user plane and control plane and PGW

TEIDs (for GTP-based S5/S8) or GRE keys (for PMIP-based S5/S8) for uplink traffic and control plane.

[0331] The new MME 262-N may verify whether it holds subscription data for the WTRU 202 identified

by the GUTI, the additional GUTI or by the IMSI received with the context data from the old CN node. If

there are no subscription data in the new MME 262-N for the WTRU 202, then the new MME 262-N

may transmit an Update Location Request message to the HSS 218. The Update Location Request

message may include an MME Identity, an IMSI, one or more ULR-Flags, and/or one or more MME

Capabilities. The ULR-Flags may indicate that an update location is transmitted from an MME, and/or

that the MME registration may be updated in HSS 218. The HSS 218 might not cancel any SGSN

registration. The MME capabilities may indicate the MME's support for regional access restrictions

functionality. The HSS 218 may transmit a Cancel Location message to the old MME. The Cancel

Location message may include the IMSI, and a Cancellation Type. The Cancellation Type may be set

to Update Procedure.

[0332] If the timer started previously is not running, the old MME 262 may remove the MM context.

Otherwise, the contexts may be removed when the timer expires. It may also ensure that the MM

context is kept in the old MME 262 for the case the WTRU 202 initiates another TAU procedure before

completing the ongoing TAU procedure to the new MME 262-N. The old MME 262 may acknowledge

with the message Cancel Location Ack (IMSI).

[0333] When the old S4 SGSN receives the Context Acknowledge message, and if the WTRU 202 is in

lu Connected, then the old S4 SGSN may transmit an lu Release Command message to the RNC after

the timer has expired. The RNC may respond with an lu Release Complete message.

[0334] The HSS 218 may acknowledge the Update Location Request message by transmitting an

Update Location Ack message, including the IMSI, and Subscription Data parameters, to the new MME

262-N. If the Update Location is rejected by the HSS 218, then the new MME 262-N may reject the



TAU Request from the WTRU 202 with an appropriate cause. The new MME may validate the WTRU

presence in the (new) TA. If, due to regional subscription restrictions and/or access restrictions, the

WTRU 202 is not allowed to access the TA, then the MME 262-N may reject the TAU Request with an

appropriate cause to the WTRU 202. If appropriate checks are successful then the new MME 262-N

may construct a context for the WTRU 202.

[0335] If the MME has changed, when the timer expires the old MME 262 (or the old S4 SGSN) may

release any local MME or SGSN bearer resources. If it received the SGW change indication in the

Context Acknowledge message, then the old MME 262 (or the old S4 SGSN) may delete the EPS

bearer resources by transmitting to the old SGW 264 one or more Delete Session Request messages,

which messages may include Cause parameter, and/or one or more TEIDs. The Cause parameter may

indicate to the old SGW 264 that the old SGW 264 may not initiate a delete procedure towards the

PGW 266. If ISR is activated, then the cause parameter may also indicate to the old SGW 264 that the

old SGW 264 may delete the bearer resources on the other old CN node by transmitting one or more

Delete Bearer Request messages to such CN node. If the MME has not changed, then the release of

EPS bearer resources may be triggered when a new SGW 264-N is allocated.

[0336] The SGW may acknowledge with one or more Delete Session Response messages; which

response messages may include one or more TEIDs. The SGW may discard any packets buffered for

the WTRU 202.

[0337] The MME may transmit a TAU Accept message to the WTRU 202. The TAU Accept message

may include a GUTI, a TAI list, an EPS bearer status, a NAS sequence number, a NAS-MAC, and/or an

IMS Voice over PS session supported Indication. If the active flag is set, the MME may provide the

base station 260 with a Handover Restriction List. The GUTI may be included if the MME allocates a

new GUTI. If the "active flag" is set in the TAU Request message, then the user plane setup procedure

may be activated in conjunction with the TAU Accept message. The above sequence may be the same

as for a WTRU triggered Service Request procedure , and applied after the MME establishes the

bearer(s). The MME may indicate the EPS bearer status IE to the WTRU 202. The WTRU 202 may

remove any internal resources related to bearers that are not marked active in the received EPS bearer

status.

[0338] When receiving the TAU Accept message, and there is no ISR Activated indication, the WTRU

202 may set its TIN to "GUTI". For a SGW change, the ISR Activated may not be indicated by the MME

as it needs a RAU with the same SGW first to activate ISR. For an MME change, the ISR may not be

activated by the new MME 262-N to avoid context transfer procedures with two old CN nodes.

[0339] If GUTI was included in the TAU Accept, the WTRU 202 may acknowledge the received

message by returning a TAU Complete message to the MME. When the "Active flag" is not set in the

TAU Request message and the Tracking Area Update was not initiated in ECM-CONNECTED state,

the new MME 262-N may release the signalling connection with WTRU 202.

[0340] The new MME 262-N may initiate E-RAB establishment after execution of the security functions,

or wait until completion of the TA update procedure. For the WTRU 202, E-RAB establishment may

occur anytime after the TA update request is transmitted. In the case of a rejected tracking area update

operation, due to regional subscription, roaming restrictions, or access restrictions, the new MME 262-N



may not construct an MM context for the WTRU 202. A reject may be returned to the WTRU 202 with

an appropriate cause and the S 1 connection may be released. Upon return to idle, the WTRU 202 may

act conventionally. The new MME 262-N may determine the Maximum APN restriction based on the

received APN Restriction of each bearer context in the Context Response message and then store the

new Maximum APN restriction value.

[0341] The bearer contexts may be prioritized by the new MME 262-N. If the new MME 262-N is

unable to support the same number of active bearer contexts as received from old MME 262 (or old S4

SGSN), the prioritization may be used to decide which bearer contexts to maintain active and which

ones to delete. In various embodiments, the new MME 262-N may first update all contexts in one or

more PGWs and then deactivate the bearer context(s) that it cannot maintain. This might not cause the

MME to reject the tracking area update.

[0342] If the WTRU 202 was in PMM-CONNECTED state, the bearer contexts may already be

transmitted in a Forward Relocation Request message. If the TAU procedure fails a maximum

allowable number of times, or if the MME may return a Tracking Area Update Reject message with a

cause indication, then the WTRU may enter EMM DEREGISTERED state.

[0343] For PMIP based systems, the following may apply. The old SGW may initiate the Gateway

Control Session Termination Procedure with the PCRF 220, and the SGW may cease to perform

Bearer Binding and associated policy controlled functions.

[0344] The new MME 262-N may include congestion load information in the Update Location

Information towards the HSS 218.

[0345] Figure 28 is a call flow diagram illustrating an example call flow 2800 directed to congestion

load reporting. Pursuant to call flow 2800, the congestion load reporting may be carried out using a

TAU procedure without a change in SGW. The call flow 2800 of Figure 28 is similar to the call flow 2700

of Figure 27, except that the MME may generate and transmit a Modify Bearer Request message to the

SGW, as shown at call flow part 2802, instead of a Create Session Request. The Modify Bearer request

message may include the congestion load information. In addition, the new MME 262-N may include

congestion load information in the Update Location Information towards the HSS 218.

[0346] Figure 29 is a call flow diagram illustrating an example call flow 2900 directed to congestion

load reporting. Congestion load reporting may be carried out during a Routing Area Update (RAU), and

pursuant to call flow 2900, the congestion load reporting may be carried out using a RAU procedure

with MME interaction. The call flow 2900 may be applicable if the WTRU decides to change to a

UTRAN cell, for example.

[0347] As shown in call flow part 2902, the WTRU 202 may decide to change to a UTRAN cell. At call

flow part 2904, the WTRU 202 may transmit a Routing Area update to an RNC 2942. At call flow part

2906, the RNC 2942 may forward the RAU message to a SGSN 2948. The forwarded RAU message

may include various (e.g., conventional) parameters and congestion load information. The SGSN 2948

may detect that the WTRU 202 switched from E-UTRAN, and may generate and transmit a context

request message to the MME 262, as shown at call flow part 2908. The context request message may

include the congestion load information.



[0348] Call flow parts 2910-2914 may be carried out as described infra with respect to the call flow

parts 2708-2712 of call flow 2700 (Figure 27). At call flow part 2916, the SGSN 2948 may generated

and transmit a Modify Bearer Request message. The Modify Bearer Request message may include the

congestion load information.

[0349] Call flow parts 2918-2922 may be carried out as described infra with respect to the call flow

parts 2716-2720 of call flow 2700 (Figure 27) for GTP S5. Although not shown, the call flow 2900 may

include, in lieu of or in addition to, call flow parts 2918-2922, call flow parts akin to the call flow parts

2722-2728 of call flow 2700 (Figure 27) for PMIP S5. The call flow 2900 may include additional call flow

parts (not shown) based on call flow parts 11 to 22b of Figure 5.3.3.3-1 of 3GPP TS 23.401 . In addition,

the new MME 262-N may include congestion load information in the Update Location Information

towards the HSS 218. A procedure similar to above may be carried out if there is a SGW change.

[0350] Figure 30 is a call flow diagram illustrating an example call flow 3000 directed to congestion

load reporting. Pursuant to call flow 3000, the congestion load reporting may be carried out in UTRAN

using a Routing Area Update.

[0351] The WTRU 202 may decide to transmit a RAU, as shown in call flow part 3002. At call flow part

3004, the WTRU 202 may transmit the RAU to RNC/BSS 3042. At call flow part 3006, the RNC/BSS

3042 may forward the RAU message to a new SGSN 3048-N, and may include various parameters

and/or congestion load information. At call flow part 3008, the new SGSN 3048-N may generate and

transmit an SGSN Context Request message to an old SGSN 3048. The SGSN Context Request

message may include the congestion load information.

[0352] Call flow parts 3010-3014 may be carried out as described infra with respect to the call flow

parts 2708-2712 of call flow 2700 (Figure 27). At call flow part 3016, the new SGSN may 3048-N

generate and transmit an Update Context Request message to a GGSN 3050. The Update Context

Request message may include the congestion load information. At call flow part 3018, the GGSN 3050

may transmit a (PCEF-initiated) IP-CAN session modification message to the PCRF 220. The PCEF-

initiated IP-CAN session modification message may include the congestion load information (assuming

the same was provided by the SGSN 3048-N). At call flow part 3020, the new SGSN 3048-N may

transmit an UPDATE LOCATION request message to the HSS 218. The UPDATE LOCATION request

message may include congestion load information.

[0353] Although not shown, the HLR 218 may transmit to the old SGSN 3048 a Cancel Location

message. The Cancel Location message may include an IMSI and/or a Cancellation Type indicator.

The Cancellation Type indicator may be set to Update Procedure. If the timer is not running, the old

SGSN 3048 may remove the MM and PDP contexts/EPS Bearer Contexts, and an old S4-SGSN may

release SGW resources when the new SGSN 3048-N is a Gn/Gp SGSN or when an SGW change is

performed. GTPvl SGSN context transfer signaling may indicate to the old S4-SGSN that the new

SGSN 3048-N is a Gn/Gp SGSN, which may not signal any SGW change. When the timer is running,

the MM and PDP/EPS Bearer Contexts and any affected SGW resources may be removed when the

timer expires and the SGSN received a Cancel Location. The SGW may not initiate a delete procedure

towards the PGW. If ISR is activated on the SGW that is going to be released, then the SGW may

delete the bearer resources on the other old CN node by sending Delete Bearer Request message(s) to



that CN node. When the timer expires and no Cancel Location was received, the S4-SGSN may

remove the PDP contexts/EPS Bearer Contexts but preserves the MM context.

[0354] The timer may allow the old SGSN 3048 to complete the forwarding of N-PDUs. It may also

ensure that the MM and PDP contexts/EPS Bearer Contexts are kept in the old SGSN 3048 in case the

MS initiates another inter-SGSN routing area update before completing the ongoing routing area update

to the new SGSN 3048-N. The old SGSN 3048 may acknowledge with Cancel Location Ack (IMSI). The

HLR may transmit Insert Subscriber Data message to the new SGSN 3048-N. The Insert Subscriber

Data message may include to the IMSI, and Subscription Data information. The new SGSN 3048-N

may validate the MS's presence in the (new) RA. If due to regional subscription restrictions or access

restrictions the MS may not be allowed to be attached in the RA, the SGSN may reject the Routing

Area Update Request with an appropriate cause, and may return an Insert Subscriber Data Ack

message to the HLR 218. The Insert Subscriber Data Ack may include the IMSI, and/or SGSN Area

Restricted information. If appropriate checks are successful, then the SGSN may construct an MM

context for the MS and may return an Insert Subscriber Data Ack (IMSI) message to the HLR. If an S6d

interface is used between S4-SGSN and HSS 218, the Insert Subscriber Data and Insert Subscriber

Data Ack messages may not used. Instead, the Subscription Data may be transmitted by HSS 218 in

the Update Location Ack message.

[0355] The HLR 218 may acknowledge the Update Location by transmitting Update Location Ack

message to the new SGSN 3048-N. The Update Location Ack message may include the IMSI, and/or

GPRS Subscriber Data. The GPRS Subscriber Data may be provided, e.g., only if an S6d interface is

used. The new SGSN 3048-N may validate the MS's presence in the new RA. If due to roaming

restrictions or access restrictions the MS is not allowed to be attached in the SGSN, or if subscription

checking fails, the new SGSN 3048-N may reject the routing area update with an appropriate cause. If

appropriate checks are successful, the new SGSN 3048-N may construct MM and PDP contexts/EPS

Bearer Contexts for the MS. A logical link may be established between the new SGSN and the MS. The

new SGSN 3048-N may respond to the MS with Routing Area Update Accept (P-TMSI, P-TMSI

Signature, Receive N-PDU Number, IMS voice over PS Session Supported Indication). The Receive

N-PDU Number may contain the acknowledgements for each acknowledged-mode NSAPI used by the

MS, thereby confirming all mobile-originated N-PDUs successfully transferred before the start of the

update procedure. The IMS voice over PS Session Supported Indication may be set. ISR Activated

might not (or may never) be indicated to the MS in case of inter SGSN RAU. The E-UTRAN capable

WTRU 202 may set its TIN to "P-TMSI" or "RAT-related TMSI" .

[0356] The MS may acknowledge the new P-TMSI by returning a Routing Area Update Complete

(Receive N-PDU Number) message to the SGSN. The Receive N-PDU Number may contain the

acknowledgements for each acknowledged-mode NSAPI used by the MS, thereby confirming all

mobile-terminated N-PDUs successfully transferred before the start of the update procedure. If Receive

N-PDU Number confirms reception of N-PDUs that were forwarded from the old SGSN, these N-PDUs

may be discarded by the new SGSN. LLC and SNDCP in the MS are reset.



[0357] Figure 3 1 is a call flow diagram illustrating an example call flow 3100 directed to congestion

load reporting. Pursuant to call flow 3100, the congestion load reporting may be carried out using a

NAS service request.

[0358] At call flow part 3102, the WTRU may generate and transmit a NAS service request message.

The NAS service request message may include congestion load information. The congestion load

information may include whether the traffic to be used is for attended or unattended traffic. The base

station 260 may forward the NAS service request message to the MME 262, as shown at call flow part

3104. The forwarded NAS service request message may include the congestion load information. At

call flow part 3106, NAS authentication/security procedures may be performed.

[0359] At call flow part 3108, the MME 262 may transmit S1-AP Initial Context Setup Request

message to the base station 260. The S1-AP Initial Context Setup Request message may include a

SGW address, one or more S1-TEIDs (UL), one or more EPS Bearer QoSs, a Security Context, an

MME Signalling Connection Id, and a Handover Restriction List. Pursuant to the S1-AP Initial Context

Setup Request message, radio and S 1 bearers for all the active EPS Bearers may be activated. The

base station 260 may store the Security Context, MME Signalling Connection Id, EPS Bearer QoSs and

S1-TEIDs in the WTRU RAN context.

[0360] At call flow part 3 1 10, the base station 260 may perform the radio bearer establishment

procedure. User plane security may be established concurrently therewith. When the user plane radio

bearers are setup, the Service Request may be completed and EPS bearer state may be synchronized

between the WTRU 202 and the network 203 (and the WTRU 202 may remove the EPS bearer for

which no radio bearers are setup).

[0361] At call flow part 3 112, uplink data from the WTRU 202 may be forwarded by base station 260 to

the SGW 264. The base station 260 may transmit the uplink data to the SGW address and TEID. The

SGW 264 may forward the uplink data to the PGW 266.

[0362] At call flow part 3 114, the base station 260 may transmit an S1-AP message Initial Context

Setup Complete message to the MME 262. The S1-AP message Initial Context Setup Complete

message may include an base-station (e.g. eNode B) address, a list of accepted EPS bearers, a list of

rejected EPS bearers, and/or one or more S 1 TEIDs (DL). In some embodiments, the base station 260

may decide to include the congestion load information within this message, instead of the NAS service

request.

[0363] At call flow part 3 116, the MME 262 may generate and transmit a Modify Bearer Request

message. The Modify Bearer Request message may include the congestion load information. At call

flow part 3 118, the (e.g., new) SGW 264 may transmit a Modify Bearer Request message to the PGW

266. The SGW 264 may also include the congestion load information within the Modify Bearer Request

message. If PCC is supported, the PGW 266 may initiate a (PCEF Initiated) IP-CAN Session

Modification via Gx reference point to PCRF 220, as shown at call flow part 3120. The PCEF Initiated

IP-CAN Session Modification may include the congestion load information. At call flow part 3122, the

PGW 266 may transmit a Modify Bearer Response message to the 264.

[0364] At call flow part 3124, the SGW 264 may initiate a Gateway Control Session Establishment

procedure to the PCRF 266 via Gxx interface. The SGW 264 may also include congestion load



information within the GW Control Session Establishment message. At call flow part 3126, the PCRF

266 may transmit a Gateway Control Session Establishment Response message to the SGW 264. At

call flow part 3128, the PCRF may provide updated PCC rules. At call flow part 31330, the SGW 264

may transmit a Proxy Binding Update message to the PGW 266, and the PGW 266 may respond with a

Proxy Binding Ack message. At call flow part 3132, the SGW 264 may transmit a Modify Bearer

Response message to the MME 262.

[0365] Figure 32 is a call flow diagram illustrating an example call flow 3200 directed to congestion

load reporting. Pursuant to call flow 3200, the congestion load reporting may be carried out when a

WTRU initiates a WTRU initiated PDN connectivity request. The call flow 3200 may be applicable for

cases where the base station may provide congestion load information towards the Core Network (e.g.,

MME/PGW/PCRF). The WTRU may include details whether the traffic initiated is for attended or

unattended traffic.

[0366] At call flow part 3202, the WTRU 202 may initiate a WTRU initiated PDN connectivity request to

the MME 262. The WTRU 202 may include within this NAS request whether the trigger to initiate the

request was due to Attended or Unattended Data traffic. At call flow part 3204, the MME 262 may

transmit a Create Session Request message to the SGW 264. The MME 262 may include within the

request whether the trigger to initiate the request was due to Attended or Unattended Data traffic. The

MME 262 may include congestion load information provided to the WTRU 202 during TAU/RAU

updates.

[0367] After call flow part 3204, a GTP-based S5 interface procedure and/or a PMIP-based S5

interface procedure may be carried out. Call flow parts 3206-3210 are applicable to the GTP based S5

interface procedure, and call flow parts 3212-3218 are applicable to the PMIP-based S5 interface

procedure.

[0368] At call flow part 3206, the SGW 264 may generate and transmit a Create Session Request

message to the PGW 264. The Create Session Request message may include the congestion load

information provided by the MME (such as, for example, the attended or unattended data traffic

information). If PCC is supported, the PGW 266 may initiate a (PCEF Initiated) IP-CAN Session

Modification via Gx reference point to the PCRF 220, as shown at call flow part 3208. The PCEF may

also include congestion load information (e.g., the attended or unattended data traffic information). At

call flow part 3210, the PGW 266 may transmit a Create Response message to the SGW 264based.

[0369] At call flow part 3212, the (e.g., new) SGW 264 may initiate a Gateway Control Session

Establishment procedure to the PCRF 220 via Gxx interface. The SGW 266 may include the congestion

load information provided by the MME 262 within the Gateway Control Session Establishment

message. The PCEF 270 may initiate an IP-CAN Session Establishment Procedure, as shown at call

flow part 3214. At call flow part 3216, the PGW 266 may respond the Gateway Control Session

Establishment message with a Gateway Control Session Establishment Response message.. At call

flow part 3218, the SGW 264 and PGW may exchange Proxy binding Update/ACK messages.

[0370] If the MS Info Change Reporting Action (Start) is received for this bearer context, then the SGW

264 may store this for the bearer context and the SGW 264 may report to the PGW 262 whenever a

WTRU's Location Information change occurs that meets the PGW request. The SGW 264 may return a



Create Session Response message to the MME 262. The Create Session Response message may

include a PDN Type, a PDN Address, a SGW address for User Plane, a SGW TEID for User Plane, a

SGW TEID for control plane, an EPS Bearer Id, an EPS Bearer QoS, one or more Protocol

Configuration Options, Prohibit Payload Compression information, APN Restriction information, Cause

information, MS Info Change Reporting Action (Start) information, and APN-AMBR information. The DL

TFT for PMIP-based S5/S8 may be obtained from interaction between the SGW 264 and the PCRF

220, when PCC is deployed. Otherwise, the DL TFT IE may be wildcarded, matching any downlink

traffic. If the WTRU 202 indicates the Request Type as "Handover", this message may also serve as an

indication to the MME 262 that the S5/S8 bearer setup and update has been successful. At this step the

GTP tunnel(s) over S5/S8 may be established.

[0371] If an APN Restriction is received, then the MME 262 may store this value for the Bearer

Context, and the MME 262 may check this received value with the stored value for the Maximum APN

Restriction to ensure there are no conflicts between values. If the consequence of this check results in

the PDN connectivity being rejected, the MME 262 may initiate a Bearer Deactivation and return an

appropriate error cause. If the PDN Connectivity Request is accepted, the MME 2612 may determine a

(new) value for the Maximum APN Restriction. If there is no previously stored value for Maximum APN

Restriction, then the Maximum APN Restriction may be set to the value of the received APN

Restriction.

[0372] If the MS Info Change Reporting Action (Start) is received for this bearer context, then the MME

262 may store this for the bearer context, and the MME 2262 may report whenever a WTRU's Location

Information change occurs that meets the request. The MME 262 may modify the WTRU AMBR, which

has been assigned to the base station 260 , based on the subscribed WTRU-AMBR and the updated

set of APN-AMBRs in use.

[0373] The MME 262 may transmit PDN Connectivity Accept message to the base station 260. The

PDN Connectivity Accept message may include an APN, a PDN Type, a PDN Address, an EPS Bearer

Id, a Session Management Request, and one or more Protocol Configuration Options. This message

may be contained in an S1_MME control message Bearer Setup Request (EPS Bearer QoS, WTRU-

AMBR, PDN Connectivity Accept, and S1-TEID) to the base station 260. This S 1 control message may

include the TEID at the SGW used for user plane and the address of the SGW for user plane. In the

PDN Connectivity Accept message, the MME 262 may not include the IPv6 prefix within the PDN

Address. The MME 262 may include the APN-AMBR and the EPS Bearer QoS parameter QCI into the

Session Management Request. If the WTRU 202 has UTRAN or GERAN capabilities, the MME 262

may use the EPS bearer QoS parameters to derive the corresponding PDP context parameters QoS

Negotiated (R99 QoS profile), Radio Priority, Packet Flow Id and Tl and includes them in the Session

Management Request. If the WTRU 202 indicated in the WTRU Network Capability that it does not

support BSS packet flow procedures, then the MME 262 might not include the Packet Flow Id. The

MME 262 might not transmit the S 1 Bearer Setup Request message until any outstanding S 1 Bearer

Setup Response message for the same WTRU 202 has been received or timed out. If the APN-AMBR

has changed, the MME 262 may update the UE-AMBR if appropriate. If the MME 262 or the PGW 266

has changed the PDN Type, an appropriate reason cause may be returned to the WTRU 202.



[0374] The base station 260 may transmit RRC Connection Reconfiguration to the WTRU 202

including the PDN Connectivity Accept message. The WTRU 202 may store the QoS Negotiated, Radio

Priority, Packet Flow Id and Tl, which it received in the Session Management Request IE , for use when

accessing via GERAN or UTRAN. The WTRU 202 may provide EPS Bearer QoS parameters to the

application handling the traffic flow. The application usage of the EPS Bearer QoS may be

implementation dependent. The WTRU 202 may not reject the RRC Connection Reconfiguration on the

basis of the EPS Bearer QoS parameters contained in the Session Management Request. If the WTRU

202 receives an IPv4 address set to 0.0.0.0, it may negotiate the IPv4 address with DHCPv4. If the

WTRU 202 receives an IPv6 interface identifier, it may wait for the Router Advertisement from the

network with the IPv6 prefix information or it may transmit a Router Solicitation if necessary.

[0375] The WTRU 202 may transmit the RRC Connection Reconfiguration Complete to the base

station 260. The base station 260 may transmit an S 1-AP Bearer Setup Response to the MME 262.

The S 1-AP message may include the TEID of the base station 260 and the address of the base station

260 used for downlink traffic on the S1_U reference point. The WTRU NAS layer may build a PDN

Connectivity Complete message including EPS Bearer Identity. The WTRU 202 may then transmit a

Direct Transfer (PDN Connectivity Complete) message to the base station 260.

[0376] The base station 260 may transmit an Uplink NAS Transport (PDN Connectivity Complete)

message to the MME. After the PDN Connectivity Accept message and once the WTRU 202 has

obtained a PDN Address Information, the WTRU 202 may then transmit uplink packets towards the

base station 260 which will then be tunneled to the SGW 264 and the PGW 266. If the WTRU 202

requested for a dual address PDN type (IPv4v6) to a given APN and was granted a single address PDN

type (IPv4 or IPv6) by the network with a reason cause indicating that only single IP version per PDN

connection is allowed, the WTRU 202 may request for the activation of a parallel PDN connection to the

same APN with a single address PDN type (IPv4 or IPv6) other than the one already activated. If the

WTRU 202 receives no reason cause in response to an IPv4v6 PDN type and it receives an IPv6

Interface Identifier apart from the IPv4 address or 0.0.0.0 in the PDN Address field, it may consider that

the request for a dual address PDN was successful. The WTRU 202 may wait for the Router

Advertisement from the network with the IPv6 prefix information or it may transmit Router Solicitation if

necessary.

[0377] Upon reception of the Bearer Setup Response message and the PDN Connectivity Complete

message, the MME 262 may transmit a Modify Bearer Request (EPS Bearer Identity, eNodeB address,

eNodeB TEID, Handover Indication) message to the SGW 264. If Request Type indicates "handover",

the Handover Indication may also be included. If the Handover Indication is included, the SGW 264

may transmit a Modify Bearer Request (Handover Indication) message to the PGW 266 to prompt the

PGW 266 to tunnel packets from non 3GPP IP access to 3GPP access system and immediately start

routing packets to the SGW 264 for the default and any dedicated EPS bearers established. The PGW

266 may acknowledge by transmitting a Modify Bearer Response to the SGW 264.

[0378] The SGW 264 may acknowledge by transmitting a Modify Bearer Response (EPS Bearer

Identity) to the MME 262. The SGW 264 may then transmit its buffered downlink packets. After the

MME 262 receives Modify Bearer Response, if Request type does not indicate handover and an EPS



bearer was established and if the subscription data indicates that the user is allowed to perform

handover to non-3GPP accesses and if this is the first PDN connection associated with this APN and if

the MME selected a PGW that is different from the PGW identity which was previously indicated by the

HSS 218 in the PDN subscription context, the MME 262 may transmit a Notify Request including the

PGW address and the APN to the HSS 218 for mobility with non-3GPP accesses. The message may

also include information that identifies the PLMN in which the PGW is located. The HSS 218 may store

the PGW identity and the associated APN, and may transmit a Notify Response to the MME 262. For

handover from non-3GPP access, the PGW 266 may initiate resource allocation deactivation procedure

in the trusted/untrusted non-3GPP IP.

[0379] The MME 262 upon receiving congestion load information may carry out the following. The

MME 262 may reject the request due to indications of high RAN user plane congestion load. The MME

262 may use conventional procedures defined for overload control. The MME 262 may query the HSS

218 for subscriber profile for updated QoS information. The HSS 218 upon receiving congestion load

information (i.e. during TAU or RAU updates) may carry out an HSS-initiated Subscribed QoS

modification procedure using modified QoS parameters to handle RAN user plane congestion.

[0380] The PGW 266 may have pre-configured policies installed that may define specific QoS behavior

for specific IP flows based on the congestion level reported. The PGW 266 upon receiving congestion

load information (i.e. during TAU/RAU updates, PDN connectivity requests or WTRU triggered service

requests) may carry out or otherwise cause enforcement of one or more of such policies.

[0381] The PCRF 220 upon receiving congestion load information from the PCEF 270 via Gx (located

in PDNGW/GGSN) or via the BBERF for PMIP based S5 via Gxx (located at the SGW or AGW) may

carry out the following. The PCRF 270 may provide updated QoS rules for specific services based on

the congestion status reported, the time of date, the usage threshold of the user and/or the subscription

profile requirements stored in the SPR 218.

[0382] When the MME 262 receives congestion load information, the MME 262 may re-use of

conventional MME procedures to control overload. Such procedures may mainly be used to control

overload on MMEs. However, these procedures may be reused to control congestion in the eNodeBs.

The MME 262 may carry out the following procedures when receiving high congestion load indications

from eNodeB cells. The MME 262 may invoke the S 1 interface overload procedure by transmitting the

OVERLOAD START. Within the OVERLOAD START message the MME 262 may carry out the

following procedures.

[0383] The MME 262 may select congested eNodeB cells and re-use the procedure by including a

Traffic Load Reduction Indication in the OVERLOAD START message. In this case, the congested

eNodeB may, if supported, reduce the type of traffic indicated according the requested percentage. The

MME 262 may reject RRC connection requests that are for non-emergency and non-high priority mobile

originated services; or only permit RRC connection requests for emergency sessions and mobile

terminated services for the congested eNodeB. The MME 262 may only permit RRC connection

requests for high priority sessions and mobile terminated services for the congested eNodeB. The MME

262 may reject new RRC connection requests from WTRUs 202 configured for low access priority.



When rejecting an RRC connection request for congestion reasons the eNodeB may indicate to the

WTRU 202 an appropriate timer value that limits further RRC connection requests for a while.

[0384] The MME 262 may initiate the procedures defined for APN based Session Management

congestion control to eNodeB/HeNB that are congested. The MME 262 may reuse the procedures

defined for APN based Session Management congestion control for all signaling to/from congested

eNodeB/HeNB.

[0385] The procedures described above may also be used if the MME 262 receives information

whether traffic is for attended or unattended data traffic. For example, if the MME 262 is aware that the

traffic is for unattended data traffic, the MME 262 may indicate to the congested eNodeB to reduce the

traffic of the unattended data traffic by using the Traffic Reduction Indication in the OVERLOAD START

message.

[0386] Figure 33 is a call flow diagram illustrating an example call flow 3300 directed to congestion

load mitigation. Pursuant to call flow 3300, the congestion load mitigation may be carried out via the

HSS 218. The HSS 218 upon receiving congestion load information may carry out an HSS initiated

Subscribed QoS modification procedure.

[0387] The HSS 218 may receive RAN user plane congestion information, for example, in TAU. The

HSS 218 may check that there is an updated QoS profile for the subscriber based on the congestion

load reported. At call flow part 3302, the HSS 218 may transmit an Insert Subscriber Data (IMSI,

Subscription Data) message to the MME 262. The HSS 218 may transmit updated Subscription Data

including EPS subscribed QoS (QCI, ARP) and the subscribed WTRU-AMBR and APN-AMBR based

on the congestion load reported or alternatively additional EPS subscribed QoS (QCI, ARP) and

subscribed WTRU-AMBR and APN-AMBR parameters in case of RAN user plane congestion. The

MME 262 may update the stored Subscription Data. At call flow part 3304, the MME 2262 may

acknowledge the Insert Subscriber Data message by returning an Insert Subscriber Data Ack (IMSI)

message to the HSS 218. The MME 262 may check the subscription parameters, if only the subscribed

WTRU-AMBR has been modified or there is a specific UE-AMBR for high RAN user plane congestion,

the MME 262 may calculate a new WTRU-AMBR value. At call flow part 3306, the MME 262 may signal

a modified WTRU-AMBR value to the base station 262 by using S1-AP WTRU Context Modification

Procedure. The HSS Initiated Subscribed QoS Modification Procedure may end after completion of the

WTRU Context Modification Procedure.

[0388] If the QCI and/or ARP and/or subscribed APN-AMBR has been modified or there are specific

QCI and/or ARP and/or subscribed APN-AMBR values for high RAN user plane congestion and there is

related active PDN connection with the modified QoS Profile, the MME 262 may transmit the Modify

Bearer Command (EPS Bearer Identity, EPS Bearer QoS, APN-AMBR) message to the SGW 264, as

shown at call flow part 3308. The EPS Bearer Identity may identify the default bearer of the affected

PDN connection. The EPS Bearer QoS may contain the EPS subscribed QoS profile to be updated.

[0389] At call flow part 3310, the SGW 264 may transmit the Modify Bearer Command (EPS Bearer

Identity, EPS Bearer QoS, and APN-AMBR) message to the PGW 266. If PCC infrastructure is

deployed, the PGW 266 may inform the PCRF 220 about the updated EPS Bearer QoS and APN-

AMBR. At call flow part 3312, the PCRF 220 may transmit new updated PCC decision to the PGW 266.



This may correspond to a PCEF-initiated IP-CAN Session Modification procedure. The PCRF 220 may

modify the APN-AMBR and the QoS parameters (QCI and ARP) associated with the default bearer in

the response to the PGW 266.

[0390] The PGW 266 may modify the default bearer of each PDN connection corresponding to the

APN for which subscribed QoS has been modified. If the subscribed ARP parameter has been

changed, the PGW 266 may also modify all dedicated EPS bearers having the previously subscribed

ARP value unless superseded by PCRF decision. At call flow part 3314, the PGW 266 may transmit the

Update Bearer Request (EPS Bearer Identity, EPS Bearer QoS, TFT, and APN-AMBR) message to the

SGW 264. As no PTI is included, the MME 262 may use protocol specific details to determine if the

Update Bearer Request was triggered by this procedure or not.

[0391] At call flow part 3316, If the QCI and/or ARP parameter(s) have been modified, operations

based on steps 3 to 10 in clause 5.4.2.1 , Figure 5.4.2.1-1 of 3GPP TS 23.401 , may be invoked. Also At

call flow part 3216, If neither the QCI nor the ARP have been modified, but instead only the APN-AMBR

was updated, operations based on steps 3 to 8 in clause 5.4.3, Figure 5.4.3-1 of 3GPP TS 23.401 , may

be invoked.

[0392] At call flow part 3318, the SGW 264 may acknowledge the bearer modification to the PDN GW

by transmitting an Update Bearer Response (EPS Bearer Identity, User Location Information (ECGI))

message. If the bearer modification fails, the PGW 266 may delete the concerned EPS Bearer. At call

flow part 3320, the PGW 266 may indicate to the PCRF 220 whether the requested PCC decision was

enforced or not by transmitting a Provision Ack message.

[0393] Although not shown, he PGW 266 may receive congestion information from the SGW 264 via a

Modify Bearer Request message for E-UTRAN GTP S5, from the SGSN via UPDATE PDN CONTEXT

request. The SGW 264 may receive congestion information from the MME 262 based on the example

described above.

[0394] The PGW 266 (for GTP S5 E-UTRAN), GGSN (for UTRAN) and SGW 264 (for PMIP S5 E-

UTRAN) may have pre-configured policy rules that may be activated based on the RAN user plane

congestion status received. If PCC is supported the PCEF 270 (for PGW 266 or GGSN) or the BBERF

(for SGW 264) may have such pre-configured PCC rules. The pre-configured policy rules may be

defined per IP flow, per application type (application is identified by a TDF), per APN (all flows subject

to the APN will be modified) or per WTRU. Such pre-configured policy rules may include the following

information: Updated Maximum Bit Rate values for specific IP flows, Updated APN-AMBR values, and

Updated UE-AMBR values. The assumption is that all services may be run over the default bearer so

only best effort bearers are taken into consideration.

[0395] If congestion mitigation is carried out per IP flow, then the PGW 266 or the SGW 264 may

inspect the traffic flow template of the WTRU traffic and may detect that the Maximum Bit Rate of

certain IP flows needs to be reduced due to high level of congestion based on the pre-configured per IP

flow congestion policy. If congestion mitigation is carried out per application, then the TDF may report

specific applications to the PGW 266 (either via Sy reference point or to the PCEF 270 if the TDF is

collocated with the TDF). The PGW 266 may detect that the bandwidth of certain applications (i.e.

MBR) may need to be reduced due to high level of RAN user plane congestion based on the pre-



configured per application congestion policy. If congestion mitigation is carried out per APN, then the

PGW 266 and/or the SGW 264 may detect that the MBR of all traffic of a particular APN need to be

reduced due to high level of RAN user plane congestion. In such a case, the PGW 266 and/or the SGW

264 may enforce a lower APN-AMBR value based on the pre-configured APN-AMBR policy. If

congestion mitigation is carried out per WTRU then the PGW 266 and/or the SGW 264 may detect that

the MBR of all traffic of a particular WTRU may need to be reduced due to high level of RAN user plane

congestion. In such a case, the PGW 266 and/or the SGW 264 may enforce a lower WTRU-AMBR

value based on the pre-configured UE-AMBR policy.

[0396] The PCRF 220 may receive congestion information as described above, i.e., either via a PCEF-

initiated IP-CAN session Establishment or Modification (for GTP S5 cases in E-UTRAN accesses or for

UTRAN accesses) or via a Gateway Control Session Establishment or Modification (for PMIP S5 case).

Upon receiving congestion information, based on the level of RAN user plane congestion reported, the

PCRF 220 may carry out congestion mitigation dynamically based on the subscription profile of the

user, based on usage of data by the user, based on IP flow or based on the type of application

(reported by the TDF) and/or based on the charging requirements of the user (based on the

subscription profile or the operator). Under the aforementioned scenarios the PCRF may provide

updated PCC rules over Gx to the PCEF and updated QoS rules over Gxx to BBERF (applicable for

PMIP S5 only).

[0397] If the PCRF 220 receives congestion information, whether traffic is for unattended or attended

data, the PCRF 220 may have policies (for example, based on the subscription profile of the user) or

other operator policies to throttle the traffic of unattended data traffic based on the RAN user plane

congestion reports received.

[0398] When making policy decisions based on the RAN user plane congestion reported, the PCRF

220 may take into account the subscription profile stored in the Subscription Profile Repository (SPR)

over Sp reference point. The subscription profile may contain information that specific subscribers can

run services even at high congestion load (for example, a "gold" subscriber) or that specific subscribers

have a flat rate scheme where during congestions such services need to be throttled down. For

example, the PCRF 220 may decide to reduce the traffic of flat-rate subscribers by providing updated.

[0399] The PCRF 220 may have subscribed to the TDF over Sy reference point (for the standalone

TDF case) or over Gx (for the TDF/PCEF collocated case) to be reported of certain applications. The

PCRF 220 may make dynamic policies based on the application type reported (by the TDF) and the

level of RAN user plane congestion reported. For example, if the user is running Skype and the user

plane in the RAN node is congested, the PCRF 220 may decide to throttle the traffic taking into account

other parameters such as the subscription profile of the user. In such a case, the PCRF 220 may

provide updated PCC rules over Gx to PCEF and QoS rules over Gxx to BBERF (if applicable) with

reduced MBR values based on the subscription profile of the user.

[0400] The PCRF 220 may have subscribed to the PCEF 270 to monitor the usage of a particular user.

The PCRF 220 may indicate to the PCEF 270 to be notified if a usage threshold (volume based) has

been met. If the usage thresholds have been met by a subscriber and there is high RAN user plane

congestion, the PCRF 220 may decide to throttle traffic to the user (by providing updated PCC and QoS



rules with reduced MBR values) or by initiating a PCRF-initiated IP-CAN session termination (denying

access).

[0401] When the PCRF 220 receives a Gateway Control Session Establishment/Modification over Gxx

reference point or PCEF-initiated IP-CAN Session Establishment Modification over Gx reference point

or indication from an Application Function over Rx reference point, the PCRF 220 may also receive TFT

information. The PCRF 220 may have policies that the traffic of certain IP flows need to be reduced (i.e.

reduced MBR) in case of high RAN user plane congestion. If such IP flows are detected and there is

high RAN user plane congestion reported, the PCRF 220 may provide updated PCC rules over Gx to

PCEF and QoS rules over Gxx to BBERF (if applicable) with reduced MBR values.

[0402] The PCRF 220 may subscribe to the OCS over Sy reference points to be notified if the user

exceeds a specific spending threshold. If the user exceed the spending threshold and there is high RAN

user plane congestion, the PCRF 220 may either throttle the user's traffic by providing updated rules

over Gx to PCEF and QoS rules over Gxx to BBERF (if applicable) with reduced MBR values or by

initiating a PCRF-initiated IP-CAN session termination (denying access).

[0403] The PCRF 220 may base its decision on PCC rules taking into account all or some the

aforementioned input, i.e. subscription profile, volume/charging usage levels, application type and IP

flow information.

[0404] Figure 34 is an example flow diagram of PCC rules during IP-CAN session establishment. At

call flow part 3402, the BBERF 274 may initiate a Gateway Control Session Establishment procedure.

The BBERF 274 may also include congestion load information. At call flow part 3404, the GW(PCEF)

270 may receive a request for IP-CAN Bearer establishment. The PCEF 270 may also receive

congestion load information. At call flow part 3406, the PCEF 270 may determine that the PCC

authorization is required, requests the authorization of allowed service(s) and PCC Rules information.

The PCEF 270 may include congestion load information.

[0405] If the PCRF 220 does not have the subscriber's subscription related information, it may transmit

a request to the SPR 272 to receive the information related to the IP-CAN session, as shown at call

flow part 3408. The SPR 272 may have policies based on RAN user plane congestion load, and may

provide them to the PCRF 220 in a profile response message, shown in at call flow part 3410. The SPR

policies on RAN user plane congestion load may include policies based on the type of the subscriber

(i.e. gold subscriber); IP flows reported, the application type reported, the volume usage level, the user

spending limits. The PCRF may store the subscription related information containing the information

about the allowed service(s) and PCC Rules information, and may include MPS EPS Priority, MPS

Priority Level and IMS Signalling Priority for establishing a PS session with priority and may also

include user profile configuration indicating whether application detection and control should be enabled

for the IP-CAN session.

[0406] If the PCRF determines that the policy decision depends on the status of the policy counters

available at the OCS (for example, policies on congestion load based on the spending limits) and such

reporting is not established for the subscriber, the PCRF may transmit an Initial Spending Limit Report

Request, as shown at call flow part 3412. If policy counter status reporting is already established for the



subscriber, and the PCRF determines that the status of additional policy counters are required, the

PCRF may transmit an Intermediate Spending Limit Report Request (not shown).

[0407] At call flow part 3414, the PCRF 220 may make the authorization and policy decision. If

congestion load reports are present for the user, the PCRF 220 may take the information into account.

[0408] For the solicited application reporting, if the PCRF 220 determines that policy decisions

depends on the application used, the PCRF 220 may request the TDF 276 to establish the relevant

session towards PCRF 220 and provides ADC Rules to the TDF 276, as shown call flow part 3416. At

call flow part 3418, the TDF 276 may transmit an Ack (accept or reject of the ADC rule operation(s)) to

inform the PCRF 220 about the outcome of the actions related to the decision(s) received. The Ack may

also include the list of Event Triggers to report. The Event Triggers may indicate to the PCRF 220 what

events to be forwarded from the PCRF 220 to the TDF 276, once PCRF 220 gets the corresponding

Event Report from the PCEF/BBERF 270.

[0409] At call flow part 3420, the PCRF 220 may transmit the decision(s) which may include PCC rules

to mitigate congestion. The PCRF 220 may provide the default charging method and may include the

following information: the PCC Rules to activate and the Event Triggers to report. If PCEF 270 is

enhanced with ADC, the applicable ADC rules may be provided, according to the user profile

configuration. The Policy and Charging Rules may allow the enforcement of policy associated with the

IP-CAN session. The Event Triggers may indicate to the PCEF 270 what events must be reported to

the PCRF 220. If the TDF 276 provided a list of Event Triggers to the PCRF in previously, the PCRF

220 may also provide those Event Triggers to the PCEF 270. The PCRF 220 may also subscribe to the

PCEF 270 to be informed of volume usage levels.

[0410] Figure 35 is an example flow diagram of PCC rules during PCEF-initiated IP-CAN session

modification. Optionally, the AF 272 may provide/revoke service information to the PCRF 220 due to AF

session signalling. At call flow part 3502, the AF 272 may subscribe at this point to notification of bearer

level events related to the service information. For the PCRF 220 to generate the applicable events, the

PCRF 220 may instruct the PCEF 270 to report events related to the corresponding PCC rules. Such

events are not shown. The PCRF 220 may store the service information and responds with the

Acknowledgement to the AF 272, as shown at call flow part 3504. At call flow part 3506, the GW

(PCEF) 270 may receive IP-CAN session signalling for IP-CAN Session modification.

[041 1] At call flow part 3508, the GW (PCEF) 270 may make a decision to trigger IP-CAN Session

modification either caused by the previous step or based on an internal decision or, for example, if the

GW (PCEF) 270 enhanced with ADC, has detected the start/ stop of application traffic, requested by

one of the activated ADC Rules. An additional trigger may be that the TDF 272 within the PCEF 270

has detected an application that needs to be reported due to high congestion load. The GW (PCEF)

may determine that the PCC interaction is required, and at call flow part 3510, may transmit an

Indication of IP-CAN Session modification. The PCEF 270 may include the congestion load information

in such message.

[0412] At call flow part 3512, the PCRF may correlate the request for PCC Rules with the IP-CAN

session and service information available at the GW (PCEF) 270. The PCRF 220 may report to the AF

272 an event related to the transmission resources if the AF requested it at initial authorization, as



shown at call flow part 3514. At call flow part 3516, the AF 272 may acknowledge the event report

and/or responds with the requested information. If the PCRF 220 determines a change to policy counter

status reporting is required, it may alter the subscribed list of policy counters using the Initial,

Intermediate or Final Spending Limit Report Request procedures as shown at call flow part 3518. For

example, the PCEF 270 may decide to check if the spending limit has been met for the user based on

RAN user plane congestion reported and/or RAN user plane congestion policies provided by the SPR.

At call flow part 3520, the PCRF 220 may make the authorization and policy decision. If the PCRF 220

makes the decision also taking into account the congestion load reported, the PCRF 220 may also take

into account the following information (if available): the spending limits of the user, the volume usage

levels, and specific IP flows/application reported.

[0413] For the TDF solicited application reporting, following steps may take place. The PCRF 220 may

provide all new ADC decisions to the TDF 276, as shown at call flow part 3522. This may include ADC

Rules activation, deactivation and modification. For example, the PCRF 220 may indicate the TDF 276

to report specific applications that need to be monitored in case of high RAN user plane congestion

load. This may also include the list of Event triggers and also Event Report for the Event triggers, if

reported by the PCEF/BBERF 270/274 to the PCRF 220, if the TDF 272 has previously subscribed for

such an Event Report. In case of local breakout, the V-PCRF may provide ADC rules as instructed by

the H-PCRF over S9. For unsolicited application reporting and if the PCRF 220 has recorded the

release of an IPv4 address in step 5 , the PCRF 220 may terminate the related TDF session. At call flow

part 3524, the TDF 276 may transmit an Ack (accept or reject of the ADC rule operation(s)) to inform

the PCRF 220 about the outcome of the actions related to the decision(s) received. The Ack may also

include the list of Event Triggers to report. The Event Triggers may indicate to the PCRF 220 what

events to be forwarded from the PCRF 220 to the TDF 276, once PCRF 220 gets the corresponding

Event Report from the PCEF/BBERF 270/274.

[0414] At call flow part 3526, the PCRF 220 may transmit an Acknowledge of IP-CAN Session

modification (PCC Rules, Event Triggers and, if changed, the chosen IP-CAN bearer establishment

mode) to the GW (PCEF) 270. The GW (PCEF) 270 may enforce the decision. The PCRF 220 may

also provide all new ADC decisions to the PCEF 270, enhanced with ADC. If the TDF 276 provided a

list of Event Triggers to the PCRF 220 previously, the PCRF 220 may also provide those Event Triggers

to the PCEF 270. The remaining call flow parts may be based on clause 7.4.1 of 3GPP TS 23.203.

[0415] Figure 36 is an example flow diagram of PCC rules during PCRF-initiated IP-CAN session

modification. Optionally, the AF 272 may provide/revoke service information to the PCRF 220 due to AF

session signalling, as shown at call flow part 3602. The AF 272 may subscribe at this point to

notification of bearer level events related to the service information. For the PCRF 220 to generate the

applicable events, the PCRF 220 may instruct the PCEF 270 to report events related to the

corresponding PCC rules. Such events are not shown.

[0416] Alternatively, for TDF, for example, the TDF 276 may detect the start/stop of an application

traffic that matches with one of the active ADC Rules, as shown at call flow part 3604. The TDF 272

may provide application information due to solicited application reported (i.e. based on PCRF ADC



rules; for example PCRF 220 instructing TDF 276 to report specific applications due to RAN user plane

congestion load) or unsolicited application reported (based on TDF pre-configuration).

[0417] Alternatively, the OCS 221 may provide a Spending Limit Report to the PCRF 220, as shown at

call flow part 3606. For example, the PCRF 220 may have subscribed to be notified if the user's

spending limit has been met based on RAN user plane congestion load policies provided by the SPR

(not shown).

[0418] The PCRF 220 may store the service information if available, and at call flow part 3608, may

respond with the Acknowledgement to the AF 272. This is applicable to call flow part 3602. Without AF

interaction, a trigger event in the PCRF 220 may cause the PCRF 220 to determine that the PCC rules

require updating at the PCEF 270, for example, change to configured policy. This procedure may also

be triggered by the Gateway Control and QoS Rules Request procedure.

[0419] If the PCRF 220 determines a change to policy counter status reporting is required, for

example, due to congestion load reports, it may alter the subscribed list of policy counters using the

Initial, Intermediate or Final Spending Limit Report Request procedures, as shown at call flow part

3610. The PCRF 220 may make the authorization and policy decision, as shown at call flow part 3612.

The PCRF 220 may take into account the congestion load reported, the spending limit, the volume

usage level as well as IP flows reported (from the AF 272) and application information reported (from

the TDF 276), and SPR policies for RAN user plane congestion load, if available. The PCRF 220 may

store the application information if provided, and at call flow part 3614, may respond with an

Acknowledgement to the TDF 276 (for unsolicited application reporting) or a TDF session modification

(for solicited application reporting). For the TDF solicited application reporting, the PCRF 220 may

provide a new ADC decision to the TDF 276. If the last ADC rule is deactivated, the PCRF 220 may

request the TDF 276 to terminate the TDF session towards the PCRF 220. If there is no active TDF

session yet between the TDF 276 and the PCRF 220, the PCRF 220 may request the TDF 276 to

establish the TDF session towards PCRF 220, and may provide an ADC decision to the TDF 276. In

case of local breakout, the V-PCRF may provide ADC rules as instructed by the H-PCRF over S9.

[0420] For the TDF solicited application reporting, in the case of an existing on-going session, if

requested by PCRF 220, the TDF 220 may transmit a Provision Ack (accepting or rejecting the ADC

Rule operation(s)), , as shown at call flow part 3616. For a new session, the TDF 276 may transmit an

Ack. This may be to inform the PCRF 220 about the outcome of the actions related to the received ADC

decision(s). The Provision Ack / Ack may also include the list of Event Triggers to report. The Event

Triggers may indicate to the PCRF 220 what events to be forwarded from the PCRF 220 to the TDF

276, once PCRF 220 gets the corresponding Event Report from the PCEF/BBERF.

[0421] If there is no Gateway Control and QoS Rules Reply pending and there is a need to provision

QoS rules, the PCRF may initiate a Gateway Control and QoS Rules Provision Procedure, as shown at

call flow part 3618. If there are multiple BBERFs associated with the IP-CAN session, call flow part

3414 may be performed with the BBERFs that support WTRU/NW bearer establishment mode. If there

is a Gateway Control and QoS Rules Reply pending, for example, this procedure was invoked from the

Gateway Control and QoS Rules Request procedure, the PCRF 220 may use that opportunity for

provisioning the applicable QoS rules. If there are multiple BBERFs associated with the IP-CAN



session, and the procedure was invoked by a Gateway Control and QoS Rules Request procedure from

the primary BBERF 274, the PCRF 220 may receive a Gateway Control and QoS Rules Request from

the non-primary BBERFs.

[0422] At call flow part 3620, the PCRF 220 may transmit the Policy and Charging Rules Provision

(PCC Rules, Event Trigger, and Event Report) to the PCEF 270. The PCRF 270 may also provide all

new ADC decisions to the PCEF 270, enhanced with ADC. If the TDF 276 provided a list of Event

Triggers to the PCRF 220 previously, the PCRF 220 may also provide those Event Triggers to the

PCEF 270. The PCEF 270 may enforce the decision, as shown at call flow part 3620. . The remaining

call flow parts may be based on clause 7.4.2 of 3GPP TS 23.203.

[0423] Figure 37 is an example flow diagram of PCC rules during GW control session procedures. The

GW(BBERF) 274 may be requested to either report an event or obtain QoS rules or both for a Gateway

Control Session, as shown at call flow part 3702. For example, receiving RAN user plane congestion

load information. The GW(BBERF) 274 may transmit a Gateway Control and QoS Rules Request to the

PCRF, as shown at call flow part 3704. The BBERF 274 may also include congestion load information.

If the GW(BBERF) 274 is only requested to report an event, the GW(BBERF) 274 may acknowledge

the call flow part 3702 by transmitting a result to the entity that triggered this procedure, as shown at

call flow part 3706. At call flow part 3708, the PCRF initiated IP-CAN Session Modification Procedure

may occur as the result of the Gateway Control and QoS Rules Request procedure as described in

Figure 36. The PCRF 220 may make PCC rule decision taking into account RAN user plane congestion

(if available).

[0424] If the GW(BBERF) 274 asked for new QoS rules or IP-CAN-specific parameters need to be

delivered back to the GW(BBERF) 274 or both, the PCRF 220 may transmit a Gateway Control and

QoS Rules Reply to the GW(BBERF) 274, as shown at call flow part 371 0 . This interaction may include

QoS Rules and Event Triggers. The QoS Rules and Event Triggers, if any, received by the

GW(BBERF) 274 may be deployed, as shown at call flow part 371 2 . At call flow part 3714 , the

GW(BBERF) 274 may initiate the IP-CAN Bearer signalling if required for the QoS Rules and Event

Triggers . At call flow part 3716 , the GW(BBERF) 274 may receive the response for the IP-CAN Bearer

signalling.

[0425] If the Gateway Control and QoS Rules Reply to the GW(BBERF) 274 contained new and/or

modified QoS Rules, the result of the QoS rule activation may be returned to the PCRF 220, indicating

whether the resources requested have been successfully allocated , as shown at call flow part 3718 .

[0426] In various embodiments, the RAN user plane congestion may be handled internally within the

RAN nodes. In such a case, the core network may not be required to be aware or notified of RAN user

plane congestion. In such embodiments, the RAN cells (eNodeBs, nodeBs, HeNB, HNBs) may be

allowed to manage RAN user plane congestion by triggering handovers taking into account the level of

RAN user plane congestion . In some embodiments, the RAN user plane congestion may be managed

internally between the eNodeBs, i.e. , via X2 handovers or by allowing the MME to decide whether

handover should take place based on the RAN user plane congestion level reported by the eNodeBs.

[0427] Figure 38 is an example flow diagram of a handover procedure taking into account congestion

load information. . The following procedure may be applicable when congestion load information is



provided during the handover procedure. At call flow part 3802, the source eNodeB 260 may decide

that an S 1-based handover to the target eNodeB 260-T is required. The source eNodeB 260 may

decide to initiate a handover, for example, by no X2 connectivity to the target eNodeB 260-T, or by an

error indication from the target eNodeB 260-T after an unsuccessful X2-based handover, or by dynamic

information learnt by the source eNodeB 260. An additional factor may be that the source eNodeB 260

may decide to initiate handover based on the current congestion load.

[0428] At call flow part 3804, the source eNodeB 360 may generate and transmit a Handover Required

message to Source MME 360-T including the various parameters and/or congestion load information. If

no MME relocation takes place, the source MME 260 may decide whether handover should continue

based on the congestion load reported by the source eNodeB 260 and the current congestion load in

the target eNodeB 260-T (if known). The source MME 262 may have an up to date congestion load

information of the target eNodeB 260-T based, for example, on an earlier handover indication from the

target eNodeB 260-T or from TAU of WTRUs attached in the target eNodeB 260-T. If no MME

relocation takes place then call flow parts 3806-3808 might not be carried out..

[0429] If the source MME 262 detects that target eNodeB 260-T is served by a different MME, the

source MME 262 may transmit a Forward Relocation Request including various parameters and/or the

congestion load information, as shown at call flow part 3808. At call flow part 3810, the target MME

262-T may decide whether handover may proceed taking into account the procedure of call flow part

3806. The Source MME/Target MME 262/262-T may transmit a create session request to target SGW

264-T , as shown at call flow part 3812. At call flow part 3814, the SGW 264-T may transmit a Create

Session Response to the Source/Target MME. At call flow part 3616, the Source/Target MME 262/262-

T may transmit a Handover Request to target eNodeB 260-T. The Source/Target MME 262/262-T may

include the source MME congestion load information in the Handover Request message. The target

eNodeB 260-T may store source eNodeB congestion load status in order to be aware of the congestion

load in all adjacent eNodeB cells and dynamically decide whether a future handover should proceed in

the source eNodeB 260. If the target eNodeB 260-T has resources to allocate the bearer required, the

eNodeB 260-T may respond with a Handover Request ACK, as shown at call flow part 3818.

[0430] In the description that follows, the call flow 3800 may include addition call flow parts not shown.

These call flow parts may be based on clause 5.5.1 .2.2 of 3GPP TS 23.401 . If indirect forwarding

applies and the Serving GW is relocated, the target MME 262-T may set up forwarding parameters by

transmitting Create Indirect Data Forwarding Tunnel Request (target eNodeB addresses and TEIDs for

forwarding) to the Serving GW. The Serving GW may transmit a Create Indirect Data Forwarding

Tunnel Response (target Serving GW addresses and TEIDs for forwarding) to the target MME 262-T. If

the Serving GW is not relocated, indirect forwarding may be set up. Indirect forwarding may be

performed via a Serving GW which is different from the Serving GW used as the anchor point for the

WTRU.

[0431] If the MME has been relocated, the target MME 262-T may transmit a Forward Relocation

Response (Cause, Target to Source transparent container, Serving GW change indication, EPS Bearer

Setup list, Addresses and TEIDs) message to the source MME 262. For indirect forwarding, this

message may include Serving GW Address and TEIDs for indirect forwarding (source or target). The



serving GW change indication may indicate a new Serving GW has been selected. If indirect forwarding

applies, the source MME 262 may transmit Create Indirect Data Forwarding Tunnel Request

(addresses and TEIDs for forwarding) to the Serving GW. If the Serving GW is relocated it may include

the tunnel identifier to the target serving GW. The Serving GW may respond with a Create Indirect Data

Forwarding Tunnel Response (Serving GW addresses and TEIDs for forwarding) message to the

source MME. Indirect forwarding may be performed via a Serving GW which is different from the

Serving GW used as the anchor point for the WTRU 220.

[0432] The source MME 262 may transmit a Handover Command (Target to Source transparent

container, Bearers subject to forwarding, Bearers to Release) message to the source eNodeB 260. The

Bearers subject to forwarding may include a list of addresses and TEIDs allocated for forwarding. The

Bearers to Release may include the list of bearers to be released. The Handover Command may be

constructed using the Target to Source transparent container and may be transmitted to the WTRU

202. Upon reception of this message the WTRU 202 may remove any EPS bearers for which it did not

receive the corresponding EPS radio bearers in the target cell.

[0433] The source eNodeB 260 may transmit the eNodeB Status Transfer message to the target

eNodeB 260-T via the MME(s) to convey the PDCP and HFN status of the E-RABs for which PDCP

status preservation applies. The source eNodeB 260 may omit transmitting this message if none of the

E-RABs of the WTRU 202 may be treated with PDCP status preservation. If there is a MME relocation,

the source MME 262 may transmit this information to the target MME 262-T via the Forward Access

Context Notification message which the target MME acknowledges. The source MME 262 or, if the

MME is relocated, the target MME 262-T may transmit the information to the target eNodeB 260-T via

the eNodeB Status Transfer message.

[0434] The source eNodeB 260 may start forwarding of downlink data from the source eNodeB 260

towards the target eNodeB 260-T for bearers subject to data forwarding. This may be either direct or

indirect forwarding. After the WTRU 202 has successfully synchronized to the target cell, it may

transmit a Handover Confirm message to the target eNodeB 260-T. Downlink packets forwarded from

the source eNodeB 260 may be transmitted to the WTRU 260. Also, uplink packets may be transmitted

from the WTRU 202, which may be forwarded to the target Serving GW and on to the PGW 266. The

target eNodeB 260-T may transmit a Handover Notify (TAI+ECGI) message to the target MME 262-T. If

the MME has been relocated, the target MME 262-T may transmit a Forward Relocation Complete

Notification () message to the source MME 262. The source MME 262, in response, may transmit a

Forward Relocation Complete Acknowledge () message to the target MME 262-T. Regardless if MME

has been relocated or not, a timer in source MME 262 may be started to supervise when resources in

Source eNodeB 260 and if the Serving GW is relocated, also resources in Source Serving GW may be

released. Upon receipt of the Forward Relocation Complete Acknowledge message, the target MME

262-T may start a timer if the target MME 262-T allocated S-GW resources for indirect forwarding.

[0435] The MME may transmit a Modify Bearer Request (eNodeB address and TEID allocated at the

target eNodeB 260-T for downlink traffic on S1-U for the accepted EPS bearers, ISR Activated)

message to the target Serving GW for each PDN connection, including the PDN connections that need

to be released. If the PGW 266 requested WTRU's location info (determined from the UE context), the



MME may also include the User Location Information IE in this message. For the case that neither

MME nor S-GW changed, if ISR was activated before this procedure, the MME may maintain ISR. The

WTRU 202 may be informed about the ISR status in the Tracking Area Update procedure. The MME

may release the non-accepted dedicated bearers by triggering the bearer release procedure. If the

Serving GW receives a DL packet for a non-accepted bearer, the Serving GW may drop the DL packet

and does may transmit a Downlink Data Notification to the MME. If the default bearer of a PDN

connection has not been accepted by the target eNodeB 260-T and there are other PDN connections

active, the MME may handle it in the same way as if all bearers of a PDN connection have not been

accepted. The MME may release these PDN connections by triggering the MME requested PDN

disconnection procedure. When the Modify Bearer Request does not indicate ISR Activated, the

Serving GW may delete any ISR resources by transmitting a Delete Bearer Request to the other CN

node that has bearer resources on the Serving GW reserved.

[0436] If the Serving GW is relocated, the target Serving GW may assign addresses and TEIDs (one

per bearer) for downlink traffic from the PGW 266. It may transmit a Modify Bearer Request (Serving

GW addresses for user plane and TEID(s)) message per PDN connection to the PDN GW(s). The

S-GW may also include User Location Information IE. The Serving GW may allocate DL TEIDs on

S5/S8 even for non-accepted bearers. The PDN GW may update its context field and may return a

Modify Bearer Response (Charging Id, MSISDN) message to the target Serving GW. The MSISDN may

be included if the PGW 266 has it stored in its WTRU context. The PGW 266 may begin transmitting

downlink packets to the target GW using the newly received address and TEIDs. These downlink

packets may use the new downlink path via the target Serving GW to the target eNodeB 260-T. If the

Serving GW is not relocated, no message may be transmitted in this step and downlink packets from

the Serving-GW may be immediately transmitted on to the target eNodeB 260-T.

[0437] The target Serving GW may transmit a Modify Bearer Response message to the target MME

262-T. The message may be a response to a message transmitted earlier. If the Serving GW does not

change, the Serving GW may transmit one or more "end marker" packets on the old path immediately

after switching the path in order to assist the reordering function in the target eNodeB 260-T. The

WTRU 202 may initiate a Tracking Area Update procedure when one of the conditions listed in clause

"Triggers for tracking area update" applies. The target MME may know that it is a Handover procedure

that has been performed for this WTRU as it received the bearer context(s) by handover messages and

therefore the target MME may perform only a subset of the TA update procedure, specifically it

excludes the context transfer procedures between source MME and target MME.

[0438] When the timer expires, the source MME 264 may transmit a WTRU Context Release

Command () message to the source eNodeB 260. The source eNodeB 260 may release its resources

related to the WTRU 202, and may respond with a WTRU Context Release Complete () message.

When the timer expires and if the source MME 260 received the Serving GW change indication in the

Forward Relocation Response message, it may delete the EPS bearer resources by transmitting Delete

Session Request (Cause, LBI) messages to the Source Serving GW. Cause may indicate to the Source

Serving GW that the Serving GW changes and the Source Serving GW may not initiate a delete

procedure towards the PDN GW. The Source Serving GW may acknowledge with Delete Session



Response () messages. If ISR has been activated before this procedure, the cause may also indicate to

the Source S-GW that the Source S-GW shall delete the bearer resources on the other old CN node by

transmitting Delete Bearer Request message(s) to that CN node.

[0439] If indirect forwarding was used, then the expiry of the timer at source MME may trigger the

source MME 262 to transmit a Delete Indirect Data Forwarding Tunnel Request message to the S-GW

to release the temporary resources used for indirect forwarding that were allocated . . If indirect

forwarding was used and the Serving GW is relocated, then the expiry of the timer at target MME 262-T

may trigger the target MME 262-T to transmit a Delete Indirect Data Forwarding Tunnel Request

message to the target S-GW to release temporary resources used for indirect forwarding that were

allocated.

[0440] The MME may transmit congestion load information, and the SGW may include congestion load

information to the PGW 266.

[0441] The congestion load information may be the percentage of load in the cell as described above

or alternatively the source eNodeB may simply indicate to the target eNodeB 260-T that the reason for

initiating handover is due to congestion (i.e. include an additional Cause code within the handover

messages indicating congestion).

[0442] Figure 39 is an example flow diagram of X2-based handover congestion load reporting. At call

flow part 3902, the source eNodeB 260 may decide to initiate an X2-based handover. The trigger to

initiate X2-based handover may also take into account user plane congestion in the cell. At call flow

part 3904, the source eNodeB 260 may transmit an X2-AP Handover Request command to target

eNodeB 260-T. The source eNodeB 260 may also include congestion load with X2-AP Handover

Request command. At call flow part 3906, the target eNodeB 260-T may decide to accept handover.

The target eNodeB may also take into account its current congestion load status. At call flow part 3908,

the target eNodeB may accept handover responding to source eNodeB 260 with an ACK message.

[0443] The following procedure may be optional since congestion load information may simply be

provided via TAU/RAU messages. At call flow part 3910, the target eNodeB 260 may transmit a path

switch request to MME 262. If the SGW relocation takes place this step may be carried out where the

MME transmits a Create Session Request to target SGW 264-T, as shown at call flow part 3912. The

MME may also include congestion load information within the Create Session Request message. At call

flow part 3914, the target SGW 264-T may respond to the MME 262 with an ACK message. At call flow

part 3916, the target SGW 264-T may transmit a Modify Bearer Request message to PGW 266. The

target SGW 264-T may also include congestion load information within the Modify Bearer Request

message. At call flow part 3918, the PGW 266 may respond to target SGW 264-T with an ACK

message.

[0444] If no SGW relocation takes place, the following may be carried out. At call flow part 3920, the

MME 262 may transmit a Modify Bearer Request message. The MME 262 may include congestion load

information within the Modify Bearer Request message. At call flow part 3922, the source SGW 264

may respond to the MME 262 with an ACK message. At call flow part 3924, the source SGW 262 may

transmit a Modify Bearer Request message to PGW 266. The source SGW may include congestion

load information within Modify Bearer Request message. At call flow part 3926, the PGW 266 may



respond to Source SGW with an ACK message. If PCC is supported, the PGW 266 may initiate a PCEF

Initiated IP-CAN Session Modification via Gx reference point to PCRF 220 , as shown at call flow part

3928. The PCEF 220 may also include congestion load information within the Modify Bearer Request

message.

[0445] The source eNodeB 260 and target eNodeB 260-T may also be aware of the congestion load

status of each cell through the X2-AP: A Load Indication message may be used to convey cell

interference information. It may be proposed to enhance the conventional Load Indication message by

including the congestion load information within X2-AP Load indication message. By conveying

congestion load indication via X2, all adjacent eNodeB cells may be aware of the congestion status of

each cell and thus be able to dynamically decide whether an adjacent eNodeB cell is less congested

and thus initiate an X2-based handover request (or an S 1-based handover request) procedure towards

an eNodeB that is not congested.

[0446] Congestion load information may also assist inter RAT handover. Currently the source eNodeB

260 may decide to initiate handover mainly based on WTRU radio conditions. The eNodeB 260 may

take into account its congestion load as criteria to initiate a handover procedure. In case handover

takes place between E-UTRAN to UTRAN, i.e., E-UTRAN to UTRAN lu mode inter RAT handover, the

source eNodeB 260 may include congestion load information within the Handover Required message.

[0447] Figure 40 is an example flow diagram of congestion load information during E-UTRAN to

UTRAN lu inter RAT handover. At call flow part 4002, the source eNodeB 260 may decide that an inter

RAT handover is required. The source eNodeB may take into account the current congestion load when

deciding to initiate handover. At call flow part 4004, the source eNodeB 260 may transmit a Handover

Required message to the source MME 262. The Handover Required message may including various

parameters and/or the congestion load information.

[0448] At call flow part 4006, the source MME 262 may decide whether inter RAT handover should

take place. The MME may also the congestion load in the source eNodeB in the decision process. At

call flow part 4008, the source MME 262 may transmit a Forward Relocation Request to Target SGSN

4048-T. The Forward Relocation Request message may include various parameters and/or the source

eNodeB congestion load information.

[0449] At call flow part 4010, the target SGSN 4048-T may decide whether handover can proceed. The

target SGSN may take into account the congestion load in the Target RNC 4042-T. The SGSN 4042-T

may be aware of the congestion load in the target RNC 4042-T, for example, via periodic RAU updates.

At call flow part 4012, the target SGSN 4048-T may transmit a create session request to target SGW

264-T. At call flow part 4014, the SGW 264-T may transmit a Create Session Response to Target

SGSN 4048-T. At call flow part 4016, the target SGSN 4048-T may transmit a Relocation Request to

target RNC 4042-T. The target SGSN 4048-T may also include the source eNodeB congestion load

information in the message. The target RNC 4042-T may use this information and store the source

eNodeB congestion load status in order to be aware of the congestion load in all adjacent eNodeB/RNC

cells and may dynamically decide whether a future handover should proceed in the source eNodeB.

[0450] If the target RNC 4042-T has resources to allocate the bearer required, the RNC 4042-T may

respond with a Relocation Request ACK, as shown at call flow part 4018. If 'Indirect Forwarding' and



relocation of Serving GW apply and Direct Tunnel is used, the target SGSN 4048-T may transmit a

Create Indirect Data Forwarding Tunnel Request message (Target RNC Address and TEID(s) for DL

user plane data forwarding) to the Serving GW. If 'Indirect Forwarding' and relocation of Serving GW

apply and Direct Tunnel is not used, then the target SGSN 4048-T may transmit a Create Indirect Data

Forwarding Tunnel Request message (SGSN Address and TEID(s) for DL data forwarding) to the

Serving GW. Indirect forwarding may be performed via a Serving GW which is different from the

Serving GW used as the anchor point for the WTRU. The Serving GW may return a Create Indirect

Data Forwarding Tunnel Response (Cause, Serving GW Address(es) and Serving GW DL TEID(s) for

data forwarding) message to the target SGSN 4048-T.

[0451] The target SGSN 4048-T may transmit the message Forward Relocation Response (Cause,

SGSN Tunnel Endpoint Identifier for Control Plane, SGSN Address for Control Plane, Target to Source

Transparent Container, Cause, RAB Setup Information, Additional RAB Setup Information, Address(es)

and TEID(s) for User Traffic Data Forwarding, Serving GW change indication) to the source MME 262.

The Serving GW change indication may indicate a new Serving GW has been selected. The Target to

Source Transparent Container may contain the value from the Target RNC to Source RNC Transparent

Container received from the target RNC. The IE 'Address(es) and TEID(s) for User Traffic Data

Forwarding' may define the destination tunneling endpoint for data forwarding in target system, and it is

set as follows. If 'Direct Forwarding' applies, or if 'Indirect Forwarding' and no relocation of Serving GW

apply and Direct Tunnel is used, then the IE 'Address(es) and TEID(s) for User Traffic Data Forwarding'

may contain the addresses and GTP-U tunnel endpoint parameters to the target RNC 4048-T

previously received. If 'Indirect Forwarding' and relocation of Serving GW apply, then the IE

'Address(es) and TEID(s) for User Traffic Data Forwarding' may contain the address and DL GTP-U

tunnel endpoint parameters to the Serving GW previously received. This may be independent from

using Direct Tunnel or not. If 'Indirect Forwarding' applies and Direct Tunnel is not used and relocation

of Serving GW does not apply, then the IE 'Address(es) and TEID(s) for User Traffic Data Forwarding'

may contain the DL GTP-U tunnel endpoint parameters to the target SGSN 4048-T.

[0452] If "Indirect Forwarding" applies, the Source MME 262 may transmit the message Create Indirect

Data Forwarding Tunnel Request (Address(es) and TEID(s) for Data Forwarding (received in step 7)),

EPS Bearer ID(s)) to the Serving GW used for indirect forwarding. Indirect forwarding may be

performed via a Serving GW which is different from the Serving GW used as the anchor point for the

WTRU. The Serving GW may return the forwarding parameters by transmitting the message Create

Indirect Data Forwarding Tunnel Response (Cause, Serving GW Address(es) and TEID(s) for Data

Forwarding). If the Serving GW doesn't support data forwarding, an appropriate cause value may be

returned and the Serving GW Address(es) and TEID(s) will not be included in the message.

[0453] The RNC may take into account its congestion load as criteria to initiate handover. Similarly to

the previous procedures, the RNC may provide its congestion load information to an SGSN.

[0454] Figure 4 1 is an example flow diagram of congestion load information during UTRAN to E-

UTRAN inter RAT handover. At call flow part 4102, the source RNC 4142 may decide that an inter RAT

handover is required. The source RNC 4142 may take into account the current congestion load when

deciding to initiate handover. At call flow part 4104, the source RNC 4142 may transmit a Relocation



Required message to Source SGSN 4148 including the various parameters The source RNC 4142 may

also include congestion load information within the Handover Required message. At call flow part 4106,

the source SGSN 4148 may decide whether inter RAT handover should take place. The SGSN 4148

may also use the congestion load in the source eNodeB 260-T in the decision process. At call flow part

4108, the source SGSN 4148 may transmit a Forward Relocation Request to the target MME including

various parameters. The source SGSN 418 may also include the source RNC 4142 congestion load

information within Forward Relocation Request message.

[0455] At call flow part 4 111, the target MME 262-T may decide whether handover can proceed. The

target MME 262-T may take into account the congestion load in the target eNodeB 260-T. The target

MME 262-T may be aware of the congestion load in the target eNodeB, for example, via periodic TAU

updates. At call flow part 4 112, the target MME 262-T may transmit a create session request to target

SGW 262-T. At call flow part 4 114, the SGW262-T may transmit a Create Session Response to target

MME 262-TT. At call flow part 4 116, the target MME 262-T may transmit a Handover Request to target

eNodeB 260-T. The target MME 262-T may also include the source RNC 4142 congestion load

information in the message. At call flow part 3908, the target eNodeB 260-T may use this information

and store the source RNC congestion load status in order to be aware of the congestion load in all

adjacent eNodeB/RNC cells and may dynamically decide whether a future handover should proceed in

the source RNC.

[0456] If the target eNodeB 260 has resources to allocate the bearer required, the eNodeB may

respond with a Relocation Request ACK, as shown at call flow part 4 118. If 'Indirect Forwarding' and

relocation of Serving GW apply, the target MME 262-T may transmit a Create Indirect Data Forwarding

Tunnel Request message (Target eNodeB Address, addresses and TEID(s) for DL data forwarding) to

the Serving GW. Indirect forwarding may be performed via a Serving GW which is different from the

Serving GW used as the anchor point for the WTRU 202. The Serving GW may return a Create Indirect

Data Forwarding Tunnel Response (Cause, Serving GW Address(es) and Serving GW DL TEID(s) for

data forwarding) message to the target MME 262-T.

[0457] The target MME 262-T may transmit the message Forward Relocation Response (Cause, List

of Set Up RABs, MME Tunnel Endpoint Identifier for Control Plane, RAN Cause, MME Address for

control plane, Target to Source Transparent Container, Address(es) and TEID(s) for Data Forwarding,

Serving GW change indication) to the source SGSN 4148. The Serving GW change indication may

indicate whether a new Serving GW has been selected. The Target to Source Transparent Container

includes the value from the Target to Source Transparent Container received from the target eNodeB.

The IE 'Address(es) and TEID(s) for Data Forwarding' may define the destination tunneling endpoint for

data forwarding in target system, and it is set as follows. If 'Direct Forwarding' applies or if 'Indirect

Forwarding' but no relocation of Serving GW applies, then the lEs 'Address(es) and TEID(s) for Data

Forwarding' may contain the forwarding DL GTP-U tunnel endpoint parameters to the eNodeB received

in step 5a. If 'Indirect Forwarding' and relocation of Serving GW apply, the lEs 'Address(es) and TEID(s)

for Data Forwarding' may contain the DL GTP-U tunnel endpoint parameters to the Target eNodeB or to

the forwarding Serving GW previously received.



[0458] If "Indirect Forwarding" applies, the source SGSN 4 148 may transmit the message Create

Indirect Data Forwarding Tunnel Request (Address(es) and TEID(s) for Data Forwarding (received in

step 7)) to the Serving GW used for indirect forwarding. Indirect forwarding may be performed via a

Serving GW which is different from the Serving GW used as the anchor point for the WTRU 202. The

Serving GW may return the forwarding user plane parameters by transmitting the message Create

Indirect Data Forwarding Tunnel Response (Cause, Serving GW Address(es) and TEID(s) for DL Data

Forwarding). If the Serving GW doesn't support data forwarding, an appropriate cause value may be

returned and the Serving GW Address(es) and TEID(s) may not be included in the message.

[0459] Example Systems and Methods for Congestion Management

[0460] Figure 42 is a block diagram illustrating an example of a communications system 4200 in which

one or more embodiments may be implemented. The communications system 4200 may include an

eNodeB 421 4 , a SGW 4264, a PGW 4266, and elements of a PCC system 421 9 , including a PCRF

4220, a TDF 4276 and an A F 4272.

[0461 ] The communications system 4200 may be well suited for carrying out one or more methods for

managing or otherwise handling (e.g. , detecting, reporting, reacting to, mitigating and/or abating)

congestion . These methods may be suitable for managing or otherwise handling congestion that

persists for a short time period ("short-term congestion"), a long time period ("long-term" or "sustained"

congestion), and/or various other time periods, including, for example, short-to-long time periods

("short-term to long-term/sustained congestion"). Overlaid on the communications system 4200 are (i)

various types of information that the elements of the communications system 4200 might exchange,

and/or (ii) high-level statements that the elements of the communications system 4200 might carry out

when performing one or more of the methods for managing or otherwise handling congestion.

[0462] In various embodiments, the methods may manage or otherwise handle the congestion , at least

in part, by differentiating traffic (e.g. , IP flows) within a default or dedicated bearer (e.g. , a bearer with

an assigned QCI) into multiple traffic sub-classes, and prioritizing the traffic (IP flows) sent over such

bearer. The differentiation and prioritization may be based on respective priorities assigned to the

multiple traffic sub-classes (e.g. , by way of sub-QCIs, such as provided infra and/or supra).

[0463] In an embodiment, traffic/IP flows sent over the same bearer (e.g. , a bearer with an assigned

QCI) may be differentiated and/or prioritized by assigning to different portions of the traffic (e.g. , to the

IP flows or portions thereof) respective sub-QCIs. Such differentiation and/or prioritization, in an

embodiment, may be useful for mitigating congestion on a downlink. For example, the PCRF 4220 may

assign and/or apply sub-QCIs (and/or accompanying parameters, if any) to traffic/IP flows that are sent

over the same bearer (e.g. , a bearer with an assigned QCI) within PCC rules provided to the PGW

4266. The PCRF 4220 may decide on which sub-QCIs to assign and/or apply to the traffic/I P flows

based on (e.g. , taking into account) various information . This information may include information

available to, or otherwise obtainable by, the PCRF 4220. Examples of the information may include user

subscriber information from a HSS/SPR (not shown), service information (denoted "1." in Figure 42)

provided by the TDF 4276 and/or the AF 4272, and the like.

[0464] By taking into account application information from the TDF 4276 and/or the AF 4272when

deciding on which sub-QCIs to assign and/or apply to the traffic/IP flows, the PCRF 4220 may select a



sub-QCI (and/or accompanying parameters) that is commensurate with the application(s) sensitivity to

congestion. For example, the PCRF 4220 may select, assign and/or apply a sub-QCI (and/or

accompanying parameters) for signaling low priority traffic ("low-priority sub-QCI") to traffic/IP flows of

applications that can usually cope with congestion (e.g., are less sensitive than other applications),

such as social networking, chat applications, etc. Alternatively and/or additionally, the PCRF 4220 may

select, assign and/or apply a sub-QCI (and/or accompanying parameters) for signaling high priority

traffic ("high-priority sub-QCI") to traffic/IP flows of applications that are usually sensitive to congestion,

such as, video streams, ftp downloads, etc.

[0465] By taking into account subscription information from the HSS/SPR when deciding on which sub-

QCIs to assign and/or apply to the traffic/IP flows, the PCRF 4220 may select a sub-QCI (and/or

accompanying parameters) that is commensurate with a user's service level or multiple users' service

levels. For example, if the PCRF 4220 is aware (e.g., via interaction with the HSS/SPR) that a particular

user is a "gold" or other premium level subscriber, the PCRF 4220 may assign a high-priority sub-QCI

(and/or accompanying parameters) to all the traffic/IP flows of the services run by such user.

[0466] The sub-QCIs selected, assigned and/or applied in any of the examples infra and/or supra may

be sub-QCIs for signaling priorities with more granularity than merely low-priority and high priority. For

example, the sub-QCIs selected, assigned and/or applied may be sub-QCIs for signaling priorities

based on three or more levels of priority.

[0467] In an embodiment, multiple levels of sub-QCI based traffic/flow differentiation may be used by

allowing a range of sub-QCIs (and/or accompanying parameters) to differentiate between various levels

of priorities (e.g., low-priority and high-priority) traffic sent over the same bearer (e.g., a bearer with an

assigned QCI). Such approach may allow the PCRF 4220 to separate packets to prevent or minimize

traffic shaping by the eNodeB 4214. This may occur, for example, as a result of assigning appropriate

(e.g., higher) priority sub-QCIs (and/or accompanying parameters) to the packets that are to be

separated to prevent or minimize traffic shaping by the eNodeB 4214, and by assigning an appropriate

(e.g., low) priority sub-QCI (and/or accompanying parameters) to packets that do not impact the QoE of

a service and/or can be efficiently discarded.

[0468] Different operators may have different levels of sub-QCI based traffic/flow differentiation. This

may be problematic when roaming. One method to resolve this issue may be to define a set of

standardized sub-QCIs (and/or accompanying parameters). Examples of such sub-QCIs (and/or

accompanying parameters) are provided above in Tables 2 , 3 and 4 along with accompanying text.

Other standardized sub-QCIs (and/or accompanying parameters) may be based on or derived from the

recommended QCI parameters defined in Table 6.1 .7 of 3GPP TS 42.203.

[0469] The PGW 4266 may receive PCC rules containing the sub-QCI(s) (and/or accompanying

parameters). For a packet subject to sub-QCI based flow differentiation, the PGW 4266 may append,

insert, populate or otherwise dispose sub-QCI information in a GTP header and/or other layer header of

such packet. The GTP header may be, for example, a GTP-U header (as denoted "3." in Figure 42).

Alternatively and/or additionally, the GTP header may be a GTP-C header. The sub-QCI information

carried in the (e.g., GTP-U) header may include the sub-QCI(s) and/or the accompanying parameters.

The sub-QCI information may be represented as a scalar value (e.g., a number from 0-255). The sub-



QCI information may be represented and/or formatted in other ways, as well (e.g., as a composite value

multiplexed with other information).

[0470] The eNodeB 4214 may inspect (e.g., GTP-U) headers of received traffic/IP flows for sub-QCI

information. The eNodeB 4214 may identify and/or keep track of priorities of the traffic/IP flows, if any,

based on the sub-QCI information disposed in and/or garnered from the headers of the received

traffic/IP flows. As an example, the eNodeB 4214 may maintain and/or have access to standardized

sub-QCI characteristics. These standardized sub-QCI characteristics may include standardized

priorities for traffic/IP flows labeled or associated with standardized sub-QCIs and/or their

accompanying parameters. The eNodeB 4214 may determine the priorities of the received traffic/IP

flows by performing a mapping between (or otherwise comparing) the sub-QCI information disposed in

and/or garnered from the (e.g., GTP-U) headers and the standardized sub-QCI characteristics (e.g., the

standardized priorities). The standardized sub-QCI characteristics may be pre-configured or

dynamically provisioned into the eNodeB 4214.

[0471] Alternatively and/or additionally, the eNodeB 4214 may determine the priorities of traffic/IP flows

by interpreting (or based on interpretation(s) of) the sub-QCI information disposed in and/or garnered

from the (e.g., GTP-U) headers. In an embodiment, determining the priorities of traffic/IP flows by

interpreting (or based on interpretation(s) of) the sub-QCI information may avoid an overhead

associated with mapping and/or look-up operations.

[0472] The eNodeB 4214 may use the sub-QCI information to prioritize traffic/IP flows sent over the

same bearer (e.g., a bearer with an assigned QCI) when congestion occurs. For example, the eNodeB

4214 may discard/drop some or all of the traffic/IP flows having priorities that fail to satisfy a threshold

("lower-priority traffic/IP flows"). By discarding the lower-priority traffic/IP flows, user-impacting

congestion might be mitigated and/or prevented. Such mitigation and/or prevention may depend on the

congestion situation. For example, the eNodeB 4214 may mitigate congestion by discarding packets of

the lower-priority traffic/IP flows for short-term congestion scenarios. In cases of sustained congestion

when discarding/dropping packets of the lower-priority traffic/IP flows does not resolve user plane

congestion, the eNodeB 4214 may start discarding/dropping packets of some or all of the traffic/IP flows

having priorities that satisfy the threshold ("higher-priority traffic/IP flows"). The eNodeB 4214 may, for

example, discard/drop packets of the higher-priority traffic/IP flows in reverse order of precedence.

Notwithstanding this hierarchical approach, end user-impacting congestion might occur due to

discarding packets of higher-priority traffic/IP flows might result in application service degradation

and/or reduced QoE.

[0473] Although inclusion of sub-QCI information in the GTP header for use in differentiating and/or

prioritizing traffic/IP flows mapped to the same QCI (bearer) in support of congestion mitigation as

provided above, it is to be understood that the usage of sub-QCI (s) and/or accompanying parameters

may or may not imply classification of traffic/IP flows mapped to the same QCI (bearer) into sub

classes. Each IP flow may be individually discriminated using the sub-QCI information. In an

embodiment, an IP flow may be identified directly from one or more other IP flows mapped to the same

QCI (bearer) by the inclusion of a packet flow identifier within the GTP header. The packet flow

identifier may be coded to convey both an identity and priority of a specific packet flow. In an



embodiment, the packet flow identifier may be coded over a number of bits (e.g., 8 bits). A portion (e.g,

half) of the bits may be used to represent the packet flow identity, and another portion (e.g., half) may

be used to represent the priority value of each of the packet flow. Similarly, the sub-QCI may be coded

over a number of bits (e.g., 8 bits). A portion (e.g., half) of the bits may be used to represent the sub-

QCI scalar value, and another portion (e.g., half) may be used to represent the priority value of each of

the sub-QCIs.

[0474] In cases of sustained congestion, the procedure for mitigating congestion using the sub-QCI

based traffic/flow differentiation (e.g., by discarding packets based priorities signaled by sub-QCI

information) might not be adequate to protect against user-impacting congestion. For example, the

packet drop rate at the eNodeB 4214 may be higher than an application minimum packet drop

requirements to deliver the service. In such cases (as well as in others), the eNodeB 4214 may inform

the PCRF 4220, through bearer traffic, that the eNodeB 4214 is experiencing sustained congestion.

The PCRF 4220 may decide on measures to mitigate the congestion. The measures may be, for

example, throttling of certain traffic. The PCRF 4220 may take into account user subscription profile as

well as the application(s) run by the user.

[0475] Figure 43 is a block diagram illustrating an example of a communications system 4300 in which

one or more embodiments may be implemented. The communications system 4300 may include an

eNodeB 4314, a SGW 4364, a PGW 4366, and elements of a PCC system 4319, including a PCRF

4320, a TDF 4376 and an AF 4372.

[0476] The communications system 4300 may be well suited for carrying out one or more methods for

managing or otherwise handling (e.g., detecting, reporting, reacting to, mitigating and/or abating)

congestion. These methods may be suitable for managing or otherwise handling congestion that

persists for a short time period ("short-term congestion"), a long time period ("long-term" or "sustained"

congestion), and/or various other time periods, including, for example, short-to-long time periods

("short-term to long-term/sustained congestion"). Overlaid on the communications system 4300 are (i)

various types of information that the elements of the communications system 4300 might exchange,

and/or (ii) high-level statements that the elements of the communications system 4300 might carry out

when performing one or more of the methods for managing or otherwise handling congestion.

[0477] The eNodeB 4314 may report its congestion status when the measures taken at the eNodeB

4314 to mitigate congestion are not sufficient to resolve congestion (e.g., according to operator

requirements). The eNodeB 4314 may report its congestion status to the network (e.g., the core

network) based on an operator configuration. For example, an operator may configure the eNodeB

4314 to report its congestion when more than 30% of the packets of low-priority traffic/IP flows are

discarded/dropped due to congestion and/or congestion mitigation procedures. In an embodiment, an

operator may configure the eNodeB 2 114 to report its congestion when the eNodeB 2 114 starts

discarding packets of higher-priority traffic/IP flows. In an embodiment, an operator may configure the

eNodeB 4314 to report congestion when the QoS requirements of the bearer can no longer be fulfilled.

For example, for Services using a Non_GBR QCI, if after dropping packets as a result of congestion,

more than a given percentage (e.g., 2%) of the packets that have not been dropped due to congestion

experience a delay exceeding the QCI packet delay budget, the eNodeB 4314 may report its



congestion to the PCRF 4320. Similarly, for services using a GBR QCI , if more than a given percentage

(e.g. , 2%) of the packets experience a delay exceeding the QCI packet delay budget, then the eNodeB

431 4 may report its congestion to the PCRF 4320.

[0478] Congestion status reporting by the eNodeB 431 4 may be carried out in different ways, including,

for example, based on the scope of congestion ("congestion-scope reporting"). Congestion-scope

reporting by the eNodeB 431 4 may include one or more of the following:

[0479] - Per PDN connection reporting: the eNodeB 431 4 may use the "per PDN connection

reporting" to indicate that the scope of the congestion indication applies to all of the bearers within the

PDN connection . The eNodeB 431 4 may include its congestion status, for example, within GTP-U

headers via S 1-U on user PDN connection(s) that experience congestion, such as user-impacting

congestion (e.g. higher packet drop rate) due to RAN user plane congestion. In an embodiment, the

congestion indication may apply to all of bearers within the PDN connections regardless of tunnel or

bearer within that PDN connection over which the packet(s) carrying the congestion indication is

received.

[0480] - Per eNodeB reporting: the eNodeB 431 4 may use the "per eNodeB reporting" to indicate

that the scope of the congestion indication applies to all of the bearers and PDN connections bound to

the (this) eNodeB 431 4 . The eNodeB 4314 may include its congestion status for all PDN connections

sent over the congested eNodeB 4314 within, for example, GTP-U headers via S1-U. The eNodeB

431 4 may include its eNodeB ID. Such approach may allow the PCRF 2 120 to be aware of all of the

PDN connections sent over the congested eNodeB 431 4 . In an embodiment where multiple PCRFs are

deployed within an operator realm, all traffic under a certain eNodeB likely need to be routed towards

the same PCRF.

[0481 ] - Per APN reporting: the eNodeB 4314 may use the "per APN reporting" to indicate that the

scope of the congestion indication applies to all PDN connections toward a particular packet data

network or internet domain .

[0482] - Per UE reporting: the eNodeB 431 4 may use the "per UE reporting" to indicate that the

scope of the congestion indication applies to all PDN connections bound to a particular WTRU.

[0483] - Per Bearer reporting: the eNodeB 4314 may use the "per Bearer reporting" to indicate that

the scope of the congestion indication applies to the bearer over which the traffic/IP flow packet (e.g. ,

GTP-U packet) carrying the indication is received.

[0484] - Per service data flow reporting: the eNodeB 431 4 may use the "per service data flow

reporting" to indicate that the scope of the congestion indication applies to a service data flow.

[0485] - Per sub-QCI reporting: the eNodeB 431 4 may use the "per sub-QCI reporting" to indicate

that the scope of the congestion indication applies at a sub-QCI level.

[0486] - Per IP flow or packet flow reporting: the eNodeB 4314 may use the "per IP flow or packet

flow reporting" to indicate that the scope of the congestion indication applies at an IP flow level.

[0487] In an embodiment, the eNodeB 431 4 may indicate the congestion scope together with the

congestion indication or other congestion information in the GTP-U header.

[0488] The type of congestion scope reporting to be used may be negotiated between a WTRU and

the core network (e.g. , a MME (not shown), the SGW 4364, and/or PGW 4366 over S 1C/GTP-C).



Alternatively the type of congestion indication scope reporting to be used may be established via

configuration (e.g., pre-configu ration or OA&M).

[0489] The PGW 4366 (and/or PCEF) may extract the information (congestion indication and/or

eNodeB ID) from the GTP-U packets, and report such information to the PCRF 4320. The reporting

may be carried out over the Gx reference point.

[0490] The PCRF 4320 may avail itself to one or more of the following.

[0491] - Per PDN connection congestion mitigation: The PCRF 4320 may use "per PDN connection

congestion mitigation" when, for example, the PCRF 4320 is aware that a particular PDN connection of

a user may experience user-impacting congestion due to sustained RAN user plane congestion. The

PCRF 4320 may take action(s) to ensure that PDN connections sent via a congested cell have

sufficient resources to run services without resulting in user-impacting congestion. The PCRF 4320 may

take into account the user subscription profile and application(s) type when determining which actions

to take.

[0492] - Per eNodeB congestion mitigation: The PCRF 4320 may use "per eNodeB congestion

mitigation", when, for example, the PCRF 4320 is aware that PDN connection(s) sent via a RAN

congested eNodeB may result in user-impacting congestion. The PCRF 4320 may take action(s) to

resolve congestion on the particular eNodeB by managing all user traffic sent over the congested

eNodeB. The PCRF 4320 may take into account the subscription profile, application type and other

parameters available at the PCRF 4320 (e.g. volume usage) to decide on updated PCC rules to

mitigate congestion.

[0493] - Per APN congestion mitigation: The PCRF 4320 may use "per APN congestion mitigation",

when, for example, the PCRF 4320 is aware that PDN connections sent to particular packet data

network domain are subject to congestion mitigation procedures. The PCRF may take into account the

subscription profile, application type and other parameters available at the PCRF 4320 (e.g. volume

usage) to decide on updated PCC rules to mitigate congestion.

[0494] - Per UE congestion mitigation: The PCRF 4320 may use "per UE congestion mitigation",

when, for example, the PCRF 4320 is aware that all active PDN connection(s) of a user may

experience user-impacting congestion due to sustained RAN user plane congestion. The PCRF 4320

may take action(s) to ensure that PDN connections sent via a congested cell have sufficient resources

to run services without resulting in user-impacting congestion. The PCRF 4320 may take into account

the user subscription profile and application(s) type when determining which actions to take.

[0495] - Per service data flow congestion mitigation: The PCRF 4320 may use "per service data flow

congestion mitigation", when, for example, the PCRF 4320 is aware that particular service data flows of

a PDN connection sent via a RAN congested eNodeB may experience user-impacting congestion. The

PCRF 4320 may take into account the subscription profile, application type and other parameters

available at the PCRF 4320 (e.g. volume usage) to decide on updated PCC rules to mitigate congestion

for the particular service data flow.

[0496] - Per sub-QCI congestion mitigation: The PCRF 4320 may use "per sub-QCI congestion

mitigation", when, for example, the PCRF 4320 is aware that service data flows of a PDN connection

having a specific sub-QCI sent via a RAN congested eNodeB may experience user-impacting



congestion. The PCRF 4320 may take into account the subscription profile, application type and other

parameters available at the PCRF (e.g. volume usage) to decide on updated PCC rules to mitigate

congestion for the service data flows of the same sub-QCI.

[0497] - Per IP flow or packet flow congestion mitigation: The PCRF 4320 may use "per IP flow or

packet flow congestion mitigation", when, for example, the PCRF 4320 is aware that particular IP

flow(s) of a PDN connection sent via a RAN congested eNodeB may experience user-impacting

congestion. The PCRF may take into account the subscription profile, application type and other

parameters available at the PCRF 4320 (e.g. volume usage) to decide on updated PCC rules to

mitigate congestion for the particular IP flows.

[0498] - Per bearer congestion mitigation: The PCRF 4320 may use "per bearer congestion

mitigation", when, for example, the PCRF 4320 is aware that a particular bearer of a PDN connection

sent via a RAN congested eNodeB may experience user-impacting congestion. The PCRF 4320 may

take into account the subscription profile, application type and other parameters available at the PCRF

4320 (e.g. volume usage) to decide on updated PCC rules to mitigate congestion for the particular IP

flows

[0499] Referring now to Figure 44, a call-flow diagram illustrating an example call flow 4400 is shown.

The call flow 4400 is described with reference to the communications system 4300 for simplicity of

exposition. The call flow 4400 may be carried out in other communications systems, as well. The call

flow 4400 may be suitable for managing and/or handling congestion pursuant to RAN congestion

feedback to PCRF 4320.

[0500] At call flow part 1, the eNodeB 4314 may detect that measures for mitigating congestion using

the sub-QCI based traffic/flow differentiation (e.g., by discarding packets based priorities signaled by

sub-QCI information) might not be adequate to resolve congestion. For example, the packet drop rate

of IP flows is high for a long period of time that may lead to QoE degradation of the service delivered.

[0501] At call flow part 2 , the eNodeB 4314 may decides to inform the core network of sustained RAN

user plane congestion that may lead to service QoE degradation. The eNodeB 4314 may include a

congestion indication and/or its cell ID within GTP-U headers sent over S1-U reference point to SGW

4364.

[0502] At call flow part 3 , the SGW 4364 may extract the information and send the congestion

indication and/or cell id within GTP-U headers over GTP S5 towards PGW 4366.

[0503] At call flow part 4 , the PGW 4366 may extract the congestion indication and/or cell ID (if

available), and inform the PCRF 4320 (e.g., through PCC signaling via Gx reference point).

[0504] At call flow part 5 , the PCRF 4320 may decide on updated PCC rules in view of the congestion

indication. The PCRF 4320 may take into account the subscription profile from the HSS/SPR (e.g., over

Sp reference point); application type from TDF (e.g., over Sy reference point); usage monitoring reports

from the PGW 4366; and/or charging limit reports. For example, the PCRF 4320 may decide to throttle

low priority traffic/IP flows by reducing the assigned MBR value. Alternatively and/or additionally, the

PCRF 4320 may add sub-QCI for signaling lower-priority traffic/IP flows to such traffic. Details on PCRF

decision based on congestion information are provided above and in the '550 application.



[0505] At call flow part 6 , the PCRF may provide updated PCC rules to a PCEF (e.g., in PGW 4366).

The updated rules may be provided over the Gx reference point.

[0506] At call flow part 7 , the PCEF (e.g., in PGW 4366) may enforce the updated PCC rules on the

applicable bearers.

[0507] The congestion indication may be used to support other congestion mitigation solutions. For

example, the congestion indication may be sent to an ANDSF server over an interface between an

eNodeB and the ANDSF server; such as the interface shown in Figures 2C-2G. In an embodiment, the

ANDSF MO may include a new IE that accounts for network congestion status, and has different rules if

the congestion is indicated. On obtaining the congestion indication, the ANDSF server may simply relay

the information to the WTRUs. The ANDSF offload rules may take the congestion status into account in

deciding which traffic flows should be offloaded. If, for example, the congestion status is set, additional

traffic flows or all traffic flows may become eligible to be offloaded.

[0508] The congestion status may be a binary (on/off) or a number within a range or a percentage

indicating the level of congestion in the cell or a level (high/medium/low). The ANDSF MO may have

policy rules to include congestion level in the decision rules to decide how traffic should be considered

for offloading.

[0509] In an embodiment, the thresholds that trigger offload may be reconfigured by the ANDSF server

for all or subset of WTRUs in the congested cells.

[0510] Congestion Indication Transmission Examples

[051 1] An eNodeB may use different mechanisms to determine whether a congestion indication (flag)

should be sent for a particular S1-U flow. In an embodiment, if the cell is congested, then the eNodeB

may set the congestion indication for all traffic bearers for all WTRUs with downlink traffic in the cell. In

an embodiment, the congestion may be determined only in downlink or uplink direction, and the

eNodeB may set the congestion indication for WTRUs that have significant traffic in the direction of the

congestion. In an embodiment, the eNodeB may set S1-U congestion indication in the S1-U of the

default bearer for every user in the cell. In an embodiment, the congestion indication may be sent for

the WTRUs the eNB explicitly needs to be throttled.

[0512] The congestion indication may also indicate the level of congestion, either explicitly or implicitly.

In an embodiment, the receiving core network entity may maintain a statistical average of all the

congestion indication notifications received from a particular cell, and may use such information to

determine a degree of congestion in the particular cell. The degree of congestion information may be

used either by the PCRF/PGW to throttle flows, and/or may be sent to the ANDSF server to determine

how many flows need to be offloaded.

[0513] The congestion indication may also indicate the cell Id that is congested.

[0514] The ANDSF policy rules may be considered to prioritize RATs to take congestion into account.

In an embodiment, in case there is no congestion on a cellular access, the cellular RAT/access may be

considered as a primary RAT/access. In case of congestion, the offload to a Wi-Fi is configured for all

traffic flows.

[0515] The congestion indications may be sent to the core network in many ways. In one embodiment

and as discussed above, the eNodeB may send congestion indication and the supporting information



such as congestion direction, congestion scope and the congestion level (low, medium, high, extreme

or a value between a range of 0 and 100 for example where each value is standardized to correspond

to a certain congestion level), to the PGW (via SGW) in the GTP-U header. The PGW may use all or

any of the received information to decide on congestion mitigation action.

[0516] In an embodiment, the eNodeB may send the congestion indication and the supporting

information such as congestion direction, congestion scope and congestion level may be signaled to

the CN in the control plane for example using the S1-C and GTP-C interfaces. In this case (and other

cases as well), the MME may receive from the eNodeB, the congestion indication and the supporting

information and relay that information over the GTP-C interface to the SGW which then relates it to the

PGW over the GTP-C interface. The PGW may use all or any of the received information to decide on

congestion mitigation action.

[0517] In an embodiment, a hybrid procedure may be used. This hybrid procedure may be a

combination of at least a portion of each of the other embodiments above For example, the congestion

scope reporting may be signaled/negotiated with the CN (e.g. MME/SGW/PGW) over S1-C/GTP-C

while the congestion indication, congestion direction or congestion level are signaled to the PGW (via

SGW) over the GTP-U interface. The PGW may use all or any of the received information to decide on

congestion mitigation action.

[0518] Details of other procedures for reporting congestion to the core network and for mitigating such

reported congestion may be found in U.S. Patent Application Serial No. 61/673,366, filed 19-Jul-2012

(Atty. Docket Ref.: IDC-1 1474US01 ) , which is incorporated herein by reference.

[0519] Embodiments

[0520] In at least one representative embodiment, a method for mitigating user plane congestion may

include any of: receiving a general packet radio system (GPRS) tunneling protocol (GTP) packet

including a first internet protocol (IP) packet associated with a first flow within a bearer; and obtaining,

from a header of the GTP packet, an indicator indicative of a priority of the first IP packet.

[0521] In at least one representative embodiment, the method may include dropping any of the GTP

packet and the first IP packet on condition that a priority of a second IP packet associated with a

second flow within the bearer takes precedence over the priority of the first IP packet. In at least one

representative embodiment, dropping any of the GTP packet and the first IP packet may include

dropping any of the GTP packet and the first IP packet responsive to user plane congestion and on

condition that the priority of the second IP packet takes precedence over the priority of the first IP

packet.

[0522] In at least one representative embodiment, the method may include performing queue

management to en-queue the first IP packet and to de-queue a second IP packet that is associated with

a second flow and that persists in a queue on condition that the priority of the first IP packet takes

precedence over a priority of the second IP packet. In at least one representative embodiment, the

queue management may be performed responsive to user plane congestion and on condition that the

priority of the first IP packet takes precedence over the priority of the second IP packet.

[0523] In at least one representative embodiment, the method may include performing queue

management to de-queue one or more of IP packets associated with the first flow on condition that a



priority of a second IP packet associated with a second flow takes precedence over the priority of the

first IP packet. In at least one representative embodiment, the queue management may be performed

responsive to user plane congestion and on condition that the priority of the second IP packet takes

precedence over the priority of the first IP packet.

[0524] In at least one representative embodiment, the method may include: (i) performing a first queue

management to de-queue a second IP packet persisting in a queue on condition that a priority of the

second IP packet is the same as the priority of the first IP packet; and/or (ii) performing a second queue

management to de-queue the second IP packet on condition that the priority of the first IP packet takes

precedence over a priority of the second IP packet.

[0525] In at least one representative embodiment, the first queue management may be performed

responsive to user plane congestion and on condition that a priority of a second IP packet persisting in

a queue is the same as the priority of the first IP packet. In at least one representative embodiment, the

second queue management may be performed responsive to user plane congestion and on condition

that the priority of the first IP packet takes precedence over the priority of the second IP packet.

[0526] In at least one representative embodiment, the method may include delaying scheduling of the

first IP packet on condition that a priority of a second IP packet associated with another flow within the

bearer takes precedence over the priority of the first IP packet. In at least one representative

embodiment, delaying scheduling of the IP packet may include delaying scheduling of the IP packet

responsive to user plane congestion and on condition that the priority of the second IP packet takes

precedence over the priority of the first IP packet.

[0527] In at least one representative embodiment, the method may include scheduling the first IP

packet ahead of second IP packet associated with a second flow within the bearer on condition that the

priority of the first IP packet takes precedence over a priority of the second IP packet associated. In at

least one representative embodiment, scheduling the first IP packet occurs responsive to user plane

congestion and on condition that the priority of the first IP packet takes precedence over a priority of the

second IP packet.

[0528] In at least one representative embodiment, the first and second flows may be associated with

first and second applications, respectively. In at least one representative embodiment, the first and

second flows are associated with the same application.

[0529] In at least one representative embodiment, the method may include detecting the user plane

congestion.

[0530] In at least one representative embodiment, the method may be implementable by a base station

and/or a serving gateway.

[0531] In at least one representative embodiment, an apparatus may include a processor, wherein the

processor may be configured to: receive a general packet radio system (GPRS) tunneling protocol

(GTP) packet including a first internet protocol (IP) packet associated with a first flow within a bearer;

and/or obtain, from a header of the GTP packet, an indicator indicative of a priority of the first IP packet.

[0532] In at least one representative embodiment, the processor may be configured to drop any of the

GTP packet and the first IP packet on condition that a priority of a second IP packet associated with a

second flow within the bearer takes precedence over the priority of the first IP packet. In at least one



representative embodiment, the processor may be configured to drop any of the GTP packet and the

first IP packet responsive to user plane congestion and on condition that the priority of the second IP

packet takes precedence over the priority of the first IP packet.

[0533] In at least one representative embodiment, the processor may be configured to perform queue

management to en-queue the first IP packet and to de-queue a second IP packet that is associated with

a second flow and that persists in a queue on condition that the priority of the first IP packet takes

precedence over a priority of the second IP packet. In at least one representative embodiment, the

queue management may be performed responsive to user plane congestion and on condition that the

priority of the first IP packet takes precedence over the priority of the second IP packet.

[0534] In at least one representative embodiment, the processor may be configured to perform queue

management to de-queue one or more of IP packets associated with the first flow on condition that a

priority of a second IP packet associated with a second flow takes precedence over the priority of the

first IP packet. In at least one representative embodiment, the queue management may be performed

responsive to user plane congestion and on condition that the priority of the second IP packet takes

precedence over the priority of the first IP packet.

[0535] In at least one representative embodiment, the processor may be configured to (i) perform a

first queue management to de-queue a second IP packet persisting in a queue on condition that a

priority of the second IP packet is the same as the priority of the first IP packet; and/or (ii) perform a

second queue management to de-queue the second IP packet on condition that the priority of the first

IP packet takes precedence over a priority of the second IP packet.

[0536] In at least one representative embodiment, the first queue management may be performed

responsive to user plane congestion and on condition that a priority of a second IP packet persisting in

a queue is the same as the priority of the first IP packet. In at least one representative embodiment, the

second queue management may be performed responsive to user plane congestion and on condition

that the priority of the first IP packet takes precedence over the priority of the second IP packet.

[0537] In at least one representative embodiment, the processor may be configured to delay

scheduling of the first IP packet on condition that a priority of a second IP packet associated with

another flow within the bearer takes precedence over the priority of the first IP packet. In at least one

representative embodiment, the processor may be configured to delay scheduling of the IP packet

responsive to user plane congestion and on condition that the priority of the second IP packet takes

precedence over the priority of the first IP packet.

[0538] In at least one representative embodiment, the processor may be configured to schedule the

first IP packet ahead of a second IP packet associated with a second flow within the bearer on condition

that the priority of the first IP packet takes precedence over a priority of the second IP packet. In at least

one representative embodiment, scheduling of the first IP packet may occur responsive to user plane

congestion and on condition that the priority of the first IP packet takes precedence over a priority of the

second IP packet.

[0539] In at least one representative embodiment, the processor may be configured to detect the user

plane congestion.



[0540] In at least one representative embodiment, the first and second flows may be associated with

first and second applications, respectively. In at least one representative embodiment, the first and

second flows may be associated with the same application.

[0541] In at least one representative embodiment, an apparatus may include a processor, wherein the

processor may be configured to: send a congestion indication to a core network; receive a general

packet radio system (GPRS) tunneling protocol (GTP) packet including an first internet protocol (IP)

packet associated with a first flow within a bearer; and/or obtain, from a header of the GTP packet, an

indicator indicative of a priority of the IP packet, wherein the indicator was inserted into the header of

the GTP packet by the core network responsive to the congestion indication.

[0542] In at least one representative embodiment, the processor may be configured to drop any of the

GTP packet and the first IP packet on condition that a priority of a second IP packet associated with

second flow within the bearer takes precedence over the priority of the first IP packet. In at least one

representative embodiment, the processor may be configured to drop any of the GTP packet and the

first IP packet responsive to user plane congestion and on condition that the priority of the second IP

packet takes precedence over the priority of the first IP packet.

[0543] In at least one representative embodiment, the processor may be configured to perform queue

management to en-queue the first IP packet and to de-queue a second IP packet that is associated with

a second flow and that persists in a queue on condition that the priority of the first IP packet takes

precedence over a priority of the second IP packet. In at least one representative embodiment, the

queue management may be performed responsive to user plane congestion and on condition that the

priority of the first IP packet takes precedence over the priority of the second IP packet.

[0544] In at least one representative embodiment, the processor may be configured to perform queue

management to de-queue one or more of IP packets associated with the first flow on condition that a

priority of a second IP packet associated with a second flow takes precedence over the priority of the

first IP packet. In at least one representative embodiment, the queue management may be performed

responsive to user plane congestion and on condition that the priority of the second IP packet takes

precedence over the priority of the first IP packet.

[0545] In at least one representative embodiment, the processor may be configured to (i) perform a

first queue management to de-queue a second IP packet persisting in a queue on condition that a

priority of the second IP packet is the same as the priority of the first IP packet; and/or (ii) perform a

second queue management to de-queue the second IP packet on condition that the priority of the first

IP packet takes precedence over a priority of the second IP packet.

[0546] In at least one representative embodiment, the first queue management may be performed

responsive to user plane congestion and on condition that a priority of a second IP packet persisting in

a queue is the same as the priority of the first IP packet. In at least one representative embodiment, the

second queue management may be performed responsive to user plane congestion and on condition

that the priority of the first IP packet takes precedence over the priority of the second IP packet.

[0547] In at least one representative embodiment, the processor may be configured to delay

scheduling of the first IP packet on condition that a priority of a second IP packet associated with

another flow within the bearer takes precedence over the priority of the first IP packet. In at least one



representative embodiment, the processor may be configured to delay scheduling of the IP packet

responsive to user plane congestion and on condition that the priority of the second IP packet takes

precedence over the priority of the first IP packet.

[0548] In at least one representative embodiment, the processor may be configured to schedule the

first IP packet ahead of a second IP packet associated with a second flow within the bearer on condition

that the priority of the first IP packet takes precedence over a priority of the second IP packet. In at least

one representative embodiment, scheduling of the first IP packet may occur responsive to user plane

congestion and on condition that the priority of the first IP packet takes precedence over a priority of the

second IP packet.

[0549] In at least one representative embodiment, the processor may be configured to detect the user

plane congestion.

[0550] In at least one representative embodiment, the first and second flows may be associated with

first and second applications, respectively. In at least one representative embodiment, the first and

second flows may be associated with the same application.

[0551] In at least one representative embodiment, the processor being configured to send a congestion

indication to a core network includes the processor being configured to: send from the base station

and/or a radio access network (RAN) to a policy and charging rules function (PCRF), through bearer

and/or control-signaling traffic, information indicating that the base station and/or the radio access

network (RAN) is experiencing congestion.

[0552] In at least one representative embodiment, the bearer is a default bearer. In at least one

representative embodiment, the GTP packet is received on a S1-U interface.

[0553] In at least one representative embodiment, a method for mitigating user plane congestion may

include: receiving a congestion indication; and generating a general packet radio system (GPRS)

tunneling protocol (GTP) packet including an first internet protocol (IP) packet associated with a first

flow within a bearer, and a header having an indicator indicative of a priority of the IP packet, wherein

the indicator was inserted into the header of the GTP packet by the core network responsive to the

congestion indication.

[0554] In at least one representative embodiment, the method may include sending the GTP packet to

cause a base station to drop any of the GTP packet and the first IP packet on condition that a priority of

a second IP packet associated with second flow within the bearer takes precedence over the priority of

the first IP packet.

[0555] In at least one representative embodiment, the method may include sending the GTP packet to

cause a base station to perform queue management to en-queue the first IP packet and to de-queue

the second IP packet on condition that the priority of the first IP packet takes precedence over a priority

of a second IP packet that is associated with a second flow and that persists in a queue.

[0556] In at least one representative embodiment, the method may include sending the GTP packet to

cause a base station to perform queue management to de-queue one or more of IP packets associated

with the first flow on condition that a priority of a second IP packet associated with a second flow takes

precedence over the priority of the first IP packet.



[0557] In at least one representative embodiment, the method may include sending the GTP packet to

cause a base station to: (i) perform a first queue management to de-queue a second IP packet

persisting in a queue on condition that a priority of the second IP packet is the same as the priority of

the first IP packet, performing a first queue management to de-queue the second IP packet; and/or (ii)

perform a second queue management to de-queue the second IP packet on condition that the priority of

the first IP packet takes precedence over a priority of the second IP packet.

[0558] In at least one representative embodiment, the method may include sending the GTP packet to

cause a base station to delay scheduling of the first IP packet on condition that a priority of a second IP

packet associated with another flow within the bearer takes precedence over the priority of the first IP

packet.

[0559] In at least one representative embodiment, the method may include sending the GTP packet to

cause a base station to schedule the first IP packet ahead of a second IP packet associated with a

second flow within the bearer on condition that the priority of the first IP packet takes precedence over a

priority of the second IP packet.

[0560] In at least one representative embodiment, the first and second flows are associated with first

and second applications, respectively. In at least one representative embodiment, the first and second

flows are associated with the same application.

[0561] In at least one representative embodiment, the method may include the congestion indication

may be received from the base station and/or a radio access network (RAN) at a policy and charging

rules function (PCRF), through bearer and/or control signaling traffic, information indicating that the

base station and/or the radio access network (RAN) is experiencing congestion.

[0562] In at least one representative embodiment, the bearer is a default bearer. In at least one

representative embodiment, the GTP packet is received on a S1-U interface.

[0563] In at least one representative embodiment, the method may be implementable by a SGW

and/or a PGW.

[0564] In at least one representative embodiment, a method may include: receiving at a policy and

charging rules function (PCRF) through bearer and/or control signaling traffic information indicating that

a base station and/or a radio access network (RAN) is experiencing congestion.

[0565] In at least one representative embodiment, the method may include deciding at the PCRF one

or more measures to mitigate the congestion

[0566] In at least one representative embodiment, the measures may include throttling or otherwise

traffic shaping certain traffic.

[0567] In at least one representative embodiment, the PCRF may take into account a user subscription

profile when deciding the one or more measures.

[0568] In at least one representative embodiment, the PCRF may take into account an application run

by a user when deciding the one or more measures.

[0569] In at least one representative embodiment, the method may include applying, at the base

station, one or more measures to mitigate the congestion based on corresponding one or more

measures taken by the PCRF. In at least one representative embodiment, the measures applied at the

base station may include throttling or otherwise traffic shaping certain traffic.



[0570] In at least one representative embodiment, the one or more measures to mitigate the

congestion applied at the base station may be based, at least in part, on a user subscription profile. In

at least one representative embodiment, the one or more measures to mitigate the congestion applied

at the base station are based, at least in part, on an application run by a user.

[0571] In at least one representative embodiment, a method may include: receiving at a base station

and/or a radio access network (RAN) from a policy and charging rules function (PCRF) a rule specifying

one or more measures, e.g., a PCC rule including a sub-QCI rule, the base station and/or the radio

access network (RAN) to apply to mitigate congestion.

[0572] In at least one representative embodiment, the method may include: applying, at the base

station and/or the radio access network (RAN), the one or more measures specified by the rule

provided from the PCRF.

[0573] In at least one representative embodiment, the measures may include throttling or otherwise

traffic shaping certain traffic. In at least one representative embodiment, the one or more measures to

mitigate the congestion applied at the base station are based, at least in part, on a user subscription

profile. In at least one representative embodiment, the one or more measures to mitigate the

congestion applied at the base station are based, at least in part, on an application run by a user.

[0574] In at least one representative embodiment, a method may include: receiving at a policy and

charging rules function (PCRF) through bearer and/or control signaling traffic a congestion status

report. In at least one representative embodiment, receipt of the congestion status report may be

indicative of congestion being experienced by a base station and/or a radio access network (RAN). In at

least one representative embodiment, receipt of the congestion status report may be indicative of

sustained congestion being experienced by a base station and/or a radio access network (RAN) when

measures taken at the base station to mitigate congestion are not sufficient to resolve the congestion.

[0575] In at least one representative embodiment, a method may include: sending, from a base station

to a policy and charging rules function (PCRF) through bearer traffic, a congestion status report. In at

least one representative embodiment, the congestion status report may be sent responsive to

congestion being experienced by a base station and/or a radio access network (RAN).

[0576] In at least one representative embodiment, the congestion status report may be sent responsive

to congestion being experienced by a base station and/or a radio access network (RAN) when

measures taken at the base station to mitigate congestion are not sufficient to resolve the congestion.

[0577] In at least one representative embodiment, the base station may report the congestion status

report based on an operator configuration. In at least one representative embodiment, the base station

may report the congestion status report based a certain percentages of packets of traffic/IP flows are

discarded/dropped due to congestion and/or congestion mitigation procedures. In at least one

representative embodiment, the base station may report the congestion status report based on

discarding of packets of higher-priority traffic/IP flows the base station nay report the congestion status

report based on when QoS requirements of a bearer can no longer be fulfilled. In at least one

representative embodiment, the base station may report the congestion status report based on a given

percentage of packets that have not been dropped due to congestion experience a delay exceeding a

QCI packet delay budget. In at least one representative embodiment, the base station may report the



congestion status report based on scope of congestion. In at least one representative embodiment, the

congestion status report may include a congestion indication indicative of the scope of congestion.

[0578] In at least one representative embodiment, the base station may report the congestion status

report using "per PDN connection reporting". In at least one representative embodiment, the base

station may report using "per PDN connection reporting" to indicate that the scope of the congestion

applies to all of the bearers within a PDN connection. In at least one representative embodiment, the

congestion status report may include a congestion indication indicative of the scope of the congestion

applies to all of the bearers within a PDN connection.

[0579] In at least one representative embodiment, the congestion status report and/or indication may

be included within a GTP-U header via S1-U on user PDN connection(s) that experience congestion.

[0580] In at least one representative embodiment, the base station may report the congestion status

report using "per base station reporting". In at least one representative embodiment, the base station

may report using the "per base station reporting" to indicate that the scope of the congestion applies to

all of the bearers and PDN connections bound to the base station. In at least one representative

embodiment, the congestion status report may include a congestion indication indicative of the scope of

the congestion applies to all of the bearers and PDN connections bound to the base station.

[0581] In at least one representative embodiment, the congestion status report and/or indication may

be included within a GTP-U header. In at least one representative embodiment, a base station ID may

be included within the GTP-U header.

[0582] In at least one representative embodiment, the base station may report the congestion status

report using "per APN reporting". In at least one representative embodiment, the base station may

report using "per APN reporting" to indicate that the scope of the congestion applies to all PDN

connections toward a particular packet data network or internet domain. In at least one representative

embodiment, the congestion status report may include a congestion indication indicative of the scope of

the congestion applies to all PDN connections toward a particular packet data network or internet

domain.

[0583] In at least one representative embodiment, the base station may report the congestion status

report using "per UE reporting". In at least one representative embodiment, the base station reports

using the "per UE reporting" to indicate that the scope of the congestion applies to all PDN connections

bound to a particular WTRU. In at least one representative embodiment, the congestion status report

may include a congestion indication indicative of the scope of the congestion applies to all PDN

connections bound to a particular WTRU.

[0584] In at least one representative embodiment, the base station may report the congestion status

report using "per bearer reporting". In at least one representative embodiment, the base station may

report using the "per bearer reporting" to indicate that the scope of the congestion applies to the bearer

over which the traffic/IP flow packet (e.g., GTP-U packet) carrying the indication is received. In at least

one representative embodiment, the congestion status report may include a congestion indication

indicative of the scope of the congestion applies to the bearer over which the traffic/IP flow packet (e.g.,

GTP-U packet) carrying the indication is received.



[0585] In at least one representative embodiment, the base station may report the congestion status

report using "per service data flow reporting". In at least one representative embodiment, the base

station may report using the "per service data flow reporting" to indicate that the scope of the

congestion applies to a service data flow. In at least one representative embodiment, the congestion

status report may include a congestion indication indicative of the scope of the congestion applies to a

service data flow.

[0586] In at least one representative embodiment, the base station may report the congestion status

report using "per sub-QCI reporting". In at least one representative embodiment, the base station may

report using the "per sub-QCI reporting" to indicate that the scope of the congestion applies at a sub-

QCI level. In at least one representative embodiment, the congestion status report comprises a

congestion indication indicative of the scope of the congestion applies at a sub-QCI level.

[0587] In at least one representative embodiment, the base station may report the congestion status

report using "per IP flow or packet flow reporting". In at least one representative embodiment, the base

station may report using the "per IP flow or packet flow reporting" to indicate that the scope of the

congestion applies at an IP flow level. In at least one representative embodiment, the congestion status

report comprises a congestion indication indicative of the scope of the congestion applies at an IP flow

level.

[0588] In at least one representative embodiment, the base station indicates congestion scope

together with a congestion indication and/or other congestion information in a GTP-U header.

[0589] In at least one representative embodiment, the method may include negotiating a type of

congestion scope reporting to be used. In at least one representative embodiment, the type of

congestion scope reporting is negotiated between a WTRU and a core network, including any of an

MME, SGW and PGW, over S1C/GTP-C.

[0590] In at least one representative embodiment, the method may include establishing a type of

congestion indication scope reporting to be used via a configuration.

[0591] In at least one representative embodiment, the method may include extracting the congestion

status report from GTP-U packets.

[0592] In at least one representative embodiment, the method may include reporting the congestion

status report to the PCRF.

[0593] In at least one representative embodiment, a method may include receiving, at a policy and

charging rules function (PCRF) through bearer and/or control signaling traffic, a congestion status

report.

[0594] In at least one representative embodiment, the method may further include using "per PDN

connection congestion mitigation". In at least one representative embodiment, using "per PDN

connection congestion mitigation" may include taking into user subscription profile and/or application(s)

type.

[0595] In at least one representative embodiment, the method may further include using "per base

station congestion mitigation". In at least one representative embodiment, using "per base station

congestion mitigation" may include taking into user subscription profile and/or application(s) type.



[0596] In at least one representative embodiment, the method may further include using "per APN

congestion mitigation". In at least one representative embodiment, using "per APN congestion

mitigation" may include taking into user subscription profile and/or application(s) type.

[0597] In at least one representative embodiment, the method may further include using "per WTRU

congestion mitigation". In at least one representative embodiment, using "per WTRU congestion

mitigation" may include taking into user subscription profile and/or application(s) type.

[0598] In at least one representative embodiment, the method may further include using "per service

data flow congestion mitigation". In at least one representative embodiment, using "per service data

flow congestion mitigation" may include taking into user subscription profile and/or application(s) type.

[0599] In at least one representative embodiment, the method may further include using "per sub-QCI

congestion mitigation. In at least one representative embodiment, using "per sub-QCI congestion

mitigation" may include taking into user subscription profile and/or application(s) type.

[0600] In at least one representative embodiment, the method may further include using "per IP flow or

packet flow congestion mitigation". In at least one representative embodiment, using "per IP flow or

packet flow congestion mitigation" comprises taking into user subscription profile and/or application(s)

type.

[0601] In at least one representative embodiment, the method may further include using "per bearer

congestion mitigation". In at least one representative embodiment, using "per bearer congestion

mitigation" comprises taking into user subscription profile and/or application(s) type.

[0602] In at least one representative embodiment, a method may include: a base station detecting that

measures for mitigating congestion using a sub-QCI based traffic/flow differentiation might not be

adequate to resolve congestion; a base station sending a congestion status report to a core network; a

SGW extracting the congestion status report from a GTP-U header; the SGW sending the congestion

status report within GTP-U headers over GTP S5 towards a PGW; the PGW extracting the congestion

status report from the GTP-U headers; the PGW sending the extracted congestion status information to

a PCRF; the PCRF deciding on updated PCC rules in view of the congestion status information; the

PCRF providing the updated PCC rules to a PCEF; and/or the PCEF enforcing the updated PCC rules

on applicable bearers.

[0603] In at least one representative embodiment, the congestion status report may include a

congestion indication. In at least one representative embodiment, the congestion status report may

include a congestion indication and/or a cell ID.

[0604] In at least one representative embodiment, deciding on updated PCC rules may include taking

into account any of a subscription profile; application type; usage monitoring reports; and charging limit

reports.

[0605] In at least one representative embodiment, a method may include: sending a congestion status

indication to an ANDSF server over an interface between an eNodeB and the ANDSF server.

[0606] In at least one representative embodiment, the method may further include, responsive to

obtaining the congestion indication, the ANDSF server relaying offload rules to a WTRU, the offload

rules being configured for handling the congestion. In at least one representative embodiment, the



ANDSF offload rules take the congestion status into account in deciding which traffic flows should be

offloaded.

[0607] In at least one representative embodiment, the congestion status indication comprises at least

one of a binary or a number within a range or a percentage indicating the level of congestion in the cell

or a level.

[0608] In at least one representative embodiment, a method may include: updating PCC rules in view

of congestion status information received through bearer traffic; and/or enforcing the updated PCC

rules on applicable bearers. In at least one representative embodiment, the congestion status

information is a congestion status report. In at least one representative embodiment, receipt of the

congestion status information is indicative of sustained congestion being experienced by a base station

and/or a radio access network (RAN).

[0609] In at least one representative embodiment, an apparatus, which may include any of receiver,

transmitter and processor, may be configured to perform a method as in at least one of the preceding

claims. In at least one representative embodiment, a system may be configured to perform a method as

in at least one of the preceding claims.

[0610] In at least one representative embodiment, a tangible computer readable storage medium may

have stored thereon computer executable instructions for performing a method as in at least one of the

preceding claims.

[061 1] In at least one representative embodiment, a method for use in a wireless communication

system may include carrying out user plane Radio Access Network (RAN) congestion detection and

mitigation.

[0612] In at least one representative embodiment, an eNodeB, a Radio Network Controller (RNC), and

a home eNodeB (H(e)NB) may be capable of detecting RAN user plane congestion.

[0613] In at least one representative embodiment, the congestion may be measured based on a

number of wireless transmit/receive units (WTRUs) attached in an eNodeB. In at least one

representative embodiment, the congestion may be measured based on a maximum throughput

supported by an eNodeB. In at least one representative embodiment, the congestion may be measured

based on a number of active Packed Data Network (PDN) connections.

[0614] In at least one representative embodiment, an eNodeB reports the congestion to other nodes. In

at least one representative embodiment, the congestion report may include a percentage of a load in a

cell. In at least one representative embodiment, the congestion report nay include a current throughput

and maximum throughput supported by the cell. In at least one representative embodiment, the

congestion report may include a current number of WTRUs in an ECM-CONNECTED state and a

maximum number of ECM-CONNECTED states supported by the cell.

[0615] In at least one representative embodiment, the method may further include the congestion

report may include a current number of WTRUs in a PMM-CONNECTED state and a maximum number

of PMM-CONNECTED states supported by the cell. In at least one representative embodiment, the

congestion report may include whether the WTRU initiated request is for attended or unattended data

traffic.



[061 6] In at least one representative embodiment, the eNodeB may transmit congestion information to

the core network by including congestion information within every S 1-AP uplink NAS transport message

to the mobility management entity (MM E). In at least one representative embodiment, the eNodeB may

transmit an S 1-AP uplink message to the MME when the WTRU transmits a tracking area update (TAU)

message in an ECM-CONN ECTED state. In at least one representative embodiment, the eNodeB may

transmit an S 1-AP uplink message to the MME during a WTRU triggered service request. In at least

one representative embodiment, the eNodeB may transmit an S1-AP uplink message to the MME

during a WTRU PDN connectivity request. In at least one representative embodiment, the eNodeB may

transmit an S 1-AP uplink message to the MME during an S 10based handover.

[061 7] In at least one representative embodiment, the RNC may transmits congestion information to

the core network within a location report, initial WTRU message, and a UTRAN originated direct

transfer control message over an lu interface.

[061 8] In at least one representative embodiment, the WTRU may trigger a TAU request.

[061 9] In at least one representative embodiment, the WTRU may transmit a TAU request to the

eNodeB.

[0620] In at least one representative embodiment, the eNodeB may forward the TAU request to a new

MME.

[0621 ] In at least one representative embodiment, the new MME may transmits a create session

request to a new serving gateway (SGW). In at least one representative embodiment, the create

session request may include congestion load information.

[0622] In at least one representative embodiment, a new SGW may transmit a modify bearer request

message to a PGW. In at least one representative embodiment, the modify bearer request message

may include congestion load information.

[0623] In at least one representative embodiment, a PGW may initiates a Policy and Charging

Enforcement Function (PCEF) initiated IP-CAN session modification via a Gx reference point to a Policy

Charging and Rules Function (PCRF). In at least one representative embodiment, the PCEF ,ay

includes congestion load information in the modify bearer request message.

[0624] In at least one representative embodiment, the PGW may transmit a modify bearer response

message to the SGW.

[0625] In at least one representative embodiment, a new SGW may initiate a gateway control session

establishment procedure to PCRF via a Gxx interface. In at least one representative embodiment, the

new SGW may include congestion load information in the GW control session establishment message.

[0626] In at least one representative embodiment, the PCRF may provide updated PCC rules.

[0627] In at least one representative embodiment, the SGW may transmit a proxy binding update

message. In at least one representative embodiment, the PGW may respond with a proxy binding

update acknowledgement (ACK).

[0628] In at least one representative embodiment, the new MME may include congestion load

information in an update location information to the home subscriber server (HSS).



[0629] In at least one representative embodiment, the MME may transmit a modify bearer request

message to the SGW. In at least one representative embodiment, the MME may include congestion

load information in the modify bearer request message.

[0630] In at least one representative embodiment, the WTRU may change to a UTRAN cell.

[0631] In at least one representative embodiment, the WTRU may transmit a routing area update

(RAU) to the RNC.

[0632] In at least one representative embodiment, the RNC may forwards the RAU message to the

Serving General Packet Radio Service (GPRS) Support Node (SGSN). In at least one representative

embodiment, the RNC may include congestion load information in such message.

[0633] In at least one representative embodiment, the SGSN may detect that the WTRU switched from

E-UTRAN, and may transmit a context request to the MME.

[0634] In at least one representative embodiment, the SGSN may transmit a modify bearer request

message. In at least one representative embodiment, the SGSN may include congestion load

information in such message.

[0635] In at least one representative embodiment, the WTRU determines to transmit an RAU.

[0636] In at least one representative embodiment, the WTRU may transmit the RAU to the RNC/ BSS.

[0637] In at least one representative embodiment, the RNC/BSS may forward the RAU to the SGSN. In

at least one representative embodiment, the RNC/BSS may include congestion load information in the

forwarded RAU.

[0638] In at least one representative embodiment, a new SGSN may transmit an SGSN context

request to an old SGSN. In at least one representative embodiment, the new SGSN may includes

congestion load information in such message.

[0639] In at least one representative embodiment, the SGSN may transmit an update context request

message.

[0640] In at least one representative embodiment, a GGSN may transmit a PCEF-initiated IP-CAN

session modification to the PCRF. In at least one representative embodiment, the GGSN may include

congestion load information in such message.

[0641] In at least one representative embodiment, the SGSN may transmit an update location to the

HSS.

[0642] In at least one representative embodiment, the WTRU may transmit a Non-Access Stratum

(NAS) service request.

[0643] In at least one representative embodiment, the eNodeB may forward the NAS service request

message to the MME. In at least one representative embodiment, the eNodeB may include congestion

load information within the NAS service request.

[0644] In at least one representative embodiment, the eNodeB may transmit an S1-AP initial context

setup complete message. In at least one representative embodiment, the eNodeB may include

congestion load information within the S1-AP initial context setup complete message.

[0645] In at least one representative embodiment, the MME may transmit a modify bearer response

message.



[0646] In at least one representative embodiment, the WTRU may initiate a WTRU initiated PDN

connectivity request. In at least one representative embodiment, the WTRU may include within the NAS

request whether a trigger to initiate the request was due to attended or unattended traffic. In at least

one representative embodiment, the create session request may include whether the trigger to initiate

the request was due to attended or unattended traffic.

[0647] In at least one representative embodiment, the MME may include congestion load information to

the WTRU during TAU/RAU updates. In at least one representative embodiment, the SGW may include

whether the trigger to initiate the request was due to attended or unattended traffic. In at least one

representative embodiment, the PCEF may include whether the trigger to initiate the request was due

to attended or unattended traffic.

[0648] In at least one representative embodiment, the MME may reject the request based on

indications of high RAN user plane congestion load.

[0649] In at least one representative embodiment, the MME may query the HSS for a subscriber profile

for update quality of service (QoS) information. In at least one representative embodiment, the HSS

may carry out an HSS initiated subscribed QoS modification procedure.

[0650] In at least one representative embodiment, the PGW may have pre-configured policies installed

that defined specific QoS behavior for specific IP flows based on reported congestion level. In at least

one representative embodiment, the PCRF may provide updated QoS rules for specific services based

on a congestion status reported, a time of date, a usage threshold of the user, and/or a subscription

profile requirements stored in a subscriber profile repository (SPR).

[0651] In at least one representative embodiment, the MME may revokes a S 1 interface overload

procedure by transmitted an overload start.

[0652] In at least one representative embodiment, the MME may select congested eNodeB cells and

based on a traffic reduction indication.

[0653] In at least one representative embodiment, the eNodeB may reduce the type of traffic indicated

in the overload start message according to a requested percentage.

[0654] In at least one representative embodiment, the MME may reject RRC connection request for

non-emergency and non-high priority mobile originated services.

[0655] In at least one representative embodiment, the MME may permits RRC connection request for

emergency sessions and mobile terminated services for the congested eNodeB.

[0656] In at least one representative embodiment, the MME may permits RRC connection request for

high priority session and mobile terminated services for the congested eNodeB.

[0657] In at least one representative embodiment, the MME may reject new RRC connection requests

from WTRUs configured for low access priority.

[0658] In at least one representative embodiment, the MME may indicates to a WTRU an appropriate

timer value that limits further RRC connection request for a pre-determined time.

[0659] In at least one representative embodiment, the MME may initiate procedures defined for APN

based session management congestion control to the eNodeB that is congested.

[0660] In at least one representative embodiment, the MME may reuse procedures defined for APN

based session management congestion control for all signaling to and from the congestion eNodeB.



[0661] In at least one representative embodiment, the HSS may receive RAN user plane congestion

information.

[0662] In at least one representative embodiment, the HSS may check that there is an updated QoS

profile for the subscriber based on the congestion load reported.

[0663] In at least one representative embodiment, the HSS may transmit an insert subscriber data

message to the MME.

[0664] In at least one representative embodiment, the HSS may transmit an updated subscription data

including EPS subscribed QoS and the subscribed WTRU-AMBR and APN-AMBR based on the

congest load reported.

[0665] In at least one representative embodiment, the MME may update the stored subscription data

and transmits an insert subscriber data ACK message to the HSS.

[0666] In at least one representative embodiment, the MME may check the subscription parameters.

[0667] In at least one representative embodiment, the MME may calculate a new WTRU-AMBR if only

the subscribed WTRU-AMBR is modified or if there is a specific WTRU-AMBR for high RAN user plane

congestion.

[0668] In at least one representative embodiment, the MME may signal a modified WTRU-AMBR value

to the eNodeB using an S1-AP WTRU context modification procedure.

[0669] In at least one representative embodiment, the HSS initiated subscribed QoS medication

procedure ends after completion of the WTRU context modification procedure.

[0670] In at least one representative embodiment, the MME may transmits a modify bearer command

message to the SGW if there is a specific quality control indicator (QCI) value for high RAN user plane

congestion.

[0671] In at least one representative embodiment, the EPS bearer identity identifies a default bearer of

the affected PDN connection.

[0672] In at least one representative embodiment, the EPS bearer QoS contains the EPS subscribed

QoS profile to be updated.

[0673] In at least one representative embodiment, the SGW may transmit the modify bearer command

to the PDN GW.

[0674] In at least one representative embodiment, the PGW may inform the PCRF about the updated

EPS bearer QoS and APN-AMBR if PCC infrastructure is deployed.

[0675] In at least one representative embodiment, the PCRF may transmit a new updated PCC

decision to the PGW.

[0676] In at least one representative embodiment, the PCRF may modify the APN-AMBR and the QoS

parameters associated with the default bearer in response to the PDN GW.

[0677] In at least one representative embodiment, the PGW may modify the default bearer of each

PDN connection corresponding to the APN for which subscribed QoS has been modified.

[0678] In at least one representative embodiment, the PGW may transmit the update bearer request

message to the SGW.

[0679] In at least one representative embodiment, the SGW may transmit an update bearer response

message to the PGW.



[0680] In at least one representative embodiment, the PGW may delete the concerned EPS if the

bearer modification fails.

[0681] In at least one representative embodiment, the PGW may transmit a provision ACK message to

the PCRF indicating whether the requested PCC decision was enforced or not.

[0682] In at least one representative embodiment, a PDN GW, GGSN, and SGW have pre-configured

policy rules that are activated based on the RAN user plane congestion status.

[0683] In at least one representative embodiment, the pre-configured policy rules may be defined per

IP flow, per application type, per APN, or per WTRU. In at least one representative embodiment, the

pre-configured policy rules may include updated maximum bit rate values for specific IP flows, updated

APN-AMBR values, and updated WTRU-AMBR values.

[0684] In at least one representative embodiment, the PGW may inspect a traffic flow template of the

WTRU traffic if congestion mitigation is carried out per IP flow.

[0685] In at least one representative embodiment, the PGW may detect a maximum bit rate of certain

IP flows that need to be reduced due to high level congestion based on the pre-configured per IP flow

congestion policy.

[0686] In at least one representative embodiment, a traffic detection function may report specific

application to the PGW if congestion mitigation is carried out per application. In at least one

representative embodiment, the PGW may detect that a bandwidth of certain applications needs to be

reduced due to high levels of RAN user plane congestion based on the pre-configured per application

congestion policy.

[0687] In at least one representative embodiment, the PGW may detects that an MBR of all traffic of a

particular APN needs to be reduced due to high levels of RAN user plane congestion if congestion

mitigation is carried out per APN.

[0688] In at least one representative embodiment, the PGW may detect that an MBR of all traffic of a

particular WTRU needs to be reduced due to high levels of RAN user plane congestion if congestion

mitigation is carried out per WTRU.

[0689] In at least one representative embodiment, the PCRF may carry out congestion mitigation

based on a subscription profile of the user, usage data by the user, IP flow, the type of application, or

charging requirements of the user.

[0690] In at least one representative embodiment, the PCRF may provide updated PCC rules over Gx

to the PCEF and updated QoS rules over Gxx to Bearer Binding and Event Reporting Function

(BBERF).

[0691] In at least one representative embodiment, a subscription profile may include information that

specific subscribers can run services even at high congestion loads.

[0692] In at least one representative embodiment, the PCRF may make dynamic policies based on the

application type reported and the level of RAN user plane congestion reported.

[0693] In at least one representative embodiment, the PCRF may indicate to the PCEF to be notified if

a usage threshold has been met.

[0694] In at least one representative embodiment, the PCRF may throttle traffic to the user if the usage

thresholds have been met by a subscriber and there is high RAN user plane congestion.



[0695] In at least one representative embodiment, the PCRF may have policies that traffic of certain IP

flows needs to be reduced in case of high RAN user plane congestion.

[0696] In at least one representative embodiment, the PCRF may throttle user traffic if the user

exceeds a spending threshold and there is high RAN user plane congestion.

[0697] In at least one representative embodiment, the BBERF may initiate a gateway control session

establishment procedure.

[0698] In at least one representative embodiment, the BBERF may include congestion load

information.

[0699] In at least one representative embodiment, a GW(PCEF) may receive a request for an IP-CAN

bearer establishment.

[0700] In at least one representative embodiment, the PCEF may receive congestion load information.

[0701] In at least one representative embodiment, the PCEF may determine that the PCC authorization

is required and request the authorization of allowed services and PCC rules information. In at least one

representative embodiment, the PCEF may include congestion load information om such request.

[0702] In at least one representative embodiment, the PCRF may transmit a request to the SPR to

receive information related to the IP-CAN session if the PCRF does not have the subscription related

information of the subscriber. In at least one representative embodiment, the SPR may have policies

based on RAN user plane congestion load. In at least one representative embodiment, the SPR policies

on RAN user plane congestion load may include policies based on the types of subscriber, IP flow

reported, application type reported, volume usage level, and user spending limits.

[0703] In at least one representative embodiment, the PCRF may store the subscription related

information containing the information about allowed services and PCC rules formation.

[0704] In at least one representative embodiment, the PCRF may transmits an initial spending limit

report request if the PCRF determines that the policy decision depends on the status of the policy

counters available at the OCS. In at least one representative embodiment, the PCRF may makes the

authorization and policy decisions. In at least one representative embodiment, the PCRF may take

congestion load reports into account.

[0705] In at least one representative embodiment, the PCRF may request a Traffic Detection Function

(TDF) to establish the relevant session towards the PCRF and provides ADC rules to the TDF if the

PCRF determines that the policy decisions depend on the application used. In at least one

representative embodiment, the TDF may transmit an ACK to the PCRF regarding the outcome of the

actions related to the decision. In at least one representative embodiment, the ACK may include a list of

event triggers.

[0706] In at least one representative embodiment, the PCRF may transmit the decision including PCC

rules to mitigate congestion.

[0707] In at least one representative embodiment, an Application Function (AF) may provide service

information to the PCRF due to AF session signaling.

[0708] In at least one representative embodiment, the AF may subscribe to notification of bearer level

events related to service information. In at least one representative embodiment, the PCRF may store

the service information and may transmit an acknowledgement to the AF.



[0709] In at least one representative embodiment, the GW(PCEF) may receive an IP-CAN session

signaling for IP-CAN session modification. 1 In at least one representative embodiment, the GW(PCEF)

may make a decision to trigger IPC-CAN session modification.

[071 0] In at least one representative embodiment, the TDF, within the PCEF, may detect an application

that needs to be reported due to high congestion.

[071 1] In at least one representative embodiment, the GW(PCEF) may determine that PCC interaction

is required and transmits an indication of IP-CAN session modification.

[071 2] In at least one representative embodiment, the PCRF may correlate the request for PCC rules

with the IP-CAN session and service information available at the GW(PCEF).

[071 3] In at least one representative embodiment, the PCRF may report to the AF an event related to

the transmission resources if the AP requested it at initial authorization. In at least one representative

embodiment, the AF may acknowledge the event report and/or may responds with the requested

information .

[071 4] In at least one representative embodiment, the PCRF may alter the subscribed list of policy

counters using an initial spending limit report if the PCRF determines a change to policy counter status

reporting is required.

[071 5] In at least one representative embodiment, the PCEF may decide to check if the spending limit

has been met for the user based on RAN user plane congestion reported .

[071 6] In at least one representative embodiment, the PCRF may make the authorization and policy

decision .

[071 7] In at least one representative embodiment, the PCRF may take into account spending limits of

the user, volume usage levels, and specific IP flows/applications reported if the PCRF makes the

decision taking into account the congestion load reported.

[071 8] In at least one representative embodiment, the PCRF may provide all new ADC decision to the

TDF.

[071 9] In at least one representative embodiment, the PCRF may indicate the TDF to report specific

application that need to be monitored in case of high RAN user plane congestion .

[0720] In at least one representative embodiment, the TDF may transmit an ACK to inform the PCRF

of the outcome.

[0721 ] In at least one representative embodiment, the PCRF may transmits an acknowledge of IP-CAN

session modification to the GW.

[0722] In at least one representative embodiment, the PCRF may instruct the TDF to report specific

applications due to RAN user plane congestion load .

[0723] In at least one representative embodiment, the PCRF may subscribe to be notified if the

spending limit of the user has been met based on RAN user plane congestion load policies provided by

the SPR.

[0724] In at least one representative embodiment, the PCRF may store application information if

provided and responds with an acknowledgement to the TDF.

[0725] In at least one representative embodiment, the PCRF may provide a new ADC decision to the

TDF.



[0726] In at least one representative embodiment, the PCRF may request the TDF to terminate the

TDF session towards the PCRF if the last ADC rule is deactivated.

[0727] In at least one representative embodiment, the TDF may transmit a provision ACK to the PCRF.

[0728] In at least one representative embodiment, the PCRF may initiate a gateway control and QoS

rules provision procedure.

[0729] In at least one representative embodiment, the PCRF may transmit a Policy and Charging

Rules Provision to the PCEF.

[0730] In at least one representative embodiment, the PCEF may enforce the decision.

[0731] In at least one representative embodiment, the GW(BBERF) may be requested to report an

event for a gateway control session.

[0732] In at least one representative embodiment, the GW(BBERF) may be requested to obtain QoS

rules for a gateway control session.

[0733] In at least one representative embodiment, the GW(BBERF) may transmits a gateway control

and QoS rules request to the PCRF. In at least one representative embodiment, the BBERF includes

congestion load information in such request.

[0734] In at least one representative embodiment, the GW(BBERF) may transmits a result to the entity

that triggered the procedure if the GW(BBERF) is only requested to report an event.

[0735] In at least one representative embodiment, the PCRF initiated IP-CAN session modification

procedure occurs as a result of the gateway control and QoS rules request procedure.

[0736] In at least one representative embodiment, the PCRF may transmit a gateway control and QoS

rules response to the GW (BBERF).

[0737] In at least one representative embodiment, the QoS rules and events triggers may be deployed.

[0738] In at least one representative embodiment, the GW(BBERF) may initiates the IP-CAN bearer

signaling.

[0739] In at least one representative embodiment, the GW(BBERF) may receive the response for the

IP-CAN bearer signaling.

[0740] In at least one representative embodiment, a source eNodeB may determine that an S1-based

handover to a target eNodeB is required.

[0741] In at least one representative embodiment, the source eNodeB may initiate a handover based

on the current congestion load.

[0742] In at least one representative embodiment, the source eNodeB may transmit a handover

required message to a source MME. In at least one representative embodiment, the source eNodeB

may include congestion load information in the handover required message.

[0743] In at least one representative embodiment, the source MME may determine whether handover

can continue based on the congestion load reported by the source eNodeB and the current congestion

load in the target eNodeB.

[0744] In at least one representative embodiment, the source MME may transmit a forward relocation

request including the source eNodeB congestion load information.



[0745] In at least one representative embodiment, a target MME may determine whether handover can

proceed based on the congestion load reported by the source MME and the current congestion load in

the target eNodeB.

[0746] In at least one representative embodiment, the source MME/target MME may transmit a create

session request to a target SGW. In at least one representative embodiment, wherein the SGW may

transmits a create session response to the source MME/target MME.

[0747] In at least one representative embodiment, the source MME/target MME may transmit a

handover request to the target eNodeB. In at least one representative embodiment, the handover

request may include the source MME congestion load information.

[0748] In at least one representative embodiment, the target eNodeB may store source eNodeB

congestion load status to be aware of the congestion load in all adjacent eNodeB cells.

[0749] In at least one representative embodiment, the target eNodeB may respond with a handover

ACK.

[0750] In at least one representative embodiment, the source eNodeB may initiate an X2-based

handover. In at least one representative embodiment, the trigger to initiate the X2-based handover may

take into account user plane congestion in the cell.

[0751] In at least one representative embodiment, the source eNodeB may transmit an X2-based

handover request to the target eNodeB.

[0752] In at least one representative embodiment, the target eNodeB may decide to accept handover

taking into account its current congestion load status.

[0753] In at least one representative embodiment, the target eNodeB may transmit a path switch

request to the MME.

[0754] In at least one representative embodiment, the MME may transmit a create session request to a

target SGW. In at least one representative embodiment, the target SGW may transmit an ACK to the

MME.

[0755] In at least one representative embodiment, the target SGW may transmit a modify bearer

request message to the PGW including congestion load information.

[0756] In at least one representative embodiment, the MME may transmit a modify bearer request

message. In at least one representative embodiment, a source SGW may transmits an ACK to the

MME.

[0757] In at least one representative embodiment, the source SGW may transmit a modify bearer

request message to the PGW including congestion load information. In at least one representative

embodiment, the PGW may transmit an ACK to the source SGW.

[0758] In at least one representative embodiment, congestion load information may be transmitted

within an X2-AP load indication message.

[0759] In at least one representative embodiment, the source eNodeB may determine that an inter

RAT handover is required taking into account the current congestion load.

[0760] In at least one representative embodiment, the source MME may determine whether inter RAT

handover should take place based on congestion load in the source eNodeB.



[0761] In at least one representative embodiment, the source MME may transmit a forward relocation

request to a target SGSN including the source eNodeB congestion load information.

[0762] In at least one representative embodiment, the target SGSN may determine whether handover

can proceed based on congestion load in a target RNC.

[0763] In at least one representative embodiment, the target SGSN may transmit a create session

request to the target SGW.

[0764] In at least one representative embodiment, the target SGW may transmits a create session

response to the target SGSN.

[0765] In at least one representative embodiment, the target SGSN may transmit a relocation request

to the target RNC including the source eNodeB congestion load information.

[0766] In at least one representative embodiment, the target RNC may use the source eNodeB

congestion load information and stores it in order to be aware of the congestion load in all adjacent

eNodeB/RNC cells.

[0767] In at least one representative embodiment, the RNC may transmit a relocation request ACK if

the target RNC has resources to allocate the bearer required.

[0768] In at least one representative embodiment, a source RNC may determines that an inter RAT

handover is required taking into account the current congestion load.

[0769] In at least one representative embodiment, the source RNC may transmit a relocation required

message to the source SGSN including the source RNC congestion load information.

[0770] In at least one representative embodiment, the source SGSN may determine whether inter RAT

handover should take place based on the congestion load of the source RNC.

[0771] In at least one representative embodiment, the source SGSN may transmit a forward relocation

request to the target MME including the source RNC congestion load information.

[0772] In at least one representative embodiment, the target MME may determine whether handover

can proceed taking into account the congestion load in the target eNodeB.

[0773] In at least one representative embodiment, the target MME may transmit a create session

request to the target SGW.

[0774] In at least one representative embodiment, the target SGW may transmit a create session

response to the target MME.

[0775] In at least one representative embodiment, the target MME may transmit a handover request to

the target eNodeB including the source RNC congestion load information.

[0776] In at least one representative embodiment, the target eNodeB may use the source RNC

congestion information and stores it in order to be aware of the congestion load in all adjacent

eNodeB/RNC cells.

[0777] In at least one representative embodiment, the eNodeB may transmit a relocation request ACK

if the target eNodeB has resources to allocate the bearer required.

[0778] In at least one representative embodiment, a method for carrying out user plane Radio Access

Network (RAN) congestion detection and mitigation in a mobility management entity may include:

receiving a handover required message from a source eNodeB, wherein the handover required

message includes congestion load information for the source eNodeB; receiving a tracking area update



(TAU) of a wireless transmit/receive unit (WTRU) attached to a target eNodeB, wherein the TAU

includes a current congestion load in the target eNodeB; determining whether handover can occur

based on the congestion load information for the source eNodeB and the current congestion load in the

target eNodeB; transmitting a handover request to the target eNodeB; and/or receiving a handover

request acknowledgement from the target eNodeB.

[0779] In at least one representative embodiment, an apparatus, which may include any of receiver,

transmitter and processor, is configured to perform a method as in at least one of the preceding the

representative embodiments.

[0780] In at least one representative embodiment, a system may be configured to perform a method as

in at least one of the preceding representative embodiments.

[0781] In at least one representative embodiment, a tangible computer readable storage medium may

have stored thereon computer executable instructions for performing a method as in at least one of the

preceding representative embodiments.

[0782] In at least one representative embodiment, an integrated circuit may be configured to perform a

method as in at least one of the preceding the representative embodiments.

[0783] Conclusion

[0784] Although features and elements are provided above in particular combinations, one of ordinary

skill in the art will appreciate that each feature or element can be used alone or in any combination with

the other features and elements. The present disclosure is not to be limited in terms of the particular

embodiments described in this application, which are intended as illustrations of various aspects. Many

modifications and variations may be made without departing from its spirit and scope, as will be

apparent to those skilled in the art. No element, act, or instruction used in the description of the present

application should be construed as critical or essential to the invention unless explicitly provided as

such. Functionally equivalent methods and apparatuses within the scope of the disclosure, in addition

to those enumerated herein, will be apparent to those skilled in the art from the foregoing descriptions.

Such modifications and variations are intended to fall within the scope of the appended claims. The

present disclosure is to be limited only by the terms of the appended claims, along with the full scope of

equivalents to which such claims are entitled. It is to be understood that this disclosure is not limited to

particular methods or systems.

[0785] It is also to be understood that the terminology used herein is for the purpose of describing

particular embodiments only, and is not intended to be limiting. As another example, when referred to

herein, the terms "user equipment" and its abbreviation "UE" may mean (i) a wireless transmit and/or

receive unit (WTRU), such as described infra; (ii) any of a number of embodiments of a WTRU, such as

described infra; (iii) a wireless-capable and/or wired-capable (e.g., tetherable) device configured with,

inter alia, some or all structures and functionality of a WTRU, such as described infra; (iii) a wireless-

capable and/or wired-capable device configured with less than all structures and functionality of a

WTRU, such as described infra; or (iv) the like.

[0786] In addition, the methods provided herein may be implemented in a computer program, software,

or firmware incorporated in a computer-readable medium for execution by a computer or processor.

Examples of computer-readable media include electronic signals (transmitted over wired or wireless



connections) and computer-readable storage media. Examples of computer-readable storage media

include, but are not limited to, a read only memory (ROM), a random access memory (RAM), a register,

cache memory, semiconductor memory devices, magnetic media such as internal hard disks and

removable disks, magneto-optical media, and optical media such as CD-ROM disks, and digital

versatile disks (DVDs). A processor in association with software may be used to implement a radio

frequency transceiver for use in a WTRU, UE, terminal, base station, RNC, or any host computer.

[0787] Variations of the method, apparatus and system provided above are possible without departing

from the scope of the invention. In view of the wide variety of embodiments that can be applied, it

should be understood that the illustrated embodiments are examples only, and should not be taken as

limiting the scope of the following claims. For instance, the embodiments provided herein include

handheld devices, which may include or be utilized with any appropriate voltage source, such as a

battery and the like, providing any appropriate voltage.

[0788] Moreover, in the embodiments provided above, processing platforms, computing systems,

controllers, and other devices containing processors are noted. These devices may contain at least one

Central Processing Unit ("CPU") and memory. In accordance with the practices of persons skilled in the

art of computer programming, reference to acts and symbolic representations of operations or

instructions may be performed by the various CPUs and memories. Such acts and operations or

instructions may be referred to as being "executed," "computer executed" or "CPU executed."

[0789] One of ordinary skill in the art will appreciate that the acts and symbolically represented

operations or instructions include the manipulation of electrical signals by the CPU. An electrical system

represents data bits that can cause a resulting transformation or reduction of the electrical signals and

the maintenance of data bits at memory locations in a memory system to thereby reconfigure or

otherwise alter the CPU's operation, as well as other processing of signals. The memory locations

where data bits are maintained are physical locations that have particular electrical, magnetic, optical,

or organic properties corresponding to or representative of the data bits. It should be understood that

the exemplary embodiments are not limited to the above-mentioned platforms or CPUs and that other

platforms and CPUs may support the provided methods.

[0790] The data bits may also be maintained on a computer readable medium including magnetic

disks, optical disks, and any other volatile (e.g., Random Access Memory ("RAM")) or non-volatile (e.g.,

Read-Only Memory ("ROM")) mass storage system readable by the CPU. The computer readable

medium may include cooperating or interconnected computer readable medium, which exist exclusively

on the processing system or are distributed among multiple interconnected processing systems that

may be local or remote to the processing system. It should be understood that the exemplary

embodiments are not limited to the above-mentioned memories and that other platforms and memories

may support the provided methods.

[0791] In an illustrative embodiment, any of the operations, processes, etc. described herein may be

implemented as computer-readable instructions stored on a computer-readable medium. The

computer-readable instructions may be executed by a processor of a mobile unit, a network element,

and/or any other computing device.



[0792] There is little distinction left between hardware and software implementations of aspects of

systems. The use of hardware or software is generally (but not always, in that in certain contexts the

choice between hardware and software may become significant) a design choice representing cost vs.

efficiency tradeoffs. There may be various vehicles by which processes and/or systems and/or other

technologies described herein may be effected (e.g., hardware, software, and/or firmware), and the

preferred vehicle may vary with the context in which the processes and/or systems and/or other

technologies are deployed. For example, if an implementer determines that speed and accuracy are

paramount, the implementer may opt for a mainly hardware and/or firmware vehicle. If flexibility is

paramount, the implementer may opt for a mainly software implementation. Alternatively, the

implementer may opt for some combination of hardware, software, and/or firmware.

[0793] The foregoing detailed description has set forth various embodiments of the devices and/or

processes via the use of block diagrams, flowcharts, and/or examples. Insofar as such block diagrams,

flowcharts, and/or examples contain one or more functions and/or operations, it will be understood by

those within the art that each function and/or operation within such block diagrams, flowcharts, or

examples may be implemented, individually and/or collectively, by a wide range of hardware, software,

firmware, or virtually any combination thereof. In an embodiment, several portions of the subject matter

described herein may be implemented via Application Specific Integrated Circuits (ASICs), Field

Programmable Gate Arrays (FPGAs), digital signal processors (DSPs), and/or other integrated formats.

However, those skilled in the art will recognize that some aspects of the embodiments disclosed herein,

in whole or in part, may be equivalently implemented in integrated circuits, as one or more computer

programs running on one or more computers (e.g., as one or more programs running on one or more

computer systems), as one or more programs running on one or more processors (e.g., as one or more

programs running on one or more microprocessors), as firmware, or as virtually any combination

thereof, and that designing the circuitry and/or writing the code for the software and or firmware would

be well within the skill of one of skill in the art in light of this disclosure. In addition, those skilled in the

art will appreciate that the mechanisms of the subject matter described herein may be distributed as a

program product in a variety of forms, and that an illustrative embodiment of the subject matter

described herein applies regardless of the particular type of signal bearing medium used to actually

carry out the distribution. Examples of a signal bearing medium include, but are not limited to, the

following: a recordable type medium such as a floppy disk, a hard disk drive, a CD, a DVD, a digital

tape, a computer memory, etc., and a transmission type medium such as a digital and/or an analog

communication medium (e.g., a fiber optic cable, a waveguide, a wired communications link, a wireless

communication link, etc.).

[0794] Those skilled in the art will recognize that it is common within the art to describe devices and/or

processes in the fashion set forth herein, and thereafter use engineering practices to integrate such

described devices and/or processes into data processing systems. That is, at least a portion of the

devices and/or processes described herein may be integrated into a data processing system via a

reasonable amount of experimentation. Those having skill in the art will recognize that a typical data

processing system may generally include one or more of a system unit housing, a video display device,

a memory such as volatile and non-volatile memory, processors such as microprocessors and digital



signal processors, computational entities such as operating systems, drivers, graphical user interfaces,

and applications programs, one or more interaction devices, such as a touch pad or screen, and/or

control systems including feedback loops and control motors (e.g., feedback for sensing position and/or

velocity, control motors for moving and/or adjusting components and/or quantities). A typical data

processing system may be implemented utilizing any suitable commercially available components, such

as those typically found in data computing/communication and/or network computing/communication

systems.

[0795] The herein described subject matter sometimes illustrates different components contained

within, or connected with, different other components. It is to be understood that such depicted

architectures are merely examples, and that in fact many other architectures may be implemented

which achieve the same functionality. In a conceptual sense, any arrangement of components to

achieve the same functionality is effectively "associated" such that the desired functionality may be

achieved. Hence, any two components herein combined to achieve a particular functionality may be

seen as "associated with" each other such that the desired functionality is achieved, irrespective of

architectures or intermedial components. Likewise, any two components so associated may also be

viewed as being "operably connected", or "operably coupled", to each other to achieve the desired

functionality, and any two components capable of being so associated may also be viewed as being

"operably couplable" to each other to achieve the desired functionality. Specific examples of operably

couplable include but are not limited to physically mateable and/or physically interacting components

and/or wirelessly interactable and/or wirelessly interacting components and/or logically interacting

and/or logically interactable components.

[0796] With respect to the use of substantially any plural and/or singular terms herein, those having

skill in the art can translate from the plural to the singular and/or from the singular to the plural as is

appropriate to the context and/or application. The various singular/plural permutations may be

expressly set forth herein for sake of clarity.

[0797] It will be understood by those within the art that, in general, terms used herein, and especially in

the appended claims (e.g., bodies of the appended claims) are generally intended as "open" terms

(e.g., the term "including" should be interpreted as "including but not limited to," the term "having"

should be interpreted as "having at least," the term "includes" should be interpreted as "includes but is

not limited to," etc.). It will be further understood by those within the art that if a specific number of an

introduced claim recitation is intended, such an intent will be explicitly recited in the claim, and in the

absence of such recitation no such intent is present. For example, where only one item is intended, the

term "single" or similar language may be used. As an aid to understanding, the following appended

claims and/or the descriptions herein may contain usage of the introductory phrases "at least one" and

"one or more" to introduce claim recitations. However, the use of such phrases should not be construed

to imply that the introduction of a claim recitation by the indefinite articles "a" or "an" limits any particular

claim containing such introduced claim recitation to embodiments containing only one such recitation,

even when the same claim includes the introductory phrases "one or more" or "at least one" and

indefinite articles such as "a" or "an" (e.g., "a" and/or "an" should be interpreted to mean "at least one"

or "one or more"). The same holds true for the use of definite articles used to introduce claim



recitations. In addition, even if a specific number of an introduced claim recitation is explicitly recited,

those skilled in the art will recognize that such recitation should be interpreted to mean at least the

recited number (e.g., the bare recitation of "two recitations," without other modifiers, means at least two

recitations, or two or more recitations). Furthermore, in those instances where a convention analogous

to "at least one of A , B, and C, etc." is used, in general such a construction is intended in the sense one

having skill in the art would understand the convention (e.g., "a system having at least one of A , B, and

C" would include but not be limited to systems that have A alone, B alone, C alone, A and B together, A

and C together, B and C together, and/or A , B, and C together, etc.). In those instances where a

convention analogous to "at least one of A , B, or C, etc." is used, in general such a construction is

intended in the sense one having skill in the art would understand the convention (e.g., "a system

having at least one of A , B, or C" would include but not be limited to systems that have A alone, B

alone, C alone, A and B together, A and C together, B and C together, and/or A , B, and C together,

etc.). It will be further understood by those within the art that virtually any disjunctive word and/or

phrase presenting two or more alternative terms, whether in the description, claims, or drawings, should

be understood to contemplate the possibilities of including one of the terms, either of the terms, or both

terms. For example, the phrase "A or B" will be understood to include the possibilities of "A" or "B" or "A

and B." Further, the terms "any of followed by a listing of a plurality of items and/or a plurality of

categories of items, as used herein, are intended to include "any of," "any combination of," "any multiple

of," and/or "any combination of multiples of the items and/or the categories of items, individually or in

conjunction with other items and/or other categories of items. Moreover, as used herein, the term "set"

is intended to include any number of items, including zero. Additionally, as used herein, the term

"number" is intended to include any number, including zero.

[0798] In addition, where features or aspects of the disclosure are described in terms of Markush

groups, those skilled in the art will recognize that the disclosure is also thereby described in terms of

any individual member or subgroup of members of the Markush group.

[0799] As will be understood by one skilled in the art, for any and all purposes, such as in terms of

providing a written description, all ranges disclosed herein also encompass any and all possible

subranges and combinations of subranges thereof. Any listed range can be easily recognized as

sufficiently describing and enabling the same range being broken down into at least equal halves,

thirds, quarters, fifths, tenths, etc. As a non-limiting example, each range discussed herein may be

readily broken down into a lower third, middle third and upper third, etc. As will also be understood by

one skilled in the art all language such as "up to," "at least," "greater than," "less than," and the like

includes the number recited and refers to ranges which can be subsequently broken down into

subranges as discussed above. Finally, as will be understood by one skilled in the art, a range includes

each individual member. Thus, for example, a group having 1-3 cells refers to groups having 1, 2 , or 3

cells. Similarly, a group having 1-5 cells refers to groups having 1, 2 , 3 , 4 , or 5 cells, and so forth.

[0800] Moreover, the claims should not be read as limited to the provided order or elements unless

stated to that effect. In addition, use of the terms "means for" in any claim is intended to invoke 35

U.S.C. § 112, 6 or means-plus-function claim format, and any claim without the terms "means for" is

not so intended.



CLAIMS

What is claimed is:

1. A method, implementable by a base station, for mitigating user plane congestion, the method

comprising:

sending a congestion indication to a core network;

receiving a general packet radio system (GPRS) tunneling protocol (GTP) packet including an first

internet protocol (IP) packet associated with a first flow within a bearer;

obtaining, from a header of the GTP packet, an indicator indicative of a priority of the IP packet,

wherein the indicator was inserted into the header of the GTP packet by the core network

responsive to the congestion indication; and

dropping any of the GTP packet and the first IP packet on condition that a priority of a second IP

packet associated with second flow within the bearer takes precedence over the priority of the

first IP packet.

2 . The method of claim 1, wherein dropping any of the GTP packet and the first IP packet comprises:

dropping any of the GTP packet and the first IP packet responsive to user plane congestion and on

condition that the priority of the second IP packet takes precedence over the priority of the first IP

packet.

3 . A method, implementable by a base station, for mitigating user plane congestion, the method

comprising:

sending a congestion indication to a core network;

receiving a general packet radio system (GPRS) tunneling protocol (GTP) packet including a first

internet protocol (IP) packet associated with a first flow within a bearer;

obtaining, from a header of the GTP packet, an indicator indicative of a priority of the first IP packet,

wherein the indicator was inserted into the header of the GTP packet by the core network

responsive to the congestion indication; and

on condition that the priority of the first IP packet takes precedence over a priority of a second IP

packet that is associated with a second flow and that persists in a queue, performing queue

management to en-queue the first IP packet and to de-queue the second IP packet.

4 . The method of claim 4 , wherein the queue management is performed responsive to user plane

congestion and on condition that the priority of the first IP packet takes precedence over the priority of

the second IP packet.

5 . A method, implementable by a base station, for mitigating user plane congestion, the method

comprising:

sending a congestion indication to a core network;

receiving a general packet radio system (GPRS) tunneling protocol (GTP) packet including a first

internet protocol (IP) packet associated with a first flow within a bearer;



obtaining, from a header of the GTP packet, an indicator indicative of a priority of the first IP packet,

wherein the indicator was inserted into the header of the GTP packet by the core network

responsive to the congestion indication; and

on condition that a priority of a second IP packet associated with a second flow takes precedence

over the priority of the first IP packet, performing queue management to de-queue one or more

of IP packets associated with the first flow.

6 . The method of claims 5 , wherein the queue management is performed responsive to user plane

congestion and on condition that the priority of the second IP packet takes precedence over the priority

of the first IP packet.

7 . A method, implementable by a base station, for mitigating user plane congestion, the method

comprising:

sending a congestion indication to a core network;

receiving a general packet radio system (GPRS) tunneling protocol (GTP) packet including a first

internet protocol (IP) packet associated with a first flow within a bearer;

obtaining, from a header of the GTP packet, an indicator indicative of a priority of the first IP packet,

wherein the indicator was inserted into the header of the GTP packet by the core network

responsive to the congestion indication;

on condition that a priority of a second IP packet persisting in a queue is the same as the priority of

the first IP packet, performing a first queue management to de-queue the second IP packet;

and/or

on condition that the priority of the first IP packet takes precedence over a priority of the second IP

packet, performing a second queue management to de-queue the second IP packet.

8 . The method of claim 7 , wherein the first queue management is performed responsive to user plane

congestion and on condition that a priority of a second IP packet persisting in a queue is the same as

the priority of the first IP packet,

9 . The method the any of the claims 7-8, wherein the second queue management is performed

responsive to user plane congestion and on condition that the priority of the first IP packet takes

precedence over the priority of the second IP packet.

10. A method, implementable by a base station, for mitigating user plane congestion, the method

comprising:

sending a congestion indication to a core network;

receiving a general packet radio system (GPRS) tunneling protocol (GTP) packet including a first

internet protocol (IP) packet associated with a first flow within a bearer;

obtaining, from a header of the GTP packet, an indicator indicative of a priority of the first IP packet,

wherein the indicator was inserted into the header of the GTP packet by the core network

responsive to the congestion indication; and



delaying scheduling of the first IP packet on condition that a priority of a second IP packet

associated with another flow within the bearer takes precedence over the priority of the first IP

packet.

11. The method of claim 10, wherein delaying scheduling of the IP packet comprises: delaying

scheduling of the IP packet responsive to user plane congestion and on condition that the priority of the

second IP packet takes precedence over the priority of the first IP packet.

12. A method, implementable by a base station, for mitigating user plane congestion, the method

comprising:

sending a congestion indication to a core network;

receiving a general packet radio system (GPRS) tunneling protocol (GTP) packet including a first

internet protocol (IP) packet associated with a first flow within a bearer;

obtaining, from a header of the GTP packet, an indicator indicative of a priority of the first IP packet,

wherein the indicator was inserted into the header of the GTP packet by the core network

response to the congestion indication; and

on condition that the priority of the first IP packet takes precedence over a priority of a second IP

packet associated with a second flow within the bearer, scheduling the first IP packet ahead of

the second IP packet.

13. The method of claim 12, wherein scheduling the first IP packet occurs responsive to user plane

congestion and on condition that the priority of the first IP packet takes precedence over a priority of the

second IP packet.

14. The method of any of the claims 1-13, wherein the first and second flows are associated with first

and second applications, respectively.

15. The method of any of the claims 1-13, wherein the first and second flows are associated with the

same application.

16. The method of any of the claims 1-15, wherein sending a congestion indication to a core network

comprises:

sending from the base station and/or a radio access network (RAN) to a policy and charging rules

function (PCRF), through bearer traffic, information indicating that the base station and/or the

radio access network (RAN) is experiencing congestion.

17. The method of any of the claims 1-16, wherein the bearer is a default bearer.

18. The method of any of the claims 1-17, wherein the GTP packet is received on a S1-U interface.

19. An apparatus comprising: a processor, wherein the processor is configured to:

send a congestion indication to a core network;

receive a general packet radio system (GPRS) tunneling protocol (GTP) packet including an first

internet protocol (IP) packet associated with a first flow within a bearer;



obtain, from a header of the GTP packet, an indicator indicative of a priority of the IP packet,

wherein the indicator was inserted into the header of the GTP packet by the core network

responsive to the congestion indication; and

drop any of the GTP packet and the first IP packet on condition that a priority of a second IP packet

associated with second flow within the bearer takes precedence over the priority of the first IP

packet.

20. The apparatus of claim 19, wherein the processor is configured to drop any of the GTP packet and

the first IP packet responsive to user plane congestion and on condition that the priority of the second

IP packet takes precedence over the priority of the first IP packet.

2 1. An apparatus comprising: a processor, wherein the processor is configured to:

send a congestion indication to a core network;

receive a general packet radio system (GPRS) tunneling protocol (GTP) packet including a first

internet protocol (IP) packet associated with a first flow within a bearer;

obtain, from a header of the GTP packet, an indicator indicative of a priority of the first IP packet,

wherein the indicator was inserted into the header of the GTP packet by the core network

responsive to the congestion indication; and

on condition that the priority of the first IP packet takes precedence over a priority of a second IP

packet that is associated with a second flow and that persists in a queue, perform queue

management to en-queue the first IP packet and to de-queue the second IP packet.

22. The apparatus of claim 2 1, wherein the queue management is performed responsive to user plane

congestion and on condition that the priority of the first IP packet takes precedence over the priority of

the second IP packet.

23. An apparatus comprising: a processor, wherein the processor is configured to:

send a congestion indication to a core network;

receive a general packet radio system (GPRS) tunneling protocol (GTP) packet including a first

internet protocol (IP) packet associated with a first flow within a bearer;

obtain, from a header of the GTP packet, an indicator indicative of a priority of the first IP packet,

wherein the indicator was inserted into the header of the GTP packet by the core network

responsive to the congestion indication; and

on condition that a priority of a second IP packet associated with a second flow takes precedence

over the priority of the first IP packet, perform queue management to de-queue one or more of

IP packets associated with the first flow.

24. The apparatus of claim 23, wherein the queue management is performed responsive to user plane

congestion and on condition that the priority of the second IP packet takes precedence over the priority

of the first IP packet.

25. An apparatus comprising: a processor, wherein the processor is configured to:

send a congestion indication to a core network;



receive a general packet radio system (GPRS) tunneling protocol (GTP) packet including a first

internet protocol (IP) packet associated with a first flow within a bearer;

obtain, from a header of the GTP packet, an indicator indicative of a priority of the first IP packet,

wherein the indicator was inserted into the header of the GTP packet by the core network

responsive to the congestion indication;

on condition that a priority of a second IP packet persisting in a queue is the same as the priority of

the first IP packet, perform a first queue management to de-queue the second IP packet; and/or

on condition that the priority of the first IP packet takes precedence over a priority of the second IP

packet, perform a second queue management to de-queue the second IP packet.

26. The apparatus of claims 25, wherein the first queue management is performed responsive to user

plane congestion and on condition that a priority of a second IP packet persisting in a queue is the

same as the priority of the first IP packet,

27. The apparatus the any of the claims 25-26, wherein the second queue management is performed

responsive to user plane congestion and on condition that the priority of the first IP packet takes

precedence over the priority of the second IP packet.

28. An apparatus comprising: a processor, wherein the processor is configured to:

send a congestion indication to a core network;

receive a general packet radio system (GPRS) tunneling protocol (GTP) packet including a first

internet protocol (IP) packet associated with a first flow within a bearer;

obtain, from a header of the GTP packet, an indicator indicative of a priority of the first IP packet,

wherein the indicator was inserted into the header of the GTP packet by the core network

responsive to the congestion indication; and

delay scheduling of the first IP packet on condition that a priority of a second IP packet associated

with another flow within the bearer takes precedence over the priority of the first IP packet.

29. The apparatus of claim 28, wherein the processor is configured to delay scheduling of the IP

packet responsive to user plane congestion and on condition that the priority of the second IP packet

takes precedence over the priority of the first IP packet.

30. An apparatus comprising: a processor, wherein the processor is configured to:

sending a congestion indication to a core network;

receiving a general packet radio system (GPRS) tunneling protocol (GTP) packet including a first

internet protocol (IP) packet associated with a first flow within a bearer;

obtaining, from a header of the GTP packet, an indicator indicative of a priority of the first IP packet,

wherein the indicator was inserted into the header of the GTP packet by the core network

response to the congestion indication; and

on condition that the priority of the first IP packet takes precedence over a priority of a second IP

packet associated with a second flow within the bearer, scheduling the first IP packet ahead of

the second IP packet.



3 1. The apparatus of claim 30, wherein scheduling the first IP packet occurs responsive to user plane

congestion and on condition that the priority of the first IP packet takes precedence over a priority of the

second IP packet.

32. The apparatus of any of the claims 19-31 , wherein the first and second flows are associated with

first and second applications, respectively.

33. The apparatus of any of the claims 19-31 , wherein the first and second flows are associated with

the same application.

34. The apparatus of any of the claims 19-33, wherein the processor being configured to send a

congestion indication to a core network comprises the processor being configured to:

send from the base station and/or a radio access network (RAN) to a policy and charging rules

function (PCRF), through bearer and/or control signaling traffic, information indicating that the

base station and/or the RAN is experiencing congestion.

35. The apparatus of any of the claims 19-34, wherein the bearer is a default bearer.

36. The method of any of the claims 19-35, wherein the GTP packet is received on a S1-U interface.

37. A method comprising:

receiving at a policy and charging rules function (PCRF), through bearer and/or control signaling

traffic, information indicating that a base station and/or a radio access network (RAN) is

experiencing congestion; and

deciding at the PCRF one or more measures to mitigate the congestion.

38. The method of claim 37, wherein the measures comprise throttling or otherwise traffic shaping

certain traffic.

39. The method of any of the claims 37 and 38, wherein the PCRF takes into account a user

subscription profile when deciding the one or more measures.

40. The method of any of the claims 37-39, wherein the PCRF takes into account an application run by

a user when deciding the one or more measures.

4 1. A method comprising:

sending from a base station and/or a radio access network (RAN) to a policy and charging rules

function (PCRF), through bearer and/or control signaling traffic, information indicating that the

base station and/or the RAN is experiencing congestion; and

applying, at the base station and/or the RAN, one or more measures to mitigate the congestion

based on corresponding one or more measures taken by the PCRF.

42. A method comprising:

receiving at a base station and/or a radio access network (RAN) from a policy and charging rules

function (PCRF) a rule specifying one or more measures for the base station and/or the RAN to

apply to mitigate congestion; and



applying, at the base station and/or the RAN, the one or more measures specified by the rule

provided from the PCRF.

43. The method any of the claims 4 1 and 42, wherein the measures comprise throttling or otherwise

traffic shaping certain traffic.

44. The method of any of the claims 41-43, wherein the one or more measures to mitigate the

congestion applied at the base station and/or the RAN are based, at least in part, on a user subscription

profile.

45. The method of any of the claims 41-44, wherein the one or more measures to mitigate the

congestion applied at the base station and/or the RAN are based, at least in part, on an application run

by a user.
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