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(57) ABSTRACT 

Systems and methods for optimizing code may use transac 
tional memory to optimize one code section by forcing 
another code section to execute atomically. Application 
Source code may be analyzed to identify instructions in one 
code section that only need to be executed if there exists the 
possibility that another code section (e.g., a critical section) 
could be partially executed or that its results could be affected 
by interference. In response to identifying Such instructions, 
alternate code may be generated that forces the critical section 
to be executed as an atomic transaction, e.g., using best-effort 
hardware transactional memory. This alternate code may 
replace the original code or may be included in an alternate 
execution path that can be conditionally selected for execu 
tion at runtime. The alternate code may elide the identified 
instructions (which are rendered unnecessary by the transac 
tion) by removing them, or by including them in the alternate 
execution path. 
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SYSTEMAND METHOD FOR OPTIMIZNGA 
CODE SECTION BY FORCING A CODE 

SECTION TO BE EXECUTEDATOMICALLY 

BACKGROUND 

Description of the Related Art 

Transactional memory is a promising avenue for address 
ing issues encountered in concurrent programming and 
execution. Using transactional memory, programmers may 
specify what should be done atomically, rather than how this 
atomicity should be achieved. The transactional memory 
implementation may then be responsible for guaranteeing the 
atomicity, relieving programmers of at least some of the com 
plexity, tradeoffs, and Software engineering problems typi 
cally associated with concurrent programming and execution. 
Transactional memory may be implemented in hardware, in 
Software, or in a combination of the two, in various embodi 
mentS. 

Transactional memory (TM) implementations may pro 
vide programmers with the ability to mark blocks of code as 
transactions, and the system may ensure that the code is 
executed atomically and in isolation from concurrently 
executing transactions. When a region of code is so desig 
nated, it should appear as if the section is executed in its 
entirety or not at all, and it should appear as if the executions 
of concurrently executing atomic blocks are not interleaved 
with each other. Typical TM implementations execute atomic 
blocks of code as "optimistic' transactions, meaning that, 
rather than preventing concurrent execution, they proceed 
with the hope that no interference occurs, and have the capa 
bility to confirm that this is the case, rolling back the trans 
action and retrying it in the case that there is interference. 

SUMMARY 

The systems and methods described herein for optimizing 
code may use transactional memory to optimize one code 
section by forcing another code section to execute as an 
atomic transaction. For example, the source code of an appli 
cation may be analyzed to identify a sequence of instructions 
in one code section that only needs to be executed if there 
exists the possibility that another code section (e.g., a critical 
section) could be partially executed, or that its results (e.g., 
with respect to accesses to a shared data structure or other 
shared resource) could be incorrect due to interference by 
another process or thread. For example, the identified 
sequence of instructions may, when executed, perform one or 
more bookkeeping operations that facilitate detecting an 
incorrector otherwise unexpected result of the critical section 
with respect to one or more access operations that target a 
shared resource (e.g., recording information that can be Sub 
sequently used to detect an inconsistency between the value 
of the shared resource that is visible to one executing thread 
and the value of the shared resource that is visible to another 
executing thread), or that facilitate detecting another unex 
pected condition caused by interference from another thread. 
In another example, the identified sequence of instructions 
may, when executed, perform one or more operations that 
facilitate recovering from a failure to complete the critical 
section in its entirety or from interference with the access 
operations that target the shared resource by instructions of 
another process or thread whose execution is interleaved with 
the execution of the critical section. For example, in some 
embodiments, the identified sequence of instructions may, 
when executed, record information usable to identify a thread 
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2 
or process that will perform the other code section (e.g., the 
critical section). Such as a thread or process ID, an encoding 
representing or associated with a thread or process, or infor 
mation that is usable to identify a thread or process through 
one or more levels of indirection. 

In response to identifying such instructions, alternate code 
may be generated that forces the critical section to be 
executed as an atomic transaction, e.g., using best-effort hard 
ware transactional memory. This alternate code may replace 
the original code or may be included in an alternate execution 
path that can be conditionally selected (e.g., through the 
evaluation of one or more branch conditions) for execution at 
runtime, in different embodiments. In some embodiments, 
the system may be configured to determine (e.g., at runtime) 
whether attempting to execute the critical section using a 
hardware transactional memory implementation is likely to 
be successful (e.g., based on past performance or other col 
lected Statistics), and if so, to select the alternate execution 
path for executing the critical section. In other embodiments, 
Such a determination may be made statically for a given 
critical section (e.g., when the alternate code is developed, or 
at compile time). 
The alternate code may elide at least a portion of the iden 

tified instructions (e.g., instructions that are rendered unnec 
essary by the use of an atomic transaction to execute the 
critical section) by removing them, or by including them in 
the alternate execution path. In some embodiments, the iden 
tified sequence of instructions (which may be optimized or 
elided using the techniques described herein) may be a Subset 
of the critical section itself. In other embodiments, the iden 
tified sequence of instructions may be a prologue to be 
executed prior to executing the critical section or an epilogue 
to be executed Subsequent to executing the critical section. 
For example, a prologue may perform bookkeeping opera 
tions associated with accesses to a shared resource by instruc 
tions within the critical section. An epilogue may perform 
operations to update at least some of the bookkeeping asso 
ciated with accesses to the shared resource, and/or may per 
form operations that facilitate detecting or recovering from 
interference with accesses to the shared resource by a third 
sequence of instructions (e.g., another process or thread) 
whose execution may be interleaved with the execution of the 
critical section, or for recovering from a partial execution of 
the critical section. 

In some embodiments, if one or more attempts to execute 
the critical section using a hardware transaction fail, the sys 
tem may be configured to attempt to execute the critical 
section using a software transaction, or using the operations 
specified in the source code (including the critical section and 
the identified sequence of instructions). In some embodi 
ments, at least some of the analyzing of the source code, the 
identifying of the sequence of instructions that may in some 
cases be elided, and/or the generation of the alternate code 
may be performed by (or with the assistance of) a compiler, a 
code optimizer, an assembler, a just-in-time (JIT) compiler, a 
dynamic compiler, or any of various other profiling, debug 
ging, code editing, and/or optimization tools of a Software 
development platform. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 is a flow diagram illustrating one embodiment of a 
method for optimizing one code sequence by causing another 
code sequence to be executed atomically, as described herein. 

FIG. 2 is a flow diagram illustrating a method for using an 
atomic transaction to optimize the use of latches, according to 
one embodiment. 
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FIG. 3 is a flow diagram illustrating a method for using a 
best-effort hardware transaction to optimize the use of 
latches, according to one embodiment. 

FIG. 4 is a flow diagram illustrating one embodiment of a 
method for optimizing an identified companion code 
sequence by causing another code sequence to be executed 
atomically, as described herein. 

FIG. 5 is a flow diagram illustrating one embodiment of a 
method for performing dynamic selection of an alternate code 
sequence that causes another code sequence to be executed 
atomically and elides at least a portion of a companion code 
sequence, as described herein. 

FIG. 6 is a flow diagram illustrating a method for using an 
atomic transaction to optimize the use of a reference count, 
according to one embodiment. 

FIGS. 7-8 are flow diagrams illustrating the optimization 
of an enqueue operation for a concurrent data structure, 
according to one embodiment. 

FIG. 9 is a block diagram illustrating the compilation of 
application source code into executable application code, 
according to various embodiments. 

FIG. 10 is a block diagram illustrating one embodiment of 
a computer system configured to implement a transactional 
memory and mechanisms for optimizing one code sequence 
by causing another code sequence to be executed atomically, 
as described herein. 

While various embodiments are described herein by way of 
example for several embodiments and illustrative drawings, 
those skilled in the art will recognize that embodiments are 
not limited to the embodiments or drawings described. It 
should be understood that the drawings and detailed descrip 
tion thereto are not intended to limit the embodiments to the 
particular form disclosed, but on the contrary, the intention is 
to coverall modifications, equivalents and alternatives falling 
within the spirit and scope of the disclosure. Any headings 
used herein are for organizational purposes only and are not 
meant to be used to limit the scope of the description. As used 
throughout this application, the word “may is used in a 
permissive sense (i.e., meaning having the potential to), 
rather than the mandatory sense (i.e., meaning must). Simi 
larly, the words “include”, “including, and “includes” mean 
including, but not limited to. 

DETAILED DESCRIPTION OF EMBODIMENTS 

As noted above, transactional memory is a promising con 
currency control technology for parallel programming in the 
new multi-core era of computing. In some embodiments, the 
systems and methods described herein may use transactional 
memory to improve the performance of one or more sections 
of code by executing a related (or possibly the same) section 
of code atomically, e.g., using a hardware transaction. For 
example, the techniques described herein may improve per 
formance in situations in which one code section (e.g., a 
section A) is needed only because of the possibility that steps 
taken in code in another section (e.g., a section B) may be 
interleaved with steps of other processes or threads and/or the 
code in section A may be only partially executed. In some 
embodiments, the steps in Such a section B may be executed 
atomically, thereby preventing the possibility of its opera 
tions being interleaved with those of other threads. Thus, the 
code in the related section A may be elided or otherwise 
optimized. Note that in several examples described herein, it 
may be assumed that code sections A and B are both executed 
by the same thread. However, in other embodiments, code 
sections A and B may be executed by different threads. 
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4 
In some embodiments, the systems described herein may 

be configured to identify a section of code that includes opera 
tions that are required only to deal with the possibility that 
execution of another section of code (e.g., one that accesses a 
shared resource) may be interleaved with the execution of 
other processes or threads (e.g., other processes or threads 
that also access the shared resource) or the code may not be 
executed in its entirety. In some of the examples described 
herein, the identified section of code may be referred to as 
“companion code' associated with the other section of code 
(e.g., the code that accesses the shared resource). In response 
to identifying Such companion code, the systems described 
herein may be configured to force the section of code that 
accesses the shared resource to be executed atomically (e.g., 
using a hardware transaction). In some embodiments, a com 
piler implemented in the system may be configured to analyze 
Source code to identify such companion code, and to generate 
alternate code that forces the associated section of code to be 
executed atomically. In other embodiments, an exercise to 
analyze source code, to identify such companion code, and to 
generate alternate code may be performed by the programmer 
with the assistance of a compiler (or a code optimizer, an 
assembler, a just-in-time compiler, or a dynamic compiler) 
and/or other profiling, debugging, code editing, or optimiza 
tion tools of a software development environment. By forcing 
the section of code that accesses the shared resource to be 
executed atomically, it may be possible to optimize the iden 
tified companion code (e.g., using a compiler, a code opti 
mizer, or other tools), since the operations that were included 
in the companion code only to deal with the possibility of 
interference or partial execution may no longer be required. 
Examples of the use of these techniques are described herein, 
including several examples that involve latches. Such as those 
employed in various database systems. 
One embodiment of a method for optimizing one code 

sequence by forcing another code sequence to execute atomi 
cally is illustrated by the flow diagram in FIG.1. As illustrated 
as 110, in this example, the method includes identifying a first 
code sequence that (when executed) performs operations that 
facilitate detecting and/or recovering from a failure to Suc 
cessfully execute a second code sequence in its entirety. For 
example, the first code sequence may include companion 
code that is only needed in the case that the second code 
sequence could be partially (but not completely) executed, or 
in the case that the execution of the second code sequence is 
interleaved with the execution of another concurrently 
executing code sequence that accesses one or more of the 
same variables or memory locations, which interferes with its 
results. 
As illustrated at 120, the method may include causing the 

second code sequence to be executed atomically. Various 
mechanisms for causing the second code sequence to be 
executed atomically are described in more detail herein. By 
using these, or any other Suitable mechanisms, to force the 
second code sequence to execute atomically, the possibility of 
interference or partial execution may be removed. When an 
attempt is made to execute the second code sequence atomi 
cally, the result will be as if it executed completely or not at 
all. Therefore, at least a subset of the operations in the first 
code sequence (e.g., various operations that facilitate detect 
ing and/or recovering from a failure to Successfully execute 
the second code sequence in its entirety) may be elided, as in 
130. Note that in some embodiments, the system may be 
configured to initiate multiple attempts to execute the second 
code sequence atomically if a first attempt is unsuccessful. 
However, even in these cases, there may not be any possibility 
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of interference from other processes/threads or partial execu 
tion of the second code sequence. 

The techniques described above may be further illustrated 
using the following concrete examples. In a first example, 
these techniques are applied in the specific context of a latch 
in a database system. In this example, the term “latch” refers 
to a low-level concurrency primitive (i.e. a lock) in the data 
base implementation that is intended to be held for short 
periods of time. When many latches are used in a system, the 
possibility of deadlock must be considered. Although lock 
ordering techniques may be used in Some systems to avoid 
deadlock in many cases, deadlock may still arise due to hold 
and-wait cycles involving different kinds of resources. There 
fore, a database implementation may not entirely avoid dead 
lock, and may instead arrange for Such deadlock to be 
detected and resolved should it occur. 

In a typical database system that employs Such latches, if a 
process dies while holding a latch, other processes must be 
able to detect the process death, and clean up after the dead 
process in order to allow the rest of the system to continue to 
operate. In some such systems, to facilitate deadlock detec 
tion, and to allow the partial effects of a section of code 
executed while holding a latch to be cleaned up during recov 
ery after a process death, certaininformation may be recorded 
before each time a latch is acquired, and may be cleaned up 
after the latch is released. 

In some embodiments of the techniques described herein, 
one section of code (e.g., a critical section of code protected 
by a database latch) may be forced to execute atomically, 
(e.g., using a hardware transaction), thereby enabling optimi 
zation of another section of code that performs bookkeeping 
and/or recovery operations associated with the latch. 

Note that the techniques described herein may reduce over 
head associated with executing critical sections of code. In 
some embodiments, for a critical section of code that is forced 
to execute atomically, code that includes instructions to read 
an associated latch and check that it is not held may be 
inserted within the transactional scope, rather than requiring 
the latch to be acquired and then released. This may in some 
embodiments allow concurrent execution of critical sections 
that are protected by the same lock. However, even if this is 
never the case, doing so may avoid modifying the latch 
(thereby reducing memory coherence traffic), and may also 
reduce the number of store operations performed within each 
transaction. Reducing the number of store operations per 
formed within a transaction may be advantageous when using 
a best-effort hardware transactional memory feature to 
execute the critical section, e.g., if the best-effort hardware 
transactional memory implementation can Support only a 
limited number of store operations within any Successful 
transaction. 

In the example above, for each latch, Statistics may be 
maintained, such as the number of times a latch was acquired, 
the number of times the latch was acquired without the thread 
having to wait, or the average time spent waiting for the latch. 
In some embodiments, some such statistics may need to be 
updated each time the latch is acquired or released, even when 
the code that would normally be protected by the latch is 
forced to execute atomically. In other embodiments, it may be 
possible to elide the updating of some or all Such statistics 
when the code that would normally be protected by the latch 
is forced to execute atomically. 

In this and other examples described herein, the companion 
code executed before acquiring a latch may be referred to as 
the “prologue' and the companion code executed after the 
latch is released may be referred to as the “epilogue'. In this 
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6 
and other examples described herein, the code executed while 
holding the latch may be referred to as the “critical section' of 
code. 

In some embodiments, if the critical section is forced to 
execute within an atomic transaction (e.g., a hardware trans 
action), then it executes in its entirety or not at all. Therefore, 
there may be no risk of a deadlock occurring as a result of 
acquiring the latch, and (consequently) there may be no need 
to record information to facilitate deadlock detection. Fur 
thermore, because the critical section will be executed 
entirely or not at all (as is guaranteed when using a hardware 
transaction), even if a process dies during its execution, there 
may be no need to facilitate cleanup of the results of a partial 
execution of the critical section. Thus, significant optimiza 
tions are possible in this case. For example, not only may 
prologue code that records information to facilitate deadlock 
detection and recovery be eliminated or significantly reduced, 
but also the epilogue code configured to clean up afterward 
(which may include code configured to update or delete the 
recorded information) may similarly be reduced or elimi 
nated, in various embodiments. As previously noted, in some 
embodiments, the updating of Some or all of the statistics 
related to the latch that would normally be performed may not 
need to be performed if the critical section is executed as an 
atomic transaction, while in other embodiments, some of 
these statistics may still need to be updated when the critical 
section is executed as an atomic transaction. 
While a variety of mechanisms may be used to ensure 

atomicity of a code section when applying the optimization 
techniques described herein, many of the examples described 
herein are directed to systems that include a best-effort hard 
ware transactional memory feature. Such best-effort hard 
ware transactional memories may make no guarantees that a 
particular section of code can be successfully executed in a 
hardware transaction. Therefore, in general, systems that 
include these best-effort hardware transactional memories 
may also include a software transactional memory implemen 
tation alternative for performing atomic transactions in the 
case that a hardware transaction attempt is unsuccessful or is 
unlikely to be successful. The example system described 
below includes Such an alternative, according to one embodi 
ment. In this system, even if every hardware transaction ever 
attempted failed, the system would still operate correctly. 
Note that in some embodiments, the use of a software trans 
actional memory alternative may not result in better perfor 
mance than executing the original code, complete with its 
original companion code (e.g., a prologue and/or an epi 
logue). In Such embodiments, instead of executing a critical 
section using the Software transactional memory alternative if 
an attempt to execute the critical section using a best-effort 
hardware transaction is unsuccessful, the original code 
sequence may be executed non-transactionally (e.g., by 
branching to the original code sequence rather than the alter 
nate code sequence). Persons skilled in the art will appreciate 
that some of the techniques described herein may be signifi 
cantly simplified in Systems in which a hardware transac 
tional memory feature can be relied upon to complete, and 
(consequently) in which Software alternatives are not needed. 
The following examples are directed to a database system 

that includes a best-effort hardware transactional memory 
implementation and a Software transactional memory alter 
native, according to one embodiment. In this system, a new 
hardware transaction may be started using the chkpt instruc 
tion, which may specify a PC-relative “fail address'. In this 
system, all the code executed after the chkpt instruction and 
up until a commit instruction is encountered (i.e. the code 
sometimes referred to herein as the critical section) is 
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executed atomically (i.e. in its entirety or not at all). If the 
critical section is executed in its entirety, control continues 
after the commit instruction. Otherwise (e.g., if the transac 
tion fails), control resumes at the specified fail address, and 
the code executed within the transaction has no visible effect 
(except, in some embodiments, that the value of a special 
transaction-related Status register may indicate the reason the 
transaction failed). 

In this example database system, a process may acquire a 
latch by calling a GetLatch routine (or GetLatchShared when 
requesting a reader-writer latch in read mode) and may sub 
sequently release it by calling a FreeLatch routine. The Get 
Latch routine may include code to acquire the latch, and the 
FreeLatch routine may include code to release it. In addition, 
GetLatch may include prologue code that records informa 
tion to facilitate deadlock detection and/or recovery, and 
FreeLatch may include epilogue code to clean up after a 
deadlock detection. 

In one embodiment, the techniques described herein may 
be implemented in the example system above as follows. In 
this example, when applying these techniques, the bulk of the 
database system code may not be modified at all. Instead, 
changes required to apply these techniques may be restricted 
to the routines that are configured to perform the acquisition 
and release of database latches (i.e. the GetLatch and 
FreeLatch routines, respectively, in this example). More spe 
cifically, these techniques may in Some embodiments be 
implemented in the database system by modifying the imple 
mentations of GetLatch and FreeLatch such that the code 
between them is executed within a hardware transaction, and 
the prologue and epilogue code are optimized accordingly. 
For example, for each matching GetLatch-FreeLatch pair, 
one of two techniques may be used to execute a given critical 
section, as described below. 

A. The first technique is the traditional one: within the 
GetLatch routine, the prologue code is executed and the 
latch is acquired. Then, control is returned to the calling 
code (where the critical section is executed), and, finally, 
the FreeLatch routine is called. Within the FreeLatch 
routine, the latch is released, and the epilogue code is 
executed. 

B. When using the second technique, the prologue code is 
not executed. Instead, a hardware transaction is started. 
Within the hardware transaction, the latch is read and 
confirmed to be free, and then control is returned to the 
calling code, where the critical section is executed and 
the FreeLatch routine is called. Within the FreeLatch 
routine, the transaction is committed, but the epilogue 
code is not executed. 

From a correctness standpoint, the choice between these 
techniques may be arbitrary. As explained above, if a best 
effort hardware transactional memory feature is used to 
execute critical sections, there may be no guarantee that a 
given hardware transaction will Succeed, even if retried 
repeatedly. Therefore, in some embodiments and in at least 
Some cases, if an attempt to use technique B above fails, it 
may be necessary to instead use technique A to execute the 
critical section. Note that because a failed transaction has no 
visible side effects, in some embodiments technique B may 
be attempted one or more times (e.g., according to a pre 
determined maximum number of transaction attempts), and if 
unsuccessful, the system may then resort to using technique A 
to execute the critical section. In this way, progress may be 
assured, even though there may be no guarantee that a par 
ticular hardware transaction will succeed. 
One method for using the techniques described above to 

elide prologue and/or epilogue code associated with a latch is 
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8 
illustrated by the example flow diagram in FIG. 2, according 
to one embodiment. In this example, execution may begin for 
an application that includes a code sequence that would ordi 
narily be protected by a latch, as in 210. As described above, 
the application may also include code in a prologue corre 
sponding to (and/or executed prior to) acquisition of the latch. 
As shown in this example, at least a portion of the prologue 
may be elided (as in 220) if the code sequence protected by 
the latch is to be executed as an atomic transaction and with 
out acquiring the latch (as in 230). For example, in some 
embodiments code that is executable to perform bookkeeping 
associated with the latch and/or to acquire the latch may not 
need to be executed. In some embodiments, code that is 
executable to perform reading the latch and/or determining 
whether it is available may be inserted into the transactional 
Scope of the atomic transaction in which the critical section is 
to be executed. As described above, the application may also 
include code in an epilogue corresponding to (and/or 
executed subsequent to) the release of the latch. As shown in 
this example, since the code sequence protected by the latch 
was executed as an atomic transaction (as in 230), at least a 
portion of the epilogue may be elided (as in 240). For 
example, since there is no possibility of interference or partial 
execution, epilogue code that is executable to clean up after 
detection of Such events may not need to be executed. In 
addition, in embodiments in which the latch was not acquired 
(e.g., in a prologue), code that is executable to release the 
latch may not need to be executed. Instead, the system may 
rely on the transactional memory implementation (and the 
fact that the latch was included in the transactional scope of 
the critical section) to ensure that the critical section executes 
in isolation and in its entirety, or that its results are not visible 
at all. 
Whether performance benefits are obtained by using the 

technique described herein may depend on various factors, in 
different embodiments. For example, for a system (or an 
application) in which hardware transactions frequently fail 
and must be retried, (eventually being abandoned in favor of 
a software alternative), the time spent attempting these failed 
transactions may be largely wasted, and these techniques may 
offer little benefit. In such embodiments, even if a given 
transaction eventually succeeds, if too many retries were 
required, the time spent on them may outweigh the benefit of 
optimizing or eliminating the prologue and/or epilogue code. 
Furthermore, for a system (or an application) in which trans 
actions generally Succeed on their first attempt, the overhead 
of executing code in a transaction may need to be (on average) 
significantly less than the overhead eliminated from the pro 
logue and/or epilogue code for these techniques to be worth 
while. 

In some embodiments, the cost of executing a critical sec 
tion of an uncontended lock inside a hardware transaction 
may be comparable to the overhead of acquiring the lock, 
executing the code, and releasing the lock. In some embodi 
ments, there may be little additional overhead associated with 
executing additional code within a Successful transaction. 
Therefore, the techniques may be clearly beneficial in at least 
the embodiments in which transactions usually Succeed on 
the first attempt. In some embodiments, even when multiple 
attempts may be required to execute a critical section inside a 
hardware transaction, earlier failed attempts may improve the 
performance of a later Successful attempt due to various side 
effects of the failed attempts, such as warming caches, TLBs, 
and/or branch predictors. 
One embodiment of a method for optimizing one or more 

code sequences that perform bookkeeping and/or recovery 
operations associated with a latch by executing a code 
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sequence that is protected by the latch using a best-effort 
hardware transaction is illustrated by the flow diagram in FIG. 
3. As in other examples described herein, a code sequence 
Sometimes referred to as a prologue may include operations 
for acquiring the latch and/or operations to perform book 
keeping that may be needed to facilitate detection of and/or 
recovery from a failed attempt to execute the code sequence 
that would ordinarily be protected by the latch (e.g., due to 
interference from another concurrently executing code 
sequence or a failure to complete). In addition, a code 
sequence referred to as an epilogue may include operations 
for releasing the latch and/or operations to update at least 
some of the bookkeeping and/or to facilitate detection of 
and/or recovery from a failed attempt to execute the code 
sequence protected by the latch (e.g., dependent on the book 
keeping initiated by the prologue). In this example, execution 
may begin for an application that includes a code sequence 
that is protected by a latch, as in 310. As in the example 
illustrated in FIG. 2, at least a portion of the prologue may be 
elided (as in 320) if the code sequence protected by the latch 
is to be executed as an atomic transaction. For example, in 
some embodiments code that is executable to perform book 
keeping associated with the latch and/or to acquire the latch 
not need to be executed. In some embodiments, code that is 
executable to perform reading the latch and/or determining 
whether it is available may be inserted into the transactional 
Scope of the atomic transaction in which the critical section is 
to be executed. 

In this example, execution of the code sequence protected 
by a latch may be initiated using a hardware transaction (as in 
330). For example, in some embodiments, a best-effort hard 
ware transactional memory feature may be invoked in an 
attempt to atomically execute the code sequence that would 
otherwise be protected by the latch. In some embodiments, if 
the transaction attempt does not succeed (shown as the nega 
tive exit from 340), and a maximum number of attempts have 
not yet been made (shown as the negative exit from 345), the 
transaction may be retried, as in 350. For example, in some 
embodiments, a transaction may be retried one or more times 
until a pre-determined maximum number of attempts have 
been made. In some embodiments, if the transaction fails 
when attempted using a best-effort hardware transactional 
memory, it may be retried using a software transactional 
memory. Once the transaction Succeeds, shown as the posi 
tive exit from 340, execution may continue at 360. 
As described above, the application may also include code 

in an epilogue corresponding to (and/or executed Subsequent 
to) the release of the latch. As shown in this example, if the 
code sequence protected by the latch was executed as an 
atomic transaction (as in 330), at least a portion of the epi 
logue may be elided (as in 360), and execution of the appli 
cation may continue (as in 380). For example, since there is no 
possibility of interference or partial execution, epilogue code 
that is executable to clean up after detection of such events 
may not need to be executed. In addition, in embodiments in 
which the latch was not acquired, code that is executable to 
release the latch may not need to be executed. Instead, the 
system may rely on the transactional memory implementa 
tion (and the fact that the latch was included in the transac 
tional scope of the critical section) to ensure that the critical 
section executes in isolation and in its entirety, or that its 
results are not visible at all. Note that in the example illus 
trated in FIG.3, ifa maximum number of transaction attempts 
have been made, but none were successful (shown as the 
positive exit from 345), the method may include detecting 
that the execution of the critical section as an atomic transac 
tion failed and resorting to executing the prologue, the critical 
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10 
section, and the epilogue as in a typical database system 
and/or generating an error indication (e.g., an indication that 
execution of the critical section as an atomic transaction 
failed), as in 370. 

In the examples described above, if a hardware (or soft 
ware) transaction attempt fails, the code it has executed 
before the failure has no side effects, and control may be 
transferred to a failure address specified by the chkpt instruc 
tion. In some embodiments, this failure address may be within 
the GetLatch code. In Such embodiments, it may be straight 
forward to initiate the next attempt, using either technique A 
or technique B described above, from within the GetLatch 
code. In various embodiments, the determination of the tech 
nique to be used for any given attempt to execute a critical 
section may be made based on a variety of factors, including 
any feedback about the reason for the failure of a previous 
hardware transaction attempt (e.g., as indicated in a special 
transaction-related Status register), the number of failed 
attempts So far, the time spent on failed attempts so far, etc. In 
some embodiments that employ a best-effort hardware trans 
actional memory feature, the policy about which technique to 
use may dictate that eventually technique A is selected, so that 
progress is ensured. 

In these examples, the code in FreeLatch may use any of a 
variety of mechanisms to determine (e.g., at runtime) which 
technique (i.e. A or B above) was chosen by the GetLatch 
routine for the current attempt to execute the critical section. 
For example, in embodiments in which the latch is not 
acquired when technique B is used, as described above, one 
approach may be for FreeLatch to test the latch. If the latch is 
not held, FreeLatch may conclude that technique B is in use, 
and may simply commit the hardware transaction. 

In some embodiments, the latch release code may include 
an assertion that the current process holds the latch that it is 
attempting to release. For example, such an assert may be 
used in order to detect an error condition in which there is a 
violation of a rule that only the process that acquired a latch is 
allowed to release it. In such embodiments, an alternative 
means for determining which technique is in use may be 
employed. In some such systems, Scratch registers may be 
available for this purpose. For example, a dedicated register 
or a thread-specific data structure may be used to communi 
cate between GetLatch and the Subsequent FreeLatch, e.g., to 
indicate which technique (i.e. A or Babove) is in use. In some 
embodiments, there may be a context area set aside for each 
latch. In Such embodiments, this context may be used to store 
state data that describes the technique by which the latch was 
acquired. Other techniques for determining which technique 
is in use may be employed in other embodiments and in other 
contexts. For example, in Some embodiments, a hardware 
transactional memory implementation may provide a mecha 
nism for determining whether a transaction is currently being 
executed. In such embodiments, this information may be used 
to determine which technique (i.e. A or Babove) is in use. 

For ease of exposition, techniques for optimizing code 
associated with latches have been described above in a con 
text in which prologue and epilogue code associated with a 
latch can be eliminated entirely if a critical section protected 
by the latch is successfully executed in an atomic transaction 
(e.g., a hardware transaction). Persons skilled in the art will 
appreciate that these techniques may be adapted to contexts in 
which alternative, optimized versions of prologues and/or 
epilogue may be used when the critical section is executed 
within a transaction. 
As previously noted, depending on the transactional 

memory implementation(s) provided in a given system and/or 
on the code in the critical section itself. Some critical sections 
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may be significantly less amenable to execution within hard 
ware transactions than others. When a particular critical sec 
tion cannot readily be executed within a successful hardware 
transaction, time spent attempting to do so may be wasted. In 
some embodiments, this wasted time may reduce the benefit 
of the techniques described herein, or may even cause perfor 
mance to deteriorate as compared to systems that do not 
employ these techniques. Therefore, in some embodiments, it 
may be beneficial to identify such critical sections and disable 
the use of these techniques for executing them. Persons 
skilled in the art will appreciate that a wide variety of 
approaches are possible, including static and dynamic tech 
niques for disabling (and/or enabling) various techniques for 
a given latch, a given call site, etc. Some of these approaches 
are described below, according to various embodiments. 

In some embodiments, as an alternative to having GetLatch 
choose between techniques A and B dynamically, the system 
may instead implement multiple alternative versions of Get 
Latch and FreeLatch. For example, in one embodiment, the 
traditional GetLatch and FreeLatch routines may be aug 
mented with additional routines that have different names 
(e.g., GetLatch light and FreeLatch light), but have the same 
signature and semantics as GetLatch and FreeLatch, respec 
tively. In this example, GetLatch and FreeLatch may be 
unmodified from their traditional code (i.e. they may be con 
figured to always apply technique A above), while GetLatch 
light and FreeLatch light may be configured to choose (dy 
namically, at runtime) between techniques A and B, as 
described above. In this example, at any given call site, either 
GetLatch or GetLatch light may be used, depending on 
whether the use of these techniques is expected to be benefi 
cial. In such embodiments, the system may be required to use 
the corresponding release routine (e.g., to use FreeLatch to 
release a latch acquired using GetLatch, and to use 
FreeLatch light to release a latch acquired using GetLatch 
light). 

Alternatively, if the techniques described herein for opti 
mizing code are expected to be beneficial in most cases, it 
may be preferable to modify the standard GetLatch and 
FreeLatch routines to implement these techniques, as 
described above, and to provide alternative versions (e.g., 
GetLatch conservative and FreeLatch conservative) that do 
not attempt to use these techniques, but immediately use the 
traditional latch techniques. These alternatives may be used 
for individual call sites that are found (or are expected) not to 
Successfully use the optimization techniques described 
herein. 

In various embodiments that include multiple alternatives 
for GetLatch and FreeLatch routines, the choice of which 
alternative to use may be made by the programmer (e.g., 
guided by profiling data), or by compiler analysis that deter 
mines whether a given call site is likely to Successfully exploit 
the optimization techniques described herein. This process 
may be partially or entirely automated, in some embodi 
ments, e.g., by using profiling data to automatically deter 
mine which alternative to use. One approach may use macros 
that resolve to one of the alternative implementations, with 
the decision of which one to use being dependent on data 
collected by profiling the application. 
One embodiment of a method for optimizing a companion 

code sequence (e.g., to elide at least a portion of the compan 
ion code sequence) by forcing another code sequence to be 
executed as an atomic transaction is illustrated by the flow 
diagram in FIG. 4. In this example, Source code for an appli 
cation that includes a critical section of code may be accessed 
and a static analysis of that code may begin, as in 400. A 
sequence of instructions may be identified in the source code 
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12 
that is executable to facilitate detection of and/or recovery 
from a failure to successfully execute the critical section of 
code in its entirety, as in 410. For example, the identified 
sequence of instructions may in various embodiments include 
a prologue or epilogue associated with the critical section (as 
described above), or any other code that is included in the 
source code merely because it is possible for the critical 
section to be partially executed (e.g., bookkeeping or recov 
ery code related to memory locations that are read or modified 
by the critical section and may need to be returned to their 
previous state, or other clean-up operations that may need to 
be performed if a process dies or is otherwise prevented from 
completing execution of the critical section). 

In this example, code may be inserted that is executable to 
force the critical section to be executed (or at least attempted) 
as an atomic transaction, as in 420. For example, in various 
embodiments instructions or language-level constructs may 
be inserted to bracket the critical section and denote it as a 
code sequence to be executed as an atomic transaction; calls 
to functions of a transaction Support library to initiate, Vali 
date, and/or commit a hardware or software transaction that 
implements the operations within the critical section (such as 
the chkpt and commit instructions described herein) may be 
inserted; loads and stores within the critical section may be 
replaced with transactional loads and stores; and/or the 
Source code may be otherwise instrumented in a way that 
would force the critical section to be executed as an atomic 
transaction. 
As illustrated in this example, the method may include 

inserting an alternate sequence of instructions in place of, or 
in addition to (e.g., in parallel with), the identified sequence of 
instructions, as in 430. In embodiments in which an alternate 
sequence is inserted in parallel with the identified sequence of 
instructions, only one of the parallel sequences will be 
selected for execution at runtime. In some embodiments, the 
alternate sequence of instructions may omit or optimize at 
least a portion of the code that was identified as being execut 
able to facilitate detecting and/or recovering from a failure to 
execute the critical section in its entirety. For example, in 
Some embodiments, a prologue, an epilogue, or other book 
keeping or recovery code in the Source code of the application 
may be replaced by alternate code that does not include 
instructions that would only need to be executed if there exists 
the possibility that the critical section could be partially 
executed. In other embodiments, such alternative code may 
be inserted, but the original prologue, epilogue, bookkeeping 
code, or recovery code may not be removed. In such embodi 
ments, code that is executable to determine whether to 
execute the alternate code or the original code at runtime may 
also be inserted. In this example, generation of modified code 
executable to implement the application, including the criti 
cal section of code may then be complete, as in 440. Note that 
in some embodiments, the operations illustrated as 410-430 
in FIG. 4 may be repeated for any other critical sections and 
corresponding companion code identified within the source 
code being analyzed (not shown). 

Note that the operations illustrated in FIG. 4 may be per 
formed by a compiler, in some embodiments. In other 
embodiments, a compiler may first generate executable code 
from the source code (in its original form) and then may 
invoke or call an optimizer function, Sub-module, or standa 
lone module, which may perform the operations illustrated in 
410-430 for each critical section and corresponding compan 
ion code section included in the compiled code. In Such 
embodiments, the optimizer may be configured to insert code 
that is executable to force a critical section to be executed 
atomically. The optimizer may also be configured to generate 
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alternate code sequences and/or to modify existing code 
sequences in the compiled code, e.g., to elide bookkeeping 
and/or recovery code that is not required when a critical 
section is executed atomically. In general, any or all of the 
functionally illustrated in FIG. 4 and/or described herein as 
being performed by a compiler may be performed by a com 
piler, a code optimizer, an assembler, a just-in-time (JIT) 
compiler, a dynamic compiler, or any other entity Suitable for 
performing the described functionality. In other embodi 
ments, any or all of the functionally illustrated in FIG. 4 
and/or described herein as being performed by a compiler 
may be performed by the programmer using one or more 
profiling, debugging, code editing, and/or optimization tools 
ofa Software development environment to assist the program 
mer in analyzing the source code of an application, identify 
ing any companion code within the application, and/or gen 
erating modified code for the application, as described herein. 

In some embodiments, the choice to enable or disable the 
optimization techniques described herein may be made more 
dynamically. For example, in some embodiments single ver 
sions of GetLatch and FreeLatch may be used, and these may 
maintain and use information about the previous success of 
these techniques (or lack thereof) to decide whether and/or 
how aggressively to attempt to use them. In some embodi 
ments, per-call-site statistics may be collected to Support Such 
decisions. However, in general, the collection and evaluation 
of such information should not impose excessive overhead. In 
one embodiment, such overhead may be contained by occa 
sionally sampling Success rates, and limiting the overhead of 
determining the decision based on Such data. In embodiments 
in which GetLatch code is inlined, such decisions may be 
embodied in self-modifying code, so that there is no overhead 
for making the decision in the common case. 

FIG. 5 is a flow diagram illustrating one embodiment of a 
method for performing dynamic selection of an alternate code 
sequence that causes another code sequence to be executed 
atomically and elides at least a portion of a companion code 
sequence, as described herein. More specifically, this flow 
diagram illustrates a method for determining, at runtime, 
whether to execute or elide prologue, epilogue, bookkeeping 
code, or recovery code that would only need to be executed if 
there exists the possibility that the critical section could be 
partially executed. As illustrated at 510 in this example, the 
method may include beginning execution of an application 
that includes a critical section of code, and corresponding 
companion code. The companion code may in various 
embodiments include a prologue and epilogue for the critical 
section and/or other bookkeeping/recovery code for the criti 
cal section (as described above), and an alternate code 
sequence that omits some or all of the prologue?epilogue 
and/or bookkeeping/recovery code (e.g., alternate code that 
was generated by the programmer or by a compiler in 
response to identifying prologue/epilogue and/or bookkeep 
ing/recovery code that would only need to be executed if there 
exists the possibility that the critical section could be partially 
executed). Note that in Some embodiments, the application, 
critical section, and/or companion code may be instrumented 
(e.g., when the alternate code is generated or at compile time) 
to include code that (if selected at runtime, e.g., through the 
evaluation of one or more branch conditions) causes the criti 
cal section to be executed as an atomic transaction, as 
described above. 

In some embodiments, if it is determined (at runtime) that 
the critical section is likely to be successfully executed as an 
atomic transaction, shown as the positive exit from 520, the 
method may include beginning execution of the critical sec 
tion as an atomic transaction, and the alternate code sequence 
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within the companion code, as in 530. For example, this 
determination may be dependent on collected Statistics about 
the past performance of these techniques in the application 
(e.g., by call-site), as described above. In different embodi 
ments, an attempt may be made to execute the critical section 
of code using a best-effort hardware transactional memory 
implementation or using a Software transactional memory 
implementation. In some embodiments, if the transaction 
attempt does not succeed, shown as the negative exit from 
540, it may be retried. For example, in some embodiments, a 
transaction may be retried one or more times until a pre 
determined maximum number of attempts have been made. 
This is illustrated in FIG. 5 by the feedback from the negative 
exit of 545 to 530. In some embodiments, if the transaction 
fails when attempted using a best-effort hardware transac 
tional memory, it may be retried using a software transac 
tional memory. If the transaction Succeeds, shown as the 
positive exit from 540, execution of the application may con 
tinue, as in 560. 

In some embodiments, if it is determined (at runtime) that 
the critical section is not likely to be successfully executed as 
an atomic transaction, shown as the negative exit from 520, 
the method may include causing the critical section to be 
executed non-transactionally (e.g., by branching to the code 
for the critical section in its original form), and executing the 
prologue?epilogue and/or bookkeeping/recovery code within 
the companion code (as in 550) before continuing execution 
of the application (as in 560). As in previous examples, if a 
maximum number of transaction attempts have been made, 
but none were successful (shown as the positive exit from 
545), the method may include detecting that the transaction 
failed and resorting to executing the prologue, critical section, 
and epilogue as in the original GetLatch and FreeLatch 1 
routines and/or generating an error indication (e.g., an indi 
cation that execution of the critical section as an atomic 
transaction failed), as in 555, before continuing execution of 
the application, as in 560. 

While the optimization techniques described herein have 
been illustrated in several examples in the context of optimiz 
ing latches in a database system, they may be broadly appli 
cable. For example, any time a first section of code can be 
identified that is executed only because a second section of 
code may experience interference from other threads or pro 
cesses, the first code may be eliminated or optimized by 
ensuring that the second executes atomically. As described 
herein, one way to do so is by using a hardware transaction. To 
demonstrate that these techniques may be applied more 
broadly, i.e. in contexts other than those involving database 
latches, several other scenarios in which they may be applied 
are described below. 

Another context in which the optimization techniques 
described herein may be applied (in other embodiments) may 
involve mutexes, such as POSIX compliant robust mutexes. 
These mutexes, created using pthread mutexattr setro 
bust np() may allow recovery if the owner of Such a mutex 
dies. If any threads were blocked on the mutex when the 
owner died, one will be picked to claim the lock and will 
receive a return value of EOWNERDEAD, indicating that 
some cleanup may be needed. Otherwise, if there were no 
blocked threads, the next thread to try to acquire the lock will 
take the lock and receive a return value of EOWNERDEAD. 
As with the database latches described above, in some 
embodiments, infrastructure code used to facilitate this func 
tionality may be elided by using an atomic transaction to 
execute the critical section, thus eliminating the possibility of 
its partial execution. In addition, there may be no need to 



US 8,533,699 B2 
15 

wake threads to recover the orphan lock, because threads in 
transactions will never die while holding the lock. 

Reference counts (e.g., as used to support garbage collec 
tion in various programming languages), may provide 
another example of metadata that is, at least in some cases, 
maintained largely to defend against possible concurrent 
interactions, and to which the optimization techniques 
described herein may be applied. For example, if it were 
known that there was no chance for an object to be reclaimed 
while a given section of code is accessing it (e.g., to reclaim 
the object within the same critical section in which it is 
accessed), there would be no need to increment and Subse 
quently decrement its reference count within that section of 
code, as the net effect would beas if it were not modified at all. 
Therefore, in some embodiments, if a code section is identi 
fied that includes an incrementanda Subsequent decrement of 
the reference count for an object, and this code can be 
executed in a hardware transaction, then the reference count 
need not be modified. In such embodiments, the increment 
and Subsequent decrement of the reference count may be 
elided if the critical section is forced to execute as an atomic 
transaction. Depending on the latency and probability of suc 
cess of the hardware transactions, this may improve perfor 
mance. Furthermore, this technique may help to mitigate 
performance bottlenecks arising from contention on refer 
ence counts. For example, the reference count of an object 
that is read frequently by many threads may cause a bottle 
neck due to the need for each thread to modify it. Eliminating 
Some or all of the updates to the reference count may reduce 
Such contention and may also reduce memory coherence 
traffic. 
One embodiment of a method for using an atomic transac 

tion to optimize the use of a reference count for a shared 
object is illustrated by the flow diagram in FIG. 6. In this 
example, a code sequence that includes an increment and a 
corresponding decrement of a reference count may be iden 
tified, as in 610. For example, such a code sequence may be 
identified by the programmer or by a compiler using static 
analysis, in some embodiments. In response to identifying the 
code sequence, the method may include forcing the code 
sequence to be executed atomically, as in 620. A variety of 
mechanisms may be employed to cause the code sequence to 
be executed atomically (including those described herein), in 
different embodiments. For example, in various embodi 
ments instructions or language-level constructs may be 
inserted to bracket the code sequence and denote it as a code 
sequence to be executed as an atomic transaction; calls to 
functions of a transaction Support library to initiate, validate, 
and/or commit a hardware or software transaction that imple 
ments the operations within the code sequence (Such as the 
chkpt and commit instructions described herein) may be 
inserted; loads and stores within the code sequence may be 
replaced with transactional loads and stores; and/or the 
Source code may be otherwise instrumented in a way that 
would force the code sequence to be executed as an atomic 
transaction. 
As illustrated in this example, when executing the code 

sequence, the increment and corresponding decrement of the 
reference count may be elided, as in 630. For example, in 
various embodiments, the programmer or compiler may 
remove them from the code in response to identifying them, 
or may generate and insert an alternate sequence (from which 
they are omitted) that may be selected for execution at runt 
ime, e.g., through the evaluation of one or more branch con 
ditions. Note that the techniques described above for optimiz 
ing the use of a reference count are applicable to code 
sequences in which an increment of the reference count is 
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followed by a decrement of the reference count, a decrement 
of the reference count is followed by an increment of the 
reference count, or any equal number of increments and dec 
rements of the reference count are performed within the code 
sequence in any order (i.e. as long as there is no net change in 
the reference count due to the execution of the code sequence 
in its entirety). Note also that in some embodiments, execut 
ing the code sequence may include committing the atomic 
transaction (if it succeeds), retrying it (if it fails), or resorting 
to execution of the code sequence in its original form, (e.g., if 
the transaction fails a pre-determined maximum number of 
times). 

Note that, as in previous examples, in some embodiments, 
a compiler may first generate executable code from the Source 
code (in its original form) and then may invoke or call an 
optimizer function, Sub-module, or standalone module, 
which may be configured to insert code that is executable to 
force the code sequence to be executed atomically, and to 
generate alternate code sequences and/or modify existing 
code sequences in the compiled code to elide the increment 
and Subsequent decrement of the reference count. In general, 
any or all of the functionally illustrated in FIG. 6 and/or 
described herein as being performed by a compiler may be 
performed by a compiler, a code optimizer, an assembler, a 
just-in-time (JIT) compiler, a dynamic compiler, or any other 
entity suitable for performing the described functionality. In 
other embodiments, any or all of the functionally illustrated in 
FIG. 6 and/or described herein as being performed by a com 
piler may be performed by the programmer using one or more 
profiling, debugging, code editing, and/or optimization tools 
ofa Software development environment to assist the program 
mer in analyzing the source code of an application, identify 
ing any companion code within the application (e.g., code to 
increment and Subsequently decrement a reference counter), 
and/or generating modified code for the application, as 
described herein. 

Another context in which the optimization techniques 
described herein may be applied is in the use of concurrent 
data structures. For example, the code for Such data structures 
often includes intricate synchronization mechanisms to 
defend against the possibility of interference from concurrent 
threads. In some embodiments, by forcing code that accesses 
these data structures to be executed as an atomic transaction, 
these synchronization mechanisms may be optimized (e.g., 
simplified or eliminated). 
One example of the type of operations on concurrent data 

structures that may be optimized using the techniques 
described herein is illustrated by the flow diagrams in FIGS. 
7 and 8, according to one embodiment. Specifically, these 
figures illustrate the optimization of an enqueue operation for 
a concurrent data structure, according to one embodiment. In 
this example, in response to beginning an enqueue operation 
that targets a FIFO queue, shown as 710 in FIG. 7, the method 
may include: 

1. Reading the tail pointer of the data structure (as in 720) 
2. Reading the “next pointer of the indicated node (as in 

730) 
3. Modifying the “next pointer to point to a new node, 

using a compare-and-Swap (CAS) type operation, for 
example (as in 740) and 

4. Modifying the tail pointer to point to the new node, using 
a CAS type operation, for example (as in 750). 

In this example, if the two CAS type operations are suc 
cessful, execution may continue following this enqueue 
operation. Otherwise, the enqueue operation may need to be 
retried, or another recovery mechanism may need to be 
applied. In this example, the need for two CAS type opera 
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tions and the need to update the tail pointer after installing the 
new node both arise from the possibility of interference from 
concurrently executed code. In some embodiments, these 
operations may be eliminated (e.g., by the programmer or by 
a compiler) if the endueue operation is forced to execute in an 
atomic transaction, e.g., as described herein. In some embodi 
ments, code that is executable to perform the operations illus 
trated in FIG.7 may be generated by a compiler, and then the 
compiled code may be optimized to force the enqueue opera 
tion to be performed in an atomic transaction, and to elide 
operations that are (consequently) unnecessary in the com 
piled code. In other embodiments, any or all of the function 
ally illustrated in FIG.7 may be performed by the program 
mer using one or more profiling, debugging, code editing, 
and/or optimization tools of a software development environ 
ment. 

FIG. 8 illustrates the result of the application of the tech 
niques described herein to operations targeting a concurrent 
data structure (e.g., Such as an enqueue operation targeting 
the FIFO queue described in the example above). As illus 
trated in FIG. 8, execution of an enqueue operation that tar 
gets such a concurrent data structure may be initiated using an 
atomic transaction (as in 810), and in response, the following 
operations may be performed within that atomic transaction: 

1. Modifying the “next pointer of the data structure to 
point to a new node, as in 820 (e.g., using a standard 
write operation, rather than an expensive CAS type 
operation) 

2. Modifying the tail pointer of the data structure to point to 
the new node, as in 830 (again, using a standard write 
operation, rather than an expensive CAS type operation) 
and 

3. Committing the transaction that performs the endueue 
operation, as in 840. 

Note that, as in previous examples, committing the trans 
action may in some embodiments and in Some cases involve 
multiple transaction attempts, but there may be no possibility 
of partial execution or an incorrect result of the endueue 
operation due to interference. However, unlike in previous 
examples (in which separate prologue/epilogue or bookkeep 
ing/recovery code sections are optimized by causing a differ 
ent section of code to execute atomically), in this application 
of the optimization techniques, the code section being 
executed atomically and the code section being optimized are 
the same code section. These techniques may be similarly 
applicable to many other concurrent data structures and code 
that accesses them, in different embodiments. 

FIG. 9 is a block diagram illustrating the compilation of 
application source code into executable application code, 
according to various embodiments. More specifically, FIG.9 
illustrates an example in which a compiler/optimizer 920 is 
used to analyze application source code 900 (which may 
include a critical code section 910 and associated bookkeep 
ing/recovery code 915), and to generate atomic transaction 
code 930 and modified bookkeeping/recovery code 935 as 
part of executable application code 940, according to one 
embodiment. In some embodiments, compiler/optimizer 920 
may be configured to replace programmer written code (Such 
as in critical code section.910), with alternate code that is to be 
executed atomically (such as atomic transaction code 930), as 
described herein. In other embodiments compiler/optimizer 
920 may generate alternate code for forcing critical code 
section 910 to be executed atomically that may be condition 
ally selected for execution at runtime, as described herein. 

In some embodiments, compiler/optimizer 920 may be 
configured to replacebookkeeping/recovery code 915 (which 
may include a prologue, an epilogue, bookkeeping code, or 
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recovery code that would only need to be executed if there 
exists the possibility that the critical code section 910 could 
be partially executed) with modified bookkeeping/recovery 
code 935 (which may omit at least some of the prologue, 
epilogue, bookkeeping code, or recovery code that would 
only need to be executed if there exists the possibility that the 
critical code section 910 could be partially executed). In other 
embodiments compiler/optimizer 920 may generate alternate 
code that elides some or all of a prologue, an epilogue, book 
keeping code, or recovery code, and that may be conditionally 
selected for execution at runtime, as described herein. 

For example, a programmer may write the Source code for 
an application, such as application source code 900, and that 
Source code may include (e.g., in bookkeeping/recovery code 
915) operations related to the acquisition and/or release of 
latches or locks that protect critical code section 910, or 
operations targeting reference counters or other shared data 
structures (as described herein). Compiler/optimizer 920 may 
be configured to identify sequences of instructions or other 
fragments or portions of an application (e.g., functions, 
objects, method, classes, etc.) that would only need to be 
executed if there exists the possibility that the critical code 
section 910 could be partially executed. In response, com 
piler/optimizer 920 may be configured to generate code 
(within executable application code 940) to ensure that criti 
cal code section 910 is executed atomically, and code that 
may be used to elide (statically or dynamically) any or all 
instructions within bookkeeping/recovery code 915 that 
would only need to be executed if there exists the possibility 
that the critical code section 910 could be partially executed. 
In various embodiments, compiler/optimizer 920 may apply 
various instrumentation techniques and/or optimizations to 
force critical code section 910 to be executed as an atomic 
transaction and to elide unnecessary portions of bookkeep 
ing/recovery code 915 in a single pass (or using a single, 
multi-function software module) to produce the compiled 
application code. In other embodiments, compiler/optimizer 
920 may include one software module for compiling appli 
cation source code 900, and a separate software module for 
optimizing the resulting compiled code to force critical code 
section 910 to be executed as an atomic transaction and to 
elide unnecessary portions of bookkeeping/recovery code 
915. 

While described herein in terms of a compiler, compiler/ 
optimizer 920 may represent other entities configured to gen 
erate executable application code 940, according to different 
embodiments. For example, in various embodiments, com 
piler/optimizer 920 may represent a compiler, a code opti 
mizer, an assembler, a just-in-time (JIT) compiler, or a 
dynamic compiler. In general, compiler/optimizer 920 may 
represent any entity capable of and configured to generate 
executable application code 94.0 (including atomic transac 
tion code 930 and modified bookkeeping/recovery code 935), 
as described herein. While described herein as various soft 
ware entities, compiler/optimizer 920 may, in some embodi 
ments, represent a hardware-based entity configured to gen 
erate executable application code 940. Note that in other 
embodiments, some or all of the functions described above as 
being performed by a compiler or compiler/optimizer, or by 
Software generated on the basis of a compiler analysis, may 
instead be performed in hardware. In such embodiments, 
there may be no need for a compiler to produce code that 
explicitly causes these functions to be performed. In still 
other embodiments, any or all of the functionality described 
herein as being performed by a compiler (Such as compiler/ 
optimizer 920) may be performed by the programmer using 
one or more profiling, debugging, code editing, and/or opti 
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mization tools of a software development environment to 
assist the programmer in analyzing the Source code of an 
application, identifying any companion code within the appli 
cation, and/or generating modified code for the application, 
as described herein. 

Application source code 900, critical code section 910, 
and/or bookkeeping/recovery code 915 may represent pro 
gram instructions in any of various languages, according to 
various embodiments. For example, in some embodiments, 
application source code 900 (and/or any of its sub-modules) 
may represent code written in a high level programming 
language. Such as C, C++, or JavaM. In other embodiments, 
application source code 900 (and/or any of its sub-modules) 
may represent binary instructions or assembly instructions. In 
yet other embodiments, application source code 900 (and/or 
any of its Sub-modules) may also represent compiler-inter 
mediate instructions or virtual machine byte code instruc 
tions, such as JavaTM byte code instructions. 

In some embodiments, atomic transaction code 93.0 may be 
configured to utilize and/or include one or more libraries of 
transaction enabling code, Such as a transaction Support 
library (not shown). In various embodiments, atomic trans 
action code 930 and/or a transaction support library may 
include functionality to execute transactions according to 
various hardware transactional memory techniques or soft 
ware transactional memory techniques. For example, in some 
embodiments, atomic transaction code 93.0 may include the 
functionality to begin and end transactions according to vari 
ous hardware or software transactional memory techniques. 
In another example, atomic transaction code 93.0 may make 
calls into a transaction Support library for beginning and 
committing hardware or software transactions, and/or for 
performing one or more transactional memory access. Addi 
tional functionality, such as the ability to support self-abort 
and/or nesting in transactions, may be provided by functions 
of a transaction Support library, in some embodiments. 
The techniques described herein for optimizing a code 

sequence by forcing another code sequence to execute atomi 
cally may be implemented in any of a wide variety of com 
puting systems. FIG. 10 illustrates a computing system that is 
configured to implement a transactional memory and to opti 
mize code sequences by forcing other code sequences to 
execute atomically, as described herein and according to vari 
ous embodiments. Computer system 1000 may be any of 
various types of devices, including, but not limited to, a 
personal computer system, desktop computer, laptop or note 
book computer, mainframe computer system, handheld com 
puter, workstation, network computer, a consumer device, 
application server, storage device, a peripheral device Such as 
a Switch, modem, router, etc, or in general any type of com 
puting device. 

In some embodiments, the methods described herein may 
be implemented by a computer program product, or software, 
that may include a non-transitory, computer-readable storage 
medium having stored thereon instructions, which may be 
used to program a computer system (or other electronic 
devices) to perform the techniques described herein. A com 
puter-readable medium may include any mechanism for Stor 
ing information in a form (e.g., Software, processing applica 
tion) readable by a machine (e.g., a computer). The machine 
readable medium may include, but is not limited to, magnetic 
storage medium (e.g., floppy diskette); optical storage 
medium (e.g., CD-ROM); magnetooptical storage medium; 
read only memory (ROM); random access memory (RAM); 
erasable programmable memory (e.g., EPROM and 
EEPROM); flash memory; electrical, or other types of 
medium Suitable for storing program instructions. In addi 
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tion, program instructions may be communicated using opti 
cal, acoustical or otherform of propagated signal (e.g., carrier 
waves, infrared signals, digital signals, etc.). 
A computer system 1000 may include a processor unit 

1070 (possibly including multiple processors, a single 
threaded processor, a multi-threaded processor, a multi-core 
processor, etc.). The computer system 1000 may also include 
one or more system memories 1010 (e.g., one or more of 
cache, SRAM DRAM, RDRAM, EDO RAM, DDR RAM, 
SDRAM, Rambus RAM, EEPROM, etc.), a system intercon 
nect 1040 (e.g., LDT. PCI, ISA, etc.), a network interface 
1050 (e.g., an ATM interface, an Ethernet interface, a Frame 
Relay interface, etc.), and one or more storage device(s) 1045 
(e.g., optical storage, magnetic storage, etc.). The memory 
medium may include other types of memory as well, or com 
binations thereof. In other embodiments, computer system 
1000 may include more, fewer, or different components than 
those illustrated in FIG. 10 (e.g., video cards, audio cards, 
additional network interfaces, peripheral devices, etc.). The 
processor unit 1070, the storage device(s) 1045, the network 
interface 1050, and the system memory 1010 may be coupled 
to the system interconnect 1040. 
One or more of the system memories 1010 may include 

program instructions 1020 configured to implement a com 
bination compiler/optimizer1015 (or a compiler and a sepa 
rate optimizer, as described herein) that is configured to pro 
vide executable functional sequences for optimizing code 
sequences by forcing other code sequences to execute atomi 
cally. In some embodiments, program instructions 1020 may 
also be configured to implement a code profiler 1080, which 
may provide various methods for analyzing and/or profiling 
application source code and/or executable code (e.g., to assist 
the programmer in identifying companion code sequences). 
Additionally, one or more of the system memories 1010 may 
include application source code 1030 (including a critical 
code section that may access a shared resource, a related 
prologue, a related epilogue, and/or related bookkeeping/ 
recovery code) and/or executable application code 1035, as 
described herein. In some embodiments, program instruc 
tions 1020 may also be configured to implement a transaction 
support library 1025, which provides various methods for 
implementing atomic transactions. In some embodiments, 
alternate code generated by compiler/optimizer 1015 (or by 
the programmer with the assistance of compiler/optimizer 
1015 and/or code profiler 1080) to cause the critical code 
section to be executed atomically may include calls to trans 
action support library 1025. 

In various embodiments, compiler/optimizer 1015, code 
profiler 1080, transaction support library 1025, application 
source code 1030, and/or executable application code 1035 
may each be implemented in any of various programming 
languages or methods. For example, in one embodiment, 
compiler/optimizer1015, code profiler 1080, and/or transac 
tion support library 1025 may be JAVA based, while in 
another embodiments, they may be written using the Cor C++ 
programming languages. Similarly, application source code 
1030 may be written using Java, C, C++, or another program 
ming language, according to various embodiments. More 
over, in some embodiments, compiler/optimizer 1015, code 
profiler 1080, transaction support library 1025, and applica 
tion source code 1030 may not be implemented using the 
same programming language. For example, application 
source code 1030 may be C++ based, while compiler/opti 
mizer1015 and/or code profiler 1080 may be developed using 
C. 
As illustrated in FIG. 10, memory 1010 may also include a 

shared transactional memory space 1060, which may support 
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and/or be accessed by transactions in a Software transactional 
memory implementation, a hardware transactional memory 
implementation, and/or a hardware-Software hybrid transac 
tional memory implementation, in different embodiments. In 
some embodiments, memory 1010 may include one or more 
shared storage locations that are accessible by two or more 
transactions executing in computer system 1000. For 
example, shared resources, latches, and/or other concurrent 
data structures accessed by a critical section or otherwise 
employed in the execution of the critical section as an atomic 
transaction may be maintained within transactional memory 
space 1060, in some embodiments. 

While various systems and methods have been described 
herein with reference to, and in the context of specific 
embodiments, it will be understood that these embodiments 
are illustrative and that the scope of the disclosure is not 
limited to these specific embodiments. Many variations, 
modifications, additions, and improvements are possible. For 
example, the blocks and logic units identified in the descrip 
tion are for understanding the described embodiments and not 
meant to limit the disclosure. Functionality may be separated 
or combined in blocks differently in various realizations of 
the systems and methods described herein or described with 
different terminology. 

These embodiments are meant to be illustrative and not 
limiting. Accordingly, plural instances may be provided for 
components described hereinas a single instance. Boundaries 
between various components, operations and data stores are 
Somewhat arbitrary, and particular operations are illustrated 
in the context of specific illustrative configurations. Other 
allocations of functionality are envisioned and may fall 
within the scope of claims that follow. Finally, structures and 
functionality presented as discrete components in the exem 
plary configurations may be implemented as a combined 
structure or component. These and other variations, modifi 
cations, additions, and improvements may fall within the 
scope of the disclosure as defined in the claims that follow. 

Although the embodiments above have been described in 
detail, numerous variations and modifications will become 
apparent once the above disclosure is fully appreciated. It is 
intended that the following claims be interpreted to embrace 
all Such variations and modifications. 

What is claimed is: 
1. A method, comprising: 
performing by a computer: 

beginning execution of an application that comprises 
two alternative execution paths for performing a 
sequence of operations, wherein the sequence of 
operations comprises one or more operations that 
access a shared resource; and 

a thread of the application selecting, at runtime, a given 
one of the two execution paths; 

wherein one of the two execution paths comprises one or 
more operations that facilitate detecting that a result 
of the sequence of operations has been affected by 
interference from another executing thread, recover 
ing from interference from another executing thread, 
or recovering from a failure to complete the sequence 
of operations in its entirety; 

wherein on the one of the two execution paths, the 
sequence of operations is performed non-transaction 
ally; 

wherein the other one of the two execution paths com 
prises one or more operations for forcing the sequence 
of operations to be executed as an atomic transaction; 
and 
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wherein the other one of the two execution paths omits 

or optimizes the one or more operations for detecting 
that a result of the sequence of operations has been 
affected by interference or for recovering from a fail 
ure to complete the sequence of operations in its 
entirety. 

2. The method of claim 1, wherein said detecting comprises 
detecting an inconsistency between a value of the shared 
resource that is visible to the thread and a value of the shared 
resource that is visible to the other executing thread. 

3. The method of claim 1, wherein said forcing the 
sequence of operations to be executed as an atomic transac 
tion comprises attempting to execute the sequence of opera 
tions using a hardware transactional memory implementa 
tion. 

4. The method of claim 3, further comprising, in response 
to a failed attempt to execute the sequence of operations using 
a hardware transactional memory implementation, selecting 
the one of the two execution paths in a Subsequent attempt to 
execute the sequence of operations. 

5. The method of claim 1, further comprising determining 
whether attempting to execute the sequence of operations 
using a hardware transactional memory implementation is 
likely to be successful; 

wherein said selecting is dependent on said determining. 
6. The method of claim 1, wherein the one or more opera 

tions of the one of the two execution paths comprise: 
a prologue to be executed prior to executing the sequence 

of operations, wherein the prologue performs bookkeep 
ing associated with accesses to the shared resource; or 

an epilogue to be executed Subsequent to executing the 
sequence of operations, wherein the epilogue performs 
operations to update at least some of the bookkeeping 
associated with accesses to the shared resource, or per 
forms detecting or recovering from interference with the 
accesses to the shared resource by another thread whose 
execution is interleaved with the execution of the 
sequence of operations. 

7. The method of claim 1, wherein said forcing the 
sequence of instructions to be executed as an atomic transac 
tion comprises executing the sequence of instructions using a 
Software transactional memory implementation. 

8. The method of claim 7, wherein executing the sequence 
of instructions using a Software transactional memory imple 
mentation is performed in response to one or more failed 
attempts to execute the sequence of instructions using a hard 
ware transactional memory implementation. 

9. A non-transitory, computer-readable storage medium, 
storing program instructions that when executed on one or 
more computers cause the one or more computers to perform: 

beginning execution of an application that comprises two 
alternative execution paths for performing a sequence of 
operations, wherein the sequence of operations com 
prises one or more operations that access a shared 
resource; and 

a thread of the application selecting, at runtime, a given one 
of the two execution paths; 

wherein one of the two execution paths comprises one or 
more operations that facilitate detecting that a result of 
the sequence of operations has been affected by inter 
ference from another executing thread, recovering from 
interference from another executing thread, or recover 
ing from a failure to complete the sequence of operations 
in its entirety; 

wherein on the one of the two execution paths, the 
sequence of operations is performed non-transaction 
ally; 
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wherein the other one of the two execution paths comprises 
one or more operations for forcing the sequence of 
operations to be executed as an atomic transaction; and 

wherein the other one of the two execution paths omits or 
optimizes the one or more operations for detecting that a 
result of the sequence of operations has been affected by 
interference or for recovering from a failure to complete 
the sequence of operations in its entirety. 

10. The storage medium of claim 9, wherein said forcing 
the sequence of operations to be executed as an atomic trans 
action comprises attempting to execute the sequence of 
operations using a hardware transactional memory imple 
mentation. 

11. The storage medium of claim 10, wherein when 
executed on the one or more computers, the program instruc 
tions further cause the one or more computers to perform, in 
response to a failed attempt to execute the sequence of opera 
tions using a hardware transactional memory implementa 
tion, selecting the one of the two execution paths in a subse 
quent attempt to execute the sequence of operations. 

12. The storage medium of claim 9, wherein when 
executed on the one or more computers, the program instruc 
tions further cause the one or more computers to perform 
determining whether attempting to execute the sequence of 
operations using a hardware transactional memory imple 
mentation is likely to be successful; 

wherein said selecting is dependent on said determining. 
13. The storage medium of claim 9, wherein the one or 

more operations of the one of the two execution paths com 
prise: 

a prologue to be executed prior to executing the sequence 
ofoperations, wherein the prologue performs bookkeep 
ing associated with accesses to the shared resource; or 

an epilogue to be executed Subsequent to executing the 
sequence of operations, wherein the epilogue performs 
operations to update at least some of the bookkeeping 
associated with accesses to the shared resource, or per 
forms detecting or recovering from interference with the 
accesses to the shared resource by another sequence of 
operations whose execution is interleaved with the 
execution of the sequence of operations. 

14. A method, comprising: 
using a computer to perform: 

analyzing source code comprising a plurality of instruc 
tions; 

identifying, based on said analyzing, a sequence of 
instructions within the plurality of instructions that 
when executed performs one or more operations that 
facilitate detecting that a result of another sequence of 
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ference from another executing thread, or recovering 
from a failure to complete the other sequence of 
instructions in its entirety; and 

in response to said identifying, generating alternate code 
that omits or optimizes at least a portion of the iden 
tified sequence of instructions; 

wherein the identified sequence of instructions com 
prises instructions that are executable to cause the 
other sequence of instructions to be executed non 
transactionally; 

wherein the alternate code comprises an alternate 
sequence of instructions for performing operations 
specified by at least a portion of the source code: 

wherein the alternate code is executable to implement 
forcing the other sequence of instructions to be 
executed as an atomic transaction. 

15. The method of claim 14, wherein facilitating detecting 
that a result of the other sequence of instructions has been 
affected by interference from another executing thread, 
recovering from interference from another executing thread, 
or recovering from a failure to complete the other sequence of 
instructions in its entirety comprises recording information 
usable to identify a thread or process that will perform the 
other sequence of instructions. 

16. The method of claim 14, further comprising determin 
ing, at runtime, whether the alternate code or the at least a 
portion of the source code should be executed. 

17. The method of claim 14, wherein said forcing the other 
sequence of instructions to be executed as an atomic transac 
tion comprises attempting to execute the other sequence of 
instructions using a hardware transactional memory imple 
mentation. 

18. The method of claim 14, wherein the identified 
sequence of instructions is a sequence of instructions within 
the other sequence of instructions. 

19. The method of claim 14, wherein the identified 
sequence of instructions comprises: 

a prologue to be executed prior to executing the sequence 
of operations, wherein the prologue performs bookkeep 
ing associated with accesses to the shared resource; or 

an epilogue to be executed subsequent to executing the 
sequence of operations, wherein the epilogue performs 
operations to update at least some of the bookkeeping 
associated with accesses to the shared resource, or per 
forms detecting or recovering from interference with the 
accesses to the shared resource by a third sequence of 
instructions whose execution is interleaved with the 
execution of the other sequence of operations. 

20. The method of claim 14, wherein at least one of said 
instructions within the plurality of instructions that 50 analyzing, said identifying, or said generating is performed 
comprises one or more access operations targeting a 
shared resource has been affected by interference 
from another executing thread, recovering from inter 

by a compiler, a code profiler, a code optimizer, an assembler, 
a just-in-time (JIT) compiler, or a dynamic compiler. 
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