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ABSTRACT 

Methods, systems, and apparatus, including computer programs encoded on a computer storage 

medium, for support dependent post delivery. In one aspect, a method included generating 

transmission data for a web page served by a first server and rendered on the client device, the 

first sever belonging to a first domain; determining if the client device supports cross origin 

resource sharing; in response to a determination that the client device does not support cross 

origin resource sharing: defining an iFrame for the web page, the iFrame belonging to a second 

domain of a receiving server, and having a name value derived from the transmission data, 

receiving iFrame instructions from the receiving server and executing the iFrame instructions 

in the iFrame, the iFrame instruction causing the client device to: generate an HTTP POST 

request to the receiving server from the iFrame name value, the first HTTP POST request 

including the transmission data.
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DATA DELIVERY 

BACKGROUND 

This specification relates to data transmission.  

Data transmission is used to communicate between two or more computers 

5 connected to a network. One example use of data delivery is in the field of web site 

analytics. A publisher is an entity that owns and/or manages a web site. Using 

analytical services offered by third parties, the publisher can monitor analytical data 

related to user visits and links to the web site. Example analytical data includes data 

related to domains and/or web sites from which visitors arrived and to which the 

10 visitors departed; traffic patterns, e.g., navigation clicks of visitors within the 

publisher's web site; visitor actions, e.g., purchases, filling out of forms, etc., and other 

actions that a visitor may take in relation to the publisher's web site. The analysis of 

such analytical data can inform the publisher of how the visitors were referred to the 

publisher's web site, whether an advertising campaign resulted in the referral, and how 

15 the visitors interacted with the publisher's web site. With this understanding, the 

publisher can implement changes to increase revenue generation and/or improve the 

visitor experience. For example, a publisher can focus marketing resources on 

advertising campaigns, review referrals from other web sites, identify other publishers 

as potential partners for cross-linking, and so on.  

20 One example analytical system that provides analytical tools that facilitate the 

collection and analysis of such analytical data is provided by GoogleTM Analytics, 

available from Google, Inc., in Mountain View, California. To use such systems, a 

publisher typically provides tracking instructions embedded in its web pages (or, 

alternatively, provides code in its web page that requests the tracking instructions from 

25 an analytics server). Typically, the tracking instructions is a snippet of JavaScriptTM 

code that the publisher adds onto every page of their web site for which traffic is to be 

tracked. When the page is rendered by a user device, the tracking instructions is 

executed, collects visitor data and sends it back to the analytics server in the form of a 

tracking data communication for processing. One common method of sending the 

30 tracking data communication is to send it as part of an HTTP request.
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The collection of tracking data is also referred to as a tracking beacon. Example 

tracking data includes account identifier that identifies an analytics account of the 

publisher, a visitor identifier that identifies the visitor, and event statistics, such as 

whether the visitor has been to the web site before, the timestamp of the current visit, 

5 etc.  

The amount and types of events that are reported in the tracking data can be 

specified by the publisher, e.g., to account for particular information that a publisher 

wishes to track. However, there is an upper limit on the size of the tracking data 

communication, as the HTTP GET request has a limit as to the amount of information 

10 that can be sent. One way to be able to send greater amounts of tracking data than can 

be sent by an HTTP GET is to utilize an HTTP POST.  

An HTTP POST can be sent either as part of an html form or as part of an 

asynchronous JavaScript (AJAX) request. An HTTP POST sent as part of an html 

form adds an entry to the history of some browsers. This may potentially degrade the 

15 user experience, as the added entry to the history will cause the backwards button in a 

browser to produce unexpected results in response to a user's click.  

Sending the tracking data as part of an HTTP POST using AJAX is subject to 

same origin policies of browsers. Many web browsers have protections built into them 

that prevent a web page or application running originating from one domain from 

20 accessing methods and properties from another domain. Because the web page that is 

being tracked originates from a publisher domain that is different from the domain of 

the analytics server, the JavaScript running on the web page of the publisher domain 

may not be able to send the HTTP POST to the analytics server.  

Finally, cross origin resource sharing (CORS) does allow for the sending of 

25 AJAX post request across a domain boundary. However, many browsers do not 

support cross origin resource sharing.  

SUMMARY 

This specification describes technologies relating support dependent post 

30 delivery, and more specifically to the transmission of tracking data using a support 

dependent post delivery process.
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In general, one innovative aspect of the subject matter described in this 

specification can be embodied in methods that include the actions of generating event 

data detailing one or more events for a web page served by a publisher server and 

rendered on the client device, the web page and the publisher sever belonging to a first 

5 domain, and the one or more events measured relative to the client device; determining 

if the event data exceeds a size threshold; in response to determining that the event data 

does not exceed the size threshold, generating an HTTP GET request to an analytics 

server belonging to a second domain that is different from the first domain, the HTTP 

GET request including the event data; in response to determining that the event exceeds 

10 the size threshold, determining if the client supports cross origin resource sharing; in 

response to determining that the client supports cross origin resource sharing, 

generating a first HTTP POST request to the analytics server, the first HTTP POST 

request including the event data and being a cross origin resource sharing compliant 

message; and in response to determining that the client does not support cross origin 

15 resource sharing generating a second HTTP POST to the analytics server, the second 

HTTP POST including the event data and being sent from an environment on the client 

device that belongs to the second domain. Other embodiments of this aspect include 

corresponding systems, apparatus, and computer programs, configured to perform the 

actions of the methods, encoded on computer storage devices.  

20 Another innovative aspect of the subject matter described in this specification 

can be embodied in methods that include the actions of generating event data detailing 

one or more events for a web page served by a publisher server and rendered on the 

client device, the web page and the publisher sever belonging to a first domain, and the 

one or more events measured relative to the client device; determining if the client 

25 device supports cross origin resource sharing; in response to a determination that the 

client device does not support cross origin resource sharing: defining an iFrame for the 

web page, the iFrame belonging to a second domain of an analytics server, and the 

iFrame having a name value derived from the event data; issuing a request from the 

iFrame for environment instructions from the analytics server; receiving the 

30 environment instructions from the analytics server and executing the environment 

instructions in the iFrame, the environment instruction causing the client device to: 

generate a first HTTP POST request to the analytics server from the iFrame name 

value, the first HTTP POST request including the event data, and change the domain of
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the iFrame from the second domain to the first domain. Other embodiments of this 

aspect include corresponding systems, apparatus, and computer programs, configured 

to perform the actions of the methods, encoded on computer storage devices.  

In another implementation, the rendering of a web page with instructions for 

5 sending tracking information causes the computer device to request a second web page.  

The second web page sends the tracking information to a previously denoted server.  

Particular embodiments of the subject matter described in this specification can 

be implemented so as to realize one or more of the following advantages. Publishers 

are provided tracking code that is browser-independent with respect to the 

10 communication capabilities of the browser. Larger amounts of tracked data can be sent 

to an analytics third party in a single message than by use of a HTTP get message, i.e., 

publishers have the ability to track more events with only a single message than and be 

tracked by using a single HTTP get message.  

The details of one or more embodiments of the subject matter described in this 

15 specification are set forth in the accompanying drawings and the description below.  

Other features, aspects, and advantages of the subject matter will become apparent from 

the description, the drawings, and the claims.  

BRIEF DESCRIPTION OF THE DRAWINGS 

Fig. 1 is a block diagram of an example environment in which tracking data is 

20 reported.  

Fig. 2 is a flow diagram of an example process for reporting event data.  

Fig. 3 is a flow diagram of an example process for reporting event data from an 

environment separate from a web page for which the event data are reported.  

Fig. 4 is a flow diagram of an example process for deleting the environment 

25 after the event data are reported.  

Fig. 5 is a block diagram of a programmable processing system.  

DETAILED DESCRIPTION 

A publisher web page that includes tracking instructions is rendered on a client 

device. During the rending of the web page, the tracking instructions instruct the client 

3o device to collect visitor data and send the data to an analytics server. The publisher
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web page originates from a domain that is different from the domain of the analytics 

server.  

In some implementations, the tracking instructions include instructions that 

cause the client device to determine whether the tracking data is too large to be sent as 

5 part of an HTTP GET request. If the tracking data is not too large to be sent by an 

HTTP GET request, the client device sends the tracking data to the analytics server by 

an HTTP GET request. However, if the tracking data is too large to send by an HTTP 

GET request, the client device determines a support capability of the browser running 

on the client device, i.e., the client device determines whether the browser supports a 

10 cross origin support compliant request. If the browser does support the cross origin 

support compliant request, then the client sends the tracking data using an HTTP POST 

using a cross origin support compliant request. Conversely, if the browser does not 

support the cross origin support compliant request, then the client sends the request 

from a separate web page instance.  

15 Fig. 1 is a block diagram of an example environment 100 in which tracking data 

communications are reported and processed. A computer network 102, such as the 

Internet, or a combination of Internet and one or more wired and wireless networks, 

connects web sites 104-1 - 104-5, user devices 108-1 and 108-2, and an analytics 

system 110, such as data processing apparatus that includes a server or many networked 

20 servers. Although only five web sites and two user devices are shown, the online 

environment 100 may include many thousands of web sites and user devices.  

A web site 104 is a one or more web page resource 105 associated with a 

domain name, and each web site is hosted by one or more servers. An example web 

site is a collection of web pages formatted in hypertext markup language (HTML) that 

25 can contain text, graphic images, multimedia content, and programming elements, such 

as scripts. Each web site 104 is maintained by a publisher, e.g., an entity that manages 

and/or owns the web site. To avoid congestion in the drawings, only web page 

resources 105-1 for the web site 104-1 are shown.  

A resource is any data that can be provided by the web site 104 over the 

3o network 102 and that is associated with a resource address. Resources are addressed by 

a uniform resource locator (URL). For the purposes herein, the term "web page 

resource", or simply "web page" or "resource", will be used to describe resources that 

are accessed through a web browser or similar type of application for display on a user
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device. Web pages can include HTML or XHTML data, multimedia data, e.g., flash 

video, images, audio, scripts, and other information and objects that can be presented 

and executed and/or interpreted in a browser.  

A user device, such as one of the devices 108-1 or 108-2, is an electronic device 

5 that is under control of a user and is capable of requesting and receiving resources over 

the network 102. Example user devices 108 include personal computers, e.g., user 

device 108-1, mobile communication devices, e.g., 108-2, and other devices that can 

send and receive data over the network 102. A user device 108 typically includes a 

user application, such as a web browser, to facilitate the sending and receiving of data 

10 over the network 102.  

The analytics system 110 is implemented with a domain name that defines a 

domain that is different from the domains of the web sites 104. The publisher of each 

web site 104 has a corresponding tracking account with which data regarding traffic 

directed to and from the web site 104 and events related to actions taken by visitors to 

15 the web site 104 are associated in the analytics system 110. For example, each of the 

web pages 105-1 of the web site 104-1 that the publisher desires to track detailed 

statistics for visitor traffic has embedded within it the tracking instructions 112 

described above. When one of the web pages 105-1 is rendered in a browser 

application on a client device 108, the tracking instructions 112 are executed.  

20 Execution of the tracking instructions 112 enables the user device 108 to 

provide tracking data communications to the analytics system 110. Example tracking 

data communication includes an account identifier identifying a tracking account, a 

visitor identifier identifying a visitor to the web page, an event time, and one or more 

event statistics. The account identifier is the tracking account number of the web site or 

25 web page.  

The visitor identifier can, in some implementations, identify a particular user of 

the user device 108. In some implementations, the visitor information is anonymized 

for privacy protection. For example, the tracking code can be configured to report only 

an Internet protocol (IP) address of the user device 108, or can generate a unique 

3o random number that is associated with the IP address of the user device 108 or with an 

identifier of the user. Thus, tracking data for a particular user device are not otherwise 

associated with or able to identify a particular user. Other anonymization processes,
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such as hashing, encryption and obfuscation techniques, can also be used to ensure that 

visitor privacy is protected.  

The event time, in some implementations, is a timestamp indicating the time at 

which the tracking data communication was sent to the analytics system 110. For 

5 example, a tracking data communication can be sent each time there is a page request 

generated by the user device 108. Accordingly, the event time will be the time at which 

the page request was generated at the user device 108.  

Many different event statistics can be reported. For example, a web page can 

include data specifying which events are to be reported in tracking data 

10 communications. Example event statistics that are reported include referrer data 

identifying the referrer site, the first time the visitor visited the web site, the number of 

times the visitor has visited the web site, and actions taken at the site (e.g., a link that 

was clicked on in a web page 105-1, mouse hover events, etc.), campaign data 

identifying the advertising campaign the visitor came from, registration events 

15 notifying the registration of a visitor, visitor selection of web site links, visitor 

downloading of downloadable content, time between web site activities of the visitor, 

the visitor's total time on the web site, the visitor entering into a secure session, and 

other event statistics. The example event statistics listed above are illustrative only, 

and more or fewer event statistics can be provided.  

20 Historical data related to the visitor is stored in a tracking cookie for the web 

site 104. For example, when one of the web pages 105-1 is loaded on the user device 

108-1, one or more tracking cookies 107-1 for the web site 104-1 are stored in the 

browser cache on the user device 108-1. The tracking instructions then store historical 

data for that visitor for the web site 104 in the one or more tracking cookies 107-1 on 

25 the user device 108-1. Accordingly, the state of the events, such as the number of visits 

and the first time the user device 108-1 visited the web site 104-1, can be accurately 

reported to the analytics system 110.  

Accordingly, the size of the tracking data communication reporting the tracking 

data depends on the events being reported. In some implementations, the size of the 

30 tracking data, and the capabilities of the browser application on a client device 108, can 

be determinative of the message type and process by which the event data are reported.  

The tracking data communications received by the analytics system 110 are 

stored in logs 120. In some implementations, the system 110 accesses logs 120 and
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identifies account identifier and visitor identifier pairs from the account identifiers and 

visitor identifiers in the tracking data communications stored in the logs 120.  

Thereafter, for each identified account and visitor identifier pair, the system 110 orders 

event statistics by their corresponding event times in the tracking data communications.  

5 Using these ordered event statistics for each account and visitor identifier pair, the 

system 100 determines sessions for each account and visitor identifier pair and stores 

the information in the sessions data store 122. The event statistics can, in some 

implementations, be aggregated for each account and visitor identifier pair. The 

aggregated event statistics are stored in the statistics data store 124 for access by 

10 account users. Events stored in the statistics store 124 are typically presented in 

session/visit reports. Such reports are useful to web sites as they give the publishers 

insight into the number of visitors to their sites, loyalty for returning visitors, duration 

of visits, actions performed during their visit, campaign driving traffic to their sites, 

other sites resulting in a large number of referrals to their sites, and other useful 

15 analytics.  

Fig. 2 is a flow diagram of an example process 200 for reporting event data.  

The process 200 can be performed by a client device 108.  

The process 200 generates event data (202). For example, the client device, 

executing the tracking instructions, generates event data as described above. The event 

20 data detail one or more events for a web page served by a publisher server and rendered 

on the client device 108, and the one or more events are measured relative to the client 

device 108.  

The process 200 determines if the event data exceed a size threshold (204). For 

example, in some implementations, the tracking instructions 112 cause the client device 

25 108 to determine if the event data exceeds a size threshold, e.g., 2048 bytes, or if an 

HTTP GET request with the encoded event data exceeds 2048 bytes.  

If the event data does not exceed the threshold, the process 200 report the event 

data using an HTTP GET request (206). For example, the tracking data 112 causes the 

client device to generate an HTTP GET request that includes the event data to the 

30 analytics server 110. By way of illustration, the tracking instructions 112 can generate 

a "gif hit" that sends an HTTP GET request by inserting a single pixel image into the 

page. The event data for the HTTP GET request are URL encoded and appended as a
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query string to the image URL. An example HTTP GET that includes encoded event 

data TD-1 is shown in Fig. 1.  

If the process determines that the event data exceeds the size threshold, then the 

process 200 determines if the browser supports cross origin resource sharing (CORS) 

5 (208). For example, the instructions 112 cause the client device 108 to determine if the 

browser instance B on the client device 108 supports CORS. This can be done, for 

example, by interrogating the browser type and version, by checking for the presence of 

a withCredentials property on an XMLHttpRequest object, or for the presence of an 

XDomainRequest object, or by other processes.  

10 In response to determining that the client supports cross origin resource sharing, 

the process 200 reports the event data using a CORS compliant HTTP POST request 

(210). For example, the instructions cause the client 108 to generate an HTTP POST 

request to the analytics server 110. The HTTP POST includes the event data and is a 

CORS compliant message, such as a cross-domain AJAX HTTP POST request that is 

15 CORS compliant. An example HTTP POST that is CORS compliant and that includes 

encoded event data TD-2 is shown in Fig. 1.  

In response to determining that the client does not support cross origin resource 

sharing, the process 200 reports event data using an HTTP POST request sent from an 

environment belonging to the domain of the analytics server (212). For example, the 

20 instructions 112 cause the client device 108 to generate an HTTP POST to the analytics 

server, which includes the event data, and is sent from an environment on the client 

device 108 that belongs to the second domain, e.g., the browser instance B' for device 

108-2.  

An environment belongs to a particular domain if it has administrative authority 

25 for that domain. Additionally, same-domain environments can programatically 

communicate, but such communications are not readily facilitated between cross

domain environments. Because the environments in the same domain as the analytics 

server 110 do not belong to the domain of the publisher, the publisher processes do not 

have administrative authority for the environments. Thus the processes of the publisher 

30 105 cannot alter the internal state of the content item environments. This realizes a 

security measure that makes it more difficult for a publisher or an intervening third 

party to implement abusive processes (e.g., spamming, false impression reporting) 

within the environments.
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In some implementations, the instructions 112 generate the environment B'.  

The environment can, for example, be an invisible iFrame, and the name of the iFrame 

contains the event data to be sent to the analytics server 110. The name attribute of an 

iFrame can be used to specify event information. The iFrame can, for example, be 

5 appended to the web page by defining a new section in the web page and inserting the 

iFrame into that new section.  

The iFrame requests environment instructions (e.g., instructions 114 in Fig. 1) 

from the server 110, and loads the instructions when they are received. The 

instructions 114 cause the client device 108 to execute a process within the iFrame that 

10 reads the iFrame name, and copies the name into an HTTP POST request (e.g., an 

AJAX POST) to the analytics server 110.  

In some implementations, the initial determination of whether the event data 

exceeds a size threshold can be omitted, as can the reporting of event data by use of an 

HTTP get message. These implementations use HTTP post messages, and determine 

15 which HTTP post process is supported by the browser. For these alternative 

implementations, the process 200 being by determining if the browser supports CORS 

(208).  

The sending of an HTTP post request from an environment belonging to the 

domain of the analytics server is described in more detail with respect to Fig. 3, which 

20 is a flow diagram of an example process 300 for reporting event data from an 

environment separate from a web page for which the event data are reported.  

The process 300 generates an environment for sending an HTTP POST (302).  

For example, the instructions 112 generate an iFrame.  

The process 300 names the environment with a name value derived from the 

25 event data (304). For example, the instructions 112 name the iFrame with the event 

data or a value derived from the event data.  

The process 300 requests and receives environment instructions from the 

analytics server (306). For example, the iFrame requests and receives instructions 114 

from the server 110, which are then loaded into the iFrame.  

30 The process 300 generates an HTTP POST request that includes the event data 

(308). For example, the instructions 114, executing under administrative control of the 

domain of the server 110, read the name of the iFrame and provide the event data to the 

server 110 using an HTTP POST request.
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The process 300 changes the domain of the environment from the domain of the 

analytics server to the domain of the publisher server (310). The changing of the 

domain allows a process belonging to the domain of the web page that is rendered on 

the client device to close (delete) the iFrame, and also signals that process to close 

5 (delete) the iFrame. For example, the instructions 114 can cause the client device 108 

to change the domain of the iFrame from the domain of the analytics server 110 to the 

domain of the publisher 108. The change of the iFrame's domain to that of the 

publisher 108 is detected by the process belonging to the domain of the web page 

rendered on the client device and enables that process to close (delete) the iFrame.  

10 In other implementations, the process belonging to the domain of the web page 

rendered on the client device can monitor for a timeout, and at the end of the timeout 

can check the title of the iFrame. The instructions 114 change the name value of the 

iFrame to a uniform resource locator of the domain of the publisher, or, alternatively, 

changing the name of the iFrame to a predefined value, e.g., "done," and change the 

15 location of the iFrame to a page of the domain of publisher 108 so the instructions 112 

can read the "done" title. For example, the iFrame can be changed to favicon.ico or 

blank.html of the publisher 108, provided the publisher hosts these elements. If the 

name of the iFrame is changed to the predetermined title, the process closes (deletes) 

the iFrame.  

20 Fig. 4 is a flow diagram 400 of an example process for deleting the environment 

after the event data are reported. The process 400 monitors for the change of the 

domain in an environment (402). For example, the instructions 112 can include a 

callback function that is executed after a timeout (e.g., 100 milliseconds, or some other 

timeout). At the execution of the callback, the instructions 112 cause the client device 

25 108 to check if the iFrame's domain is the same as the domain of the web page of the 

publisher.  

In response to a change in the domain of the environment to the domain of the 

publisher, the process 400 deletes the iFrame (404). For example, if the domains are 

the same, the client device can delete the iFrame.  

30 As described above, the size of the event data can vary, depending on the events 

that occur. In some implementations, before the event data are sent, the instructions 

112 cause the client device to determine if the size of the event data exceeds a 

maximum size. The maximum size is an upper size limit of the event data that the
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server 110 will accept by an HTTP POST. If the event data exceeds the maximum size, 

then the client device does not report the event data. In variations of this 

implementation, the instructions 112 cause the client device to send an error message to 

the server 110. The error message indicates that the event data were dropped from 

5 reporting due to excessive size. In still other variations of this implementation, the 

instructions 112 cause the client device to truncate the event data to the maximum size 

and send the event data by the appropriate POST method.  

In still other implementations, if the event data exceeds the maximum size, then 

the client device, as instructed by the instructions 114, provides two or more HTTP 

10 posts, and the system 110 consolidates the reported event data upon receipt of the two 

or more HTTP posts.  

Although the examples above are described in the context of web site analytics, 

the data delivery processes described above can be used to provide many different 

types of data for many different applications. For example, instead of event data, the 

15 data that is transmitted can be any transmission data for a web page served by a first 

server that belongs to a first domain and that is rendered on the client device. Instead 

of an analytics server, the server to which the transmission data are sent is a receiving 

server that belongs to a second domain.  

Embodiments of the subject matter and the operations described in this 

20 specification can be implemented in digital electronic circuitry, or in computer 

software, firmware, or hardware, including the structures disclosed in this specification 

and their structural equivalents, or in combinations of one or more of them.  

Embodiments of the subject matter described in this specification can be implemented 

as one or more computer programs, i.e., one or more modules of computer program 

25 instructions, encoded on computer storage medium for execution by, or to control the 

operation of, data processing apparatus. Alternatively or in addition, the program 

instructions can be encoded on an artificially-generated propagated signal, e.g., a 

machine-generated electrical, optical, or electromagnetic signal, that is generated to 

encode information for transmission to suitable receiver apparatus for execution by a 

30 data processing apparatus. A computer storage medium can be, or be included in, a 

computer-readable storage device, a computer-readable storage substrate, a random or 

serial access memory array or device, or a combination of one or more of them.  

Moreover, while a computer storage medium is not a propagated signal, a computer
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storage medium can be a source or destination of computer program instructions 

encoded in an artificially-generated propagated signal. The computer storage medium 

can also be, or be included in, one or more separate physical components or media 

(e.g., multiple CDs, disks, or other storage devices).  

5 The operations described in this specification can be implemented as operations 

performed by a data processing apparatus on data stored on one or more computer

readable storage devices or received from other sources.  

The term "data processing apparatus" encompasses all kinds of apparatus, 

devices, and machines for processing data, including by way of example a 

10 programmable processor, a computer, a system on a chip, or multiple ones, or 

combinations of the foregoing. The apparatus can include special purpose logic 

circuitry, e.g., an FPGA (field programmable gate array) or an ASIC 

(application-specific integrated circuit). The apparatus can also include, in addition to 

hardware, code that creates an execution environment for the computer program in 

15 question, e.g., code that constitutes processor firmware, a protocol stack, a database 

management system, an operating system, a cross-platform runtime environment, a 

virtual machine, or a combination of one or more of them. The apparatus and 

execution environment can realize various different computing model infrastructures, 

such as web services, distributed computing and grid computing infrastructures.  

20 A computer program (also known as a program, software, software application, 

script, or code) can be written in any form of programming language, including 

compiled or interpreted languages, declarative or procedural languages, and it can be 

deployed in any form, including as a stand-alone program or as a module, component, 

subroutine, object, or other unit suitable for use in a computing environment. A 

25 computer program may, but need not, correspond to a file in a file system. A program 

can be stored in a portion of a file that holds other programs or data (e.g., one or more 

scripts stored in a markup language document), in a single file dedicated to the program 

in question, or in multiple coordinated files (e.g., files that store one or more modules, 

sub-programs, or portions of code). A computer program can be deployed to be 

30 executed on one computer or on multiple computers that are located at one site or 

distributed across multiple sites and interconnected by a communication network.  

The processes and logic flows described in this specification can be performed 

by one or more programmable processors executing one or more computer programs to
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perform actions by operating on input data and generating output. The processes and 

logic flows can also be performed by, and apparatus can also be implemented as, 

special purpose logic circuitry, e.g., an FPGA (field programmable gate array) or an 

ASIC (application-specific integrated circuit).  

5 Processors suitable for the execution of a computer program include, by way of 

example, both general and special purpose microprocessors, and any one or more 

processors of any kind of digital computer. Generally, a processor will receive 

instructions and data from a read-only memory or a random access memory or both.  

The essential elements of a computer are a processor for performing actions in 

10 accordance with instructions and one or more memory devices for storing instructions 

and data. Generally, a computer will also include, or be operatively coupled to receive 

data from or transfer data to, or both, one or more mass storage devices for storing data, 

e.g., magnetic, magneto-optical disks, or optical disks. However, a computer need not 

have such devices. Moreover, a computer can be embedded in another device, e.g., a 

15 mobile telephone, a personal digital assistant (PDA), a mobile audio or video player, a 

game console, a Global Positioning System (GPS) receiver, or a portable storage device 

(e.g., a universal serial bus (USB) flash drive), to name just a few. Devices suitable for 

storing computer program instructions and data include all forms of non-volatile 

memory, media and memory devices, including by way of example semiconductor 

20 memory devices, e.g., EPROM, EEPROM, and flash memory devices; magnetic disks, 

e.g., internal hard disks or removable disks; magneto-optical disks; and CD-ROM and 

DVD-ROM disks. The processor and the memory can be supplemented by, or 

incorporated in, special purpose logic circuitry.  

To provide for interaction with a user, embodiments of the subject matter 

25 described in this specification can be implemented on a computer having a display 

device, e.g., a CRT (cathode ray tube) or LCD (liquid crystal display) monitor, for 

displaying information to the user and a keyboard and a pointing device, e.g., a mouse 

or a trackball, by which the user can provide input to the computer. Other kinds of 

devices can be used to provide for interaction with a user as well; for example, 

30 feedback provided to the user can be any form of sensory feedback, e.g., visual 

feedback, auditory feedback, or tactile feedback; and input from the user can be 

received in any form, including acoustic, speech, or tactile input. In addition, a 

computer can interact with a user by sending documents to and receiving documents
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from a device that is used by the user; for example, by sending web pages to a web 

browser on a user's client device in response to requests received from the web 

browser.  

Embodiments of the subject matter described in this specification can be 

5 implemented in a computing system that includes a back-end component, e.g., as a data 

server, or that includes a middleware component, e.g., an application server, or that 

includes a front-end component, e.g., a client computer having a graphical user 

interface or a Web browser through which a user can interact with an implementation 

of the subject matter described in this specification, or any combination of one or more 

10 such back-end, middleware, or front-end components. The components of the system 

can be interconnected by any form or medium of digital data communication, e.g., a 

communication network. Examples of communication networks include a local area 

network ("LAN") and a wide area network ("WAN"), an inter-network (e.g., the 

Internet), and peer-to-peer networks (e.g., ad hoc peer-to-peer networks).  

15 The computing system can include clients and servers. A client and server are 

generally remote from each other and typically interact through a communication 

network. The relationship of client and server arises by virtue of computer programs 

running on the respective computers and having a client-server relationship to each 

other. In some embodiments, a server transmits data (e.g., an HTML page) to a client 

20 device (e.g., for purposes of displaying data to and receiving user input from a user 

interacting with the client device). Data generated at the client device (e.g., a result of 

the user interaction) can be received from the client device at the server.  

An example of one such type of computer is shown in Fig. 5, which shows a 

block diagram of a programmable processing system (system). The system 500 that 

25 can be utilized to implement the systems and methods described herein. The 

architecture of the system 500 can, for example, be used to implement a computer 

client, a computer server, or some other computer device.  

The system 500 includes a processor 510, a memory 520, a storage device 530, 

and an input/output device 540. Each of the components 510, 520, 530, and 540 can, 

30 for example, be interconnected using a system bus 550. The processor 510 is capable 

of processing instructions for execution within the system 500. In one implementation, 

the processor 510 is a single-threaded processor. In another implementation, the
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processor 510 is a multi-threaded processor. The processor 510 is capable of 

processing instructions stored in the memory 520 or on the storage device 530.  

The memory 520 stores information within the system 500. In one 

implementation, the memory 520 is a computer-readable medium. In one 

5 implementation, the memory 520 is a volatile memory unit. In another implementation, 

the memory 520 is a non-volatile memory unit.  

The storage device 530 is capable of providing mass storage for the system 500.  

In one implementation, the storage device 530 is a computer-readable medium. In 

various different implementations, the storage device 530 can, for example, include a 

10 hard disk device, an optical disk device, or some other large capacity storage device.  

The input/output device 540 provides input/output operations for the system 

500. In one implementation, the input/output device 540 can include one or more of a 

network interface device, e.g., an Ethernet card, a serial communication device, e.g., an 

RS-232 port, and/or a wireless interface device, e.g., an 802.11 card. In another 

15 implementation, the input/output device can include driver devices configured to 

receive input data and send output data to other input/output devices, e.g., keyboard, 

printer and display devices 560.  

While this specification contains many specific implementation details, these 

should not be construed as limitations on the scope of any inventions or of what may be 

20 claimed, but rather as descriptions of features specific to particular embodiments of 

particular inventions. Certain features that are described in this specification in the 

context of separate embodiments can also be implemented in combination in a single 

embodiment. Conversely, various features that are described in the context of a single 

embodiment can also be implemented in multiple embodiments separately or in any 

25 suitable subcombination. Moreover, although features may be described above as 

acting in certain combinations and even initially claimed as such, one or more features 

from a claimed combination can in some cases be excised from the combination, and 

the claimed combination may be directed to a subcombination or variation of a 

subcombination.  

30 Similarly, while operations are depicted in the drawings in a particular order, 

this should not be understood as requiring that such operations be performed in the 

particular order shown or in sequential order, or that all illustrated operations be 

performed, to achieve desirable results. In certain circumstances, multitasking and
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parallel processing may be advantageous. Moreover, the separation of various system 

components in the embodiments described above should not be understood as requiring 

such separation in all embodiments, and it should be understood that the described 

program components and systems can generally be integrated together in a single 

5 software product or packaged into multiple software products.  

Thus, particular embodiments of the subject matter have been described. Other 

embodiments are within the scope of the following claims. In some cases, the actions 

recited in the claims can be performed in a different order and still achieve desirable 

results. In addition, the processes depicted in the accompanying figures do not 

10 necessarily require the particular order shown, or sequential order, to achieve desirable 

results. In certain implementations, multitasking and parallel processing may be 

advantageous.  

What is claimed is:
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CLAIMS 

1 A method performed by data processing apparatus, the method comprising: 

generating event data specifying one or more events for a web page served by a publisher server 

and rendered on the client device, the web page and publisher belonging to a first dornain: 

determining that the event data exceeds a size threshold; 

determining that the client device does not support cross origin resource sharing of the 

event data with an analytics server that belongs to a second domain that differs from the first 

domain; and 

in response to determining that the event data exceeds a size threshold and that the client 

device does not support cross origin resource sharing with the analvtics server: 

generating an HTFTP POST request that includes the event data and includes; 

defining an iFrame for the web page. the iFrame belonging to the second domain 

and the iFrame having a name value derived frorn the analytics server; 

issuing a request from the iFrame for environment instructions from the 

analytics server: and 

receiving the environment instructions from the analytics server and executing 

the environment instructions in the ilrane, the en vironnmen t instructions causing the 

client device to generate the HTTIP POST request; and 

outputting the HTTP POST request through an environment on the client device that 

has at least administrative authority to access the second domain to deliver the event data to 

the analytics server.  

2. The method of claim 1, wherein generating the HTTP POST request to the analytics 

server comprises generating the output of the HTTP Post request from a web page of the 

environment.  

3. The method of claim 1, further comprising: 

determining that the iFrame name value includes a uniform resource locator for the first 

domain: and 

in response to determining that the iFrame name value includes a uniform resource 

locator for the first domain, deleting the iFrarne.
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4. The method of claim , wherein generating the HTTP POST request to the analytics 

server comprises: 

generating the environment with a name value; 

requestng, from the environment, environment instructions from the an aivtcs server; 

receiving the environment instructions from the analvcs server: and 

executing the environment instructions in the environment, the environment 

instructions causing the client device to generate the ITTP POST request to the analytics 

server.  

5. The method of claim 4, wherein the environment instructions further cause the client 

device to perform operations comprising changing the domain of the environment froi nthe 

second domain to the first domain.  

6, The method of clairn 5, further comprising deleting the environment in response to the 

changing of the domain of the environment.  

7 The method of claim 5, wherein changing the domain of the environment from the 

second domain to the first domain comprises assigning the name value of the environment to 

a uniform resource locator of the first domain.  

8. A non-transitory computer storage medium encoded with instructions that when 

executed by a client device cause the client device to perform operations comprising: 

generating event data specifying one or more events for a web page served by a 

publisher server and rendered on the client device, the web page and publisher belonging to a 

first domain; 

determining that the event data exceeds a size threshold: 

determining that the client device does not support cross origin resource sharing of the 

event data with an analytics server that belongs to a second domain that differs from the first 

domain; and 

in response to determining that the event data exceeds a size threshold and that the client 

device does not support cross origin resource sharing with the analytics server: 

generating an HTTP POST request that includes the event data and includes: 

defining an iFrame for the web page, the iFranie belonging to the second 

domain and the iFramie having a name value derived from the analytics server;
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issuing a request from the iFrarne for environment instructions from the 

analytics server; and 

receiving the environment instructions from the analytics server and 

executing the envionment instructions in the iFrame, the environment 

instructions causing the client device to generate the -ITTP POST request; and 

outputting the HTTP POST request through an environment on the client device that 

has at least administrative authority to access the second domain to deliver the event data to 

the analytics server.  

9. The non-transitory computer storage medium of claim 8, wherein the instructions 

further cause the client device to perfonn operations comprising: 

determining that the iFrame name value includes a uniform resource locator for the first 

domain; and 

in response to determining that the itrame name value includes a uniform 

resource locator for the first domain, deleting the iFrame.  

10. A system comprising: 

a proces sing apparatus; 

a memory storage apparatus in data communication with the data processing apparatus, 

the memory storage apparatus storing instructions executable by the data processing apparatus 

and that upon such execution cause the data processing apparatus to perform operations 

comprising: 

generating event data specifying one or more events for a web page served by a 

publisher server and rendered on the client device, the web page and publisher 

belonging to a first domain; 

determining that the event data exceeds a size threshold; 

determining that the client device does not support cross origin resource sharing 

of the event data with an analytics server that belongs to a second domain that differs 

from the first domain; and 

in response to determining that the event data exceeds a size threshold and that 

the client device does not support cross origin resource sharing with the analytic 

server: 

generating an HTPI' POST request that includes the event data and 

includes;
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defining an iFrame for the web page, the iFrarne belonging to the 

second domain and the iFrame having a name value derived from tihe 

analytics server; 

issuing a request from the iFrane for environment instructions 

from the analytics server; and 

receiving the environment instructions from the analytics server 

and executing the environment instructions in the iFrame, the 

environment instructions causing the client device to generate the HTTP 

POST request; and 

outputting the HTTP POST request through an environment on the client device 

that has at least administrative authority to access the second donain to deliver the 

event data to the analytics server.  

II The system of claim 10, wherein generating the HTTP POST request to the analytics 

server comprises generating the output of the HTTP POST request from a web page of the 

envi ronment.  

12. The system of claim 10, wherein generating the HTTP POST request to the analytic 

server comprises: 

defining an iFrame for the web page, the iFrane belonging to the second domain and 

the ilrame having a name value derived from the analytics server: 

issuing a request from the iFrame for environment instructions from the analytics 

server: and 

receiving the environment instructions from the analytics server and executing the 

environment instructions in the iFrame, the environ meant instructions causing the client device 

to generate the HITl POST request to the analytics server.  

13. The system of claim 10, wherein the instructions further cause the client device to 

perform operations comprising: 

determining that the iFrame name value includes a uniform resource locator for the first 

domain; and 

in response to determining that the iFrame name value includes a uniform resource 

locator for the first domain, deleting the iFrame.
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14. The system of claim 10, wherein generating the HTTP POST request to the analytics 

server cornpri ses: 

generating the environment with a name value; 

requesting, from the environment, environrnent instruction s from the anvalytics server; 

receiving the environment instructions from the analytics server; and 

executing the environment instructions in the environment, the environment 

instructions causing the client device to generate the ITTP POST request to the analytics 

server.  

15. The system of claim 14, wherein the environment instructions further cause the client 

device to perform operaotis comprising changing the domain of the environment from the 

second domain to the first domain.  

16. The system of claim 15, wherein the instructions further cause the client device to 

perform operations comprising deleting the environment in response to the changing of the 

domain of the environment.  

17. The system of claim 15, wherein changing the domain of the environment from the 

second domain to the first domain comprises assigning the name value of the environment to 

a uniform resource locator of the first domain.
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