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(57) ABSTRACT 
A system and method for determining hierarchical informa 
tion is described. Aspects include using the Collins model 
for parsing non-textual information into hierarchical con 
tent. The system and process assign labels to lines that 
indicate how the lines relate to one another. 
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PARSING HERARCHICAL LISTS AND OUTLINES 

BACKGROUND OF THE INVENTION 

0001) 1. Field Of The Invention 
0002 Aspects of the present invention relate to comput 
ing systems. More particularly, aspects of the present inven 
tion relate to a process for parsing hierarchical lists and 
outlines from received information. 

0003 2. Description Of Related Art 
0004 People record information in a variety of formats. 
Sometimes the information is recorded in paragraphs. In 
Some cases, paragraphs are recorded in a hierarchical format 
in an outlined or bulleted form. 

0005 Computing systems have attempted to recognize 
the format in which people record information. This 
approach has resulted in computer recognition systems that 
parse information and attempt to reproduce its form for latter 
use or modification. Current systems do not adequately 
parse received information as desired. In many cases, the 
received information is incorrectly-parsed, thereby making a 
resulting hierarchical form unusable as the form needs to be 
edited by a user to achieve a desired form. 
0006 An improved parsing system and process are 
needed. 

BRIEF SUMMARY OF THE INVENTION 

0007 Aspects of the present invention address one or 
more of the problems described above, thereby providing a 
process for robustly parsing hierarchical information. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0008. The present invention is illustrated by way of 
example and not limited in the accompanying figures in 
which like reference numerals indicate similar elements and 
in which: 

0009 FIG. 1 shows an illustrative example of a general 
purpose computing environment in accordance with aspects 
of the present invention. 

0010 FIG. 2 shows an illustrative example of a tablet 
computer in accordance with aspects of the present inven 
tion. 

0011 FIGS. 3-4 show various techniques for parsing 
hierarchical information. 

0012 FIG. 5 shows another technique for parsing hier 
archical information in accordance with aspects of the 
present invention. 
0013 FIG. 6 shows processes for assigning labels to 
hierarchical information in accordance with aspects of the 
present invention. 
0014 FIG. 7 shows a comparison of percentage of errors 
versus a realized error rate in accordance with aspects of the 
present invention. 

0015 FIGS. 8-12 show various examples of hierarchical 
information in accordance with aspects of the present inven 
tion. 
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0016 FIG. 13 shows a user interface for creating training 
examples in accordance with aspects of the present inven 
tion. 

0017 FIG. 14 shows an illustrative process for creating 
training examples in accordance with aspects of the present 
invention. 

DETAILED DESCRIPTION OF THE 
INVENTION 

0018 Aspects of the present invention relate to parsing 
and recognizing hierarchical information. Once recognized, 
labels may be assigned to represent the various hierarchical 
levels. Subsequent processes may respond to the assigning 
labels and, for example, modify the hierarchical informa 
tion. 

0019. This document is divided into sections to assist the 
reader. These sections include: hierarchical information, 
characteristics of ink, terms, general-purpose computing 
environment, processes for parsing of hierarchical informa 
tion, examples of parsing of hierarchical information, and 
training examples. 

0020. It is noted that various connections are set forth 
between elements in the following description. It is noted 
that these connections in general and, unless specified oth 
erwise, may be direct or indirect and that this specification 
is not intended to be limiting in this respect. 
Hierarchical Information 

0021 Hierarchical information may take many forms 
including notes, outlines, to-do lists, and the like. Aspects of 
the invention may be applied to all information that is 
intended to be recognized as taking some hierarchical form. 
One subset includes handwritten information, as captured by 
a digitizing Surface present in, for instance, a tablet PC or 
personal data assistant (PDA). Once a user has information 
in a hierarchical form, the user may wish to edit, update, or 
export the parsed information to another program. Here, it is 
important that the hierarchical structure of the information is 
determined automatically so that the user is able to use the 
information without significant editing. 
0022 Conditional Random Fields may be used for label 
ing a 1-D sequence. Aspects of the present invention apply 
these labels to hierarchical information. In particular, 
aspects of the present invention label a sequence of lines 
with values (for instance, {1, 1c, 2, 2c, . . . ). The values 
identify the hierarchical relationships that exist between the 
lines. 

0023. While the invention may of the applied to all 
information to be parsed into a hierarchical form, ink 
structures are frequently hierarchical. In the case of note 
taking, users typically write out paragraphs, which are 
composed of lines, lines which are composed of words, and 
words which are composed of characters (or strokes). 
Knowledge of this hierarchical structure allows for complex 
structural editing, Such as insertion of a line, moving an 
entire paragraph, or changing the margin of a paragraph. 
Interpretation of ink into a hierarchical decomposition of 
grammatical structures may be relevant when constructing a 
range of ink-based user interfaces. A significant percentage 
of spontaneous user notes are in the form of lists (shopping 
lists, to-do lists, outlines, etc). Many of these lists are 
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hierarchical and have more than one level. For example, it 
is not unusual for each item in a “to-do list to be composed 
of a list of steps or requirements. Automatic interpretation of 
these structures may support improved user interfaces in 
which sub-trees can be moved or collapsed dynamically, or 
importation into document preparation systems with appro 
priate formatting. 
Characteristics of Ink 

0024. As known to users who use ink pens, physical ink 
(the kind laid down on paper using a pen with an ink 
reservoir) may convey more information than a series of 
coordinates connected by line segments. For example, 
physical ink can reflect pen pressure (by the thickness of the 
ink), pen angle (by the shape of the line or curve segments 
and the behavior of the ink around discreet points), and the 
speed of the nib of the pen (by the straightness, line width, 
and line width changes over the course of a line or curve). 
Further examples include the way ink is absorbed into the 
fibers of paper or other surface it is deposited on. These 
Subtle characteristics also aid in conveying the above listed 
properties. Because of these additional properties, emotion, 
personality, emphasis and so forth can be more instanta 
neously conveyed than with uniform line width between 
points. 

0025) Electronic ink (or ink) relates to the capture and 
display of electronic information captured when a user uses 
a stylus-based input device. Electronic ink refers to a 
sequence or any arbitrary collection of strokes, where each 
stroke is comprised of a sequence of points. The strokes may 
have been drawn or collected at the same time or may have 
been drawn or collected at independent times and locations 
and for independent reasons. The points may be represented 
using a variety of known techniques including Cartesian 
coordinates (X, Y), polar coordinates (r. 0), and other 
techniques as known in the art. Electronic ink may include 
representations of properties of real ink including pressure, 
angle, speed, color, stylus size, and ink opacity. Electronic 
ink may further include other properties including the order 
of how ink was deposited on a page (a raster pattern of left 
to right then down for most western languages), a timestamp 
(indicating when the ink was deposited), indication of the 
author of the ink, and the originating device (at least one of 
an identification of a machine upon which the ink was drawn 
or an identification of the pen used to deposit the ink) among 
other information. 

0026. Among the characteristics described above, the 
temporal order of strokes and a stroke being a series of 
coordinates are primarily used. All these characteristics can 
be used as well. 

Terms 

Term Definition 

Ink A sequence or set of strokes with properties. 
A sequence of strokes may include strokes in 
an ordered form. The sequence may be 
ordered by the time captured or by where the 
strokes appear on a page or in collaborative 
situations by the author of the ink. Other 
orders are possible. A set of strokes may 
include sequences of strokes or unordered 
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-continued 

Terms 

Term Definition 

strokes or any combination thereof. Further, 
Some properties may be unique to each stroke 
or point in the stroke (for example, pressure, 
speed, angle, and the like). These properties 
may be stored at the stroke or point level, and 
not at the ink level. 
A data structure storing ink with or without 
properties. 
A sequence or set of captured points. For 
example, when rendered, the sequence of 
points may be connected with lines. 
Alternatively, the stroke may be represented 
as a point and a vector in the direction of the 
next point. In short, a stroke is intended to 
encompass any representation of points or 
segments relating to ink, irrespective of the 
underlying representation of points andfor 
what connects the points. 
Point Information defining a location in 
space. For example, the points may be 
defined relative to a capturing space (for 
example, points on a digitizer), a virtual ink 
space (the coordinates in a space into which 
captured ink is placed), and/or display space 
(the points or pixels of a display device). 
Any electronic file that has a viewable 
representation and content. A document may 
include a web page, a word processing 
document, a note page or pad, a spreadsheet, 
a visual presentation, a database record, 
image files, and combinations thereof. 

Ink object 

Stroke 

Stroke 

Document 

General-Purpose Computing Environment 

0027 FIG. 1 illustrates an example of a suitable com 
puting system environment 100 on which the invention may 
be implemented. The computing system environment 100 is 
only one example of a suitable computing environment and 
is not intended to suggest any limitation as to the scope of 
use or functionality of the invention. Neither should the 
computing environment 100 be interpreted as having any 
dependency or requirement relating to any one or combina 
tion of components illustrated in the exemplary operating 
environment 100. 

0028. The invention is operational with numerous other 
general purpose or special purpose computing system envi 
ronments or configurations. Examples of well known com 
puting systems, environments, and/or configurations that 
may be suitable for use with the invention include, but are 
not limited to, personal computers, server computers, hand 
held or laptop devices, multiprocessor systems, micropro 
cessor-based systems, set top boxes, programmable con 
Sumer electronics, network PCs, minicomputers, mainframe 
computers, distributed computing environments that include 
any of the above systems or devices, and the like. 
0029. The invention may be described in the general 
context of computer-executable instructions, such as pro 
gram modules, being executed by a computer. Generally, 
program modules include routines, programs, objects, com 
ponents, data structures, etc., that perform particular tasks or 
implement particular abstract data types. The invention may 
also be practiced in distributed computing environments 
where tasks are performed by remote processing devices that 
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are linked through a communications network. In a distrib 
uted computing environment, program modules may be 
located in both local and remote computer storage media 
including memory storage devices. 

0030. With reference to FIG. 1, an exemplary system for 
implementing the invention includes a general purpose 
computing device in the form of a computer 110. Compo 
nents of computer 110 may include, but are not limited to, 
a processing unit 120, a system memory 130, and a system 
bus 121 that couples various system components including 
the system memory to the processing unit 120. The system 
bus 121 may be any of several types of bus structures 
including a memory bus or memory controller, a peripheral 
bus, and a local bus using any of a variety of bus architec 
tures. By way of example, and not limitation, such archi 
tectures include Industry Standard Architecture (ISA) bus, 
Micro Channel Architecture (MCA) bus, Enhanced ISA 
(EISA) bus, Video Electronics Standards Association 
(VESA) local bus, and Peripheral Component Interconnect 
(PCI) bus also known as Mezzanine bus. 

0031 Computer 110 typically includes a variety of com 
puter readable media. Computer readable media can be any 
available media that can be accessed by computer 110 and 
includes both volatile and nonvolatile media, removable and 
non-removable media. By way of example, and not limita 
tion, computer readable media may comprise computer 
storage media and communication media. Computer storage 
media includes both volatile and nonvolatile, and removable 
and non-removable media implemented in any method or 
technology for storage of information Such as computer 
readable instructions, data structures, program modules or 
other data. Computer storage media includes, but is not 
limited to, RAM, ROM, EEPROM, flash memory or other 
memory technology, CD-ROM, digital versatile disks 
(DVD) or other optical disk storage, magnetic cassettes, 
magnetic tape, magnetic disk storage or other magnetic 
storage devices, or any other medium which can be used to 
store the desired information and which can accessed by 
computer 110. Communication media typically embodies 
computer readable instructions, data structures, program 
modules or other data in a modulated data signal Such as a 
carrier wave or other transport mechanism and includes any 
information delivery media. The term “modulated data sig 
nal” means a signal that has one or more of its characteristics 
set or changed in Such a manner as to encode information in 
the signal. By way of example, and not limitation, commu 
nication media includes wired media Such as a wired net 
work or direct-wired connection, and wireless media Such as 
acoustic, RF, infrared and other wireless media. Combina 
tions of the any of the above should also be included within 
the scope of computer readable media. 

0032. The system memory 130 includes computer stor 
age media in the form of volatile and/or nonvolatile memory 
such as read only memory (ROM) 131 and random access 
memory (RAM) 132. A basic input/output system 133 
(BIOS), containing the basic routines that help to transfer 
information between elements within computer 110, such as 
during start-up, is typically stored in ROM 131. RAM 132 
typically contains data and/or program modules that are 
immediately accessible to and/or presently being operated 
on by processing unit 120. By way of example, and not 
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limitation, FIG. 1 illustrates operating system 134, applica 
tion programs 135, other program modules 136, and pro 
gram data 137. 

0033. The computer 110 may also include other remov 
able/non-removable, Volatile/nonvolatile computer storage 
media. By way of example only, FIG. 1 illustrates a hard 
disk drive 141 that reads from or writes to non-removable, 
nonvolatile magnetic media, a magnetic disk drive 151 that 
reads from or writes to a removable, nonvolatile magnetic 
disk 152, and an optical disk drive 155 that reads from or 
writes to a removable, nonvolatile optical disk 156 such as 
a CD ROM or other optical media. Other removable/non 
removable, Volatile/nonvolatile computer storage media that 
can be used in the exemplary operating environment 
include, but are not limited to, magnetic tape cassettes, flash 
memory cards, digital versatile disks, digital video tape, 
solid state RAM, solid state ROM, and the like. The hard 
disk drive 141 is typically connected to the system bus 121 
through a non-removable memory interface Such as interface 
140, and magnetic disk drive 151 and optical disk drive 155 
are typically connected to the system bus 121 by a remov 
able memory interface, such as interface 150. 

0034. The drives and their associated computer storage 
media discussed above and illustrated in FIG. 1, provide 
storage of computer readable instructions, data structures, 
program modules and other data for the computer 110. In 
FIG. 1, for example, hard disk drive 141 is illustrated as 
storing operating system 144, application programs 145. 
other program modules 146, and program data 147. Note 
that these components can either be the same as or different 
from operating system 134, application programs 135, other 
program modules 136, and program data 137. Operating 
system 144, application programs 145, other program mod 
ules 146, and program data 147 are given different numbers 
here to illustrate that, at a minimum, they are different 
copies. A user may enter commands and information into the 
computer 20 through input devices such as a keyboard 162 
and pointing device 161, commonly referred to as a mouse, 
trackball or touchpad. Other input devices (not shown) may 
include a microphone, joystick, game pad, satellite dish, 
scanner, or the like. These and other input devices are often 
connected to the processing unit 120 through a user input 
interface 160 that is coupled to the system bus, but may be 
connected by other interface and bus structures, such as a 
parallel port, game port or a universal serial bus (USB). A 
monitor 191 or other type of display device is also connected 
to the system bus 121 via an interface. Such as a video 
interface 190. In addition to the monitor, computers may 
also include other peripheral output devices such as speakers 
197 and printer 196, which may be connected through an 
output peripheral interface 195. 

0035. The computer 110 may operate in a networked 
environment using logical connections to one or more 
remote computers, such as a remote computer 180. The 
remote computer 180 may be a personal computer, a server, 
a router, a network PC, a peer device or other common 
network node, and typically includes many or all of the 
elements described above relative to the computer 110. 
although only a memory storage device 181 has been 
illustrated in FIG. 1. The logical connections depicted in 
FIG. 1 include a local area network (LAN) 171 and a wide 
area network (WAN) 173, but may also include other 
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networks. Such networking environments are commonplace 
in offices, enterprise-wide computer networks, intranets and 
the Internet. 

0.036 When used in a LAN networking environment, the 
computer 110 is connected to the LAN 171 through a 
network interface or adapter 170. When used in a WAN 
networking environment, the computer 110 typically 
includes a modem 172 or other means for establishing 
communications over the WAN 173, such as the Internet. 
The modem 172, which may be internal or external, may be 
connected to the system bus 121 via the user input interface 
160, or other appropriate mechanism. In a networked envi 
ronment, program modules depicted relative to the computer 
110, or portions thereof, may be stored in the remote 
memory storage device. By way of example, and not limi 
tation, FIG. 1 illustrates remote application programs 185 as 
residing on memory device 181. It will be appreciated that 
the network connections shown are exemplary and other 
means of establishing a communications link between the 
computers may be used. 
0037. In some aspects, a pen digitizer 165 and accompa 
nying pen or stylus 166 are provided in order to digitally 
capture freehand input. Although a direct connection 
between the pen digitizer 165 and the user input interface 
160 is shown, in practice, the pen digitizer 165 may be 
coupled to the processing unit 110 directly, parallel port or 
other interface and the system bus 130 by any technique 
including wirelessly. Also, the pen 166 may have a camera 
associated with it and a transceiver for wirelessly transmit 
ting image information captured by the camera to an inter 
face interacting with bus 130. Further, the pen may have 
other sensing systems in addition to or in place of the camera 
for determining strokes of electronic ink including acceler 
ometers, magnetometers, and gyroscopes. 
0038. It will be appreciated that the network connections 
shown are illustrative and other techniques for establishing 
a communications link between the computers can be used. 
The existence of any of various well-known protocols such 
as TCP/IP. Ethernet, FTP, HTTP and the like is presumed, 
and the system can be operated in a client-server configu 
ration to permit a user to retrieve web pages from a web 
based server. Any of various conventional web browsers can 
be used to display and manipulate data on web pages. 

0039 FIG. 2 illustrates an illustrative tablet PC 201 that 
can be used in accordance with various aspects of the present 
invention. Any or all of the features, Subsystems, and 
functions in the system of FIG. 1 can be included in the 
computer of FIG. 2. Tablet PC 201 includes a large display 
Surface 202, e.g., a digitizing flat panel display, preferably, 
a liquid crystal display (LCD) screen, on which a plurality 
of windows 203 is displayed. Using stylus 204, a user can 
select, highlight, and/or write on the digitizing display 
Surface 202. Examples of Suitable digitizing display Surfaces 
202 include electromagnetic pen digitizers. Such as Mutoh 
or Wacom pen digitizers. Other types of pen digitizers, e.g., 
optical digitizers, may also be used. Tablet PC 201 interprets 
gestures made using stylus 204 in order to manipulate data, 
enter text, create drawings, and/or execute conventional 
computer application tasks such as spreadsheets, word pro 
cessing programs, and the like. 
0040. The stylus 204 may be equipped with one or more 
buttons or other features to augment its selection capabili 
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ties. In one embodiment, the stylus 204 could be imple 
mented as a “pencil or “pen”, in which one end constitutes 
a writing portion and the other end constitutes an "eraser 
end, and which, when moved across the display, indicates 
portions of the display are to be erased. Other types of input 
devices, such as a mouse, trackball, or the like could be used. 
Additionally, a user's own finger could be the stylus 204 and 
used for selecting or indicating portions of the displayed 
image on a touch-sensitive or proximity-sensitive display. 
Consequently, the term “user input device', as used herein, 
is intended to have a broad definition and encompasses 
many variations on well-known input devices such as stylus 
204. Region 205 shows a feedback region or contact region 
permitting the user to determine where the stylus 204 as 
contacted the display surface 202. 
0041. In various embodiments, the system provides an 
ink platform as a set of COM (component object model) 
services that an application can use to capture, manipulate, 
and store ink. One service enables an application to read and 
write ink using the disclosed representations of ink. The ink 
platform may also include a mark-up language including a 
language like the extensible markup language (XML). Fur 
ther, the system may use DCOM as another implementation. 
Yet further implementations may be used including the 
Win32 programming model and the .Net programming 
model from Microsoft Corporation. 
Processes for Parsing of Hierarchical Information 
0042 FIGS. 3-5 show various examples of parsing hier 
archical information. In FIG. 3, hierarchical information is 
parsed with every line being considered separate from each 
other line. While a user viewing the hierarchical information 
may note the information appearing in an outlined format, a 
parser of FIG.3 has only identified each line separately 301. 
A parsing of this type is detrimental for reusing the parsed 
content. While a user may immediately recognize the infor 
mation wrapping from one line to the next, the parser 
believes each line is a separate paragraph. The separate lines 
make modification or repurposing (for instance, converting 
to text) difficult because any new line wrapping would create 
new lines, not reformat the existing lines. 
0043. In FIG. 4, the parsing system of this example has 
identified lines into groups (for instance, groups 401, 402 
and 404) as having the same hierarchical level. However, the 
parsing system has not identified the content of section 403 
relating to the hierarchy of sections 401, 402, and 404. While 
a user may readily see how the lines of section 403 fit into 
the hierarchy of sections, the parser of FIG. 4 has only 
grouped lines having no left indent. Lines with a left indent 
(those in group 403) are considered separate and not part of 
the hierarchy of groups 401, 402, and 404. 
0044) In FIG. 5, the parsing system has identified each 
line as associated to other lines in the hierarchy. FIG. 5 
shows a total of 18 lines, of which there are 7 nodes, with 
each node being a separate paragraph. The paragraph start 
lines are lines 501, 504, 509, 510,511, 512, and 514 (these 
lines also include an identifier of a whole number {0,1,2,3 
. . . N}). The remaining lines are continuation lines repre 
sented here by the preceding whole number follows by a “c”. 
Of course, any other identification scheme may be used. 
Here, the labeling scheme is used to help identify to the 
reader how the hierarchical information is identified. 

0045 All hierarchical information includes a root node. 
Other nodes form a tree that expresses the hierarchical 
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nature of the information. Here, the other nodes of the tree 
contain blocks of text and may have a number of children. 
The rendering of the outline tree adds some complexity to 
the observed text as shown in FIG. 5. Each node may or may 
not be preceded by some form of bullet perhaps a symbol, 
number, letter, or their combination. The depth of the node 
in the tree determines the selection of the bullet and the 
formatting of the text in the node. Nodes which are deeper 
in the tree are typically indented further from the left margin. 
Additionally, long text blocks which cannot fit on a single 
line are wrapped to form “continuation' lines. Continuation 
lines are not bulleted and may have a different left indent 
than the initial bulleted line. It is important to emphasize that 
there are many possible ways of rendering the same outline 
structure. The user can select different types of bullets or 
different indentation schemes. 

0046) The set of observed bullets is quite large and may 
include: symbols such as dashes, stars, or dots; numbers 
Such as 1, 2, 3 or i, ii., iii.; and letters such as A, B, a, b, or 
c or combinations or alternatives. Each of the bullet types 
might include an embellishment Such as a parenthesis, 
period, or colon. In some cases list items have no labels at 
all. 

0047 FIG. 6 shows a process for parsing received infor 
mation into a hierarchical structure. Once the structure has 
been determined, the information may be manipulated by 
other applications and/or user. Information is received in 
step 601. In step 602, the received information may be 
rotated to adjust for any rotation in the lines of information. 
Further, the system may determine whether graphical ele 
ments exist in the received information and segments and 
removes the information assumed to be the graphical ele 
ments. If the received information is ink, then strokes are 
assumed to be already grouped into words and lines. The 
system then groups the lines into blocks. Finally annotations 
may be segmented and removed. 
0.048 Steps 603-606 relate to determining a hierarchical 
tree structure from the observed lines of information. The 
following describes a learning approach, which has been 
trained from a training set of examples for the key regulari 
ties necessary to label additional examples. 
0049. Two observations make the inference of outline 
structure much simpler. The first is that the lines within each 
block are naturally ordered from top to bottom on the page 
and that the nodes in the tree have the same depth first order. 
The second observation is that the hierarchical structure can 
be efficiently encoded by assigning each line a label. The 
labels encode both the depth of the node in the tree and 
whether the line is a continuation of the previous line (see 
FIG. 5). Given these two observations, the inference of the 
outline tree may be achieved as a line classification problem, 
where each line is classified into one of N depths and as a 
continuation or non-continuation. From the classification for 
each line, the tree structure can be computed in one pass. The 
issue then is how to classify each line. 
0050. The lines in each block of text are labeled using a 
Markov modeling framework introduced by Collins, 
referred to herein as the Collins Model. The Collins model 
is a more powerful generalization of a Hidden Markov 
Model. Like a hidden Markov model, the parameters of a 
Collins model are estimated using a set of training data. 
0051. As described above, the Collins model may be used 
for parsing ink into hierarchical form. Also, other models 
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may be used. As an example, an alternative model is to 
classify each line based on features computed from that line 
alone. Using the examples from below, a number of features 
may be computed for each line. Examples include: “left 
indent”, “right indent”, “left indent relative to the previous 
line”, “is a bullet present, etc. Using these features, one can 
attempt to learn a function that will correctly classify the 
line's depth and continuation. This simple scheme, because 
it is independent from line to line, has a difficult problem in 
labeling lines because context is very important. One simple 
extension is called “stacking’. In this case the features of the 
current line and the features of the Surrounding lines are used 
as input to the classifier for each line (the features are 
“stacked' into a single input vector). While this improves 
performance, the dependence between labels is not modeled. 
0052 The more powerful model is one that both stacks 
input features and propagates label dependencies. Hidden 
Markov models are appropriate for this process, but one 
technical assumption is violated, namely the independence 
of the observations given the hidden state. Since the input 
features are stacked, the same feature value appears many 
times for different input times. This is a serious violation of 
independence as required by the hidden Markov model. The 
Collins model addresses some of these issues. Other 
approaches that may be used include Conditional Random 
Fields and other non-generative Markov processes. 
0053. The Collins model and related models are beyond 
the scope of this description. Only the details related for an 
understanding of the operation and training of the model are 
described. 

0054 The model operates as follows: given a sequence of 
observations s, a sequence of labels l is desired. A Collins 
model uses a set of features f(1", 1", s, t), which are binary 
functions of a pair of labels, a sequence of observations S, 
and the time (or position in the sequence). The cost of a label 
sequence is defined as: 

CL, s)=XXA, f(l, l-1, s, t) 

where L is a sequence of labels in time {l} and are the 
model parameters. Given many labeled training examples 
{L', s', the learning process attempts to find a set of 
weights {..} such that 

0055. Note that each feature depends only on a pair of 
adjacent states. Of course, this may be modified to include 
additional states. 

0056. As a result terms from the summation may be 
divided into independent groups. This leads to an efficient 
minimization using dynamic programming (the algorithm is 
essentially equivalent to Vitterbi decoding of HMMs). The 
features as expressed above are in an abstract form, which 
does not provide much intuition for their operation. 
0057. In order to give provide a better understanding of 
the purpose and meaning of the features. It is valuable to 
consider a few examples. One may consider a particular 
form of feature which ignores the observations and time 
altogether. These could be rewritten as f{1, 1}. One 
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particular feature, for instance fra returns the value 1 if 
1=1 and l=4 and 0 otherwise (i.e. the state has transitioned 
from a line at depth 1 to depth 4). This transition is 
impossible due to the nature of the outline tree. To ensure 
that the model never outputs impossible labels, the learning 
process could assign the corresponding weight wra very 
large positive value. As a result any hypothetical label 
sequence including this transition is assigned a high cost. 
Conversely, fra (which tests for a transition from depth 1 to 
2) is a common occurrence could be assigned a negative or 
Small positive weight. 
0.058 Another type of feature can be used to encourage 
particular states. For example the hypothetical feature f 

to returns 1 if the current state is 1 and the left indent 
of the current line is less than 20 millimeters. This is a fairly 
common occurrence and it should be assigned a negative 
Weight. The feature f ide-soo is an uncommon occur 
rence and should be assigned a large positive weight. 
0059. The most complex type of feature relates two labels 
given some property of the observation. For example f 
ideo returns 1 if the current and previous labels are 

both 1 and the relative indent between the lines is less than 
20 millimeters. This too is a common occurrence and it 
should be assigned a negative weight. 
0060. Of course none of these weights are assigned by 
hand. Given a large set of features and a large set of 
examples, the Collins model is trained iteratively by gradu 
ally adjusting the weight vector until convergence. 
0061 The following describes extracting line features. 
The input to the feature extractor is a block of correctly 
grouped lines which have similar but otherwise arbitrary 
orientation. The first preprocessing step is to compute the 
line rotation angles and define the block coordinate. Then 
one can compensate for the rotation angle and proceed 
assuming all lines are horizontal and up-right. 
0062 Aspects of the present invention first determine a 
set of basic line features. These basic line features may be 
referred to as raw features. They include: the left, right, top 
and bottom line bounds, indent level and bullet type. Cal 
culating the line bounds is straightforward (although care 
needs to be taken in computing the top and bottom bounds 
because ink lines are not straight and the ascenders and 
descenders can be quite irregular). The procedures for indent 
level estimation and bullet detection are described below. 

0063 Indent Level Estimation: Indent levels are quan 
tized left indentations. Although the indent lengths may 
differ greatly between examples, the indent levels are rela 
tively stable, roughly corresponding to the outline depths 
(see FIGS. 8-10 below). The motivation for indent level 
estimation is to provide an approximate measure of the 
depth. Any standard method can be applied to this quanti 
Zation problem. One may use the K-means algorithm: start 
ing with an equidistant array of cluster centroids, assign the 
observations to the nearest centroids, update the centroids 
with the new members and iterate until the centroids no 
longer change. It is often observed in ink notes that the 
indent lengths of the same level gradually drift down the 
page. In such cases, quantizing the absolute indents directly 
may bury actual levels in spurious detections. 
0064. To alleviate this problem, one may carry out quan 
tization in two passes. In the first pass, one may quantize 
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relative indents and group neighboring lines that have Zero 
relative indents. In the second pass, one may quantize the 
average absolute indents of the line groups. Alternatively, no 
quantization may be performed. 

0065 Bullet Detection: Lists are very common structures 
in ink notes. Bullets signal the start of list items (paragraphs) 
and their presence can greatly reduce the uncertainty of 
outline labeling. The following describes a rule-based bullet 
detector which recognizes a small set of symbols and 
symbol-embellishment patterns, and exploits consistency 
between bullets to boost detection confidence. The algo 
rithm comprises four steps. First, for each line, one may 
generate several bullet candidates from the stroke clusters at 
the beginning of the line. Secondly, for each candidate, one 
computes features (such as width, height, aspect ratio, 
spatial and temporal distances to the rest of the line, etc.), try 
to recognize it as one of the types such as "dash” or 'ending 
with a parenthesis” (e.g., “1.a)”), and assign it a score in 
0.1 indicating the certainty of the candidate being a bullet. 
Thirdly, a score in O. 1 is computed for each pair of 
candidates indicating the degree of similarity between them. 
The final score of each candidate is a weighted sum of its 
self-score and all of its pair-scores, reflecting that the more 
the candidate looks like of a known bullet type AND the 
greater number of other candidates which resemble it, the 
more likely this candidate is an actual bullet. One may then 
accept a candidate and remove all of its conflicting candi 
dates in a highest-confidence-first fashion, until all candi 
dates have been processed or the highest score falls below a 
certain value. Preliminary experimental results have shown 
that this method is effective in detecting common ink bullets 
Such as dashes, dots, alphanumeric-dot combinations and 
even bullets of unknown types. The features it computes can 
also be utilized in learning-based bullet recognition. 
0066. The following describes primitive line features. 
The following table shows the primitive line features that 
may be used to produce test results. The features are divided 
into three categories depending on how much context At is 
used in their computation: )0(=At means only the raw 
features of line t are used;)1 (=At means the previous or next 
neighbor's raw features are also used, and so on. Length 
features can be normalized by various global statistics Such 
as the average line height in the block. 

Content Features Normalization 

At = 0 Line height 
Line width 
Left indent 
Right indent 
indent leve 
s the first line in the block 
s a bullet present 
s the bullet of type X 
Right indent normalized by the block width 

At = 1 Relative left indent O 1 
Relative right indent 0, 1 
inter-line distance O 1 
Same “is a bullet present status 
Same bullet type 
Relative indent level 
s relative indent level positive/negative 
The pair's line height ratio 
Relative right indent normalized by the 
arger line width 

s 1 
, 1 
, 1 
1 s 
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-continued 

Content Features Normalization 

At > 1 Is the indent level different from its 4 
neighbors indent level 
Is the line continuation of a list item 
Ratio between the next and previous inter 
line distances 

0067 For this table, normalization schemes may include 
the following: Normalization schemes: 0 not normalized, 
1—by average line height, 2 by the minimum interline 
distance, 3 by the median interline distance. All listed 
schemes for a feature are used. 

0068 Apparently, there are many meaningful ways of 
combining raw/derived features and what Table 1 enumer 
ates is merely a small portion. Instead of hand-engineering 
more features, the following takes a systematic approach to 
this problem. 
0069. The following describes how to combine primitive 
features into Collins Model features. Recall that the Collins 
model requires features of the form f(1", 1", s, t), which are 
dependent both on the current state (or pair of states) and the 
observation sequence. These features are formed from the 
primitive features using the training set. 
0070 Combination Filters. Based on the initial set of 
hand constructed filters, a set of combination filters are 
constructed. Each computes a random linear combination of 
a random subset of the hand constructed filters. 

0071 Binary Features. The mean and the variance for 
each continuous valued feature are estimated from the 
training set. The range is then portioned into 6 bins each 1 
standard deviation in width. A total of 6 binary features are 
created from each continuous feature. The binary feature 
takes on the value 1 if the continuous feature falls in the 
corresponding bin, and Zero otherwise. 
0072 Observation Features. One feature is generated for 
each triple {s.i.v. The feature returns 1 if the current state 
is s and binary feature i-V. Only those features which return 
1 for some example in the training set are retained. 
0.073 Transition Features. One feature is generated for 
each quadruple {s, s', i, V}. The feature returns 1 if the 
current state is S, the previous state is s', and binary feature 
i=V. Only those features which return 1 for some example in 
the training set are retained. 
Examples of Parsing of Hierarchical Information. 
0074 The following provides results of experimental 
data with a collection of 522 ink files created in Windows 
Journal(R) (by the Microsoft Corporation) on a TabletPC. All 
these files contain Substantial handwritten script showing 
interesting outline structures. The median and maximum 
numbers of lines in a block from this set are 15 and 66 
respectively. Strokes in each outline block have been cor 
rectly grouped into words and lines. Each line is labeled with 
its depth and if it is a continuation: title lines are labeled as 
0 or 0c, the rest lines are labeled as 1, 1c, 2, 2c and so on. 
Five examples are given in FIGS. 8-12. 
0075. The ground truth label for each line is shown as the 
only or first value in each label. The table may be partitioned 
into three sets: 371 for training, 75 for evaluation (observing 
if accuracy improves with the number of iterations) and 76 
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for final testing, roughly according to a 5:1:1 ratio. The 
following parameters are used in training: learning rate 0.2, 
decay rate 0.9 and number of iterations 10. The total number 
of filters used by the Collins model is 6058, which includes 
57 raw line features, 228 “stacked' filters, 1135 binarized 
filters. The remaining filters are equally split between 
OBSERVATION and TRANSITION. All experiments were 
carried out on an Intel 3 GHz PC with 2 GB RAM. Training 
takes about 28 minutes for 446 examples. Decoding is fast, 
taking 0.9 seconds for the largest file (66 lines). Note that 
neither the training nor the decoding program has been 
optimized for speed, and none of the parameters has been 
finely tuned. 

0076. The inference of outline labels can be considered as 
a two component classification problem, one dimension 
being the depth and the other being the continuation status. 
When only the continuation dimension is concerned, the 
problem reduces to paragraph segmentation labeling each 
line as 1 (paragraph start) or 1c (paragraph continued). 
Paragraph segmentation first is performed because finding 
paragraphs is a significant problem by itself and paragraph 
features can be very useful for outline classification. With 
good paragraph segmentation results available, outline fea 
tures such as “is the line continuation of a list item' (Table 
1 above) can be computed much more reliably. Also, there 
exists some correlation in the outline label set {0, 0c, 1, 1c, 
2, 2c, ... }—a 3c line becomes 3c largely because it follows 
a 3 line but otherwise it is not much different from other 
continuation classes. Such correlation introduces a certain 
amount of ambiguity into the outline classification results. 
The paragraph segmentation results are not affected by the 
correlation and incorporating them into outline classification 
helps to alleviate the ambiguity. 
0077 Finally, compared to outline inference, paragraph 
segmentation is a more Suitable test bed for the algorithmic 
framework because there is much less labeling ambiguity 
and there is more data relative to the number of classes and 
hence the results more truthfully represent the algorithm 
performance. 

0078. The following describes paragraph segmentation. 
The outline classification code can work directly on para 
graph segmentation after mapping the ground truth labels 
from {0, 0c, 1, 1c, 2, 2c, ... } to {1, 1c). One may measure 
the error on each example by the percentage of misclassified 
lines. Three types of error statistics are summarized in Table 
2. FIG. 7 is a plot of sorted errors on the 151 evaluation and 
testing examples. The curve remains low and flat except for 
a sharp rise towards the end, meaning that the algorithm 
performs fairly well on the majority of notes and errors 
concentrate on a very Small set of cases. 

Training Evaluation Testing 

Number of examples 371 75 76 
Average percentage of misclassified 7.1 11.4 10.4 
lines 
Percentage of files having 0% 38.4 28.0 34.2 
ed 

Percentage of files having 20% errors 88.2 80.0 84.2 
or less 

0079 When examining the failure cases, three factors 
emerged as the major sources of errors. The first is bullet 
detection error. The only misclassification in FIG. 9 is due 
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to the arrow bullet not being recognized. The second cause 
is that currently the system does not consider interaction 
between the outline structure and the rest of the page. The 
errors around the middle section in FIG. 10 are largely due 
to the removal of the graphical strokes and annotation by the 
side (in the dashed polygon). The third cause is ambiguity 
without full recognition. This technique mainly relies on 
geometric features and it can only do as well as one 
browsing ink notes without carefully reading into the con 
tent. For example, FIG. 8 shows an example with no errors. 
At a glance, the results look right. However, once one reads 
the sentences, it becomes clear that the 5th and the 6" lines 
should actually be labeled as 1. Such ambiguous cases are 
hard to label as well as to infer. Refining features and 
collecting more training data may help disambiguate some 
of the cases. 

0080 Potentially the error patterns can also be incorpo 
rated into UI design and user adaptation to improve parsing 
accuracy and end-to-end inking experience. FIG. 7. Sorted 
errors on the evaluation and testing examples. 82% (124 out 
of 151) examples have 20% or less misclassified lines. 
0081. The following describes outline labeling. By first 
running the paragraph segmentation algorithm, Some para 
graph features can be added to the outline labeling system 
(Table 1), and then the same training and decoding programs 
apply. One primitive paragraph feature one may include is 
“is this line a paragraph start. Again, the error is measured 
on each example by the percentage of misclassified lines and 
reports the error statistics in Table 3 below. 

Training Evaluation Testing 

Number of examples 371 75 76 
Average percentage of misclassified 32.7 39.6 48.1 
lines 
Percentage of files having 0% 17.5 17.3 9.2 
ed 

Percentage of files having 20% errors 43.2 34.7 34.2 
or less 

0082 FIGS. 11 and 12 show outline inference examples. 
Ground truth labels are shown as the first or only value. 
Predicted labels, if different from the ground truth, are 
shown right after ground truth values, if at all. 
0083. There is a lot of ambiguity in outline structures. It 
makes data labeling, training and performance evaluation 
much harder than in the paragraph segmentation problem. 
Ground truth data may be labeled by hand, and is therefore 
Subjective and includes significant variations. Variation 
between such alternative decisions for different example 
exists. This obscures boundaries between classes and makes 
training less effective. FIG. 11 is an example that is almost 
correct and FIG. 12 is an example that is almost entirely 
wrong. However, a closer examination reveals that these two 
files actually have similar structures and similar inference 
results. The discrepancy in the error rates is largely due to 
labeling ambiguities: (i) by labeling the title line in FIG. 12 
as a 1 instead of 0, most results are off by one depth level 
from the ground truth; (ii) the 3rd line in FIG. 11 requires 
understanding the content to parse right; (iii) the user 
intention for the 5th and 6th lines is unclear even after 
careful reading both the ground truth and the inferred 
results seem plausible. 
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0084. When exposed through user interfaces, many 
"errors' such as (i) may not even be noticeable by the user. 
This is because the labels may be absent from the display, 
rather only the relationships established by the labels pre 
served. In addition, users tolerance of errors increases with 
the amount of ambiguities; errors such as (ii) and (iii) are 
unlikely to cause much annoyance. The simplistic error 
metric one may use to produce the numbers in Table 3 does 
not reflect user experience well and should be interpreted 
with caution. 

0085 Hierarchical outline structure commonly occurs in 
user notes. Users want a scheme for editing the structure of 
these outlines, and perhaps for exporting them to word 
processing programs. The preceding description describes a 
system which interprets handwritten outline and automati 
cally extracts the correct structure with good reliability. 
0086) The described system attempts to label each line in 
a block of text with its “depth' in the outline tree and flags 
those lines which are part of the same tree node. A Markov 
model introduced by Collins is used to classify the lines. 
This model combines available line features, such as inden 
tation and length, to find a globally consistent assignment of 
line labels. The parameters of the Collins model may be 
learned from a set of training data. As a result the system is 
more robust than a hand engineered system. Finally, com 
putation of the line labels is fast, requiring less than 0.1 
seconds on typical ink pages. 
Training Examples 

0087 FIGS. 13 and 14 relate to the creation of training 
examples. FIG. 13 shows an illustrative user interface that 
may be used to create training examples, where the training 
examples may help adjust the model parameters of the 
algorithms described above. 
0088 Referring to FIG. 13, a user may use an interface 
that allows one to add labels to presented information. The 
labels are intended to be akin to the result of an ideal parsing 
system. A user interface is shown as display 1301. Display 
1301 displays information 1302. Here, information 1302 is 
handwritten ink. The parsing system parses the various lines 
of information and allows a user to add labels for the lines. 
For instance, the first line of information 1303 has been 
selected. The selection may or may not be highlighted or 
otherwise visually modified to indicate a user's selection. 
Here, the first line of information 1303 is surrounded by a 
bounding box and the ink emphasized. A user then enters a 
hierarchical label 1304. To assist the user, a region 1317 may 
or may not be displayed juxtaposed to a line of information. 
The region 1317 may provide a visual indication to a user 
that the user's input hierarchical information will be asso 
ciated with a currently selected line. A user may then move 
to other lines of information (using a mouse, pen, keyboard, 
trackball or other input device) and input additional hierar 
chical labels (for instance, labels 1305-1307. In addition to 
the hardware input devices, the user may use Software 
generated arrow keys 1308 or other software navigation 
techniques to navigate the lines of the received information 
1302. 

0089 FIG. 13 reflects an outline mode 1309 of informa 
tion 1302. Other modes may include a labeling mode 1310, 
a bullet mode 1311, and/or a reading order and direction 
mode 1312. FIG. 13 further shows how a system may or 
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may not highlight lines of information. For instance, the first 
line has been highlighted with a bounding box 1313. Other 
bounding boxes (1314-1316) may be associated with other 
lines. 

0090 FIG. 14 shows an illustrative process for adding 
labels to received information to create training examples, 
where the training examples may then be used to adjust 
model parameters of labeling algorithms. In step 1404. 
information is received. The information may be ink, draw 
ings, or graphical information (non-ASCII) information. 
The information may come from a storage 1401 (local or 
remote), directly from a user 1402, or as generated by a 
computer 1403 (for example, a system may generate random 
information so as to allow a user to parse the generated 
information into a hierarchical form). 
0091. In step 1405, the parsing system parses the 
received information into lines. Step 1405 is shown with a 
broken box to highlight the fact that the parsing of infor 
mation into lines may occur before or after receiving step 
1404. For instance, the information received in step 1404 
may have been previously parsed and stored in storage 1401, 
may have been previously parsed by the user entering 
information in step 1402, or may be generated as separate 
lines in step 1403. 
0092. In step 1406, the process receives a user's input, 
where the input is the label designates the hierarchical level 
of the line of the received information. In step 1407, the 
process associates the assigned label with the respective line 
of information. Next, in step 1408, the process stores at least 
the resulting association as at least part of a training 
example. Step 1408 may follow each association in step 
1407 or may follow a number of associations of step 1407. 
In some embodiments, the process may return to step 1406 
after the completion of step 1407 until each line in the 
received information has been labeled. One will readily 
appreciate that groups of associations may be stored in 
batches as compared to individually stored. 
0093. The training example created in step 1408 (or 
collection of training examples created from step 1408) may 
then be used to train an algorithm to more correctly label 
hierarchical information. 

0094. The present invention has been described in terms 
of preferred and exemplary embodiments thereof. Numerous 
other embodiments, modifications and variations within the 
Scope and spirit of the appended claims will occur to persons 
of ordinary skill in the art from a review of this disclosure. 

1. A process for recognizing hierarchical content of 
received non-textual information comprising the steps of: 

receiving non-textual information; 
determining raw features information; 
determining additional features from the raw features 

information; and 

computing a label for each line in said received informa 
tion. 

2. The process according to claim 1, wherein said deter 
mining additional features step further includes the step of 

determining primary line features. 
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3. The process according to claim 1, further including the 
step of: 

preprocessing the received information. 
4. The process according to claim 1, wherein said pre 

processing step further includes the step of 
rotating the received information. 
5. The process of claim 1, wherein said computing step 

includes application of a Collins model. 
6. The process of claim 1, wherein said computing step 

includes application of a Collins model having been trained 
with training data. 

7. A process for determining a hierarchical structure of 
non-textual information comprising the steps of: 

receiving non-textual information; 
processing lines of non-textual information as an obser 

Vation sequence S, 
processing the observation sequence S, to find a sequence 

of labels 1, such that a cost of the label sequence is: 

CL, s)=XXA, f(l, l-1, s, t) 

where L is a sequence of labels in time, S is the sequence 
of observations, t is the position in the Seqeuence, and 
{l} and are model parameters. 

8. The process according to claim 7, wherein the model 
parameters are determined by adjusting the model param 
eters to converge with labels in training examples. 

9. The process according to claim 7, further including the 
step of: 

determining model parameters using training examples 
{L', s) by finding a set of weights {..} such that 

10. The process according to claim 7, wherein each line 
is determined to include a number of features and where the 
features are used to assign a label to the line. 

11. The process according to claim 10, further comprising 
the step of: 

estimating an indent level for each line, said indent level 
being a feature. 

12. The process according to claim 10, further comprising 
the step of: 

determining if a bullet is present in a line, the existence of 
said bullet being a feature. 

13. A system for recognizing hierarchical content of 
received non-textual information comprising: 
means for receiving non-textual information; 
means for determining raw features information; 
means for determining additional features from the raw 

features information; and 
means for computing a label for each line in said received 

information. 
14. The system according to claim 13, wherein said means 

for determining additional features further comprises: 
means for determining primary line features. 
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15. The system according to claim 13, further comprising: 
means for preprocessing the received information. 
16. The system according to claim 13, wherein said means 

for preprocessing further comprises: 

means for rotating the received information. 
17. The system of claim 13, wherein said means for 

computing includes application of a Collins model. 
18. The system of claim 13, wherein said means for 

computing includes application of a Collins model having 
been trained with training data. 

19. A system for determining a hierarchical structure of 
non-textual information comprising: 

means for receiving non-textual information; 
means for processing lines of non-textual information as 

an observation sequences; 
means for processing the observation sequence S, to find 

a sequence of labels 1, such that a cost of the label 
sequence is: 

CL, s) =XXA, f(t, k-1, s, t). 

where L is a sequence of labels in time, S is the sequence 
of observations, t is the position in the sequence, and 
{l} and are model parameters. 

20. The system according to claim 19, wherein the model 
parameters are determined by adjusting the model param 
eters to converge with labels in training examples. 

21. The system according to claim 19, further comprising: 
means for determining model parameters using training 

examples (L', s'} by finding a set of weights {..} such 
that 

22. A system for parsing non-textual information into 
hierarchical form comprising: 

an input that receives non-textual information; 
a processor that uses conditional random fields to apply 

labels to lines of said non-textual information; 

an output that outputs labels associated with lines of said 
non-textual information where said labels describe the 
hierarchical form of said non-textual information. 

23. The system according to claim 22, wherein the con 
ditional random fields used to determine the labels is: 

CL, s) =XXA, f(t, k-1, s, t). 

where L is a sequence of labels in time, S is the sequence 
of observations, t is the position in the sequence, and 
{l} and are model parameters. 

24. The system according to claim 23, wherein the pro 
cessor uses model parameters that have been determined by 
model parameters using training examples (L', s) by 
finding a set of weights {..} such that 
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25. A computer-readable medium having a program 
stored thereon, said program for recognizing hierarchical 
content of received non-textual information, said program 
comprising the steps of: 

receiving non-textual information; 

determining raw features information; 

determining additional features from the raw features 
information; and 

computing a label for each line in said received informa 
tion. 

26. The computer-readable medium according to claim 
25, wherein said determining additional features step further 
includes the step of: 

determining primary line features. 
27. The computer-readable medium according to claim 

25, wherein said program further includes the step of: 

preprocessing the received information. 
28. The computer-readable medium according to claim 

25, wherein said preprocessing step further includes the step 
of: 

rotating the received information. 
29. The computer-readable medium of claim 25, wherein 

said computing step includes application of a Collins model. 
30. The computer-readable medium of claim 25, wherein 

said computing step includes application of a Collins model 
having been trained with training data. 

31. A computer-readable medium having a program 
stored thereon, said program for determining a hierarchical 
structure of non-textual information, said program compris 
ing the steps of 

receiving non-textual information; 

processing lines of non-textual information as an obser 
Vation sequence S. 

processing the observation sequence S, to find a sequence 
of labels 1, such that a cost of the label sequence is: 

CL, s)=XXA, f(l, l-1, s, t) 

where L is a sequence of labels in time, S is the sequence 
of observations, t is the position in the sequence, and 
{l} and w are model parameters. 

32. The computer-readable medium according to claim 
31, wherein the model parameters are determined by adjust 
ing the model parameters to converge with labels in training 
examples. 

33. The computer-readable medium according to claim 
31, said program further comprising the step of 

determining model parameters using training examples 
{L', s”) by finding a set of weights {..} such that 
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34. The computer-readable medium according to claim 36. The computer-readable medium according to claim 
31, wherein each line is determined to include a number of 34, wherein said program further comprises the step of: 
features and where the features are used to assign a label to 
the line. determining if a bullet is present in a line, the existence of 

35. The computer-readable medium according to claim said bullet being a feature. 
34, said program further comprising the step of 37-72. (canceled) 

estimating an indent level for each line, said indent level 
being a feature. k . . . . 


