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(57) ABSTRACT 

An apparatus, system, and method are disclosed for storage 
space recovery. A storage division selection module selects a 
first storage division for recovery. The first storage division 
comprises a portion of Solid-state storage in a solid-state 
storage device. A data recovery module reads valid data from 
the first storage division in response to selecting the first 
storage division for recovery. The data recovery module 
stores the valid data in a second storage division of the Solid 
state storage device. The data recovery module passes the 
valid data through at least a portion of a write data pipeline for 
the Solid-state storage device without passing the valid data to 
a host device and/or without routing the valid data outside of 
a solid-state storage controller for the solid-state storage 
device. 
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APPARATUS, SYSTEM, AND METHOD FOR 
STORAGE SPACE RECOVERY 

CROSS-REFERENCES TO RELATED 
APPLICATIONS 

0001. This application is a continuation of U.S. patent 
application Ser. No. 12/273,532 entitled “Apparatus, System, 
and Method for Storage Space Recovery After Reaching a 
Read Count Limit for David Flynn, et al. filed on Nov. 18, 
2008, which is a continuation-in-part of U.S. patent applica 
tion Ser. No. 11/952,101 entitled 'Apparatus, System, and 
Method for Storage Space Recovery in Solid-State Storage' 
for David Flynn, et al. filed on Dec. 6, 2007, which claims the 
benefit of U.S. Provisional Patent Application No. 60/873, 
111 entitled “Elemental BladeSystem” and filed on Dec. 6, 
2006 for David Flynn, et al., and U.S. Provisional Patent 
Application No. 60/974,470 entitled "Apparatus, System, and 
Method for Object-Oriented Solid-State Storage' and filed on 
Sep. 22, 2007 for David Flynn, et al., each of which are 
incorporated herein by reference. 

FIELD OF THE INVENTION 

0002 This invention relates to solid-state storage and 
more particularly relates to recovery of storage space in Solid 
state storage with a read count limit. 

BACKGROUND 

0003 Data storage devices are typically random access in 
that data accessed at a particular location can be modified and 
then put back in the same location. A data structure, file, or 
object may be divided and placed piecemeal in the data Stor 
age device in various locations where no data is stored or 
where data is marked invalid. While this method works well 
for devices such as a hard disk drive (“HDD’), using random 
access for Solid-state storage can be inefficient and can cause 
premature failure. 
0004. Using random access for solid-state storage can be 
inefficient because typically writing data often takes much 
longer than reading data. For flash memory, which is a type of 
Solid-state storage, changing a bit from a “Zero' state ("Zero” 
to a 'one' state ('one') usually takes longer than changing a 
bit from a one to a zero. This is the case for typical flash 
memory that uses capacitors as cells where a Zero equates to 
a discharged capacitor in a cell and a one equates to a charged 
capacitor in a cell. Typically, charging a capacitor takes 
longer than discharging a capacitor. 
0005. Using random access for solid-state storage can lead 
to premature failure of the Solid-state storage because typi 
cally each cell in a Solid-state storage device can only be 
written to a certain number of times before the cell begins to 
fail. Random access typically does not evenly distribute writ 
ing data over the Solid-state storage so some regions or 
addresses are used much more than other areas. This overuse 
of some areas can lead to premature failure of all or a portion 
of a solid-state storage device. 
0006. One form of overuse occurs when a portion of stor 
age is read numerous times. A phenomenon called “read 
disturb’ can affect data when adjacent data is being read 
numerous times. The data lines and control lines shared 
between the data and the adjacent data can disturb the data 
when the adjacent data is accessed and can cause bit errors 
that can remain undetected until the data is read. 

Sep. 25, 2014 

0007 Typical solid-state storage devices recover un-used 
storage space much the same way as non-Solid-state storage 
by treating the solid-state storage device as random access 
and marking unused storage space as available for reuse. This 
is problematic because the typical storage space recovery 
methods applied to solid-state storage Suffers the inefficien 
cies and failure tendencies as described above. 

SUMMARY OF THE INVENTION 

0008. From the foregoing discussion, it should be apparent 
that a need exists for an apparatus, system, and method that 
efficiently recover storage space and data in a solid-state 
storage device. Beneficially, Such an apparatus, system, and 
method would autonomously recover storage space in a bank 
within a solid-state storage device while other read and write 
operations occur on other banks of the solid-state storage 
device. In addition, the apparatus, system, and method would 
determine if an area of storage has been accessed during read 
operations an excessive amount Such that the area of storage 
being read becomes a candidate for recovery. 
0009. The present invention has been developed in 
response to the present state of the art, and in particular, in 
response to the problems and needs in the art that have not yet 
been fully solved by currently available storage space recov 
ery methods. Accordingly, the present invention has been 
developed to provide an apparatus, system, and method for 
storage space recovery after reaching a read count limit that 
overcome many orall of the above-discussed shortcomings in 
the art. 
0010. The apparatus to recover storage space in solid-state 
storage is provided with a plurality of modules configured to 
functionally execute the necessary steps of sequentially stor 
ing data packets, selecting a storage division for recovery, 
reads valid data in the selected storage division and copies the 
valid data to the next available storage location, and marks the 
selected storage division available for recovery. These mod 
ules in the described embodiments include a read module, a 
read counter module, a storage division selection module, and 
a data recovery module. 
0011. The read module reads at least a portion of a data 
packet stored in a first storage division. The first storage 
division includes a portion of Solid-state storage in a Solid 
state storage device. The read counter module increments a 
read counter in response to the read module reading data 
stored in the first storage division. The read counter corre 
sponds to the first storage division, where the solid-state 
storage device includes multiple of storage divisions and each 
storage division includes a separate read counter. The read 
counter limit module determines if the read counter corre 
sponding to the first storage division has reached a maximum 
read threshold. 
0012. The storage division selection module selects the 

first storage division for recovery in response to a read counter 
reaching the maximum read threshold. The read counter cor 
responds to the first storage division. In response to the Stor 
age division selection module selecting the first storage divi 
sion for recovery, the data recovery module that reads valid 
data packets from the first storage division, Stores the valid 
data packets in a second storage division in the Solid-state 
storage device, and updates a logical index with a new physi 
cal address of the valid data. The logical index includes a 
mapping of physical addresses of data packets stored in the 
Solid-state storage to logical identifiers corresponding to the 
data packets. These logical identifiers may be used by a host 
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or client and may be in the form of a Logical Block Address 
(“LBA), an Object Identifier (“OID), an Address Range, an 
Address within a thinly provisioned logical or physical space, 
or the like. 
0013. In one embodiment, the apparatus includes a read 
counter preliminary limit module, a storage division read 
module, and a storage division error module. The a read 
counter preliminary limit module determines if the read 
countercorresponding to the first storage division has reached 
a preliminary read threshold. The storage division read mod 
ule reads at least a portion of the data locations within the first 
storage division in response to the read counter preliminary 
limit module determining that the read countercorresponding 
to the first storage division has reached the preliminary read 
threshold. The storage division read module reads the data 
locations within the storage division to determine if errors 
exist in data stored in the storage division. The storage divi 
sion error module determines if errors identified by the stor 
age division read module have reached an error threshold. In 
the embodiment, the storage division selection module fur 
ther selects the first storage division for recovery in response 
to the storage division error module determining that the 
number of errors identified by the storage division read mod 
ule has reached the error threshold. 
0014. In one embodiment, in response to the read counter 
preliminary limit module determining that the read counter 
corresponding to the first storage division has reached the 
preliminary read threshold, the storage division error module 
also increases the preliminary read threshold by a predeter 
mined amount. In another embodiment, in response to the 
read counter limit module determining that the read counter 
corresponding to the first storage division has reached a maxi 
mum read threshold, the data recovery module also resets the 
read counter corresponding to the first storage division. 
0015. In one embodiment, the apparatus includes a thresh 
old adjustment module that adjusts at least the maximum read 
threshold. In one example, the threshold adjustment module 
adjusts at least the maximum read threshold based on amount 
of time that the Solid-state storage device is in operation, 
number of retired storage divisions, number of retired logical 
storage divisions where a logical storage division includes a 
group of storage divisions, number of erase cycles, number of 
program operations, read count, operating temperature, and/ 
or an environmental condition. In another example, the 
threshold adjustment module adjusts at least the maximum 
read threshold based on a number of times the storage divi 
sion selection module selected a storage division for recovery 
as a result of a number of errors found in one or more of a 
storage division, a chip, a group of chips, a die, a group of die, 
and a logical storage division wherein the logical storage 
division comprises a group of storage divisions. 
0016. In another embodiment, the threshold adjustment 
module adjusts at least the maximum read threshold based on 
statistical data, parameters, heuristics, rules, and/or algo 
rithms related to solid-state storage life expectancy and/or 
curve fitting data. In another embodiment, the threshold 
adjustment module adjusts at least the maximum read thresh 
old based on information from a management system, the 
information including information derived from one or more 
of test data related to solid-state storage, operational data 
collected from Solid-state storage in use, and data from a 
Solid-state storage Supplier. 
0017. In one embodiment, the threshold adjustment mod 
ule adjusts at least the maximum read threshold based on a 
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confidence factor, where the confidence factor includes a 
probability that data transmitted from the solid-state storage 
as a result of a read request will be error free. In another 
embodiment, the threshold adjustment module adjusts at least 
the maximum read threshold based on one or more of data 
resulting from testing of the Solid-state storage comprising 
the storage division, manufacturer representative test data, 
and data dependent upon configuration of the Solid-state Stor 
age. 

0018. In one embodiment, the apparatus includes an ECC 
module where the storage division selection module selects 
the first storage division for recovery in response to the ECC 
module reading one or more ECC blocks within the first 
storage block and determining that the one or more ECC 
blocks include a number of errors that exceeds one or more 
correction thresholds. In a further embodiment, the ECC 
module determines that the one or more ECC blocks exceeds 
the correction thresholds by one or more of determining a 
mean number of errors, determining a median number of 
errors, a distribution of errors, determining that at least one 
ECC block exceeds a correction threshold, and determining 
that one or more ECC blocks exceeds a first correction thresh 
old and a total number of errors of the one or more ECC 
blocks exceeds a second correction threshold. 

0019. In one embodiment, the apparatus includes a 
sequential storage module that sequentially writes data pack 
ets in a storage division of the Solid-state storage device. The 
data packets are stored sequentially on the Solid-state storage 
device in an order that the data packets are received from one 
or more clients and from a storage division marked for recov 
ery such that the sequentially stored data packets are stored 
contiguously within a storage division and include the data 
packets received from the one or more clients interspersed 
with the data packets received from a storage division marked 
for recovery. In another embodiment, the apparatus includes 
a storage division recovery determination module that deter 
mines if the first storage division is in a condition to be 
available for writing data packets in response to the data 
recovery module completing copying valid data from the first 
storage division. 
0020. In one example, the apparatus includes a storage 
division recovery module that marks the first storage division 
available for writing data packets in response to the data 
recovery module storing the valid data packets in a second 
storage division. In a related embodiment, a storage division 
is an erase block and the apparatus includes an erase module 
that erases an erase block selected for recovery prior to the 
storage division recovery module marking the erase block 
available for writing data packets. The erase module erases 
the erase block selected for recovery in response to the data 
recovery module copying valid data packets from the selected 
erase block. In another related embodiment, the apparatus 
includes a garbage marking module that identifies a data 
packet in a storage division as invalid in response to an opera 
tion indicating that the data packet is no longer valid. 
0021. In one case, the data packet in the storage division is 
a first data packet and an operation indicating that the first 
data packet is no longer valid includes writing a second data 
packet to the Solid-state storage device where the second data 
packet indicates that the first data packet is invalid. In another 
case, an operation indicating that the data packet is no longer 
valid includes a delete operation or a read-modify-write 
operation. The delete operation signifies that the data packet 
is to be deleted and the read-modify-write operation includes 
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reading the data packet, modifying the data packet, and writ 
ing the modified data packet to another location in the Solid 
state storage device. In another embodiment, identifying a 
data packet as invalid includes modifying an entry in the 
logical index to indicate that the data packet is invalid. In yet 
another embodiment, one or more of the storage division 
selection module, the data recovery module, and the storage 
division recovery determination module operate autono 
mously from the read module, the read counter module, and 
the read counter limit module. 
0022. In one embodiment, the storage division selection 
module selects a storage division for recovery by identifying 
a storage division with a low amount of wear. In a related 
embodiment, identifying a storage division with a low 
amount of wear includes identifying a storage division with 
one or more of a low number of erase cycles, a low read count, 
and a low bit error rate. 

0023. In one embodiment, the storage division selection 
module selects a storage division for recovery by identifying 
a storage division with a high amount of wear. In a related 
embodiment, identifying a storage division with a high 
amount of wear includes one or more of identifying a storage 
division with one or more of a high number of erase cycles, a 
high read count, a high bit error rate, a high bit error rate with 
a low read count, and a non-recoverable error-correcting code 
(“ECC) block. In another related embodiment, the storage 
division recovery module marks the storage division selected 
for recovery as unavailable for storing data. 
0024. In one embodiment, the storage division selection 
module selects a storage division for recovery by identifying 
a storage division with a high amount of invalid data. In 
another embodiment, the storage division selection module 
selects a storage division for recovery by identifying a storage 
division using a combination of two or more of a program 
count, erase cycle count, read count, bit error rate, amount of 
invalid data, erase cycles, and a non-recoverable ECC block. 
In another embodiment, the Solid-state storage is arranged in 
an array of storage elements and a storage division comprises 
a virtual storage division that includes a storage division 
within each storage element in a row of storage elements 
accessed together. 
0025. A system of the present invention is also presented 
to recover storage space after reaching a read count limit. The 
system may be embodied by a Solid-state storage device with 
a solid-state storage and a solid-state storage controller. The 
Solid-state storage includes one or more storage divisions, 
where each storage division includes a portion of the solid 
state storage. In particular, the Solid-state storage controller 
includes a read module, a read counter module, a read counter 
limit module, a storage division selection module, and a data 
recovery module, which are substantially similar to those 
described above. 
0026. A method of the present invention is also presented 
for recovering storage space after reaching a read count limit. 
The method in the disclosed embodiments substantially 
includes the steps necessary to carry out the functions pre 
sented above with respect to the operation of the described 
apparatus and system. In one embodiment, the method 
includes reading at least a portion of a data packet stored in a 
first storage division. The first storage division includes a 
portion of Solid-state storage in a Solid-state storage device. 
The method includes incrementing a read counter in response 
to reading data stored in the first storage division. The read 
counter corresponds to the first storage division. The Solid 
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state storage device includes multiple storage divisions and 
each storage division has a separate read counter. 
0027. The method includes determining if the read counter 
corresponding to the first storage division has reached a maxi 
mum read threshold. The method includes selecting the first 
storage division for recovery in response to a read counter 
reaching the maximum read threshold where the read counter 
corresponds to the first storage division. The method 
includes, in response to selecting the first storage division for 
recovery, reading valid data packets from the first storage 
division, storing the valid data packets in a second storage 
division in the Solid-state storage device, and updating a 
logical index with a new physical address of the valid data. 
The logical index includes a mapping of physical addresses of 
data packets stored in the Solid-state storage to logical iden 
tifiers corresponding to the data packets. 
0028. In one embodiment, the method includes determin 
ing if the read counter corresponding to the storage division 
has reached a preliminary read threshold and reading at least 
a portion of the data locations within the first storage division 
in response to determining that the read counter correspond 
ing to the first storage division has reached the preliminary 
read threshold, where the method reads the data locations 
within the storage division to determine if errors exist in data 
stored in the storage division. The method includes determin 
ing if a number of identified errors has reached an error 
threshold, and selecting the first storage division for recovery 
in response to determining that the number of identified errors 
has reached the error threshold. 

0029. In another embodiment, the method includes 
sequentially writing data packets in a storage division of the 
Solid-state storage device. The data packets are stored sequen 
tially on the Solid-state storage device in an order that the data 
packets are received from one or more clients and from a 
storage division marked for recovery such that the sequen 
tially stored data packets are stored contiguously within a 
storage division and comprise the data packets received from 
the one or more clients interspersed with the data packets 
received from a storage division marked for recovery. In 
another embodiment, the method includes marking the first 
storage division available for writing data packets in response 
to storing the valid data packets on a second storage division. 
In a related embodiment, a storage division is an erase block 
and the method includes erasing an erase block selected for 
recovery prior to marking the erase block available for writing 
data packets, wherein the erase block is erased in response to 
copying valid data packets from the selected erase block. 
0030 Reference throughout this specification to features, 
advantages, or similar language does not imply that all of the 
features and advantages that may be realized with the present 
invention should be or are in any single embodiment of the 
invention. Rather, language referring to the features and 
advantages is understood to mean that a specific feature, 
advantage, or characteristic described in connection with an 
embodiment is included in at least one embodiment of the 
present invention. Thus, discussion of the features and advan 
tages, and similar language, throughout this specification 
may, but do not necessarily, refer to the same embodiment. 
0031. Furthermore, the described features, advantages, 
and characteristics of the invention may be combined in any 
suitable manner in one or more embodiments. One skilled in 
the relevant art will recognize that the invention may be 
practiced without one or more of the specific features or 
advantages of a particular embodiment. In other instances, 
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additional features and advantages may be recognized in 
certain embodiments that may not be present in all embodi 
ments of the invention. 

0032. These features and advantages of the present inven 
tion will become more fully apparent from the following 
description and appended claims, or may be learned by the 
practice of the invention as set forth hereinafter. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0033. In order that the advantages of the invention will be 
readily understood, a more particular description of the inven 
tion briefly described above will be rendered by reference to 
specific embodiments that are illustrated in the appended 
drawings. Understanding that these drawings depict only 
typical embodiments of the invention and are not therefore to 
be considered to be limiting of its scope, the invention will be 
described and explained with additional specificity and detail 
through the use of the accompanying drawings, in which: 
0034 FIG. 1A is a schematic block diagram illustrating 
one embodiment of a system for data management in a solid 
state storage device in accordance with the present invention; 
0035 FIG. 1B is a schematic block diagram illustrating 
one embodiment of a system for object management in a 
storage device in accordance with the present invention; 
0036 FIG. 2A is a schematic block diagram illustrating 
one embodiment of an apparatus for object management in a 
storage device in accordance with the present invention; 
0037 FIG. 2B is a schematic block diagram illustrating 
one embodiment of a solid-state storage device controller in a 
Solid-state storage device in accordance with the present 
invention; 
0038 FIG.3 is a schematic block diagram illustrating one 
embodiment of a solid-state storage controller with a write 
data pipeline and a read data pipeline in a solid-state storage 
device in accordance with the present invention; 
0039 FIG. 4A is a schematic block diagram illustrating 
one embodiment of a bank interleave controller in the solid 
state storage controller in accordance with the present inven 
tion; 
0040 FIG. 4B is a schematic block diagram illustrating an 
alternate embodiment of a bank interleave controller in the 
Solid-state storage controller in accordance with the present 
invention; 
0041 FIG. 5 is a schematic flow chart diagram illustrating 
one embodiment of a method for managing data in a solid 
state storage device using a data pipeline in accordance with 
the present invention; 
0042 FIG. 6 is a schematic flow chart diagram illustrating 
another embodiment of a method for managing data in a 
Solid-state storage device using a data pipeline in accordance 
with the present invention; 
0043 FIG. 7 is a schematic flow chart diagram illustrating 
an embodiment of a method for managing data in a Solid-state 
storage device using a bank interleave in accordance with the 
present invention; 
0044 FIG. 8 is a schematic block diagram illustrating one 
embodiment of an apparatus for garbage collection in a solid 
state storage device in accordance with the present invention; 
0045 FIG.9 is a schematic flow chart diagram illustrating 
one embodiment of a method for garbage collection in a Solid 
state storage device in accordance with the present invention; 
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0046 FIG. 10 is a schematic flow chart diagram illustrat 
ing one embodiment of a method for storage space recovery 
after reaching a read count limit in accordance with the 
present invention; and 
0047 FIG. 11 is a schematic flow chart diagram illustrat 
ing an alternate embodiment of a method for storage space 
recovery after reaching a read count limit in accordance with 
the present invention. 

DETAILED DESCRIPTION OF THE INVENTION 

0048 Many of the functional units described in this speci 
fication have been labeled as modules, in order to more par 
ticularly emphasize their implementation independence. For 
example, a module may be implemented as a hardware circuit 
comprising custom VLSI circuits orgate arrays, off-the-shelf 
semiconductors such as logic chips, transistors, or other dis 
crete components. A module may also be implemented in 
programmable hardware devices such as field programmable 
gate arrays, programmable array logic, programmable logic 
devices or the like. 
0049 Modules may also be implemented in software for 
execution by various types of processors. An identified mod 
ule of executable code may, for instance, comprise one or 
more physical or logical blocks of computer instructions 
which may, for instance, be organized as an object, procedure, 
or function. Nevertheless, the executables of an identified 
module need not be physically located together, but may 
comprise disparate instructions stored in different locations 
which, when joined logically together, comprise the module 
and achieve the stated purpose for the module. 
0050 Indeed, a module of executable code may be a single 
instruction, or many instructions, and may even be distributed 
over several different code segments, among different pro 
grams, and across several memory devices. Similarly, opera 
tional data may be identified and illustrated herein within 
modules, and may be embodied in any suitable form and 
organized within any Suitable type of data structure. The 
operational data may be collected as a single data set, or may 
be distributed over different locations including over different 
storage devices, and may exist, at least partially, merely as 
electronic signals on a system or network. Where a module or 
portions of a module are implemented in Software, the Soft 
ware portions are stored on one or more computer readable 
media. 
0051 Reference throughout this specification to “one 
embodiment,” “an embodiment, or similar language means 
that a particular feature, structure, or characteristic described 
in connection with the embodiment is included in at least one 
embodiment of the present invention. Thus, appearances of 
the phrases “in one embodiment,” “in an embodiment, and 
similar language throughout this specification may, but do not 
necessarily, all refer to the same embodiment. 
0.052 Reference to a signal bearing medium may take any 
form capable of generating a signal, causing a signal to be 
generated, or causing execution of a program of machine 
readable instructions on a digital processing apparatus. A 
signal bearing medium may be embodied by a transmission 
line, a compact disk, digital-Video disk, a magnetic tape, a 
Bernoulli drive, a magnetic disk, a punch card, flash memory, 
integrated circuits, or other digital processing apparatus 
memory device. 
0053. Furthermore, the described features, structures, or 
characteristics of the invention may be combined in any Suit 
able manner in one or more embodiments. In the following 
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description, numerous specific details are provided. Such as 
examples of programming, Software modules, user selec 
tions, network transactions, database queries, database struc 
tures, hardware modules, hardware circuits, hardware chips, 
etc., to provide a thorough understanding of embodiments of 
the invention. One skilled in the relevant art will recognize, 
however, that the invention may be practiced without one or 
more of the specific details, or with other methods, compo 
nents, materials, and so forth. In other instances, well-known 
structures, materials, or operations are not shown or described 
in detail to avoid obscuring aspects of the invention. 
0054 The schematic flow chart diagrams included herein 
are generally set forth as logical flow chart diagrams. As such, 
the depicted order and labeled steps are indicative of one 
embodiment of the presented method. Other steps and meth 
ods may be conceived that are equivalent in function, logic, or 
effect to one or more steps, or portions thereof, of the illus 
trated method. Additionally, the format and symbols 
employed are provided to explain the logical steps of the 
method and are understood not to limit the scope of the 
method. Although various arrow types and line types may be 
employed in the flow chart diagrams, they are understood not 
to limit the scope of the corresponding method. Indeed, some 
arrows or other connectors may be used to indicate only the 
logical flow of the method. For instance, an arrow may indi 
cate a waiting or monitoring period of unspecified duration 
between enumerated steps of the depicted method. Addition 
ally, the order in which a particular method occurs may or 
may not strictly adhere to the order of the corresponding steps 
shown. 

Solid-State Storage System 

0055 FIG. 1A is a schematic block diagram illustrating 
one embodiment of a system 100 for data management in a 
Solid-state storage device in accordance with the present 
invention. The system 100 includes a solid-state storage 
device 102, a solid-state storage controller 104, a write data 
pipeline 106, a read data pipeline 108, a solid-state storage 
110, a computer 112, a client 114, and a computer network 
116, which are described below. 
0056. The system 100 includes at least one solid-state 
storage device 102. In another embodiment, the system 100 
includes two or more solid-state storage devices 102. Each 
Solid-state storage device 102 may include non-volatile, 
Solid-state storage 110. Such as flash memory, nano random 
access memory ("nano RAM or NRAM), magneto-resistive 
RAM (“MRAM), dynamic RAM (“DRAM), phase change 
RAM (“PRAM), etc. The solid-state storage device 102 is 
described in more detail with respect to FIGS. 2 and 3. The 
solid-state storage device 102 is depicted in a computer 112 
connected to a client 114 through a computer network 116. In 
one embodiment, the solid-state storage device 102 is internal 
to the computer 112 and is connected using a system bus, Such 
as a peripheral component interconnect express (“PCI-e') 
bus, a Serial Advanced Technology Attachment ("serial 
ATA) bus, or the like. In another embodiment, the solid-state 
storage device 102 is external to the computer 112 and is 
connected, a universal serial bus (“USB) connection, an 
Institute of Electrical and Electronics Engineers (“IEEE) 
1394 bus (“FireWire”), or the like. In other embodiments, the 
Solid-state storage device 102 is connected to the computer 
112 using a peripheral component interconnect (PCI) 
express bus using external electrical or optical bus extension 
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or bus networking solution such as Infiniband or PCI Express 
Advanced Switching (“PCIe-AS), or the like. 
0057. In various embodiments, the solid-state storage 
device 102 may be in the form of a dual-inline memory 
module (“DIMM), a daughter card, or a micro-module. In 
another embodiment, the solid-state storage device 102 is an 
element within a rack-mounted blade. In another embodi 
ment, the solid state storage device 102 is contained within a 
package that is integrated directly onto a higher level assem 
bly (e.g. mother board, lap top, graphics processor). In 
another embodiment, individual components comprising the 
Solid-state storage device 102 are integrated directly onto a 
higher level assembly without intermediate packaging. 
0058. The solid-state storage device 102 includes one or 
more solid-state storage controllers 104, each may include a 
write data pipeline 106 and a read data pipeline 108 and each 
includes a solid-state storage 110, which are described in 
more detail below with respect to FIGS. 2 and 3. 
0059. The system 100 includes one or more computers 
112 connected to the solid-state storage device 102. A com 
puter 112 may be a host, a server, a storage controller of a 
storage area network ("SAN), a workstation, a personal 
computer, a laptop computer, a handheld computer, a Super 
computer, a computer cluster, a network Switch, router, or 
appliance, a database or storage appliance, a data acquisition 
or data capture system, a diagnostic system, a test system, a 
robot, a portable electronic device, a wireless device, or the 
like. In another embodiment, a computer 112 may be a client 
and the solid-state storage device 102 operates autonomously 
to service data requests sent from the computer 112. In this 
embodiment, the computer 112 and solid-state storage device 
102 may be connected using a computer network, system bus, 
or other communication means Suitable for connection 
between a computer 112 and an autonomous solid-state Stor 
age device 102. 
0060. In one embodiment, the system 100 includes one or 
more clients 114 connected to one or more computer 112 
through one or more computer networks 116. A client 114 
may be a host, a server, a storage controller of a SAN, a 
workstation, a personal computer, a laptop computer, a hand 
held computer, a Supercomputer, a computer cluster, a net 
work Switch, router, or appliance, a database or storage appli 
ance, a data acquisition or data capture system, a diagnostic 
system, a test system, a robot, a portable electronic device, a 
wireless device, or the like. The computer network 116 may 
include the Internet, a wide area network (“WAN”), a metro 
politan area network (MAN), a local area network 
(“LAN”), a token ring, a wireless network, a fiber channel 
network, a SAN, network attached storage (“NAS), 
ESCON, or the like, or any combination of networks. The 
computer network 116 may also include a network from the 
IEEE 802 family of network technologies, such Ethernet, 
token ring, WiFi, WiMax, and the like. 
0061 The computer network 116 may include servers, 
Switches, routers, cabling, radios, and other equipment used 
to facilitate networking computers 112 and clients 114. In one 
embodiment, the system 100 includes multiple computers 
112 that communicate as peers over a computer network 116. 
In another embodiment, the system 100 includes multiple 
Solid-state storage devices 102 that communicate as peers 
over a computer network 116. One of skill in the art will 
recognize other computer networks 116 comprising one or 
more computer networks 116 and related equipment with 
single or redundant connection between one or more clients 
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114 or other computer with one or more solid-state storage 
devices 102 or one or more solid-state storage devices 102 
connected to one or more computers 112. In one embodiment, 
the system 100 includes two or more solid-state storage 
devices 102 connected through the computer network 118 to 
a client 116 without a computer 112. 
0062 Storage Controller-Managed Objects 
0063 FIG. 1B is a schematic block diagram illustrating 
one embodiment of a system 101 for object management in a 
storage device in accordance with the present invention. The 
system 101 includes one or more storage device 150, each 
with a storage controller 152 and one or more data storage 
devices 154, and one or more requesting devices 155. The 
storage devices 152 are networked together and coupled to 
one or more requesting devices 155. The requesting device 
155 sends object requests to a storage device 150a. An object 
request may be a request to create an object, a request to write 
data to an object, a request to read data from an object, a 
request to delete an object, a request to checkpoint an object, 
a request to copy an object, and the like. One of skill in the art 
will recognize other object requests. 
0064. In one embodiment, the storage controller 152 and 
data storage device 154 are separate devices. In another 
embodiment, the storage controller 152 and data storage 
device 154 are integrated into one storage device 150. In 
another embodiment, a data storage device 154 is a Solid-state 
storage 110 and the storage controller is a solid-state storage 
device controller 202. In other embodiments, a data storage 
device 154 may be a hard disk drive, an optical drive, tape 
storage, or the like. In another embodiment, a storage device 
150 may include two or more data storage devices 154 of 
different types. 
0065. In one embodiment, the data storage device 154 is a 
Solid-state storage 110 and is arranged as an array of Solid 
state storage elements 216, 218, 220. In another embodiment, 
the Solid-state storage 110 is arranged in two or more banks 
214a-n. Solid-state storage 110 is described in more detail 
below with respect to FIG. 2B. 
0066. The storage devices 150a-n may be networked 
together and act as a distributed Storage device. The storage 
device 150a coupled to the requesting device 155 controls 
object requests to the distributed Storage device. In one 
embodiment, the storage devices 150 and associated Storage 
controllers 152 manage objects and appear to the requesting 
device(s) 155 as a distributed object file system. In this con 
text, a parallel object file system is an example of a type of 
distributed object file system. In another embodiment, the 
storage devices 150 and associated storage controllers 152 
manage objects and appear to the requesting device 155(s) as 
distributed object file servers. In this context, a parallel object 
file server is an example of a type of distributed object file 
server. In these and other embodiments the requesting device 
155 may exclusively manage objects or participate in man 
aging objects in conjunction with storage devices 150; this 
typically does not limit the ability of storage devices 150 to 
fully manage objects for other clients 114. In the degenerate 
case, each distributed storage device, distributed object file 
system and distributed object file server can operate indepen 
dently as a single device. The networked storage devices 
150a-n may operate as distributed storage devices, distrib 
uted object file systems, distributed object file servers, and 
any combination thereof having images of one or more of 
these capabilities configured for one or more requesting 
devices 155. Fore example, the storage devices 150 may be 
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configured to operate as distributed Storage devices for a first 
requesting device 155a, while operating as distributed stor 
age devices and distributed object file systems for requesting 
devices 155b. Where the system 101 includes one storage 
device 150a, the storage controller 152a of the storage device 
150a manages objects may appear to the requesting device(s) 
155 as an object file system or an object file server. 
0067. In one embodiment where the storage devices 150 
are networked together as a distributed storage device, the 
storage devices 150 serve as a redundant array of independent 
drives (“RAID) managed by one or more distributed storage 
controllers 152. For example, a request to write a data seg 
ment of an object results in the data segment being stripped 
across the data storage devices 154a-n with a parity stripe, 
depending upon the RAID level. One benefit of such an 
arrangement is that such an object management system may 
continue to be available when a single storage device 150 has 
a failure, whether of the storage controller 152, the data 
storage device 154, or other components of storage device 
150. 

0068. When redundant networks are used to interconnect 
the storage devices 150 and requesting devices 155, the object 
management system may continue to be available in the pres 
ence of network failures as long as one of the networks 
remains operational. A system 101 with a single storage 
device 150a may also include multiple data storage devices 
154a and the storage controller 152a of the storage device 
150a may act as a RAID controller and stripe the data seg 
ment across the data storage devices 154a of the storage 
device 150a and may include a parity stripe, depending upon 
the RAID level. 

0069. In one embodiment, where the one or more storage 
devices 150a-n are solid-state storage devices 102 with a 
solid-state storage device controller 202 and solid-state stor 
age 110, the solid-state storage device(s) 102 may be config 
ured in a DIMM configuration, daughter card, micro-module, 
etc. and reside in a computer 112. The computer 112 may be 
a server or similar device with the solid-state storage devices 
102 networked together and acting as distributed RAID con 
trollers. Beneficially, the storage devices 102 may be con 
nected using PCI-e, PCIe-AS, Infiniband or other high-per 
formance bus, switched bus, networked bus, or network and 
may provide a very compact, high performance RAID storage 
system with single or distributed Solid-state storage control 
lers 202 autonomously striping a data segment across Solid 
state storage 110a-n. 
0070. In one embodiment, the same network used by the 
requesting device 155 to communicate with storage devices 
150 may be used by the peer storage device 150a to commu 
nicate with peer storage devices 150b-n to accomplish RAID 
functionality. In another embodiment, a separate network 
may be used between the storage devices 150 for the purpose 
of RAIDing. In another embodiment, the requesting devices 
155 may participate in the RAIDing process by sending 
redundant requests to the storage devices 150. For example, 
requesting device 155 may send a first object write request to 
a first storage device 150a and a second object write request 
with the same data segment to a second storage device 150b 
to achieve simple mirroring. 
(0071. With the ability for object handling within the stor 
age device(s) 102, the storage controller(s) 152 uniquely have 
the ability to store one data segment or object using one RAID 
level while another data segment or object is stored using a 
different RAID level or without RAID striping. These mul 
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tiple RAID groupings may be associated with multiple parti 
tions within the storage devices 150. RAID 0, RAID 1, 
RAID5, RAID6 and composite RAID types 10, 50, 60, can be 
Supported simultaneously across a variety of RAID groups 
comprising data storage devices 154a-n. One skilled in the art 
will recognize other RAID types and configurations that may 
also be simultaneously supported. 
0072 Also, because the storage controller(s) 152 operate 
autonomously as RAID controllers, the RAID controllers can 
perform progressive RAIDing and can transform objects or 
portions of objects striped across data storage devices 154 
with one RAID level to another RAID level without the 
requesting device 155 being affected, participating or even 
detecting the change in RAID levels. In the preferred embodi 
ment, progressing the RAID configuration from one level to 
another level may be accomplished autonomously on an 
object or even a packet bases and is initiated by a distributed 
RAID control module operating in one of the storage devices 
150 or the storage controllers 152. Typically, RAID progres 
sion will be from a higher performance and lower efficiency 
storage configuration Such as RAID1 to a lower performance 
and higher storage efficiency configuration Such as RAID5 
where the transformation is dynamically initiated based on 
the frequency of access. But, one can see that progressing the 
configuration from RAID5 to RAID1 is also possible. Other 
processes for initiating RAID progression may be configured 
or requested from clients or external agents such a storage 
system management server request. One of skill in the art will 
recognize other features and benefits of a storage device 102 
with a storage controller 152 that autonomously manages 
objects. 

Apparatus for Storage Controller-Managed Objects 

0073 FIG. 2A is a schematic block diagram illustrating 
one embodiment of an apparatus 200 for object management 
in a storage device in accordance with the present invention. 
The apparatus 200 includes a storage controller 152 with an 
object request receiver module 260, a parsing module 262, a 
command execution module 264, a logical index module 266, 
an object request queuing module 268, a packetizer 302 with 
a messages module 270, and a logical index reconstruction 
module 272, which are described below. 
0074 The storage controller 152 is substantially similar to 
the storage controller 152 described in relation to the system 
102 of FIG. 1B and may be a solid-state storage device con 
troller 202 described in relation to FIG. 2. The apparatus 200 
includes an object request receiver module 260 that receives 
an object request from one or more requesting devices 155. 
For example, for a store object data request, the storage con 
troller 152 stores the data segment as a data packet in a data 
storage device 154 coupled to the storage controller 152. The 
object request is typically directed at a data segment stored or 
to be stored in one or more object data packets for an object 
managed by the storage controller. The object request may 
request that the storage controller 152 create an object to be 
later filled with data through later object request which may 
utilize a local or remote direct memory access ("DMA. 
“RDMA) transfer. 
0075. Hereinafter, a data packet may refer to data stored as 
one or more logical blocks, physical blocks, arbitrarily sized 
constant or variable storage units, each with or without asso 
ciated metadata, and index metadata. The data may come 
from a data structure, a file, an object, or other data construct 
used by a host or client 114. Hereinafter a data structure, a file, 
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an object, or other data construct is typically referred to as an 
“object.” Typically this “object' is identified by the host or 
client 114 using a logical identifier. Typically, a logical index 
is used to associate the logical identifier with the one or more 
physical address where the one or more packets of the data are 
stored. 
0076. In one embodiment, the object request is a write 
request to write all or part of an object to a previously created 
object. In one example, the write request is for a data segment 
of an object. The other data segments of the object may be 
written to the storage device 150 or to other storage devices 
152. In another example, the write request is for an entire 
object. In another example, the object request is to read data 
from a data segment managed by the storage controller 152. 
In yet another embodiment, the object request is a delete 
request to delete a data segment or object. 
0077 Advantageously, the storage controller 152 can 
accept write requests that do more than write a new object or 
append data to an existing object. For example, a write request 
received by the object request receiver module 260 may 
include a request to add data ahead of data stored by the 
storage controller 152, to insert data into the stored data, or to 
replace a segment of data. The logical index maintained by 
the storage controller 152 provides the flexibility required for 
these complex write operations that is not available in other 
storage controllers, but is currently available only outside of 
storage controllers in file systems of servers and other com 
puters. 
0078. The apparatus 200 includes a parsing module 262 
that parses the object request into one or more commands. 
Typically, the parsing module 262 parses the object request 
into one or more buffers. For example, one or more com 
mands in the object request may be parsed into a command 
buffer. Typically the parsing module 262 prepares an object 
request so that the information in the object request can be 
understood and executed by the storage controller 152. One 
of skill in the art will recognize other functions of a parsing 
module 262 that parses an object request into one or more 
commands. 

007.9 The apparatus 200 includes a command execution 
module 264 that executes the command(s) parsed from the 
object request. In one embodiment, the command execution 
module 264 executes one command. In another embodiment, 
the command execution module 264 executes multiple com 
mands. Typically, the command execution module 264 inter 
prets a command parsed from the object request, Such as a 
write command, and then creates, queues, and executes Sub 
commands. For example, a write command parsed from an 
object request may direct the storage controller 152 to store 
multiple data segments. The object request may also include 
required attributes such as encryption, compression, etc. The 
command execution module 264 may direct the storage con 
troller 152 to compress the data segments, encrypt the data 
segments, create one or more data packets and associated 
headers for each data packet, encrypt the data packets with a 
media encryption key, add error correcting code, and store the 
data packets a specific location. Storing the data packets at a 
specific location and other Subcommands may also be broken 
down into other lower level subcommands. One of skill in the 
art will recognize other ways that the command execution 
module 264 can execute one or more commands parsed from 
an object request. 
0080. The apparatus 200 includes a logical index module 
266 that creates an object entry in a logical index in response 
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to the storage controller 152 creating an object or storing the 
data segment of the object. Typically, the storage controller 
152 creates a data packet from the data segment and the 
location of where the data packet is stored is assigned at the 
time the data segment is stored. Object metadata received 
with a data segment or as part of an object request may be 
stored in a similar way. 
0081. The logical index module 266 creates an object 
entry into a logical index at the time the data packet is stored 
and the physical address of the data packet is assigned. The 
object entry includes a mapping between a logical identifier 
of the object and one or more physical addresses correspond 
ing to where the storage controller 152 stored one or more 
data packets and any object metadata packets. In another 
embodiment, the entry in the logical index is created before 
the data packets of the object are stored. For example, if the 
storage controller 152 determines a physical address of where 
the data packets are to be stored earlier, the logical index 
module 266 may create the entry in the logical index earlier. 
0082 Typically, when an object request or group of object 
requests results in an object or data segment being modified, 
possibly during a read-modify-write operation, the logical 
index module 266 updates an entry in the logical index cor 
responding the modified object. In one embodiment, the logi 
cal index creates a new object and a new entry in the logical 
index for the modified object. Typically, where only a portion 
of an object is modified, the object includes modified data 
packets and some data packets that remain unchanged. In this 
case, the new entry includes a mapping to the unchanged data 
packets as where they were originally written and to the 
modified objects written to a new location. 
0083. In another embodiment, where the object request 
receiver module 260 receives an object request that includes 
a command that erases a data block or other object elements, 
the storage controller 152 may store at least one packet Such 
as an erase packet that includes information including a ref 
erence to the object, relationship to the object, and the size of 
the data block erased. Additionally, it may further indicate 
that the erased object elements are filled with zeros. Thus, the 
erase object request can be used to emulate actual memory or 
storage that is erased and actually has a portion of the appro 
priate memory/storage actually stored with Zeros in the cells 
of the memory/storage. 
0084 Beneficially, creating a logical index with entries 
indicating mapping between data segments and metadata of 
an object allows the storage controller 152 to autonomously 
handle and manage objects. This capability allows a great 
amount of flexibility for storing data in the storage device 
150. Once the index entry for the object is created, subsequent 
object requests regarding the object can be serviced effi 
ciently by the storage controller 152. 
0085. In one embodiment, the storage controller 152 
includes an object request queuing module that queues one or 
more object requests received by the object request receiver 
module 260 prior to parsing by the parsing module 262. The 
object request queuing module 268 allows flexibility between 
when an object request is received and when it is executed. 
I0086. In another embodiment, the storage controller 152 
includes a packetizer 302 that creates one or more data pack 
ets from the one or more data segments where the data packets 
are sized for storage in the data storage device 154. The 
packetizer 302 is described below in more detail with respect 
to FIG. 3. The packetizer 302 includes, in one embodiment, a 
messages module 270 that creates a header for each packet. 
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The header includes a packet identifier and a packet length. 
The packet identifier relates the packet to the object for which 
the packet was formed. 
I0087. In one embodiment, each packet includes a packet 
identifier that is self-contained in that the packet identifier 
contains adequate information to identify the object and rela 
tionship within the object of the object elements contained 
within the packet. However, a more efficient preferred 
embodiment is to store packets in containers. 
0088 A container is a data construct that facilitates more 
efficient storage of packets and helps establish relationships 
between an object and data packets, metadata packets, and 
other packets related to the object that are stored within the 
container. Note that the storage controller 152 typically treats 
object metadata received as part of an object and data seg 
ments in a similar manner. Typically “packet may refer to a 
data packet comprising data, a metadata packet comprising 
metadata, or another packet of another packet type. An object 
may be stored in one or more containers and a container 
typically includes packets for no more than one unique object. 
An object may be distributed between multiple containers. 
Typically a container is stored within a single logical erase 
block (storage division) and is typically never split between 
logical erase blocks. 
I0089. A container, in one example, may be split between 
two or more logical/virtual pages. A container is identified by 
a container label that associates that container with an object. 
A container may contain Zero to many packets and the packets 
within a container are typically from one object. A packet 
may be of many object element types, including object 
attribute elements, object data elements, logical index ele 
ments, and the like. Hybrid packets may be created that 
include more than one object element type. Each packet may 
contain Zero to many elements of the same element type. Each 
packet within a container typically contains a unique identi 
fier that identifies the relationship to the object. 
0090. Each packet is associated with one container. In a 
preferred embodiment, containers are limited to an erase 
block so that at or near the beginning of each erase block a 
container packet can be found. This helps limit data loss to an 
erase block with a corrupted packet header. In this embodi 
ment, if the logical index is unavailable and a packet header 
within the erase block is corrupted, the contents from the 
corrupted packet header to the end of the erase block may be 
lost because there is possibly no reliable mechanism to deter 
mine the location of Subsequent packets. In another embodi 
ment, a more reliable approach is to have a container limited 
to a page boundary. This embodiment requires more header 
overhead. In another embodiment, containers can flow across 
page and erase block boundaries. This requires less header 
overhead but a larger portion of data may be lost if a packet 
header is corrupted. For these several embodiments it is 
expected that some type of RAID is used to further ensure 
data integrity. 
0091. In one embodiment, the apparatus 200 includes a 
logical index reconstruction module 272 that that recon 
structs the entries in the logical index using information from 
packet headers stored in the data storage device 154. In one 
embodiment, the logical index reconstruction module 272 
reconstructs the entries of the logical index by reading head 
ers to determine the object to which each packet belongs and 
sequence information to determine where in the object the 
data or metadata belongs. The logical index reconstruction 
module 272 uses physical address information for each 
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packet and timestamp or sequence information to create a 
mapping between the physical locations of the packets and 
the object identifier and data segment sequence. Timestamp 
or sequence information is used by the logical index recon 
struction module 272 to replay the sequence of changes made 
to the index and thereby typically reestablish the most recent 
State. 

0092. In another embodiment, the logical index recon 
struction module 272 locates packets using packet header 
information along with container packet information to iden 
tify physical locations of the packets, object identifier, and 
sequence number of each packet to reconstruct entries in the 
logical index. In one embodiment, erase blocks are time 
stamped or given a sequence number as packets are written 
and the timestamp or sequence information of an erase block 
is used along with information gathered from containerhead 
ers and packet headers to reconstruct the logical index. In 
another embodiment, timestamp or sequence information is 
written to an erase block when the erase block is recovered. 

0093. Where the logical index is stored in volatile 
memory, an error, loss of power, or other problem causing the 
storage controller 152 to shut down without saving the logical 
index could be a problem if the logical index cannot be 
reconstructed. The logical index reconstruction module 272 
allows the logical index to be stored in volatile memory 
allowing the advantages of Volatile memory, Such as fast 
access. The logical index reconstruction module 272 allows 
quick reconstruction of the logical index autonomously with 
out dependence on a device external to the storage device 150. 
0094. In one embodiment, the logical index in volatile 
memory is stored periodically in a data storage device 154. In 
a particular example, the logical index, or “index metadata.” 
is stored periodically in a solid-state storage 110. In another 
embodiment, the index metadata is stored in a Solid-state 
storage 110n separate from solid-state storage 110a–110n-1 
storing packets. The index metadata is managed indepen 
dently from data and object metadata transmitted from a 
requesting device 155 and managed by the storage controller 
152/solid-state storage device controller 202. Managing and 
storing index metadata separate from other data and metadata 
from an object allows efficient data flow without the storage 
controller 152/solid-state storage device controller 202 
unnecessarily processing object metadata. 
0095. In one embodiment, where an object request 
received by the object request receiver module 260 includes a 
write request, the storage controller 152 receives one or more 
data segments of an object from memory of a requesting 
device 155 as a local or remote direct memory access 
(“DMA.” “RDMA') operation. In a preferred example, the 
storage controller 152 pulls data from the memory of the 
requesting device 155 in one or more DMA or RDMA opera 
tions. In another example, the requesting device 155 pushes 
the data segment(s) to the storage controller 152 in one or 
more DMA or RDMA operations. In another embodiment, 
where the object request includes a read request, the storage 
controller 152 transmits one or more data segments of an 
object to the memory of the requesting device 155 in one or 
more DMA or RDMA operations. In a preferred example, the 
storage controller 152 pushes data to the memory of the 
requesting device 155 in one or more DMA or RDMA opera 
tions. In another example, the requesting device 155 pulls 
data from the storage controller 152 in one or more DMA or 
RDMA operations. In another example, the storage controller 
152 pulls object command request sets from the memory of 

Sep. 25, 2014 

the requesting device 155 in one or more DMA or RDMA 
operations. In another example, the requesting device 155 
pushes object command request sets to the storage controller 
152 in one or more DMA or RDMA operations. 
0096. In one embodiment, the storage controller 152 emu 
lates block storage and an object communicated between the 
requesting device 155 and the storage controller 152 com 
prises one or more data blocks. In one embodiment, the 
requesting device 155 includes a driver so that the storage 
device 150 appears as a block storage device. For example, 
the requesting device 152 may send a block of data of a certain 
size along with a physical address of where the requesting 
device 155 wants the data block stored. The storage controller 
152 receives the data block and uses the physical block 
address transmitted with the data block or a transformation of 
the physical blockaddress as an object identifier. The storage 
controller 152 then stores the data block as an object or data 
segmentofan object by packetizing the data block and storing 
the data block at will. The logical index module 266 then 
creates an entry in the logical index using the physical block 
based object identifier and the actual physical location where 
the storage controller 152 stored the data packets comprising 
the data from the data block. 

0097. In another embodiment, the storage controller 152 
emulates block storage by accepting block objects. A block 
object may include one or more data blocks in a block struc 
ture. In one embodiment, the storage controller 152 treats the 
block object as any other object. In another embodiment, an 
object may represent an entire block device, partition of a 
block device, or Some other logical or physical Sub-element 
of a block device including a track, sector, channel, and the 
like. Of particular note is the ability to remap a block device 
RAID group to an object supporting a different RAID con 
struction such as progressive RAID. One skilled in the art will 
recognize other mappings of traditional or future block 
devices to objects. 

Solid-State Storage Device 

0.098 FIG. 2B is a schematic block diagram illustrating 
one embodiment 201 of a solid-state storage device controller 
202 that includes a write data pipeline 106 and a read data 
pipeline 108 in a solid-state storage device 102 in accordance 
with the present invention. The solid-state storage device 
controller 202 may include a number of solid-state storage 
controllers 0-N 104a-n, each controlling solid-state storage 
110. In the depicted embodiment, two solid-state controllers 
are shown: solid-state controller 0 104a and solid-state stor 
age controller N104n, and each controls Solid-state storage 
110a-in. In the depicted embodiment, Solid-state storage con 
troller 0 104a controls a data channel so that the attached 
Solid-state storage 110a stores data. Solid-state storage con 
troller N104m controls an index metadata channel associated 
with the stored data and the associated Solid-state storage 
110n stores index metadata. In an alternate embodiment, the 
Solid-state storage device controller 202 includes a single 
Solid-state controller 104a with a single Solid-state storage 
110a. In another embodiment, there are a plurality of solid 
state storage controllers 104a-n and associated Solid-state 
storage 110a-in. In one embodiment, one or more solid state 
controllers 104a-104 n-1, coupled to their associated solid 
state storage 110a-110n-1, control data while at least one 
Solid-state storage controller 104n, coupled to its associated 
Solid-state storage 110m, controls index metadata. 
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0099. In one embodiment, at least one solid-state control 
ler 104 is field-programmable gate array (“FPGA) and con 
troller functions are programmed into the FPGA. In a particu 
lar embodiment, the FPGA is a Xilinx(R) FPGA. In another 
embodiment, the solid-state storage controller 104 comprises 
components specifically designed as a solid-state storage 
controller 104. Such as an application-specific integrated cir 
cuit (ASIC) or custom logic solution. Each solid-state stor 
age controller 104 typically includes a write data pipeline 106 
and a read data pipeline 108, which are describe further in 
relation to FIG. 3. In another embodiment, at least one solid 
state storage controller 104 is made up of a combination 
FPGA, ASIC, and custom logic components. 

Solid-State Storage 

0100. The solid state storage 110 is an array of non-vola 
tile solid-state storage elements 216, 218, 220, arranged in 
banks 214, and accessed in parallel through a bi-directional 
storage input/output (“I/O”) bus 210. The storage I/O bus 
210, in one embodiment, is capable of unidirectional com 
munication at any one time. For example, when data is being 
written to the solid-state storage 110, data cannot be read 
from the solid-state storage 110. In another embodiment, data 
can flow both directions simultaneously. However bi-direc 
tional, as used herein with respect to a data bus, refers to a data 
pathway that can have data flowing in only one direction at a 
time, but when data flowing one direction on the bi-direc 
tional data bus is stopped, data can flow in the opposite 
direction on the bi-directional data bus. 

0101. A solid-state storage element (e.g. SSS 0.0216a) is 
typically configured as a chip (a package of one or more dies) 
or a die on a circuit board. As depicted, a solid-state storage 
element (e.g. 216a) operates independently or semi-indepen 
dently of other solid-state storage elements (e.g. 218a) even if 
these several elements are packaged together in a chip pack 
age, a stack of chip packages, or some other package element. 
As depicted, a column of Solid-state storage elements 216, 
218, 220 is designated as a bank 214. As depicted, there may 
be “n” banks 214a-n and “m’ solid-state storage elements 
216a-m, 218a-m, 220a-m per bank in an array of nxm solid 
state storage elements 216, 218, 220 in a solid-state storage 
110. In one embodiment, a solid-state storage 110a includes 
twenty solid-state storage elements 216, 218, 220 per bank 
214 with eight banks 214 and a solid-state storage 110n 
includes 2 solid-state storage elements 216, 218 per bank 214 
with one bank 214. In one embodiment, each solid-state stor 
age element 216, 218, 220 is comprised of a single-level cell 
(“SLC) devices. In another embodiment, each solid-state 
storage element 216, 218, 220 is comprised of multi-level cell 
(“MLC) devices. 
0102. In one embodiment, solid-state storage elements for 
multiple banks that share a common storage I/O bus 210a row 
(e.g. 216b, 218b, 220b) are packaged together. In one 
embodiment, a solid-state storage element 216, 218, 220 may 
have one or more dies per chip with one or more chips stacked 
Vertically and each die may be accessed independently. In 
another embodiment, a Solid-state storage element (e.g. SSS 
0.0216a) may have one or more virtual dies per die and one 
or more dies per chip and one or more chips stacked vertically 
and each virtual die may be accessed independently. In 
another embodiment, a solid-state storage element SSS 0.0 
216a may have one or more virtual dies per die and one or 
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more dies per chip with some or all of the one or more dies 
stacked vertically and each virtual die may be accessed inde 
pendently. 
0103) In one embodiment, two dies are stacked vertically 
with four stacks pergroup to form eight storage elements (e.g. 
SSS 0.0-SSS 0.8) 216a-220a, each in a separate bank 214a-n. 
In another embodiment, 20 storage elements (e.g. SSS 0.0- 
SSS 20.0) 216 form a virtual bank 214a so that each of the 
eight virtual banks has 20 storage elements (e.g. SSS0.0-SSS 
20.8) 216, 218, 220. Data is sent to the solid-state storage 110 
over the storage I/O bus 210 to all storage elements of a 
particular group of storage elements (SSS 0.0-SSS 0.8) 216a, 
218a, 220a. The storage control bus 212a is used to select a 
particular bank (e.g. Bank-0 214a) so that the data received 
over the storage I/O bus 210 connected to all banks 214 is 
written just to the selected bank 214a. 
0104. In a preferred embodiment, the storage I/O bus 210 

is comprised of one or more independent I/O buses (“IIOBa 
m’ comprising 210a.a-m, 210n. a-m) wherein the solid-state 
storage elements within each row share one of the indepen 
dent I/O buses accesses each Solid-state storage element 216, 
218, 220 in parallel so that all banks 214 are accessed simul 
taneously. For example, one channel of the storage I/O bus 
210 may access a first solid-state storage element 216a, 218a, 
220a of each bank 214a-n simultaneously. A second channel 
of the storage I/O bus 210 may access a second solid-state 
storage element 216b, 218b, 220b of each bank 214a-n simul 
taneously. Each row of solid-state storage element 216, 218, 
220 is accessed simultaneously. In one embodiment, where 
solid-state storage elements 216, 218, 220 are multi-level 
(physically stacked), all physical levels of the solid-state stor 
age elements 216, 218, 220 are accessed simultaneously. As 
used herein, "simultaneously also includes near simulta 
neous access where devices are accessed at slightly different 
intervals to avoid Switching noise. Simultaneously is used in 
this context to be distinguished from a sequential or serial 
access wherein commands and/or data are sent individually 
one after the other. 
0105 Typically, banks 214a-n are independently selected 
using the storage control bus 212. In one embodiment, a bank 
214 is selected using a chip enable or chip select. Where both 
chip select and chip enable are available, the storage control 
bus 212 may select one level of a multi-level solid-state stor 
age element 216, 218, 220. In other embodiments, other com 
mands are used by the storage control bus 212 to individually 
select one level of a multi-level solid-state storage element 
216, 218, 220. Solid-state storage elements 216, 218, 220 
may also be selected through a combination of control and of 
address information transmitted on storage I/O bus 210 and 
the storage control bus 212. 
0106. In one embodiment, each solid-state storage ele 
ment 216, 218, 220 is partitioned into erase blocks and each 
erase block is partitioned into pages. A typical page is 2000 
bytes (“2kB). In one example, a solid-state storage element 
(e.g. SSS0.0) includes two registers and can program two 
pages so that a two-register Solid-state storage element 216, 
218, 220 has a capacity of 4 kB. A bank 214 of 20 solid-state 
storage elements 216, 218, 220 would then have an 80 kB 
capacity of pages accessed with the same address going out 
the channels of the storage I/O bus 210. 
0107 This group of pages in a bank 214 of solid-state 
storage elements 216, 218, 220 of 80 kB may be called a 
virtual page. Similarly, an erase block of each storage element 
216a-m of a bank 214a may be grouped to form a virtual erase 
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block. In a preferred embodiment, an erase block of pages 
within a solid-state storage element 216, 218, 220 is erased 
when an erase command is received within a solid-state Stor 
age element 216, 218, 220. Whereas the size and number of 
erase blocks, pages, planes, or other logical and physical 
divisions within a solid-state storage element 216, 218, 220 
are expected to change over time with advancements in tech 
nology, it is to be expected that many embodiments consistent 
with new configurations are possible and are consistent with 
the general description herein. 
0108. Typically, when a packet is written to a particular 
location within a solid-state storage element 216, 218, 220, 
wherein the packet is intended to be written to a location 
within a particular page which is specific to a of a particular 
erase block of a particular element of a particular bank, a 
physical address is sent on the storage I/O bus 210 and fol 
lowed by the packet. The physical address contains enough 
information for the solid-state storage element 216, 218, 220 
to direct the packet to the designated location within the page. 
Since all storage elements in a row of storage elements (e.g. 
SSS 0.0-SSS 0.N 216a, 218a, 220a) are accessed simulta 
neously by the appropriate bus within the storage I/O bus 
210a.a. to reach the proper page and to avoid writing the data 
packet to similarly addressed pages in the row of storage 
elements (SSS0.0-SSS0.N216a, 218a, 220a), the bank 214a 
that includes the solid-state storage element SSS 0.0216a 
with the correct page where the data packet is to be written is 
simultaneously selected by the storage control bus 212. 
0109 Similarly, a read command traveling on the storage 
I/O bus 212 requires a simultaneous command on the storage 
control bus 212 to select a single bank 214a and the appro 
priate page within that bank 214a. In a preferred embodiment, 
a read command reads an entire page, and because there are 
multiple solid-state storage elements 216, 218, 220 in parallel 
in a bank 214, an entire virtual page is read with a read 
command. However, the read command may be broken into 
subcommands, as will be explained below with respect to 
bank interleave. A virtual page may also be accessed in a write 
operation. 
0110. An erase block erase command may be sent out to 
erase an erase block over the storage I/O bus 210 with a 
particular erase block address to erase a particular erase 
block. Typically, an erase block erase command may be sent 
over the parallel paths of the storage I/O bus 210 to erase a 
virtual erase block, each with a particular erase blockaddress 
to erase a particular erase block. Simultaneously a particular 
bank (e.g. bank-0 214a) is selected over the storage control 
bus 212 to preventerasure of similarly addressed erase blocks 
in all of the banks (banks 1-N 214b-n). Other commands may 
also be sent to a particular location using a combination of the 
storage I/O bus 210 and the storage control bus 212. One of 
skill in the art will recognize other ways to select a particular 
storage location using the bi-directional storage I/O bus 210 
and the storage control bus 212. 
0111. In one embodiment, packets are written sequentially 
to the Solid-state storage 110. For example, packets are 
streamed to the storage write buffers of a bank 214a of storage 
elements 216 and when the buffers are full, the packets are 
programmed to a designated virtual page. Packets then refill 
the storage write buffers and, when full, the packets are writ 
ten to the next virtual page. The next virtual page may be in 
the same bank 214a or another bank (e.g. 214b). This process 
continues, virtual page after virtual page, typically until a 
virtual erase block is filled. In another embodiment, the 
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streaming may continue across virtual erase block boundaries 
with the process continuing, virtual erase block after virtual 
erase block. 
0112 In a read, modify, write operation, data packets asso 
ciated with the object are located and read in a read operation. 
Data segments of the modified object that have been modified 
are not written to the location from which they are read. 
Instead, the modified data segments are again converted to 
data packets and then written to the next available location in 
the virtual page currently being written. The logical index 
entries for the respective data packets are modified to point to 
the packets that contain the modified data segments. The entry 
or entries in the logical index for data packets associated with 
the same object that have not been modified will include 
pointers to original location of the unmodified data packets. 
Thus, if the original object is maintained, for example to 
maintain a previous version of the object, the original object 
will have pointers in the logical index to all data packets as 
originally written. The new object will have pointers in the 
logical index to Some of the original data packets and pointers 
to the modified data packets in the virtual page that is cur 
rently being written. 
0113. In a copy operation, the logical index includes an 
entry for the original object mapped to a number of packets 
stored in the solid-state storage 110. When a copy is made, a 
new object is created and a new entry is created in the logical 
index mapping the new object to the original packets. The 
new object is also written to the solid-state storage 110 with 
its location mapped to the new entry in the logical index. The 
new object packets may be used to identify the packets within 
the original object that are referenced in case changes have 
been made in the original object that have not been propa 
gated to the copy and the logical index is lost or corrupted. 
0114 Beneficially, sequentially writing packets facilitates 
a more even use of the solid-state storage 110 and allows the 
solid-storage device controller 202 to monitor storage hot 
spots and level usage of the various virtual pages in the 
Solid-state storage 110. Sequentially writing packets also 
facilitates a powerful, efficient garbage collection system, 
which is described in detail below. One of skill in the art will 
recognize other benefits of sequential storage of data packets. 

Solid-State Storage Device Controller 
0.115. In various embodiments, the solid-state storage 
device controller 202 also includes a data bus 204, a local bus 
206, a buffer controller 208, buffers 0-N 222a-n, a master 
controller 224, a direct memory access ("DMA) controller 
226, a memory controller 228, a dynamic memory array 230, 
a static random memory array 232, a management controller 
234, a management bus 236, a bridge 238 to a system bus 240, 
and miscellaneous logic 242, which are described below. In 
other embodiments, the system bus 240 is coupled to one or 
more network interface cards (“NICs”) 244, some of which 
may include remote DMA (“RDMA) controllers 246, one or 
more central processing unit (“CPU) 248, one or more exter 
nal memory controllers 250 and associated external memory 
arrays 252, one or more storage controllers 254, peer control 
lers 256, and application specific processors 258, which are 
described below. The components 244-258 connected to the 
system bus 240 may be located in the computer 112 or may be 
other devices. 
0116 Typically the solid-state storage controller(s) 104 
communicate data to the Solid-state storage 110 overa storage 
I/O bus 210. In a typical embodiment where the solid-state 
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storage is arranged in banks 214 and each bank 214 includes 
multiple storage elements 216, 218, 220 accessed in parallel, 
the storage I/O bus 210 is an array of busses, one for each row 
of storage elements 216, 218, 220 spanning the banks 214. As 
used herein, the term “storage I/O bus” may refer to one 
storage I/O bus 210 or an array of data independent busses 
204. In a preferred embodiment, each storage I/O bus 210 
accessing a row of storage elements (e.g. 216a, 218a, 220a) 
may include a logical-to-physical mapping for storage divi 
sions (e.g. erase blocks) accessed in a row of storage elements 
216a, 218a, 220a. This mapping allows a logical address 
mapped to a physical address of a storage division to be 
remapped to a different storage division if the first storage 
division fails, partially fails, is inaccessible, or has some other 
problem. Remapping is explained further in relation to the 
remapping module 314 of FIG. 3. 
0117 Data may also be communicated to the solid-state 
storage controller(s) 104 from a requesting device 155 
through the system bus 240, bridge 238, local bus 206, buffer 
(s) 22, and finally over a data bus 204. The data bus 204 
typically is connected to one or more buffers 222a-n con 
trolled with a buffer controller 208. The buffer controller 208 
typically controls transfer of data from the local bus 206 to the 
buffers 222 and through the data bus 204 to the pipeline input 
buffer 306 and output buffer 330. The buffer controller 222 
typically controls how data arriving from a requesting device 
can be temporarily stored in a buffer 222 and then transferred 
onto a data bus 204, or vice versa, to account for different 
clock domains, to prevent data collisions, etc. The buffer 
controller 208 typically works in conjunction with the master 
controller 224 to coordinate data flow. As data arrives, the 
data will arrive on the system bus 240, be transferred to the 
local bus 206 through a bridge 238. 
0118. Typically the data is transferred from the local bus 
206 to one or more data buffers 222 as directed by the master 
controller 224 and the buffer controller 208. The data then 
flows out of the buffer(s) 222 to the data bus 204, through a 
solid-state controller 104, and on to the solid-state storage 
110 such as NAND flash or other storage media. In a preferred 
embodiment, data and associated out-of-band metadata ("ob 
ject metadata') arriving with the data is communicated using 
one or more data channels comprising one or more solid-state 
storage controllers 104a-104n-1 and associated solid-state 
storage 110a-110n-1 while at least one channel (solid-state 
storage controller 104n, solid-state storage 110m) is dedicated 
to in-band metadata, such as index information and other 
metadata generated internally to the Solid-state storage device 
102. 

0119 The local bus 206 is typically a bidirectional bus or 
set of busses that allows for communication of data and com 
mands between devices internal to the solid-state storage 
device controller 202 and between devices internal to the 
solid-state storage device 102 and devices 244-258 connected 
to the system bus 240. The bridge 238 facilitates communi 
cation between the local bus 206 and system bus 240. One of 
skill in the art will recognize other embodiments such as ring 
structures or Switched star configurations and functions of 
buses 240, 206, 204, 210 and bridges 238. 
0120. The system bus 240 is typically a bus of a computer 
112 or other device in which the solid-state storage device 102 
is installed or connected. In one embodiment, the system bus 
240 may be a PCI-e bus, a Serial Advanced Technology 
Attachment ("serial ATA') bus, parallel ATA, or the like. In 
another embodiment, the system bus 240 is an external bus 
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such as small computer system interface (“SCSI), FireWire, 
Fiber Channel, USB, PCIe-AS, or the like. The solid-state 
storage device 102 may be packaged to fit internally to a 
device or as an externally connected device. 
I0121 The solid-state storage device controller 202 
includes a master controller 224 that controls higher-level 
functions within the solid-state storage device 102. The mas 
tercontroller 224, invarious embodiments, controls data flow 
by interpreting object requests and other requests, directs 
creation of indexes to map object identifiers associated with 
data to physical locations of associated data, coordinating 
DMA requests, etc. Many of the functions described herein 
are controlled wholly or in part by the master controller 224. 
0.122. In one embodiment, the master controller 224 uses 
embedded controller(s). In another embodiment, the master 
controller 224 uses local memory such as a dynamic memory 
array 230 (dynamic random access memory “DRAM), a 
static memory array 323 (static random access memory 
“SRAM), etc. In one embodiment, the local memory is 
controlled using the master controller 224. In another 
embodiment, the master controller accesses the local memory 
via a memory controller 228. In another embodiment, the 
master controller runs a Linux server and may support various 
common server interfaces, such as the World Wide Web, 
hyper-text markup language (“HTML'), etc. In another 
embodiment, the master controller 224 uses a nano-proces 
sor. The master controller 224 may be constructed using 
programmable or standard logic, or any combination of con 
troller types listed above. One skilled in the art will recognize 
many embodiments for the master controller. 
I0123. In one embodiment, where the storage device 152/ 
Solid-state storage device controller 202 manages multiple 
data storage devices/solid-state storage 110a-in, the master 
controller 224 divides the work load among internal control 
lers, such as the solid-state storage controllers 104a-n. For 
example, the master controller 224 may divide an object to be 
written to the data storage devices (e.g. Solid-state storage 
110a-n) so that a portion of the object is stored on each of the 
attached data storage devices. This feature is a performance 
enhancement allowing quicker storage and access to an 
object. In one embodiment, the master controller 224 is 
implemented using an FPGA. In another embodiment, the 
firmware within the master controller 224 may be updated 
through the management bus 236, the system bus 240 over a 
network connected to a NIC 244 or other device connected to 
the system bus 240. 
0.124. In one embodiment, the master controller 224, 
which manages objects, emulates block storage such that a 
computer 102 or other device connected to the storage device 
152/solid-state storage device 102 views the storage device 
152/solid-state storage device 102 as a block storage device 
and sends data to specific physical addresses in the storage 
device 152/solid-state storage device 102. The master con 
troller 224 then divides up the blocks and stores the data 
blocks as it would objects. The master controller 224 then 
maps the blocks and physical address sent with the block to 
the actual locations determined by the master controller 224. 
The mapping is stored in the logical index. Typically, for 
block emulation, a block device application program inter 
face (API) is provided in a driver in the computer 112, client 
114, or other device wishing to use the storage device 152/ 
Solid-state storage device 102 as a block storage device. 
0.125. In another embodiment, the master controller 224 
coordinates with NIC controllers 244 and embedded RDMA 
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controllers 246 to deliver just-in-time RDMA transfers of 
data and command sets. NIC controller 244 may be hidden 
behind a non-transparent port to enable the use of custom 
drivers. Also, a driver on a client 114 may have access to the 
computer network 118 through an I/O memory driver using a 
standard stack API and operating in conjunction with NICs 
244. 

0126. In one embodiment, the master controller 224 is also 
a redundant array of independent drive (“RAID) controller. 
Where the data storage device/solid-state storage device 102 
is networked with one or more other data storage devices/ 
solid-state storage devices 102, the master controller 224 may 
be a RAID controller for single tier RAID, multi-tier RAID, 
progressive RAID, etc. The master controller 224 also allows 
some objects to be stored in a RAID array and other objects to 
be stored without RAID. In another embodiment, the master 
controller 224 may be a distributed RAID controller element. 
In another embodiment, the master controller 224 may com 
prise many RAID, distributed RAID, and other functions as 
described elsewhere. 

0127. In one embodiment, the master controller 224 coor 
dinates with single or redundant network managers (e.g. 
switches) to establish routing, to balance bandwidth utiliza 
tion, failover, etc. In another embodiment, the master control 
ler 224 coordinates with integrated application specific logic 
(via local bus 206) and associated driver software. In another 
embodiment, the master controller 224 coordinates with 
attached application specific processors 258 or logic (via the 
external system bus 240) and associated driver software. In 
another embodiment, the master controller 224 coordinates 
with remote application specific logic (via the computer net 
work 118) and associated driver software. In another embodi 
ment, the master controller 224 coordinates with the local bus 
206 or external bus attached hard disk drive (“HDD) storage 
controller. 

0128. In one embodiment, the master controller 224 com 
municates with one or more storage controllers 254 where the 
storage device/solid-state storage device 102 may appear as a 
storage device connected through a SCSI bus, Internet SCSI 
(“iSCSI), fiber channel, etc. Meanwhile the storage device/ 
Solid-state storage device 102 may autonomously manage 
objects and may appear as an object file system or distributed 
object file system. The master controller 224 may also be 
accessed by peer controllers 256 and/or application specific 
processors 258. 
0129. In another embodiment, the master controller 224 
coordinates with an autonomous integrated management con 
troller to periodically validate FPGA code and/or controller 
software, validate FPGA code while running (reset) and/or 
validate controller Software during power on (reset), Support 
external reset requests, Support reset requests due to watch 
dog timeouts, and Support Voltage, current, power, tempera 
ture, and other environmental measurements and setting of 
threshold interrupts. In another embodiment, the master con 
troller 224 manages garbage collection to free erase blocks 
for reuse. In another embodiment, the master controller 224 
manages wear leveling. In another embodiment, the master 
controller 224 allows the data storage device/solid-state stor 
age device 102 to be partitioned into multiple virtual devices 
and allows partition-based media encryption. In yet another 
embodiment, the master controller 224 Supports a solid-state 
storage controller 104 with advanced, multi-bit ECC correc 
tion. One of skill in the art will recognize other features and 
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functions of a master controller 224 in a storage controller 
152, or more specifically in a solid-state storage device 102. 
0.130. In one embodiment, the solid-state storage device 
controller 202 includes a memory controller 228 which con 
trols a dynamic random memory array 230 and/or a static 
random memory array 232. As stated above, the memory 
controller 228 may be independent or integrated with the 
master controller 224. The memory controller 228 typically 
controls volatile memory of some type, such as DRAM (dy 
namic random memory array 230) and SRAM (static random 
memory array 232). In other examples, the memory control 
ler 228 also controls other memory types such as electrically 
erasable programmable read only memory (“EEPROM), 
etc. In other embodiments, the memory controller 228 con 
trols two or more memory types and the memory controller 
228 may include more than one controller. Typically, the 
memory controller 228 controls as much SRAM 232 as is 
feasible and by DRAM 230 to supplement the SRAM 232. 
I0131. In one embodiment, the logical index is stored in 
memory 230, 232 and then periodically off-loaded to a chan 
nel of the solid-state storage 110m or other non-volatile 
memory. One of skill in the art will recognize other uses and 
configurations of the memory controller 228, dynamic 
memory array 230, and static memory array 232. 
0.132. In one embodiment, the solid-state storage device 
controller 202 includes a DMA controller 226 that controls 
DMA operations between the storage device/solid-state stor 
age device 102 and one or more external memory controllers 
250 and associated external memory arrays 252 and CPUs 
248. Note that the external memory controllers 250 and exter 
nal memory arrays 252 are called external because they are 
external to the storage device/solid-state storage device 102. 
In addition the DMA controller 226 may also control RDMA 
operations with requesting devices through a NIC 244 and 
associated RDMA controller 246. DMA and RDMA are 
explained in more detail below. 
I0133. In one embodiment, the solid-state storage device 
controller 202 includes a management controller 234 con 
nected to a management bus 236. Typically the management 
controller 234 manages environmental metrics and status of 
the storage device/solid-state storage device 102. The man 
agement controller 234 may monitor device temperature, fan 
speed, power Supply settings, etc. over the management bus 
236. The management controller may support the reading and 
programming of erasable programmable read only memory 
(“EEPROM) for storage of FPGA code and controller soft 
ware. Typically the management bus 236 is connected to the 
various components within the storage device/solid-state 
storage device 102. The management controller 234 may 
communicate alerts, interrupts, etc. over the local bus 206 or 
may include a separate connection to a system bus 240 or 
other bus. In one embodiment the management bus 236 is an 
Inter-Integrated Circuit (“IC) bus. One of skill in the art will 
recognize other related functions and uses of a management 
controller 234 connected to components of the storage 
device/solid-state storage device 102 by a management bus 
236. 

I0134. In one embodiment, the solid-state storage device 
controller 202 includes miscellaneous logic 242 that may be 
customized for a specific application. Typically where the 
solid-state device controller 202 or master controller 224 
is/are configured using a FPGA or other configurable control 
ler, custom logic may be included based on a particular appli 
cation, customer requirement, storage requirement, etc. 
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Data Pipeline 

0135 FIG.3 is a schematic block diagram illustrating one 
embodiment 300 of a solid-state storage controller 104 with a 
write data pipeline 106 and a read data pipeline 108 in a 
solid-state storage device 102 in accordance with the present 
invention. The embodiment 300 includes a data bus 204, a 
local bus 206, and buffer control 208, which are substantially 
similar to those described in relation to the Solid-state storage 
device controller 202 of FIG. 2. The write data pipeline 
includes a packetizer 302 and an error-correcting code 
(“ECC) generator 304. In other embodiments, the write data 
pipeline includes an input buffer 306, a write synchronization 
buffer 308, a write program module 310, a compression mod 
ule 312, an encryption module 314, a garbage collector 
bypass 316 (with a portion within the read data pipeline), a 
media encryption module 318, and a write buffer 320. The 
read data pipeline 108 includes a read synchronization buffer 
328, an ECC correction module 322, a depacketizer 324, an 
alignment module 326, and an output buffer 330. In other 
embodiments, the read data pipeline 108 may include a media 
decryption module 332, a portion of the garbage collector 
bypass 316, a decryption module 334, a decompression mod 
ule 336, and a read program module 338. The solid-state 
storage controller 104 may also include control and status 
registers 340 and control queues 342, a bank interleave con 
troller 344, a synchronization buffer 346, a storage bus con 
troller 348, and a multiplexer (“MUX)350. The components 
of the solid-state controller 104 and associated write data 
pipeline 106 and read data pipeline 108 are described below. 
In other embodiments, synchronous solid-state storage 110 
may be used and synchronization buffers 308 328 may be 
eliminated. 

Write Data Pipeline 

0136. The write data pipeline 106 includes a packetizer 
302 that receives a data or metadata segment to be written to 
the Solid-state storage, either directly or indirectly through 
another write data pipeline 106 stage, and creates one or more 
packets sized for the solid-state storage 110. The data or 
metadata segment is typically part of an object, but may also 
include an entire object. In another embodiment, the data 
segment is part of a block of data, but may also include an 
entire block of data. Typically, an object is received from a 
computer 112, client 114, or other computer or device and is 
transmitted to the Solid-state storage device 102 in data seg 
ments streamed to the Solid-state storage device 102 or com 
puter 112. A data segment may also be known by another 
name. Such as data parcel, but as referenced herein includes 
all or a portion of an object or data block. 
0.137 Each object is stored as one or more packets. Each 
object may have one or more container packets. Each packet 
contains aheader. The header may include aheader type field. 
Type fields may include data, object attribute, metadata, data 
segment delimiters (multi-packet), object structures, object 
linkages, and the like. The header may also include informa 
tion regarding the size of the packet, such as the number of 
bytes of data included in the packet. The length of the packet 
may be established by the packet type. The header may 
include information that establishes the relationship of the 
packet to the object. An example might be the use of an offset 
in a data packet header to identify the location of the data 
segment within the object. One of skill in the art will recog 
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nize other information that may be included in a header added 
to data by a packetizer 302 and other information that may be 
added to a data packet. 
0.138 Each packet includes a header and possibly data 
from the data or metadata segment. The header of each packet 
includes pertinent information to relate the packet to the 
object to which the packet belongs. For example, the header 
may include an object identifier and offset that indicates the 
data segment, object, or data block from which the data 
packet was formed. The header may also include a logical 
address used by the storage bus controller 348 to store the 
packet. The header may also include information regarding 
the size of the packet, such as the number of bytes included in 
the packet. The header may also include a sequence number 
that identifies where the data segment belongs with respect to 
other packets within the object when reconstructing the data 
segment or object. The header may include a header type 
field. Type fields may include data, object attributes, meta 
data, data segment delimiters (multi-packet), object struc 
tures, object linkages, and the like. One of skill in the art will 
recognize other information that may be included in a header 
added to data or metadata by a packetizer 302 and other 
information that may be added to a packet. 
0.139. The write data pipeline 106 includes an ECC gen 
erator 304 that generates one or more error-correcting codes 
(“ECC) for the one or more packets received from the pack 
etizer 302. The ECC generator 304 typically uses an error 
correcting algorithm to generate ECC which is stored with the 
packet. The ECC stored with the packet is typically used to 
detect and correct errors introduced into the data through 
transmission and storage. In one embodiment, packets are 
streamed into the ECC generator 304 as un-encoded blocks of 
length N. A syndrome of length S is calculated, appended and 
output as an encoded block of lengthN+S. The value of Nand 
S are dependent upon the characteristics of the algorithm 
which is selected to achieve specific performance, efficiency, 
and robustness metrics. In the preferred embodiment, there is 
no fixed relationship between the ECC blocks and the pack 
ets; the packet may comprise more than one ECC block; the 
ECC block may comprise more than one packet; and a first 
packet may end anywhere within the ECC block and a second 
packet may begin after the end of the first packet within the 
same ECC block. In the preferred embodiment, ECC algo 
rithms are not dynamically modified. In a preferred embodi 
ment, the ECC stored with the data packets is robust enough 
to correct errors in more than two bits. 

0140 Beneficially, using a robust ECC algorithm allowing 
more than single bit correction or even double bit correction 
allows the life of the solid-state storage 110 to be extended. 
For example, if flash memory is used as the storage medium 
in the solid-state storage 110, the flash memory may be writ 
ten approximately 100,000 times without error per erase 
cycle. This usage limit may be extended using a robust ECC 
algorithm. Having the ECC generator 304 and corresponding 
ECC correction module 322 onboard the solid-state storage 
device 102, the solid-state storage device 102 can internally 
correct errors and has a longer useful life than if a less robust 
ECC algorithm is used. Such as single bit correction. How 
ever, in other embodiments the ECC generator 304 may use a 
less robust algorithm and may correct single-bit or double-bit 
errors. In another embodiment, the Solid-state storage device 
110 may comprise less reliable storage such as multi-level 
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cell (“MLC) flash in order to increase capacity, which stor 
age may not be sufficiently reliable without more robust ECC 
algorithms. 
0141. In one embodiment, the write pipeline 106 includes 
an input buffer 306 that receives a data segment to be written 
to the solid-state storage 110 and stores the incoming data 
segments until the next stage of the write data pipeline 106, 
such as the packetizer 302 (or other stage for a more complex 
write data pipeline 106) is ready to process the next data 
segment. The input buffer 306 typically allows for discrep 
ancies between the rate data segments are received and pro 
cessed by the write data pipeline 106 using an appropriately 
sized data buffer. The input buffer 306 also allows the data bus 
204 to transfer data to the write data pipeline 106 at rates 
greater than can be sustained by the write data pipeline 106 in 
order to improve efficiency of operation of the data bus 204. 
Typically when the write data pipeline 106 does not include 
an input buffer 306, a buffering function is performed else 
where, such as in the solid-state storage device 102 but out 
side the write data pipeline 106, in the computer 112, such as 
within a network interface card (“NIC), or at another device, 
for example when using remote direct memory access 
(“RDMA). 
0142. In another embodiment, the write data pipeline 106 
also includes a write synchronization buffer 308 that buffers 
packets received from the ECC generator 304 prior to writing 
the packets to the solid-state storage 110. The write synch 
buffer 308 is located at a boundary between a local clock 
domain and a solid-state storage clock domain and provides 
buffering to account for the clock domain differences. In 
other embodiments, synchronous Solid-state storage 110 may 
be used and synchronization buffers 308 328 may be elimi 
nated. 

0143. In one embodiment, the write data pipeline 106 also 
includes a media encryption module 318 that receives the one 
or more packets from the packetizer 302, either directly or 
indirectly, and encrypts the one or more packets using an 
encryption key unique to the Solid-state storage device 102 
prior to sending the packets to the ECC generator 304. Typi 
cally, the entire packet is encrypted, including the headers. In 
another embodiment, headers are not encrypted. In this docu 
ment, encryption key is understood to mean a secret encryp 
tion key that is managed externally from an embodiment that 
integrates the solid-state storage 110 and where the embodi 
ment requires encryption protection. The media encryption 
module 318 and corresponding media decryption module 332 
provide a level of security for data stored in the solid-state 
storage 110. For example, where data is encrypted with the 
media encryption module 318, if the solid-state storage 110 is 
connected to a different solid-state storage controller 104, 
solid-state storage device 102, or computer 112, the contents 
of the solid-state storage 110 typically could not be read 
without use of the same encryption key used during the write 
of the data to the solid-state storage 110 without significant 
effort. 

0144. In a typical embodiment, the solid-state storage 
device 102 does not store the encryption key in non-volatile 
storage and allows no external access to the encryption key. 
The encryption key is provided to the Solid-state storage 
controller 104 during initialization. The solid-sate storage 
device 102 may use and store a non-secret cryptographic 
nonce that is used in conjunction with an encryption key. A 
different nonce may be stored with every packet. Data seg 
ments may be split between multiple packets with unique 
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nonces for the purpose of improving protection by the encryp 
tion algorithm. The encryption key may be received from a 
client 114, a computer 112, key manager, or other device that 
manages the encryption key to be used by the Solid-state 
storage controller 104. In another embodiment, the solid-state 
storage 110 may have two or more partitions and the solid 
state storage controller 104 behaves as though it were two or 
more solid-state storage controllers 104, each operating on a 
single partition within the solid-state storage 110. In this 
embodiment, a unique media encryption key may be used 
with each partition. 
0145. In another embodiment, the write data pipeline 106 
also includes an encryption module 314 that encrypts a data or 
metadata segment received from the input buffer 306, either 
directly or indirectly, prior sending the data segment to the 
packetizer 302, the data segment encrypted using an encryp 
tion key received in conjunction with the data segment. The 
encryption module 314 differs from the media encryption 
module 318 in that the encryption keys used by the encryption 
module 318 to encrypt data may not be common to all data 
stored within the solid-state storage device 102 but may vary 
on an object basis and received in conjunction with receiving 
data segments as described below. For example, an encryp 
tion key for a data segment to be encrypted by the encryption 
module 318 may be received with the data segment or may be 
received as part of a command to write an object to which the 
data segment belongs. The Solid-sate storage device 102 may 
use and store a non-secret cryptographic nonce in each object 
packet that is used in conjunction with the encryption key. A 
different nonce may be stored with every packet. Data seg 
ments may be split between multiple packets with unique 
nonces for the purpose of improving protection by the encryp 
tion algorithm. In one embodiment, the nonce used by the 
media encryption module 318 is the same as that used by the 
encryption module 314. 
0146 The encryption key may be received from a client 
114, a computer 112, key manager, or other device that holds 
the encryption key to be used to encrypt the data segment. In 
one embodiment, encryption keys are transferred to the Solid 
state storage controller 104 from one of a solid-state storage 
device 102, computer 112, client 114, or other external agent 
which has the ability to execute industry standard methods to 
securely transfer and protect private and public keys. 
0.147. In one embodiment, the encryption module 318 
encrypts a first packet with a first encryption key received in 
conjunction with the packet and encrypts a second packet 
with a second encryption key received in conjunction with the 
second packet. In another embodiment, the encryption mod 
ule 318 encrypts a first packet with a first encryption key 
received in conjunction with the packet and passes a second 
data packet on to the next stage without encryption. Benefi 
cially, the encryption module 318 included in the write data 
pipeline 106 of the solid-state storage device 102 allows 
object-by-object or segment-by-segment data encryption 
without a single file system or other external system to keep 
track of the different encryption keys used to store corre 
sponding objects or data segments. Each requesting device 
155 or related key manager independently manages encryp 
tion keys used to encrypt only the objects or data segments 
sent by the requesting device 155. 
0.148. In another embodiment, the write data pipeline 106 
includes a compression module 312 that compresses the data 
for metadata segment prior to sending the data segment to the 
packetizer 302. The compression module 312 typically com 
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presses a data or metadata segment using a compression 
routine known to those of skill in the art to reduce the storage 
size of the segment. For example, if a data segment includes 
a string of 512 Zeros, the compression module 312 may 
replace the 512 Zeros with code or token indicating the 512 
Zeros where the code is much more compact than the space 
taken by the 512 Zeros. 
0149. In one embodiment, the compression module 312 
compresses a first segment with a first compression routine 
and passes along a second segment without compression. In 
another embodiment, the compression module 312 com 
presses a first segment with a first compression routine and 
compresses the second segment with a second compression 
routine. Having this flexibility within the solid-state storage 
device 102 is beneficial so that clients 114 or other devices 
writing data to the Solid-state storage device 102 may each 
specify a compression routine or so that one can specify a 
compression routine while another specifies no compression. 
Selection of compression routines may also be selected 
according to default settings on a per object type or object 
class basis. For example, a first object of a specific object may 
be able to override default compression routine settings and a 
second object of the same object class and object type may 
use the default compression routine and a third object of the 
same object class and object type may use no compression. 
0150. In one embodiment, the write data pipeline 106 
includes a garbage collector bypass 316 that receives data 
segments from the read data pipeline 108 as part of a data 
bypass in a garbage collection System. A garbage collection 
system typically marks packets that are no longer valid, typi 
cally because the packet is marked for deletion or has been 
modified and the modified data is stored in a different loca 
tion. At some point, the garbage collection system determines 
that a particular section of storage may be recovered. This 
determination may be due to a lack of available storage capac 
ity, the percentage of data marked as invalid reaching a thresh 
old, a consolidation of valid data, an error detection rate for 
that section of storage reaching a threshold, or improving 
performance based on data distribution, etc. Numerous fac 
tors may be considered by a garbage collection algorithm to 
determine when a section of storage is to be recovered. 
0151. Once a section of storage has been marked for 
recovery, valid packets in the section typically must be relo 
cated. The garbage collector bypass 316 allows packets to be 
read into the read data pipeline 108 and then transferred 
directly to the write data pipeline 106 without being routed 
out of the solid-state storage controller 104. In a preferred 
embodiment, the garbage collector bypass 316 is part of an 
autonomous garbage collector system that operates within the 
solid-state storage device 102. This allows the solid-state 
storage device 102 to manage data so that data is systemati 
cally spread throughout the solid-state storage 110 to improve 
performance, data reliability and to avoid overuse and 
underuse of any one location or area of the Solid-state storage 
110 and to lengthen the useful life of the solid-state storage 
110. 

0152 The garbage collector bypass 316 coordinates inser 
tion of segments into the write data pipeline 106 with other 
segments being written by clients 116 or other devices. In the 
depicted embodiment, the garbage collector bypass 316 is 
before the packetizer 302 in the write data pipeline 106 and 
after the depacketizer 324 in the read data pipeline 108, but 
may also be located elsewhere in the read and write data 
pipelines 106, 108. The garbage collector bypass 316 may be 
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used during a flush of the write pipeline 106 to fill the remain 
der of the virtual page in order to improve the efficiency of 
storage within the Solid-State Storage 110 and thereby reduce 
the frequency of garbage collection. 
0153. In one embodiment, the write data pipeline 106 
includes a write buffer 320 that buffers data for efficient write 
operations. Typically, the write buffer 320 includes enough 
capacity for packets to fill at least one virtual page in the 
solid-state storage 110. This allows a write operation to send 
an entire page of data to the Solid-state storage 110 without 
interruption. By sizing the write buffer 320 of the write data 
pipeline 106 and buffers within the read data pipeline 108 to 
be the same capacity or larger than a storage write buffer 
within the Solid-state storage 110, writing and reading data is 
more efficient since a single write command may be crafted to 
send a full virtual page of data to the solid-state storage 110 
instead of multiple commands. 
0154 While the write buffer 320 is being filled, the solid 
state storage 110 may be used for other read operations. This 
is advantageous because other Solid-state devices with a 
smaller write buffer or no write buffer may tie up the solid 
state storage when data is written to a storage write buffer and 
data flowing into the storage write buffer stalls. Read opera 
tions will be blocked until the entire storage write buffer is 
filled and programmed. Another approach for systems with 
out a write buffer or a small write buffer is to flush the storage 
write buffer that is not full in order to enable reads. Again this 
is inefficient because multiple write/program cycles are 
required to fill a page. 
(O155 For depicted embodiment with a write buffer 320 
sized larger than a virtual page, a single write command, 
which includes numerous Subcommands, can then be fol 
lowed by a single program command to transfer the page of 
data from the storage write buffer in each solid-state storage 
element 216, 218, 220 to the designated page within each 
solid-state storage element 216, 218, 220. This technique has 
the benefits of eliminating partial page programming, which 
is known to reduce data reliability and durability and freeing 
up the destination bank for reads and other commands while 
the buffer fills. 

0156. In one embodiment, the write buffer 320 is a ping 
pong buffer where one side of the buffer is filled and then 
designated for transfer at an appropriate time while the other 
side of the ping-pong buffer is being filled. In another 
embodiment, the write buffer 320 includes a first-in first-out 
(“FIFO) register with a capacity of more than a virtual page 
of data segments. One of skill in the art will recognize other 
write buffer 320 configurations that allow a virtual page of 
data to be stored prior to writing the data to the solid-state 
storage 110. 
0157. In another embodiment, the write buffer 320 is sized 
Smaller than a virtual page so that less than a page of infor 
mation could be written to a storage write buffer in the solid 
state storage 110. In the embodiment, to prevent a stall in the 
write data pipeline 106 from holding up read operations, data 
is queued using the garbage collection system that needs to be 
moved from one location to another as part of the garbage 
collection process. In case of a data stall in the write data 
pipeline 106, the data can be fed through the garbage collector 
bypass 316 to the write buffer 320 and then on to the storage 
write buffer in the solid-state storage 110 to fill the pages of a 
virtual page prior to programming the data. In this way a data 
stall in the write data pipeline 106 would not stall reading 
from the solid-state storage device 106. 
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0158. In another embodiment, the write data pipeline 106 
includes a write program module 310 with one or more user 
definable functions within the write data pipeline 106. The 
write program module 310 allows a user to customize the 
write data pipeline 106. A user may customize the write data 
pipeline 106 based on a particular data requirement or appli 
cation. Where the solid-state storage controller 104 is an 
FPGA, the user may program the write data pipeline 106 with 
custom commands and functions relatively easily. A user may 
also use the write program module 310 to include custom 
functions with an ASIC, however, customizing an ASIC may 
be more difficult than with an FPGA. The write program 
module 310 may include buffers and bypass mechanisms to 
allow a first data segment to execute in the write program 
module 310 while a second data segment may continue 
through the write data pipeline 106. In another embodiment, 
the write program module 310 may include a processor core 
that can be programmed through software. 
0159. Note that the write program module 310 is shown 
between the input buffer 306 and the compression module 
312, however, the write program module 310 could be any 
where in the write data pipeline 106 and may be distributed 
among the various stages 302-320. In addition, there may be 
multiple write program modules 310 distributed among the 
various states 302-320 that are programmed and operate inde 
pendently. In addition, the order of the stages 302-320 may be 
altered. One of skill in the art will recognize workable alter 
ations to the order of the stages 302-320 based on particular 
user requirements. 

Read Data Pipeline 
0160 The read data pipeline 108 includes an ECC correc 
tion module 322 that determines if a data error exists in ECC 
blocks a requested packet received from the solid-state Stor 
age 110 by using ECC stored with each ECC block of the 
requested packet. The ECC correction module 322 then cor 
rects any errors in the requested packet if any error exists and 
the errors are correctable using the ECC. For example, if the 
ECC can detect an error in six bits but can only correct three 
bit errors, the ECC correction module 322 corrects ECC 
blocks of the requested packet with up to three bits in error. 
The ECC correction module 322 corrects the bits in error by 
changing the bits in error to the correct one or Zero state so that 
the requested data packet is identical to when it was written to 
the solid-state storage 110 and the ECC was generated for the 
packet. 
(0161. If the ECC correction module 322 determines that 
the requested packets contains more bits in error than the ECC 
can correct, the ECC correction module 322 cannot correct 
the errors in the corrupted ECC blocks of the requested packet 
and sends an interrupt. In one embodiment, the ECC correc 
tion module 322 sends an interrupt with a message indicating 
that the requested packet is in error. The message may include 
information that the ECC correction module 322 cannot cor 
rect the errors or the inability of the ECC correction module 
322 to correct the errors may be implied. In another embodi 
ment, the ECC correction module 322 sends the corrupted 
ECC blocks of the requested packet with the interrupt and/or 
the message. 
0162. In the preferred embodiment, a corrupted ECC 
block or portion of a corrupted ECC block of the requested 
packet that cannot be corrected by the ECC correction module 
322 is read by the master controller 224, corrected, and 
returned to the ECC correction module 322 for further pro 
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cessing by the read data pipeline 108. In one embodiment, a 
corrupted ECC block or portion of a corrupted ECC block of 
the requested packet is sent to the device requesting the data. 
The requesting device 155 may correct the ECC block or 
replace the data using another copy, such as a backup or 
mirror copy, and then may use the replacement data of the 
requested data packet or return it to the read data pipeline 108. 
The requesting device 155 may use header information in the 
requested packet in error to identify data required to replace 
the corrupted requested packet or to replace the object to 
which the packet belongs. In another preferred embodiment, 
the Solid-state storage controller 104 Stores data using some 
type of RAID and is able to recover the corrupted data. In 
another embodiment, the ECC correction module 322 sends 
and interrupt and/or message and the receiving device fails 
the read operation associated with the requested data packet. 
One of skill in the art will recognize other options and actions 
to be taken as a result of the ECC correction module 322 
determining that one or more ECC blocks of the requested 
packet are corrupted and that the ECC correction module 322 
cannot correct the errors. 
0163 The read data pipeline 108 includes a depacketizer 
324 that receives ECC blocks of the requested packet from the 
ECC correction module 322, directly or indirectly, and 
checks and removes one or more packet headers. The depack 
etizer 324 may validate the packet headers by checking 
packet identifiers, data length, data location, etc. within the 
headers. In one embodiment, the header includes a hash code 
that can be used to validate that the packet delivered to the 
read data pipeline 108 is the requested packet. The depack 
etizer 324 also removes the headers from the requested packet 
added by the packetizer 302. The depacketizer 324 may 
directed to not operate on certain packets but pass these 
forward without modification. An example might be a con 
tainer label that is requested during the course of a rebuild 
process where the header information is required by the logi 
cal index reconstruction module 272. Further examples 
include the transfer of packets of various types destined for 
use within the solid-state storage device 102. In another 
embodiment, the depacketizer 324 operation may be packet 
type dependent. 
0164. The read data pipeline 108 includes an alignment 
module 326 that receives data from the depacketizer 324 and 
removes unwanted data. In one embodiment, a read command 
sent to the solid-state storage 110 retrieves a packet of data. A 
device requesting the data may not require all data within the 
retrieved packet and the alignment module 326 removes the 
unwanted data. If all data within a retrieved page is requested 
data, the alignment module 326 does not remove any data. 
0.165. The alignment module 326 re-formats the data as 
data segments of an object in a form compatible with a device 
requesting the data segment prior to forwarding the data 
segment to the next stage. Typically, as data is processed by 
the read data pipeline 108, the size of data segments or pack 
ets changes at various stages. The alignment module 326 uses 
received data to format the data into data segments Suitable to 
be sent to the requesting device 155 and joined to form a 
response. For example, data from a portion of a first data 
packet may be combined with data from a portion of a second 
data packet. If a data segment is larger than a data requested 
by the requesting device, the alignment module 326 may 
discard the unwanted data. 

0166 In one embodiment, the read data pipeline 108 
includes a read synchronization buffer 328 that buffers one or 
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more requested packets read from the Solid-state storage 110 
prior to processing by the read data pipeline 108. The read 
synchronization buffer 328 is at the boundary between the 
Solid-state storage clock domain and the local bus clock 
domain and provides buffering to account for the clock 
domain differences. 

0167. In another embodiment, the read data pipeline 108 
includes an output buffer 330 that receives requested packets 
from the alignment module 326 and stores the packets prior to 
transmission to the requesting device. The output buffer 330 
accounts for differences between when data segments are 
received from stages of the read data pipeline 108 and when 
the data segments are transmitted to other parts of the solid 
state storage controller 104 or to the requesting device. The 
output buffer 330 also allows the data bus 204 to receive data 
from the read data pipeline 108 at rates greater than can be 
sustained by the read data pipeline 108 in order to improve 
efficiency of operation of the data bus 204. 
0.168. In one embodiment, the read data pipeline 108 
includes a media decryption module 332 that receives one or 
more encrypted requested packets from the ECC correction 
module 322 and decrypts the one or more requested packets 
using the encryption key unique to the solid-state storage 
device 102 prior to sending the one or more requested packets 
to the depacketizer 324. Typically the encryption key used to 
decrypt data by the media decryption module 332 is identical 
to the encryption key used by the media encryption module 
318. In another embodiment, the solid-state storage 110 may 
have two or more partitions and the solid-state storage con 
troller 104 behaves as though it were two or more solid-state 
storage controllers 104 each operating on a single partition 
within the solid-state storage 110. In this embodiment, a 
unique media encryption key may be used with each partition. 
0169. In another embodiment, the read data pipeline 108 
includes a decryption module 334 that decrypts a data seg 
ment formatted by the depacketizer 324 prior to sending the 
data segment to the output buffer 330. The data segment 
decrypted using an encryption key received in conjunction 
with the read request that initiates retrieval of the requested 
packet received by the read synchronization buffer 328. The 
decryption module 334 may decrypt a first packet with an 
encryption key received in conjunction with the read request 
for the first packet and then may decrypt a second packet with 
a different encryption key or may pass the second packet on to 
the next stage of the read data pipeline 108 without decryp 
tion. Typically, the decryption module 334 uses a different 
encryption key to decrypt a data segment than the media 
decryption module 332 uses to decrypt requested packets. 
When the packet was stored with a non-secret cryptographic 
nonce, the nonce is used in conjunction with an encryption 
key to decrypt the data packet. The encryption key may be 
received from a client 114, a computer 112, key manager, or 
other device that manages the encryption key to be used by the 
solid-state storage controller 104. 
0170 In another embodiment, the read data pipeline 108 
includes a decompression module 336 that decompresses a 
data segment formatted by the depacketizer 324. In the pre 
ferred embodiment, the decompression module 336 uses 
compression information stored in one or both of the packet 
header and the container label to select a complementary 
routine to that used to compress the data by the compression 
module 312. In another embodiment, the decompression rou 
tine used by the decompression module 336 is dictated by the 
device requesting the data segment being decompressed. In 
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another embodiment, the decompression module 336 selects 
a decompression routine according to default settings on aper 
object type or object class basis. A first packet of a first object 
may be able to override a default decompression routine and 
a second packet of a second object of the same object class 
and object type may use the default decompression routine 
and a third packet of a third object of the same object class and 
object type may use no decompression. 
0171 In another embodiment, the read data pipeline 108 
includes a read program module 338 that includes one or 
more user-definable functions within the read data pipeline 
108. The read program module 338 has similar characteristics 
to the write program module 310 and allows a user to provide 
custom functions to the read data pipeline 108. The read 
program module 338 may be located as shown in FIG.3, may 
be located in another position within the read data pipeline 
108, or may include multiple parts in multiple locations 
within the read data pipeline 108. Additionally, there may be 
multiple read program modules 338 within multiple locations 
within the read data pipeline 108 that operate independently. 
One of skill in the art will recognize other forms of a read 
program module 338 within a read data pipeline 108. As with 
the write data pipeline 106, the stages of the read data pipeline 
108 may be rearranged and one of skill in the art will recog 
nize other orders of stages within the read data pipeline 108. 
0172. The solid-state storage controller 104 includes con 
trol and status registers 340 and corresponding control queues 
342. The control and status registers 340 and control queues 
342 facilitate control and sequencing commands and Sub 
commands associated with data processed in the write and 
read data pipelines 106, 108. For example, a data segment in 
the packetizer 302 may have one or more corresponding 
control commands or instructions in a control queue 342 
associated with the ECC generator. As the data segment is 
packetized, some of the instructions or commands may be 
executed within the packetizer 302. Other commands or 
instructions may be passed to the next control queue 342 
through the control and status registers 340 as the newly 
formed data packet created from the data segment is passed to 
the next stage. 
0173 Commands or instructions may be simultaneously 
loaded into the control queues 342 for a packet being for 
warded to the write data pipeline 106 with each pipeline stage 
pulling the appropriate command or instruction as the respec 
tive packet is executed by that stage. Similarly, commands or 
instructions may be simultaneously loaded into the control 
queues 342 for a packet being requested from the read data 
pipeline 108 with each pipeline stage pulling the appropriate 
command or instruction as the respective packet is executed 
by that stage. One of skill in the art will recognize other 
features and functions of control and status registers 340 and 
control queues 342. 
0.174. The solid-state storage controller 104 and or solid 
state storage device 102 may also include a bank interleave 
controller 344, a synchronization buffer 346, a storage bus 
controller 348, and a multiplexer (“MUX) 350, which are 
described in relation to FIGS. 4A and 4.B. 

Bank Interleave 

0.175 FIG. 4A is a schematic block diagram illustrating 
one embodiment 400 of a bank interleave controller 344 in the 
solid-state storage controller 104 in accordance with the 
present invention. The bank interleave controller 344 is con 
nected to the control and status registers 340 and to the stor 
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age I/O bus 210 and storage control bus 212 through the MUX 
350, storage bus controller 348, and synchronous buffer 346, 
which are described below. The bank interleave controller 
includes a read agent 402, a write agent 404, an erase agent 
406, a management agent 408, read queues 410a-n, write 
queues 412a-n, erase queues 414a-n, and management 
queues 416a-n for the banks 214 in the Solid-state storage 
110, bank controllers 418a-n, a bus arbiter 420, and a status 
MUX 422, which are described below. The storage bus con 
troller 348 includes a mapping module 424 with a remapping 
module 430, a status capture module 426, and a NAND bus 
controller 428, which are described below. 
0176 The bank interleave controller 344 directs one or 
more commands to two or more queues in the bank interleave 
controller 344 and coordinates among the banks 214 of the 
Solid-state storage 110 execution of the commands stored in 
the queues, such that a command of a first type executes on 
one bank 214a while a command of a second type executes on 
a second bank 214b. The one or more commands are sepa 
rated by command type into the queues. Each bank 214 of the 
Solid-state storage 110 has a corresponding set of queues 
within the bank interleave controller 344 and each set of 
queues includes a queue for each command type. 
0177. The bank interleave controller 344 coordinates 
among the banks 214 of the solid-state storage 110 execution 
of the commands stored in the queues. For example, a com 
mand of a first type executes on one bank 214a while a 
command of a second type executes on a second bank 214b. 
Typically the command types and queue types include read 
and write commands and queues 410, 412, but may also 
include other commands and queues that are storage media 
specific. For example, in the embodiment depicted in FIG. 
4A, erase and management queues 414, 416 are included and 
would be appropriate for flash memory, NRAM, MRAM, 
DRAM, PRAM, etc. 
0.178 For other types of solid-state storage 110, other 
types of commands and corresponding queues may be 
included without straying from the scope of the invention. 
The flexible nature of an FPGA solid-state storage controller 
104 allows flexibility in storage media. If flash memory were 
changed to another Solid-state storage type, the bank inter 
leave controller 344, storage bus controller 348, and MUX 
350 could be altered to accommodate the media type without 
significantly affecting the data pipelines 106, 108 and other 
solid-state storage controller 104 functions. 
(0179. In the embodiment depicted in FIG. 4A, the bank 
interleave controller 344 includes, for each bank 214, a read 
queue 410 for reading data from the solid-state storage 110, a 
write queue 412 for write commands to the Solid-state storage 
110, an erase queue 414 for erasing an erase block in the 
Solid-state storage, an a management queue 416 for manage 
ment commands. The bank interleave controller 344 also 
includes corresponding read, write, erase, and management 
agents 402,404, 406, 408. In another embodiment, the con 
trol and status registers 340 and control queues 342 or similar 
components queue commands for data sent to the banks 214 
of the solid-state storage 110 without a bank interleave con 
troller 344. 

0180. The agents 402,404, 406, 408, in one embodiment, 
direct commands of the appropriate type destined for a par 
ticular bank 214a to the correct queue for the bank 214a. For 
example, the read agent 402 may receive a read command for 
bank-1214b and directs the read command to the bank-1 read 
queue 410b. The write agent 404 may receive a write com 
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mand to write data to a location in bank-0 214a of the solid 
state storage 110 and will then send the write command to the 
bank-0 write queue 412.a. Similarly, the erase agent 406 may 
receive an erase command to erase an erase block in bank-1 
214b and will then pass the erase command to the bank-1 
erase queue 414b. The management agent 408 typically 
receives management commands, status requests, and the 
like. Such as a reset command or a request to read a configu 
ration register of a bank 214, such as bank-0 214a. The 
management agent 408 sends the management command to 
the bank-0 management queue 416a. 
0181. The agents 402,404, 406, 408 typically also monitor 
status of the queues 410, 412, 414, 416 and send status, 
interrupt, or other messages when the queues 410, 412,414. 
416 are full, nearly full, non-functional, etc. In one embodi 
ment, the agents 402, 404, 406, 408 receive commands and 
generate corresponding Sub-commands. In one embodiment, 
the agents 402,404, 406, 408 receive commands through the 
control & status registers 340 and generate corresponding 
sub-commands which are forwarded to the queues 410, 412, 
414, 416. One of skill in the art will recognize other functions 
of the agents 402,404, 406, 408. 
0182. The queues 410, 412, 414, 416 typically receive 
commands and store the commands until required to be sent 
to the Solid-state storage banks 214. In a typical embodiment, 
the queues 410, 412, 414, 416 are first-in, first-out (“FIFO) 
registers or a similar component that operates as a FIFO. In 
another embodiment, the queues 410, 412, 414, 416 store 
commands in an order that matches data, order of importance, 
or other criteria. 

0183 The bank controllers 418 typically receive com 
mands from the queues 410, 412, 414, 416 and generate 
appropriate Subcommands. For example, the bank-0 write 
queue 412a may receive a command to write a page of data 
packets to bank-0 214a. The bank-0 controller 418a may 
receive the write command at an appropriate time and may 
generate one or more write Subcommands for each data 
packet stored in the write buffer 320 to be written to the page 
in bank-0 214a. For example, bank-0 controller 4.18a may 
generate commands to validate the status of bank 0214a and 
the Solid-state storage array 216, select the appropriate loca 
tion for writing one or more data packets, clear the input 
buffers within the solid-state storage memory array 216, 
transfer the one or more data packets to the input buffers, 
program the input buffers into the selected location, verify 
that the data was correctly programmed, and if program fail 
ures occur do one or more of interrupting the master control 
ler, retrying the write to the same physical location, and 
retrying the write to a different physical location. Addition 
ally, in conjunction with example write command, the storage 
bus controller 348 will cause the one or more commands to 
multiplied to each of the each of the storage I/O buses 210a-n 
with the logical address of the command mapped to a first 
physical addresses for storage I/O bus 210a, and mapped to a 
second physical address for storage I/O bus 210b, and so forth 
as further described below. 

0.184 Typically, bus arbiter 420 selects from among the 
bank controllers 418 and pulls subcommands from output 
queues within the bank controllers 418 and forwards these to 
the Storage Bus Controller 348 in a sequence that optimizes 
the performance of the banks 214. In another embodiment, 
the bus arbiter 420 may respond to a high level interrupt and 
modify the normal selection criteria. In another embodiment, 
the master controller 224 can control the bus arbiter 420 
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through the control and status registers 340. One of skill in the 
art will recognize other means by which the bus arbiter 420 
may control and interleave the sequence of commands from 
the bank controllers 418 to the solid-state storage 110. 
0185. The bus arbiter 420 typically coordinates selection 
of appropriate commands, and corresponding data when 
required for the command type, from the bank controllers 418 
and sends the commands and data to the storage bus controller 
348. The bus arbiter 420 typically also sends commands to the 
storage control bus 212 to select the appropriate bank 214. For 
the case of flash memory or other solid-state storage 110 with 
an asynchronous, bi-directional serial storage I/O bus 210, 
only one command (control information) or set of data can be 
transmitted at a time. For example, when write commands or 
data are being transmitted to the solid-state storage 110 on the 
storage I/O bus 210, read commands, data being read, erase 
commands, management commands, or other status com 
mands cannot be transmitted on the storage I/O bus 210. For 
example, when data is being read from the storage I/O bus 
210, data cannot be written to the solid-state storage 110. 
0186 For example, during a write operation on bank-0 the 
bus arbiter 420 selects the bank-0 controller 418a which may 
have a write command or a series of write Sub-commands on 
the top of its queue which cause the storage bus controller 348 
to execute the following sequence. The bus arbiter 420 for 
wards the write command to the storage bus controller 348, 
which sets up a write command by selecting bank-0 214a 
through the storage control bus 212, sending a command to 
clear the input buffers of the solid-state storage elements 110 
associated with the bank-0214a, and sending a command to 
validate the status of the solid-state storage elements 216, 
218, 220 associated with the bank-0 214a. The storage bus 
controller 348 then transmits a write subcommand on the 
storage I/O bus 210, which contains the physical addresses 
including the address of the logical erase block for each 
individual physical erase Solid-stage storage element 216a-in 
as mapped from the logical erase block address. The storage 
bus controller 348 then muxes the write buffer 320 through 
the write sync buffer 308 to the storage I/O bus 210 through 
the MUX 350 and streams write data to the appropriate page. 
When the page is full, then storage bus controller 348 causes 
the Solid-state storage elements 216a-m associated with the 
bank-0214a to program the input buffer to the memory cells 
within the solid-state storage elements 216a-m. Finally, the 
storage bus controller 348 validates the status to ensure that 
page was correctly programmed. 
0187. A read operation is similar to the write example 
above. During a read operation, typically the bus arbiter 420, 
or other component of the bank interleave controller 344, 
receives data and corresponding status information and sends 
the data to the read data pipeline 108 while sending the status 
information on to the control and status registers 340. Typi 
cally, a read data command forwarded from bus arbiter 420 to 
the storage bus controller 348 will cause the MUX 350 to gate 
the read data on storage I/O bus 210 to the read data pipeline 
108 and send status information to the appropriate control and 
status registers 340 through the status MUX 422. 
0188 The bus arbiter 420 coordinates the various com 
mand types and data access modes so that only an appropriate 
command type or corresponding data is on the bus at any 
given time. If the bus arbiter 420 has selected a write com 
mand, and write Subcommands and corresponding data are 
being written to the solid-state storage 110, the bus arbiter 420 
will not allow other command types on the storage I/O bus 
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210. Beneficially, the bus arbiter 420 uses timing information, 
Such as predicted command execution times, along with sta 
tus information received concerning bank 214 status to coor 
dinate execution of the various commands on the bus with the 
goal of minimizing or eliminating idle time of the busses. 
0189 The master controller 224 through the bus arbiter 
420 typically uses expected completion times of the com 
mands stored in the queues 410, 412, 414, 416, along with 
status information, so that when the Subcommands associated 
with a command are executing on one bank 214a, other Sub 
commands of other commands are executing on other banks 
214b-n. When one command is fully executed on a bank 
214a, the bus arbiter 420 directs another command to the bank 
214a. The bus arbiter 420 may also coordinate commands 
stored in the queues 410, 412,414, 416 with other commands 
that are not stored in the queues 410, 412, 414, 416. 
0190. For example, an erase command may be sent out to 
erase a group of erase blocks within the Solid-state storage 
110. An erase command may take 10 to 1000 times more time 
to execute than a write or a read command or 10 to 100 times 
more time to execute than a program command. For N banks 
214, the bank interleave controller 344 may split the erase 
command into N commands, each to erase a virtual erase 
block of a bank 214a. While bank-0 214a is executing an 
erase command, the bus arbiter 420 may select other com 
mands for execution on the other banks 214b-n. The bus 
arbiter 420 may also work with other components, such as the 
storage bus controller 348, the master controller 224, etc., to 
coordinate command execution among the buses. Coordinat 
ing execution of commands using the bus arbiter 420, bank 
controllers 418, queues 410, 412,414, 416, and agents 402, 
404, 406, 408 of the bank interleave controller 344 can dra 
matically increase performance over other solid-state storage 
systems without a bank interleave function. 
(0191 In one embodiment, the solid-state controller 104 
includes one bank interleave controller 344 that serves all of 
the storage elements 216, 218, 220 of the solid-state storage 
110. In another embodiment, the solid-state controller 104 
includes a bank interleave controller 344 for each row of 
storage elements 216a-in, 218a-in, 220a-in. For example, one 
bank interleave controller 344 serves one row of storage 
elements SSS 0.0-SSS 0.N 216a, 218a, 220a, a second bank 
interleave controller 344 serves a second row of storage ele 
ments SSS 1.0-SSS 1.N 216b, 218b, 220b, etc. 
0.192 FIG. 4B is a schematic block diagram illustrating an 
alternate embodiment 401 of a bank interleave controller in 
the solid-state storage controller in accordance with the 
present invention. The components 210, 212,340, 346, 348, 
350, 402-430 depicted in the embodiment shown in FIG. 4B 
are substantially similar to the bank interleave apparatus 400 
described in relation to FIG. 4A except that each bank 214 
includes a single queue 432a-n and the read commands, write 
commands, erase commands, management commands, etc. 
for a bank (e.g. Bank-0214a) are directed to a single queue 
432a for the bank 214a. The queues 432, in one embodiment, 
are FIFO. In another embodiment, the queues 432 can have 
commands pulled from the queues 432 in an order other than 
the order they were stored. In another alternate embodiment 
(not shown), the read agent 402, write agent 404, erase agent 
406, and management agent 408 may be combined into a 
single agent assigning commands to the appropriate queues 
432a-n. 

0193 In another alternate embodiment (not shown), com 
mands are stored in a single queue where the commands may 
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be pulled from the queue in an order other than how they are 
stored so that the bank interleave controller 344 can execute a 
command on one bank 214a while other commands are 
executing on the remaining banks 214b-n. One of skill in the 
art will easily recognize other queue configurations and types 
to enable execution of a command on one bank 214a while 
other commands are executing on other banks 214b-n. 

Storage-Specific Components 

0194 The solid-state storage controller 104 includes a 
synchronization buffer 346 that buffers commands and status 
messages sent and received from the solid-state storage 110. 
The synchronization buffer 346 is located at the boundary 
between the Solid-state storage clock domain and the local 
bus clock domain and provides buffering to account for the 
clock domain differences. The synchronization buffer 346, 
write synchronization buffer 308, and read synchronization 
buffer 328 may be independent or may act together to buffer 
data, commands, status messages, etc. In the preferred 
embodiment, the synchronization buffer 346 is located where 
there are the fewest number of signals crossing the clock 
domains. One skilled in the art will recognize that synchro 
nization between clock domains may be arbitrarily moved to 
other locations within the solid-state storage device 102 in 
order to optimize some aspect of design implementation. 
0.195 The solid-state storage controller 104 includes a 
storage bus controller 348 that interprets and translates com 
mands for data sent to and read from the solid-state storage 
110 and status messages received from the Solid-state storage 
110 based on the type of solid-state storage 110. For example, 
the storage bus controller 348 may have different timing 
requirements for different types of storage, storage with dif 
ferent performance characteristics, storage from different 
manufacturers, etc. The storage bus controller 348 also sends 
control commands to the storage control bus 212. 
0196. In the preferred embodiment, the solid-state storage 
controller 104 includes a MUX 350 that comprises an array of 
multiplexers 350a-n where each multiplexer is dedicated to a 
row in the solid-state storage array 110. For example, multi 
plexer 350a is associated with solid-state storage elements 
216a, 218a, 220a. MUX 350 routes the data from the write 
data pipeline 106 and commands from the storage bus con 
troller 348 to the solid-state storage 110 via the storage I/O 
bus 210 and routes data and status messages from the solid 
state storage 110 via the storage I/O bus 210 to the read data 
pipeline 106 and the control and status registers 340 through 
the storage bus controller 348, synchronization buffer 346, 
and bank interleave controller 344. 

0197) In the preferred embodiment, the solid-state storage 
controller 104 includes a MUX 350 for each row of solid-state 
storage elements (e.g. SSS 0.1216a, SSS 0.22.18a, SSS 0.N 
220a). A MUX 350 combines data from the write data pipe 
line 106 and commands sent to the solid-state storage 110 via 
the storage I/O bus 210 and separates data to be processed by 
the read data pipeline 108 from commands. Packets stored in 
the write buffer 320 are directed on busses out of the write 
buffer 320 through a write synchronization buffer 308 for 
each row of solid-state storage elements (SSSX.0 to SSSX.N 
216, 218, 220) to the MUX 350 for each row of solid-state 
storage elements (SSS X.0 to SSS X.N 216, 218, 220). The 
commands and read data are received by the MUXes 350 
from the storage I/O bus 210. The MUXes 350 also direct 
status messages to the storage bus controller 348. 
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0198 The storage bus controller 348 includes a mapping 
module 424. The mapping module 424 maps a logical address 
of an erase block to one or more physical addresses of an erase 
block. For example, a solid-state storage 110 with an array of 
twenty storage elements (e.g. SSS 0.0 to SSS M.O 216) per 
block 214a may have a logical address for a particular erase 
block mapped to twenty physical addresses of the erase block, 
one physical address perstorage element. Because the storage 
elements are accessed in parallel, erase blocks at the same 
position in each storage element in a row of storage elements 
216a, 218a, 220a will share a physical address. To select one 
erase block (e.g. in storage element SSS 0.0216a) instead of 
all erase blocks in the row (e.g. in storage elements SSS 0.0, 
0.1, ... 0.N 216a, 218a, 220a), one bank (in this case bank-0 
214a) is selected. 
0199. This logical-to-physical mapping for erase blocks is 
beneficial because if one erase block becomes damaged or 
inaccessible, the mapping can be changed to map to another 
erase block. This mitigates the loss of losing an entire virtual 
erase block when one elements erase block is faulty. The 
remapping module 430 changes a mapping of a logical 
address of an erase block to one or more physical addresses of 
a virtual erase block (spread over the array of storage ele 
ments). For example, virtual erase block 1 may be mapped to 
erase block 1 of storage element SSS 0.0216a, to erase block 
1 of storage element SSS1.0216b, ..., and to storage element 
M.O 216m, virtual erase block 2 may be mapped to erase 
block 2 of storage element SSS 0.1 2.18a, to erase block 2 of 
storage element SSS 1.1 218b, . . . . and to storage element 
M. 1 218m, etc. 
(0200 Iferase block 1 of a storage element SSS0.0216a is 
damaged, experiencing errors due to wear, etc., or cannot be 
used for some reason, the remapping module could change 
the logical-to-physical mapping for the logical address that 
pointed to erase block 1 of virtual erase block 1. If a spare 
erase block (call it erase block 221) of storage element SSS 
0.0216a is available and currently not mapped, the remap 
ping module could change the mapping of virtual erase block 
1 to point to erase block 221 of storage element SSS 0.0216a, 
while continuing to point to erase block 1 of storage element 
SSS 1.0216b, erase block 1 of storage element SSS 2.0 (not 
shown). . . . and to storage element M.0 21.6m. The mapping 
module 424 or remapping module 430 could map erase 
blocks in a prescribed order (virtual erase block 1 to erase 
block 1 of the storage elements, virtual erase block 2 to erase 
block 2 of the storage elements, etc.) or may map erase blocks 
of the storage elements 216, 218, 220 in another order based 
on Some other criteria. 

0201 In one embodiment, the erase blocks could be 
grouped by access time. Grouping by access time, meaning 
time to execute a command, Such as programming (writing) 
data into pages of specific erase blocks, can level command 
completion so that a command executed across the erase 
blocks of a virtual erase block is not limited by the slowest 
erase block. In other embodiments, the erase blocks may be 
grouped by wear level, health, etc. One of skill in the art will 
recognize other factors to consider when mapping or remap 
ping erase blocks. 
0202 In one embodiment, the storage bus controller 348 
includes a status capture module 426 that receives status 
messages from the Solid-state storage 110 and sends the status 
messages to the status MUX 422. In another embodiment, 
when the Solid-state storage 110 is flash memory, the storage 
bus controller 348 includes a NAND bus controller 428. The 
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NAND bus controller 428 directs commands from the read 
and write data pipelines 106, 108 to the correct location in the 
Solid-state storage 110, coordinates timing of command 
execution based on characteristics of the flash memory, etc. If 
the Solid-state storage 110 is another Solid-state storage type, 
the NAND bus controller 428 would be replaced by a bus 
controller specific to the storage type. One of skill in the art 
will recognize other functions of a NAND bus controller 428. 

Flow Charts 

0203 FIG. 5 is a schematic flow chart diagram illustrating 
one embodiment of a method 500 for managing data in a 
Solid-state storage device 102 using a data pipeline in accor 
dance with the present invention. The method 500 begins 502 
and the input buffer 306 receives 504 one or more data seg 
ments to be written to the solid-state storage 110. The one or 
more data segments typically include at least a portion of an 
object but may be an entire object. The packetizer 302 may 
create one or more object specific packets in conjunction with 
an object. The packetizer 302 adds a header to each packet 
which typically includes the length of the packet and a 
sequence number for the packet within the object. The pack 
etizer 302 receives 504 the one or more data or metadata 
segments that were stored in the input buffer 306 and pack 
etizes 506 the one or more data or metadata segments by 
creating one or more packets sized for the Solid-state storage 
110 where each packet includes one header and data from the 
one or more segments. 
0204 Typically, a first packet includes an object identifier 
that identifies the object for which the packet was created. A 
second packet may include a header with information used by 
the solid-state storage device 102 to associate the second 
packet to the object identified in the first packet and offset 
information locating the second packet within the object, and 
data. The Solid-state storage device controller 202 manages 
the bank 214 and physical area to which the packets are 
streamed. 
0205 The ECC generator 304 receives a packet from the 
packetizer 302 and generates 508 ECC for the data packets. 
Typically, there is no fixed relationship between packets and 
ECC blocks. An ECC block may comprise one or more pack 
ets. A packet may comprise one or more ECC blocks. A 
packet may start and end anywhere within an ECC block. A 
packet may start anywhere in a first ECC block and end 
anywhere in a subsequent ECC block. 
0206. The write synchronization buffer 308 buffers 510 
the packets as distributed within the corresponding ECC 
blocks prior to writing ECC blocks to the solid-state storage 
110 and then the solid-state storage controller 104 writes 512 
the data at an appropriate time considering clock domain 
differences, and the method 500 ends 514. The write synch 
buffer 308 is located at the boundary between a local clock 
domain and a solid-state storage 110 clock domain. Note that 
the method 500 describes receiving one or more data seg 
ments and writing one or more data packets for convenience, 
but typically a stream of data segments is received and a 
group. Typically a number of ECC blocks comprising a com 
plete virtual page of solid-state storage 110 are written to the 
solid-state storage 110. Typically the packetizer 302 receives 
data segments of one size and generates packets of another 
size. This necessarily requires data or metadata segments or 
parts of data or metadata segments to be combined to form 
data packets to capture all of the data of the segments into 
packets. 
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0207 FIG. 6 is a schematic flow chart diagram illustrating 
another embodiment of a method 600 for managing data in a 
Solid-state storage device 102 using a data pipeline in accor 
dance with the present invention. The method 600 begins 602 
and the input buffer 306 receives 604 one or more data or 
metadata segments to be written to the solid-state storage 110. 
The packetizer 302 adds a header to each packet which typi 
cally includes the length of the packet within the object. The 
packetizer 302 receives 604 the one or more segments that 
were stored in the input buffer 306 and packetizes 606 the one 
or more segments by creating one or more packets sized for 
the solid-state storage 110 where each packet includes a 
header and data from the one or more segments. 
0208. The ECC generator 304 receives a packet from the 
packetizer 302 and generates 608 one or more ECC blocks for 
the packets. The write synchronization buffer 308 buffers 610 
the packets as distributed within the corresponding ECC 
blocks prior to writing ECC blocks to the solid-state storage 
110 and then the solid-state storage controller 104 writes 612 
the data at an appropriate time considering clock domain 
differences. When data is requested from the solid-state stor 
age 110, ECC blocks comprising one or more data packets are 
read into the read synchronization buffer 328 and buffered 
614. The ECC blocks of the packet are received over the 
storage I/O bus 210. Since the storage I/O bus 210 is bi 
directional, when data is read, write operations, command 
operations, etc. are halted. 
0209. The ECC correction module 322 receives the ECC 
blocks of the requested packets held in the read synchroniza 
tion buffer 328 and corrects 616 errors within each ECC block 
as necessary. If the ECC correction module 322 determines 
that one or more errors exist in an ECC block and the errors 
are correctable using the ECC syndrom, the ECC correction 
module 322 corrects 616 the error in the ECC block. If the 
ECC correction module 322 determines that a detected error 
is not correctable using the ECC, the ECC correction module 
322 sends an interrupt. 
0210. The depacketizer 324 receives 618 the requested 
packet after the ECC correction module 322 corrects any 
errors and depacketizes 618 the packets by checking and 
removing the packet header of each packet. The alignment 
module 326 receives packets after depacketizing, removes 
unwanted data, and re-formats 620 the data packets as data or 
metadata segments of an object in a form compatible with the 
device requesting the segment or object. The output buffer 
330 receives requested packets after depacketizing and buff 
ers 622 the packets prior to transmission to the requesting 
device, and the method 600 ends 624. 
0211 FIG. 7 is a schematic flow chart diagram illustrating 
an embodiment of a method 700 for managing data in a 
Solid-state storage device 102 using a bank interleave in 
accordance with the present invention. The method 600 
begins 602 and the bank interleave controller 344 directs 604 
one or more commands to two or more queues 410, 412,414. 
416. Typically the agents 402, 404, 406, 408 direct 604 the 
commands to the queues 410, 412, 414, 416 by command 
type. Each set of queues 410, 412,414, 416 includes a queue 
for each command type. The bank interleave controller 344 
coordinates 606 among the banks 214 execution of the com 
mands stored in the queues 410, 412, 414, 416 so that a 
command of a first type executes on one bank 214a while a 
command of a second type executes on a second bank 214b, 
and the method 600 ends 608. 



US 2014/02894.47 A9 

Storage Space Recovery 

0212 FIG. 8 is a schematic block diagram illustrating one 
embodiment of an apparatus 800 for garbage collection in a 
solid-state storage device 102 in accordance with the present 
invention. The apparatus 800 includes a sequential storage 
module 802, a storage division selection module 804, a data 
recovery module 806, and a storage division recovery module 
808, which are described below. In other embodiments, the 
apparatus 800 includes a garbage marking module 810 and an 
erase module 812. 
0213. The apparatus 800 includes a sequential storage 
module 802 that sequentially writes data packets in a page 
within a storage division. The packets are sequentially stored 
whether they are new packets or modified packets. Modified 
packets are in this embodiment are typically not written back 
to a location where they were previously stored. In one 
embodiment, the sequential storage module 802 writes a 
packet to a first location in a page of a storage division, then 
to the next location in the page, and to the next, and the next, 
until the page is filled. The sequential storage module 802 
then starts to fill the next page in the storage division. This 
continues until the storage division is filled. 
0214. In a preferred embodiment, the sequential storage 
module 802 starts writing packets to storage write buffers in 
the storage elements (e.g. SSS 0.0 to SSS M.0216) of a bank 
(bank-0 214a). When the storage write buffers are full, the 
solid-state storage controller 104 causes the data in the stor 
age write buffers to be programmed into designated pages 
within the storage elements 216 of the bank 214a. Then 
another bank (e.g. bank-1214b) is selected and the sequential 
storage module 802 starts writing packets to storage write 
buffers of the storage elements 218 of the bank 214b while the 
first bank-0 is programming the designated pages. When the 
storage write buffers of this bank 214b are full, the contents of 
the storage write buffers are programmed into another desig 
nated page in each storage element 218. This process is effi 
cient because while one bank 214a is programming a page, 
storage write buffers of another bank 214b can be filling. 
0215. The storage division includes a portion of a solid 
state storage 110 in a solid-state storage device 102. Typically 
the storage division is an erase block. For flash memory, an 
erase operation on an erase block writes ones to every bit in 
the erase block by charging each cell. This is a lengthy pro 
cess compared to a program operation which starts with a 
location being all ones, and as data is written, some bits are 
changed to Zero by discharging the cells written with a Zero. 
However, where the solid-state storage 110 is not flash 
memory or has flash memory where an erase cycle takes a 
similar amount of time as other operations, such as a read or 
a program, the storage division may not be required to be 
erased. 
0216 AS used herein, a storage division is equivalent in 
area to an erase block but may or may not be erased. Where 
erase block is used herein, an erase block may refer to a 
particular area of a designated size within a storage element 
(e.g. SSS 0.0216a) and typically includes a certain quantity 
of pages. Where "erase block” is used in conjunction with 
flash memory, it is typically a storage division that is erased 
prior to being written. Where "erase block” is used with 
'solid-state storage it may or may not be erased. As used 
herein, an erase block may include one erase block or a group 
of erase blocks with one erase block in each of a row of 
storage elements (e.g. SSS 0.0 to SSS M.O 216a-n), which 
may also be referred to herein as a virtual erase block. When 
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referring to the logical construct associated with the virtual 
erase block, the erase blocks may be referred to herein as a 
logical erase block (“LEB). 
0217. Typically, the packets are sequentially stored by 
order of processing. In one embodiment, where a write data 
pipeline 106 is used, the sequential storage module 802 stores 
packets in the order that they come out of the write data 
pipeline 106. This order may be a result of data segments 
arriving from a requesting device 155 mixed with packets of 
valid data that are being read from another storage division as 
valid data is being recovered from a storage division during a 
recovery operation as explained below. Re-routing recovered, 
valid data packets to the write data pipeline 106 may include 
the garbage collector bypass 316 as described above in rela 
tion to the solid-state storage controller 104 of FIG. 3. 
0218. The apparatus 800 includes a storage division selec 
tion module 804 that selects a storage division for recovery. 
Selecting a storage division for recovery may be to reuse the 
storage division by the sequential storage module 802 for 
writing data, thus adding the recovered storage division to the 
storage pool, or to recover valid data from the storage division 
after determining that the storage division is failing, unreli 
able, should be refreshed, or other reason to take the storage 
division temporarily or permanently out of the storage pool. 
In another embodiment, the storage division selection module 
804 selects a storage division for recovery by identifying a 
storage division or erase block with a high amount of invalid 
data. 

0219. In another embodiment, the storage division selec 
tion module 804 selects a storage division for recovery by 
identifying a storage division or erase block with a low 
amount of wear. For example, identifying a storage division 
or erase block with a low amount of wear may include iden 
tifying a storage division with a low amount of invalid data, a 
low number of erase cycles, low bit error rate, or low program 
count (low number of times a page of data in a buffer is written 
to a page in the storage division; program count may be 
measured from when the device was manufactured, from 
when the storage division was last erased, from other arbitrary 
events, and from combinations of these). The storage division 
selection module 804 may also use any combination of the 
above or other parameters to determine a storage division 
with a low amount of wear. Selecting a storage division for 
recovery by determining a storage division with a low amount 
of wear may be desirable to find storage divisions that are 
under used, may be recovered for wear leveling, etc. 
0220. In another embodiment, the storage division selec 
tion module 804 selects a storage division for recovery by 
identifying a storage division or erase block with a high 
amount of wear. For example, identifying a storage division 
or erase block with a high amount of wear may include 
identifying a storage division with a high number of erase 
cycles, high bit error rate, a storage division with a non 
recoverable ECC block, or high program count. The storage 
division selection module 804 may also use any combination 
of the above or other parameters to determine a storage divi 
sion with a high amount of wear. Selecting a storage division 
for recovery by determining a storage division with a high 
amount of wear may be desirable to find storage divisions that 
are over used, may be recovered by refreshing the storage 
division using an erase cycle, etc. or to retire the storage 
division from service as being unusable. 
0221) The apparatus 800 includes a data recovery module 
806 that reads valid data packets from the storage division 
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selected for recovery, queues the valid data packets with other 
data packets to be written sequentially by the sequential Stor 
age module 802, and updates an index with a new physical 
address of the valid data written by the sequential storage 
module 802. Typically, the index is the logical index mapping 
logical identifiers to physical addresses of where packets 
derived from the data object, file, or other data construct are 
stored in the solid-state storage 110. 
0222. In one embodiment the apparatus 800 includes a 
storage division recovery module 808 that prepares the stor 
age division for use or reuse and marks the storage division as 
available to the sequential storage module 802 for sequen 
tially writing data packets after the data recovery module 806 
has completed copying valid data from the storage division. 
In another embodiment, the apparatus 800 includes a storage 
division recovery module 808 that marks the storage division 
selected for recovery as unavailable for storing data. Typi 
cally this is due to the storage division selection module 804 
identifying a storage division or erase block with a high 
amount of wear Such that the storage division or erase block 
is not in condition to be used for reliable data storage. 
0223) In one embodiment, the apparatus 800 is in a solid 
state storage device controller 202 of a solid-state storage 
device 102. In another embodiment, the apparatus 800 con 
trols a solid-state storage device controller 202. In another 
embodiment, a portion of the apparatus 800 is in a solid-state 
storage device controller 202. In another embodiment, the 
logical index updated by the data recovery module 806 is also 
located in the solid-state storage device controller 202 
0224. In one embodiment, the storage division is an erase 
block and the apparatus 800 includes an erase module 810 
that erases an erase block selected for recovery after the data 
recovery module 806 has copied valid data packets from the 
selected erase block and before the storage division recovery 
module 808 marks the erase block as available. For flash 
memory and other solid-state storage with an erase operation 
taking much longer than read or write operations, erasing a 
data block prior to making it available for writing new data is 
desirable for efficient operation. Where the solid-state storage 
110 is arranged in banks 214, the erase operation by the erase 
module 810 may be executed on one bank while other banks 
are executing reads, writes, or other operations. 
0225. In one embodiment, the apparatus 800 includes a 
garbage marking module 812 that identifies a data packet in a 
storage division as invalid in response to an operation indi 
cating that the data packet is no longer valid. For example, if 
a data packet is deleted, the garbage marking module 812 may 
identify the data packet as invalid. A read-modify-write 
operation is another way for a data packet to be identified as 
invalid. In one embodiment, the garbage marking module 812 
may identify the data packet as invalid by updating an index. 
In another embodiment, the garbage marking module 812 
may identify the data packet as invalid by storing another data 
packet that indicates that the invalid data packet has been 
deleted. This is advantageous because storing, in the Solid 
state storage 110, information that the data packet has been 
deleted allows the logical index reconstruction module 262 or 
similar module to reconstruct the logical index with an entry 
indicating that the invalid data packet has been deleted. 
0226. In one embodiment, the apparatus 800 may be uti 
lized to fill the remainder of a virtual page of data following a 
flush command in order to improve overall performance, 
where the flush command halts data flowing into the write 
pipeline 106 until the write pipeline 106 empties and all 

24 
Sep. 25, 2014 

packets have been permanently written into non-volatile 
solid-state storage 110. This has the benefit of reducing the 
amount of garbage collection required, the amount of time 
used to erase storage divisions, and the amount of time 
required to program virtual pages. For example, a flush com 
mand may be received when only one Small packet is pre 
pared for writing into the virtual page of the solid-state Stor 
age 100. Programming this nearly empty virtual page might 
result in a need to immediately recover the wasted space, 
causing the valid data within the storage division to be unnec 
essarily garbage collected and the storage division erased, 
recovered and returned to the pool of available space for 
writing by the sequential storage module 802. 
0227 Marking the data packet as invalid rather than actu 
ally erasing an invalid data packet is efficient because, as 
mentioned above, for flash memory and other similar storage 
an erase operation takes a significant amount of time. Allow 
ing a garbage collection system, as described in the apparatus 
800, to operate autonomously within the solid-state storage 
110 provides a way to separate erase operations from reads, 
writes, and other faster operations so that the Solid-state Stor 
age device 102 can operate much faster than many other 
Solid-state storage systems or data storage devices. 
0228. In one embodiment, the apparatus 800 includes a 
sequential storage module 802, a storage division selection 
module 804, a data recovery module 806, and a storage divi 
sion recovery module 808, which are described below. In 
other embodiments, the apparatus 800 includes a garbage 
marking module 810 and an erase module 812, which are 
substantially similar to those described above and with addi 
tional functionality as described below. In the embodiment, 
the apparatus 800 also includes one or more of a read module 
814, a read counter module 816, a read counter limit module 
818, a read counter preliminary limit module 820, a storage 
division read module 822, a storage division error module 
824, a threshold adjustment module 826, an ECC module 
828, and a storage division recovery determination module 
830, which are described below. 
0229. The apparatus 800, in one embodiment, includes a 
read module 814 that reads at least a portion of a data packet 
stored in a first storage division where the first storage divi 
sion is at least a portion of the solid-state storage 110 in the 
solid-state storage device 102. The read module 814 may 
include any read operation available to the Solid-state storage 
controller 104 for reading data stored on the solid-state stor 
age 110. In a preferred embodiment, the read module 814 
encompasses read operations native to the Solid-state storage 
controller 104. 

0230. The apparatus 800, in one embodiment, includes a 
read counter module 816 that increments a read counter in 
conjunction with the read module 814 reading data stored in 
the first storage division. The read counter corresponds to the 
first storage division and each storage division in the Solid 
state storage device 102 includes a corresponding, separate 
read counter. In one embodiment, a storage division corre 
sponds to an erase block Such that there is a read counter for 
every erase block. In another embodiment, the read counter 
corresponds to a logical erase block. In other embodiments, 
the storage division may correspond to some other unit of 
Solid-state storage 110 or a read counter may be assigned to 
more than one storage division, or less than one storage divi 
sion. One of skill in the art will recognize other correlations 
between storage divisions and read counters. 
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0231. In one embodiment, the apparatus 800 includes a 
read counter limit module 818 that determines if the read 
countercorresponding to the first storage division has reached 
and/or exceeded a maximum read threshold. If the read 
counter for the first storage division has reached and/or 
exceeded the maximum read threshold, the storage division 
selection module 804 marks the first storage division for 
recovery. The data recovery module 806 then reads valid data 
packets from the first storage division, stores the valid data 
packets in a second storage division, and updates the logical 
index or other index with a new physical address of the moved 
data packets. The second storage division is typically not 
contiguous with the first storage division. The index includes 
a mapping of physical addresses of the data packets stored in 
the Solid-state storage 110 to logical identifiers corresponding 
to the data packets. The logical identifiers may be file names, 
object identifiers, logical blockaddresses, addresses within a 
thinly provisioned address space, and the like. The sequential 
storage module 802 may sequentially write the data packets to 
the second storage division. 
0232. The data packets are stored sequentially on the 
solid-state storage device 102 in an order that the data packets 
are received from one or more clients 114 and from a storage 
division marked for recovery such that the sequentially stored 
data packets are stored contiguously and include the data 
packets received from the one or more clients interspersed 
with the data packets received from a storage division marked 
for recovery. 
0233 Keeping track of when data is read is beneficial to 
countering data corruption as a result of the read disturb 
phenomenon described above in the Background section. 
Read disturb is a known phenomenon that affects data integ 
rity, however, bit flips resulting from read disturb are often 
transient, soft errors that typically do not cause permanent 
damage. Storage Subject to read disturb that causes bit errors 
can typically be reused after a storage recovery process with 
out an expectation of further bit errors in the recovered stor 
age unless the recovered storage is Subject to further read 
disturb, wears out, or is damaged in some way. The apparatus 
800 beneficially tracks read operations occurring in a storage 
division so that ifa high number of reads is encountered in the 
storage division, the storage division can then be recovered 
before serious data corruption occurs as a result of the read 
operations. 
0234. The apparatus 800, in one embodiment, includes a 
read counterpreliminary limit module 820, a storage division 
read module 822, and a storage division error module 824. 
The read counterpreliminary limit module 820 determines if 
the read countercorresponding to the first storage division has 
reached a preliminary read threshold. Typically the prelimi 
nary read threshold is set lower than the maximum read 
threshold at a level where a read count for the first storage 
division may be high enough where error testing of the first 
storage division is desirable. 
0235. The storage division read module 822 reads at least 
a portion of the data locations within the first storage division 
if the read counter preliminary limit module 820 determines 
that the read counter corresponding to the first storage divi 
sion has reached or exceeded the preliminary read threshold. 
Typically, the storage division read module 822 would read 
one or more ECC blocks in one or more erase blocks. In 
another embodiment, the storage division read module 822 
may read a logical erase block comprised of multiple physical 
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erase blocks. In one embodiment, the storage division read 
module 822 reads an ECC block or logical ECC block in one 
or more logical erase blocks. 
0236. The storage division read module 822 reads the data 
locations in the first storage division to determine if errors 
exist in data stored in the storage division. An error may be a 
bit error, errors in a column of data, errors in a row of data, 
errors clustered together, and the like. Other options for deter 
mining errors in a storage division are described in U.S. 
Provisional Patent Application No. 61/112.955 entitled 
Apparatus, System, and Method for Predicting Errors in 
Solid-State Storage' to David Flynn, et al., filed Nov. 10, 
2008 hereinafter “955 Application”, which is hereinafter 
incorporated by reference. 
0237. In one embodiment, the storage division error mod 
ule 824 determines if errors identified by the storage division 
read module 822 has reached and/or exceeded an error thresh 
old. If the storage division error module 824 determines that 
the errors identified by the storage division read module 822 
has reached and/or exceeded the error threshold, the storage 
division selection module 804 selects the first storage division 
for recovery. In one embodiment, the error threshold includes 
a number of errors. In another embodiment the error threshold 
includes a number of errors in a column of data a row of data 
etc. In another embodiment, the error threshold includes 
Some other error criteria and the storage division error module 
824 determines if the errors in the storage division meets the 
criteria. One of skill in the art will recognize other ways for 
the storage division error module 824 to determine if the 
errors in the first storage division meet or exceed an error 
threshold. 

0238. In one embodiment, when the read counter prelimi 
nary limit module 820 determines that the read counter of the 
first storage division has reached the preliminary read thresh 
old, the storage division error module 824 increases the pre 
liminary read threshold by a predetermined amount. By 
increasing the preliminary read threshold, the storage divi 
sion read module 822 postpones the next time that storage 
division error module 824 reads the data locations in the first 
storage division to determine if errors exist in the first storage 
division. The storage division read module 822 may raise the 
preliminary read threshold Such that the storage division read 
module 822 reads the first storage division one time or mul 
tiple times before the read counterfor the first storage division 
exceeds the maximum read threshold. 
0239. A preliminary read threshold for each storage divi 
sion is preferred so that when the storage division read mod 
ule 822 determines that the read counter for a storage division 
has reached the preliminary read threshold for that storage 
division, the preliminary read threshold for the storage divi 
sion can be increased independent of preliminary thresholds 
for other storage divisions. 
0240. In another embodiment, when the read counter limit 
module 818 determines that the read counter for the first 
storage division has reached the maximum read threshold, the 
data recovery module 806 resets the read counter for the first 
storage division. This allows the read counter to start over 
once the first storage division has been recovered after the 
storage recovery process described in relation to FIG. 8. 
0241. In one embodiment, the apparatus 800 includes a 
threshold adjustment module 826 that adjusts at least the 
maximum read threshold. The threshold adjustment module 
826 may adjust one or more thresholds based on internal data 
external data and/or user input. The threshold adjustment 
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module 826 may also adjust the preliminary read threshold or 
other thresholds. The threshold adjustment module 826 may 
adjust the maximum and preliminary read thresholds or other 
thresholds using any number of parameters. The changes to 
the thresholds made by the threshold adjustment module 826 
may be used as a basis to adjust other thresholds within a 
logical or physical domain. 
0242. In one embodiment, each storage division includes 
at least a maximum read threshold. Each storage division may 
also include a preliminary read threshold. The threshold 
adjustment module 826 is capable of adjusting each threshold 
based on configuration and location of the storage division. 
Test data or other known configuration limitation may be used 
to adjust the individual thresholds. One of skill in the art will 
appreciate other ways that the threshold adjustment module 
826 may be used to adjust individual thresholds for each 
storage division, for a group of storage divisions, etc. 
0243 For example, the threshold adjustment module 826 
may adjust one or more thresholds based on an amount of 
time that the Solid-state storage device is in operation, a 
number of retired storage divisions or erase blocks, a number 
of retired logical storage divisions or logical erase blocks, a 
number of erase cycles, a number of program operations, a 
read count, an error count, etc. for the storage division, erase 
block, logical erase block, or the like, operating temperature, 
or other environmental condition. For example, read data may 
have a number of ECC errors that exceeds a threshold and the 
threshold adjustment module 826 may adjust one or more 
thresholds to reduce the number of ECC errors in future reads. 
In another example, the thresholds for multiple logical erase 
blocks may correspond to a single die, and a detected high 
error rate for that die may cause the thresholds for all logical 
erase blocks associated with that die to be adjusted. For 
example, the threshold adjustment module 826 may adjust the 
maximum and/or preliminary read thresholds downward if 
the operating temperature is high or the number or erase 
cycles is high. 
0244. In another example, the threshold adjustment mod 
ule 826 may adjust one or more thresholds based on a number 
of times the storage division selection module 804 selected a 
storage division for recovery based on a number of errors 
found in a storage division, an erase block, a logical storage 
division, logical erase block, on one or more chips, on one or 
more die, etc. In this example, for instance the maximum 
and/or preliminary read thresholds may be influenced by the 
errors identified by the storage division read module 822. In 
another example, statistical data on Solid-state storage life, 
parameters, heuristics, rules, and/or algorithms related to the 
Solid-state storage life expectancy may be used by the thresh 
old adjustment module 826 to adjust one or more thresholds. 
0245. In other embodiments, external data and or param 
eters may be used by the threshold adjustment module 826 to 
adjust the thresholds. For example, the threshold adjustment 
module 826 may adjust one or more thresholds based on 
information from a management system. In the example, the 
information may include information derived from one or 
more of test data related to solid-state storage, data collected 
from Solid-state storage in use, and data from a solid-state 
storage Supplier. Life expectancy curves may be received 
from a manufacturer and may be used by the threshold adjust 
ment module 826 to adjust the maximum read threshold or 
other thresholds. 

0246 Probability of failure data or curves may be used by 
the threshold adjustment module 826 to adjust the maximum 
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and/or preliminary read thresholds in steps as the Solid-state 
storage 110 ages, is read a number times, etc. In another 
embodiment, the threshold adjustment module 826 may 
adjust the maximum and/or preliminary read thresholds 
based on test data, Such as qualification testing of the Solid 
state storage device 102 or a similar device, test data from a 
manufacturer, test data that is configuration dependent, etc. 
0247. In other embodiments, the threshold adjustment 
module 826 may adjust the maximum and/or preliminary 
read thresholds based on user input. For example, a customer 
may require a particular confidence factor that data received 
by a client 114 as a result of a read request is error free. Error 
free data may be read error free or data may contain a number 
of errors that are correctable using ECC. For example, one 
client 114 may require a low confidence factor for a gaming 
application while another client 114 may require a higher 
confidence factor for a mission critical data application. The 
threshold adjustment module 826 may use user input, internal 
data, external data, other data, or a combination to adjust the 
maximum read threshold, the preliminary read threshold, or 
other threshold. One of skill in the art will recognize other 
ways for the threshold adjustment module 826 to adjust 
thresholds. 
0248. In one embodiment, the apparatus 800 includes an 
ECC module 828 reads one or more ECC blocks within the 
first storage block and then determines that the ECC blocks 
have a number of errors that exceeds one or more correction 
thresholds. The storage division selection module 804 then 
selects the first storage division for recovery if the number of 
errors exceeds the one or more correction thresholds. Reading 
and testing ECC blocks is described more fully in the 955 
Application. 
0249. The ECC module 828 may determines that the ECC 
blocks exceed the correction thresholds in a number of dif 
ferent ways. For example, the ECC module 828 may deter 
mine a mean number of errors, a median number of errors, a 
distribution of errors, a sum of errors in the ECC blocks, etc. 
The ECC module 828 may, in another example, determine 
that at least one ECC block exceeds a correction threshold and 
this may be sufficient for the storage division selection mod 
ule 804 to select the storage division for recovery. In another 
example, the ECC module 828 may determine that one or 
more ECC blocks exceeds a first correction threshold and a 
total number of errors of the one or more ECC blocks exceeds 
a second correction threshold. In another embodiment, other 
correction mechanisms such as those described in U.S. Pro 
visional Patent Application No. 61/054,055 entitled, Appara 
tus, System, and Method for Detecting and Replacing Failed 
Data Storage, for David Flynn, et al., filed May 16, 2008, 
which is incorporated herein by reference, may be exercised 
before or after ECC threshold comparisons are made. Other 
tests may be devised for the ECC module 828 to determine 
that the ECC blocks may exceed the correction thresholds. 
0250 In one embodiment, the apparatus 800 includes a 
storage division recovery determination module 830 that 
determines if the first storage division is in a condition to be 
available for writing data packets after the data recovery 
module 806 completes copying valid data from the first stor 
age division. The storage division recovery determination 
module 830 analyzes the recovered storage division to deter 
mine if the storage division is suitable to return to the storage 
pool of available storage divisions. 
0251. The storage division recovery determination mod 
ule 830 may use analysis from the ECC module 828, storage 
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division read module 822, storage division error module 824, 
or other module to analyze a storage division. For example, if 
storage division recovery determination module 830 analyzes 
a storage division and determines that the storage division 
contains errors, is damaged, etc. the storage division recovery 
determination module 830 may deem the storage division 
unsuitable for further use and may retire the storage division. 
Other methods of determining that a storage division should 
be retired are described in the 955 Application. 
0252) If the storage division recovery determination mod 
ule 830 determines that the first storage division is suitable for 
use, the storage division recovery module 808 may then mark 
the first storage division available for writing data packets and 
data storage. The sequential storage module 802 may then 
store data packets sequentially in the first storage division. 
0253 FIG.9 is a schematic flow chart diagram illustrating 
an embodiment of a method 900 for storage recovery in 
accordance with the present invention. The method 900 
begins 902 and the sequential storage module 802 sequen 
tially writes 904 data packets in a storage division. The stor 
age division is a portion of a solid-state storage 110 in a 
Solid-state storage device 102. Typically a storage division is 
an erase block. The data packets are derived from an object, 
file, or other data construct and the data packets are sequen 
tially stored by order of processing. 
0254 The storage division selection module 804 selects 
906 a storage division for recovery and the data recovery 
module 806 reads 908 valid data packets from the storage 
division selected for recovery. Typically valid data packets 
are data packets that have not been marked for erasure or 
deletion or some other invalid data marking and are consid 
ered valid or “good data. The data recovery module 806 
queues 910 the valid data packets with other data packets 
scheduled to be written sequentially by the sequential storage 
module 802. The data recovery module 806 updates 912 a 
logical index with a new physical address of the valid data 
written by the sequential storage module 802. The logical 
index includes a mapping of physical addresses of data pack 
ets to logical identifiers. The data packets are those stored in 
stored in the solid-state storage 110 and the logical identifiers 
correspond to the data packets. 
0255. After the data recovery module 806 completes copy 
ing valid data from the storage division, the storage division 
recovery module 808 marks 914 the storage division selected 
for recovery as available to the sequential storage module 802 
for sequentially writing data packets and the method 900 ends 
916. 

0256 FIG. 10 is a schematic flow chart diagram illustrat 
ing one embodiment of a method 1000 for storage space 
recovery after reaching a read count limit in accordance with 
the present invention. The method 1000 begins and the read 
module 814 reads 1002 data in a first storage division where 
the first storage division is solid-state storage 110 in the 
solid-state storage device 102. The read module 814 may be 
part of the read operations resident on the Solid-state control 
ler 104. 

0257. The read counter module 816 increments 1004 a 
read counter in response to the read module 814 reading 1002 
data in the first storage division. The read counter corresponds 
to the first storage division and at least a portion of the storage 
divisions in the solid-state storage 110 each include a corre 
sponding read counter. Each read counter is incremented 
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1004 by the read counter module 816 each time a read opera 
tion occurs in the storage division corresponding to the read 
COunter. 

0258. The read counter limit module 818 determines 1006 
if the read counter for the first storage division exceeds a 
maximum read threshold. If the read counter limit module 
818 determines 1006 that the read counter for the first storage 
division does not exceed the maximum read threshold, the 
method 1000 ends. If the read counter limit module 818 
determines 1006 that the read counter for the first storage 
division exceeds a maximum read threshold, the storage divi 
sion selection module 804 selects 1008 the first storage divi 
sion for recovery. The data recovery module 806 reads 1010 
valid data packets from the first storage division, stores 1012 
the valid data packets in a second storage division, and 
updates 1014 the logical index of the solid-state storage con 
troller 104 and the method 1000 ends. The data recovery 
module 806 updates 1014 the logical index by mapping a 
logical identifier for each data packet to physical locations 
where the data packets are stored in the Solid-state storage 
110. 

0259 FIG. 11 is a schematic flow chart diagram illustrat 
ing an alternate embodiment of a method 1100 for storage 
space recovery after reaching a read count limit in accordance 
with the present invention. The method 1100 begins and the 
read module 814 reads 1102 data in a first storage division 
where the first storage division is solid-state storage 110 in the 
solid-state storage device 102. The read counter module 816 
increments 1104 a read counter in response to the read mod 
ule 814 reading 1102 data in the first storage division where 
the read counter corresponds to the first storage division. 
0260 The read counter preliminary limit module 820 
determines 1106 if the read counter for the first storage divi 
sion exceeds a preliminary read threshold. If the read counter 
preliminary limit module 820 determines 1106 that the read 
counter for the first storage division does not exceed the 
preliminary read threshold, the Solid-state storage controller 
104 continues 1108 the data read operation and the method 
1100 ends. 
0261) If the read counter preliminary limit module 820 
determines 1106 that the read counter for the first storage 
division exceeds the preliminary read threshold, the storage 
division read module 822 reads 1110 a portion or all of the 
data locations within the first storage division and determines 
if errors exist in the data read 1110 by the storage division 
read module 822. 

0262 The storage division error module 824 determines 
1112 if errors identified by the storage division read module 
822 have reached an error threshold. If the storage division 
error module 824 determines 1112 that the errors identified 
by the storage division read module 822 have reached the 
error threshold, the data recovery module 806 resets 1114 the 
read counter for the first storage division and selects 1116 the 
first storage division for recovery. The data recovery module 
806 reads 1118 valid data packets from the first storage divi 
Sion, stores 1120 the valid data packets in a second storage 
division, and updates 1122 the logical index of the solid-state 
storage controller 104 and the method 1100 ends. 
0263. If the storage division error module 824 determines 
1112 that the errors identified by the storage division read 
module 822 have not reached the error threshold, the storage 
division error module 824 increases 1124 the preliminary 
read threshold for the first storage division. The read counter 
limit module 818 determines 1126 if the read counter for the 
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first storage division exceeds the maximum read threshold for 
the first storage division. If the read counter limit module 818 
determines 1006 that the read counter for the first storage 
division does not exceed the maximum read threshold, the 
solid-state controller 104 continues 1108 the data read opera 
tion for data in the first storage division and the method 1100 
ends. 

0264. If the read counter limit module 818 determines 
1126 that the read counter for the first storage division 
exceeds a maximum read threshold, the data recovery module 
806 resets 1114 the read counter for the first storage division 
and selects 1116 the first storage division for recovery. The 
data recovery module 806 reads 1118 valid data packets from 
the first storage division, stores 1120 the valid data packets in 
a second storage division, and updates 1122 the logical index 
of the solid-state storage controller 104 and the method 1100 
ends. 
0265. The present invention may be embodied in other 
specific forms without departing from its spirit or essential 
characteristics. The described embodiments are to be consid 
ered in all respects only as illustrative and not restrictive. The 
scope of the invention is, therefore, indicated by the appended 
claims rather than by the foregoing description. All changes 
which come within the meaning and range of equivalency of 
the claims are to be embraced within their scope. 
What is claimed is: 
1. A method for storage recovery, the method comprising: 
Selecting a first storage division for recovery, the first stor 

age division comprising a portion of solid-state storage 
in a solid-state storage device; 

reading valid data from the first storage division in 
response to selecting the first storage division for recov 
ery; and 

storing the valid data in a second storage division of the 
Solid-state storage device by passing the valid data 
through at least a portion of a write data pipeline for the 
Solid-state storage device without passing the valid data 
to a host device. 

2. The method of claim 1, further comprising updating a 
logical index with a new physical address of the valid data in 
the second storage division, the logical index comprising a 
mapping of physical addresses of data stored in the Solid-state 
storage device to logical identifiers corresponding to the data. 

3. The method of claim 1, wherein a solid-state storage 
controller comprises the write data pipeline and a read data 
pipeline for the solid-state storage device and the write data 
pipeline includes a garbage collector bypass that receives the 
valid data from the read data pipeline. 

4. The method of claim 3, wherein the read data pipeline 
reads the valid data and the garbage collector bypass transfers 
the valid data to the write data pipeline without routing the 
valid data outside of the solid-state storage controller for the 
Solid-state storage device. 

5. The method of claim 3, wherein the garbage collector 
bypass is part of an autonomous garbage collector system that 
operates within the Solid-state storage device. 

6. The method of claim 5, wherein the garbage collector 
system uses one or more of a lack of available storage capac 
ity, a percentage of data marked as invalid reaching a thresh 
old, a consolidation of valid data, an error detection rate for a 
storage division reaching a threshold, and improving perfor 
mance based on data distribution to select the first storage 
division for recovery. 
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7. The method of claim 3, wherein the garbage collector 
bypass is located after an ECC correction module in the read 
data pipeline and before an ECC generator in the write data 
pipeline, such that the ECC correction module provides data 
correction for the valid data using error-correcting code data 
stored with the valid data and the ECC generator provides 
new error-correcting code data for the valid data in the write 
data pipeline. 

8. The method of claim 1, wherein insertion of the valid 
data into the write data pipeline is coordinated with other data 
being written to the Solid-state storage device. 

9. The method of claim 8, wherein the solid-state storage 
device stores the valid data and the other data in the second 
storage division sequentially by order of processing. 

10. The method of claim 9, wherein the sequential order 
comprises an order in which data exits the write data pipeline. 

11. The method of claim 10, wherein the order in which 
data exits the write data pipeline is a result of the other data 
arriving from one or more clients interspersed with the valid 
data read from the first storage division during a recovery 
operation. 

12. An apparatus for storage recovery, the apparatus com 
prising: 

a storage division selection module that selects a first stor 
age division for recovery, the first storage division com 
prising a portion of Solid-state storage in a solid-state 
storage device; and 

a data recovery module that, 
reads valid data from the first storage division in 

response to selecting the first storage division for 
recovery; and 

stores the valid data in a second storage division of the 
Solid-state storage device by passing the valid data 
through at least a portion of a write data pipeline for 
the Solid-state storage device without routing the valid 
data outside of a Solid-state storage controller for the 
Solid-state storage device. 

13. The apparatus of claim 12, wherein the data recovery 
module updates a logical index with a new physical address of 
the valid data in the second storage division, the logical index 
comprising a mapping of physical addresses of data stored in 
the Solid-state storage device to logical identifiers corre 
sponding to the data. 

14. The apparatus of claim 12, wherein the solid-state 
storage controller comprises the write data pipeline and a read 
data pipeline for the Solid-state storage device, the write data 
pipeline including a garbage collector bypass that receives the 
valid data from the read data pipeline. 

15. The apparatus of claim 14, further comprising an ECC 
correction module in the read data pipeline and an ECC 
generator in the write data pipeline, wherein the garbage 
collector bypass is located after the ECC correction module in 
the read data pipeline and before the ECC generator in the 
write data pipeline such that the ECC correction module 
provides data correction for the valid data using error-correct 
ing code data stored with the valid data and the ECC generator 
provides new error-correcting code data for the valid data in 
the write data pipeline. 

16. The apparatus of claim 14, wherein the solid-state 
storage controller further comprises an autonomous garbage 
collector System that operates within the solid-state storage 
device, the garbage collector System using one or more of a 
lack of available storage capacity, a percentage of data 
marked as invalid reaching a threshold, a consolidation of 
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valid data, an error detection rate for a storage division reach 
ing a threshold, and improving performance based on data 
distribution to select the first storage division for recovery. 

17. A system for storage recovery, the system comprising: 
a solid-state storage device comprising Solid-state storage; 
a solid-state storage controller for the Solid-state storage 

device, the Solid-state storage controller comprising a 
write data pipeline for the Solid-state storage device; 

a storage division selection module that selects a first stor 
age division for recovery, the first storage division com 
prising a portion of the Solid-state storage in the Solid 
state storage device; and 

a data recovery module that, 
reads valid data from the first storage division in 

response to selecting the first storage division for 
recovery; and 

stores the valid data in a second storage division of the 
Solid-state storage device by passing the valid data 
through at least a portion of the write data pipeline for 
the Solid-state storage device without routing the valid 
data outside of the solid-state storage controller for 
the Solid-state storage device. 

18. The system of claim 17, further comprising a host 
device for the solid-state storage device, the host device in 
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communication with the solid-state storage controller, the 
data recovery module passing the valid data through the at 
least a portion of the write data pipeline without passing the 
valid data to the host device. 

19. The system of claim 17, wherein the data recovery 
module updates a logical index with a new physical address of 
the valid data in the second storage division, the logical index 
comprising a mapping of physical addresses of data stored in 
the Solid-state storage device to logical identifiers corre 
sponding to the data. 

20. The system of claim 17, wherein the solid-state storage 
controller further comprising a read data pipeline for the 
Solid-state storage device and the write data pipeline includes 
a garbage collector bypass that receives the valid data from 
the read data pipeline, the garbage collector bypass located 
after an ECC correction module in the read data pipeline and 
before an ECC generator in the write data pipeline such that 
the ECC correction module provides data correction for the 
valid data using error-correcting code data stored with the 
valid data and the ECC generator provides new error-correct 
ing code data for the valid data in the write data pipeline. 
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