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AUTOMATED SPEECH RECOGNITION 
USNG A PLURALITY OF DFFERENT 

MULTILAYER PERCEPTIONSTRUCTURES 
TO MODELA PLURALITY OF DISTINCT 

PHONEME CATEGORIES 

This application is a continuation of application Ser. No. 
08/271,595, filed Jul. 7, 1994, now abandoned, 

FIELD OF THE INVENTION 

This invention relates to methods and procedures for 
context-dependent subword modeling using Artificial Neu 
ral Networks (ANN), in combination with Hidden Markov 
Models (HMM) and specifically with the use of such tech 
niques in a segment-based speech recognition framework. 
The present invention provides improvements in 

accuracy/speed in automatic speech recognition (ASR) 
which may be used, for example, in many hands- and 
eyes-busy application and which can be more accurate than 
traditional notekeeping and data entry methods, or, as in a 
preferred embodiment, in telephone network services. 

BACKGROUND OF THE INVENTION 

It has been demonstrated that computers can be more or 
less effectively programmed to recognize human speech so 
as to generate control and commands and perform data entry 
and can be designed to be trained on acoustic examples to 
enlarge the recognition capability. Recognition accuracy is 
typically affected by application vocabulary size, task con 
plexity (e.g. perplexity) and the variations among training 
data and actual usage conditions. Recognition can be done 
with greater accuracy if the vocabulary can be anticipated 
from the application, which facilitates training. This means 
that ASR systems work more effectively where the task is 
well-defined. Moreover, from a good engineering viewpoint 
ASR systems should minimize the number of computations 
or decisions required to achieve recognition of the informa 
tion contained in a string of spoken words. 

There is growing industrial importance of ASR systems: 
in manufacturing-as a man/machine command and control 
interface, for voice dialing or automated directory assistance 
in telephony and for direct data and instruction input in 
computing. Indeed, it has been shown that many applica 
tions have resulted in improved accuracy and speed of 
operation of the processes involved. 
The recognition processes generally comprise recogniz 

ing words, subword segments or other units of speech, e.g. 
syllables etc., including the basic phonetic units, phonemes, 
of which human speech is composed. This is done by first 
obtaining a signal representing the time-variant spectral 
content of speech. Thereafter the recognition process 
involves assessment of those temporal and spectral charac 
teristics of that signal for creating such hypotheses about the 
phonetic content of speech as may be indicated by these 
features. (In the ASR field, statistical modelling techniques 
such as Hidden Markov Models (HMM) and Multilayer 
Preceptrons (MLP's also called Artificial Neural Networks, 
or ANN's) may be employed in that assessment.) 

Such characteristics are illustrated in FIG. 1, showing the 
signal for the words "jeep" and "huge". As can be seen, the 
amplitude and frequency of the speaker's voice varies across 
a word. In the word shown, "jeep", various subword group 
ings of similar amplitude range and/or frequency can be 
observed. These more or less correspond to the basic sub 
word units, the phonemes, associated with letters “j”. “ee", 
"p” in that word (i.e. the phonemes /h/./iyl and ?p.). The 
problem in automatic speech recognition is knowing what of 
the information shown for the "jeep" in spectrogram 
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2 
example represents what, i.e. where and what information 
represents a /ih/, and then not just for a single example, but 
across many speakers, who have different accents, speaking 
styles and different vocal tract characteristics. The challenge 
is to create a system that is accurate, flexible and trainable 
to recognize the content of the speech of many speakers 
while being an efficient process in use of computational 
resorces. 

ASR is more accurate and quicker where the task is 
relatively specific and/or the vocabulary is relatively capable 
of being anticipated and where specific programming tech 
niques may have advantages. In assessing the temporal and 
spectral features for example, studies of HMM techniques 
using models of speech content show some specific kinds of 
those models used to create the phonetic content hypotheses 
to be advantageous. One such group of models rely on 
recognition of the phonemes in context: for example, an fiyf 
phoneme surrounded by a /h/ and a ?py in the "jeep" 
example, (called "left and right context" models) or a model 
of fiyl only preceded by a ?hf (a "left context" model) or 
only followed by a /p/ (a "right context" model). This is 
called context-dependent modeling. 
The invention recognizes that the number of such context 

dependent models used in a particular application need not 
be as detailed as all the possibilities in the full spoken 
language, nor do all phoneme variants need be addressed in 
particular, but can be classified together for computational 
efficiency if the speech recognition task allows it. 
The present invention addresses automatic speech recog 

Inition in modeling a large number of context-dependent 
subword units using Artificial Neural Networks (ANN, also 
called Multilayer Perceptrons, or MLP's) in a stochastic 
segmental framework. In systems of this type, context 
dependent subword modeling has been shown in the prior art 
to improve accuracy on a 25-isolated-word speech recogni 
tion task Leung, H. C., Hetherington, L. I., and Zue, V. 
"Speech Recognition Using Stochastic Segment Neural 
Networks." CASSP-92. San Francisco, Calif., March 1992, 
pp. I-613-616.), having 203 unique subword categories 
which are modeled by a single feedforward ANN. There, 
triphone contexts (a related group of three phonemes) are 
determined by enumerating all possible left/right phonetic 
contexts of a phoneme in the 25-word pronunciation dictio 
nary. To extend this simple approach to modeling all pos 
sible context-dependent subword categories in a large 
vocabulary task, a problem of scaling is encountered-i.e. a 
requirement for a larger training database and additional 
computational resources. As part of an effort to develop a 
flexible-vocabulary speech recognition system the invention 
recognizes it to be desirable to build an inventory of context 
dependent subword models which can be used without 
vocabulary-specific training data in a variety of applications. 
The invention thus contemplates a method to model a large 
number of context-dependent subword categories by gener 
alized context clustering (as described below) in a modular 
ANN structure. An isolated-word speech recognition task 
has been tested and has shown an improvement in recogni 
tion accuracy and great improvement in computational effi 
ciency with the context-clustering approach contemplated 
by the invention. 

OBJECTS OF THE INVENTTON 

The objects of the invention thus are: 
Improved accuracy in recognition, 
Increased computational efficiency; 
Simplified modeling of phonetic content of words 
Simplified modeling of the phonetic content of words by 

postulating classes of phonemes and phoneme 
contexts; 
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More effectively evaluating word candidate hypotheses 
using a combination of ANN and HMM techniques. 

Finally, assessing hypothesis probabilities in the course of 
evaluating word or subword candidates can be improved by 
utilizing HMM modeling in conjunction with MLP tech 
niques. 
These and other objects are realized in the invention. 

which employs linguistically motivated generalized context 
dependent subword unit modeling in combination with 
phone-specific MLP structures to create a very robust, 
highly accurate, phonetically-based, flexible-vocabulary 
speech recognition system for a variety of applications. It 
was developed with a particular relevance to tasks over the 
telephone network. 

BRIEF DESCRIPTION OF THE DRAWINGS 

In the following discussion of preferred embodiments of 
the invention, reference is made to the appended figures in 
which: 

FIG. 1 shows a spectrogram for an example word "jeep". 
FIGS. 2A and 2B show diagrams of ASR systems of the 

type in which the invention may be employed. 
FIGS. 3, 4 and 5 represent equivalence classes which may 

be used in a clustering procedure according to the invention, 
and which may be employed in the systems of FIG. 2A and 
2B 

FIG. 6 illustrates Context Dependent categories for a 
large-vocabulary American English isolated word database. 
FIGS. 7, 8 and 9 illustrate test results from experiments 

relating to the invention. 

DETALED DESCRIPTION OF PREFERRED 
EMBODMENTS 

The present invention proposes improving phonetic mod 
eling and phonetic classification using context-modeling in 
various levels of generality. For example levels are formed 
by using context-clustering (to be described further below) 
which is a form of generalized modeling that is based on the 
assumption that left context mostly effects the beginning of 
a phone and right context influences the end of a phone. 
Moreover preferred embodiments employ phonetic models 
in other generalized groupings or levels based on other 
shared or similar characteristics made by further use of such 
a context-clustering approach. One such further level or 
grouping is based on merging those left/right phones that are 
assumed to have the same or similar effect on the phone in 
questions, resulting in a predefined set of 20-left and 
19-right phonetic context classes. In yet another level or 
grouping, left/right contexts are merged into a predefined set 
of 6-broad phonetic categories. This results in 4 acoustic 
reduced-triphone and triphone-like models: 20 left and 19 
right contexts (reduced-triphone); 20-left and 6-broad pho 
netic contexts (triphone-like with more detailed left 
context); 6-left and 19 right contexts (triphone like with 
more detailed right context), and 6 left and 6 right phonetic 
context (triphone like). From this description, those skilled 
in the art will appreciate that the approach used in the 
invention in setting up the various levels or groupings of 
subword unit models is linguistically motivated, i.e. it is 
based on the place of articulation of phonemes in the human 
vocal tract to capture the similarity of contextual effects and 
reduce the number of context-dependent categories, thus 
enabling phone-specific MLP structures to effectively model 
a large number of phonemes with various degrees of con 
textual detail. The process of constructing and training 
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4 
phone-specific MLP structures can be completely automated 
using data-driven cascade-correlation learning procedures. 
A modular ANN structure is preferably employed where 
each phone is modeled by feedforward ANN and the number 
of output units correspond to the number of contexts for the 
phone in question. For example, in a 20,000-word vocabu 
lary (as in a pocket Webster Dictionary) the number of 
context-dependent categories can be quite large to be effec 
tively modeled in a single ANN, as shown in FIG. 6. The 
basic problem that is being addressed is how to effectively 
model and efficiently train a large number of context 
dependent subword units using ANN for vocabulary-specific 
and flexible-vocabulary speech recognition tasks. For 
example, in an experiment involving 25-isolated word 
vocabulary of city names there were 203 triphones which 
can be modeled easily by a single ANN.: in a 51 isolated 
word vocabulary (again city names) there were 360 triph 
ones which could also be so modeled; but in a 20,000 
isolated-word vocabulary (Webster pocket dictionary) there 
are about 10,000 triphones. a number that is prohibitively 
large to be modeled in a single ANN due to excessive 
computational and training database requirements. 
Therefore, although artificial neural networks have been 
shown to outperform more conventional statistical pattern 
classification techniques (Single Gaussian and Mixture 
Gaussian) on small but difficult tasks see Chigier, B., and 
Leung. H. C. "The Effects of Signal Representations, Pho 
netic Classification Techniques, and The Telephone 
Network." ICSLP-92. Banff, Canada, October 1992, pp. 
97-100.), they have not been used in "large-vocabulary" 
(i.e. approx. 2000 triphones) speech recognition applica 
tions. Theoretically, modeling a large number of triphones 
using ANN does not require any special changes in the 
design, structure, and training paradigm. However, in prac 
tice the problem is beyond the scope of today's powerful 
computers, and in particular it exceeds the capabilities of 
"reasonably” priced hardware platforms for real-time appli 
cations in the telephone network. 
Subword modeling has become an increasingly important 

issue in design and development of vocabulary-specific and 
flexible-vocabulary speech recognition systems. As the size 
of the vocabulary exceeds the number of words for which 
the users are willing to provide training data, the storage 
requirements become enormous due to non-sharing of train 
ing data between words, and whole-word modeling becomes 
practically impossible. Recent studies (Chigier, supra) have 
demonstrated that ANN structures are capable of capturing 
some critical aspects of dynamic nature of speech, and can 
achieve superior recognition performance on small but dif 
ficult phonetic discrimination tasks. It can be seen that these 
models can be expanded to make them more useful for 
context-dependent subword modeling. A problem that 
emerges, however, in any attempt to apply ANN to a full 
speech recognition problem, is the problem of scaling. 
Simply extending ANN networks to ever larger structures 
and retraining them soon exceeds the capabilities of even the 
fastest and largest of today's super computers. Moreover, the 
search complexity of finding an optimal solution in a huge 
space of possible network configurations quickly assumes 
unmanageable proportions. In the invention, therefore 
(based on a set of experiments aimed at isolated-word 
recognition) it is possible to solve large scale phonetic 
content discrimination tasks by exploiting the hidden struc 
ture of smaller trained subcomponent ANN. Methods and 
procedures are described below that bring the design of large 
sale ANN based speech recognition systems within the reach 
of today's computational resources. 
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1. Recognition Systems 
The purpose of this section is to briefly describe stochastic 

segmental systems of the type for which the invention may 
be employed. (See Leung, H. C., Hetherington, L. I., and 
Zue, V., "Speech Recognition Using Stochastic Segment 
Neural Networks." ICASSP-92, San Francisco, Calif., 
March 1992, pp. I-613-616. or see Austin, S., Zavaliagkos, 
G. Makhoul, J. and Schwartz, R., "Speech Recognition 
Using Segmental Neural Nets,” ICASSP-92, San Francisco, 
Calif., March 1992, pp. I-625-629. for descriptions of their 
systems.) Such systems are generally illustrated in FIGS. 2A 
and 2B respectively. 

Using Leung etal's system as an example (shown in FIG. 
2A), that system is characterized by 6 major components: (1) 
signal processing; (2) boundary detection, (3) boundary 
classification, (4) stochastic segmentation, (5) phonetic 
classification, and (6) Viterbi decoding. 
The signal processing involves creating and evaluation of 

features of an acoustic signal such as one or more of the 
spectral, temporal. duration and energy characteristics rep 
resentative of the spoken word, such as that shown in FIG. 
1 and previously discussed. 
As discussed in the noted Leung et al. and Austin et al. 

references, the boundary detection module may be a simple 
Euclidean distance measure to locate spectral changes in the 
speech signal of the type shown in FIG. 1. The boundary 
classification component may be a MLP structure with the 
context-dependent input-feature vector (4 boundaries on the 
left and 4 on the right) to compute an inter-segment bound 
ary probability. Stochastic segmentation computes an over 
all segment probability using boundary scores. It is known 
in this prior art that stochastic segmentation can be achieved 
either using the above described framework or HMMs. Also, 
in Austin, phonetic segmentation was performed using 
HMMs and stochastic segmental neural nets were used to 
rescore the HMM results. The phonetic classification mod 
ule computes phonetic scores using context-dependent and/ 
or context-independent MLPs. Finally, the Viterbi decoding 
module finds the highest probability word hypothesis by 
combining the scores from the stochastic segmenter and the 
phonetic classifier. These features of recognition systems are 
known in the art and do not form a part of the present 
invention. 

In the invention improvements in recognition accuracy 
and computational resource use are obtained by applying 
linguistically motivated context-clustering in modelling 
phonetic content so as to capture the similarity of contextual 
effects. The outcome is improved generalized context 
dependent models with various degree of contextual detail. 

Further, the invention also uses phone-specific MLP 
structures for modeling context-dependent subword unit 
categories. In a preferred embodiment using this approach, 
the number of outputs for each MLP is determined by the 
number of left and right phonetic contexts occurring in an 
application-related database of American English isolated 
words. (Such databases can be developed from acoustic data 
for volunteer speakers of an identified vocabulary and 
should be specifically designed to incorporate all phonemes 
in many phonetic contexts). 

2. Subword Models 
With regard to the ASR systems for which the invention 

has been developed, those systems most commonly use 
either context-independent or context-dependent phonetic 
models, or both. To furnish an understanding of the nature 
of the improvements contemplated by the invention both 
types of models will be generally discussed in the following 
sections 2.1 and 2.2. 
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6 
2.1 Context Independent Subword Models 
In English, there are about 50 phonemes which can be 

easily trained and modeled in a context-free mode. Context 
independent models are actually quasitask-independent. 
This means they can be, in principle, trained on one vocabu 
lary and tested on another, but in practice accuracy using 
context-independent models is not consistent across vocabu 
laries. This is primarily due to the implicit context 
dependency captured by the context-independent phonetic 
models. For example, phonetic models which are trained on 
a phonetically rich continuous-speech database (NTIMIT) 
are somewhat inadequate for an isolated-word recognition 
task. Co-articulatory effects across word boundaries and 
stress patterns in a continuous speech database are different 
from those occurring in an isolated-word task. In addition, 
the differences between read speech versus spontaneous 
speech and recording channel characteristics have been 
shown to affect accuracy even when context-independent 
phone models are trained on the same vocabulary (Chigier, 
B. Spitz, J. "Are Laboratory Databases Appropriate for 
Training and Testing Telephone Speech?" Proc. ICSLP 90, 
pp. 1017-1020, Kobe, Japan, November 1990). 

2.2 Context Dependent Models 
Context-dependent acoustic models provide a much more 

robust representation of spectral and temporal structure of 
phones than context-independent phone models. In this 
description of the invention, the term "context" refers to the 
immediate left and right phone relative to the modeled 
phone. For example, phoneme /t/ in the word "stop” is 
modeled separately from a phoneme /t/ in the word "step". 
Although detailed context-dependent phone models are well 
suited for capturing most important co-articulatory effects. 
they suffer from some practical drawbacks such as scaling to 
a large-vocabulary task with limited amount of training data 
and lack of complete context coverage of the testing vocabu 
lary by the context occurring in the training vocabulary. 
There are many phones which have similar acoustic effects 
on other phones; consequently, phones can be merged to 
form a cluster. In the invention this enables generalized 
context-dependent clustering approach is used to capture the 
similarity of contextual effects so as to make the models 
robust and achieve the aforementioned computational effi 
ciencies. Such context-dependent subword modeling is 
employed in the invention to enable it to address a variety of 
applications, such as for example, automated operator Ser 
vices for, inter alia, directory assistance in the telephone 
network. Further, phone-specific Multi Layer Perceptron 
(MLP) structures are used where each phone is modeled by 
one or more networks, and the number of outputs in each 
network is based on the number of left and right contexts 
occurring in a training database. 
The invention has recognized that because many contexts 

are very similar, or exhibit similar effects, context 
dependent phonemes can be merged into equivalence classes 
(herein also "context clustering") without sacrifice of sig 
nificant recognition performance. (In this description, as 
noted, the term "context” refers to the immediate left and/or 
right phones). This context-clustering leads to fewer, and 
potentially better trainable acoustic models. In a preferred 
embodiment, the Arpabet of 39 phonetic labels (reduced 
from 62) was chosen. 
As an example of those shared contextual effects, there 

are phonemes which exhibit a great degree of allophonic 
variation, such as /t/, /k?, and schwa, and there are other 
phonemes such as /s/ and fish/which are influenced very little 
by the context. The invention's context-clustering procedure 
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is based on the simplifying assumption that left contexts 
mostly effect the beginning of a phone and right contexts 
mostly influence the end of a phone. 

Context clustering according to the invention can enable 
forming varying levels of generality in the models to be 
used. One of them can be based on merging left and right 
phones according to the place of articulation in the vocal 
tract, resulting, in an embodiment, in a predefined set of 
20-left and 19-right phonetic context classes. For instance, 
{b, em, m, v are assumed to have the same effect on the 
beginning of the phone, whereas {b, v, p, f may similarly 
effect the end of the phone. In another level, left and right 
contexts can merge into a predefined set of 6-broad phonetic 
classes: Vowels, Nasals, Stops, Semivowels, Fricatives, and 
Silence. 
The result of this clustering procedure in a preferred 

embodiment is a set of generalized triphone models grouped 
according to various degree of contextual detail such as: (1) 
20-left and 19-right, (2) 20-left and 6-right (using broad 
equivalence classes), (3) 6-left and 19-right (using broad 
equivalence classes). (4) 6-left and 6-right (broad equiva 
lence classes). This scheme is derivable from the classes 
illustrated in the tables of FIGS. 3 thru 5 and others could be 
derived as well from the illustrated classes. 
The number of different context-dependent categories and 

their level(s) of generality is related to the database used for 
training of the MLP's. Thus in a preferred embodiment, if 
during recognition new context-dependent units appear that 
were not encountered in the training database, then models 
having the next level of contextual detail are employed until 
the corresponding "coarser” (i.e. having a greater generality 
of context) units are found. In the worst case scenario, as a 
default, a context-independent acoustic model is employed. 
The overall performance is enhanced where a training 
database is created with sufficient complexity to have at least 
most of the broad context-dependent categories (6-left, 
6-right). 
To improve computational efficiency, broad context 

dependent units are used to generate a list of N-best word 
hypotheses, and then more detailed acoustic models are 
applied in post-processing for rescoring the hypotheses. 
Even on a small-vocabulary city name recognition task for 
automatic directory assistance in a telephone application 
using the N-best paradigm, experiments show computational 
savings while maintaining overall recognition accuracy. 

3. Phone-Specific MLPs 
The described generalized context-merging procedure 

reduces the number of context-dependent categories from 
the theoretical limit of 59.319 (39x39x39) to 14.820 (20x 
39x19). However, this is still a large number, and is not 
practical to use a single MLP with that many output units, as 
the necessary computational resources and training database 
requirements are excessively large. 
The invention, therefore, uses a new scheme for modeling 

a large number of context-dependent categories using 
phone-specific neural nets. The basic principle is that for 
each of the chosen phonetic categories separate MLP struc 
tures are used, and the number of outputs is determined by 
the number of left and right contexts occurring in a training 
database (In the preferred embodiment, using Arpabet 
labels, 39 are used). This representation is similar to the 
decision-tree-based generalized allophones (VOCIND. 
There are two similarities: (1) each phone is modeled by a 
separate structure (decision-tree or MLP), and (2) during 
recognition phonetic scores are computed only for acoustic 
units found in the target vocabulary. The main difference is 
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8 
that VOCIND decision-trees are conventionally constructed 
using an automatic, data-driven clustering algorithm, 
whereas the invention employs a linguistically-motivated 
knowledge-based approach. 

FIG. 6 shows examples of a database that can be used to 
train a large number of context-dependent phone categories 
modeled in MLP's according to the invention. 
The structure of phone-specific MLP models can be 

determined automatically using the cascade-correlation 
learning architecture known in the prior art e.g., see 
Fahlman, S. E., and Labiere, C. "The Cascade-Correlation 
Learning Architecture". Carnegie-Mellon University, Com 
puter Science Dept. Ref. Number CMU-CS-90-100, Feb 
ruary 1990.). Instead of simply adjusting the weights in the 
fixed size network, cascade-correlation automatically trains 
and adds new hidden units. There are two advantages to 
using cascade-correlation: (1) the network size and topology 
are determined automatically, and (2) the network learns 
much faster than the back-propagation algorithm. 

4. Experimental Conditions and Results 
Experiments to test the performance of the stochastic 

explicit segment modeling system employing the techniques 
of the invention were performed on a created speaker 
independent isolated-word city name database (FIG. 7) 
collected from real customers calling directory assistance 
service in the metropolitan Boston area. 

4.1. Vocabulary-Dependent Experiments 
To measure the effectiveness of the linguistically moti 

wated context-merging procedure, vocabulary-dependent 
acoustic models on both 25-word and 51-word city name 
database (FIG. 8) were evaluated. It is important that the 
boundary classifier was also trained on the target vocabulary. 
For each task. 6 different MLPs were trained and evaluated: 
one context-independent model, and 5 context-dependent 
models with various degree of contextual detail. All the 
context-dependent MLPs had 64-hidden units, and the 
context-independent MLP had 128-hidden units. 
The results show the following: 
1. Not surprisingly, context-dependent acoustic models 

significantly and consistently outperformed context 
independent models. 

2. It can be concluded that all context-dependent models 
achieve about the same error rate on the 25-word vocabu 
lary. The error rate on the 51-word vocabulary nearly 
doubled in comparison to the 25-word results. Also, on the 
51-word vocabulary context-dependent models exhibit 
roughly the same pattern of performance as on the 25-word 
vocabulary, except that the model with 20-left and 19-right 
contexts significantly outperformed the model with 6-broad 
contexts (7.0% vs. 8.0%). 

3. Generalized context-dependent models use fewer 
parameters than detailed triphone models, and therefore 
significantly improve computational efficiency. In fact, 
broad context-dependent models (6-left, 6-right) have about 
the same number of parameters as context-independent 
models. 

Based on the experiments, the linguistically-motivated 
context-clustering procedure is quite reasonable. 

4.2. Vocabulary-Independent Experiments 
In the stochastic explicit segment modeling system, both 

the boundary classifier and the phonetic classifier can be 
trained as previously described. The experiments reported in 
this section show the effects on accuracy when the classifiers 
are trained on different databases (FIG. 9). 
The city name database is separated into two disjoint sets: 

25 city names (CN-I), and 26 city names (CN-II). In terms 
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of acoustic similarity, there is only a 35% triphone overlap 
between CN-I and CN-IL. The NTIMIT (Jankowski. C., 
Kalyanswamy, A., Basson, S., and Spitz, J., "NTIMIT: A 
Phonetically Balanced, Continuous Speech, Telephone 
Bandwidth Speech Database.” ICASSP-90, Albuquerque, N. 
Mex., April 1990, pp. 109-112.) database was used for 
training. Recognition results reported here are based on the 
context-independent acoustic models. Due to poor triphone 
coverage between training and testing databases, recognition 
results with context-dependent models were much worse. 
The results of the recognition tests are given in FIG. 9, 

and show the following: 
1. When both boundary and phone classifiers are trained 

on NTMIT, the error rate is 28.0% and 26.0% on CN-I and 
CN-II respectively. 

2. When the boundary classifier and the phone classifier 
are trained on CN-I and NTIMIT respectively, the error rate 
on CN-II drops from 26% to 20%. 

3. When the boundary classifier and the phone classifier 
are trained on NTIMIT and on CN-I respectively, the error 
rate on CN-I drops from 28% to 18%. However, if we 
exchange the training databases the error rate on CN-Idrops 
from 28% to 12%, 
Based on these experiments, it appears that the boundary 

classifier is more sensitive to the acoustic variations between 
training and testing vocabularies than the phonetic classifier. 
What is claimed is: 
1. A method of performing speech recognition, said 

method comprising the steps of: 
choosing a plurality of context dependent phonetic cat 

egories to model; 
modeling each of the chosen context dependent phonetic 

categories, using at least one multilayer perceptron 
(MLP) structure that is separate from MLP structures 
used to model other phonetic categories, the modeling 
step including the use of a training database; and 
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using the models of each of the chosen context dependent 

phonetic categories to perform a speech recognition 
operation. 

2. The method of claim 1, wherein the step of choosing a 
plurality of context dependent phonetic categories to model 
includes a step of: 

grouping context dependent phonemes which exhibit 
similar contextual effects into phonetic categories to be 
modeled. 

3. The method of claim 1, wherein the step of choosing a 
plurality of context dependent phonetic categories to model 
includes a step of: 

selecting a set of generalized triphone models categorized 
according to various degrees of contextual detail to 
model. 

4. The method of claim 3, 
wherein each context dependent phonetic category chosen 

to be modeled represents a group of phonemes of 
differing levels of context generality which comprise 
those representations that result from the merging of 
left and right contexts having similar linguistic effect 
on the beginning and end of a phoneme. 

5. The method of claim 4, further comprising the step of 
performing a cascade correlation training operation to auto 
matically train the MLP structures used to model the chosen 
phonetic categories. 

6. The method of claim 5, wherein each one of the 
separate modular MLP structures used to model the chosen 
context dependent phonetic categories is a separate MLP 
network. 

7. The method of claim 1, wherein each one of the 
separate MLP structures used to model the chosen context 
dependent phonetic categories is a separate MLP network. 
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