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PATTERN MATCHING TECHNIQUE

FOR HIGH THROUGHPUT NETWORK PROCESSING
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PROCESSING", attorneys docket number 30794. 177-US-P 1 (2006-430);

which application is incorporated by reference herein.

STATEMENT REGARDING FEDERALLY SPONSORED

RESEARCH AND DEVELOPMENT

This invention was made with Government support under Grant No. CCF-

0448654 awarded by the NSF. The Government has certain rights in this invention.

BACKGROUND OF THE INVENTION

1. Field of the Invention.

The invention is related to a pattern matching technique for high throughput

network processing.

2. Description of the Related Art.

(Note: This application references a number of different publications as

indicated throughout the specification by one or more reference numbers within

brackets, e. g., [x]. A list of these different publications and patents ordered according

to these reference numbers can be found below in the section entitled "References. "

Each of these publications and patents is incorporated by reference herein. )

Pattern matching is one of the most fundamental operations that modern

network devices (such as routers, access points, intrusion detection systems, etc.) need



to perform at high speed. For example, Internet Protocol (IP)-forwarding requires

longest-prefix matching, packet classification requires multidimensional range

queries, and intrusion detection requires high speed string matching. The amount of

network traffic seen by a router is already on the order of tens of gigabits per second,

and keeping up with these speeds requires the development of specialized devices and

algorithms.

The following paragraphs describes efforts made in related areas:

Software-based: Most software based techniques concentrate on reducing the

common case performance. Boyer-Moore [5] is a prime example of such a technique,

as it lets its user search for strings in sub-linear time if the suffix of the string to be

searched for appears rarely in the input stream.

While Boyer-Moore only searches for one string at a time, Fisk and Varghese

[ 1 1] present a multiple-pattern search algorithm, that combines the one-pass approach

of Aho-Corasick with the skipping feature of Boyer-Moore, as optimized for the

average case by Horspool. The work by Tuck, et al. [20] takes a different approach to

optimizing Aho-Corasick, by instead looking at bitmap compression and path

compression to reduce the amount of memory needed.

Field Programmable Gate Array (FPGA)-based: The area that has seen the

most amount of string matching research is in the reconfϊgurable computing

community [8,13,16,12,3,4,7,10,6,2]. Proponents of the work in this area argue

intrusion detection is a perfect application of reconfigurable computing because it is

computationally intensive, throughput oriented, and the rule sets change over time but

only relatively slowly. Because FPGAs are inherently reconfigurable, the majority of

prior work in this area focuses on efficient ways to map a given rule set down to a

specialized circuit that implements the search. The configuration (the circuit

implemented on the FPGA) is custom designed to take advantage of the nature of a

given specific rule set, and any change to the rule set will require the generation of a

new circuit (usually in a hardware description language) which is then compiled down

through the use of Computer Aided Design (CAD) tools.



The work of Sourdis and Pnevmatikatos [16] describes an approach that is

specifically tuned to the hardware resource available to devices, available from Xilinx,

to provide near optimal resource utilization and performance. Because Sourdis and

Pnevmatikatos [16] demonstrate that their mapping is highly efficient, and they

compare against prior work in the domain of reconfigurable computing, the present

invention compares directly against their approach. Even though every shift-register

and logic unit is being used in a highly efficient manner, the density and regularity of

SRAM are used to a significant advantage in our approach, resulting in silicon level

efficiencies of 10 times greater or more. It should be also noted that most FPGA

based approaches are usually truly tied to an FPGA based implementation, because

they rely on the underlying reconfigurability to adjust to new rule sets. In our

approach, this is provided simply by updating the SRAM, and can be done in a

manner that does not require a temporary loss of service.

What is needed, then, is an improved method of pattern matching over high-

throughput network traffic. The present invention satisfies this need. The utility of

this invention is that it provides a way to maintain tight bounds on worst case

performance, allows updates with new rules without interrupting operation, and

enables an order of magnitude increase in efficiency over prior art. This is potentially

of interest to any producer of high throughput network devices.

SUMMARY OF THE INVENTION

To overcome the limitations in the prior art described above, and to overcome

other limitations that will become apparent upon reading and understanding the

present specification, the present invention discloses a pattern matching technique for

high throughput network processing. The present invention includes a simple yet

powerful special purpose architecture and a set of novel string matching algorithms

that can work in unison.

The key to achieving both high performance and high efficiency is to build an

array of tiny finite state machines, each of which searches for a portion of the rules

and a portion of the bits in each rule. The present invention includes a novel set of



algorithms that allow for bit-level partitioning of rules such that may be more easily

implemented in hardware or software.

Therefore, the present invention discloses a method for high throughput

pattern matching, comprising executing an array of finite state machines to efficiently

search a set of high throughput data for any number of matching rules, wherein each

of the finite state machines searches for a subset of the rules, a subset of the bits in

each rule, or a combination of such subsets. The rules may define search patterns,

wherein the search patterns perform string matching. The finite state machines may

be Aho-Corasick state machines, and operate in parallel.

Finite state machines may be built using bit-level partitioning of the rules.

The building step may comprise translating a rule set into an array of bit-level finite

state machines that serve the same purpose. Each bit level finite state machines may

match only some of the bits of an input stream. A rule compiler may partition and bit-

split a finite state machine representation of the rules into a set of smaller

implementable state transition tables. The rules may be SNORT rules, partitioned

into groups of 8 or 16 strings, and the bit splitting may be into four smaller

implementable state transition tables. The bit-splitting may comprise bit splitting the

finite state machines into a set of smaller implementable state transition tables which

are represented by a plurality of binary state machines, prior to, or during the

execution step.

The set of data may comprise one or more bytes of data and the executing and

searching further comprises (1) distributing one, two or four bits of each byte to each

of the binary state machines (2) matching the one, two, or four bits to the subset of the

rules, the subset of the bits in each rule, or a combination of such subsets, in each

binary state machine, (3) outputting a partial match vector from each binary state

machine, and (4) generating a full match vector using the partial match vector.

Results of the finite state machines may be combined together to produce a

final result. A match may be always indicated if it is exists, and never indicated if it

does not exist, or a match may be always indicated if it exists, and sometimes

indicated if it does not exist, in the case of false positives.



The method may further comprise executing an accelerator to perform a

different search than the finite state machines. A replacement update model may

allow non-interrupting rule update.

The pattern matching may be applied to network processing data, wherein the

network processing comprises network intrusion detection, address lookup, or packet

classification.

The result is a device that maintains tight worst case bounds on performance,

can be updated with new rules without interrupting operation, compiles in seconds

instead of hours, and is ten times more efficient than the existing best known solutions

in this area. For example, the device may operate above or at 10 Gigabits per second

using a Snort rule set stored in 0.4 MegaBytes of space, or with increased throughput

and minimized storage requirements.

BRIEF DESCRIPTION OF THE DRAWINGS

Referring now to the drawings in which like reference numbers represent

corresponding parts throughout:

Figure 1 is a schematic of a String Matching Engine of the High Throughput

Architecture.

Figure 2 is a state machine diagram illustrating the technique of extracting bit-

level parallelism from the Aho-Corasick algorithm, by splitting the state machine into

8 parallel state machines.

Figure 3 shows an example of 4 state machines, split from the Aho-Corasick

state machine in Figure 2, mapped onto the new architecture.

Figure 4 is a graph plotting storage requirements for a rule set as a function of

group size.

Figure 5 is a flowchart illustrating the method of the present invention.

Figure 6 is a flowchart illustrating an embodiment of the present invention.

Figure 7 is a graph plotting throughput as a function of area efficiency for the

present invention, and compared to conventional technologies.



Figure 8 is a schematic illustrating a method for allowing non-interrupting rule

updating, showing an additional temporary rule module, which covers for a module

taken offline so it can be updated.

Figure 9 is a flowchart illustrating a method for allowing non-interrupting rule

updating, showing an additional temporary rule module, which covers for a module

taken offline so it can be updated.

DETAILED DESCRIPTION OF THE INVENTION

In the following description of the preferred embodiment, reference is made to

a specific embodiment in which the invention may be practiced. It is to be understood

that other embodiments may be utilized and structural changes may be made without

departing from the scope of the present invention.

Overview

The present invention converts a large database of rules (also referred to as

"search patterns" or "strings") into many tiny finite state machines, each of which

searches for a portion of the rules and a portion of the bits of each rule. The present

invention includes algorithms to translate a rule set into an array of bit-level state

machines which serve the same purpose. Each of these bit-level machines then

operates in parallel, and the present invention also comprises an approach that relies

on either a special purpose or reconfigurable architecture to provide simultaneous

operation. This approach can lead to designs which are 10 times more efficient than

best known techniques in terms of throughput per area.

Specifically, this invention is novel in the following ways:

• It describes a novel configurable String Matching Architecture that can

store the entire Snort rule set in only 0.4 MB, and can operate at upwards of 10

Gbit/sec per instance.

• It describes a novel String Matching Algorithm, that operates through

the conjunction of many small state machines working in unison, and that reduces the

number of required out-edges from 256 to as low as 2.



• The machine is configured by a Rule Compiler that partitions and bit-

splits a finite state machine (FSM) representation of the strings into a set of small

implementable state transition tables. The compiler takes only on the order of seconds

to complete.

• A novel method of replacement update model that allows non-

interrupting rule update which can complete in the order of seconds, while FPGA

based methods generally require days or months to recompile rules.

Technical Description

In order to meet the goals described above, the present invention takes an

approach that relies on a simple yet powerful special purpose architecture, working in

conjunction with novel string matching algorithms specially optimized for that

architecture. The key to achieving both high performance and high efficiency is to

build many tiny state machines, each of which searches for a portion of the rules and a

portion of the bits of each rule. The new algorithms of the present invention are

specifically tailored towards implementation in an architecture built up as an array of

small memory tiles, and the present invention develops both the software and the

architecture in concert with one another. The result of the present invention is a

device that maintains tight worst case bounds on performance, can be updated with

new rules without interrupting operation, has configurations generated in seconds

instead of hours, and is ten times more efficient that the existing best known solutions.

At a high level, the present invention's algorithm works by breaking the set of

strings down into a set of small state machines. Each state machine is in charge of

recognizing a subset of the strings from the rule set. There are two major concerns

with this approach.

The first concern is that building a state machine from any general regular

expression can in the worst case require an exponential number of states. The present

invention gets around this problem by exploiting the fact that the present invention

does not require matching general regular expression(s), but rather a proper and well



defined subset of them for which the present invention can apply the Aho-Corasick

algorithm [I].

The other problem is that lack of care in the design would require supporting

256 possible out edges (one for each possible byte) on each and every node on the

state machine. This results in a huge data structure that can neither be stored nor

traversed efficiently. The present invention solves this problem by bit-splitting the

state machines into many smaller state machines, which each match only 1-bit (or a

small number of bits) of the input at a time (in parallel).

The present invention's architecture is built hierarchically around the way that

the sets of strings are broken down. At the highest level is the full device. Each

device holds the entire set of strings that are to be searched, and each cycle the device

reads in a character from an incoming packet, and computes the set of matches.

Matches can be reported either after every byte, or can be accumulated and reported

on a per-packet basis. Devices can be replicated, with one packet sent to each device

in a load balanced manner, to multiply the throughput.

Figure 1 is a schematic of a string matching engine of the high throughput

architecture. The left side (2) of Figure 1 is a full device, comprised of a set of rule

modules. Each rule module acts as a large state machine, which reads in bytes and

outputs string match results, and is responsible for a group of rules, g rules.

Each rule module comprises a set of tiles (4 tiles are shown in Figure 1). The

right side (or inset) of Figure 1 shows the structure of a tile. Each tile is essentially a

table with some number of entries (256 entries are shown in Figure 1) and each row in

the table is a state. Each state has some number of next state pointers (4 possible next

states are shown) and a partial match vector of length g. A rule module takes one

character (8 bits) as input at each cycle, and outputs the logical AND operation result

of the partial match vectors of each tile.

Unlike in an FPGA based scheme [16,12,3,4,7,10,6,2], where specialized

circuits are compiled from a set of rules, the present invention's approach can take

advantage of the incredible density of SRAM to implement the search. The rule

modules are all structurally equivalent, being configured only through the loading of



their tables, and each module holds a subset of the rule database. As a packet flows

through the system, each byte of the packet is broadcast to all of the rule modules, and

each module checks the stream for an occurrence of a rule in its rule set. Because

throughput, not latency, is the primary concern of our design the broadcast has limited

overhead because it can be deeply pipelined if necessary.

The foil set of rules is partitioned between the rule modules. The way this

partitioning is done has an impact on the total number of states required in the

machine, and will therefore have an impact on the total amount of space required for

an efficient implementation. When a match is found in one or more of the rule

modules, that match is reported to the interface of the device so that the intrusion

detection system can take the appropriate actions. It is what happens inside each rule

module that gives the present invention's approach both high efficiency and

throughput.

The right hand side (4) of Figure 1 shows the structure of each and every tile

in the present invention's design. Tiles, when working together, are responsible for

the actual implementation of a state machine that really recognizes a string in the

input. If the present invention merely generated a state machine in a naive manner,

each state may transition to one of potentially 256 possible next states at any time. If

the present invention were to actually keep a pointer for each of these 256

possibilities, each node would be on the order a kilobyte. A string of length 1requires

1states, which, when multiplied by the total number of rules, leads to far more data

than is feasible to store on-chip. As a result, the trade-off is either store the state off-

chip and lose your bounds on worst case performance, or find a way to compress the

data is some way. Past techniques have relied on run length encoding and/or bit-

mapping which have been adapted from similar techniques used to speed IP-lookup

[20].

The present invention's approach is different in that the state machines are

split apart into a set of new state machines, each of which matches only some of the

bits of the input stream. In essence each new state machine acts as a filter, which is



only passed when a given input stream could be a match. Only when all of the filters

agree is a match declared.

Each tile is essentially a table with some number of entries (256 entries are

shown in Figure 1), and each row in the table is a state. Each state has two parts. It

has some number of next state pointers, which encode the state transitions (4 possible

next states are shown and each is indexed by a different 2 bits from the byte stream),

and it has a partial match vector. The partial match vector is a bit-vector that indicates

the potential for a match for every rule that the module is responsible for. If there are

up to g rules mapped to a rule module, then each state of each tile will have a partial

match vector of length g bits (Figure 1 shows a module with g=16). By taking the

AND of each of the partial match vectors, the present invention can find a full match

vector, which indicates that all of the partial match vectors are in agreement and that a

true match for a particular rule has been found.

Before accepting any input characters, and at the beginning of each packet, all

tiles are reset to start from state 0. On each cycle, the input byte is divided into groups

of bits (in the example, the 8-bits are divided into 4 groups of 2). Each tile then gets

its own group of bits. Each tile uses its own internal state to index a line in the

memory tile, and the partial match vector is read out along with the set of possible .

state transitions. The input bits are used to select the next state for updating, and the

partial match vector is sent to an AND unit where it is combined with the others.

Finally all full match vectors for all modules are concatenated to indicate which of the

strings were matched.

So far, the architectural issues in implementing a high speed string matching

engine have been discussed. In the next section, the software system (also referred to

as the rule compiler) which makes the architecture work is described.

Readers may already be familiar with efficient algorithms for string matching,

such as Boyer-Moore [5], which are designed to find a single string in a long input.

The present invention addresses a slightly different problem, namely, searching for

one of a set of strings from the input stream. While simply performing multiple

passes of a standard one-string matching algorithm will be functionally correct, it does



not scale to handle the thousands of strings that are required by modern intrusion

detection systems.

Instead, the set of strings the present invention is looking for can be folded

together into a single large state-machine. This method, the Aho-Corasick algorithm

[1], is what is used in the fgrep utility as well as in some of the latest versions of the

Snort [15] network intrusion detection system.

The Aho-Corasick Algorithm

The essence of the Aho-Corasick algorithm involves a pre-processing step,

which builds up a state machine that encodes all of the strings to be searched. The

state machine is generated in two stages.

The first stage builds up a tree of all the strings that need to be identified in the

input stream. The root of the tree represents the state where no strings have been even

partially matched. The tree has a branching factor equal to the number of symbols in

the language. For the Snort rules, this is a factor of 256 because Snort can specify any

valid byte as part of a string. All the strings are enumerated from this root node, and

any strings that share a common prefix will share a set of parents in the tree.

Figure 2 is a state machine diagram illustrating the technique of extracting bit-

level parallelism from the Aho-Corasick algorithm, by splitting the state machine into

8 parallel state machines. The left-most state machine (6) is an example Aho-

Corasick state machine (D) constructed for strings "he", "she", "his" and "hers". Next

state pointers pointing back to State 0 are not shown in the graph, because it is

unrealistic and also unclear to show all of the 256 next state pointers for each state in

this limited space. The other two state machines are two binary state machines B3 (8)

and B4 (10) among the eight state machines B0, B1... , and B7, split from D. State

machine B3is only responsible for Bit 3 of any input character, while state machine B4

is only responsible for Bit 4 of any input character.

To match a string, start at the root node and traverse edges according to the

input characters observed. The second half of the preprocessing is inserting failure

edges. When a string match is not found it is possible for the suffix of one string to



match the prefix of another. To handle this case, failure edges are inserted which

shortcut from a partial match of one string to a partial match of another. Figure 2

shows the full state machine with failure edges (however failure edges that point back

to the root node are not shown for clarity).

As an example, suppose that the input stream is "hxhe", which would match

the string "he". Traversal starts at state 0, and then proceeds to state 1 (after reading

"h"), 0 (after reading "x"), back to 1 (after reading "h"), and finally ending at state 2.

State 2 is an accepting state and matches the string "he". In the Aho-Corasick

algorithm there is a one-to-one correspondence between accepting states and strings,

where each accepting state indicates the match to a unique string.

Implementation Issues

The Aho-Corasick algorithm has many positive properties, and perhaps the

most important is that after the strings have been pre-processed, the algorithm always

runs in time linear to the length of the input stream, regardless of the number of

strings. The problems with the algorithm lie in realizing a practical implementation,

and the problems are two-fold.

Both problems stem from the large number of possible out edges that are

directed out of each and every node. Implementing those out edges requires a great

deal of next pointers, 256 for each and every node to be exact. In the simple example

presented above, there are only 4 possible characters so it is easier, but in reality

encoding these potential state transitions requires a good deal of space. Encoding the

state transitions as 32-bit pointers would balloon the size of the rule database to 12.5

megabytes, far larger than could economically fit on a chip.

This leads to the second problem, which is the serial nature of the state

machine. The determination of which state to go to next is strictly dependent on the

current state. The determination of the next state from the current state forms a

critical loop, and because that next state could be one of 256 different memory

locations throughout a large data structure, it is very difficult to make this

determination quickly. While Tuck et al. [20] show how these structures could be



compressed, they still take on the order of megabytes, and the compression greatly

complicates the computation that needs to be performed.

To examine the behavior of string matching on real data, the present invention

generated the Aho-Corasick state machine for a set of strings used for actual intrusion

detection and packet filtering. For this, the present invention used the default string

set supplied with Snort, which includes, as part of its rule base, a set of over 1000

suspicious strings resulting in an Aho-Corasick state machine with around 10,000

nodes.

Splitting Apart the State Machines

While Aho-Corasick state machines can be searched in constant time per

character, a real implementation requires large amounts of storage and requires a

dependent memory reference for each character searched. Storing each state as an

array of 256 next pointers is wasteful. Furthermore, there is a high variation in the

number of next pointers that any given state needs. Nodes near the root of the tree

need more than 200 next pointers, while nodes near the leaves need only 1 or 2. A

way of breaking this problem into a set of smaller problems, each of which has more

regular behavior, is required.

To solve this problem, the present invention splits the state machines apart into

a plurality of state machines. Each state machine is then responsible for only a subset

of the bits composing the original input character.

Three advantages of this technique are:

• The split machines have a reduced number of possible next states (not

a large and variable number as in the original design). This is far easier to compact

into a small amount of memory.

• The state machines are loosely coupled, and they can be run

independently of one another, and the present invention can merge the results back

together.



• Each state machine is essentially a n-ary (for example, binary) tree

with back edges. This means the present invention can speed the tree up by traversing

multiple edges at a time (as in a multi-bit trie [17]).

For the purposes of explanation, consider an 8-bit state machine bit-split into 8

one-bit state machines. From the state machine D constructed in Aho-Corasick

Algorithm, each bit of the 8-bit ASCII code is extracted to construct its own Binary

State Machine, a state machine whose alphabet contains only 0 and 1. Let B0, B1, ...,

B7be these state machines ( 1 per bit).

For each bit position i the present invention takes the following steps to build

the binary state machine B . Starting from the start state of D, the present invention

looks at all of the possible next states. The present invention partitions the next states

of D into two sets, those that come from a transition with bit i set to 1, and those

which transition with bit i set to 0. These sets become two new states in B . This

process is repeated until the present invention fills out all of the next states in the

binary state machine, in a process analogous to subset construction (although the

binary state machines of the present invention can never have more states than D).

Each state in B maps to one or more states in D.

After the construction, the mapping to non-output states of D are not needed

any more and so can be eliminated from the resulting state machines. On the other

hand, the mapping to output states of D still needs to be stored for all states. Each

output state in D (which indicates the matching of a rule) corresponds to one or more

states in B . A resulting state in B is an accepting state if it maps back to any of the

accepting states of D. A small bit-vector is kept for each state in binary state

machines, indicating which of the strings might be matched at that point. Only if all

of the bit-vectors agree on the match of at least one string has a match actually

occurred.

Figure 2 shows two of the binary state machines generated from the state

machine on the left. The state machine in the middle (8) Figure 2 is state machine B3,

which is only responsible for bit 3 of the input, and the state machine on the right (10)



of Figure 2 is state machine B4. As can be seen, state 2 in the original state machine

maps to state 3 and 6 in B3 and state 4, 6, and 8 in B4.

Now it may be seen how a binary state machine is constructed from an Aho-

Corasick state machine, by constructing B3 in this concrete example. Starting from

State 0 in D, which the present invention calls D-State 0, the present invention

constructs a State 0 for B3, which is called B3-State 0, with a state set {0} . Numbers

in a state set are D-State numbers. The present invention examines all states kept in

the state set of B3-State 0, which is D-State 0 in this example, and sees what D-States

can be reached from them reading in input value "0" and " 1" in bit 3 respectively. For

example, D-State 0 and D-State 1 are reachable from D-State 0 reading in input value

"0". A new state, B3-State 1, with state set {0,1 } is then created. Similarly, B3-State 2

with state set {0,3} is created as the next state for B3-State 0 for input value "1". Then

B3-State 3 with state set {0,1,2} is created as the next state for B3-State 1 for input

value "0". The next state for B3-State 1, for input value "1," is an existing state B3-

State 2, so there is no need to create a new state. B3 is constructed by following this

process until next states of all states are constructed. After the construction, non-

output states kept in state sets, such as 0, 1 and 3, are eliminated, resulting in B3

shown in the middle of Figure 2.

The pseudo-code of the construction algorithm is as follows.

Algorithm 1. Construction of a binary state machine from an Aho-Corasick

state machine.

Input. An Aho-Corasick state machine base (represented by "base" in the

code) and the bit position for which a binary state machine will be constructed

(represented by "pos" in the code ). Bits in a character are numbered 0, 1, 2, 3, 4, 5, 6,

7 from left to right. Base.move[][] is the transition function and base.output is the

output function [I].

Output. A binary state machine with move[][] as the transition function, with

state_sets providing the mapping of output states, and nState as the total number of

states, that accepts one bit at position pos.



Method.

{
state = 0;

queue = {state} ;

state_sets[state] = {0};

while (queue is not empty) {

se[0] = empty; /* se[0]: a set used to record all possible

D-states if the input bit is '0' */

se[l] = empty; /* se[l]: a set used to record all possible

D-states if the input bit is ' 1' */

let r be the next state in queue;

queue = queue - {r};

isOutputState[0] = false; /* false: 0 state is not an

output state */

isOutputState[l] = false; /* false: 1 state is not an

output state */

for (each state st in state_sets[r]) {

for ( i = 0; i<256; i++) {

s = base.move[st][i];

a = (unsigned)( i « pos ) » (8-1) & 0x00000001;

/* get the corresponding bit */

add s to se[a];

if (base.outputfs] is not empty )

isOutputState[a] = true;

}

}
for (i =0; i<2; i++) {



if ( se[i] is not empty ) {

existing = false;

for G= 0 ; j<=state; j++)

if ( se[i] = state_sets[j] ) { / * the

new state set is generated before */

position = j ;

existing = true;

break;

}

if ('.existing) { / * a real new state */

state-H-;

queue = queue + {state};

move[r][i] = state;

state_sets[state] = se[i];

F[state] = isOutputState[i];

/ * F[]: record final states */

}

else { / * an existing new state */

move[r][i] = position;

}

}

}/* end offer */

}

nState = state + 1; / * nState: total number o f states in

this Binary DFA */

/ * only store old output states in state_sets[] to save

space, non-output states are eliminated in the following

prroocceessss *♦//



for (i = 0; i<nState; i++ ) {

settemp = empty;

for (each state st in state setsfi] ) {

if ( base.output[st] is not empty )

settemp = settemp + {st};

}
state_sets[i] = settemp;

}
} /* end of algorithm */

Finding a Match

This section examines the search processes in both the original Aho-Corasick

state machine, and in the corresponding binary state machines for the example input

stream "hxhe" used before. Reading in "hxhe", D will be traversed in the order of

State 0, State 1, State 0, State 1 and State 2. The last state traversed, namely State 2,

indicates the match of string "he".

Because, in this example, each state machine takes only one bit at a time, the

present invention will need the binary encoding of the "hxhe" input shown in Table 1.

Binary state machine B3will see only the 3rd bit of the input sequence, which is 0100.

Looking to binary state machine B3, the state traversal for this input will be State 0,

State 1, State 2, State 4 and State 6. State 6 maps to states {2,5} in D. Similarly, the

binary state machine B4will see the input 1110, and will be traversed in the order of

State 0, State 2, State 5, State 5 and State 8, whose state set is {2,7}. The actual

output state is the intersection of state sets of all 8 binary state machines. In this

example, the intersection is D State 2, which is the same as the result of the Aho-

Corasick state machine D. In the architecture described, this intersection step is

completed by taking the logical AND of bit vectors in the on chip interconnect.



The intersection of state sets can be empty, which means there is no actual

output but there is partial output for some binary state machines. In the case of the

input "xehs", for example, the ASCII encoding of bit 3 and bit 4 of "xehs" is 1001 and

1010 respectively. For state machine B3, the state machine in the middle of Figure 2,

the traversal of states is State 0, State 2, State 4, State 6 and State 5, whose state set is

{7}. For state machine B4, the right-most state machine in Figure 2, the resulting state

set is {2,5} of State 6. The intersection of these two sets are empty, hence no string is

matched.

The search algorithm is as follows.

Algorithm 2. Search for strings in binary state machines.

Input. A text string x and 8 binary state machines from b[0] to b[7].

Output. All matches of strings in x.

Method.

for (i = 0; i<8; i++)

state[i] = 0; // every binary state machine starts from state 0

for ( each character in x ) {

let k be the next character in x;

mayoutput = true;

for (i = 0; i < 8; i++) {



bit = ( (unsignedX k « i) » 8 - 1 ) & 0x00000001 ;

if ( ! b[i].search_onechar(bit,state) )

mayoutput = false;

}
if (mayoutput) {

se = set intersection of b[i].state_sets[state[i]] for all i;

if (se is not empty) {

print index; /*index is the location in x

where matches are found*/

print output function of all states in se;

}

}
} /* end offor*/

} /* end of algorithm */

bool search_onechar(int key, int *state) {

// return true: output state, false: not output state

state[pos] = move[state[pos]][key];

if(F[state[pos]])

return true;

else

return false;

}

Partitioning the Rules

If all of the more than 1,000 strings are put into a big state machine, and the

corresponding bit-split state machines are constructed, a partial match vector of more

than 1,000 bits, most of which are zeros, will be needed for each tile entry. This is a

big waste of storage. The present invention's solution to this problem is to divide the



strings into small groups so that each group contains only a few strings, e.g. 16

strings, so that each partial match vector is only 16 bits. In this way each tile will be

much smaller and thus can be accessed quicker.

Many different grouping techniques can be used for this purpose and can result

in various storage in bits. In order to find the best dividing methods, the following

constraints should be considered. The number of bits in a partial match vector

determines the maximum number of strings each tile can handle. In addition, each tile

can only store a fixed number of states, i.e. 256 states. An embodiment could make

full use of the storage of both partial match vectors and state entries, which means the

present invention packs as many strings in without going over 16 strings or 256 states.

Larger sets of strings and larger state machines can be accommodated by dividing the

rules into appropriately sized partitions and applying the algorithm independently to

each partition. By analyzing the distribution of strings in a Snort rule set, the present

invention finds that generally 16 strings require approximately 256 states.

A good solution is therefore to sort all strings lexicographically, and then

divide them sequentially into groups, so that all the common prefixes can share states

in state machines and thus use fewer states in total. While this is not the optimal

solution, it is superior to the two alternatives, dividing by length and dividing

randomly. The dividing by length method would consume 2 1.9% more states and

13 .6% more groups than the method of the present invention used here, and the

random grouping technique would use 12.1% more states and 4.5% more groups.

Filling the Tables

The discussion above has shown how to break a rule set into a set of groups,

the way to construct Aho-Corasick state machines for each group, and the algorithm

to split these Aho-Corasick state machines into new sets of state machines. The final

step to mapping a rule set onto our architecture is then filling the tables in all modules.

Each entry in a table is for one state. The next state pointers and the partial match

vector for state x is stored in entry x.



Figure 3 shows an example of 4 state machines, split from the Aho-Corasick

state machine in Figure 2, and mapped onto our architecture. Specifically, Figure 3

shows the state transitions of input stream "hxhe" on the rule module for strings "he",

"she", "his" and "hers". Only the first 4 bits of 16-bit Partial Match Vectors (PMV)

are shown in this diagram because the rest of the 12 bits are all zeros for only 4 strings

mapped onto the rule module.

Here, instead of splitting into 8 state machines, the present invention splits the

Aho-Corasick state machine into 4 state machines, each of which is responsible for 2

bits of an input byte, and which is optimal in terms of storage. Still taking "hxhe" as

an example input stream, the transitions of all of the 4 state machines starting from

state 0 are shown by arrows. At each cycle, a partial match vector is produced by

each tile, and the logic AND of these partial match vectors is outputted. According to

different requirements of Intrusion Detection/Prevention Systems, the present

invention's architecture can output only after an entire packet is scanned instead of at

each cycle. The Full Match Vector output on Cycle 3+P, 1000, shows that by this

cycle, string "he" is matched.

Figure 4 is a practical memory comparison for different fanout and group

sizes. Fanout is defined to be the maximal number of out edges from any state in the

bit-split state machine. The X- axis is the number of strings per rule module or finite

state machine (also known as group size), on a logarithmic scale. The Y axis is the

memory, in Megabytes (Mbytes), required to store an entire SNORT rule set, as a

function of group size and fanout of the state machines.

Figure 5 illustrates the general method of the present invention.

Block 12 represents the step of building finite state machines, for example

using bit-level partitioning of the rules. This may comprise translating a rule set,

represented by the finite state machines, into an array of bit-level finite state machines

that serve the same purpose, for example, partitioning and/or bit-splitting (using a rule

compiler, for example) the finite state machine representation of the rules into a set of

smaller implementable state transition tables represented, for example, by a plurality

of binary state machines. The rules may be SNORT rules, which are partitioned into



groups of 8 or 16 strings, and the bit splitting may be into four smaller implementable

state transition tables. The finite state machines may be Aho-Corasick state machines.

Each bit level finite state machine may match only some of the bits of an input stream,

and may operate in parallel.

Block 14 represents the step of executing an array of finite state machines to

efficiently search a set of data for any number of rules, wherein each of the finite state

machines searches for a subset of the rules, a subset of bits in each rule, or a

combination of such subsets. The rules may define search patterns and the search

patterns may perform string matching.

Figure 6 illustrates further steps of the executing and searching step of Block

12, wherein the set of data comprises one or more bytes.

Block 16 represents the step of distributing one, two or four bits of the byte to

each of the binary state machines, per cycle.

Block 18 represents the step of matching the one, two, or four bits to the

subset of the rules, the subset of the bits in each rule, or a combination of such

subsets, in each binary state machine.

Block 20 represents the step of outputting a partial match vector from each

binary state machine.

Block 22 represents the step of generating a full match vector using the partial

match vector.

The results of the finite state machines executed in block 14 may be combined

together to produce a final result. A match may be always indicated if it is exists, and

never indicated if it does not exist. A match may be always indicated if it exists, and

sometimes if it does not exist, in the case of false positives.

The method may further comprise executing an accelerator in block 14 to

perform a different search than the finite state machines. The pattern matching is

applied to network processing data, and the network processing may comprise

network intrusion detection, address lookup, or packet classification.

Using the foregoing, a device implementing the method of the present

invention may be constructed. The device may be implemented as an application-



specific integrated circuit, or alternatively, the device may be implemented as a

programmable processor or controller. Specifically, various embodiments of the logic

of the present invention may be implemented in hardware and/or software.

Figure 7 shows how the device could operate above or at 10 Gigabits per

second using a Snort rule set stored, for example, in 0.4 Megabytes of space. Figure 7

plots throughput, in Gigabits per second (Gbps), as a function of area efficiency,

which is the number of characters per square millimeter the design can support. The

bit split finite state machine (FSM) design of the present invention is superior to the

best FGPA designs, as represented by Cho et al [7], for example, in Figure 7. Thus,

Figure 7 illustrates how the device would have increased throughput and minimized

storage requirements.

Best Practice

To define suspicious activities, most modern network intrusion

detection/prevention systems rely on a set of rules which are applied to matching

packets. At a minimum, a rule consists of a type of packet to search, a string of

content to match, a location where that string is to be searched for, and an associated

action to take if all the conditions of the rule are met.

An example rule might match packets that look like a known buffer overflow

exploit in a web server; the corresponding action might be to log the packet

information and alert the administrator. Rules can come in many forms, but

frequently the heart of the rule consists of strings to be matched anywhere in the

payload of a packet. The problem is that for the detection to be accurate, it is

necessary to search every byte of every packet for a potential match from a large set of

strings. For example, the rule set from Snort has on the order of 1000 strings with an

average length of around 12 bytes. In addition to raw processing speed, a string

matching engine must have bounded performance in the worst case so that a

performance based attack cannot be mounted against it [9]. Due to the fact that rule

sets are constantly growing and changing as new threats emerge, a successful design



must have the ability to be updated quickly and automatically all the while

maintaining continuous operation.

Figures 8 and 9 illustrate a method, for example, a replacement update model,

allowing non-interrupting rule update. Figures 8 and 9 show the addition of an new

rule module which acts as a temporary state machine. The rule set is already

partitioned into several smaller parts that each fit onto a rule module. To replace the

contents of one rule module, the rules are first updated and copied to the temporary

rule module (block 24 in Figure 9 and step 1 in Figure 8). At the start of the next

packet, the control bit for the module about to be overwritten is set to override with

the results from the replacement rule module (block 26 in Figure 9 and step 2 in

Figure 8). The main rule module can then be written (with the same contents as the

replacement module) with no stop in service (block 28 in Figure 9 and step 3 in

Figure 8). When the main rule module is completely updated, the control bit is

switched back to zero to allow the main module to operate (block 30 in Figure 9 and

step 4 in Figure 8) and the replacement module is wiped clean and overwritten with

the state machine for the next module in line (block 32). Writing to an entire rule

module will take on the order of 1.6 microseconds, and to finish an entire update

would take less than 108 microseconds. While for the present invention's architecture

the procedure for updating rules is very straightforward, this is by design and most

other techniques require at least some amount of downtime to perform an update.

Possible Modifications and Extensions

While this description explores an application specific approach, it is certainly

feasible that the techniques developed and presented here would allow for the efficient

mapping of string matching to other tile based architectures. For example, Cho and

Mangione-Smith presented a technique for implementing state machines on block-

RAMs in FPGAs [6] and concurrent to the present invention. Aldwairi et. al. [2]

proposed mapping state machines to on-chip SRAM. Another example where the

optimizations presented here would still be valuable, is where the application is

mapped down to more general purpose programmable memory tiles [14,19,18].



Furthermore, the methods described allow for a compact design that can be

efficiently replicated if higher bandwidths are required. Replication, while useful,

requires that there are multiple several distinct streams of data to be processed, for

example, independent network packets. However, in some situations there may be

only a single stream of data to search. In this case, one way that the present

invention's method can be extended to provide adequate bandwidth is to process

multiple bytes of the input stream at a time.

Processing multiple bytes of data at a time is analogous to a multi-bit trie,

instead of using only a single byte of the input stream to determine the next state, two

or more of the bytes of the input stream are used. Applying this idea to the original

Aho-Corrasick state machines could be problematic as each state already has 256 next

state pointers. To make the state machine read 2 bytes at a time, each state would

have 2562 next state pointers, and doing n bytes at a time will require 256" out edges

per state. This explosion of transitions and states suggests that multi-byte transitions

may not be feasible for the full Aho-Corrasick state machines.

Things become significantly easier with our bit-split algorithm, as it reduces

the number of next state pointers to exactly 2 for each state. This property allows the

present invention to read multiple bytes per cycle in practice. For example, to read 2

bytes per cycle, the present invention only needs to build binary state machines that

each reads 2 bits per cycle (with 4 out edges). A multi-byte extension to the present

invention's bit-split engine is therefore also possible, to approach higher bandwidths

when replication cannot be employed.

Advantages and Improvements Over Existing Practice

The present invention offers the following advantages over conventional

techniques:

• Ten times greater efficiency in terms of speed per area.

• Easier implementation in hardware and software.

• Updating with new rules occurs without interrupting operations and

within seconds, compared with hours for conventional methods.



• Tight worst-case bounds on performance.

The present invention thus provides significant benefit for applications that

rely on the ability to search data for matching rules, comprising:

• Network intrusion detection systems.

• IP (Internet Protocol) address lookup engines.

• Packet classifiers.

The present invention is particularly suited for custom routers, chip-

multiprocessors, and tile-based devices, as it allows large graph structures to be

partitioned into a set of smaller graphs which require a much smaller amount of area

in total and can operate more quickly.

Computer systems now operate in an environment of near ubiquitous

connectivity, whether tethered to a Ethernet cable or connected via wireless

technology. While the availability of "always on" communication has created

countless new opportunities for web based businesses, information sharing, and

coordination, it has also created new opportunities for those that seek to illegally

disrupt, subvert, or attack these activities. With each passing day there is more critical

data accessible over the network, and any publicly accessible system on the Internet is

subjected to more than one break in attempt per day. Because we are ail increasingly

at risk there is widespread interest in combating these attacks at every level, from end

hosts and network taps to edge and core routers. Intrusion detection and prevention

has proven to be very effective at finding and blocking known attacks in the network,

before they are even accessed by the end host, but there are significant computational

challenges in making it scalable. Every byte of every packet needs to be scanned to

see if the signatures of known attacks are present, and this requires very high

throughput methods for string matching.

Network and security issues are of growing importance to consumers, and new

architectural solutions in this space offer the potential of order-of-magnitude increases

in performance and utility. The present invention is of significance to industry

because it provides a solution to an important and difficult problem in the network



processing domain, including the growing arena of hardware assisted network

security.
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Conclusion

This concludes the description of the preferred embodiment of the present

invention. The foregoing description of one or more embodiments of the invention

has been presented for the purposes of illustration and description. It is not intended

to be exhaustive or to limit the invention to the precise form disclosed. Many

modifications and variations are possible in light of the above teaching. It is intended

that the scope of the invention be limited not by this detailed description, but rather by

the claims appended hereto.



WHAT IS CLAIMED IS:

1. A method for high throughput pattern matching , comprising:

executing an array of finite state machines to efficiently search a set of data for

any number of rules, wherein each of the finite state machines searches for a subset of

the rules, a subset of bits in each rule, or a combination of such subsets.

2. The method of claim 1, wherein the rules define search patterns.

3. The method of claim 2, wherein the search patterns perform string

matching.

4. The method of claim 1, further comprising building the finite state

machines using bit-level partitioning of the rules prior to or during the executing step.

5. The method of claim 4, wherein the building step comprises translating

a rule set into an array of bit-level finite state machines that serve a same purpose,

thereby bit splitting a finite state machine representation.

6. The method of claim 5, wherein each of the bit level finite state

machines matches only some of the bits of an input stream.

7. The method of claim 5, wherein the bit-level finite state machines are

binary state machines.

8. The method of claim 7, wherein the set of data is one or more bytes of

data and the executing and searching step further comprises:

(1) distributing one, two or four bits of each byte to each of the binary

state machines;

(2) matching the one, two, or four bits to the subset of the rules, the subset

of the bits in each rule, or a combination of such subsets, in each binary state machine;



(3) outputting a partial match vector from each binary state machine; and

(4) generating a full match vector using the partial match vector.

9. The method of claim 1, wherein a rule compiler partitions and bit-splits

a finite state machine representation of the rules into a set of smaller implementable

state transition tables.

10. The method of claim 9, wherein the rules, are partitioned into groups of

8 or 16 strings, and the bit splitting is into four smaller implementable state transition

tables.

11. The method of claim 1, wherein the finite state machines are Aho-

Corasick state machines.

12. The method of claim 1, wherein the finite state machines operate in

parallel.

13. The method of claim 1, wherein results of the finite state machines are

combined together to produce a final result.

14. The method of claim 1, wherein a match is always indicated if it is

exists, and never indicated if it does not exist

15. The method of claim 1, wherein a match is always indicated if it exists,

and sometimes indicated if it does not exist, in the case of false positives.

16. The method of claim 1, further comprising executing an accelerator to

perform a different search than the finite state machines.



17. The method of claim 1, wherein the pattern matching is applied to

network processing data.

18. The method of claim 17, wherein the network processing comprises

network intrusion detection, address lookup, or packet classification.

19. A device implementing the method of claim 1.

20. The device of claim 19, operating above or at 10 Gigabits per second

using a Snort rule set stored in 0.4 MegaBytes or less of space.

21. The device of claim 19, with increased throughput and minimized

storage requirements.
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