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(57) ABSTRACT 

Systems and methods for sharing and synchronizing data 
using the addition of synchronization data to a feed that 
contains data items, and in some implementations, at least a 
node or endpoint that provides relay functionality or relay 
capabilities to one or more endpoints, are disclosed. Such 
systems and methods may also include the communication of 
information about the data that is synchronized, in addition to 
synchronization of the data itself. 
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DATA SHARING AND SYNCHRONIZATION 
WITH RELAY ENDPOINT AND SYNC DATA 

ELEMENT 

RELATED APPLICATIONS 

0001. This application is a continuation of, and claims 
priority to, U.S. patent application Ser. No. 1 1/739,236 filed 
Apr. 24, 2007, which is incorporated by reference herein in its 
entirety. 

BACKGROUND 

0002 Synchronizing and sharing data between multiple 
endpoints may be accomplished in a variety of ways. Many 
synchronization implementations require specific and per 
haps not widely-accepted data interchange formats. The same 
or different synchronization implementations may be rela 
tively complex, for example, in terms of the rules that Syn 
chronization endpoints must follow, the data that must be 
provided and exchanged when synchronizing, and so on. 
0003. In some implementations, particular endpoints may 
synchronize with other endpoints on the same network, may 
synchronize with other endpoints in the same general physi 
cal location or area, and so on. In the same or other imple 
mentations, endpoints may instead or also synchronize with a 
variety of endpoints that may be considered to be separate or 
different in a variety of ways. For example, different end 
points might be located on separate networks, might be in 
varying geographical locations, might be connected using 
connections with different characteristics (such as band 
width, latency, and the like), and so on. Endpoints that are 
separate or different may in Some cases not be able to Syn 
chronize data as efficiently, and may in some implementa 
tions not be able to connect or synchronize data at all. 

SUMMARY 

0004. The following presents a simplified summary of the 
disclosure in order to provide a basic understanding to the 
reader. This summary is not an extensive overview of the 
disclosure and does not identify key or critical elements of the 
invention or delineate the scope of the invention. Its sole 
purpose is to present some concepts disclosed herein in a 
simplified form as a prelude to the more detailed description 
that is presented later. 
0005. Described herein are various techniques and tech 
nologies directed toward sharing and synchronizing data 
using, in at least some implementations, the addition of syn 
chronization data to a feed that contains data items, and a node 
or endpoint that provides relay functionality or capabilities to 
one or more endpoints. In some implementations, one or 
more endpoints may also communicate information about the 
data sets that are synchronized, in addition to communicating 
or synchronizing the data sets themselves. 

DESCRIPTION OF THE DRAWINGS 

0006 FIG. 1 illustrates an exemplary system in which 
sharing and synchronization of data might be implemented, 
with the use of one or more endpoints that provide relay 
functionality. 
0007 FIG. 2 illustrates an exemplary generalized opera 
tional flow that includes operations that may be performed 
when synchronizing data to and from a relay endpoint. 
0008 FIG. 3 illustrates an exemplary generalized opera 
tional flow that includes operations that may be performed 
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when communicating information about data synchronized 
between endpoints or when making a change to the data 
synchronized by a relay endpoint. 
0009 FIG. 4 illustrates an exemplary system that includes 
a relay endpoint. 
0010 FIG. 5 illustrates an exemplary system that includes 
an exemplary graphical example of a feed. 
0011 FIG. 6 illustrates an exemplary generalized opera 
tional flow including various operations that may be per 
formed when modifying an item to include sharing and Syn 
chronization data. 
0012 FIG. 7 illustrates an exemplary generalized opera 
tional flow including various operations that may be per 
formed when performing a local update of an item. 
0013 FIG. 8 illustrates an exemplary generalized opera 
tional flow that includes various operations that might be 
performed when merging changes made by another endpoint 
with the data maintained by a local implementation of an 
endpoint. 
0014 FIG. 9 illustrates an exemplary generalized opera 
tional flow that includes operations that might be performed 
as part of evaluating how a local item might be updated during 
a merge operation. 
0015 FIG. 10 illustrates an exemplary generalized opera 
tional flow that includes operations that might be performed 
when processing conflicts. 
0016 FIG. 11 illustrates an exemplary generalized opera 
tional flow that includes operations that might be performed 
as part of resolving conflicts. 
0017 FIG. 12 illustrates an exemplary computer device in 
which the various technologies described herein may be 
implemented. 

DETAILED DESCRIPTION 

0018. Described herein are various techniques and tech 
nologies directed toward sharing and synchronizing data 
using, in at least some implementations, the addition of syn 
chronization data to a feed that contains data items, and a node 
or endpoint that provides relay functionality or capabilities to 
one or more endpoints. More particularly, described herein 
are, among other things, methods, systems, and data struc 
tures that facilitate the transfer of data between endpoints by 
“relaying or repeating information communicated by a first 
endpoint, through a relay endpoint, to a second endpoint. In 
Some implementations, one or more endpoints may also com 
municate information about the data sets that are synchro 
nized, in addition to communicating or synchronizing the 
data sets themselves. 
0019. In general, in some implementations, synchroniza 
tion of data may be implemented, at least in part, by the 
addition of particular data to a feed of data provided using a 
possibly widely accepted protocol like RSS (“Really Simple 
Syndication' or “Rich Site Summary'). For example, in an 
exemplary implementation with a topology that consists of 
only two endpoints that communicate with each other, one 
endpoint might publish an RSS feed that contains some type 
or types of information. In perhaps one example, the feed 
might include calendar item information represented using a 
format like iCalendar or hCalendar, but might contain any 
data represented in a variety of formats. The other endpoint 
might subscribe to the feed provided by the first endpoint and 
be notified when, for example, the first endpoint adds a new 
calendar item or changes an existing calendar item. In addi 
tion, a Subscribing endpoint might publish its own feed, with 
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the same data as is provided in the original publisher's feed 
and also with changes or additions made by the Subscriber. 
The original publisher might then subscribe to this second 
feed. Through these mutual Subscriptions, changes made by 
either endpoint may be reflected in the data maintained by 
both endpoints, enabling bi-directional synchronization. 
Multiple endpoints may participate and share data by Sub 
scribing to at least one of the feeds provided by another 
endpoint and similarly publishing their own feed. 
0020. In addition to synchronizing with each other in a 
direct fashion—such as in the example described previ 
ously—in some cases a first endpoint may synchronize with a 
second endpoint, and then the second endpoint may synchro 
nize with a third endpoint. In so doing, in at least some cases, 
the second endpoint may act as a “relay endpoint and com 
municate changes made by the first endpoint to the third 
endpoint. In some implementations, changes made by the 
third endpoint may also be communicated to the first endpoint 
through the second endpoint. In such implementations, or in 
other implementations, it may be beneficial or useful for the 
relay endpoint to provide functionality that enables the relay 
ing or transferring of data or information. 
0021 Turning now to FIG. 1, illustrated therein is an 
exemplary system 100 in which sharing and synchronization 
of data might be implemented, with the use of one or more 
endpoints that provide relay functionality. As shown, the 
exemplary system contains a variety of endpoints, including 
endpoint A110, endpoint B115, endpoint C 120, endpoint D 
125, endpoint E 130, endpoint F 135, endpoint G 140, and 
endpoint H 145. The exemplary system also includes a variety 
of data sets that are shared or synchronized between different 
endpoints, including data sets represented by feed X160, feed 
Y 162, and feed Z 164. Some of the endpoints are shown as 
connected using the exemplary connection 170, the exem 
plary connection 172, the exemplary connection 174, and the 
exemplary connection 176. This description of FIG.1 may be 
made with reference to other figures. However, it should be 
understood that the elements described with reference to FIG. 
1 are not intended to be limited to being used with the ele 
ments described with reference to other figures. In addition, 
while the exemplary diagram in FIG. 1 indicates particular 
elements, in Some implementations not all of these elements 
may exist, and in some implementations additional elements 
may exist. 
0022. Each of the endpoints in this example including 
endpoint A110, endpoint B 115, and so on—might represent 
one or more general-purpose or dedicated computer systems, 
including server computers, desktop computers, laptop com 
puters, workstation computers, mobile or cellular telephones, 
personal digital assistants (PDAs), and the like. In some 
implementations at least, the specific manner in which an 
endpoint is implemented or embodied may not be relevant, as 
long as the endpoint includes executable code or functionality 
so that it may synchronize or shared data with other endpoints 
as described herein. 

0023. At least some endpoints are shown as connected to 
each other so that data may be exchanged between the con 
nected endpoints. For example, endpoint A110 and endpoint 
C 120 are connected using the exemplary connection 170. 
Similarly endpoint B115 and endpoint Care connected using 
the exemplary connection 172. While not shown with a spe 
cific connection, other exemplary endpoints shown as con 
nected—such as endpoint C and endpoint D125, endpoint D 
and endpoint E 130, and so on may be considered to be 
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similarly connected in Some fashion so that data may be 
exchanged between the connected endpoints. The connec 
tions shown, or other connections, may be implemented in a 
wide variety of ways, may use a wide variety of technologies 
or methods for exchanging data, and so on. At least for the 
purposes of sharing data, generally, the manner in which an 
endpoint is connected to another endpoint may not be rel 
evant, as long as both endpoints have some mechanism by 
which they can exchange feeds of data. As such, in at least 
Some implementations endpoints may be connected by any 
means by which data may be transmitted, including any type 
of network—including wired and wireless networks—or any 
other kind of transfer mechanism, including the transfer of 
physical media, like a compact disc (CD) or flash memory 
drive. 
0024 Generally, a sharing or synchronization relationship 
may exist between two endpoints. For example, a sharing 
relationship might exist between the endpoint A 110 and 
endpoint B 115, between endpoint A and endpoint C 120, 
between endpoint A and endpoint H 145, and so on. A par 
ticular sharing relationship generally relates to a set of data 
that is synchronized or shared and that comprises one or more 
data items, or simply “items.” 
0025. An endpoint in a sharing relationship may be a pub 
lisher, a subscriber, or both a publisher and a subscriber. A 
publisher may make available a “feed” that contains informa 
tion associated with the items being shared as part of the 
sharing relationship. A subscriber may be an endpoint that 
subscribes to a feed provided by a publisher. In the case where 
both endpoints in a sharing relationship are publishers and 
Subscribers, each endpoint may make available a feed to 
which the other endpoint subscribes. Such feeds may be 
represented, for example, and as will be described in more 
detail below, by the exemplary feed X 160, the exemplary 
feed Y 162, and the exemplary feed Z 164. 
0026. In at least some exemplary implementations an end 
point may make a "local change to an item, where a “local 
change may be a change made on the particular endpoint for 
Some reason, including a change made by a user, a change 
made by an automated process, and so on (including users, 
processes, and the like located on or associated with different 
endpoints). Then, so the items being shared may be kept the 
same on Subscribing endpoints, the local change may be 
published as part of a feed. Other endpoints that subscribe to 
the feed may "merge' the change or changes made available 
using the feed with their own local store of items. Other 
endpoints may also make local changes of their own, which 
may then be merged or incorporated by yet other endpoints. In 
at least some implementations, including those that use 
“Simple Sharing Extensions’ (SSE), a local change might be 
made with operations similar to or the same as those 
described below, for example, with reference to FIG. 7. In the 
same or other implementations, the merging of a change or 
changes may be accomplished using operations similar to or 
the same as those described below, for example, with refer 
ence to FIG. 8. 

0027. A feed with a local change, or a local change itself, 
may be provided to another endpoint in a variety of ways, 
including through the use of “push” or “pull techniques. In a 
"push” technique, an endpoint may affirmatively communi 
cate a feed with a change, or a change itself, to another 
endpoint. In just one example of a push implementation, an 
endpoint might initiate an HTTP request and include an 
updated feed that includes a change, or just include a specific 
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change (separate from a feed). The endpoint to which the 
HTTP request is communicated might accept the feed or the 
change and merge the feed or change with its own data. In a 
"pull” technique, an endpoint might retrieve an updated feed 
or change from Some other endpoint and then incorporate the 
change into its own data. Injust example of a pull implemen 
tation, an endpoint might initiate an HTTP request to some 
other endpoint and in response may be provided with a 
change or updated feed. The requesting endpoint might then 
merge or incorporate the feed or change into data it maintains. 
0028. An endpoint may subscribe to and publish a variety 
offeeds, which may in turn be represented using a variety of 
formats. Furthermore, items obtained from a feed that is 
represented using aparticular format need not be published or 
further distributed using a feed or feeds that use that same 
format—items may be published in any format Supported or 
understood by the publisher or the subscriber. For example, 
an endpoint might subscribe to one feed that uses RSS and 
another feed that uses Atom. That same endpoint may then 
publish the same set of data, or any other set of data, using 
RSS, Atom, or any other type offeed format, independent of 
how the data was originally obtained or represented. 
0029 Given some mechanism for synchronizing data 
between endpoints—such as a feed and a protocol or rules for 
updating a feed and merging changes in a feed—a variety of 
endpoints may share and synchronize information. For 
example, Suppose that endpoint A110 has a sharing relation 
ship with endpoint C 120 and synchronizes two sets of infor 
mation using two feeds: feed X 160 and feed Z 164. In the 
same example, endpoint B115 might have a sharing relation 
ship with endpoint C and synchronize a set of information 
using feed Y162. In some implementations, each feed feed 
X, feed Y, feed Z, or other feeds that are not shown might 
comprise different information. In other implementations, 
feeds may be related in one or more ways. As just one 
example, feed X 160 might contain a subset of the informa 
tion in feed Y162. This might, for example, enable endpoint 
C to synchronize only particular pieces of information with 
endpoint A. Such data partitioning behavior may be useful for 
a variety of reasons. As just one example, a user associated 
with endpoint A might not have a business or other reason to 
see all of the information embodied by the feed Y, but may 
need to see some subset of the information: the subset of 
information represented by feed X, in one example. 
0030. When multiple endpoints subscribe to and possibly 
also publish information using a synchronization system like 
SSE, or some other synchronization system, they may in 
Some cases form a “sharing mesh' or "mesh' of endpoints, 
Such that changes made by one endpoint may be transmitted 
to and between other endpoints, and thereby be propagated to 
other endpoints and in some cases throughout some or all of 
the mesh. 
0031 While the endpoints in the system 100 may be 
embodied in a variety of ways and may be connected in a 
variety of ways, for the purposes of example Suppose that 
endpoint A110 and endpoint B115 are “mobile' in that they 
are embodied in one or more computing devices that may not 
typically be located in a single physical or geographical loca 
tion. For example, endpoint A might be a PDA and endpoint 
B might be a laptop computer. Endpoint C 120 might also be 
a laptop or other mobile computer. Further Suppose that end 
point A and endpoint B may, at least at certain times, com 
municate with endpoint C using the connection 170 and the 
connection 172, respectively. While such connections may be 
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implemented in a variety of ways, in one example the con 
nection 170 might be implemented, at least in part, using a 
cellular data network like a GPRS, EDGE, EVDO, or HSDPA 
network, or the like. In this example, when endpoint A and 
endpoint C synchronize data they may communicate feed X 
160 and/or feed Z164 over such a cellular data network. In the 
same or another example, the communication between end 
point B and endpoint C might take place over an exemplary 
connection 172, which might, at least in one example, be 
implemented using a wireless network Such as a Wi-Fi net 
work. In this example, when endpoint B and endpoint C 
synchronize data they may communicate feed Y 162 over 
Such a wireless network. 

0032. In some cases some endpoints, such as endpoint A or 
endpoint B, might be “pre-configured with an address of an 
endpoint with which they may synchronize data. This may 
enable the endpoint to start sharing and synchronizing data 
whenever the endpoint or endpoints with which they commu 
nicate are available. For example, when an endpoint—such as 
the laptop represented by endpoint B communicates using 
Wi-Fi, the endpoint might be pre-configured with the SSID 
(“service set identifier”) of a Wi-Fi network, and the Wi-Fi 
network might be provided by or associated with an endpoint, 
such as endpoint C. Even if endpoint B has not previously 
communicated or synchronized data with endpoint C, it may 
be able to “automatically or without user intervention deter 
mine that such a network is available and similarly start 
synchronizing information, perhaps without user interven 
tion. 

0033 Such a pre-configured endpoint address, as well as a 
variety of other functionality and benefits described herein, 
may be useful in a variety of Scenarios and situations. For 
example, just one such situation might be an environment 
after a disaster or emergency has taken place. In Such a situ 
ation, a doctor responding to an emergency might carry a 
PDA, represented by endpoint A, with which they can view or 
enter data that is then communicated, using, in this example, 
feed X 160 and feed Z 164, to endpoint C. Similarly, an aid 
worker might carry a laptop, represented by endpoint B, and 
be able to view and enter data represented by feed Y 162. In 
Some implementations, one or more of such endpoints may be 
pre-configured, or configured at Some other time, to commu 
nicate with other endpoints and share and synchronize data. 
In this example, the shared data might include medical 
records, disaster reports, and so on, but could include any of 
a variety of other data. 
0034. In some implementations, an endpoint Such as end 
point C might also be mobile. For example, in a post-disaster 
environment where traditional communication networks— 
such as cellular or fixed-line telephone networks, cable net 
works, and so on—may be unavailable or saturated with 
network traffic, or in other scenarios, endpoint C might be 
embodied by a laptop or portable computer connected to a 
Wi-Fi wireless access point that provides a short-range Wi-Fi 
network. Endpoint C might then be moved from place to 
place—it might be located in a car or truck, for example—so 
that it might provide a local network in a variety of locations. 
When endpoint C moves into range of an endpoint that is 
configured to or can be configured to communicate with 
endpoint C Such as perhaps endpoint A or endpoint B in this 
example—the endpoints may synchronize and share data. 
0035. The endpoints may share or synchronize data in a 
variety of ways, including through the use of the operational 
flows described below in more detail with reference to, for 



US 2011/01 19403 A1 

example, FIG. 2 and FIG. 3. For example, an application that 
is part of endpoint A 110 may have modified data that is 
synchronized using, say, feed X 160. When endpoint A and 
endpoint C 120 can communicate perhaps because a car in 
which endpoint C is located has moved within range of end 
point A the data modified by the user of endpoint A may be 
synchronized with endpoint C. At the same time, endpoint C 
might have, for example, changes to data represented using 
feed X 160 and/or feed Z 164, and might synchronize these 
changes with endpoint A. After Such communications, both 
endpoint A and endpoint C may now contain up-to-date cop 
ies of the information represented by feed X and feed Z. 
0036 Continuing with this one example, at some subse 
quent time, endpoint C 120 might move within range of 
endpoint B115 and be able to synchronize data with endpoint 
B. In this specific example, as previously introduced, feed Y 
162 may includes a superset of the data represented by feed X 
160 (although of course it could contain any data). As a 
change made by endpoint A110 and embodied in feed X was 
previously communicated to endpoint C by endpoint A, that 
change may now in Some implementations be synchronized 
between endpoint C and endpoint B, this time using the 
Superset feed Y. After Such synchronization, endpoint C may 
contain the change made by endpoint A, even though end 
point A and endpoint B have not synchronized data directly 
with each other. If endpoint B has made changes to data 
associated with feed Y. Such changes might also be synchro 
nized with endpoint C. 
0037. In this example, to this point, endpoint A110, end 
point B115, and endpoint C 120 may have synchronized data 
and, as a result and as one non-limiting example, endpoint C 
might contain new or changed information provided by end 
point A and endpoint B. However, it may also be desirable for 
the new or changed information to be communicated to other 
endpoints in addition to just endpoint A, endpoint B, and 
endpoint C. Continuing with the current example, endpoint C 
might move back to a particular location that might have or 
provide connections to other endpoints. For example, the car 
carrying the laptop that embodies endpoint C might “return to 
base where the endpoint C might be able to connect to one 
or more other endpoints perhaps using one or more additional 
or other networks or connections, such the Internet. In a 
specific example, Suppose that when endpoint C is “at base.” 
it is able to communicate with endpoint D125 over an exem 
plary connection 174. In this example, endpoint D might 
represent, say, one or more server computers located in one or 
more locations. In Such a case, and in other cases, endpoint C 
might be able to communicate with endpoint D by, for 
example, physically connecting an Ethernet cable for some 
period of time between endpoint C and endpoint D, or 
through some other connection means. When such a connec 
tion is available, endpoint C might synchronize feed Y 162 
and feed Z 164 with endpoint D. 
0038 Finally, now that the changes are present on end 
point D 125, they may in some cases be synchronized to a 
variety of other endpoints. As just one set of examples, Sup 
pose that endpoint Dhas a connection to a network Such as the 
Internet, which might in this case be represented by the con 
nection 176. An endpoint such as endpoint E 130 which 
perhaps might be a desktop computer in a central office of an 
aid agency—might also be connected to the Internet, and 
might synchronize all of the changes retrieved by endpoint C 
and present on endpoint D by synchronizing feed Y 162 and 
feed Z 164 with endpoint D. Endpoint E might then synchro 
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nize the same changes, or a Subset of the same changes or 
other changes, with another endpoint, Such as the exemplary 
endpoint H 145. Some or all of the changes might also be 
synchronized in the same or other ways to other endpoints, 
such as to endpoint F 135 which might be a mobile phone 
and might use a cellular data network, to endpointG 140, and 
SO. O. 

0039. In this example, and in a variety of other scenarios, 
some endpoints may be considered to be “relay endpoints. A 
relay endpoint may generally be considered to be an endpoint 
that relays information from one endpoint to another end 
point. In some implementations, the relaying of information 
might be implemented by synchronizing data between a first 
endpoint and the relay endpoint, and then Subsequently Syn 
chronizing the same or related data from the relay endpoint to 
the second endpoint. For example, with the exemplary set of 
endpoints described with reference to FIG.1, endpoint C 120, 
endpoint D125, and endpoint E 130 might each be, in some 
implementations at least, a relay endpoint. It may also be 
possible for other endpoints to be relay endpoints if they relay 
changes made by one endpoint to another endpoint. 
0040. It should be understood that a relay endpoint might 
be used in a wide variety of Scenarios and might provide a 
wide variety of functionality and features to endpoints, net 
works, and so on. For example, while the previous single 
example discussed how a relay endpoint might be useful in a 
post-disaster environment where, say, traditional communi 
cation networks are unavailable, relay endpoints may also be 
useful in a wide variety of other scenarios and implementa 
tions. Some of the following text discusses just some of Such 
examples. In doing so, some of the elements of FIG.1—Such 
as some of the endpoints—may be described as having dif 
ferent exemplary characteristics So they may be used to dem 
onstrate other exemplary implementations. 
0041. For example, one or more relay endpoints may be 
used in some implementations to partition or divide network 
or data traffic. For example, suppose that endpoint E 130 and 
endpoint H 145 are located on one local network and that 
endpoint F135 and endpoint G 140 are located on some other 
local network. While endpoint Gand endpoint H may want to 
share and synchronize data—including data in this example 
represented by feed Y162 and feed Z164—the two endpoints 
do not have a direct connection to each other. In this context, 
a “direct connection” between two endpoints may be a con 
nection where at least one endpoint has a network addresses 
that is visible to the other endpoint. For example, two end 
points with public Internet Protocol (IP) addresses may be 
able to form a direct connection, while two endpoints behind 
something like a Network Address Translation (NAT) router 
or endpoint, with only “private” IP addresses, might not be 
able to form a direct connection. (Note that in this context a 
“direct connection' does not require that two endpoints be 
physically connected to each other. Similarly, communica 
tion between two “directly connected endpoints may happen 
between other intermediary endpoints, such as routers, other 
computing devices, and so on.) In a variety of scenarios and 
for a variety of reasons, endpoint G or endpoint H might not 
have a connection to a common network—like the Internet— 
and may only be able to communicate with, say, particular 
endpoints on their local network. This might be the case for 
security reasons, or for any of a variety of other reasons. 
However, if endpoints on the local network in this example, 
these might be endpoint D125, which might be on the same 
local network as endpoint G, and endpoint E 130, which 
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might be on the same local network as endpoint H-synchro 
nize the data used by the other endpoints, endpoint G and 
endpoint H may still be able to communicate changes. For 
example, a change made on endpoint G might be synchro 
nized between endpoint Gand endpoint D, then synchronized 
between endpoint D and endpoint E, and finally synchronized 
between endpoint E and endpoint H. 
0042. In some implementations, the connection between 
two local networks—perhaps represented by connection 176 
between endpoint D125 and endpoint E 130 may be limited 
or constrained in one or more ways. For example, the con 
nection may be embodied by a low-bandwidth connection, a 
high-latency connection, or some other type of connection 
that is limited in one or more ways. In Such case, or in other 
cases, it may be beneficial to minimize the network traffic 
carried by the connection. One method for minimizing Such 
traffic may involve using a relay endpoint to centralize and 
collect changes made by multiple endpoints on a local net 
work, and then communicating Such collected changes from 
the relay endpoint to Some other network. For example, end 
point F 135 and endpoint G 140 might synchronize changes 
with endpoint D, and only endpoint D might synchronize 
changes with endpoint E. In some cases, such an arrangement 
may be beneficial even when endpoints that are not relay 
endpoints may communicate with other networks. For 
example, in one or more examples, endpoint G might be able 
to communicate if desired “directly with endpoint H 
145. In one example, endpoint G might communicate directly 
with endpoint H if or when the connection between endpoint 
G and endpoint H is, say, relatively unused or has available 
bandwidth. However, when the connection is, say, already in 
use communicating other network traffic or is otherwise not 
available or only provides limited communication capability, 
endpoint G might instead just synchronize its changes to an 
endpoint Such as endpoint D, and might then rely on endpoint 
D to relay the changes to the other network. 
0043. In the same or other implementations, communica 
tion between two local networks may generally be blocked or 
limited by one or more intervening computing devices, such 
as firewalls or similar devices. In such implementations, and 
in other implementations, communication between the net 
works may be limited to only one or more devices for which 
“holes' have been opened in a firewall or similar device. In 
the context of the exemplary system 100, for example, and 
where, again for the purposes of demonstration, endpoint D 
125 and endpoint E 130 are located on different networks, the 
exemplary connection 176 may occur through Such a hole in 
a firewall. In Such an example, other devices on the network 
that do not have access to Such a hole—like, perhaps, end 
point G140 or endpoint H 145 may communicate with each 
other through endpoints that have access to Such holes. 
0044. In some implementations, a relay endpoint may be 
capable of synchronizing and relaying any type of data. That 
is, a relay endpoint may not be limited to synchronizing or 
relaying just a single type of data or Small set of different 
types of data. For example, a relay endpoint may be config 
ured to synchronize any type of data as long as the data is 
represented using a feed and synchronization information 
that conforms to a known synchronization protocol. Such as 
SSE. In such an example, the data communicated in a feed, 
using elements such as item data elements (perhaps like those 
described below, for example, with reference to FIG. 5), may 
be of any type, and may indeed not even be known or “under 
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stood by the relay endpoint, which may only need to know 
how to interpret and use elements such as the sync data 
elements in the SSE feed. 

0045. A variety of components, modules, and methods 
may be used on endpoints, such as on one or more endpoints 
described with reference to FIG. 1, to implement the relaying 
of data from one endpoint to another. For example, Such 
components may include a “sync module, which may in 
Some implementations implement at least some the opera 
tions described below, for example, with reference to FIG. 2. 
The same or other implementations may use a “directory 
module, which may in some implementations implement at 
least some of the operations described below, for example, 
with reference to FIG. 3, including using one or more “direc 
tory feeds.” Such directory feeds may exist in an exemplary 
system such as the exemplary system 100, and may in some 
cases be represented using one or more of the shown exem 
plary feeds, such as feed X160, feed Y162, or feed Z 164, or 
may not be shown. 
0046 Turning now to FIG. 2, shown therein is an exem 
plary generalized operational flow 200 that includes opera 
tions that might be performed when synchronizing data to and 
from a relay endpoint. The following description of FIG. 2 
may be made with reference to other figures. However, it 
should be understood that the operational flow described with 
reference to FIG. 2 is not intended to be limited to being used 
with the elements described with reference to these other 
figures. In addition, while the exemplary operational flow of 
FIG. 2 indicates aparticular order of execution, in one or more 
alternative embodiments the operations may be ordered dif 
ferently. Furthermore, while the exemplary operational flow 
contains multiple steps, it should be recognized that in some 
implementations at least some of these operations may be 
combined or executed contemporaneously. 
0047. In an exemplary implementation of operation 210, 
Some item of data may be changed on a first endpoint. As just 
one example, a user of the first endpoint might use an appli 
cation to, say, add a new piece of data, change existing data, 
delete existing data, and so on. In another example, an auto 
mated process or some other entity may change the data 
maintained by a first endpoint. The change may be made by a 
user, an automated process, or some other entity that is asso 
ciated with the first endpoint, or an entity that is associated 
with some other endpoint. In some implementations, the data 
may be stored on the first endpoint while in other implemen 
tations the data may be stored elsewhere and accessed by the 
first endpoint. In just one example, the first endpoint—the 
endpoint on which the item is changed—might be an end 
point such as endpoint A110 or endpoint B 115, both of FIG. 
1 

0048. In at least one implementation of operation 215, the 
change may be synchronized between the first endpoint and 
Some relay endpoint. Such synchronization may be accom 
plished in a variety of ways, depending on, among other 
things, the type of synchronization protocol or operations in 
place, how the first endpoint and the relay endpoint are imple 
mented and connected to each other, and so on. With a syn 
chronization protocol that uses feeds of data with sync data 
elements, such as SSE, the first endpoint might generate an 
updated feed that includes the change made in operation 210 
or one or more other changes. In at least one example, Such an 
updated feed might be produced using operations including 
those described below, for example, with reference to FIG. 6 
Or FIG. 7. 
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0049. In at least one case, the first endpoint may affirma 
tively communicate the feed with a change, or just the change 
itself, to another endpoint. As just one example, the first 
endpoint might initiate an HTTP request and include the 
updated feed with the change. The relay endpoint might 
accept the request and the feed, and might then merge the 
change in the feed with its own data. Such a merge operation 
may be implemented, in at least one implementation, using 
operations such as those described below, for example, with 
reference to FIG. 8 and other figures. In another implemen 
tation, the relay endpoint might retrieve an updated feed from 
the first endpoint, after which it might merge a change in the 
retrieved feed with its own data. Such an action might be 
implemented, in just one example, by the relay endpoint 
initiating an HTTP request to the first endpoint and in 
response being provided with the updated feed, after which 
the relay endpoint merges the feed with data maintained by 
the relay endpoint. 
0050. In some cases a feed used during synchronization 
may represent all of the items in the synchronized set of data, 
while in other cases the feed may only include a subset of the 
items being synchronized, including even just the item or 
items involved in the change, or just the change itself. 
0051. In an exemplary implementation of operation 220, a 
set of one or more endpoints with which the relay endpoint 
may synchronize the change may be identified. For example, 
for each set of data or feed, the relay endpoint may store or 
access a set of endpoint identifiers. In such an example, and in 
other examples, each endpoint identifier may identify an end 
point with which the given set of data or feed may be syn 
chronized. In just one example, an endpoint identifier might 
be a network or other address that the relay endpoint may use 
when communicating with the particular endpoint—an end 
point identifier might be, for example, a URL, IP address, and 
SO. O. 

0052. In some implementations, the set of endpoints with 
which a relay endpoint synchronizes may be provided or 
associated in some manner with one or more directory mod 
ules, directory feeds, and the like. For example, the set of 
endpoints that provide a particular feed might be communi 
cated between endpoints using a directory feed that contains 
an item that is both associated with the set of data and includes 
a set of endpoint identifiers that provide feeds for that set of 
data. One implementation of Such directory functionality is 
described in more detail below with reference to, for example, 
FIG. 3. 

0053. In at least one implementation of operation 225, an 
endpoint in the set of endpoints with which the relay endpoint 
synchronizes data may be identified. In a Subsequent opera 
tion, in at least Some implementations, the relay endpoint may 
then synchronize the change made by the first endpoint, per 
haps by Synchronizing an updated feed. As just one example, 
ifa relay endpoint synchronizes a particular set of data or feed 
with multiple endpoints, in this operation one of those mul 
tiple endpoints may be identified. The identified endpoint 
may be chosen in a variety of ways, and in at least some cases 
each endpoint in the set may be chosen in Successive itera 
tions of this operation, or in parallel, so that all endpoints in 
the set ultimately may receive the updated or changed data. 
0054 Finally, in an exemplary implementation of opera 
tion 230, a change is synchronized between the relay endpoint 
and the identified second endpoint. As before with operation 
215, the synchronization may be implemented in a variety of 
ways, including using “push” or “pull' actions. In some 
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cases, the same change made by the first endpoint may be 
synchronized to the second endpoint. For example, the relay 
endpoint might generate an updated feed—that contains the 
same change made by the first endpoint—after merging the 
change from the first endpoint, and might use Such an updated 
feed to synchronize the change to the second endpoint. In the 
same or other cases, the relay endpoint may synchronize 
Some other change to the second endpoint. For example, the 
relay endpoint may generate a feed that has a change that is 
related to the change made by the first endpoint but that is 
different from the change made by the first endpoint. This 
might happen in a variety of ways. For example and without 
limitation, the relay endpoint might provide a feed that com 
prises, say, aggregate data, and may update the aggregate data 
when specific and non-aggregated data is synchronized from 
the first endpoint. It may then synchronize a change to the 
aggregated data to the second endpoint as part of an imple 
mentation of operation 230. 
0055 Turning now to FIG. 3, shown therein is an exem 
plary generalized operational flow 300 that includes opera 
tions that may be performed when communicating informa 
tion about data synchronized between endpoints or when 
making a change to the data synchronized by a relay endpoint. 
The following description of FIG.3 may be made with refer 
ence to other figures. However, it should be understood that 
the operational flow described with reference to FIG. 3 is not 
intended to be limited to being used with the elements 
described with reference to these other figures. In addition, 
while the exemplary operational flow of FIG. 3 indicates a 
particular order of execution, in one or more alternative 
embodiments the operations may be ordered differently. Fur 
thermore, while the exemplary operational flow contains 
multiple steps, it should be recognized that in Some imple 
mentations at least some of these operations may be com 
bined or executed contemporaneously. 
0056. In general, and for example, it may be useful to be 
able to communicate information about sets of data that are 
shared and synchronized between endpoints that share and 
synchronize such data. For example, it may be useful to 
distribute information about the feeds or data sets available in 
a “sharing mesh, so that other endpoints may be able to 
determine, for example, if they want to synchronize a particu 
lar feed or set of data, provide a different feed or set of data, 
make changes to yet another feed or set of data, and so on. 
0057 While this information may be communicated in a 
variety of ways, in Some implementations it may be useful to 
communicate the information in a manner or manners that 
operate independently of, for example, different networks 
and endpoints involved in sharing and synchronizing data. 
Such techniques might not be able to rely on a centralized 
location for Such information, because Such a centralized 
location might not be accessible to all endpoints, or for other 
CaSOS. 

0058. In some implementations, such functionality might 
be provided, at least in part, through the use of one or more 
sets of “directory' information, or “directory feeds.” that 
might be shared or synchronized between endpoints. Such 
directory information might include information about the 
sets of data that may be synchronized between endpoints. 
This information might include, in Some implementations 
and without limitation, metadata about one or more feeds of 
data. For a particular feed, such metadata might include, for 
example and without limitation, information Such as the name 
of the feed, a description of the feed, schema information 
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identifying how the feed represents data, how the feed may be 
accessed—including one or more endpoints at which the feed 
is available and the appropriate mechanism or mechanisms to 
use to access the feed at the particular endpoint, and so on. 
0059. In at least some implementations, the sharing and 
synchronizing of Such directory metadata might be imple 
mented using the same or similar mechanisms as the sharing 
and synchronizing of data referred to by the metadata. For 
example, a directory feed might be implemented as an RSS 
feed with SSE extensions, and changes to the directory feed 
might then be synchronized between endpoints using SSE, 
just as data referred to by the directory feed might be syn 
chronized between endpoints using SSE. In other implemen 
tations, the “directory feed” might not be implemented as a 
“feed” per se, and might instead be some other type of data 
organized in any way so as to enable the transfer of informa 
tion about a feed that shares or synchronizes data. In some 
implementations a directory feed may include information 
about multiple feeds, while in other implementations only 
information about a single feed may be included. Further 
more, a directory feed may include in some cases only infor 
mation about a single change—or may just include the 
change itself without other directory feed information— 
while in other cases the directory feed may include multiple 
changes. 
0060. In an exemplary implementation of operation 310, a 
change to a set of data, represented in Some implementations 
using a feed, may be made on a first endpoint. Such a change 
might include the addition of or exposing of a new feed of 
data. For example, the first endpoint might make available a 
new feed with a particular set of data (including a new feed 
with at least some data that might already be shared using one 
or more other feeds). In other examples, the first endpoint 
might stop making a particular feed available, or might make 
one or more changes to metadata about a feed that is already 
available. Such as changing the name or description of a feed, 
changing the way or ways in which a feed is accessed, and so 
on. In general. Such a “feed change' comprises changing 
Some characteristic of a feed itself including making a feed 
available or no longer available—and does not comprise 
operations that only operate on or with items in the feed. Such 
as adding new data items to the feed, changing items in the 
feed, or deleting items. That is, in general, a feed change may 
operate on metadata associated with a feed, and not on the 
data items represented in the feed itself. 
0061. In at least one implementation of operation 315, the 

first endpoint might update one or more directory feeds with 
information about the feed change made, for example, in 
operation 310. In some cases, such an update may include 
information about the change. Such as the name, description, 
access information, and other information about a new feed; 
the changed data for an existing feed; an identification of a 
feed that is no longer being provided; and so on. For example, 
in an implementation that uses an RSS feed with SSE infor 
mation to share directory information, when a new feed is 
made available the directory feed may be updated to include 
a new “item' element with information about the new feed. In 
Some examples, and without limitation, this information 
might include a name for the feed; a description of the feed; 
access information for the feed, like a URL at which the feed 
is available and, perhaps, some representation of how the feed 
can or should be accessed. Such as information about whether 
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the endpoint making the feed available accepts changes (per 
haps through the use of an HTTP POST request with an 
updated feed); and so on. 
0062. In one or more exemplary implementations of 
operation 320, the directory feed may be communicated to a 
relay endpoint. Such communication may be implemented in 
a wide variety of ways—including file copies, remote proce 
dure calls, and so on—as long as the information about the 
feed change is communicated to the relay endpoint. In an 
implementation where the directory feed is represented using 
a feed protocol like RSS, perhaps with SSE information, the 
directory feed may be communicated to the relay endpoint in 
a manner that is the same as or similar to the way or ways in 
which other feeds are communicated between endpoints, 
including mechanisms such as those previously introduced, 
like through the use of HTTP GET or HTTP POST requests to 
one or more particular URLs. For example, in some imple 
mentations, the first endpoint might provide the directory 
feed to the relay endpoint by communicating an HTTP POST 
request to the relay endpoint that contains the directory feed, 
while in other implementations the relay endpoint might peri 
odically or at other times retrieve a directory feed from the 
first endpoint, perhaps with an HTTP GET request. 
0063. It should be noted that although this operation, and 
some other operations in this operational flow, refer to the use 
of a relay endpoint, that in at least Some cases the endpoint 
that obtains the directory feed may not be a relay endpoint. 
For example, the endpoint that obtains the directory feed 
might not ultimately share or synchronize data referred to by 
the directory feed, or other data, between other endpoints. 
Instead, for example and without limitation, it may use infor 
mation associated with directory feed in any of a variety of 
other ways. 
0064. In at least one exemplary implementation of opera 
tion 325, it may be determined if the relay endpoint will take 
any further action using the updated directory feed or any 
further action associated with the feed change made on the 
first endpoint. If no further action is necessary, the operational 
flow may end; if further processing should take place, the 
operational flow may proceed to operation 330. In some 
implementations, the relay endpoint may, for a variety of 
reasons, not take any action as a result of a feed change. For 
example, the directory feed might include a change to a feed 
that the relay endpoint does not include or make available to 
other endpoints, and so the relay endpoint may not need to 
perform any processing for that feed. In another example 
where no further processing may be necessary, the directory 
feed may include a change that is associated with a feed 
provided by the relay endpoint, but the change may be a 
change that the relay endpoint does not “pass on' or commu 
nicate to other endpoints that synchronize data with the relay 
endpoint. 
0065. In other cases, the change in the directory feed may 
be one that requires further processing on the part of the relay 
endpoint. In Such cases, the operational flow may proceed to 
operation 330, where at least some of the further processing 
may be performed. For example, the directory feed may 
include a change to a feed that is already being made available 
by the relay endpoint, or may include a notification about a 
new feed provided by the first endpoint that the relay endpoint 
may want to relay or make available to other endpoints. In 
Such cases, and in other cases, further processing may be 
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performed so the relay endpoint may make appropriate infor 
mation available to other endpoints associated with the relay 
endpoint. 
0066. In an exemplary implementation of operation 330, 
the data feed associated with the feed change may be updated 
on the relay endpoint. The implementation of this operation 
may depend, at least in part, on the nature of the change 
communicated by the directory feed. For example, when the 
directory feed communicates information about a new feed 
that is being provided by the first endpoint and the relay 
endpoint wants to make the new feed available to other end 
points that synchronize data with the relay endpoint, at least 
part of the implementation of this operation may involve 
synchronizing the contents of the new feed from the first 
endpoint to the relay endpoint (again, using one or more of a 
variety of synchronization mechanisms including those pre 
viously introduced). Also as part of this operation, the relay 
endpoint may then make the newly synchronized feed avail 
able to one or more other endpoints that synchronize data with 
the relay endpoint. For example, in just one implementation, 
the relay endpoint may retrieve the current contents of the 
data feed by submitting an HTTP GET request to a URL 
communicated in the directory feed and associated with the 
data feed. The relay endpoint may then store the data feed 
locally or in storage associated with the relay endpoint. 
Finally, the relay endpoint may make the data feed available 
to other endpoints, perhaps by ensuring that the data feed is 
accessible at a particular different URL. Other endpoints may 
then, at some Subsequent point in time, retrieve the contents 
of the data feed by initiating, for example, an HTTP GET 
request to the URL provided by or associated with the relay 
endpoint. (In Such an example, the data feed may be made 
available to endpoints that can access the relay endpoint but 
that might not have been able to access the first endpoint.) 
0067. Other types of changes communicated by the direc 
tory feed may also resultin one or more updates or changes on 
the relay endpoint. For example, if a particular data feed is no 
longer being published by the first endpoint, the relay end 
point might make the data feed no longer available to end 
points that synchronize with the relay endpoint. If metadata 
about a feed has been changed, the relay endpoint may make 
Some or all of Such metadata changes available to endpoints 
that synchronize with the relay endpoint. 
0068. In at least one exemplary implementation of opera 
tion335, the directory feed may be updated to reflect a change 
made by the relay endpoint. Such a change may enable the 
directory feed to communicate additional information about 
the data feed to other endpoints. For example, in the example 
where a new feed has been made available by the first end 
point and the same feed is also now being provided by the 
relay endpoint, at least part of this operation may update the 
directory feed to provide information about how other end 
points may access the new feed on the relay endpoint. For 
example, the relay endpoint might make the new feed avail 
able at a different URL or network address than the first 
endpoint provides, might make the feed available through 
different communication mechanisms than those provided by 
the first endpoint, and so on. Such might be the case, in just 
one example, when the first endpoint and the relay endpoint 
are connected to different networks, and perhaps the network 
address provided by the first endpoint may not be accessible 
in the same way as a network address provided by the relay 
endpoint. For example, perhaps the network address provided 
by the first endpoint is on a “private' or limited access net 
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work, or behind a firewall, or so on, while the network address 
provided by the relay endpoint is “public,” or is accessible to 
more or other endpoints that may not have access to the first 
endpoint. In Such a case, an implementation of operation 335 
may update the directory information in the directory feed for 
the new feed so that the directory information includes the 
network address of the feed on the relay endpoint. In so doing, 
a set of endpoint identifiers associated with the new feed may 
beformed as part of the directory information, and the set of 
identifiers may later be used by the relay endpoint to deter 
mine the endpoints with which to synchronize the feed, and 
may also be used by other endpoints to determine from where 
to retrieve the feed. 
0069. The manner in which the directory feed is updated 
may depend on characteristics such as how the directory feed 
is implemented. For example, if the directory feed uses RSS, 
perhaps with SSE information, the change to the directory 
feed might involve performing an SSE update to an existing 
item in the directory feed, so that the existing item now 
includes, for example, one or more additional network 
addresses or endpoint identifiers for the feed. Through such 
updates, a set of endpoints at which the particular feed is 
available may be formed. (For example, the relay endpoint 
might synchronize the directory feed to another relay end 
point, which might then also add one or more network 
addresses for the same new data feed, and so on.) 
0070. In an exemplary implementation of operation 340, 
the directory feed may be communicated to a second end 
point. The communication of the directory feed may be 
implemented in a wide variety of ways, including in at least in 
Some implementations manners similar to how the directory 
feed was communicated between the first endpoint and the 
relay endpoint in operation 320, by using SSE synchroniza 
tion, and so on. 
0071 Finally, in one or more exemplary implementations 
ofoperation 345, a second endpoint may perform one or more 
operations associated with the data feed using information 
provided by the directory feed. Such operations may include, 
for example, retrieving a newly added feed, updating the 
location or locations at which the second endpoint accesses 
the feed, no longer retrieving a feed, and so on. For example, 
when the first endpoint has made a new feed available, and 
Such a feed has been synchronized to the relay endpoint and is 
now being made available by the relay endpoint, one imple 
mentation of this operation might involve the retrieval by the 
second endpoint of the contents of the feed from the relay 
endpoint. 
0072. In some implementations, the second endpoint 
might use the updated feed locally—for example, the second 
endpoint might make the contents of the feed available to a 
user of the second endpoint. In other implementations, the 
second endpoint might further make the feed available to 
other endpoints, and so may be a relay endpoint itself, or 
might use the feed or directory feed in other ways. 
0073 Turning now to FIG. 4, shown therein is an exem 
plary system 400 that includes a relay endpoint. This descrip 
tion of FIG. 4 may be made with reference to other figures. 
However, it should be understood that the elements described 
with reference to FIG. 4 are not intended to be limited to being 
used with the elements described with reference to other 
figures. In addition, while the exemplary diagram in FIG. 4 
indicates particular elements, in some implementations not 
all of these elements may exist, and in Some implementations 
additional elements may exist. Furthermore, while the exem 



US 2011/01 19403 A1 

plary diagram shows elements as being part of or contained 
by a particular computer system, for example, it should be 
noted that one or more modules associated with a particular 
endpoint may also be implemented by one or more other 
computer systems and connected to the exemplary illustrated 
computer systems by any means Sufficient for exchanging 
any necessary data. 
0074 The exemplary system 400 may contain a relay end 
point 410, a sync module 420, a directory module 430, a 
storage module 440, and a local update module 450. Also 
illustrated as associated with the relay endpoint are a feed 422 
and a feed N 424, and a directory feed 432 and directory feed 
N 434. 
0075. In general, in at least some exemplary implementa 

tions, the relay endpoint 410 may share and synchronize data 
with multiple other endpoints. For example and without limi 
tation, the relay endpoint may perform at least some of the 
data sharing and synchronization operations described previ 
ously with reference to FIG. 1 and FIG.2. In addition, in some 
implementations, the relay endpoint may include directory 
functionality to enable the communication of metadata about 
shared and synchronized data, and may in Some cases imple 
ment at least some of the directory operations described pre 
viously with reference to FIG. 3. 
0076. The exemplary relay endpoint 410 may contain 
multiple modules, including some or all of the illustrated 
modules, as well as other modules, as part of an implemen 
tation that enables the relaying of data. In some implementa 
tions, the relay endpoint may be implemented by a computing 
environment or computing device including the exemplary 
computing environment discussed below with reference to 
FIG. 12. 

0077. In some implementations, the exemplary relay end 
point 410 may include a sync module. Such as the exemplary 
sync module 420. Such a sync module may generally imple 
ment operations related to the sharing and synchronizing of 
data between the relay endpoint and other endpoints, includ 
ing accepting or retrieving data from other endpoints, merg 
ing or incorporating such data with data stored locally or 
associated with the relay endpoint, and providing or transmit 
ting data for use by other endpoints. In some implementa 
tions, the sync module may implement some or all of opera 
tion 215, operation 220, operation 225, and operation 230 
described previously with reference to FIG. 2. For example, a 
sync module might include operations associated with Syn 
chronizing a change from a first endpoint, identifying one or 
more of a set of endpoints with which the change might be 
synchronized, and synchronizing the change to a second end 
point. 
0078. With regard to accepting or retrieving data, an exem 
plary sync module 420 may perform a variety of tasks asso 
ciated with the input of data, including accepting data— 
perhaps represented as feeds including perhaps the feed 422 
and the feed N424—submitted by other endpoints, accepting 
programmatic or web service requests or calls from other 
endpoints, retrieving data or feeds from other endpoints, and 
so on. For example, in Some implementations, the sync mod 
ule 420 may receive or obtain a feed in a manner similar to or 
the same as was described previously with reference to opera 
tion 215 of FIG. 2. As shown, the sync module may obtain the 
feed 422 or the feed N 424, or a variety of other feeds that are 
not shown. The sync module may perform a variety of tasks 
using a feed or request, including storing the feed or change 
(perhaps using the exemplary storage module 440), making 
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the feed available to other modules or endpoints, and so on. As 
has been previously described and introduced, and as is 
described in more detail below, a feed might be implemented 
in a variety of ways and using a variety of formats. For 
example, in one implementation, a feed might comprise an 
RSS feed, and each “item element in the RSS feed might 
contain information about a data item that is being shared or 
synchronized between different endpoints, as well as possibly 
information related to the synchronization of the data item. 
0079. In the same or other implementations, the sync mod 
ule 420 may perform operations associated with merging or 
incorporating items and changes expressed by a feed or 
request into a store maintained by or associated with the relay 
endpoint 410. Such a store of items might be implemented in 
Some embodiments by the exemplary storage module 440. 
The exemplary storage module 440 might be implemented in 
a variety of ways, including through the use of local or remote 
databases, flat files, and any other means by which data might 
be stored. 
0080. In some implementations, the exemplary sync mod 
ule 420 might merge data from a feed or request as part of for 
example, the previously described operation 215 of FIG. 2. In 
Some implementations, at least, operations performed when 
merging data may in turn include some or all of the operations 
described below with reference to FIG. 8, among other figures 
and examples. In examples where a feed comprises an RSS 
feed and each “item' element in the RSS feed contains infor 
mation about a data item, the merge module might iterate 
through all of the “item' elements in the RSS feed document 
and merge any changes into the store of items maintained by 
the storage module 440. 
I0081. With regard to synchronizing changes to other end 
points, and in some cases as part of implementing an opera 
tion such as operation 230 described previously with refer 
ence to FIG. 2, an exemplary sync module 420 might, among 
other tasks, generate one or more feeds. Such feeds might 
include one or both of the exemplary feed 422 and the exem 
plary feed 424, or other feeds that are not shown, and a feed 
might include or represent some or all of the items stored by, 
for example, the storage module 440. In the same or other 
examples, a sync module might produce a reply to a request 
received from another endpoint, or initiate a request to 
another endpoint. 
I0082. A sync module might generate such a feed or out 
going request or reply in a variety of ways depending upon, 
among other things, the mechanisms by which the items are 
stored and the specific format and contents of the feed. For 
example, in one implementation, a sync module might 
retrieve particular database rows from a database that is part 
of an embodiment of storage module 440 and then generate a 
feed document, perhaps using RSS, that contains “item' ele 
ments for the data items that are part of the sharing relation 
ship. 
I0083. The sync module 420 may in some implementations 
determine the endpoints with which it synchronizes data. For 
example, the sync module may access a list of endpoints for 
a particular set of data or feed, and may then identify end 
points with which it synchronizes the particular set of data or 
feed, and in So doing implement operations such as operation 
220 and operation 225 of FIG.2. Such a set or list of endpoints 
may be obtained or determined in a variety of ways, including 
through the use of information or services associated with a 
module such as the exemplary directory module 430, 
described below. 
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0084. Not all of the data items maintained by the storage 
module 440 need be used by the sync module 420 or be part 
of any particular feed; only those data items that are part of a 
sharing relationship may be used in Some implementations to 
form a generated or provided feed. Furthermore, multiple 
feeds provided by the sync module may in Some cases repre 
sent a different set of data items and comprise different ele 
ments than the feed or feeds that have been accepted by the 
sync module. The ability to control the contents of the feeds 
produced by the sync module may be useful to, for example, 
partition data by providing different feeds containing differ 
ent items to different endpoints. As just one example, the 
relay endpoint might make a feed that contains a Subset of 
data items available to one set of endpoints and make a dif 
ferent feed that contains a different subset of items, or all of 
the items, available to a different set of endpoints. 
0085. In at least some implementations, the exemplary 
relay endpoint 410 may contain a local update module, like 
the exemplary local update module 450. Such a local update 
module might be capable of performing local updates of data 
items maintained by the relay endpoint 410, including those 
stored by the storage module 440. In this context, the term 
“local update’ might refer to the change of a data item outside 
of merge operations that incorporate changes made by other 
endpoints, including the merge operations that might be per 
formed by an exemplary sync module 420. For example, in 
just one example, a local update module might update data 
items when a user edits items or adds new items on the relay 
endpoint itself, by interacting with the relay endpoint 
directly—perhaps using an application provided by or asso 
ciated with the relay endpoint, or indirectly without submit 
ting a feed and having the feed merged by the relay endpoint. 
I0086. Some implementations of the exemplary relay end 
point 410 may include a directory module 430. Such a direc 
tory module may include operations associated with the 
maintenance and communication of metadata about feeds of 
data that are synchronized by the relay endpoint, including 
feeds synchronized using the exemplary sync module 420. 
For example, a directory module might implement some of 
the operations described previously with reference to FIG. 3, 
and in so doing, might obtain information about where a 
particular feed of data—that may be synchronized by the Sync 
module—may be obtained or accessed, might determine if 
the relay endpoint should or will synchronize or provide a 
particular set of data or feed, and might update and commu 
nicate directory information to other endpoints with which 
the relay endpoint communicates. 
0087. In some implementations, the relay endpoint may 
itself communicate directory information with other end 
points using a directory feed or directory feeds, including 
perhaps the directory feed 432 and the directory feed N434, 
or other directory feeds that are not shown. In at least some of 
Such implementations, the relay endpoint may use the sync 
module 420 to synchronize directory feeds containing direc 
tory information to other endpoints. 
0088. It should be noted that the exemplary modules asso 
ciated with the system 400 may not represent single discrete 
entities within a computer system and may instead be logi 
cally comprised of multiple applications, programs, libraries, 
and the like. For example, a user might maintain their con 
tacts, calendar, and email information using a PIM applica 
tion. Such an application might store the contact, calendar, 
and email information in a variety of ways, including as 
records in a database or in "opaque’ files that might be gen 
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erally only easily accessible, for example, through means 
provided the PIM application. The user might also maintain 
sales information using some other application that stores 
Such sales information in another database, another file or set 
of files, or the like. In such an example, a storage module like 
the exemplary storage module 440 may comprise any or all of 
the stores associated with information that is part of a sharing 
relationship, including all databases, files, and so on, even 
when the stores are associated with or managed by a variety of 
applications. Similarly, a local update module 450 might 
comprise multiple applications, including both the PIM and 
sales applications mentioned in this specific example, as long 
as the applications, programs, or the like, provide the capa 
bility of modifying the data outside of a merge operation. It 
should also be noted that while the term “local update' con 
tains the word “local.” that not all local updates must neces 
sarily be performed on a single computer system like the relay 
endpoint 410. In some embodiments, updates to the data 
items stored by a storage module might be initiated by or 
performed on, for example, some other computer or device 
that might be connected to the endpoint in some fashion. 
I0089. It should also be noted that the sync module 420 and 
the directory module 430 may in some implementations 
access a single feed, such as the feed 422 or the directory feed 
432, while in other implementations any number of feeds, 
representing the same or different sets of data, may be 
accessed. Such additional feeds may be represented by the 
exemplary feed N 424 and the exemplary directory feed N 
434. 

Simple Sharing Extensions 
0090. As has been previously described, various opera 
tions performed as part of sharing items may be implemented 
using, among other techniques, one or more extensions to 
existing feed protocols, including SSE. Some of the following 
description provides more information about SSE, including 
exemplary feeds and operations such as additions, modifica 
tions, and merges. 
0091 Turning now to FIG. 5, shown therein is an exem 
plary system 500 that includes a graphical example of a feed 
510. A feed 510 might contain a header 520 as well as some 
number of items including, in Some examples, item 1540. 
item 2580, and item N 590. Each item might contain sync 
data 550 and item data 560. This description of FIG.5 may be 
made with reference to other figures. However, it should be 
understood that the elements described with reference to FIG. 
5 are not intended to be limited to being used with the ele 
ments described with reference to other figures. In addition, 
while the exemplary diagram in FIG. 5 indicates particular 
elements, in some implementations not all of these elements 
may exist, and in some implementations additional elements 
may exist. 
0092. A feed may be represented using any of a wide 
variety of formats. Generally, however, a feed might contain 
information necessary to communicate item data and sync 
data, where item data might be data associated with the par 
ticular items being shared as part of the feed and sync data 
might be additional data required or useful for implementing 
the synchronization of the items. In some implementations, a 
feed might use a syndication or data sharing format, Such as 
RSS or Atom. In another example, a feed might use a list 
processing format, like Outline Processor Markup Language 
(OPML). In yet another example, a feed might use some other 
method for sharing data that does not use XML. 



US 2011/01 19403 A1 

0093 Regardless of the format used by the feed, an exem 
plary feed 510 may in some cases contain a header with 
header information that may be general to the entire feed, 
such as the exemplary header 520. In the case where the feed 
uses RSS, the header 520 might contain some or all of some 
standard RSS header elements, such as the “rss' element, the 
“channel element, the “title' element, the “description ele 
ment, and so on. 
0094. The header might also contain data, in some cases 
also represented using XML elements, such as the data 
described in the following paragraphs. While this data may be 
described with reference to XML elements, XML attributes, 
RSS, and so on, the use of XML or RSS is not required. A 
header, or the entire feed for that matter, may contain some or 
all of this data and may represent the data in a variety of 
formats. For example, aheader represented using RSS might 
contain an RSS “channel element and a “sharing element 
beneath the “channel element. The “sharing element might 
in turn contain a number of attributes and sub-elements. How 
ever, such a representation—using RSS, XML elements, 
XML attributes, and so on is provided for exemplary pur 
poses only. The data represented in Such an example may also 
be represented in any of a wide number of alternate formats. 
0095. As just one example, the header 520 might contain 
information like the following: 

<channel 
<sx:sharing since="Tue, 1 Nov 2004 09:43:33 GMT 

until=“Fri, 1 Mar 2005 09:43:33 GMT version="0.92' > 
<SX:related link="http:/ix.com/all.xml type="complete' f> 
<SX:related link="http://y.net/B.xml type="aggregated 

title="Family Contacts (Dads Copy) f> 
<SX:related link="http://y.net/C.xml type="aggregated 

title="Family Contacts (Suzy's Copy) f> 
</SX:Sharing 

<channel 

0096. In this example, the “channel element might be the 
standard RSS “channel element (other standard RSS header 
information, like the “title' and "description’ elements may 
exist, and, if so, is not shown). In this example the use of the 
string 'SX:” might indicate a particular XML namespace, 
perhaps including a namespace related to sharing and Syn 
chronizing data as described herein. The use of such an XML 
namespace prefix may not be required for the sharing of data, 
except as may be required, for example, by the particular 
format or formats used to represent the feed. For example, if 
the feed is represented using XML, one or more namespaces 
might be used or required. 
0097. The header 520 might contain header data like that 
represented in this example by the “sharing element includ 
ing some or all of the “since”, “until, and “version' 
attributes, or the like. 
0098. Such data might include a value associated with an 
attribute like “since', which might represent the date-time 
from which all items in the feed have been incorporated. In 
Some implementations, a feed might include only the most 
recent modifications, additions, and deletions within some 
reasonable time window. In some implementations, these 
feeds might be referred to as “partial feeds, whereas feeds 
containing the complete set of items may be referred to as 
“complete' feeds. New Subscribers to a feed might then ini 
tially copy a complete set of items from a publisher before 
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having the ability to process incremental updates. Data like 
that represented by a “since' attribute might be useful, for 
example and in addition to other data described herein, as part 
of an implementation of partial and complete feeds. A partial 
feed might reference the complete feed, for example, by using 
one or more links or references in the partial feed. By placing 
a link to a complete feed, for example, in the channel descrip 
tor, only a reference to the partial feed might need to be 
distributed to potential subscribers. If such an attribute is not 
present, the “beginning of time might be assumed. Such that 
the feed contains the endpoint's complete set of data as of the 
date-time value represented by the “until value. 
0099. The data might also include a value associated with 
an attribute like “until, which might represent the last date 
time when items were incorporated into the feed. The pub 
lisher of the feed might guarantee that the value associated 
with the “until attribute will increase if any items in the feed 
are updated. If this attribute is omitted or blank, the subscriber 
to the feed might not be able to make assumptions about when 
the feed was updated. 
0100. The data might also include a value associated with 
an attribute like “version', which might represent the version 
of a specification—including rules about generating and 
merging content—that was used when the feed was gener 
ated. 
0101. In some implementations, the data might also 
include a value associated with an attribute like “window'. 
which might represent the maximum period of time, in days 
or some other unit, that might elapse after the value associated 
with the “until attribute, before a subscriber is no longer able 
to synchronize with the feed. Subscribers might use this value 
to determine the frequency with which they should read a 
feed, as well as when to read the complete feed in the cases 
where partial feeds exist. Publishers might use this value for 
a variety of purposes, including to determine when to remove 
items from partial feeds, to determine when to actually delete 
data associated with items that have a “deleted' attribute setto 
“true', and to determine when to delete items associated with 
a “resolvedconflicts’ element (exemplary “deleted' and 
“resolvedconflicts’ elements are described in more detail 
below). 
0102. In some implementations, one or more pieces of 
data associated with feeds related to a particular feed might be 
used. In some cases, like the previously presented example, 
this data might be represented using one or more “related 
elements that are children of a “sharing element. A “related 
element might contain some or all of “link”, “title', “type', 
“since', and “until attributes, or the like. 
0103 Such data might include a value associated with an 
attribute like “link', which might represent a URL or other 
reference to a related feed. The data might also include a value 
associated with an attribute like “title', which might contain 
a name or description of the related feed. 
0104. The data might also include a value associated with 
an attribute like “type', which might contain as data either 
“complete' or “aggregated’. The value “complete’ might be 
used when the link references a feed that contains a complete 
set of items associated with the feed. The value “aggregated 
might be used when the link references a feed whose contents 
are being incorporated into this feed by the publisher. In some 
implementations—for example, in the case where a publisher 
has aggregated information from other feeds into a larger 
work it may be useful for subscribers to see more detailed 
information about the other feeds. This data might also be 
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used to provide information to subscribing feeds about the 
feeds of other participants, to which they might also wish to 
subscribe. 
0105. The data might also include a value associated with 
an attribute like “since', which might represent the starting 
point of the related feed. If this attribute is omitted or blank, it 
might be assumed that this is a complete feed. The data might 
also include a value associated with an attribute like “until, 
which might represent the ending point of the feed. 
0106. In addition to a header 520, an exemplary feed 510 
may generally contain one or more item elements, such as 
item 1540, item 2580, and item N590. Generally, each item 
element may contain one or both of sync data 550 and item 
data 560. In an implementation where the feed is provided 
using RSS, an item, like item 1540, may be associated with 
the “item' element defined and used in RSS. (Again, as has 
been described, feeds may be represented in a wide variety of 
formats, and are not limited to RSS, XML, or the like.) 
0107. When using RSS, as just one example, an item ele 
ment, like item 1540, might contain information like the 
following: 

<item 
<SX:Sync id="Oa7903db47fb0ae8” version="1"> 

<sx:history when=“Sat, 21 May 2005 09:43:33 GMT 
by=“UserXDeviceY/> 

< SX:Sync-> 
<title>This is a test title.</title> 
<description>This is a test item description.<description> 

</items 

0108. Item data 560 may generally comprise information 
related to the item itself. In the previous example, the item 
data 560 might include the RSS “title” and “description” 
elements. In another example, if a feed contains an item for 
each of a specified set of contacts, the item data 560 might 
generally contain information about a particular contacts 
name, address, phone number(s), and so on. The item data 
information might be represented in any of a wide variety of 
formats. In the case of contact information, for example, the 
item information might be represented using the hCard stan 
dard, the vCard Standard, or any other format that contains 
contact information. It is noted that the item data may be 
stored in any format and is not limited to, for example, XML, 
XHTML, or any other standardized method for representing 
information. If a feed is associated with information typically 
represented in binary form, like audio data or image data, the 
item data might include Such binary information, and so on. 
The item data may also be stored outside of the feed. In such 
an implementation, the feed may reference the item data, 
perhaps using an element like the RSS "enclosure' element. 
0109 Sync data 550 generally comprises information 
associated with the sharing and synchronization of the asso 
ciated item data. In some implementations this might include 
data represented, for example, using a 'sync element that 
might have some or all of the “id”, “version”, “deleted, and 
“noconflicts’ attributes, or the like, as well as additional 
attributes. The sync data 550 might also include elements that 
are, in some implementations, children of a “sync element, 
including, for example and without limitation, "history'. 
“update' (which might be a child of a “history element), 
“conflicts', and “resolvedconflicts', and the like, as well as 
additional elements. In some implementations, items that 
include a valid sync data element 550, or the like, may be 
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considered to be “configured for sharing.” in that they may 
contain information used when sharing the item between 
multiple endpoints. 
0110. Such data might include a value associated with an 
attribute like “id', which might represent the identifier for the 
particular item. The value of this attribute may in some imple 
mentations be unique within a feed and might also be globally 
unique across feeds if an item is being shared or synchro 
nized. In some implementations, the value of this attribute 
might be assigned by the creator of the item, and should not be 
changed by Subsequent publishers. 
0111 Such data might also include a value associated with 
an attribute like “version', which might represent the modi 
fication sequence number of the item. In some implementa 
tions this value might start at “1” and increment by one 
indefinitely for each Subsequent modification. 
0112 Such data might also include a value associated with 
an attribute like “deleted’. Such an attribute, if present and 
when the associated value is “true', might indicate that the 
associated item has been deleted and that the remaining data 
is a "tombstone' useful, for example, to propagate deletions. 
If this attribute is not present, or if it is present with value of 
“false', then the item might be considered to not be deleted. 
0113 Such data might also include a value associated with 
an attribute like “noconflicts'. Such an attribute, if present 
and when its associated value is “true', might indicate that 
particular parts of conflict processing, including perhaps con 
flict detection and conflict preservation, should not be per 
formed for the associated item. Some possible implementa 
tions associated with conflict processing are described below. 
If this attribute is not present, or if it is present with a value of 
“false', then it might indicate that conflict processing should 
be performed for the item. 
0114. In addition to attributes that might be used with a 
"sync element, or the like, Some implementations may main 
tain the chronological change history for an element, possibly 
through the use of an element that is a child of the “sync' 
element, and that might, in Some implementations, have the 
name "history'. In some implementations, such an element 
might have some or all of “when and “by” attributes, or the 
like, as well as additional attributes. A “history element 
might also, in some implementations, sometimes have one or 
more “update' elements as children, as well as additional 
elements. An exemplary “update' element is described in 
more detail below. 

0115 Information associated with a change history might 
include a value associated with an attribute like “when', 
which might represent the date-time when the most recent 
modification of the associated item took place. If this attribute 
is omitted the value might default to the earliest time that can 
be represented using, for example, the date format specified 
by the Internet Engineering Task Force (IETF) RFC 822. 
0116 Such data might also include a value associated with 
an attribute like “by”, which might identify the unique end 
point or entity that made the most recent modification. In 
Some implementations, the associated value might be some 
combination of a user and a device (which might enable a 
given user to edit a feed on multiple devices). In some imple 
mentations, the value of this attribute might be used program 
matically to break ties in the case where two changes were 
made at the same time (for example, within the same second). 
In some embodiments, if this attribute is omitted the value 
may default to the empty string, which might be less than all 
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other values for purposes of collation and determining the 
item that takes precedence for various operations. 
0117. In some implementations at least one of the “when 
or “by” attributes must be present in such implementations 
it may be invalid to have neither. 
0118. In some implementations, some parts of an item's 
change history might be maintained through the use of an 
“update element, or the like, as part of the item's sync data 
560. In some of these implementations, each "update' ele 
ment might represent a distinct update operation applied to 
the associated item. In some implementations a new "update' 
element might be created each time the item is updated. 
0119. As just one example, the following XML fragment 
might indicate that the particular item was modified on May 
21, 2005—as is indicated by the “update' element—and then 
modified again, more recently, on May 23, 2005—as is indi 
cated by the “history element: 

<item 
<SX:Sync id="Oa7903db47fb0ae8” version="1"> 

<sx:history when=“Mon, 23 May 2005 09:43:33 GMT 
by=“UserXDeviceY> 

<sx.update when="Sat, 21 May 2005 09:43:33 
GMT by-“User:XDeviceY /> 

<sX:history> 
< SX:Sync-> 
<title>This is a test title.</title> 
<description>This is a test item description.<description> 

</items 

0120 In some implementations, an “update' element 
might have one or both the “when and “by” attributes, as 
well as other attributes. 

0121 Such data might include a value associated with an 
attribute like “when, which might represent the date-time 
when the modification associated with this update took place. 
If this attribute is omitted the value might default to the 
earliest time that can be represented using, for example, the 
date format specified by IETF RFC 822. 
0122) Such data might also include a value associated with 
an attribute like “by”, which might identify the unique end 
point that made the modification associated with this update. 
In some implementations, the value of this attribute might be 
Some combination of a user and a device (which might enable 
a given user to edit a feed on multiple devices). In some 
implementations, the value of this attribute might be used 
programmatically to break ties in the case where two changes 
were made at the same time (for example, within the same 
second). In some embodiments, if this attribute is omitted the 
value may default to the empty string, which might be less 
than all other values for purposes of collation and determining 
the item that takes precedence for various operations. 
0123 Like with the “history element, in some implemen 

tations, at least one of the “when or “by” attributes must be 
present in Such implementations it may be invalid to have 
neither. 
0.124. Another set of elements that might be part of an 
item's sync data 550 might be a conflict collection and a 
resolved conflict collection, perhaps represented using a 
“conflicts’ element and a “resolvedconflicts’ element, or the 
like. Both of these elements might be used, for example, as 
part of a conflict preservation implementation. Such an 
implementation might preserve, for example, the "losing 
change when two changes conflict. Some examples of con 
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flict preservation implementations are described below, for 
example, with reference to FIG. 8, FIG.9, FIG. 10, and FIG. 
11. 

0.125 Turning now to FIG. 6, shown therein is an exem 
plary generalized operational flow 600 including various 
operations that may be performed when modifying an item to 
include sharing and synchronization data. The following 
description of FIG. 6 may be made with reference to other 
figures. However, it should be understood that the operational 
flow described with reference to FIG. 6 is not intended to be 
limited to being used with the elements described with refer 
ence to these other figures. In addition, while the exemplary 
operational flow of FIG. 6 indicates a particular order of 
execution, in one or more alternative embodiments the opera 
tions may be ordered differently. Furthermore, while the 
exemplary operational flow contains multiple steps, it should 
be recognized that in Some implementations at least some of 
these operations may be combined or executed contempora 
neously. 
0.126 The operations described in the exemplary opera 
tional flow 600 may generally be performed when an item that 
has not previously been configured for sharing or synchroni 
Zation is to be shared. One example of when such operations 
might be performed is when a new item is created as a result 
of a local user operation. For example, if a user is synchro 
nizing her contact information and creates a new contact, the 
operations described with reference to FIG. 6 might be per 
formed so that the contact contains the minimum set of shar 
ing information necessary for the sharing of that contact. 
Another example of when such operations might be per 
formed might be when a set of items that already exists but 
that is not configured for synchronization is extended to Sup 
port sharing and synchronization. 
I0127. In one example of operation 610, new sync data may 
be defined. This new sync data might include, for example, a 
unique identifier and an initial version value. In some cases 
the initial version value may be a starting version of “1”. 
Further, in implementations that, for example, generate a feed 
that is represented using XML, this operation might result in 
the creation of a new “sync’ element, or the like, or the 
definition or creation of data that ultimately results in the 
creation or generation of a “sync element when a feed is 
generated. In Such implementations, or in other implementa 
tions, the unique identifier data might be associated with an 
“id' attribute and the version information might be associated 
with a “version' attribute. 
I0128. In an exemplary implementation of operation 615, 
an update history may be created. The newly created update 
history may contain information about this initial update, 
perhaps specified using one or both of values that define when 
the information was defined and by whom the information 
was defined. In implementations that, for example, generate a 
feed that is represented using XML, this operation might 
result in the creation of a new “history element, or the like, or 
the definition or creation of data that ultimately results in the 
generation of a “history element when a feed is generated. In 
Such implementations, or in other implementations, the time 
when this information was defined might be associated with a 
“when attribute and the entity that defined this information 
might be associated with a “by” attribute. 
I0129. As just one example, consider the following RSS 
item, represented using XML, as it might exist before the 
operations of the exemplary operational flow 600 are per 
formed: 
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<item 
<title>This is a test title.</title> 
<description>This is a test item description.<description> 

</items 

0130. After the operations of the exemplary operational 
flow 600 have been performed, the same item might be rep 
resented in a feed as follows: 

<item 
<SX:Sync id="Oa7903db47fb0ae8” version="1"> 

<sx:history when=“Sat, 21 May 2005 09:43:33 
GMT by-“User:XDeviceY/> 

< SX:Sync-> 
<title>This is a test title.</title> 
<description>This is a test item description.<description> 

</items 

0131. In some implementations, the information defined 
by the operations of the exemplary operational flow 600 
might be considered to form at least part of the sync data 550 
described previously with reference to FIG. 5. In the same or 
other implementations, the item data that existed before the 
execution of the exemplary operational flow 600 might be 
considered to form at least part of the item data 560 also 
described previously with reference to FIG. 5. 
0132 Turning now to FIG. 7, shown therein is an exem 
plary generalized operational flow 700 including various 
operations that may be performed when performing a local 
update of an item. The following description of FIG.7 may be 
made with reference to other figures. However, it should be 
understood that the operational flow described with reference 
to FIG. 7 is not intended to be limited to being used with the 
elements described with reference to these other figures. In 
addition, while the exemplary operational flow of FIG. 7 
indicates a particular order of execution, in one or more 
alternative embodiments the operations may be ordered dif 
ferently. Furthermore, while the exemplary operational flow 
contains multiple steps, it should be recognized that in some 
implementations at least Some of these operations may be 
combined or executed contemporaneously. 
0133. As before, a local update, as performed by the 
operations of the exemplary operational flow 700, may be 
defined as an update that is performed outside of a merge 
operation. Such a local update may include both the modifi 
cation of an item—for example, this might include the modi 
fication of a contact's address or phone number in a contact 
item—as well as the deletion of an item. 
0134. In an exemplary implementation of operation 710 
the version data associated with the item may be incremented, 
for example, by one. In implementations that, for example, 
generate a feed that is represented using XML, this operation 
might result in a change to the value associated with a “ver 
sion' attribute. If the previous value of the version attribute 
was “1” a new value might be “2, and so on. 
0135) In one implementation of operation 715, the update 
history of the item might be modified so as to capture infor 
mation about when this particular modification takes place 
and also, in some implementations, to maintain at least some 
information about previous modifications. One possible 
implementation of this operation might involve first creating 
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a new “update' element, or the like, as the first member of the 
existing update history (in doing so, any previously existing 
update information might be moved down in order). Note 
that, as has been previously stated, while this operation, and 
others, may be described in Some cases in the context of 
concepts related to XML including, for example, elements 
and attributes, these descriptions are in no way limiting to an 
implementation that only uses or results in XML data. For 
example, in Some implementations an update history, includ 
ing the information described as residing, in some implemen 
tations, in “history” and “update' elements, might be created 
and maintained in memory, using database records or other 
data structures, and the like. In any implementations, the 
relevant information may never be stored, persisted, or com 
municated as XML. Some of the descriptions provided herein 
use XML concepts only for ease of explanation. 
0.136 To set the values of the “when (modification time) 
and “by” (modifying entity) attributes of the new “update' 
element, operation 715 might copy the corresponding data 
from the current “history” element. In doing so, data about the 
most recent previous modification which may have been 
previously recorded with “when and “by” values in the “his 
tory element—may now be saved in the new “update' ele 
ment, and so may not be lost if the data associated with the 
“history element is updated. 
0.137 In some implementations, operation 715 may trun 
cate the update history by deleting some or all of the “update' 
elements. In implementations that truncate the update history, 
the “update” elements may generally be deleted in reverse 
order of their creation so that older update history is deleted 
before newer update history. 
0.138 Finally, operation 715 might set one or both of the 
“when’ (again, modification time) and “by” (again, modify 
ing entity) attributes of the top-level “history element to the 
current time and entity making this modification, respec 
tively. 
0.139. In one implementation of operation 720, further 
steps may be performed in the case where the modification is 
a deletion of the item. When this is the case, in some imple 
mentations the “deleted' attribute of the top-level “sync' 
element may be set to “true'. In some implementations, the 
data associated with the item may also be physically deleted. 
However, in at least some implementations the top-level 
“item' element as well as the “sync element and its children 
might be retained. (In implementations that use the concept of 
partial feeds, the actual “item” and “sync element may be 
physically deleted when allowed, as defined by the “window' 
attribute of the “sharing element, and as described previ 
ously with reference to FIG. 5.) 
0140. As just one example, consider the following RSS 
item, represented using XML, as it might exist after having 
been modified three times in sequence, once per day, by the 
same endpoint: 

<sx:history when=“Tue, 24 May 2005 09:43:33 GMT 
by=“UserXDeviceY> 

<sx.update when=“Mon, 23 May 2005 09:43:33 
GMT by-“User:XDeviceY /> 
<sx.update when=“Sun, 22 May 2005 09:43:33 
GMT by-“User:XDeviceY /> 
<sx.update when=“Sat, 21 May 2005 09:43:33 
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GMT by-“User:XDeviceY /> 
<sX:history> 

< SX:Sync-> 
<title>This is a test title.</title> 
<description>This is a test item description.<description> 

</items 

0141. In this example, the execution of the exemplary 
operational flow 700 three different times has resulted in the 
creation of three “update' elements that represent the time at 
which the modification took place and the entity that made the 
modification. 
0142. If this particular RSS item is modified again two 
more times, once per day, and the particular implementation 
only maintains the most recent three versions, the resulting 
item might look as follows, represented as XML: 

<item 
<SX:Sync id="Oa7903db47fb0ae8” version="6"> 

<sx:history when=“Thu, 26 May 2005 09:43:33 
GMT by-“User:XDeviceY> 

<sx.update when=“Wed, 25 May 2005 09:43:33 
GMT by-“User:XDeviceY /> 
<sx.update when=“Tue, 24 May 2005 09:43:33 
GMT by-“User:XDeviceY /> 
<sx.update when=“Mon, 23 May 2005 09:43:33 
GMT by-“User:XDeviceY /> 

<sX:history> 
< SX:Sync-> 
<title>This is a test title.</title> 
<description>This is a test item description.<description> 

</items 

0143 Turning now to FIG. 8, shown therein is an exem 
plary generalized operational flow 800 that includes various 
operations that might be performed when merging changes 
made by another endpoint with the data maintained by a local 
implementation of an endpoint. The following description of 
FIG.8 may be made with reference to other figures. However, 
it should be understood that the operational flow described 
with reference to FIG. 8 is not intended to be limited to being 
used with the elements described with reference to these other 
figures. In addition, while the exemplary operational flow of 
FIG. 8 indicates a particular order of execution, in one or more 
alternative embodiments the operations may be ordered dif 
ferently. Furthermore, while the exemplary operational flow 
contains multiple steps, it should be recognized that in some 
implementations at least Some of these operations may be 
combined or executed contemporaneously. 
0144. In an exemplary implementation of operation 810, a 
foreign feed that contains information about the items Syn 
chronized between two endpoints may be accessed. In some 
embodiments, a foreign feed may be made up of items that 
each may contain item data and sync data, for example, per 
haps as further described previously with reference to FIG. 5. 
In some implementations and at particular times, the foreign 
feed may be the same as or similar to the feed X 160, feed Y 
162, or feed Z164 of FIG.1. In the same or other implemen 
tations, the foreign feed may be a feed that is used as part of 
synchronizing a change between an endpoint and a relay 
endpoint, including those changes synchronized as part of 
for example, Some implementations of operation 215 or 
operation 230, both of FIG. 2, or as part of at least some 
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implementations of operation 330 of FIG. 3. In some imple 
mentations where directory feeds are communicated between 
endpoints using synchronization techniques that include SSE 
or the like, a foreign feed may also be used as part of com 
municating or synchronizing a directory feed, including, in 
Some implementations, as part of operation 320 or operation 
340 of FIG.3. In the same or other implementations, a foreign 
feed may in some cases be the same as or similar to the feed 
422, feed N 424, directory feed 432, or directory feed 434, all 
of FIG. 4. 
0145. In general, a foreign feed may be provided in some 
fashion by another endpoint. For example, the operation of 
accessing the foreign feed may in some implementations 
involve using a network to physically retrieve a file or files 
that contain the foreign feed. Because the mechanism by 
which the foreign feed is accessed or transmitted may be 
irrelevant to the operation of the steps illustrated with refer 
ence to FIG. 8, this step may also encompass any other means 
by which a foreign feed may be accessed, including manual 
transfer of data using some other form of storage including a 
CD, a flash drive, a physical printout of data on paper, and so 
on. A particular foreign feed may not necessarily contain all 
of the items synchronized by a particular endpoint—for 
example, an endpoint may synchronize with multiple foreign 
feeds, each which may contain the same or a different set of 
items. 
0146 It should be noted that while some of the preceding 
and following description may refer to the foreign feed as, for 
example, an XML document that contains item and sharing 
information perhaps like that described elsewhere in this 
specification, the foreign feed is not so limited. For example, 
the foreign feed may not necessarily always be provided as an 
XML document. Any feed provided by another endpoint that 
contains item and sharing information may possibly be 
accessed or used as described in this operation and the opera 
tional flow 800. 
0.147. In at least one implementation of operation 815, it 
may be determined if the foreign feed contains any foreign 
items that have not yet been processed. In this context, the 
term “foreign item” may refer to an item defined by the 
foreign feed, in contrast to a “local item, which may refer to 
an item stored or managed by the entity that accesses the 
foreign feed, including, in some implementations, the entity 
or entities that execute the operational flow 800. If there are no 
remaining foreign items to process, the operational flow ends. 
If the foreign feed contains at least one item that has not yet 
been processed, the exemplary operational flow proceeds to 
operation 820. 
0.148. In an exemplary implementation of operation 820, 
the next foreign item is retrieved from or identified using the 
foreign feed. For example, if the foreign feed is associated 
with five foreign items, the first time operation 820 is 
executed, one of these items may be retrieved. The next time 
operation 820 is executed, another of these items may be 
retrieved, and so on. This may continue until all foreign items 
have been retrieved, at which point operation 815 stops any 
further retrieval. 
0149. In at least one implementation of operation 825, it is 
determined if the current foreign item—that is, the foreign 
item retrieved in the most recent execution of operation 820– 
is a new item that the endpoint performing the exemplary 
operational flow 800 has not yet evaluated. In some imple 
mentations, this operation may be performed by determining 
if a data store that contains local items and is managed or 
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accessible from the local endpoint contains an item that has 
the same unique identifier as the current foreign item. If no 
Such local item exists, the foreign item may be determined to 
be new, and the operational flow may proceed to operation 
830. If the local data store contains an item with the same 
unique identifier as the foreign item, the foreign item may not 
be considered new, and the operational flow may proceed to 
operation 835. 
0150. If the foreign item is new, the operational flow may 
proceed to operation 830 where, in an exemplary implemen 
tation, data from the foreign item may be used to create a 
corresponding local item. The implementation of this opera 
tion may vary according to different factors including how, 
for example, local items are stored. In some implementations, 
this operation may be performed by creating a new database 
record or records, a new data structure or data structures, and 
so on, and setting the rows, fields, or the like by copying 
information from the foreign item. In other implementations, 
this operation may be performed by copying the information 
from the foreign item into a feed document maintained 
locally, and so on. 
0151. If the foreign item is not new, the operational flow 
may proceed to operation 835 where, in at least some imple 
mentations, data from the foreign item is used to evaluate if 
and how the corresponding local item should be updated. For 
example, data from the foreign item may be determined to be 
more recent than data from the local item, and so may in some 
cases overwrite the corresponding data in the local item. A 
number of other operations may occur as part of the evaluate 
local item update operation. An exemplary implementation of 
these other operations is described in more detail below, with 
reference to FIG. 9. It should be noted that, in at least some 
implementations, data that is overwritten may need to be 
saved, at least until the remaining operations that relate to this 
foreign item are performed. For example, an operation related 
to processing conflicts may use Some of the data that might be 
overwritten as part of operation 835. 
0152. In an exemplary implementation of operation 840, it 
may be determined if it is necessary to process conflicts 
associated with the foreign item and the local item. If no 
conflict processing is needed, the operational flow may pro 
ceed to operation 815. If conflict processing is required, the 
operational flow may proceed to operation 845. This deter 
mination may be made in a variety of ways, including by, for 
example, determining if the foreign item, the local item, or 
both items contain a flag or some other data that indicates if 
conflicts should be or should not be processed. In some imple 
mentations, such a flag might be the “noconflicts’ attribute 
described previously, for example with reference to FIG. 5. In 
these implementations, if the “noconflicts’ attribute exists 
and is set to “true', no conflict processing may be necessary. 
0153. If conflict processing is indicated, the operational 
flow may proceed to operation 845, where, in an exemplary 
implementation, potential conflicts between the foreign item 
and the local item may be processed. The steps executed 
during conflict processing may vary in different implemen 
tations and may include one or both of a conflict detection 
operation and a conflict preservation option. One implemen 
tation of conflict processing operations, such as these, is 
described in more detail below, with reference to FIG. 10. 
0154 Turning now to FIG. 9, shown therein is an exem 
plary generalized operational flow 900 that includes opera 
tions that might be performed as part of evaluating how a local 
item might be updated during a merge operation. In some 
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implementations, the steps described in FIG.9 may be used as 
all or part of an implementation of operation 835 described 
previously with reference to FIG.8. This description of FIG. 
9 may be made with reference to other figures. However, it 
should be understood that the operational flow described with 
reference to FIG. 9 is not intended to be limited to being used 
with the elements described with reference to these other 
figures. In addition, while the exemplary operational flow of 
FIG.9 indicates aparticular order of execution, in one or more 
alternative embodiments the operations may be ordered dif 
ferently. Furthermore, while the exemplary operational flow 
contains multiple steps, it should be recognized that in some 
implementations at least some of these operations may be 
combined or executed contemporaneously. 
0.155. In an exemplary implementation of operation 910, a 
“winning item” and “losing item” may be determined from 
two items presented. For example, when the operations in the 
operational flow 900 are used in the context of the merge 
operational flow 800 described previously with reference to 
FIG. 8, the two items presented may comprise the foreign 
item and the local item identified as part of the merge opera 
tional flow 800. One of these items may be selected to be the 
winning item, which in Some implementations is the item that 
is determined to have precedence, for some reason or reasons, 
and the other item may be selected to be the losing item. 
Furthermore, in Some cases neither item may be determined 
to be the winning item or the losing item. 
0156. In some implementations, the determination of the 
Winning item and the losing item may be made by comparing 
data associated with both items. For example, the winning 
item and losing item may be determined by a comparison of 
the current version of the items, the most recent time the items 
were modified, and the entities that performed the most recent 
item modification. In the case where the items are similar to 
those described previously with reference to FIG. 5, this data 
may be determined, for example, using the “version' attribute 
of the “sync element, the “when” attribute of the “history” 
element, and “by” attribute of the “history element, respec 
tively. In such an implementation, the version data may be 
compared first, and an item with a greater version number 
may be determined to be the winning item. If both items have 
the same version, the most recent modification time may be 
compared, and the item with the more recent modification 
time may be determined to be the winning item. If both 
modifications were performed at the same time (for example, 
within the same second), then the entities that performed the 
modifications may be compared, and the item that has the 
entity with the “greater value—as determined by text com 
parison, for example—may be determined to be the winning 
item. In implementations where the modification time and 
modifying entity are not necessarily required to be defined for 
each item, a comparison may determine that a winning item is 
the item that has data for a particular field for example, if 
only one of the items has a modification time defined, that 
item may be determined to be the winner in a comparison of 
modification times. 

0157. If one item is determined to be the winning item, the 
other item may be determined to be the losing item. If neither 
item is determined to be the winning item, then neither item 
may be determined to be the winning item or the losing item. 
0158. In an exemplary implementation of operation 915, it 

is determined if the items are considered the “same' for the 
purposes of updating the local item. In one implementation, 
this operation may use the results of the previous operation 
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910. If neither item was identified as the winning item in 
operation 910, then the items may be considered to be the 
same, and the operational flow 900 may end. If operation 910 
determined a winning item and a losing item, then the items 
may be determined to not be the same, and the operational 
flow 900 may proceed to operation 920. Note that in some 
implementations, the determination of whether the items are 
the same may use only the synchronization data associated 
with each item—like the version, modification time, and 
modifying entity—as described above, for example. In these 
or other implementations, the determination of whether the 
items are the same may not use item data, like contact infor 
mation when the item represents a contact, image information 
when the item represents an image, and so on. This may mean 
that the item data associated with each of the two items is 
different even when the items are determined to be the same 
in this operation, and vice versa. 
0159. In at least one implementation of operation 920, it 
may be determined whether the local item needs to be 
updated. For example, when the operational flow 900 exists in 
the context of some other set of operations that provide a 
foreign item and a local item, like when the operational flow 
is executed as part of the merge operational flow 800, this 
operation may determine if the local item should be updated. 
In some implementations, it may be determined that the local 
item should be updated if the foreign item was determined to 
be the winning item. For example, this might be the case if the 
foreign item had a greater version number than the local item 
or had a more recent modification time than the local item. If 
the local item needs to be updated, the operational flow 900 
proceeds to operation 925; otherwise, the operational flow 
ends. 
0160. In an exemplary implementation of operation 925, 
the local item may be updated. The implementation of this 
operation may vary according to how, for example, local 
items are stored. In some implementations, this operation 
may be performed by modifying a database record or records, 
a data structure or data structures, and so on, that may store 
data about the local items, by copying data from the foreign 
item. In other implementations, this operation may be per 
formed by copying information from the foreign item into a 
feed document maintained locally, and so on. In at least some 
cases, both the synchronization data and the item data may be 
copied and used to update the local item. This means that, as 
a result, the local item now may have the same item data, same 
update history, same version, and so on, as the foreign item. 
0161 Turning now to FIG. 10, shown therein is an exem 
plary generalized operational flow 1000 that includes opera 
tions that might be performed when processing conflicts. In 
some implementations, the steps described in FIG. 10 may be 
used as all or part of an implementation of operation 845 
described previously with reference to FIG.8. This descrip 
tion of FIG. 10 may be made with reference to other figures. 
However, it should be understood that the operational flow 
described with reference to FIG. 10 is not intended to be 
limited to being used with the elements described with refer 
ence to these other figures. In addition, while the exemplary 
operational flow of FIG. 10 indicates a particular order of 
execution, in one or more alternative embodiments the opera 
tions may be ordered differently. Furthermore, while the 
exemplary operational flow contains multiple steps, it should 
be recognized that in some implementations at least some of 
these operations may be combined or executed contempora 
neously. 
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0162. In an exemplary implementation of operation 1010, 
it may be determined whether the two presented items are in 
conflict. In this context, the operational flow 1000 may be 
assumed to be operating with two items. Such items may be a 
winning item and losing item, as identified, for example, by 
the operations of operational flow 900 described previously 
with reference to FIG. 9. Such items may also be a foreign 
item and a local item, as described previously, for example, 
with reference to FIG.8. In addition, as used herein, the term 
“in conflict may refer to the case where separate modifica 
tions were made independently to the same item. For 
example, Suppose the same item is modified by two different 
endpoints, and neither endpoint knows of the other endpoint's 
modification at the time the endpoint is making its own modi 
fication. Such items might be determined to be in conflict, for 
example, during a merge operation. When this definition of 
the term “in conflict is used, it may be possible for items that 
have the same item data—for example, for a contact that has 
the same name, address, phone number(s), and so on—to still 
be determined to be in conflict. This might occur, in one 
example, if two endpoints independently modified, say, a 
phone number field of a contact to the same new phone 
number. In some implementations, additional processing— 
not described herein may be used to determine if items like 
this are truly different. 
0163. One procedure for determining if the two items are 
in conflict in operation 1010 uses information about when and 
by whom modifications were made. For example, in an imple 
mentation that uses data described previously, for example, 
with reference to FIG.5, or uses similar data, conflicts may be 
detected by first identifying the value of the “version' 
attribute of the “sync element of the winning item, and 
defining this value as n. This value may then be decremented 
by the value of the “version' attribute of the "sync' element of 
the losing item, and the resulting value stored as an updated n. 
Then, the values of the “when (modification time) and “by” 
(modifying entity) attributes of the losing item’s “history” 
element may be compared with the values of the “when” and 
“by” attributes of the winning item’s “update' element that 
corresponds to the value of n. Ifnis Zero, then the values of the 
“when and “by” attributes of the losing item’s “history” 
element may be compared with the values of the “when” and 
“by” attributes of the winning item’s “history element. 
(0164. If the identified “when” and “by” values are the 
same, or if the "update' element corresponding to n does not 
exist (when n is greater than Zero), the items may be deter 
mined to not be in conflict. If the at least one of the “when 
and “by” values are not the same, the items may be deter 
mined to be in conflict. 

0.165. As one example of how this implementation of con 
flict detection might proceed, Suppose one endpoint per 
haps called endpoint A modified an item so the item's rep 
resentation in a feed was: 

<sx:history when=“Thu, 6 Jul 2006 20:27:22 
GMT by-“endpointA's 

<sx.update when=“Thu, 6 Jul 2006 20:27:21 
GMT by-“endpointA f> 
<sx.update when=“Thu, 6 Jul 2006 20:27:20 
GMT by-“endpointA f> 
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-continued 

<title>This is a test title, modified by endpoint A-title> 
<description>This is a test item description.<description> 

</items 

0166 And suppose another endpoint perhaps called 
endpoint B-modified an item so the item's representation in 
a feed was: 

<item 
<SX:Sync id="Oa7903db47fb0ae8” version="3" deleted=“false"> 

<sx:history when=“Thu, 6 Jul 2006 20:27:23 
GMT by-“endpointB> 

<sx.update when=“Thu, 6 Jul 2006 20:27:21 
GMT by="endpointA f> 
<sx.update when=“Thu, 6 Jul 2006 20:27:20 
GMT by="endpointA f> 

<sX:history> 
< SX:Sync-> 
<title>This is a test title, modified by endpoint B</title> 
<description>This is a test item description.<description> 

</items 

0167 As is evident when examining the “history ele 
ments of both items, the “when attribute of the “history 
element associated with the item modified by endpoint B 
shows a modification time that is one second later than the 
modification time associated with the change made by end 
point A. Using the previously described operations and pro 
cedures, in Some implementations the item modified by end 
point B would be determined to be the winning item, and the 
items would be determined to be in conflict. In terms of the 
conflict detection procedure, the value of n would be deter 
mined to be zero, because subtracting the value of the “ver 
sion' attribute associated with the losing item (3) from the 
value of the “version' attribute associated with the winning 
item (“3) results in the value of zero. Therefore, the values of 
the “when” and “by” attributes of the “history” elements 
associated with both items would be compared, and it would 
be seen that the values of the “when attributes were different, 
therefore indicating that the items were in conflict. 
0.168. In an exemplary implementation of operation 1015, 
Some or all conflict data associated with both items in ques 
tion may be preserved. In this context, "preserving conflict 
information' may refer to the preservation of item and syn 
chronization data associated with conflicts. For example, Sup 
pose that two items were modified independently and were 
Subsequently determined to be in conflict. Also suppose that 
the data associated with the winning item was to be used, or 
was already used, to overwrite the data associated with the 
losing item. As part of conflict preservation, in Some imple 
mentations the data associated with the losing item may be 
preserved. This may lessen or eliminate data loss, and enable, 
for example, Subsequent user intervention to determine if the 
“correct data (as defined by a user, for example) was 
retained. 
0169. One procedure for preserving conflicts might use a 
“conflict collection' and a “resolved conflict collection.” In 
implementations that use feeds that have XML representa 
tions, these collections might be implemented as, for 
example, elements named “conflicts” and “resolvedcon 
flicts’. The children of the “conflicts and “resolvedconflicts’ 
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elements may in turn be, for example, one or more instances 
of “item' elements that existed at some time in losing items. 
When an “item' element is a member of a conflict collection 
or a resolved conflict collection, it may be referred to as a 
“conflict item”, “conflict element”, “resolved conflict item’, 
or a “resolved conflict element'. (Resolved conflicts are 
described in more detail below, with reference to FIG. 11.) 
0170 For example, in the previous exemplary description 
with reference to operation 1010, the item modified by end 
point A was determined to be the losing item. As a result of a 
conflict preservation operation like operation 1015, the data 
associated with the modification made by endpoint A might 
be preserved as part of the winning item, and may, for 
example, appear like the following in an XML representation 
of the feed: 

<item 
<SX:Sync id="Oa7903db47fb0ae8” version="3" deleted=“false'> 

<sx:history when=“Thu, 6 Jul 2006 20:27:23 
GMT by-“endpointB's 

<sx.update when=“Thu, 6 Jul 2006 20:27:21 
GMT by-“endpointA f> 
<sx.update when=“Thu, 6 Jul 2006 20:27:20 
GMT by-“endpointA f> 

< SX:history> 
<SX:conflicts-> 
<item 

<SX:Sync id="Oa7903db47fb0ae8” version="3" 
deleted=false'> 

<sx:history when=“Thu, 6 Jul 2006 20:27:22 GMT 
by="endpointA's 

<sx.update when=“Thu, 6 Jul 2006 20:27:21 GMT 
by="endpointA f> 
<sx.update when=“Thu, 6 Jul 2006 20:27:20 GMT 
by="endpointA f> 

<sX:history> 
<sX:Sync-> 
<title>This is a test title, modified by endpoint A-title> 
<description>This is a test item description.<description> 

</items 
<sx:conflicts-> 

< SX:Sync-> 
<title>This is a test title, modified by endpoint B</title> 
<description>This is a test item description.<description> 

</items 

0171 In one implementation of a conflict preservation 
procedure, if a losing item's conflict collection is not empty, 
any items in a losing item's conflict collection may be copied 
to the winning item's conflict collection. In this context, the 
term “identical may mean that the items have the same 
values associated with the version, modification time, and 
modifying entity (i.e., they might have the same values for the 
“version”, “when', and “by” attributes). If the winning item 
already has an identical item in its conflict collection, that 
particular item may not be copied. Similarly, if a losing item's 
resolved conflict collection is not empty, any items in the 
losing item's resolved conflict collection may be copied to the 
winning item's resolved conflict collection, unless the win 
ning item already has an identical item in its resolved conflict 
collection. Then, any identical items that exist in both the 
winning item's conflict collection and the winning item's 
resolved conflict collection may be removed from the win 
ning item's conflict collection. 
0172 Finally, in the case where the items were found to be 
in conflict for example, they may have been found to be in 
conflict during operation 1010 the losing item may be pre 
served as part of the winning item's data. In at least some 
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implementations, this might be implemented by deleting the 
losing item's conflict and resolved conflict collections (per 
haps by removing the losing item’s “conflicts’ and “resolved 
conflicts’ elements), and by then appending the losing item to 
the winning item's conflict collection, perhaps by appending 
the losing item’s “item' element to the winning item’s “con 
flicts’ element. The previously presented example XML 
showing a "conflicts’ element demonstrates one exemplary 
manner in which this might be done for the described 
example. 
0173 Turning now to FIG. 11, shown therein is an exem 
plary generalized operational flow 1100 that includes opera 
tions that might be performed as part of resolving conflicts. 
This description of FIG. 11 may be made with reference to 
other figures. However, it should be understood that the 
operational flow described with reference to FIG. 11 is not 
intended to be limited to being used with the elements 
described with reference to these other figures. In addition, 
while the exemplary operational flow of FIG. 11 indicates a 
particular order of execution, in one or more alternative 
embodiments the operations may be ordered differently. Fur 
thermore, while the exemplary operational flow contains 
multiple steps, it should be recognized that in Some imple 
mentations at least Some of these operations may be com 
bined or executed contemporaneously. 
0.174 Some implementations may provide the ability to 
“resolve a conflict, where such resolution may refer to the 
modification of an item after one or more conflicts associated 
with that item have been identified. In at least some cases, the 
resolution of conflicts may be performed by a user or some 
other entity outside of the context of the synchronization 
operations. For example, a user may examine the data iden 
tified by a merge procedure as the “winning and “losing 
data, and validate that the data chosen as the winning data was 
correct, that the losing data should have been chosen, or that 
Some other data perhaps in Some cases a manual combina 
tion of pieces of data, for example—should instead be used. 
0.175. In an exemplary implementation of operation 1110, 
an item may be updated with the appropriate data. In this 
context, the appropriate data may be selected from one of the 
following: the most recent item data (i.e., this might be the 
case if winning item identified in a merge procedure had the 
correct data); the data associated with one of the members of 
the item's conflict collection; and from some other source, 
including completely new data, Some user-performed manual 
combination of existing and/or new data, and so on. In some 
implementations, such an update may need to be performed 
using the same procedures as other updates. For example, in 
implementations that use the modification operations previ 
ously described with reference to FIG. 7, the item's version 
may be incremented, the update history may be modified, and 
SO. O. 

0176). In at least one implementation of operation 1115, 
conflict data may be updated after the item itself is updated in 
operation 1110. As part of this operation, a resolved conflict 
collection may be created for the item, if one does not already 
exist. In cases where a feed is represented using XML, this 
may at Some point result in the creation of a “resolvedcon 
flicts’ element. Then, any members of the item's conflict 
collection that are deemed to no longer be relevant or valid 
may be moved from the conflict collection to the resolved 
conflict collection. In cases where a feed is represented using 
XML, this may at Some point result in moving items that are 
children of the “conflicts’ element to be children of the 
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“resolvedconflicts’ element. In this context, whether a mem 
ber of the conflict collection is no longer relevant or valid may 
be determined by the user or entity resolving the conflict. In 
some cases this may result in all of the members of the conflict 
collection being moved to the resolved conflict collection, 
while in other cases only some, or none, of the members of the 
conflict collection may be moved to the resolved conflict 
collection. For example, ifa member of the conflict collection 
exists that is not addressed by the data used during the update 
item operation 1110, that member may remain in the conflict 
collection. After any items have been moved to the resolved 
conflict collection, if the conflict collection contains no 
remaining items, the conflict collection itself may be deleted 
which, in XML feed representations, may result in the 
removal of the “conflicts’ element. 
0177. As just one example, using the example XML rep 
resentation described previously with reference to opera 
tional flow 1000 and FIG. 10, after one possible conflict 
resolution procedure, an item might have the following rep 
resentation: 

<item 
<sx:sync id="Oa7903db47fb0ae8” version="4" deleted=“false"> 

<sx:history when=“Fri, 7 Jul 2006 20:27:24 GMT by-“endpointB> 
<sx.update when=“Thu, 6 Jul 2006 20:27:23 
GMT by-“endpointB's 
<sx.update when=“Thu, 6 Jul 2006 20:27:21 
GMT by-“endpointA f> 
<SX:update when=“Thu, 6 Jul 200620:27:20 
GMT by-“endpointA f> 

< SX:history> 
<SX:resolvedconflicts-> 
<item 

<SX:Sync id="Oa7903db47fb0ae8” version="3" 
deleted=false'> 

<sx:history when=“Thu, 6 Jul 2006 20:27:22 GMT 
by="endpointA's 

<sx.update when=“Thu, 6 Jul 2006 20:27:21 GMT 
by="endpointA f> 
<sx.update when=“Thu, 6 Jul 2006 20:27:20 
GMT by="endpointA fid 

< SX:history> 
< SX:Sync-> 
<title>This is a test title, modified by endpoint A-title> 
<description>This is a test item description.<description> 

</items 
<sx:resolvedconflicts-> 

< SX:Sync-> 
<title>This is a resolved test title <title> 
<description>This is a test item description.</description> 

<items 

0178. In this example, the “title' element has been modi 
fied to contain new data, the version and update history of the 
item have been updated as part of the modification, the “item' 
element that was previously part of the conflict collection has 
been moved to the resolved conflict collection, and the con 
flict collection has been removed because it no longer con 
tained any items. 

Example Computing Environment 
0179 Turning now to FIG. 12, this figure and the related 
discussion are intended to provide a brief and general descrip 
tion of an exemplary computing environment in which the 
various technologies described herein may be implemented. 
Although not required, the technologies are described herein, 
at least in part, in the general context of computer-executable 
instructions, such as program modules that are executed by a 
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controller, processor, personal computer, or other computing 
device, such as the computing device 1200 illustrated in FIG. 
12. 

0180 Generally, program modules include routines, pro 
grams, objects, components, user interfaces, data structures, 
and so on, that perform particular tasks, display particular 
information, or implement particular abstract data types. 
Operations performed by the program modules have been 
described previously with the aid of one or more block dia 
grams and operational flowcharts. 
0181. Those skilled in the art can implement the descrip 

tion, block diagrams, and operational flows in the form of 
computer-executable instructions, which may be embodied in 
one or more forms of computer-readable media. As used 
herein, computer-readable media may be any media that can 
store or embody information that is encoded in a form that can 
be accessed and understood by a computer. Typical forms of 
computer-readable media include, without limitation, both 
Volatile and nonvolatile memory, data storage devices, 
including removable and/or non-removable media, and com 
munications media. 

0182 Communication media embodies computer-read 
able information in a modulated data signal, such as a carrier 
wave or other transport mechanism, and includes any infor 
mation delivery media. The term “modulated data signal 
means a signal that has one or more of its characteristics set or 
changed in Such a manner as to encode information in the 
signal. By way of example, and not limitation, communica 
tions media includes wired media Such as a wired network or 
direct-wired connection, and wireless media Such as acoustic, 
RF, infrared and other wireless media. 
0183. The computing device 1200 illustrated in FIG. 12, in 

its most basic configuration, includes at least one processing 
unit 1202 and memory 1204. In some implementations, the 
computing device 1200 may implement all or part of, for 
example, one or more of the endpoints described previously 
with reference to FIG. 1, including endpoint A110, endpoint 
B 115, endpoint C 120, endpoint D 125, endpoint E 130, 
endpoint F 135, endpoint G 140, or endpoint H 145. In the 
same or other implementations, the computing device 1200 
may implement all or part of the exemplary relay endpoint 
system 410. In some implementations, the processing unit 
1202 may be a general purpose central processing unit (CPU), 
as exists, for example, on a variety of computers, including 
desktop and laptop computers. Depending on the exact con 
figuration and type of computing device, the memory 1204 
may be volatile (such as RAM), non-volatile (such as ROM, 
flash memory, etc.), or some combination of the two, and is 
computer storage media. This most basic configuration is 
illustrated in FIG. 12 by dashed line 1206. Additionally, the 
computing device 1200 may also have additional features and 
functionality. For example, the computing device 1200 may 
also include additional storage (removable and/or non-re 
movable) including, but not limited to, magnetic or optical 
disks or tape, all computer storage media. Such additional 
storage is illustrated in FIG.12 by the removable storage 1208 
and the non-removable storage 1210. The term “computer 
storage medium' as used herein includes any medium that is 
a statutory article of manufacture and that is configured to 
comprise and/or store computer-readable and/or computer 
executable instructions that, when executed or the like by a 
computer (e.g., computing device 1200 or any other type of 
computer or the like), cause the computer to perform one or 
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more methods or the like or cause the computer to be config 
ured to perform one or more methods or the like. 
0.184 The computing device 1200 may also contain one or 
more communications connection(s) 1212 that allow the 
computing device 1200 to communicate with other devices 
and services. For example, as described previously with ref 
erence to FIG. 1, the computing device might have one or 
more connections—such as the connection 170, the connec 
tion 172, the connection 174, or the connection 176—and 
Such connections may connect a variety of computing 
devices, including, for example, endpoints such as endpoint A 
110, endpoint B 115, endpoint C 120, and so on. The com 
puting device 1200 may also have one or more input device(s) 
1214 Such as an image input devices like cameras or scanners, 
keyboards, mice, pens, Voice input devices including micro 
phone arrays, touch input devices, and so on. One or more 
output device(s) 1216 Such as a display, speakers, printer, and 
so on, may also be included in the computing device 1200. 
0185. Those skilled in the art will appreciate that the tech 
nologies described herein may be practiced with computing 
devices other than the computing device 1200 illustrated in 
FIG. 12. For example, and without limitation, the technolo 
gies described herein may likewise be practiced in hand-held 
devices including mobile telephones and PDAs, multiproces 
sor Systems, microprocessor-based or programmable con 
Sumer electronics, network PCs, minicomputers, mainframe 
computers, and the like. Each of these computing devices 
may be described, at some level of detail, by the system of 
FIG. 12, or may be described differently. 
0186 The technologies described herein may also be 
implemented in distributed computing environments where 
operations are performed by remote processing devices that 
are linked through a communications network. In a distrib 
uted computing environment, program modules may be 
located in both local and remote devices. 
0187 While described herein as being implemented in 
software, it will further be appreciated that the technologies 
described herein may alternatively be implemented all or in 
part as hardware, firmware, or various combinations of Soft 
ware, hardware, and/or firmware. 
0188 Although some particular implementations of meth 
ods and systems have been illustrated in the accompanying 
drawings and described in the foregoing text, it will be under 
stood that the methods and systems shown and described are 
not limited to the particular implementations described, but 
are capable of numerous rearrangements, modifications and 
substitutions without departing from the spirit set forth and 
defined by the following claims. 

1. A method for synchronizing data between a first end 
point and a foreign endpoint, the method comprising: 

accessing, by the first endpoint operating on a computer, an 
updated feed generated by the foreign endpoint operat 
ing on another computer, wherein the updated feed 
includes a change to a foreign item that comprises a sync 
data element and an item data element; 

creating, by the first endpoint if a data store of the first 
endpoint does not comprise a local item with a unique 
identifier that matches that of the foreign item, the local 
item that corresponds to the foreign item; 

updating, by the first endpoint if the data store does com 
prise the local item with the unique identifier that 
matches that of the foreign item, the local item based on 
a precedence between the local item and the foreign 
item, wherein the precedence is based on at least one 
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characteristic of the local item and the foreign item from 
a plurality of characteristics including version, modifi 
cation time, and a modifying endpoint. 

2. The method of claim 1 wherein the foreign item is 
defined by the updated feed of the foreign endpoint but not by 
the first endpoint. 

3. The method of claim 1 wherein the foreign item is one of 
a plurality of foreign items of the updated feed, and wherein 
the accessing, the creating, and the updating is repeated for 
each of the plurality of foreign items. 

4. The method of claim 1 wherein the updating comprises 
selecting, based on the precedence, one of the local item or the 
foreign item to be a winning item. 

5. The method of claim 1 wherein the updating comprises 
comparing the version characteristics of the local item or the 
foreign item. 

6. The method of claim 1 wherein each sync data element 
comprises the plurality of characteristics including the ver 
Sion, the modification time, and the modifying endpoint that 
correspond to the each sync data element. 

7. The method of claim 1 wherein the updating comprises 
copying information from the foreign item into a feed docu 
ment maintained by the first endpoint. 

8. At least one computer storage medium storing computer 
executable instructions that, when executed by a computer, 
cause the computer to perform a method for synchronizing 
data between a first endpoint and a foreign endpoint, the 
method comprising: 

accessing, by the first endpoint operating on the computer, 
an updated feed generated by the foreign endpoint oper 
ating on another computer, wherein the updated feed 
includes a change to a foreign item that comprises a sync 
data element and an item data element; 

creating, by the first endpoint if a data store of the first 
endpoint does not comprise a local item with a unique 
identifier that matches that of the foreign item, the local 
item that corresponds to the foreign item; 

updating, by the first endpoint if the data store does com 
prise the local item with the unique identifier that 
matches that of the foreign item, the local item based on 
a precedence between the local item and the foreign 
item, wherein the precedence is based on at least one 
characteristic of the local item and the foreign item from 
a plurality of characteristics including version, modifi 
cation time, and a modifying endpoint. 

9. The at least one computer storage medium of claim 8 
wherein the foreign item is defined by the updated feed of the 
foreign endpoint but not by the first endpoint. 

10. The at least one computer storage medium of claim 8 
wherein the foreign item is one of a plurality of foreign items 
of the updated feed, and wherein the accessing, the creating, 
and the updating is repeated for each of the plurality of for 
eign items. 
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11. The at least one computer storage medium of claim 8 
wherein the updating comprises selecting, based on the pre 
cedence, one of the local item or the foreign item to be a 
winning item. 

12. The at least one computer storage medium of claim 8 
wherein the updating comprises comparing the version char 
acteristics of the local item or the foreign item. 

13. The at least one computer storage medium of claim 8 
wherein each sync data element comprises the plurality of 
characteristics including the version, the modification time, 
and the modifying endpoint that correspond to the each sync 
data element. 

14. The at least one computer storage medium of claim 8 
wherein the updating comprises copying information from 
the foreign item into a feed document maintained by the first 
endpoint. 

15. A system configured for synchronizing data between a 
first endpoint and a foreign endpoint, the method comprising: 

a computer; 
a first endpoint configured for operating on the computer 

and for accessing an updated feed generated by the for 
eign endpoint, wherein the updated feed includes a 
change to a foreign item that comprises a sync data 
element and an item data element; 

the first endpoint further configured for creating, if a data 
store of the first endpoint does not comprise a local item 
with a unique identifier that matches that of the foreign 
item, the local item that corresponds to the foreign item; 

the first endpoint further configured for updating, if the 
data store does comprise the local item with the unique 
identifier that matches that of the foreign item, the local 
item based on a precedence between the local item and 
the foreign item, wherein the precedence is based on at 
least one characteristic of the local item and the foreign 
item from a plurality of characteristics including ver 
sion, modification time, and a modifying endpoint. 

16. The system of claim 15 wherein the foreign item is 
defined by the updated feed of the foreign endpoint but not by 
the first endpoint. 

17. The system of claim 15 wherein the foreign item is one 
of a plurality of foreign items of the updated feed, and 
wherein the accessing, the creating, and the updating is 
repeated for each of the plurality of foreign items. 

18. The system of claim 15 wherein the updating comprises 
selecting, based on the precedence, one of the local item or the 
foreign item to be a winning item. 

19. The system of claim 15 wherein each sync data element 
comprises the plurality of characteristics including the Ver 
Sion, the modification time, and the modifying endpoint that 
correspond to the each sync data element. 

20. The system of claim 15 wherein the updating comprises 
copying information from the foreign item into a feed docu 
ment maintained by the first endpoint. 
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